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Abstract

To judiciously use machine learning – particularly deep learning – requires identi-

fying how to extract features from data and effectively leveraging those features to

make predictions. This dissertation concerns deep learning methods for three appli-

cations: inverse modeling, legislator analysis, and computer vision for security. To

address inverse problems, we present a new method, the Mixture Manifold Network,

which uses multiple neural backward models in a forward-backward architecture.

We experimentally demonstrate that the Mixture Manifold Network performs better

than computationally fast generative model baselines, while performance approach-

ing that of computationally slow iterative methods. For legislator modeling, we seek

to learn representations that capture legislator attitudes that may not be contained

in their voting records. We present a model that instead considers their tweeting

behavior, and we use reactions to former President Donald Trump on Twitter as an

illustrative example. For computer vision, we address two security-related applica-

tions using deep convolutional feature extractors. In the first of these, we leverage

domain adaptation with deep object detection for threatening items – such as guns,

knives, and blunt objects – in X-ray scans of air passenger luggage. In the second, we

apply an occlusion-robust classifier to infrared imagery. For each application above,

we describe the datasets for the problem, how the presented methods extract fea-

tures from that data, and how efficacious predictions are produced from each of our

proposed models.
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1

Introduction

“We’re better at predicting events at the edge of the galaxy or inside the nucleus of
an atom than whether it’ll rain on auntie’s garden party three Sundays from now.”

Tom Stoppard, Arcadia

Deep learning techniques have come to pervade increasingly many broad-ranging

applications. The two foremost of these applications are computer vision – the

realm of image and video analysis – and natural language processing, which treats

textual analysis. This dissertation presents work in applications for both of these

disciplines. It also presents, and indeed culminates with, work for a third burgeoning

realm of deep learning applications: that of inverse modeling. While the applications

considered here are seemingly disparate, the fundamentals of applying deep learning

to each problem are remarkably consistent: identifying how to extract descriptive

features from data (a representational challenge) and effectively leveraging those

features to make predictions.

Machine learning – of which deep learning is a sub-field – refers to a paradigm

of methods for pattern recognition in which the underlying regularities in data are

inferred automatically from the data itself [Bis07]. This is in contrast to the laborious

and tedious creation of handcrafted rules by a human, a process which will likely

find a programmer mired in a web of devising exceptions to such rules and then

exceptions to those exceptions. Instead, automatic inference is accomplished by

presenting computer algorithms with examples of the data – known as a training

set – as well as the associated true labels for the data (if available and relevant for

1



addressing the problem). By furnishing an algorithm with such examples, researchers

relieve themselves of the burden of rule-making and hand that burden to a computer

(which will presumably not complain).

The “rules” which we expect an algorithm to uncover are what are more formally

called the parameters of a model. The formulation of a model encompasses certain

assumptions we might make about data, particularly about the ways aspects of the

data relate to each other. In the case of supervised learning – which is probably the

most common form of machine learning and the one on which this dissertation is

focused – the data typically comprise inputs x and associated outputs y. We assume

that the outputs are obtained from the inputs via some “true” function f for which

y = f(x). The goal of the machine learnist is to find a suitable approximation, f̂

for the function f . Model construction can be thought of as assuming or otherwise

determining the form of this function approximation. Model learning, similarly, is the

process of uncovering the “details” (e.g., parameters) of this function approximation

after its form has been selected.

The primary end towards which we seek to learn a model is the capability of pre-

dicting outcomes on future data, or to otherwise make some sort of decision based

upon the data. These decisions are often difficult because of some inherent uncer-

tainty surrounding them, which may arise from a variety of reasons. A prominent

reason for uncertainty is the noise in making measurements; consider, for instance,

a faulty camera which produces blurry images, or a “low-tech” scenario in which a

human with a stopwatch is timing some process and is plagued by an inconsistent

reaction time. Similarly, the processes being observed – even with a perfect sensor –

can also be random in themselves, with human behavior again being an example of

a source of uncertainty. Perhaps the coffee behemoth Starbucks wishes to optimize

store design by considering the number of people in a store at certain times; even if

they measured (perfectly) at the same time every Monday for a season, they would

2



find the answer changes measurement to measurement due to the (noisy) whims of

jittery coffee drinkers. Finally, uncertainty may also arise from simply having too

few measurements to perfectly predict an outcome. With uncertainty pervading

decision-making, we choose to construct statistical models. [Mur13].

A key aspect of machine learning is the representation of data. Here, we do not

mean “representation” to refer to the computerized storage of information as bits and

bytes, but instead mean the mathematical description of some data entity. The form

of input data – also called “raw” data – is rarely the form that is the most “useful” for

making any sort of determinations about the data. Instead, typically the input data

will be transformed into an alternate representation from which pattern recognition

becomes easier to accomplish. The process of performing these transforms is known

as feature extraction. For some machine learning algorithms, feature extraction is

included as one of the algorithm’s goals; for others, the feature extraction may be

performed separately, as a pre-processing step before applying the algorithm.

As an illustration of feature extraction, consider the two sentences in Figure 1.1,

and say that perhaps our goal is to perform text classification between sentences

regarding “camping” and those about “pets.” The easiest way to classify a sentence

is to examine the words that compose it. If we decide that word order does not

matter and instead only care about the occurrence of words in a sentence (known as

a “bag of words” representation), then we can construct features by simply counting

the number of times certain words appear in a sentence. Typically, there are words

that occur frequently enough that they are not useful for distinguishing between

types of sentences; these are called “stop words” and include parts of speech such as

articles (“a”, “the”, “an”), prepositions (e.g., “to”, “for”), and linking verbs (e.g.,

“is”, “are”, “am”). For our example, we will omit stop words from the vocabulary

of possible words that contribute to the feature representation. We then, for each

sentence, construct a vector indicating the number of occurrences of each word in the

3



“The crackling fire is pleasantly warm.” “The warm dog sat next to me.”

Sentence 2:Sentence 1:

Word Counts Feature Vector: Word Counts Feature Vector:

Figure 1.1: Illustration of term-frequency feature construction applied to two
example sentences.

vocabulary. Note that each entry in the vector corresponds to the same word across

both sentences, and for this example, we obtain an 8-dimensional representation for

both sentences that allows us to easily compare them in the same space.

Deep learning can be regarded as a sub-field of machine learning, wherein the

underlying regularities in data are modeled using a structure known as a neural

network. Underpinning the operation of neural networks is the use of non-linear

transformations. While linear models are typically regarded as easier to implement

and understand, non-linear models can be more flexible but also more enigmatic.

They’re unruly and harder to interpret. When applied appropriately, however, they

are extremely effective. This dissertation, broadly speaking, is about applying these

powerful non-linear models appropriately.

When we say that non-linear models are more flexible, we mean that they can

capture more complicated relations between aspects of the data. By modeling these

complicated relations, neural networks are able to better leverage large quantities

of data. In fact, tremendous amounts of data are typically required to produce

efficacious neural networks. Without sufficient quantities of data, machine learning

models – and neural networks especially – may suffer from poor generalization. Model

generalization is the quality of being applicable to data that the model has not been
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trained on (e.g., “unseen” data), and increasing model generalization is one of the

most important – possibly paramount – endeavors in machine learning research.

The techniques for mitigating model generalization are broadly referred to as

regularization methods. Typically, a technique for regularization can be viewed as

a way of making the learning objective more difficult, and consequently imposing

more stringent constraints on an algorithm as it fits the data. These harsher con-

straints inhibit the model from becoming too closely tuned to the training data, a

circumstance which is known as over�tting.

Depending on the application of study, the essence of the fruits of a constructed

model may differ from that of other applications. For instance, for many applications,

the most interesting quantity yielded from the model may be its predictions. Consider

problems of automatically recognizing threats from imagery: the primary concerns

are the predictions of the locations of possible threats and a classification regarding

the nature of the threat (e.g., “what type of threatening object is it?”). For other

problems, however, the learned representations of the data may themselves be the

most sought after quantity. This may particularly be the case for more-academic

endeavors, such as those undertaken by political scientists to study the operation and

behavior of congressional bodies. In such a domain, the representation of legislators

– which helps describe their “positions” with respect to each other – might be a more

valuable model-outcome than the predictions of how those legislators actually voted.

This dissertation describes the development of deep learning models constructed

to address a variety of problems, which shall be discussed in three categories. For

each, we will focus on how useful features are extracted to represent the data associ-

ated (and available!) with the problem, as well as how those features are leveraged

to make predictions (typically for some practical purpose). We shall also describe

how the specifics of each problem lend themselves to opportunities for regularization

to improve model generalization.
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The first of these problems discussed in this document is that of mathematically

modeling United States legislators. The construction of representations for Con-

gresspersons is an endeavor of great interest for political scientists, as they seek to

study and understand the behavior of legislative bodies. A now-canonical way of

modeling legislator behavior involves statistical examination of their voting records,

which can be extended to include (deep learning) text analysis of the legislation

being voted upon. Here, we present an alternative representation by devising a

Tweet-prediction model and exchanging legislation text for Tweet text.

The second category of problem we address is that of computer vision for security

and surveillance applications. The two problems discussed here both involve auto-

matic recognition of potential threats in imagery that is different from the “standard”

red-green-blue (RGB) domain. In the first problem, we seek to detect and classify

threatening objects – such as knives, guns, and blunt objects (e.g., crowbars) – in

X-ray scans of air passenger luggage. In the second problem, we are concerned with

classification of Infrared (IR) imagery, a task which we pursue for its relevance to

surveillance using IR sensing.

The third and final category of problem that we address in this dissertation is

that of inverse modeling, which involves learning the mapping from a measurement

variable y to a control/system variable x. The goal of solving inverse problems arises

in a multitude of scientific fields. For instance, consider a material design problem

in which we seek to determine how to configure the geometry of a material so as

to obtain a particular spectral response. From physical principles – particularly

those of electromagnetics – it is relatively easy (for an expert) to determine the

spectral response from a certain geometric configuration of a material; computing in

the opposite direction, however, is much less straightforward. One reason for this

difficulty is that several different geometric configurations could produce the same

spectral response, a situation that means learning such an inverse problem is ill-
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posed, due to the non-uniqueness of solutions This particular challenge characterizes

many real physical systems for which one may seek to model an inverse process, and

it is a challenge that renders many standard deep learning approaches unsuitable to

solving such problems (without adjustment). As the culmination of this dissertation,

we describe a novel deep learning approach to address inverse modeling, which we

term the Mixture Manifold Network (MMN).

The rest of the dissertation proceeds as follows. In Chapter 2, we establish the

background concepts and ideas that are crucial to understanding the general applica-

tion of machine learning to practical problems. This chapter will also present certain

foundational methods for deep learning, upon which the new methods described

in this work are built. In Chapter 3, we describe the aforementioned mathematical

modeling of United States legislators. This chapter presents work that has been pub-

lished at a major conference for natural language processing (EMNLP), as it involves

a novel textual analysis model. The chapter also includes work from the author’s

Qualifying Exam. In Chapter 4, we delve into the two computer vision problems for

security applications. This chapter will more-fully describe the objectives of threat

detection and identification in X-ray baggage as well as IR image classification. It

will also present the deep learning architectures used to address both problems, which

each require different loss functions to train effective models. Chapter 5 provides a

more extensive introduction to the problem of inverse modeling as well as further

background surrounding that distinct challenge, including descriptions of baseline

methods. Chapter 6 then describes the Mixture Manifold Network, which we have

proposed to address inverse modeling. In this chapter, we cover the model’s formu-

lation and demonstrate its efficacy by performance on a series of inverse modeling

benchmarks. Finally, in Chapter 7, we summarize the main findings of the analyses

across the varied machine learning challenges presented herein. In this chapter, we

also discuss potential future research paths.
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2

Background

“The mathematician’s patterns, like the painter’s or the poet’s, must be beautiful ;
the ideas, like the colours or the words, must fit together in a harmonious way.”

G.H. Hardy, A Mathematician’s Apology

This chapter briefly reviews the essential concepts crucial to developing the ma-

chine learning algorithms presented in subsequent chapters. We begin, in Section 2.1

by covering background surrounding general tasks (e.g., regression and classification)

in machine learning and establishing how models are evaluated. In Section 2.2, we

move on to the concepts foundational to deep learning, and we review fundamental

types of neural networks. Section 2.3 provides the foundations for using neural mod-

els to represent text data; these are used in Chapter 3 for tweet analysis. Similarly,

Section 2.4 provides the foundations for neural methods in computer vision, covering

the necessary background to establish the methods presented in Chapter 4.

Note that we generally defer discussion of background material specific to deep

learning for inverse modeling to Chapter 5. This is because, while computer vision

and NLP applications are relatively wide-spread in deep learning, the use of deep

learning for inverse modeling is less commonplace. We thus prefer to devote part of

a separate chapter to treating the background for that specific problem, while still

drawing from the fundamentals discussed here in Sections 2.1 and 2.2.
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2.1 Machine Learning

The purpose of a machine learning algorithm is (typically) to construct a statistical

model about some aspect of the world, with the intention of subsequently using that

statistical model to make predictions and to inform decisions. These statistical mod-

els are learned from example data – known as ‘training data’ – and their predictive

capabilities are assessed on ‘testing data’. A machine learning model comprises a set

of ‘parameters’, which define how to map from an input to an output prediction. A

fundamental goal, then, for a machine learning algorithm is to determine appropriate

values for these parameters in order to obtain correct predictions.

Just as there are (no fewer than) two sets of data – training and testing – there

are similarly (no fewer than) two modes of use for a machine learning model. The

first of these is training, wherein the parameters of the model are adjusted according

to a learning algorithm. The second is ‘inference’, a term which we will use here to

refer to the ‘running’ of a model over some data without any changes to the model

or its parameters. Inference typically yields predictions over testing data and is thus

the mode used when evaluating a model’s capabilities.

The training of a model relies on two related aspects of a particular machine

learning algorithm: its error function and an optimization procedure. The error

function (also known as loss function and sometimes simply as ‘objective’) quantifies

the discrepancy between a model’s predictions on input data and the known, un-

derlying truth for that data, which we shall refer to as the ‘ground truth’ or simply

as ‘labels’. The optimization procedure defines how to adjust a model’s parameters

given the outcome from the error function. Model training thus encompasses three

basic steps: 1) obtain model predictions on input training data, 2) compute the er-

ror between predictions and truth, 3) optimize model parameters based on the error.

Depending on the particular model and optimization procedure, these three training
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steps may need to be repeated – e.g., iterated – several times until suitable model

parameters are obtained; this is the case for every model and method presented in

this dissertation.

The choices of a model’s functional form, error function, and accompanying op-

timization procedure all depend on the particular task one is trying to solve. Across

the many (and many more!) applications to which machine learning has been brought

to bear, there are a handful of general, fundamental tasks that can be distilled from

a wide range of problems. We consider and review two fundamental tasks: regression

and classification. These tasks are generally differentiated by the form of the pre-

dictions made for each, which also corresponds to different forms for their respective

error functions. In the following subsections, we describe the goals underlying these

tasks and their general error functions.

2.1.1 Regression

Regression is the task of estimating the relationship (e.g., function) between an

input x and a continuous (rather than discrete) output response variable y. Note

that the variables x and y can be multi-dimensional. For a regression problem, we

can generally write that we seek to learn a function, f̂ , that approximates some true

function y = f(x):

ŷ = f̂(x ; �) (2.1)

where the notation indicates that the function f̂ is parameterized by �.

Regression models are commonly trained by optimizing an error function pro-

portional to the squared difference between the model prediction, ŷ, and the true

response variable, y. Formally, letting i index examples in a training set and suppos-

ing there are N total examples, the expression for the (mean) squared error function

is given by:
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LMSE =
1

N

NX
i=1

(yi � ŷi)2: (2.2)

Regression problems – and the loss function above – are of central importance to the

inverse modeling discussed in Chapters 5 and 6.

2.1.2 Classi�cation

Classification is the task of assigning categorical (e.g., ‘class’) labels to input data.

This can be viewed as a more-specific task than regression. Whereas in regression

the output variable y is continuous, for classification the output variable y takes

a discrete value from among C categories: y 2 f1; : : : ; Cg. While there are cer-

tainly problems in which class labels are not mutually exclusive (a case known as

multi-label classi�cation, we restrict ourselves to considering single output multiclass

classi�cation, in which C > 2.

For statistical methods, the task of classification revolves around modeling the

conditional probability distribution over the possible categorical labels, given the

input data: p(yjx). Recalling that y can only take discrete values, then the model

output for predicting classification is given by the category with the highest model-

probability:

ŷ = f̂(x) = argmaxCc=1 p(y = cjx): (2.3)

Using the most-probable class label is known as using the maximum a posteriori

(MAP) estimate. For the work in this dissertation, the probabilities p(y = cjx) will

be obtained using what is known as the softmax function, which serves the purpose of

normalizing a model’s output and yielding a score for each component of the output

vector on the interval [0; 1]. Supposing that y� is an intermediate, un-normalized

model output, then we write the softmax outputs as:
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p(y = cjx) = �(y�c ) =
exp(y�c )PC
j=1 exp(y

�
j )

(2.4)

where the notation y�j indicates the (intermediate) model output prediction for specif-

ically the class j. The softmax function is the multiclass generalization of the logistic

sigmoid function [Bis07]. Note that the components of the output from the softmax

sum to unity (1), which allows for the interpretation of the output as representing

‘probabilities’ of a class prediction. The intermediate outputs y� will sometimes be

called logits, a portmanteau of “logistic units.”

Classification models are commonly trained by optimizing an error function known

as the (multi-class) cross-entropy loss, which is given by:

LCE(y;p) =
CX
c=1

I(y = c)log pc (2.5)

where p is a vector of model-output probabilities with components of the vector

given by pi = �(y�i ), and I(y = c) is the ‘indicator’ function which is 1 when y = c

and 0 otherwise.

2.2 Deep Learning

Deep learning denotes a paradigm of machine learning that uses (deep) neural net-

works (DNNs) to compose the models for making predictions. Within the past

decade or so (e.g., from 2012 to this writing in 2023), these models have become

the state-of-the-art algorithms for a broad range of practical challenges, particularly

those in computer vision and natural language processing (NLP).

To accommodate the various applications of deep learning – as well as reflecting

an evolving understanding of the field – many different neural architectures have

been developed. Despite their wide variety, there are still common aspects that are
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broadly fundamental to almost every type of neural network. In this section, we

review these common aspects, including the basic functional formulation of networks

and a brief treatment of how network parameters are generally learned.

2.2.1 Neural Networks

Neural networks map input data to an output using a composition of nonlinear

functions (which is, itself, also a nonlinear function). In fact, according to what is

known as the Universal Approximation Theorem, such a nonlinear mapping means

that a neural network (of sufficient size) can be learned to approximate any function

[HSW89]. Recall that a general formulation of the goal of machine learning is to

learn an approximation for a supposed function y = f(x); thus, the result that neural

networks can – theoretically – approximate any function explains a good portion of

their wide-spread modeling success.

The atomic unit for a neural network is what is known as a neuron, and neurons

are assembled into layers with multiple neurons per layer. The output of the jth

neuron of the lth layer, given an input x, is:

a
(l)
j =

DX
i=0

w
(l)
ji xi (2.6)

where wlj are the weights which parameterize the neuron.1 Clearly, the expression

of Equation 2.6 describes a linear combination of the inputs; the nonlinearities that

are so crucial to neural networks manifest by the application of what is called an

activation function, h, to the outputs aj:

z
(l)
j = h(a

(l)
j ) (2.7)

1 Note that neurons are typically parameterized by both a set of weights and a bias term. By
considering the input x as being extended with a x0 = 1, the bias term can be ‘absorbed’ into the
weights wj , which we have chosen to do here for compactness of notation.
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The choice of h is its own realm of inquiry within deep learning research, but it must

be a differentiable function. Sigmoidal functions and the hyperbolic tangent (tanh)

have historically been used; the rectified-linear unit (ReLU) [GBB11] is now also a

popular option.

To construct more complex representations of data, multiple layers of neurons

are used, with the neurons connected in sequence. In other words, the outputs of

neurons from the previous layer become the inputs for the next layer. We can thus

write the expression for the activations of a second layer of a network as:

z
(l+1)
k = h

� MX
j=0

w
(l+1)
kj h

� DX
i=0

w
(l)
ji xi

��
(2.8)

The configuration of neurons in a layer – and the connections between layers –

allows for modeling different representations of data throughout a network. Par-

ticular configurations yield different types of layers that are useful for performing

different functions. For the models discussed in this dissertation, there are three pri-

mary types of layers: fully connected layers, convolutional layers, and pooling layers.

These layers are further discussed later in this section.

2.2.2 Parameter Learning: Gradient Descent and Backpropagation

As mentioned in Section 2.1, the training of a network – the learning of its parame-

ters – requires an error function and an optimization procedure. This section briefly

reviews how the parameters w of a neural network are learned using a (somewhat)

arbitrary error function, E(w); thus, this section very generally describes the op-

timization procedure for neural networks. The goal of this optimization is to find

weights w for which the error E(w) is minimized. However, given the nonlinear

dependence of E on the weights, finding a global minimum is extremely difficult (in

fact, probably impossible). In practice, researchers and network users alike content
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themselves with finding one of many local minima for the error function.

Presuming a judicious choice of E(w), the error is a smooth continuous function

of w, which means that a (local) minima is found where the gradient of E vanishes:

rE(w) = 0: (2.9)

Rather than solving Equation 2.9 analytically – which would be a rather vain

endeavor – we use iterative numerical procedures. The algorithms used to perform

this iterative optimization are typically some form of what is known as gradient

descent, in which the weight updates follow a small step in the direction of the

negative gradient for E:

w(�+1) = w(�) � �rE(w(�)) (2.10)

where the hyperparameter � > 0 is known as the learning rate and defines the size

of the ‘small step’ of the update. The superscript � indicates the step-number or

iteration of the update, and note that the gradient must be re-evaluated at the new

weights for each update. Additionally, while the term E(w) indicates the gradient

of the error over the entire training set, in practice the updates are usually made

using a (randomly selected) subset of the training data (as is done in the stochastic

gradient descent, or SGD, algorithm).

The error function E(�) will vary depending on the type of problem being ad-

dressed and the specific neural architecture being employed. In many cases, the loss

will resemble either the squared-error loss (2.2) for regression or cross-entropy loss

(2.5) for classification, both of which were discussed in Section 2.1. Clearly, a key

aspect of the loss being used is that it is differentiable.

The multitude of neurons, each with a set of weights, necessitates a technique for

e�ciently computing the gradient of an error function (with respect to the weights)
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for a neural network. The algorithm that allows this efficient computation is known

as error backpropagation [RHW86], which cleverly leverages the chain rule for (par-

tial) derivatives to evaluate derivatives throughout the network. For illustration of

backpropagation, we will consider a single example input from the training set, in-

dexed by the variable n. In order to use gradient descent as described above to

update the parameters of the network, we require the partial derivative @En=@wji,

which turns out to be expressible in terms of zi – the activation for the neuron at

the input side of the weight – and a term �j which is called the error for a neuron j:

@En
@wji

=
@En
@aj

@aj
@wji

= �jzi (2.11)

where we have defined �j =
@En

@aj
and used expressions from Equation 2.8 to express

the partial derivatives. The key result of backpropagation is that the error terms, �i,

can be (efficiently) computed using the errors from further up in the network:

�j = h
0
(aj)

X
k

wkj�k (2.12)

and we can recursively apply Equation 2.12 to obtain the �’s for all units in the

network and subsequently use 2.11 to evaluate the required derivatives.

2.2.3 Convolutional Neural Networks

Convolutional Neural Networks (CNNs) excel at processing data that is supposed to

have some sort of grid structure. Image data – which consists of a two-dimensional

grid pixels – is probably the most natural example of such data. Text data can also

be represented as a two-dimensional grid, specifically when using vector represen-

tations for words, as reviewed in Section 2.3. The operation underlying CNNs, as

their name suggests, resembles the convolution operation with which many in fields
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across engineering are familiar2. For networks, this (linear) operation denotes the

application of a multiplicative kernel to an input and then summing over the ele-

ments of the product. For our purposes, the kernel, which is typically regarded as

serving as a learnable �lter, is a multidimensional array of network parameters, and

the input is a multidimensional array of data. The convolution operation is used to

obtain neuronal activations (e.g., Equation 2.6), after which a non-linear activation

function is applied (Equation 2.7).

Convolutional layers offer several advantages – both in terms of modeling as well

as computation – over traditional network layers (e.g., “fully-connected” layers) for

certain types of data, such as data with a grid structure. While a fully-connected

layer has parameters that describe the interaction between each input and output

node, convolutional layers have sparse interactions between input and output. This

is a consequence of the fact that, typically, the kernel is smaller than the input. This

local connectivity of neurons results in a reduced parameterization of the network –

again compared to a fully-connected layer – which increases computational efficiency

and mitigates memory considerations. Another advantage of convolution is that it

enforces parameter sharing, in that the parameters for each kernel are applied to all

pieces of the input. Lastly, convolution is equivariant to translation, which renders

these networks invariant to (spatial) shifts of the input.

The stacking of convolutional layers into a hierarchy within a network allows the

kernels of different layers to be adapted to activate for different types of features. For

instance, the shallowest layers (e.g., those closest to the input data) are understood to

capture low-level features, such as edges, colors, and textures [ZF14]. Deeper layers,

on the other hand, typically capture high-level features which are likely specific to

the problem being solved, and can be considered as composing larger structures.

2 Due to ease of implementation, neural network implementation libraries typically actually use
the related cross-correlation operation
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When specifying a convolutional layer, the following information is crucial. The

input is a grid of size x�y� c, where c denotes the number of channels in the input.

The layer will have a bank of q filters with size w�h�k (it is actually not necessary

that all filters in a layer have the same size; CNNs for text may employ filters of

varying size, while for CNNs for images this is a less common practice). Finally, the

output is another grid, now of size x0 � y0 � q, where x0 and y0 depend on the input

and kernel (spatial) sizes.

Pooling

Pooling layers may be inserted between convolutional layers, and they serve the

purpose of downsampling their inputs. This downsampling is accomplished by re-

placing the output of a layer at a certain location with a summary statistic – such as

maximum or average– of the surrounding outputs. The advantages of using pooling

primarily lie in the reduction of network size: reducing the dimensionality of data at

certain layers throughout the network reduces the overall number of parameters. The

reduced parameterization, in turn, reduces computation time and memory require-

ments for a model. Furthermore, a possibly-desirable modeling property of pooling

is that it induces in the representations more invariance to (small) translation. These

advantages come at the (potential) cost of discarding information between a pooling

layer and the next layer.

2.3 Neural Text Analysis

2.3.1 Word Representations

A prevalent underpinning of natural language processing systems, especially those

of the latter half of the 20th century, is the representation of words as indices in a

vocabulary. N-gram models are an example of such a framework, in which contexts

of 1; 2; : : : ; N words are considered as atomic units whose occurrence statistics within
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training sequences inform the probability function of new sequences. As noted by

[BDVJ03], these models suffer from the limited range of their word contexts, and they

do not account for the similarity between words. Through their work, the authors

address these limitations and in so doing, spawned a new and effective way to learn

word representations.

The larger issue that [BDVJ03] seek to combat within language modeling is the

infamous curse of dimensionality, which in the context of language modeling may

be expressed as follows: as the vocabulary and the length of sequences of words

grows, the probability that a test sequence of words occurs during training decreases

rapidly. This underscores the need to learn how example sequences generalize to

other sequences. The authors propose to obtain this generalization by learning a

distributed representation for words. In this framework, each word is associated with

a real-valued word feature vector, and then the joint probability function of a word

sequence is expressed in terms of the vectors in that sequence. The word feature

vectors and parameters of the probability function are learned simultaneously by

tuning to optimize the log-likelihood of the training data.

[TRB10] find that the distributed representations of words learned through train-

ing a neural language model improve the accuracy of supervised NLP tasks, even

when the word representations have been learned in an unsupervised manner. In

particular, they evaluate different representations on named-entity-recognition and

chunking tasks.

Given the demonstrated improvements distributed representations of words of-

fer to a spectrum of language modeling tasks, [MtYZ13] examine the extent to

which such representations capture meaningful syntactic and semantic aspects of lan-

guage. In particular, they find that linguistic regularities may be observed through

remarkably simple means: the offsets between vectors. For instance, [MtYZ13]

demonstrate that the vector obtained by performing the operation vec(“Kings”)
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- vec(“King”) + vec(“Queen”) is closer (by cosine distance) to the vector for the

word “Queens” than to the vector for any other word in the vocabularly. They

form a syntactic test set of analogy questions – “a is to b as c is to ” – encom-

passing base/comparative/superlative forms of adjectives, singular/plural forms of

nouns, and varying tenses of verbs. Additionally, they adopt the SemEval-2012 Task

2 [JMTH12] as a set of word relations with which to measure semantic similarity.

These syntactic and semantic tests constitute further techniques to evaluate word

vectors in addition to observing improvement to supervised algorithms and the op-

timization in probabilistic language models.

With clear demonstrations of the representational power of distributed word vec-

tors, efforts shifted toward developing algorithms that can scale to large datasets, as

the quantity of training data has been found to improve the quality of word vectors.

To this end, [MCCD13] abandon the use of neural networks in obtaining word rep-

resentations and instead propose simpler models by removing the non-linear hidden

layer in neural language models. The first of these, the Continuous Bag-of-Words

(CBOW) model, is trained to correctly classify a word in a sequence given sur-

rounding context words. Conversely, their second model, the Continuous Skip-Gram

model, is trained to to maximize classification of words surrounding a given word in

the sequence. Both of these models retain the projection layer of their neural pre-

decessors to map input words from the vocabulary indices to vector representations.

Classification is accomplished via a log-linear classifier.

Consider – as is done in the Skip-Gram model – an input word wt at location t

in a sequence, and suppose we seek to predict a word wc within some context of wt.

Let both words have vector representations vt and vc, respectively, and letW denote

the number of unique words in the vocabulary of the model. Then the conditional

probability of word wc given word wt is given by the softmax function:
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P (wcjwt) =
exp
�
v>c vt

�PW
i=1 exp

�
v>i vt

� (2.13)

It is important to note that the sum (and its gradient) over every word in the

vocabulary in equation (2.13) is computationally expensive considering how large

the vocabulary becomes with large corpora of training text. Originally, [MCCD13]

reduced the computational complexity using the hierarchical softmax, in which they

represented the vocabulary as a binary Huffman tree, but they quickly adopted an

alternative.

[MSC+13] improve their model in terms of both vector quality and training speed

by subsampling frequent words and adapting Noise Contrastive Estimation 3(NCE)

to their Skip-Gram model. NCE approximately maximizes the log-probability of

the softmax from equation (2.13) by requiring the model to differentiate between

data and noise. For the purposes of training word vectors, Mikolov et al. simplify

NCE to negative sampling, in which the differentiation is between the true target

word and k negative samples of words, and the model uses logistic regression to

pick the target word from the given examples. They additionally extend the model

to represent frequent multi-word phrases as a single token endowed with its own

vector representation. These improvements to the Skip-Gram model (which may

also be applied to the continuous bag-of-words model) round out the now well-known

word2vec4 software.

Despite the remarkable results that [MSC+13] obtain and the popularity of their

word2vec word vectors, their algorithm suffers a significant drawback, which is ex-

pounded on by [PSM14]. They note that window-based methods of training word

vectors, such as the Skip-Gram model, do not efficiently leverage global co-occurrence

3 [MK13] concurrently proposed using NCE for word vectors at the same conference

4 https://code.google.com/archive/p/word2vec/
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statistics of words in a corpus because such models are constrained to only exam-

ining local contexts. The authors divide the techniques for learning word vectors

into two broad categories: count-based and prediction-based, with the Skip-Gram

falling into the latter. [PSM14] seek to combine the advantages of both – namely, the

efficiency of count-based methods and the induced meaningful linear substructure of

prediction-based methods – and the product is the Global Vector Model, known as

GloVe. As with word2vec, the authors make their implementation available publicly

online, as well as pretrained word vectors for download5.

The GloVe model is designed heuristically from the ratios of co-occurrence proba-

bilities. Let the matrix of word-word co-occurrence counts be denoted by the matrix

X, with entries Xij indicating the number of times word j occurs in the context of

word i. These words have both a word vector w 2 Rd and a bias b 2 R, where a

tilde (�) is used to indicate that a word is acting as a context word. The model is

a weighted least-squares regression with cost function:

J =
VX

i;j=1

f(Xij)(w
>
i w̃j + bi + b̃j � logXij)

2 (2.14)

where V is the size of the vocabulary, and the function f(�) is used to re-weight

the importance given to rare and frequent co-occurrences. The authors provide

an exposition in which they argue that the objective function in 2.14 is of a more

general form than the objective of the competing Skip-Gram model. Furthermore,

in experiments on word analogy, similarity, and named-entity-recognition tasks, the

GloVe model outperforms the models of [MSC+13] and [MK13] on all tasks, with the

authors making efforts to control for variations between the models by setting the

vector dimensions, context lengths, and training corpora the same. Lastly, GloVe

trains more quickly than both the Skip-Gram and CBOW models.

5 https://nlp.stanford.edu/projects/glove/
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2.4 Computer Vision

The use of neural networks in computer vision has exploded in the last decade (e.g.,

prior to 2023), since the demonstration of incredible performance by a deep convo-

lutional neural network (CNN) on the ImageNet dataset in 2012 [KSH12]. For the

purposes of this dissertation, we constrain our background description primarily to

the use of CNNs, noting that, indeed, other broad classes of neural networks – such

as recurrent neural networks (RNNs [WYM+16]) and recently transformer networks

[DBK+20] – have also been used for image classification and object detection.

CNN architectures for computer vision – both image classification and object

detection – typically comprise a section of the network dedicated to feature extraction

(the feature extractor ‘backbone’) and another section dedicated to classification or

detection (the ‘head’ of the network). The feature extractor constructs a latent

representation of the data, while the head maps the latent representation to the

requisite predictions to perform the task. For the networks used herein, the feature

network is composed of convolutional layers, and the head is composed of fully-

connected layers. In addition to being effective and performative, the organization

of networks in this way has the additional benefits of rendering networks ‘modular’

in the sense that different feature extractors can be exchanged within a certain

architecture for different purposes. Similarly, different classification or detection

heads may be interchanged on top of the same feature extractor to obtain networks

with different capabilities.

Chapter 4 describes two studies of computer vision, both with surveillance impli-

cations. Within that chapter, Section 4.2 describes classification of infrared imagery,

specifically using a model known as the Compositional Neural Network (Composi-

tionalNet) [KHLY20]. The CompositionalNet is reviewed in Section 2.4.2, preceded

by a description of its foundational baseline, the VGG model [SZ15a], in Section
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2.4.1. The other application in Chapter 4 is object detection for threat recognition

in x-ray imagery of airport baggage, described in Section 4.1. The primary computer

vision model for detection there is the Faster R-CNN, which is reviewed in 2.4.3.

2.4.1 Image Classi�cation Networks

VGG Network

The VGG network [SZ15b] – named for the “Visual Geometry Group” at Oxford

– is a now-classical CNN architecture for image classification. When the model

was introduced (in 2015), its primary innovation was the network’s depth, in the

sense of the number of layers used: up to 19 parameterized layers. By successfully

leveraging the depth of the network, VGG achieved state-of-the-art performance on

the ImageNet Large Scale Visual Recognition Challenge (ILSVRC) for 2014. The

network also incorporated network aspects that were found by previous work to

perform well: using smaller receptive window sizes and smaller stride for the first

convolutional layer [ZF14, SEZ+14].

The configuration of VGG that we focus on is the 16-layer network (VGG16),

which is used as the baseline for the CompositionalNet (described in Section 2.4.2

and the subject of investigation for 4.2). This version of the VGG network comprises

13 convolutional layers as the feature extractor and 3 fully-connected layers as the

classification head, and it is illustrated in Figure 2.1. The convolutional layers all use

kernels with spatial extent 3�3, and the number of filters per layer increases with the

depth of the layer. Five max pooling layers are used throughout the network to de-

crease the spatial resolution of the feature maps. The convolutional feature extractor

is followed by a fully-connected (FC) classification head. The first two FC layers have

4096 neurons each, and the third has 1000, which is necessary for performing 1000-

way classification (ILSVRC has 1000 categories). The last (non-parameterized) layer

is a softmax layer (Equation 2.4), which is used to allow classification, as described
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Figure 2.1: Diagram of the VGG16 Network for Image Classification with a Con-
volutional Feature Extractor. Figure from the website of Davi Frossard (University
of Toronto): https://www.cs.toronto.edu/ frossard/post/vgg16/.

in Section 2.1.2.

ResNet

The ResNet (Residual Network [HZRS16]) is another CNN architecture that is widely

used, particularly for its feature extractor. While VGG was considered “deep” at the

time of its introduction, with its 16 parameterized layers, ResNet set a new standard

for depth by demonstrating effective network configurations with up to 152 layers

(for the work shown in Section 4.1, we use the ResNet101 architecture). In order to

leverage that many layers of processing, ResNet uses ”shortcut connections” between

layers, with these shortcut connections intended to force layers to fit a residual map-

ping instead of directly learning the desired underlying mapping. Learning residual

mappings is found to mitigate model training as it addresses degradation in perfor-

mance that occurs during training after accuracy has saturated [HS15]. ResNet’s

effectiveness was demonstrated for computer vision when it won the ILSVRC 2015
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competition for classification as well as the competitions for ImageNet detection,

ImageNet localization, COCO detection, and COCO segmentation.

The ResNet101 architecture comprises 100 convolutional layers and a single FC

layer (followed by a softmax layer for classification). While there are two pooling

layers, most of the feature downsampling is accomplished using convolution with a

stride-size of 2 at certain layers.

2.4.2 Compositional Neural Network

This section describes the formulation of CompositionalNets as proposed by [KHLY20],

as well as the loss functions associated with the CompositionalNet architecture. For

several aspects of the CompositionalNet, a deeper analysis of its operation as a model

is undertaken here than in the model’s original proposal. An illustration of the Com-

positionalNet architecture is shown in Figure 4.6 (in Section 4.2, where use of the

CompositionalNet is described).

Architecture & Formulation

As presented in [KHLY20], the CompositionalNet replaces the classification head of

a conventional CNN with a generative model for feature activations. This proba-

bilistic model is explicitly compositional in the sense that, first, feature activations

are conceptualized as being associated with parts that might compose an object, and

then these parts are modeled as occurring in particular spatial patterns, depending

on the category of the object.

The association of features with object-composite parts is accomplished using a

set of vectors f�kg that parameterize von-Mises-Fisher distributions [BDGS05], and

each of these vMF kernels essentially acts as a “part-filter.” Consider a feature map

F 2 RH0�W 0�C , the output of a convolutional feature extractor with C channels. For

a particular position, p, on the 2-D lattice of F , the vMF kernels determine how much
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of the feature vector fp aligns with each part, indexed by k using the probabilistic

model:

p(fpj�k) =
exp(�Tk fp)

Z(�k)
; jjfpjj = 1; jj�kjj = 1 (2.15)

where Z(�k) is the normalization constant of a vMF distribution, which depends

on the concentration parameter �k. The authors of [KHLY20] assume that the con-

centration parameter is constant across all vMF distributions, which renders the

normalization term Z(�k) constant as well. This assumption is primarily made for

convenience; as noted in [BDGS05], Z(�k) is difficult to compute for high-dimensional

data, and assuming fixed �k allows circumventing computation of the normalization

constant when optimizing model parameters. Thus, when dealing with the vMF

likelihoods, we are primarily concerned with the following expression:

p(fpj�k) / exp(�Tk fp); jjfpjj = 1; jj�kjj = 1 (2.16)

With the vMF activations computed as in Equation 2.16, the feature activations

are modeled as a mixture of these likelihoods:

p(fpjAp;y; �k) =
X
k

�p;k;y p(fpj�k) (2.17)

where K is the number of mixture components and Ap;y = f�p;0;y; � � � ; �p;K;yg are

the mixture coefficients at a position p. The mixture coefficients are constrained such

that
P
k = 1K�p;k;y = 1. Note that this mixture describes the expected activation

of parts at p for a particular class y. The model for the entire feature map, F , is

obtained by assuming independence of the fp, given the parameters of the model,

which yields:
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p(F jfAp;yg; f�kg) =
Y
p

p(fpjAp;y; f�kg) (2.18)

Loss Functions

When training CompositionalNets end-to-end, the loss function that is used to opti-

mize the parameters of the model is given by:

L(y; y0; F; T ) = Lclass(y; y0) + 
1Lweight(!) + 
2Lvmf (F;Λ) + 
3Lmix(F;Ay): (2.19)

The losses Lclass and Lweight are standard losses associated with training a clas-

sification DCNN: the cross-entropy loss and weight regularization, respectively. The

loss components Lvmf and Lmix integrate the generative, compositional model with

a DCNN, and both resemble maximal likelihood terms for the features F . These

losses are obtained by taking the negative log-likelihood of Equations 2.16 and 2.17,

respectively.

The loss associated with the vMF clustering is given by:

Lvmf (F;Λ) = �
X
p

max
k

log p(fpj�k) (2.20)

� C
X
p

min
k
�Tk fp (2.21)

2.4.3 Deep Learning for Object Detection

Object detection is a sub-field of computer vision that involves localizing and clas-

sifying objects within an image. Typically, localizing an object means determining

the coordinates of a bounding box around that object. The development of object

detection algorithms reflects the two-part task: one piece of the algorithm proposes

the locations of potential objects and another extracts features from the proposed
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region and uses those features for classification. Here, the discussion is restricted to

one state-of-the-art method, Faster R-CNN, which, for the TSA threat recognition

endeavor, was found in [LHG+18] to produce the best detection results on firearms

and sharp object classes.

Faster R-CNN

The name “Faster R-CNN” betrays the existence of previous iterations: a “Fast

R-CNN” [Gir15] and “R-CNN” [GDDM14] before that. R-CNN, which stands for

“region CNN”, was the first algorithm to apply features extracted from a convolu-

tional neural network (CNN) to the object detection problem, which was inspired by

the great success of CNNs for image classification [KSH12]. In both Fast R-CNN and

R-CNN, an external algorithm is used to propose object regions, and from each of

these a CNN is used to extract a feature vector that is fed to a classifier. The innova-

tion of Fast R-CNN over its predecessor was to share the computation of features for

object proposals from the same image by computing a convolutional feature map for

the whole image and performing a max-pooling operation over regions of the feature

map that correspond to each proposal. This operation is termed Region-of-Interest

(RoI) pooling. Additionally, Fast R-CNN also allowed all network parameters to

be trained end-to-end in a single stage rather than the separate stages required by

(slow) R-CNN. This capability was due to the introduction of a multi-task loss to

capture object classification and bounding-box regression.

While Fast R-CNN dramatically reduced the computational cost of performing

object detection with CNNs, [RHGS15a] noted that region proposal remained a com-

putational bottleneck. To mitigate this cost, [RHGS15a] introduced Region Proposal

Networks (RPNs) that share convolutional layers with the detection network of Fast

R-CNN. An RPN outputs a set of rectangular object proposals for an image as well

as a corresponding “objectness” score for each proposal, which measures if the pro-
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Figure 2.2: Architecture of the Faster R-CNN Object Detector

posal contains an object class or image background. These outputs are produced by

sliding an n� n spatial window over the feature map from the shared convolutional

layers, mapping each window location to a lower-dimensional vector via convolution,

and feeding this lower-dimensional vector to sibling fully-connected layers for box-

regression (reg) and box-classification (cls). Each proposal is parameterized relative

to an anchor box that is associated with a particular scale and aspect ratio. Sup-

posing that k anchors are used, then the RPN predicts k region proposals at each

sliding-window location, with the reg layer producing the 4k coordinates of regressed

bounding-boxes. The parameters of the RPN are learned to minimize an objective

function that resembles the same multi-task loss used by Fast R-CNN, again to cap-

ture “objectness” of each proposal and to regress the coordinates of the proposed

bounding-box. The unified network consisting of an RPN with Fast R-CNN, sharing

base convolutional layers for feature extraction, is shown in Figure 2.2.
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3

U.S. Legislator Tweet Analysis

“We Greeks believe that a man who takes no part in public affairs is not merely
lazy, but good for nothing.”

Thucydides, History of the Peloponnesian War

This chapter presents a method for learning representations of United States

legislators using their tweeting behavior. This method leverages the concept of word

embeddings, which were reviewed in Section 2.3, and similarly models congresspersons

as having their own latent legislator embeddings. While legislator preferences are

typically estimated as general measures of ideology using roll-call votes on legislation,

those measures may fail to capture aspects of preferences not reflected in legislation.

This motivates the method we present here, which we demonstrate specifically for

tweets about (former) President Donald Trump.

An aspect of legislator preferences that might not be captured by roll-call votes

is their attitude toward a sitting president. For instance, Sen. Bob Corker (R-

TN) famously referred to the Trump White House as an “adult day-care center,”

John McCain (R-AZ) said Trump “is often poorly informed,”and Jeff Flake (R-AZ)

called him a “danger to a democracy,” yet, while in office, all of these Republican

Senators cast more than 80% of their legislative votes in line with former president

Trump [SB19]. Generally, the political science research recognizes that the public’s

views of the president have spillover effects on evaluations of legislators, which in-

centivizes strategic communication about the president. For example, while he was

Senate Majority Leader, Mitch McConnell encouraged Republican senators in vul-
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nerable re-election campaigns to distance themselves from Trump. Understanding

legislators' attitudes toward the president enables greater understanding and mea-

surement of such strategic communications. Furthermore, these attitudes also matter

for understanding the president's ability to pass his legislative agenda.

In this chapter, we present a new method for estimating legislator preferences

from the frequency and sentiment of their tweets using a novel combination of spatial

models based on item response theory and the modeling of count data. We use

this method to estimate legislator preferences about Donald Trump using tweets by

members of Congress and Donald Trump in the 15-month period following election

day in November 20161. In our model, legislator embeddings interact with embedding

representations of Donald Trump himself, constructed from a neural network using

the text (and timing) of his tweets during the same time frame. Thus, our model

leverages the text feature extraction capabilities of neural networks and incorporates

the legislator sentiment in tweets about Trump as well as the strategic decision about

whether and when to tweet about him.

We quantitatively assess the quality of our learned legislator representations by

demonstrating the model's predictive performance on a test set of tweets, and we

also compare our model-obtained embeddings to DW-NOMINATE scores, traditional

measures of legislator ideology. We additionally include comparisons of our new leg-

islator measures to the percent of the time legislators vote with Trump and Trump's

vote share in legislator's districts in the 2016 election. Our analysis not only validates

the modeling approach but also highlights that attitudes towards Trump are not be-

ing entirely captured by legislative voting behavior. The proposed method could

be used to address a variety of substantive research questions, ranging from cam-

paign strategy to behaviors related to impeachment. The 
exibility of the approach

1 Note that this work was originally published in 2020, while Donald Trump was still president of
the United States
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enables measuring attitudes that go beyond what can be recovered from legislative

voting. Furthermore, the deep learning model used to extract features from the text

of Trump's tweets could instead be trained using alternative sources of text, such

as news articles, press releases, or campaign messages. More broadly, a method for

estimating domain-speci�c preferences, rather than general ideological ideal points,

broadens the range of hypotheses than can be tested by political researchers.

The rest of the chapter proceeds as follows. In Section 3.1, we establish additional

background material surrounding the measurement of legislator preferences and mo-

tivating the purpose of doing so from a political science perspective. In Section 3.2,

we present a dataset comprising tweets by U.S. legislators about former President

Donald Trump as well as Donald Trump's tweets from the same period. In Section

3.3, we describe the formulation of the legislator tweet model regarding preferences

toward Donald Trump, while Section 3.4 describes the training and tuning of our

model. Quantitative predictive results for the tweet model are presented in Section

3.5, and the learned legislator embeddings are examined and qualitatively assessed

in Section 3.6.

3.1 Measuring Legislator Preferences

The predominant method of measuring legislator preferences over the past half-

century has been the modeling of theideal point of a legislator from recorded votes on

policy legislation. These ideal points constitute a spatial model for legislative behav-

ior, as both legislators and policies are represented in a low-dimensional Euclidean

space [PR97, CJR04]. Such ideal points are interpreted as measures of ideologi-

cal preferences and have been used to test hypotheses on topics such as political

polarization, political representation, and cross-institutional relationships [TW18].

A key limitation of initial methods for estimating ideal points was the inabil-

ity to perform out-of-sample predictions. Thus, they could not be used to predict
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votes on new legislation. To address this shortcoming, [GB11] extended the ideal

point model by placing legislation into a \political space" based upon the latent top-

ics of the legislation's text and performing prediction using these topics. [XHC17]

use a nonparametric Bayesian model to incorporate constituency data into a factor

model for legislative roll calls and text, with the text again being analyzed using a

topic model. Further e�orts to incorporate bill text using topic models come from

[WLS+ 10], [GB12], [NBGRM15], and [GSJ+ 14]. The incorporation of text into ideal

point modeling is not limited to legislators: [SRS16] model U.S. Supreme Court

behavior using a generative model for amicus briefs.

3.1.1 Ideal Point Formulation

Utility models underlie the formulation of spatial voting models, into which ideal

points models fall. Within these utility models, the likelihood that a legislator will

vote positively towards a piece of legislation increases as the distance between his/her

ideal point and the position of the legislation decreases in a Euclidean \political

space" [PR85]. [CJR04] adopt a quadratic function for utility. Suppose a piece of

legislation j occupies a \Yea" position � j and a \Nay" position  j . The utility

functions o�ered by the two positions to a legislatori with ideal point x i are then

given by:

Ui (� j ) = �jj x i � � j jj
2 + � ij

Ui ( j ) = �jj x i �  j jj
2 + � ij

(3.1)

where � ij and � ij are errors to account for noise in the utility model. IfUi (� j ) >

Ui ( j ), then the legislator will vote a�rmatively, which shall be denoted asyij = 1,

with yij = 0 otherwise. Assuming a jointly Gaussian distribution for the error terms,

we obtain:
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P(yij = 1) = P(Ui (� j ) > U i ( j ))

= P(� ij � � ij < jjx i �  j jj
2 � jj x i � � j jj

2)

= P(� ij � � ij < 2(� j �  j )
> x i +  >

j  j � � >
j � j )

= � (� >
j x i + � j )

(3.2)

where � (�) is the standard normal distribution function and � j and � j come from

the following reparameterizations:

� j =
2(� j �  j )

� j
and � j =

( >
j  j � � >

j � j )

� j
(3.3)

where � 2
j = var( � ij � �ij ). [CJR04] note that a logit model, instead of a probit,

is recovered if the errors have an extreme value distribution, such as a Gumbel or

Weibull distribution. The parameters � j and � j are known as the discrimination

and di�culty, respectively, associated with a policy.

It is worth noting the roles that the discrimination and di�culty parameters {

both aptly named { play in the ideal point model. The discrimination parameter

describes the extent to which a shift in the ideal point of a legislator e�ects their

support for the policy in question [Jac01]. The di�culty parameter is particularly

intuitive: it describes the popularity of a policy. In other words, the parameter

describes how \di�cult" a task it is to push a piece of legislation through Congress.

For instance, a resolution that \authorizes use of the rotunda of the Capitol for the

presentation of the Congressional Gold Medal to President and Mrs. Gerald R. Ford"

is uncontroversial and popular with an accordingly high di�culty2.

2 In the formulation by [CJR04] and [Jac01], � j is subtracted, rather than added, in Equation 3.2.
Here, addition has been used to be consistent with the formulation by [GB11, GB12], but doing so
reverses the intuition of what \high di�culty" should mean. This parameter has also been called
the \popularity," while the discrimination parameter has also been called the \polarity."
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3.1.2 Vote Prediction Models

As a generative model of choices { votes, in this case { [GB11] assume the logistic

regression formulation for the ideal point model. Furthermore, they assume a uni-

dimensional space for legislator ideal points and for policies. Thus, the vote model

becomes:

P(yij = 1) = � (� j x i + � j ) (3.4)

where � (t) = exp(t )
1+exp( t ) . Gaussian Bayesian priors are assumed for thex i , � j , and � j .

The variances are� 2
i and � 2

j for the legislator ideal points and both discrimination

and di�culty, respectively. The mean of the ideal point prior is zero, while the means

for the discrimination and di�culty are inferred from the text of the legislation.

E�orts to incorporate text into vote prediction were improved by moving to an

embedding paradigm rather than topic models. [KJR16] incorporate word embed-

dings into a model for vote prediction by representing a piece of legislation as the

average of its word embeddings and further representing legislators usingideal vectors

as a multi-dimensional extension to ideal points. [KAE18] augment bill text with

bill metadata (i.e., bill sponsor information) to improve the predictive capabilities

of legislator embeddings, and use a convolutional neural network (CNN, [Kim14]),

rather than the average over bill word embeddings, to model bill text.

3.1.3 Beyond Votes and Into Other Corpora of Data

While tweets have increasingly been used to measure political preferences of the

mass public [WNL16, PPLHU17], little attention has been paid to the potential of

using tweets to measure legislators' preferences. One notable exception, [Bar15],

uses the structure of social networks on Twitter to learn ideological positions of

both political elites and the general public, but does not incorporate information

from the tweets themselves. As all legislators in the U.S. House and Senate now use
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Twitter to communicate with constituents on a wide variety of topics, we recognize

an opportunity to observe nuances in legislator preferences not captured by broader

ideological measures that rely on roll call votes.

Here we focus speci�cally on legislators' attitudes toward the sitting president.

While attitudes toward the president are among the most frequently measured as-

pects of public opinion, there is currently no method for explicitly measuring these

preferences among legislators. We develop an embedding model that jointly predicts

the frequency and sentiment of legislator tweets about Donald Trump. Similar to

the [KJR16] modeling of legislator votes in response to the text of legislation, here

legislator tweets are considered as a response to text features extracted from Donald

Trump's tweets. Whereas embedding models for vote prediction analyze only one

outcome of legislator behavior (i.e., the vote itself), our embedding model is trained

to predict multiple outcomes of legislator behavior in both tweet counts and content

in the form of sentiment. Moreover, because our model does not rely on votes casts

by legislators, it could be used to estimate preferences among a wider range of po-

litical actors (e.g., candidates, cabinet members) on a variety of domains, and with

texts other than tweets.

3.2 Tweet Dataset

3.2.1 Legislator Tweets

We obtained all publicly-available tweets by members of Congress from Tweet-

Congress, a Sunlight Foundation initiative. We restricted the sample to only those

tweets that contained any of a speci�c set of terms related to Donald Trump (in

addition to his Twitter handle): \Donald Trump," \Trump," \realDonaldTrump,"

\MAGA," (an acronym for Trump's campaign slogan \Make America Great Again")

\whitehouse," \WhiteHouse," \POTUS," (acronym for \President of the United

States"), and \potus." Of these, we further restricted the tweets to span in time from
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November 2016 to February 2018, when the data was collected. This culling pro-

cess yielded 29,696 tweets from 451 legislators. The mean number of Trump-related

tweets per legislator during this time period was 65.8, though there is substantial

variation (standard deviation = 88.78, median = 36.0).

Democratic legislators tweeted about Trump more than twice as much as Re-

publicans. The mean number of tweets about Trump among Democrats was 97.12

(standard deviation = 115.27), but only 40.22 among Republicans (standard devia-

tion = 44.81). In both cases, the mean was in
ated by outliers with a large number

of tweets (e.g., one Democrat authored 746 tweets about Trump and one Republi-

can authored 288 tweets about Trump). Still, the median number of tweets among

Democrats (56) was still substantially larger than among Republicans (27). Only

8.6% of legislators had fewer than 5 tweets related to Trump.

The 10 Republicans with the most tweets about Trump were, in order: Paul Ryan

Bradley Byrne, Sean Du�y, Paul Gosar, Bill Flores, Orrin Hatch, Mitch McConnell,

Roger Wicker, Steve Scalise, Kevin McCarthy. The 10 Democrats with the most

tweets about Trump were: Donald Beyer, Betty McCollum, Yvette Clarke, Jerrold

Nadler, Edward Markey, James McGovern, Nancy Pelosi, Tom Udall, Robert Case,

Joseph Crowley. In both cases we observe leadership in both parties among the

most frequent authors of tweets about the president. Perhaps unsurprisingly, the

days with both the most positive and the most negative tweets about Trump were

those in which Trump addressed Congress: his joint address on February 28, 2017

(597 positive, 288 negative) and the 2018 State of the Union (512 positive and 340

negative).

3.2.2 Donald Trump Tweets

The model also incorporates tweets from Trump, which we obtained from the website

www.trumptwitterarchive.com . For each day included in the dataset, the text of
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all tweets by Donald Trump was agglomerated and preprocessed by removing excess

whitespace and lowercasing all letters. The text was tokenized and each word-token

mapped to an integer identi�er, with a vocabulary mapping of 2783 words. For

each day, we obtain a sequence of integers representing the words composing the

text of Donald Trump's tweets from that day, and these are the inputs to the model

described in Section 3.3.3.

Figure 3.1 plots the number of tweets by Republicans, Democrats, and Trump

over time for the period we examined. There were only 13 days for which Trump did

not tweet (2.79%), and the most tweets that he sent in a single day was 32. The most

tweets by a Democrat in a single day was 99, while the most tweets by a Republican

in a single day was 25. The variation in tweets across time highlights one of the key

features of the model|the incorporation of not only the sentiment of tweets about

Trump by also the number of daily tweets.

Figure 3.1 : Number of tweets by Republican and Democratic legislators about
Trump, as well as tweets by Trump, over time.
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3.2.3 Tweet Labeling

Of the 29,696 Trump-related legislator tweets, a subset of 4,661 tweets were randomly

selected to be manually labeled with respect to their sentiment about Trump, using

a three-point \positive," \negative," \neutral" scale based on the text of the tweet

from November 2016 to February 2018. Five undergraduate research assistants were

trained to categorize the sentiment of each tweet about Trump given the text of the

tweet, the name of the legislator who sent it, and the legislator's party a�liation. A

random 1% sample of tweets was selected to be coded by each of the �ve coders in

order to assess inter-coder reliability.3 The mean level of agreement in the coding

of the tweets as positive, neutral, or negative was 91.7%4 A table describing the

percentage breakdowns for the labeled tweet sentiment classes according to party is

provided in Table 3.1.

Table 3.1: Breakdown of labeled tweet sentiment classes according to party
% Positive % Negative % Neutral

Democratic 1.56 92.04 6.40
Republican 81.87 2.17 15.96

3.2.4 Dataset Partitioning

We divided the tweets temporally by day into disjoint training, validation, and test

sets, such that all tweets from each day were randomly assigned to one of the three

sets. The training, validation, and test sets contain 70%, 10%, and 20% of all days,

respectively. Table 3.2 outlines how many days and tweets are included in each set.

3 After coding, we identi�ed 68 mislabeled tweets that were then corrected in the data set.
4 The tweets were coded on a �ve-point scale (very positive, somewhat positive, neutral, somewhat

negative, very negative), but the inter-coder reliability was not su�cient to justify distinguishing
\somewhat" from \very." (91.7% vs. 60.0%).
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Table 3.2: Legislator tweets dataset split into training, validation, and testing parti-
tions.

# Days # Labeled # Total
Training 324 3069 20116

Validation 47 412 2441
Test 95 1180 7139

3.3 Legislator Tweet Model Formulation

Our proposed model combines an embedding model for legislators with models for

count and ordinal data, predicting both the number of daily tweets about Donald

Trump sent by each legislator and the sentiment of labeled tweets. The joint nature

of this model not only enables a more nuanced representation of legislators, but also

accounts for the fact that a legislator who consistently tweets in favor (or against) the

president is di�erent from one who tweets occasionally, even if both express similar

sentiment. The model also incorporates text features from Trump's tweets to provide

context for legislator tweets as reactions to Trump.

Underpinning our model is the assumption of a latent political space of dimension

K . In this space, we learn a set of \day embeddings" (or \Trump embeddings") that

interact with a set of legislator embeddings. For a particular dayt, let � t 2 RK

be a vector that represents Donald Trump on that day. Indexing legislators by

i 2 f 1; 2; : : : ; Ng, we endow a legislatori with a vector v i 2 RK as well as a bias

term bi 2 R, which captures a legislator's propensity to react to Trump regardless

of how he presents himself via Twitter. While the legislator embeddings are learned

as free parameters of the model, the Trump embeddings are constructed using the

text of Donald Trump's tweets. We now describe how we use legislator and Trump

embeddings to predict tweet counts and sentiment.
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3.3.1 Tweet Count Model

Understanding legislator-president interactions requires understanding not only the

sentiment of legislators' remarks about the president, but also whether and how often

they remark about him. This distinguishes, for instance, a legislator who criticizes

Trump every week from one who criticizes Trump only once during his tenure. Even

when the sentiment expressed in these two legislators' tweets is identical, the fact

that one legislator expresses that sentiment more frequently likely re
ects a more

negative attitude toward Trump. Furthermore, since we model tweets as a response

to a daily representation of Trump, modeling counts reveals legislators who respond

in concert with each other and may share similar preferences.

Let x it be the number of tweets that legislatori sends about Donald Trump on

day t. We consider two distributions with which to construct our tweet count model:

Poisson and Negative Binomial. While the former o�ers simplicity, the latter is more


exible and suitable for overdispersed data because of its additional parameter. In

Section 3.5, we compare the Poisson and Negative Binomial model performances.

We will parameterize the Negative Binomial using (pit ; r ):

x it � NegBin(pit ; r ); pit = � (� >
t v i ) (3.5)

where � (�) is the sigmoid function de�ned by � (x) = 1
1+exp( � x) , which is used to

transform the input onto (0; 1) to represent a probability. The remaining parameter

r is learned as a common free parameter for all legislators and days. For the Poisson

case, we model the rate parameter of the distribution as the exponential of the dot-

product between the Trump and legislator embeddings. This choice ensures the rate

parameter is non-negative while also modeling an \interaction" between legislators

and Trump.

We train the count model by minimizing the negative log-likelihood (NLL) of
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Figure 3.2 : Conceptual Illustration of the Tweet Count Model. The legislator
embeddingvi interacts with the Trump embedding � t to producex it , the number of
tweets that legislator i sends about Donald Trump on a dayt. The \count model"
block can be described by a Poisson or Negative-Binomial distribution.

the training data under either of the assumed distributions. We denote the total

count-loss over a training setXtr as:

L count =
X

x it 2X tr

NLL count (x it ; � t ; v i ) (3.6)

3.3.2 Tweet Sentiment Model

Let yit be an ordinal variable that encodes the sentiment legislatori expresses in

a tweet about Donald Trump on dayt. As with the count model, we assume that

the variable yit depends on some interaction between the legislator embeddingvi

and the Trump embedding� t ; this is illustrated in the conceptual diagram in Figure

3.3. We consider an ordinal model foryit to account for the possible gradations

of approval. AssumingL sentiment levels, the model is parameterized by a set of

cutpoints, C = f c0 < c1 � c2 � � � � � cL � 1 < cL g, where c0 and cL are de�ned

to be �1 and 1 , respectively. The remaining cutpoints are learned during model

training.
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Figure 3.3 : Conceptual Illustration of the Tweet Sentiment Model. The legislator
embeddingvi interacts with the Trump embedding � t to produce yit , the sentiment
of the tweet that legislator i sends about Donald Trump on a dayt. The \sentiment
model" block is described by an ordinal regression model.

Let zit 2 R be a latent variable underlying the ordinal response. Then for a

thresholded ordinal model, the predicted sentiment takes valuel for which: cl � 1 <

zit < c l . Under a cumulative link model (CLM)5 for ordinal regression, the predicted

probability of a particular sentiment level l is:

p(yit = ljzit ; C) = � (cl � zit ) � � (cl � 1 � zit ) (3.7)

where again� (�) is the sigmoid function. The latent variablezit is a function of the

attributes of legislator i and of Trump at day t. As with the count model, we seek

to employ a map that captures the interaction between the legislator and Trump

embeddings, so we employ a weighted inner product. Additionally, we expect that

legislators maintain a concrete bias towards Trump, which we include in the termbi

for each legislator. Thus, we obtain the variablezit through the following map:

zit = g(v i ; � t ; bi ) = � >
t H gv i + bi (3.8)

5 See [GPS+ 16] for ordinal model overview.
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Figure 3.4 : Full Illustration of the Tweet Sentiment Model. The legislator embed-
ding vi interacts with the Trump embedding � t to produce yit , the sentiment of the
tweet that legislator i sends about Donald Trump on a dayt.

where H g 2 RK � K is a learned weight matrix. A diagram illustrating the ordinal

model construction for tweet sentimentyit is shown in Figure 3.4.

As with the count model, the sentiment model is trained by optimizing the neg-

ative log-likelihood of the sentiment-labeled tweets in the training set. With the

predicted probability of the correct label, p(yit = l), given by equation 3.7, and

the set of all labeled tweets in the training set beingYtr then the total loss for the

sentiment model is given by:

L sent =
X

yit 2Y tr

X

l2f 1;2;:::L g

� I (yit = l)log p(yit = l) (3.9)

where I (�) denotes the indicator function, in whichI (�) = 1 when the argument is

true and 0 otherwise.

3.3.3 Trump Embedding Construction

In the ideal point/vector models that consider roll call data, legislator behavior is

a response to policies as captured by the text of bills. As we seek an alternative
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to legislation as a method of measuring preferences, we rely instead on Twitter be-

havior but similarly construct embeddings that legislators respond to. Since Donald

Trump is our entity of investigation, we use the text of his tweets to construct such

embeddings.

To map Donald Trump's tweet text to a political embedding representation, we

employ a Simple Word-Embedding Model (SWEM), [SWW+ 18]. SWEMs rely upon

word embeddings [BDVJ03, MSC+ 13] and pooling operations to encode the com-

positionality of text without the heavy parameterization required of such models as

recurrent neural networks (RNNs) [SLNM11] or CNNs [KGB14, Kim14]. Endowing

each word-tokenui in a lexicon with an embeddingw i 2 Rd, we may represent a

sequence ofn words as a matrix of stacked embeddings:f w1; : : : ;wL g = W 2 Rn� d.

To extract the most salient features from every word-embedding dimension, we em-

ploy a max-pooling operation, which amounts to a column-wise maximum of matrix

W . Supposing thatW t contains the embeddings fromall Donald Trump tweets on

day t, then we will denote� t 2 Rd as the max-pooled vector, These text features

are subsequently mapped to the daily Trump vector by an a�ne transformation:

� t = M � t + a (3.10)

whereM 2 Rd� K and a 2 RK are a weight matrix and bias vector that are shared by

all dayst. This transformation can be made more 
exible by introducing a non-linear

activation function, � (�), such as the recti�ed linear unit (ReLU). This non-linear

\hidden" layer is described by:

� t = M 2 � (M 1� t + a1) + a2 (3.11)

where an additional weight matrix and bias vector have been appended.
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Figure 3.5 : Illustration of the construction of Trump embeddings from his tweets.

3.4 Model Training and Parameter Learning

The parameters in the model to be learned include the legislator embeddings and

biases, the word embeddings, the parameters of the maps to count and ordinal vari-

ables, and the parameters of the map from text features to Trump embeddings. We

refer to this collection as �. The optimization objective is the combination loss of

the negative-log likelihood of the count and ordinal models:

L (�) = 
 L count + (1 � 
 )L ord (3.12)

where L count and L ord are given by equations 3.6 and 3.9, respectively, and
 is a

hyperparameter that controls the relative importance of the two component losses.

The construction of equation 3.12 allows the researcher to admit only tweet count

information by setting 
 = 1 and admit only tweet sentiment information by setting


 = 0; a balance may be achieved by choosing
 2 (0; 1). For the experiments in

this chapter, we learn the model parameters using the Adam algorithm [KRMW14]

for gradient-based optimization of 3.12 with a learning rate of� = 10� 4.
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The legislator tweet model requires selection of user-de�ned hyperparameters,

including the dimensionality of the latent political space and the parameter
 that

controls the tradeo� between the sentiment and count components of the total model

loss. These hyperparameters were selected based upon performance on the held out

validation dataset described in Section 3.6. In Appendix A, we include the details

for performing this hyperparameter tuning as well as a comparison for using an a�ne

or nonlinear map for embedding Trump's tweets.

3.5 Predictive Results

To demonstrate the e�cacy of our model for legislator tweeting behavior with re-

spect to President Donald Trump, we �rst show that the construction of Trump

embeddings from the language of his own tweets provides an informational signal

for legislators to react to. We train our model using the days for the training set

and present the predictive results for days in the test set. Since the model seeks to

capture two aspects of legislator tweeting behavior, we evaluate the model using two

metrics: the negative-log likelihood of the count model and the mean-absolute-error

(MAE) of the sentiment model. Overall model performance is also captured by the

total loss of the model, which is the weighted negative-log likelihood of both the

count and sentiment models, equation 3.12. MAE is used rather than accuracy to

account for the ordinal nature of the sentiment model.

The hyperparameter
 controls the balance between the two components of our

model, counts and sentiment. We present our results for three settings of
 , which

allows us to analyze the two components of our model separately before analyzing

the joint model. A full description of the process used to tune hyperparameters

and a comparison of the model with a�ne and nonlinear text maps can be found in

Appendix A. For all results presented here, we setK = 2, and use an a�ne text

map. The number of epochs for which the model was trained varied depending on
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model setting, but in all cases each training batch comprised 128 tweets. The model

was implemented in TensorFlow [AAB+ 15] and trained on a NVIDIA Titan X GPU.

3.5.1 Count Model Only

When 
 = 1, only the loss from the part of the model that handles tweet counts

contributes to the total loss in equation 3.12. We present the �nal negative log-

likelihood of the count model for both the Poisson and Negative Binomial models

described in Section 3.3.1, and for both the case in which the text of Donald Trump's

tweets is used to construct his daily embedding representation and the case in which

the Trump embeddings are free parameters of the model. For the negative binomial

model, the model was trained for 75 epochs, which was the amount of training

required to perform best on the validation (rather than test) set of tweets. The

Poisson model was trained for 100 epochs while using the text and 2000 epochs

without text. The predictive results are shown in Table 3.3.

Table 3.3: Predictive evaluation metrics on test for our legislator tweets model with 
 = 1.
Note that because only the count loss is being optimized, MAE does not re
ect model
performance here. Best model result is bolded.

Text No Text
Loss MAE Loss MAE

Poisson 20,882 0.692 49,128 0.693
Neg. Bin. 16,692 0.726 18,461 0.696

Modeling legislator tweet counts using the Negative Binomial distribution achieves

superior performance to modeling using the Poisson distribution, as the Negative

Binomial can better accommodate the over-dispersion in the tweet counts. Addi-

tionally, using the text of Donald Trump's tweets to construct his daily embedding

that legislator embeddings interact with provides signi�cantly better results than

neglecting the text and allowing the Trump embeddings to be free parameters of the

model. This e�ect is more pronounced for the Poisson distribution, but is present
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for the Negative Binomial model as well. Indeed, this aspect of the model is to be

expected, since the model is evaluated on days of which there are no examples in the

training set. Without using the text, there is no way for the model to represent an

\unseen" day.

3.5.2 Sentiment Model Only

When 
 = 0, only the loss from the part of the model that handles legislator tweet

sentiment contributes to the total loss in equation 3.12. We present the �nal model

loss | which is the negative log-likelihood of the sentiment model | as well as the

model MAE. Again, we show results for the case in which Trump's tweet text is used

to construct embeddings and the case in which the text is not used. We also toggle

an additional model setting for analysis: the inclusion of the legislator bias term,bi ,

from equation 3.8. We adjust the number of epochs to 150 for training with text.

We train the model without text for 1000 and 3000 epochs, including and excluding

the legislator bias term, respectively. The results are presented in Table 3.4.

Table 3.4: Predictive evaluation metrics on test for our legislator tweets model with 
 = 0.
Best model result with respect to MAE is bolded. Comparison between the sentiment model
with/without the legislator bias term as well as with/without Trump tweet text

Text No Text
Loss MAE Loss MAE

No Bias 549.63 0.140 1714.48 0.878
Bias 548.80 0.140 831.24 0.390

In addition to the MAE of the ordinal model, we note that the model accuracy |

which is more intuitive but less exact than MAE | is 88.4% for the best performing

model, when both the legislator bias and Trump's tweet text are used. Note that

when the text of Donald Trump's tweets is used, the model performs as well with

respect to MAE with the inclusion of the legislator bias as without it. Additionally,

when the bias term is included but Trump's text is excluded, the model is able to

50



achieve better performance than when both the text and bias term are excluded. In

fact, for the case of no Trump text and no legislator bias, the model is incapable of

achieving test MAE better than how it performs upon initialization. We note that

while the model does train, performance on the test (and validation) never improves

in that case.

Table 3.4 suggests that the legislator bias (when present) accounts for much of

the model's ability to predict legislator tweet sentiment, since the model achieves

decent results even when no Trump text is used to construct meaningful Trump

embeddings to interact with the trained legislator embeddings. Without the bias

term, the interaction between Trump and legislator embeddings is the only means

toward predicting tweet sentiment, which is why the necessity of text is so critical in

that case.

3.5.3 Joint Counts & Sentiment Models

For any other value of
 2 (0; 1), the total loss in equation 3.12 will have contributions

from both the count and sentiment losses, and thus both aspects of the model are

trained jointly. Using the validation set, we determined that setting
 = 0:03 achieves

a good balance between both the count and sentiment parts of the model6, obtaining

a good MAE without neglecting modeling of the counts. Given the considerations

discussed for
 = 0; 1, we only examine the Negative Binomial count model and the

inclusion of the legislator bias term. When the model was trained using the text of

Donald Trump's tweets, it was trained for 200 epochs, while it was trained for 1500

epochs when the text was not used, and the runtimes were 3.12 and 12.9 minutes,

respectively. The joint model performance is shown in Table 3.5, with MAE, total

loss, and unweighted count model negative log-likelihood shown.

As with the cases for
 = 0; 1, we have found that for our �nal model con�guration

6 See Appendix A.2 for a discussion of choosing
 .
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Table 3.5: Predictive evaluation metrics on test for our legislator tweets model with

 = 0 :03. Best model result is bolded

Count NLL MAE Total Loss
No Text 28,571 0.213 1583.97

Text 16,782 0.127 994.76

with 
 = 0:03, model predictive performance is superior when Donald Trump's tweet

text is used to construct his daily embedding representation. Additionally, the MAE

on the test set for
 = 0:03 is less than the MAE for the case that
 = 0 when only

the sentiment model is trained. This demonstrates that the inclusion of tweet count

information mitigates sentiment prediction as well, since more information is being

used to model legislators.

3.6 Legislator Embeddings

Training our legislator tweeting model yields a key byproduct: the legislator embed-

dings. As with previous spatial representations of legislator preferences, our model

enables the visualization of the positions of legislators in space. In Figure 3.6 we plot

the two dimensions7 of legislator embeddings from the model presented in Table 3.5.

The most noticeable characteristic of the embeddings is how they separate legisla-

tors across party lines into Democrats and Republicans, even though party a�liations

were not incorporated into the model. In the �rst dimension, senators are perfectly

separated by party with the exception of �ve Democrats who havelower values on

the �rst embedding dimension than John McCain, the Republican Senator with the

highest value: Dianne Feinstein, Heidi Heitkamp, Claire McCaskill, Angus King, and

Joe Manchin. Excepting Dianne Feinstein, these senators are generally considered

to be more conservative Democrats.

In the �gure we also see that embeddings are not simply an artifact of the number

7 See Appendix A.1 for a discussion of selecting model dimension
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Figure 3.6 : The two dimensions of learned legislator embeddings. Legislators are
identi�ed by party, chamber, and the number of tweets authored about Trump. The
darker points represent the location of known Senate Republican critics of Trump.

of tweets about Trump authored by the legislator, nor whether the legislator is a

member of the House or Senate. Legislators with more extreme values of Twitter

sentiment relative to other members of their party can be found in both chambers

of Congress and range from having authored fewer than 100 tweets about Trump to

over 500.8

Another initial validating characteristic of the embeddings is the clustering of

prominent Republican senators who have been publicly critical of Trump. We ex-

8 For visualization, legislators with fewer than 5 tweets are omitted from Figure 3.6.
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amine the spatial positions of Republican senators whom a 2017Washington Post

analysis identi�ed as critical of the President based on their responses to contro-

versial events in Trump's presidency, such as Trump's �ring of FBI Director James

Comey and response to the Charlottesville protests, as well as overall rhetoric used

when discussing Trump [LPSS17]. The positions of these senators are highlighted

(dark black points) in Figure 3.6. These senators are clustered together in the two-

dimensional embedding space: John McCain, Je� Flake, Joe Hoeven, Bob Corker,

Marco Rubio, Shelley Capito, Dean Heller, Dan Sullivan, Lamar Alexander, and Lisa

Murkowski.

Considering which Democratic legislators are interspersed near the cluster of

Republicans in the two-dimensional embedding space is also informative. The two

most extreme Democratic outliers were Angus King, an Independent Senator from

Maine who caucuses with the Democratic party but has openly considered caucusing

with the Republican party and Joe Manchin, a notably conservative Democratic

senator in whose state Trump won 68.5% of the vote. We observe fewer outliers

among Republicans. Among the most extreme outliers, are Ileana Ros-Lehtinen

and Carlos Curbelo, whose districts Hillary Clinton won in 2016 by 19.6 and 16.3

percentage points, respectively. Ros-Lehtinen, in particular, tweeted many scathing

responses to Trump regarding his controversial stance on immigration.

3.6.1 Comparison of Legislator Embeddings with other Measures

We next compare the embeddings to an existing measure of general legislator pref-

erences. Figure 3.7 illustrates the relationship between the �rst dimension of DW-

NOMINATE | a canonical measure of legislator ideology in political science | and

the �rst dimension of our learned legislator embeddings (top-left panel of the �gure).

Generally, legislators who are ideologically conservative have lower embedding values,

whereas liberals have higher values. At the same time, this comparison does identify
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legislators who are more or less critical of Trump than might be expected based on

ideology alone, thereby o�ering new empirical leverage to scholars examining the

behavior and attitudes of legislators.

We observe a similar relationship between legislator embeddings and Campaign

Finance Scores developed by [Bon18] (top-right panel), which is unsurprising given

the strong correlation between the latter and DW-NOMINATE. This correspondence

between our embeddings and a political science standard serves as a validity check

for the usefulness of our embeddings in political analysis.

Figure 3.7 also compares our legislator embeddings to an approximation of how

legislators might feel toward Trump: the proportion of time that they vote in line

with him during the period in which legislator tweets were collected. This metric was

calculated using a dataset published by Fivethirtyeight and includes only legislation

on which the Trump administration publicly expressed a clear position [SB19]. While

this measure is limited by many of the same constraints as other vote-based measures

(e.g., DW-NOMINATE), it is the closest existing measure of legislators' attitudes

toward Trump. In the bottom-right panel of Figure 3.7, we observe little variation

in the extent to which legislators vote with Trump, particularly for Republicans.

Indeed, many of the President's most prominent critics frequently voted with the

president during this time period. For instance, John McCain voted with Trump

85% of the time, Bob Corker voted with Trump 84% of the time, and Je� Flake

voted with Trump 83% of the time. Meanwhile, we observe far more variation in

legislator embeddings among both Republicans and Democrats.

Another potential indicator of legislators' support for Trump is public support for

Trump in their constituencies. Speci�cally, we examine Trump's vote margin in the

2016 presidential election for each legislators' district or state, for representatives and

senators, respectively (% voted for Donald Trump - % voted for Hillary Clinton). In

the bottom-left panel of Figure 3.7 we observe a clear relationship between support
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Comparison of Model Embeddings to Other
Measures

Figure 3.7 : Comparisons of the learned legislator embeddings to general measures
of legislator preferences and proxies for a legislator's support for Trump.

for the president in the election and legislator embeddings|legislators representing

constituencies that voted for Trump have lower embedding values.

In sum, the �ndings presented here suggest that legislators' tweets enable the mea-

surement of attitudes toward Trump. The embeddings separate legislators by party

and are correlated with traditional measures of ideology, such as DW-NOMINATE

and campaign �nance scores. Furthermore, the association between the embeddings
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and approximations of Trump support, such as the percentage of the time voting with

Trump, suggest that these embeddings capture legislators' attitudes toward Trump

speci�cally.

3.7 Summary and Conclusions

In this chapter, we modeled legislator tweeting behavior towards Donald Trump,

predicting the frequency and sentiment of their tweets. The presented model yields

embedding representations for legislators that we interpret as measures of legisla-

tor attitudes towards Trump. Our application suggests that ideal points estimated

from roll call votes can miss this critical aspect of political preferences for mem-

bers of Congress. Whereas legislative voting might recover ideological similarities

and di�erences with the president, it is not well suited to measure attitudes toward

the president orthogonal to policy preferences, such as criticisms of his rhetoric and

tone. To address this shortcoming and obtain representations of legislators' attitudes

toward Trump, we have proposed a model that assigns a vector to each legislator

based on the content of their tweets about Trump. We similarly represent Donald

Trump with a vector for each day he tweets, constructed using the text of his daily

tweets. Legislator vectors and Trump vectors interact to produce predictions of both

the sentiment of legislator tweets about Donald Trump and the number of tweets

produced each day. From this model we obtain representations of legislators that

capture their attitudes toward the president.

Our model's predictive performance is robust to a variety of settings and achieves

sentiment predictive performance of 0.127 mean-absolute-error and 89.3% accuracy,

demonstrating its capability to predict legislator tweeting behavior. When visualizing

the two dimensions of learned legislator embeddings we �nd that the model separates

legislators across party lines (despite not being trained on the party of legislators) and

groups together Republican senators who are well-known critics of Trump (despite
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overwhelmingly voting with him on legislation).

Though our model demonstrates the capability of representing legislators' atti-

tudes toward Trump and performs well with respect to predicting tweet counts and

sentiment based upon Donald Trump's tweets, our method has some limitations. For

one, as is the case for [RC20], our model is not able to produce uncertainty bounds,

as deriving uncertainty measures from neural networks remains an open area of re-

search without a clear solution within the �eld of machine learning.9 An avenue for

improving the model is to allow it to capture legislators' dynamic attitudes toward

Trump over time. While legislator attitudes are currently modeled asstatic embed-

dings, allowing each legislator's embedding to change over time would enable the

exploration of temporal dynamics and hypothesis testing about when legislators are

more likely to tweet negatively about Trump, what factors contribute to a legislator's

decision to tweet about Trump, and how the Trump's tweets interact with legislator's

tweets over time.

While our aims in this chapter were speci�cally to develop a method of modeling

attitudes toward Trump beyond legislative policy preferences, this method can be

used to test a wide range of hypotheses about modern U.S. politics. Legislator

embeddings can be used to explore how legislators appeal to di�erent audiences, such

as party leaders and constituents. The method presented here could similarly be used

to evaluate how members of Congress are punished and rewarded in elections for their

criticism of praise of the president. Moreover, because our model does not rely on

roll call votes, it can also be used to model attitudes by any of the growing number

of political elites using Twitter, such as non-incumbent political candidates, state

legislators, and pundits. Possible extensions of this work could investigate enriching

Trump vectors by incorporating other sources of text, such as White House press

releases and speeches. While we restrict ourselves to Twitter data in this chapter to

9 To be sure, we are not the only ideal point method to share this limitation. See e.g., [ILO16].
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maintain consistency across the sources of data for vectors representing Trump and

legislators, the incorporation of auxiliary text data could provide additional context.
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4

Computer Vision for Security Applications

\And when they changed the nature of their works, their designs, it was enough
that the eyes be marred by the Heart of the Sky."

Popol Vuh, The Mayan Book of the Dawn of Life

This chapter focuses on the application of deep learning methods using com-

puter vision for two problems regarding security and surveillance. For both of these

problems, the essential goal is toautomatically recognize a potential threat using

relevant imagery. Another commonality between these problems is that { as applica-

tions of computer vision { both involve an imagery domain other than thestandard

red-green-blue (RGB) domain that typically characterizes \natural imagery." This

aspect of the two problems is crucial, as most research involving deep learning for

computer vision is applied in the RGB domain, and it cannot be guaranteed that

�ndings and success for problems in RGB imagery will necessarily be applicable in

other domains. Furthermore, other domains present their own idiosyncratic chal-

lenges, which arise from the di�erent sensing modalities associated with collecting

the imagery.

The two security applications discussed in this chapter are recognition of threats

in airport X-ray scans of baggage (Section 4.1) and identi�cation of targets in in-

frared (IR) imagery (Section 4.2). The material for the former has been previously

published at the 2020 SPIE conference for Anomaly Detection and Imaging with

X-Rays [SSLC20], and the latter at the 2021 IEEE International Geoscience and Re-

mote Sensing Symposium [SCM21]. The methods to address both of these challenges
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are built upon Convolutional Neural Networks (CNNs), which have been reviewed

generally in Section 2.2.3 and speci�cally for computer vision in Section 2.4. The

method developed for threat detection in baggage uses adomain adaptationscheme,

so we brie
y review domain adaptation in Section 4.1.1 before describing the new

method { termed Background Adaptive Faster R-CNN { in Section 4.1.2. Detection

results for two X-ray baggage datasets are shown in Section 4.1.3, and concluding re-

marks on that problem are given in Section 4.1.4. The method applied for IR imagery

classi�cation is the CompositionalNet [KHLY20], which has been reviewed earlier in

Section 2.4.2. The CompositionalNet was designed (for RGB) to speci�cally address

classi�cation under occlusion, a scenario observed in IR imagery as frequently as

RGB imagery. In Section 4.2.1, we describe the IR dataset used to demonstrate

the CompositionalNet's e�cacy for IR imagery. The CompositionalNet's training is

described in Section 4.2.2, and the experimental results follow in Section 4.2.3.

4.1 Threat Recognition for Airport X-Ray Baggage Screening

Personal baggage security checkpoints consist of X-ray scanners and human oper-

ators, and their purpose is to prevent harm by capturing threatening objects and

weapons. Modern X-ray scanner systems use sophisticated technology to construct

internal views of bags or belongings, but these systems are still reliant on human

operators to identify and locate threats. Bags can be highly cluttered environments,

and owing to the transmissive nature of X-ray sensing, objects layer on top of each

other in views. Some examples of threat objects in bags are illustrated in Figure

4.1. Operators must be vigilant to catch all of a diverse, constantly evolving, but

relatively rare set of prohibited items; all while maintaining high passenger through-

put. In order to reduce the cognitive load on these human threat screeners, we seek
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automated solutions for threat screening.1

In the �eld of computer vision, identifying and localizing objects in a scene is

called object detection. Recently, the development of Convolutional Neural Networks

(CNNs) [LBD+ 89] has resulted in major improvements in performance, with many

modern object detection models [GDDM14, Gir15, LAE+ 16, RHGS15b, RDGF16]

utilizing CNNs as a key component. Given their excellent performance on benchmark

datasets such as Cityscapes [COR+ 16] and MS COCO [LMB+ 14a], these models are

now being considered for certain real world settings, including baggage screening

at airport checkpoints. However, the baggage scan images are di�erent from the

kinds of images in common object detection benchmark datasets. In particular,

while common benchmark datasets are constructed to have a high number of object

instances per image, threat items at checkpoints occur comparably infrequently. For

example, the United States Transportation Security Administration (TSA) detected

4,432 �rearms in carry-on baggage at US airport checkpoints in 2019, but against a

backdrop of a billion passengers [Wag20].

1 This work was funded by the Transportation Security Administration (TSA) under Contract
#HSTS04-16-C-CT7020. I thank our sponsors in the Department of Homeland Security as well as
collaborators in the X-ray sensing industry.

(a) (b) (c) (d)

Figure 4.1 : Sample detections from mixed datasets of (a) knife, (b) gun, (c) blunt,
and (d) liquids, aerosols, and gels (LAGs) threats. Images scanned with a laboratory
prototype not in TSA con�guration.
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This chapter considers an application of convolutional object detection using un-

labeled imagery to improve threat detection in X-ray images. Unlike the expensive

staging, imaging, and labeling of threat data, real-world (unlabeled) scans can be

readily and cheaply collected from functioning airport checkpoints. These real-world

data are referred to as the Stream-of-Commerce (SOC). Modern deep neural network

techniques are extremely data hungry, showing log-linear improvements with dataset

size,i.e. roughly linear performance increases with exponentially increasing numbers

of examples [SSSG17]. A technique which could train with these vast quantities of un-

labeled images to improve threat detection would therefore be highly valuable. Using

such images would not be intended to improve recall (otherwise known as probability

of detection). Instead, by exposing the model during training to a broader variety

of real-world backgrounds we could potentially reduce false alarm rates. However,

strictly supervised use of unlabeled imagery (the SOC) as negative examples con-

tains risks. Distinguishing patterns in the data (images) between the SOC and the

labeled dataset could be discovered by a su�ciently 
exible neural network, resulting

in brittle predictions due to the di�erence in object occurrences between these two

sets. In our case, this means that, if used na•�vely, the network can recognize domain

di�erences between hand-labeled data and SOC data. Once the model has learned

to distinguish the domains, it can encode that images from the SOC all contain no

threat objects and suppress detections, undermining the goal of real-world threat

detection. In order to overcome this capacity of a CNN to distinguish domains, we

will use techniques from domain adaptation [GUA+ 15, LDCC19].

In this chapter, our contribution is to demonstrate the real-world use of a variant

of Domain Adaptive Faster R-CNN [CLS+ 18] that accounts for target shift between

the image domains. Our Background Adaptive Faster R-CNN makes a strong as-

sumption about the prior probability of targets in the target domain, particularly

that images from this domain have no foreground (threat) objects. First, we describe
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related work in the �eld of automatic threat detection in X-ray images, focusing on

recent work in modern deep convolutional approaches. Then, we will give a brief

introduction to Unsupervised Domain Adaptation (UDA) and its use in object de-

tection. Next, we will describe how our method is used to enable learning from

the threatless real-world data (the SOC). In the results section, we demonstrate

improvement in performance using our technique compared to a baseline Faster R-

CNN [RHGS15b] approach. These positive results demonstrate successful use of

the SOC data and indicate great promise for future applications of automatic threat

recognition to airport security checkpoints.

This chapter describes an application of recent developments in computer vi-

sion to the problem of automated threat detection in luggage, but this problem

has been studied for many years. Early work using machine learning for X-ray

image classi�cation relied on hand-crafted features such as Di�erence of Gaussians

(DoG) [CP84] and scale-invariant feature transform (SIFT) [Low99]. These hand-

crafted features were then processed by a traditional classi�er such as a Support Vec-

tor Machine (SVM) [CV95], leveraging an approach known as Bag-of-Visual-Words

[BYB11, BBB13, TMB13, MSA16, KAD+ 16] to address the X-ray problem.

The �rst application of deep learning algorithms to images of X-ray baggage

involved manually cropping regions of x-ray images and classifying the crops ac-

cording to di�erent categories of �rearms and knives, as well as classes of camera

and laptop [AKDB16]. This was accomplished via transfer learning, in which a

pre-trained CNN was �ne-tuned for the speci�c datasets of X-ray baggage. Deep

object detection algorithms have also been investigated for use in X-ray baggage

scans [AB17, AKWB18, LHG+ 18, LSS+ 19]. In these investigations, a range of CNN

feature extractors have been examined, including VGG [SZ15a], Inception V2 [IS15],

and ResNet [HZRS16]. Furthermore, a variety of CNN-based detection algorithms

were adapted for X-ray baggage: Faster R-CNN [RHGS15b], R-FCN [DLHS16], and
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YOLOv2 [RF17a]. A recent survey [AB20] provides a more thorough overview of

these e�orts. A subset of this work [LHG+ 18, LSS+ 19] speci�cally sought to incor-

porate deep learning techniques into the security systems used by the TSA at U.S.

airport checkpoints. In many settings, acquiring unlabeled data is signi�cantly easier

than obtaining labeled data. For X-Ray baggage scanner threat detection settings,

this is especially the case, as acquiring labeled data often also requires assembling

the threat-containing bags and scanning them. Thus, semi-supervised approaches

have drawn considerable interest as an e�cient way to leverage more data. Another

approach is threat image projection (TIP), which digitally adds threat objects into

a bag using various synthetic methods [BWG+ 19]; this is possible here due to the

transmissive nature of X-ray.

4.1.1 Unsupervised Domain Adaptation

In the most basic formulation of adversarial domain adaptation [GUA+ 15, GPAM+ 14],

we have access to a labeled datasetDS from a source domain and an unlabeled

dataset DT from a target domain, and we wish to train a classi�er that performs

well on test data from the target domain without using any labels fromDT . We

will consider two types of shifts between data domains, de�ning them now as they

pertain to image classi�cation [LDCC19, RCFT18]. First, target shift refers to un-

equal label prior probabilities between two distributions,p(y) 6= p0(y). The other

type is covariate shift, which refers to a di�erence between the conditional distribu-

tions of an image given its class category:p(xjy) 6= p0(xjy). One way to improve

performance on the target dataset is to train a domain-invariant classi�er through

matching the marginal distribution of features extracted from the datax of either

dataset DT or DS. The marginal distribution of features, and not a class-speci�c

conditional feature distribution, is used because it only requires the data and not the

labels. Domain Adaptive Neural Network (DANN) [GUA+ 15] introduced a method
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for learning domain-invariant features by using an adversarial loss via a domain dis-

criminator. If the marginal distribution of features h extracted from target data are

referred to bypT (h), and the marginal distribution of features extracted from source

data are described bypS(h), then the domain-invariant features are achieved when:

pS(h) = pT (h) (4.1)

Because these features depend on learnable parameters in a CNN, stating that prob-

ability distributions are equal is not a static description of the data, but implies the

matching of these distribution by learning a suitable feature extractor using adversar-

ial training [CLS+ 18, GUA+ 15, GPAM+ 14]. As shown previously [LDCC19], if the

prior probabilities of the target domain classes were known,pT (y), then an adapted

feature extractor for the target domain can be learned by matching the distributions:

pT (h) = qS(h) =
X

c

pS(hjy = c)pT (y = c) (4.2)

wherec is one of the classes inDT or DS, and qS is a model distribution which

is the class-conditional weighted average of source features, weighted according to

their incidence in the target domain. This is not implemented under normal condi-

tions becauseunsuperviseddomain adaptation implies that we do not have access to

pT (y = c).

Unsupervised Domain Adaptation in Object Detection

These concepts were extended to object detection in a self-driving car setting [CLS+ 18]

by matching the distributions of CNN features of the overall images and the pro-

posed objects, demonstrating that an object detection model trained on mostly clear

weather day images can still perform well on night, foggy, or inclement weather set-

tings. As in DANN, the method assumed that only marginal feature distributions
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needed to be matched to produce domain-invariant features. In this case, this was

a safe assumption, because the target dataset of cloudy images was synthetically

produced by transforming the source dataset of sunny images, guaranteeing equal

likelihood of object occurrences in images from both sets. This simple treatment

of the object occurrences in the two data sources will not be applicable for threat

recognition in X-ray images. An individual image from the SOC has a low prior

probability of containing a threat while labeled data were all staged with threats.

4.1.2 Background Adaptive Faster R-CNN

Data Assumptions

Consider two data-generating processespSOC(x; y) and pHC (x; y), which model the

appearance of objects,y = f (c; b)g, in an imagex. In this notation, the set y contains

objects described byc, a categorical random variable indicating class, andb 2 R4

describing the coordinates of the object's bounding box. LetDSOC be the set of data

samples frompSOC(x; y), and let DHC be the set of data samples frompHC (x; y). Data

from pSOC(x; y) are our Stream-of-Commerce (SOC) data, gathered from checkpoints,

and are the target domain. Data frompHC (x; y) are our \Hand-Collected" source

domain data, which were collected by subcontractors staging threats in realistic

context during TSA Contract HSTS04-16-C-CT7020 [LHG+ 18, LSS+ 19].

By design,pSOC and pHC have a target shift between them. Namely,pSOC contains

little to no threat objects, pSOC (jyj > 0) = 0, and every image inpHC contains a

threat object, pHC (jyj > 0) = 1. We can make the following statements of target

shift (Equation 4.3) and covariate shift (Equation 4.4):

pSOC(y) 6= pHC (y) (4.3)

pSOC(xjy) 6= pHC (xjy) (4.4)

We seek a method for learning an object detection model which addresses these

disparities to more e�ectively �nd threats in the target domain.
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Supervised Auxiliary Negative Training

A na•�ve way to learn from the threatless images is to treat them identically as the

labeled examples in the training set. This implicitly treats all regions of the SOC

images as background, and tends to not work in practice [YLC20]. First, if the

number of labeled images is small, adding too many unlabeled images dilutes the

dataset, resulting in a large class imbalance that may inhibit the learning signal for

positive samples. Down-weighting negative samples emphasizes the learning signal

for the actual objects of interest, but also reduces the value of the unlabeled set.

Hard negative mining, or the focal loss [LGG+ 17] focus learning on the hardest

background examples, but makes the assumption that the unlabeled data is from

the same distribution as labeled dataset.

In this speci�c case, DSOC and DHC have some inherent di�erences which we

cast as covariate shift. We hypothesize that these di�erences could include but

not be limited to: idiosyncratic reconstruction noise on the periphery of images,

signatures from the individual laboratory prototypes used to stage threat data, or

e�ects from the close queuing of bags in scans which occurs in the real world and not

in staged data collections. While these might not seem like meaningful di�erences,

a su�ciently expressive feature extractor can model these discrepancies and rapidly

learn to suppress any detections in SOC images. While this reduces false positives,

it could reduce the model's e�ectiveness when detecting threats in the real world,

because it was only ever trained on real-world data without threats.

We have conducted this experiment and observed empirically that the Faster R-

CNN model performs exceedingly well on the trainand test SOC images. That is,

while having some level of expected generalization error when evaluated on the test

set of hand-labeled data, the model can predict without any false alarms across the

test set of SOC data. The domain-dependent di�erences between the hand-collected
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(a) (b) (c)

Figure 4.2 : Conceptual diagram included to demonstrate the intuition of this ap-
proach for anomaly/threat detection. (a) Separation of threats and background when
training with labeled data. (b) Application of the supervised learned threat detector
when applied to heterogenous real-world data. The set of \Real World Cluttering
Objects" crosses over the decision boundary to imply increased false alarm rates in
the real world. (c) Using adversarial training for the feature extractor to match the
statistics of the backgrounds with the real-world data decreases false alarms while
still learning robust features.

data and the SOC are not a problem when the object detection model is trained

with only labeled data, possibly only slightly increasing generalization error on the

corresponding test data. However, this evaluation does not capture what would occur

for baggage with threats in the \real world" (rather than a data-collection setting).

If the model is allowed to learn to discriminate between domains, which we expect

occurs here when using supervised learning on negative examples from the SOC,

then the consequences for detection during deployment could be severe.

Adversarial Training and Background Matching

Our proposed method, Background Adaptive Faster R-CNN (BA Faster R-CNN), is

a training procedure applied to the Faster R-CNN model [RHGS15b], which selec-

tively applies the unsupervised domain adaptive Faster R-CNN [CLS+ 18] losses. Its

intended use is in an anomaly/threat detection situation, with two separate datasets,

such asDHC and DSOC. Images from both sets train the Faster R-CNN loss for threat

detection, and images from both are used simultaneously in adversarial domain adap-
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tation. The method exposes the model to a wider variety of backgrounds than those

in DHC and through adversarial distribution matching, the CNN has barriers pre-

venting it from encoding which dataset each object proposal comes from based on

image signatures unrelated to the objects in a bag. A conceptual diagram of this

background domain adaptation for detection is shown in Figure 4.2.

We will borrow previous notation [CLS+ 18] to describe probability distributions

of features which are part of the Faster R-CNN algorithm.p(B; I ) is a marginal prob-

ability distribution of features extracted from feature map pixelsI within bounding

box B. p(I ) is a marginal probability distribution of the extracted feature map pixel,

when each pixel is treated as an independent observation.

Extending previous work [CLS+ 18], we address a particular case of target shift

between domains in addition to covariate shift. As described in Equation 4.1, if we

know the prior probability of labels in the target domain, we can perform adver-

sarial domain adaptation by matching target features with class-conditional source

features, weighted according to their incidence in the target domain. This requires

matching the model distributionsq(B; I ) and q(I ) to their respective distribution of

features in the targetpSOC (B; I ) and pSOC (I ):

pSOC (B; I ) = q(B; I ) =
X

c

pHC (B; I jc)pSOC (c) (4.5)

pSOC (I ) = q(I ) =
X

c

pHC (I jc)pSOC (c) (4.6)

The class-conditional distributions of instance featuresp(B; I jc) and image features

p(I jc) refer to features corresponding to the locations of ground truth classesc,

which can be one of many threat classes or background. Under the assumption of

no threats in the SOC, the class prior probability is one for background and zero for
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any foreground class.

pSOC (c) =

(
1 c = background

0 otherwise
(4.7)

Substituting Equation 4.7 into Equations 4.5 and 4.6 gives:

pSOC (B; I ) = pHC (B; I jc = background) (4.8)

pSOC (I ) = pHC (I jc = background) (4.9)

Despite a target shift between the two domains, we can still build from previous

techniques [CLS+ 18] provided that we only match the background portions of the

hand-collected data to the SOC. We achieve background instance matching (Equa-

tion 4.8) by �rst obtaining candidate object proposals in the standard way via Faster

R-CNN. For object proposals fromDHC , we designate as background any proposal

for which the Intersection Over Union (IOU) with a ground truth threat object is

below a certain threshold (in our experiments, 0.01). These background proposals

are fed to an adversarial domain discriminator for object instances, along with all

proposals made fromDSOC.

For background image matching (Equation 4.9), we �rst \anti-crop" the features

of images fromDHC according to the ground truth boxes of threats. By \anti-

cropping", we mean the masking out of feature map pixels inside ground truth

bounding boxes. Only the labeled image feature map pixels corresponding to back-

ground are used to train the adversarial pixel domain discriminator, alongside all of

the feature map pixels fromDSOC. A third domain adaptation loss, a consistency

regularization [CLS+ 18], enforces that the two domain classi�ers predict the same

domain. This loss is implemented as thè2 distance between the domain classi�er

outputs for an image.
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Figure 4.3 : BA Faster R-CNN for rare object detection. This technique is Faster
R-CNN modi�ed with additional adversarial losses to encourage learning domain-
independent features. The proposals from theDHC with no overlap to ground truth
are adversarially matched to proposals fromDSOC.

4.1.3 Threat Detection Results

In this section we provide results for the application of BA Faster R-CNN to images

of threats in baggage. These results are not meant to be compared across datasets,

only within them. While each scan of a single bag produces multiple views (each an

image), we calculate precision/recall scores and Average Precision (AP) on a single-

image basis, deliberately excluding the sizable impact that multiple views of a threat

per bag has on detection rates for simplicity. This impact is outside the scope of

this chapter; our purpose is to indicate results of applying BA Faster R-CNN to the

problem of threat detection in carry-on luggage. While we show here improvement

in precision and recall for using BA Faster R-CNN on the labeled data collected in

TSA Contract HSTS04-16-C-CT7020, its real purpose is to improve generalization

performance when tested on held-out images from the SOC. Due to national security

concerns and data sensitivity, we omit these results.

Results in Section 4.1.3 were trained with datasets of over 6,000 labeled images

for Dataset A and over 19,000 labeled images for Dataset B. A training set of over

35,000 SOC images were used for Dataset A and over 70,000 SOC images were used
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for Dataset B. Performance was evaluated with over 1,100 labeled images from each

set, and 500 SOC images from each set were used as a representative sample to

estimate false alarm rates.

For our performance metrics, we show improvements in the precision/recall met-

ric on a held out labeled set of images from two di�erent vendors, Dataset A and

Dataset B. For our experiments, we used the Tensor
ow Object Detection implemen-

tation [HRS+ 17], which we extended for X-ray images and object detection domain-

adaptive components. All experiments were conducted with ResNet101 [HZRS16] as

the feature extractor and Faster R-CNN [RHGS15b] as the detection meta-architecture.

For all experiments, we use domain adaptive loss weighting [CLS+ 18] � = 0:1 and

Gradient Reversal Layer (GRL) [CLS+ 18, GUA+ 15] weight of 0.1.

We conducted three di�erent experiments on each dataset. First, we trained a

fully-supervised Faster R-CNN baseline. Then, we included only the instance loss

component for domain adaptation, which matches feature distributions of extracted

proposals as in Equation 4.8. Finally, we trained a model using both instance losses

and image losses for adaptation. Image losses are used to match the extracted feature

pixel distributions, as in Equation 4.8. When both image and instance losses are used,

we also include the consistency loss [CLS+ 18].

Dataset A

For Dataset A, we observe performance increases for nearly all labeled data classes

when evaluated on the held-out set. These precision/recall metrics are graphed in

Figure 4.4, and summarized in Table 4.1. AP on Knives data was only improved by

using all three loss terms, while AP was the best for the LAGs (liquids, aerosols, and

gels) class when used with supervised learning.
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Figure 4.4 : Precision/Recall for Dataset A, treating all views as independent im-
ages. The solid lines correspond to the purely Supervised model, and the dashed
lines correspond to Semi-Supervised use of BA Faster R-CNN when all three domain-
adaptive loss terms are applied. These results are summarized in Table 4.1

Table 4.1: Tabulated APs on labeled data from X-ray baggage Dataset A for the
four threat classes: Knives; Blunt Objects; Guns; and Liquids, Aerosols, and Gels
(LAGs). The best result for each threat class is bolded.

Loss term Threat Class
Model Version Instance Image Consistency Knives Blunts Guns LAGs

Faster R-CNN, Figure 4.4: (| ) 0.832 0.989 0.931 0.980
+Match instances X 0.829 0.989 0.948 0.978
+Match instances and images, Figure 4.4: ({ {) X X X 0.839 0.992 0.955 0.978

Dataset B

Figure 4.5 shows precision/recall curves for the labeled held-out set from Dataset B.

There was an increase in the AP metric for all labeled data classes using background

domain adaptation. Guns and LAGs did slightly worse using all three domain-

adaptive losses than when only applied to instance losses.
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Figure 4.5 : Precision/Recall for Dataset B, treating all views as independent im-
ages. The solid lines correspond to the purely Supervised model, and the dashed
lines correspond to Semi-Supervised use of BA Faster R-CNN when all three domain-
adaptive loss terms are applied. These results are summarized in Table 4.2

Table 4.2: Tabulated APs on labeled data from X-ray baggage Dataset B for the
four threat classes: Knives; Blunt Objects; Guns; and Liquids, Aerosols, and Gels
(LAGs). The best result for each threat class is bolded.

Loss term Threat Class
Model Version Instance Image Consistency Knives Blunts Guns LAGs

Faster R-CNN, Figure 4.5: (|) 0.894 0.977 0.985 0.936
+Match instances X 0.908 0.980 0.987 0.956
+Match instances and images, Figure 4.5: ({ {) X X X 0.914 0.982 0.986 0.951
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4.1.4 Summary and Conclusions

This chapter has described Background Adaptive Faster R-CNN, a technique for

using real-world unlabeled data to improve threat detection in X-ray images. As

in a typical Unsupervised Domain Adaptation (UDA) setup, two datasets are used.

The �rst of these is a source dataset, which is small and contains labeled examples

of objects. The second dataset is from our target domain, and contains many more

images without labels. By matching the class conditional feature distributions of the

background in the labeled data to the marginal distribution in the unlabeled data,

we can use UDA techniques despite target shift between the two datasets.

This technique was required in order to use large quantities of real-world data

because of the well-known tendency of deep convolutional feature extractors to learn

brittle features if such features are su�cient to separate the training data. In our case,

this meant that with supervised use of large quantities of real-world SOC data, then

the feature extractor need only recognize that the image was from the SOC to achieve

low losses. Instead, we penalize the encoding of domain-speci�c information via two

adversarial domain discriminators, which require the learned model represents the

cluttering (rather than threat) objects in the SOC.

We demonstrate BA Faster R-CNN on two independently-collected datasets. In

this application, the target threat classes are guns, knives, blunt objects, and liq-

uid, aerosols, or gels. For the X-ray baggage datasets that we examine, we �nd

that BA Faster R-CNN succeeds in improving precision/recall performance for most

threat classes in the labeled portion of the dataset. It is possible for BA Faster R-CNN

to reduce false alarm rates in the real world, but we omit such results here.
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4.2 Automatic Infrared Target Recognition

Infrared imaging, sometimes also referred to as thermal imaging, refers to the sensing

modality for electromagnetic radiation with wavelengths immediately larger than the

wavelengths of the visible spectrum. Imaging infrared radiation has advantages (over

visible) such as the capability of operating in both day and night, as well as a wider

range of weather conditions. These advantages motivate the use of IR for surveillance

applications in which the capability of constant monitoring is required. Automatic

detection of targets is one such application.

Automatic Target Recognition (ATR) is the research problem concerned with

detecting (e.g., localizing within an image) a target and correctly classifying its cat-

egory. While deep learning and CNNs have proven useful for object detection for

speci�cally RGB images, it cannot always be assumed that similar performance will

be obtained by applying the same techniques to IR imagery. In addition to the fact

that IR phenomenology di�ers from that of the visible band, another technical im-

pediment is that labeled IR imagery data for training is limited compared to RGB

data [MM19]. Even so, e�orts have been made to increase the amount of labeled IR

data for ATR [oDIAC], and researchers have subsequently been able to leverage this

data to demonstrate success in adapting deep learning methods for RGB to the IR

domain. An extensive dataset has been collected by the US Army Night Vision and

Electronic Sensors Directorate (NVESD) and distributed by the Defense Systems In-

formation Analysis Center (DSIAC) to support ATR algorithm development. On this

DSIAC dataset, researchers [MM19] have benchmarked the performance of the Faster

RCCN [RHGS15a] deep learning algorithm for object detection and found it to sig-

ni�cantly outperform a classical method for target detection and surveillance. Others

have further characterized object detection performance on the DSIAC dataset by

employing the YoloV2 algorithm [RF17b] and investigating the impact of variability
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in object bounding box annotations on detection performance [SRCM20].

As with RGB images, IR imagery may contain occlusion, a scenario in which

something (of a non-target class) partially obstructs the view of the object of inter-

est. Previous work has demonstrated that CNNs do not classify partially occluded

objects robustly [KHLY20]. As noted in [KHLY20], a straightforward strategy to

overcome occlusion might involve augmenting training data with partial occlusion.

This is the strategy employed in [HPP+ 19] for hyperspectral imagery, and [HPP+ 19]

notes that occlusion arises frequently in remote sensing imagery, since the distance

between sensor and object allows for a host of interruptions such as by clouds, shad-

ows, or buildings. Since occlusions can occur in a variety of ways, augmentation

cannot capture the variability associated with naturally-occurring occlusions, which

can limit an augmentation strategy's e�ectiveness. Therefore, Compositional Neu-

ral Networks (CompositionalNets) were proposed [KHLY20] as a model that can be

trained on non-occluded data and generalize to occluded data.

Here, we extend recent work [KHLY20] focused on RGB imagery by investigat-

ing CompositionalNets for classi�cation of IR imagery. While the ultimate goal of

ATR is detection { both target localization and classi�cation { we undertake clas-

si�cation here as an intermediate task toward detection, with the goal of increasing

robustness to occlusion. We employ a publicly-available IR dataset and demonstrate

that CompositionalNets are more robust than a similarly-sized conventional CNN to

increasing levels of occlusion in testing imagery.2

The work presented here for the CompositionalNet was part of a larger e�ort to-

ward increasing classi�cation accuracy under occlusion by leveragingcompositional

models. Other endeavors under this e�ort had varying experimental success and are

described in appendices of this dissertation. Appendix D investigates the relation-

ship between the extensiveness of the parameterization of a classi�cation model and

2 Work performed under: Prime Contract W15P7T-19-D-0082 for C5ISR Center NVESD.
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Table 4.3: Split of the cropped object images from the FLIR ADAS thermal imaging
dataset [Inc] into Training, Validation, and Test sets.

Bicycle Car Person
Training 3588 3588 3588

Validation 398 4126 2237
Test 471 5432 5779

its robustness to occlusion. Appendix E describes a simple modi�cation to Compo-

sitionalNets by applying Gaussian smoothing kernels to their parts-mixture models,

which marginally improves classi�cation performance on RGB datasets.

4.2.1 The IR Imagery Dataset

For the experiments, we use the FLIR Advanced Driver Assistance Systems (ADAS)

thermal imaging dataset, which is freely and publicly available [Inc]. The dataset

consists of images from video frames captured by a FLIR Systems Tau2 Infrared

imager, recorded from the dashboard of a vehicle driven in Santa Barbara, CA. There

are 9,214 frames annotated with bounding boxes and category labels for four classes:

person, car, bicycle, and dog. We omit the dog category from our consideration, as

there are very few examples relative to other categories, and results for this dataset

also typically omit dogs [Inc].

The FLIR dataset is intended for object detection, however, our interest in this

work is image classi�cation. Therefore we create a modi�ed version of the FLIR

dataset for classi�cation by cropping an image around each target object in the

dataset using its ground truth bounding box. We resize each cropped image such

that its minimum edge size is 224 pixels, and then normalized its pixel intensities so

that its minimum and maximum intensities are 0 and 255, respectively. We randomly

selected subsets of the cropped images for training, validation (i.e., for model evalu-

ation and hyperparameter tuning), and testing. Our dataset comprises many more

examples than the datasets used in [KHLY20], however it exhibits signi�cant class
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imbalance. To mitigate imbalance in training, and make our training dataset size

more similar to that used in [KHLY20], we downsample the car and person classes

to match the number of bicycle examples (3,588) during training. We summarize the

number of images in each class and dataset partition in Table 4.3.

4.2.2 CompositionalNet Training on IR

The CompositionalNet architecture was reviewed in Section 2.4.2, and inference for

the network is summarized in Figure 4.6. First, image features are extracted using a

DCNN. These features are then fed to the vMF kernelsf � kg, and from the resultant

vMF likelihoods, the mixture likelihoods for each positionp are computed using

Equation 2.17. Note that there are di�erent mixture likelihoods for each posem and

classy of the model; the mixture which maximizes the overall likelihood is selected,

which produces a class prediction. For this work we use a CompositionalNet with

K = 512 mixture components andM = 4 poses, following [KHLY20].

In training both our CompositionalNet and VGG-16 baseline, we use the Adagrad

optimizer [DHS11] with an initial learning rate of lr = 0:01 and a learning rate

exponential decay schedule with a factor of
 = 0:98 per epoch. We train both the

CompositionalNet and VGG-16 on our dataset outlined in Section 4.2.1 for 20 epochs

with a batch size of 1. During training, we do not allow the parameters of the feature

extractor to change, so that the CompositionalNet and VGG-16 utilize exactly the

same feature extractor. This is explained further in Section 4.2.3. We note also that

we do not train the models on any data that has been arti�cially occluded.

While CompositionalNets can be trained end-to-end, there are pre-training steps

recommended by [KHLY20]. This pretraining is designed to obtain better initial-

izations for the vMF kernels and mixture model parameters. In both cases, the

pretraining is accomplished by iterating between clustering of features from train-

ing images and maximum likelihood estimation of the model parameters. Although
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Figure 4.6 : Summary of the CompositionalNet Architecture

[KHLY20] published their pre-trained model parameters, because we are operating

on IR instead of RGB imagery, we performed pretraining on our IR training data.

4.2.3 Experiments for Robustness to Occlusion

In this work our goal is to compare the accuracy of CompositionalNets and conven-

tional CNNs when classifying objects under varying levels of occlusion, speci�cally

in IR imagery. Since our IR dataset contains little natural occlusion, and it is uncon-

trolled, we created �ve copies of our testing dataset, each with a di�erent level (i.e.,

size) ofsynthetic occlusion. Following [KHLY20], our synthetic occlusion consists of

rectangular patches of white (Gaussian) noise that are inserted at one random loca-

tion in each test image. The size of the occluding rectangle was sampled uniformly

from one of the �ve following distributions, corresponding to di�erent "levels" of

occlusion: 0% (L0), 0-20% (L1), 20-40% (L2), 40-60% (L3), and 60-80% (L4). These

size ranges are speci�ed as percentages of the target image area, since each test image

is a di�erent size. Each of our �ve testing datasets was assigned only one of these

�ve distributions from which all of its rectangles were sampled, so that each dataset

corresponds to a di�erent overall level of occlusion. Figure 4.7 presents three images

from our test set, each with a di�erent level of occlusion.
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Figure 4.7 : Example occluded images from our FLIR test set. Image (a) is a
bicycle occluded at level L1, (b) is a car occluded at level L2, and (c) is a person
occluded at level L3.

We compare two models on our occluded testing datasets: a VGG-16 as a baseline,

and our IR-trained CompositionalNet. The feature extractor for both models is

identical, and the parameters were obtained by pre-training a full VGG-16 model on

the ImageNet dataset. Therefore, the only di�erence between our CompositionalNet

and the baseline VGG-16 model are the classi�cation modules, as illustrated in Figure

4.8. The VGG-16 model utilizes a conventional classi�er used in most modern CNNs,

while the CompositionalNet utilizes the compositional probabilistic model described

in Section 2.4.2. This makes it possible to isolate the impact of the two di�erent

classi�cation models (i.e., conventional versus compositional). We note that the

VGG-16 has one major advantage because its three-layer fully-connected classi�er

has substantially more free parameters than the CompositionalNet: 119,558,147 for

the VGG-16 compared to 30,668,800 in the CompositionalNet. Therefore, all other

factors equal, the VGG-16 may perform better simply because it has more parameters

with which to �t the data.

In Table 4.4, we compare the performance of our CompositionalNet to a VGG-16
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Figure 4.8 : Conceptual illustration of similarities and di�erences of (a) the VGG-
16 model (baseline), and (b) the CompositionalNet.

network on each of our test datasets, each involving a di�erent level of occlusion. We

report the total accuracy for each occlusion level, as well as the percentage decline in

performance from the non-occluded scenario. We see from Table 4.4 that the VGG-

16 baseline outperforms the CompositionalNet for zero occlusion and the lowest

level of occlusion (L1), but that for greater levels of occlusion the CompositionalNet

outperforms the baseline in terms of overall accuracy.

Examining performance decline further highlights the robustness to occlusion

that the CompositionalNet exhibits over the VGG-16. For both models, classi�ca-

Table 4.4: Classi�cation results for our cropped FLIR dataset with di�erent levels of
arti�cial occlusion. For each model, both absolute accuracy (\Acc.") and percentage
decline in performance from non-occluded (\% Decl.") is reported. Best performance
for each occlusion level is bolded.

FLIR Classi�cation under Occlusion - Accuracy on Test
Occ. Level L0 L1 L2 L3 L4

VGG-16
Acc. 94.5 82.3 61.6 57.4 52.2

% Decl. | 13.3 35.0 39.4 45.0

Comp.Net
Acc. 86.6 73.7 70.5 70.3 68.8

% Decl. | 14.9 18.6 18.9 20.6
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(a) Highly Activated Image Patches: Bicycle Front Wheels

(b) Highly Activated Image Patches: Backs of Cars

(c) Highly Activated Image Patches: Legs of People
Figure 4.9 : Example highly-activated image patches for di�erent vMF kernels

tion accuracy decreases with increasing level of occlusion; however, for the Composi-

tionalNet, this decline is substantially less severe compared to the VGG-16 baseline.

These results suggest that the CompositionalNet does, indeed, bolster robustness to

occlusion, compared to a standard DCNN baseline.

4.2.4 Learned IR Part Detectors

In addition to the quantitative results provided in Table 4.4, we present in Figure 4.9

an illustration of the vMF kernels from our model. The examples in Figure 4.9 present

training image-patches from the FLIR dataset which activate highly for particular

� k \part detectors." We observe that for some of the vMF cluster centers, these
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high-activation patches do suggest that the vMF kernels act as IR part detectors.

4.3 Summary

In this section, we have investigated the application of CompNets to IR imagery,

speci�cally whether CompNets increase robustness to occlusion in a domain to which

they have hitherto not been applied. We modify an existing IR dataset, the FLIR

ADAS dataset, to accommodate training of a classi�er and testing under di�erent

levels of occlusion. We use the FLIR dataset to pretrain the vMF kernels and mixture

models of a CompNet before performing full supervised training of the network, and

we �nd that a trained CompNet exhibits more robustness to occlusion than a VGG-

16 baseline, particularly when an image is occluded for more than 20% of its area.

Our results suggest use of CompNets for IR scenarios or problems in which occlusion

of target objects may be expected.
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5

Inverse Modeling

\Technological progress has merely provided us with more e�cient means for going
backwards"

Aldous Huxley

This chapter provides a foundation for examining deep learning approaches for

inverse modeling, an endeavor undertaken across many �elds of science and engi-

neering. This foundational material will be used to evaluate and assess the newly

proposedMixture Manifold Network (MMN) [SRCM22], which is described in the

next chapter. We begin, in Section 5.1, with a description of the general goal of

solving inverse problems, and a summary of the challenges deep learning approaches

face in solving such problems. Section 5.2 provides a brief review of modern deep

learning methods { both generative and iterative { for addressing inverse modeling,

with these methods constituting the baselines for experimental MMN comparison

in Chapter 6. A separate foundational architecture { the Tandem model { receives

its own section because of the crucial role it plays in the MMN, and it is reviewed

in Section 5.3. Re-simulation error, which is used to evaluate inverse models, is

described in Section 5.4. Finally, in Section 5.5, we outline the benchmark inverse

problems that are used to experimentally assess the MMN and baseline approaches

to be evaluated in Chapter 6.
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5.1 Introduction

We consider the goal of solving generic inverse problems, which arise in a multitude

of scienti�c �elds. Suppose we have an observable variabley 2 RM , which manifests

from a mapping of a forward process over a control variablex 2 RD . We write this

forward mapping as:

y = f (x) (5.1)

For many scienti�c endeavors, whiley may be a measurement of a system, the variable

of greater interest is the control variablex. This motivates the task whereby, given

f , we seek to determine the inverse model,g = f � 1(y), such that:

x = f � 1(y) = g(y) (5.2)

which we shall also refer to as the backward process. For many real physical systems,

this inverse process is ill-posed, in that there can be several (or su�ciently similar)

settings of x which correspond to a single observedy (e.g., non-uniqueness of so-

lutions). This "one-to-many" aspect poses a particular challenge for deep learning

approaches to learning inverse models, as conventional deep neural networks (DNNs)

only predict a single output for a given input, and furthermore, the methods used to

train DNNs (e.g., gradient descent) typically do not account for non-uniqueness.

A variety of approaches have been proposed to address ill-posed problems of this

kind [ABT18], however, we focus in this work on recent DNN-based approaches,

termed here as deep inverse models (DIMs) [AKRK19, RPM20]. Recent DIMs often

fall into one of two major classes that share common advantages and disadvantages:

generative and iterative. Generative models address non-uniqueness by learning a

conditional probability distribution Pr(xjy), and then sampling candidate solutions

from this distribution. DIMS of this kind include the Variational Autoencoders
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(VAEs) [KW13], Generative Adversarial Networks (GANs) [SGZ+ 16], conditional

Invertible Neural Networks (cINNs) [KARK19]. The other class of DIM, iterative

models, involve randomly sampling a large set of solution candidates (e.g., from a

uniform distribution), and then iteratively re�ning these solutions (e.g., using gra-

dient descent, or evolutionary approaches). DIMs of this kind include evolutionary

algorithms [ZLD+ 20, JRS97, RS03] and the Neural-Adjoint [RPM20].

Generative models are computationally fast; however, they are often less accurate

than Iterative methods. As reported in [RPM20], these models often produce solu-

tions near - but not precisely { the true solution. Because they are probabilistic, they

are unlikely to sample exact solutions, even when the conditional distribution places

substantial probability mass over the exact solution. By contrast, iterative models

are highly accurate, but su�er from substantially greater computational burden, due

to the need for an iterative (sequential) re�nement procedure at test time. Sequential

methods are often several orders of magnitude slower than generative counterparts.

For many practical problems, such as those in scienti�c computing (e.g., materials de-

sign [KRMP21], geophysics [ST99], astronomy [Luc94], and oceanography [Wun96])

this burden can be tolerated, either because real-time operation is unnecessary, or

because the computational cost of the model is insigni�cant compared to its accuracy

advantages. For many problems though, this computational burden is unacceptable,

making generative models the only viable solution.

5.1.1 The Challenge of Ill-Posedness

This section outlines a brief argument and demonstration for why conventional deep

neural network construction and training is ine�ective for solving inverse problems.

As mentioned previously, this challenge can particularly come from the ill-posedness

of problems that exhibit a non-uniqueness of solutions. The algorithms used to

train deep neural networks { particularly the (variants of) stochastic gradient de-
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scent (SGD - see Section 2.2.2) { do not account for non-uniqueness, which inhibits

parameter learning.

The problem of approximating a backward process as described in Equation 5.2

is most-generally a regression problem (see Section 2.1.1), and so we shall consider

an error function as given by Equation 2.2. It is crucial to note here that while

Equation 2.2 is expressed as the discrepancy betweenyi and estimate ŷi , we here

consider discrepancy in terms ofx i and x̂ i , since we are consideringinverseproblems,

wherein x is the output of our modelg. For our demonstration here, then, if we are

using a DNN to directly learn an inverse model, we express our error function as:

E(x; x̂ ; � g) = ( x � x̂)2 =
�
x � g(y ; � g)

� 2
(5.3)

Suppose that we have two di�erent points in the spaceX { xA ; xB { which correspond

to a single point in Y, y1. The network g will only produce a single output estimate

for x̂1 = g(y1), but the errors will be di�erent for the points xA and xB , which we

will denote asEA and EB . If we then seek to update the network parameters using

gradient descent according to Equation 2.10, the errorsEA and EB will produce

di�erent gradient updates, despite the network having received the same inputy1.

When receiving the pairf xA ; y1g during training, the parameters of the network will

be updated in one direction, while they will be updated in a di�erent direction for the

training example f xB ; y1g. Thus, as the network training proceeds, the parameters

will settle in a location for which the output point x1 = g(y1) is somewhere between

the desired pointsxA and xB .

To illustrate the di�culty non-uniqueness presents to learning a DNN that di-

rectly regresses fromy to x, we provide a simple example of a uni-dimensional si-

nusoidal function in Figure 5.1. In this example, training data has been generated

using the true forward functiony = sin(1:5�x )+2 x and sampling points inX on the
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Figure 5.1 : Example solutions learned directly by a neural network for a simple
uni-dimensional sinusoidal function.

interval [� 1; 1]. A relatively simple network comprising fully-connected layers was

then trained on this data to approximate the functionx = g(y) using regression. Ex-

ample points were then sampled in the space ofY and pushed through the network to

produce the points indicated in Figure 5.1 (the true function is also indicated as the

continuous line). We observe that for the intervals considered, there are regions for

which there is uniqueness of solutions: about betweeny = � 0:75 andy = 0:75. For

other regions, however { about the intervalsy 2 [� 1:76; � 0:75] andy 2 [0:75; 1:76]

{ there is non-uniqueness of solutions incurred by the periodicity of the sinusoidal

function. These are the regions for which the neural network has most struggled to

correctly model the data. From Figure 5.1, we see that the proposed solutions for
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regions of non-uniqueness are between the true solutions for the function, illustrating

our expectation given training with gradient descent, as described above.

This section has described and illustrated the de�ciencies of conventional DNN

training using gradient descent toward directly regressing to inverse models for ill-

posed problems. Given this challenge, alternative architectures must be proposed to

address such problems. The next section presents a review of various deep learn-

ing approaches to inverse modeling, which serve as baselines for comparison to the

Mixture Manifold Network proposed in Chapter 6.

5.2 Baseline Approaches

Contemporary DIM methods often fall into either agenerativeor iterative paradigm,

with the Tandem method falling into its own separate paradigm. We discuss the

Tandem more fully in Section 5.3, but mention here that in this approach, a neural

forward model is �rst trained and then its parameters are �xed before the forward

model is connected to the backward model, which is then trained in end-to-end

fashion. Connecting the forward and backward models thereby regulates the noisy

gradient caused by one-to-manyness.

Many of the methods below have recently been benchmarked for di�erent inverse

problems. Kruse [KARK19] benchmarked the stochastic (e.g., posterior modeling)

approaches on two simple kinematic inverse problems, and Ren [RPM20] further

benchmarked those methods on two additional problems. That latter study also

benchmarked the Tandem [LTKY18] model and their proposed NA on the same four

inverse modeling tasks.

5.2.1 Generative Methods for Inverse Modeling

Generative methods for solving inverse problems model the conditional posterior

distribution of the control variables given the observable variables:p(xjy). These
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approaches leverage variational methods, and include models such as Variational

Auto-Encoders (VAEs), Mixture Density Networks (MDNs), Invertible Neural Net-

works (INNs), and conditional INNs (cINNs). We now brie
y review each of these

methods.

Variational Autoencoders

An autoencoder is an architecture in which one piece of the model { the encoder

{ maps the input into a latent representation, and then the decoder of the model

maps that latent representation back to the original space of the input. Straightfor-

ward autoencoders can be trained using a reconstruction loss between the original

input and the output obtained from the decoder. Variational Autoencoders (VAEs)

[KW13] leverage such an encoder-decoder structure, but assume a Gaussian prior

distribution for the latent variables z. These latent variablesz then determine the

parameters { e.g., via a nonlinear mapping of a network { for the distribution,p(x̂jz),

for the decoded output. In the case of real-valuedx, the distribution p(x̂jz) can be

assumed to be Gaussian, and so we say that the latentz determines the mean,� z,

and variance,� 2
z , for the Gaussianp(x̂jz).

The above describes the structure for using VAEs to model variablesx with latent

z, but does not account for the observable variablesy. To incorporate the observable

variables, we may useconditional VAEs (cVAEs) [SLY15], which allow the variables

y to in
uence the prior for the Gaussian latent variablesz. This is the type of VAE

used in [KARK19] and [RPM20], and it is the one we use as a baseline model for

comparison to MMN in Chapter 6. The cVAE is trained by minimizing the evidence-

lower-bound (ELBO) as well as a L2 MSE reconstruction loss between original input

x and x̂:

L V AE (� z; � z; x̂) = ( x � x̂)2 �
1
2

� � (1 + log( � z) � � 2
z � � z) (5.4)
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Mixture Density Networks

MDNs [Bis94] assume a Gaussian mixture to model the posteriorp(xjy), with the

mixture allowing 
exibility for modeling a general distribution. The number of com-

ponents in the mixture is selected as a hyperparameter of the model (tuned using

cross validation). The parameters,� x and � � 1
x , of the composite Gaussians { as

well as the mixing proportions for the model { are predicted by a feedforward neural

network with the variable y as input. At inference for a particular y, the network

maps fromy to the parameters for the mixture model, and then samples ^x from the

learned mixture distribution.

MDNs are trained by maximizing the likelihood of the training data under the

estimated mixture models. This leads to a loss function as follows:

L MDN (� x ; � � 1
x ) =

1
2

� (x� >
x � � � 1

x � x� x ) � logj� � 1
x j

1
2 (5.5)

Invertible Neural Networks

Similarly to VAEs, INNs also assume latent Gaussian variablesz. These latent

output variables are intended to capture information aboutx that is not encoded

in y. In other words, an assumption underpinning INNs is that the forward process

incurs a loss of information fromx to y, and the latent variablesz are intended to

mitigate that information loss by associating eachx with a unique pair (y; z). With

this supposed latent variable, the forward mapping is expressed as:

[y; z] = f (x) (5.6)

which similarly renders the corresponding backward model as:

x = f � 1(y; z) = g(y; z) (5.7)

A key aspect of INNs is that the mappingsf and g share the same parameters� ,
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and the architecture is explicitly designed to have hard invertibility. The invert-

ible architecture is obtained by composing it of reversible blocks consisting of two

complementary a�ne coupling layers, a structure proposed by [DSDB17].

The structure of the INN allows for training leveraging a combination of loss

functions. A lossL y penalizes incorrect predictions from the forward model; this is

simply a regression loss between the truey and the predicted ŷ = f (x). An addi-

tional loss L z penalizes the mismatch between the distribution of network outputs,

q(y; z), and the product of the marginal distributions p(y) and p(z). This loss es-

sentially imposes Gaussianity for the latent distributionp(z) and is constructed as

a maximum mean discrepancy (MMD) loss [GBR+ 12]. Finally, an additional loss

L x is found to speed up convergence by seeking to match the distribution of back-

ward predictions, q(x), to the prior data distribution p(x); this is again an MMD

loss. An alternative loss formulation is found in [KARK19] to perform better than

using the combination above. In that formulation, assuming that predictions ^y are

normally distributed around the true y with low variance � 2, the loss is formulated

as a maximum likelihood loss:

L INN (y; z) =
1
2

� 1
� 2

� (ŷ � y)2 + z2
�

� log
�
�detJx7! [y;z]

�
� (5.8)

where the Jacobian determinant of the transformation encourages full invertibility.

For proposing inverse solutionsy, values ofz are sampled from a Gaussian dis-

tribution, and the pairs (y; z) are mapped by the network to an estimatex.

Conditional Invertible Neural Networks

Conditional Invertible Neural Networks (cINNs) [KARK19] use a similar structure

as INNs { particularly the composition of a�ne coupling layers as reversible blocks

{ but while the INN maps x to both y and a latent z (e.g., to the pair (y; z)), the

cINN instead learns a bijective mapping betweenx and latent z conditioned on the
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observable variabley. This conditioning is achieved by includingy as an additional

input to each a�ne coupling layer during both the forward and inverse network

passes. At inference, to obtain an inverse solutionx, a latent random variable z

is drawn from the Gaussian prior distribution p(z), and this z is mapped to x {

conditioned ony { using the learned network of the cINN.

The loss used to train the cINN is similar to the maximum likelihood formulation

of the loss used for the INN (e.g., Equation 5.8), but has fewer terms. The terms

that have been removed re
ect the fact thaty is now being used to condition the

mapping betweenx and z, rather than being a prediction from the model. Thus, the

reconstruction term (y � ŷ)2) has been removed, and the Jacobian determinant term

has no dependence ony. The resultant loss function to train a cINN using maximum

likelihood is:

L cINN (z) =
1
2

z2 � logjdetJx7! zj (5.9)

5.2.2 Iterative Methods for Inverse Modeling

The last class of DIM approaches we consider here are iterative methods, such as the

Genetic Algorithm (GA) and Neural-Adjoint (NA). Under this paradigm, the DIM

will make an initial set of solution proposals, and then from these iteratively search

for better solutions.

Neural Adjoint

The NA [RPM20] uses a neural approximation of the forward procesŝf , and searches

for optimal solutions x̂ using the gradient @̂f=@x, starting from random locations

in X . The �rst step of training the neural forward model f̂ is performed in the

conventional way, by optimizing a regression loss between truey and model estimates

ŷ = f̂ (x), where x is the input variable associated withy. The second step of the
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NA method is to gradually adjust proposed solutions ^x to achieve desired outputy,

using information about the gradients@̂f=@x. In a classical Adjoint method, this

gradient would be determined analytically { possibly with considerable e�ort { from

the true forward model f (rather than the learned approximation f̂ ). The neural

network for f̂ is necessarily (trivially) di�erentiable, however, which means it can

readily be used for this purpose.

Letting i index the solution x̂ i obtained from an iterative estimation procedure,

then given a loss functionL , the next iterated solution x̂ i +1 is determined by:

x̂ i +1 = x̂ i � �
@L

�
f̂ (x̂ i ); y

�

@x

�
�
�
�
�
x= x̂ i

(5.10)

where � is the (adaptive) learning rate of the iterative procedure. A crucial aspect

of this gradient-based estimation is that the parameters of the neural network com-

posing f̂ are �xed, and so only the inputsx̂ are being adjusted; this is as if they

are akin to model parameters. The initial solution, ^x0 is drawn randomly from some

distribution �, and note that here z = x̂0 plays a role that is similar to the latent

variablesz supposed by the generative approaches previously described. Namely, the

z similarly acts as an additional input to the inverse model̂f � 1(y; z), where for the

NA, f̂ � 1 encompasses the entire process of gradient-based iterative estimation for ^x.

Genetic Algorithm

The Genetic Algorithm (GA) is an evolutionary algorithmthat stochastically searches

for solutions by selecting and mutating populations of candidate solutions using so-

called evolutionary �tness rules [RS03]. It is an iterative approach like the NA;

however, it is a gradient-free method. While the term \�tness" derives from the

biologically-inspired background for evolutionary algorithms, in this case \�tness" is

synonymous with a loss function, in that it is used to assess the quality of proposed
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solutions.

For eachgeneration of proposed solutions, the �tness is assessed for each solu-

tion, and then the next solutions population is generated depending on these �tness

outcomes. The procedure for generation depends on what are called the selection,

crossover, and mutation procedures.Selectiondenotes how individuals from one gen-

eration are chosen to contribute to the next generation. While selection is random,

individuals with better �tness are chosen with higher probability. Crossover is the

process of encoding the selected individuals into a representation for which mutation

can occur (e.g., a binary representation, in which \mutation" can be random bit-


ips). Mutation indicates how the selected individuals from the previous generation

are randomly changed to generate new solutions for the next iteration.

The procedure above is iteratively repeated to produce successive generations of

solution candidates for the inverse problem. The iteration continues until either a

set number of generations occurs or until the �tness does not change from iteration

to iteration (e.g., convergence is reached). Note that similarly to the NA method,

the GA requires an approximationf̂ of the forward model, which is used to assess

the �tness of proposed solutions using the loss functionL (f̂ (x̂); y). As with the NA,

we use a neural network to model̂f .

5.3 The Tandem Model

The Tandem architecture consists of two neural networks. One network approximates

the forward process, while the other models the backward process. Supposing that

the estimate, f̂ , of the forward process is parameterized by� f , then for eachxn in

the training data, the model predicts a corresponding output ^yn :

ŷn = f̂ (xn ; � f ) (5.11)
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The parameters� f of the forward model are learned by optimizing a standard regres-

sion loss; here, we use the squared error loss between the trueyn and the estimate

ŷn :

L fwd =
NX

n=1

�
�
�
�
�
�yn � ŷn

�
�
�
�
�
�
2

2
(5.12)

After learning the forward modelf̂ , its parameters are �xed (e.g., \frozen") before

estimating the inverse modelf̂ � 1, the second network composing the Tandem. For

notational convenience, we will denote ^g = f̂ � 1:

x̂n = f̂ � 1(yn ) = ĝ(yn ; � g) (5.13)

where� g parameterizes the network ^g. These parameters are learned by minimizing

the following loss:

L g =
NX

n=1

�
�
�
�
�
� f̂ (ĝ(yn )) � yn

�
�
�
�
�
�
2

2
(5.14)

where we reiterate that the parameters of̂f have been frozen.

In addition to the loss described in 5.14, we employ a boundary loss proposed by

[RPM20]. This loss was introduced to mitigate a challenge with their Neural Adjoint

in that it would frequently converge to solutions outside the domain of the training

data. They posit the reason for this is that outside of the training data domain

(for points x), the estimated forward modelf̂ becomes highly inaccurate and then

tends to erroneously predict thatx-values outside of the space ofX are near the

desired solutions fory. To address this undesirable behavior, an additional loss term

is included to encourage the models to identify solutions within the bounds of the

training data (e.g., within the spaceX ). The formulation of this loss term, L bnd is
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given by:

L bnd(x) =

8
><

>:

x � xmax ; if x � xmax

0; if xmin � x � xmax

xmin � x; if x � xmin

(5.15)

which is equivalent toL bnd = ReLU
�
jx � � x j � 1

2Rx
�

for uniform distributions where

� x and Rx are the mean and range of the training data, respectively, and ReLU is

the recti�ed-linear-unit commonly used as an activation function in neural networks.

For data distributions without hard bounds on x, the range was de�ned to the

be the interval of 95% probability. Though the boundary loss was proposed for

training the Neural Adjoint inverse models, the authors of [RPM20] demonstrate

that including L bnd in the training of Tandem backward models also improves their

performance. Thus, when training the backward component of a Tandem model, we

use a combination loss from Equations 5.14 and 5.15:

L bwd = L g + 
 L bnd (5.16)

where the hyperparameter
 is used to balance the relative importance of the two

losses in the combination.

5.4 Evaluation { Re-simulation Error

We measure model performance using \re-simulation" error,r = L
�
f (x̂); y

�
, which

seeks to capture the discrepancy between the true valuey and the \re-simulated"

value of y obtained by passing the estimate ^x through the true forward model (also

known as the simulator); the process for obtaining resimulation error is shown in

Figure 5.2. The function L is a user-chosen function, and we follow the conven-

tion of using mean-squared error (MSE) to measure this discrepancy. IfM is the

dimensionality of a proposed solution ^x associated with a truey, then we'll write:
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Figure 5.2 : Illustration of the computation of re-simulation error for evaluating
inverse models. The \simulator" denotes the true forward function.

r = L
�
f (x̂); y

�
=

1
M

X

m

�
f (x̂)m � ym

� 2
(5.17)

[RPM20] extended resimulation error to account for proposal ofT solutions from

a model. Here,T is the number of times the simulatorf is used, which may be

computationally expensive (e.g., a material design physics-based simulation). Letting

x̂ t denote thet-th solution proposal by a model, then we will say that this extension

to resimulation error is given by:

rT = min
t

L
�
f (x̂ t ) � y

�
(5.18)

5.5 Benchmark Inverse Problems

We consider four benchmark tasks to demonstrate our MMN inverse modeling method;

these are summarized in Table 5.1. We include a popular task { the Robotic Arm

{ which was introduced in [KARK19] and further benchmarked in [RPM20]. That

latter study also benchmarked the Sine Wave (which it introduced) and the Meta-

Material [NHMP19, DRF+ 21] tasks. For our fourth task, we have adopted the Shell

[PSJ+ 18], which was benchmarked in [RMK+ 22].

We have selected these benchmarks for several reasons. First, while each demon-

strates non-uniqueness of solutions, they exhibit a range of technical di�culty, with

the Sine Wave being the easiest due to its low dimensionalx and y, and the Meta-

Material and Shell problems being harder due to their relatively higher dimension-
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Table 5.1: Summary of our inverse problem datasets. Note we cover both cases that
Dim x > Dim y and Dim y > Dim x .

Sine Wave Robotic Arm Meta-Material Shell

Dim(x) 2 4 8 8
Dim(y) 1 2 300 201

Num. Train 8000 8000 8000 40,000
Num. Val. 2000 2000 2000 10,000
Num. Test 1000 1000 1000 500

ality. Second, they encompass a breadth of application, with the Sine Wave being

somewhat of a toy problem useful for close analysis, Robotic Arm being a kinematic

problem with possible application for control systems, and both Meta-Material and

Shell being from two di�erent sub-�elds of arti�cial electromagnetic material design.

We believe that choosing this range of problems helps ensure that our �ndings for

MMN generalize to other possible inverse problems. Last, each of these tasks has

been benchmarked in a previous study, which helps us maintain continuity with the

community.

For each inverse task, we use the same experimental designs as from previous

benchmark studies, including the simulator (e.g., forward model) parameters, simu-

lator sampling procedures, and training/testing splits.

5.5.1 Sine Wave

The sine wave benchmark problem consists of a sinusoidal function in two dimensions

described by:

y = sin(3�x 1) + cos(3�x 2)

To generate data for this problem, points are independently sampled for each dimen-

sion of x from a uniform distribution on the interval [� 1; 1]. As noted in [RPM20],

despite this problem's simple formulation, it exhibits the non-uniqueness in the back-

ward process that renders it a challenge for most deep inverse models. Furthermore,
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Figure 5.3 : Prior distribution for the parameters x of the Robotic Arm benchmark
inverse problem. Figure from [KARK19]

the 2-dimensional input space is conducive to visualizing solutions proposed by each

inverse model, making this a useful benchmark for the analysis of their errors.

5.5.2 Robotic Arm

Also called simply \Inverse Kinematics", this benchmark task was introduced in

[AKRK19], and it simulates the articulation of a multi-jointed robotic arm as it

moves in 2D space. This setup is depicted in Figure 5.3. The inputx 2 R4 of

the forward process consists of the starting heightx1 of the arm and the angles {

x2; x3; x4 { of the arm's three joints. The output of the forward processy 2 R2 is

the 2-D position of the arm's end-point. The two coordinates ofy are given by:

y1 = l1sin(x2) + l2sin(x2 + x3) + l3sin(x2 + x3 + x4) + x1

y2 = l1cos(x2) + l2cos(x2 + x3) + l3cos(x2 + x3 + x4)

with arm-segment lengthsl1 = 1
2 , l2 = 1

2 , and l3 = 1. The input x is drawn according

to a Gaussian:x � N (0; � 2 � I ), with � 2 = [ 1
16; 1

4 ; 1
4 ; 1

4 ].

5.5.3 Meta-Material

The Meta-Material problem was introduced in [NHMP19] and recently used for

benchmarking in [RPM20]. A material design problem, the goal is to choose the

102



geometries { radii and heights of four cylinders { of a meta-material to yield a de-

sired electromagnetic re
ection spectrum. The underlying mechanics of the forward

process,f (x), necessitate signi�cant time and expertise to evaluate solutions using

slow, iterative electromagnetic simulators. To overcome this impediment to use as

a benchmarking inverse problem, [RPM20] introduced an ensemble of well-trained

deep neural networks to approximate the simulator. To obtain these neural net-

works, they generated a large number of samples (approximately 40,000) from the

(slow) electromagnetic simulator with which to train the neural simulators. Their

benchmarking experiments on this problem used data from such a proxy simulator,

and they provide the ensemble of networks on the Github repository associated with

their work. To perform our experiments on the Meta-Material problem, we have

employed the neural simulators provided by [RPM20].

5.5.4 Shell

The \Shell" problem was introduced in [PSJ+ 18], and is another material design

challenge. The goal of this problem is to again choose the geometry of a material

to obtain a certain spectral response; in this case, the material is a multi-layer

dialectric spherical nanoparticle comprising alternatingT iO2 and silica shells with

tunable thickness. The original study, [PSJ+ 18], provides an analytical simulator

implemented in Matlab, and the benchmarking study that we follow, [RMK+ 22],

provides a Python implementation of such a simulator. We use the latter simulator

to generate the data used in our experiments and as the simulator for evaluating our

resultant models.

5.6 Summary

In this chapter, we have reviewed foundational material for examining deep learn-

ing approaches to inverse modeling. We have described the general goal of solving
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inverse problems and provided four example benchmarks of such problems, which

will be used for experiments surrounding the Mixture Manifold Network (MMN)

in Chapter 6. We have demonstrated why a naive approach of directly learning

(e.g., using straightforward regression) a neural network to model a backward pro-

cess does not perform well, and we then reviewed previous deep learning approaches

{ generative, iterative, and the Tandem model { to solve inverse problems. These

approaches constitute baseline models for experimental comparison to the MMN. We

also established how to quantitatively evaluate inverse models using re-simulation.
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6

Mixture Manifold Networks

\Man is nothing else than his plan; he exists only to the extent that he ful�lls
himself; he is therefore nothing else than the ensemble of his acts"

Jean-Paul Sartre, Existentialism is a Humanism

In this chapter, we propose Mixture Manifold Networks (MMNs) for solving in-

verse problems, and we show that they achieve accuracy close to that of Iterative

methods such as neural adjoint (NA), but with computational burden similar to

Generative approaches for inverse modeling. MMN is built upon an existing model,

termed the Tandem [LTKY18]. By contrast to Iterative and Generative models, the

Tandem addresses non-uniqueness by isolating a single inverse solution for each set-

ting of y, and then learning a direct mapping to that single solution, analogous to

standard regression. As a result, the Tandem model requires no iterative re�nement

of its solutions, but can also directly regress onto exact solutions, potentially yield-

ing much higher accuracy than Generative models. Indeed, recently the Tandem was

found to be computationally fast, and achieve relatively high accuracy compared to

other DIMs, if all models are limited to a single solution proposal[RPM20]. One

drawback of the Tandem, however, is that it can only produce a single candidate

solution, and if this solution is inaccurate, then it cannot propose additional candi-

dates. As a result, it tends to perform poorly compared to Iterative and Generative

methods when a large number of solution proposals can be considered.

To improve a Tandem-esque model, we seek to endow it with the capability of

producing more than one candidate solution. Since the Tandem model learns a direct
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mapping from eachy to a single solution, we consider these solutions as comprising a

manifold in the output space. The shape of this manifold will have been in
uenced by

stochasticity inherent to the model training process, such as the random initialization

of the model parameters and random order of training examples. Thus, we believe

that if several such manifolds are learned, each will describe a di�erent set of solutions

for the same inputsy. While these manifolds of solutions may be similar for somey,

it is possible { and likely { that certain manifolds will be better �t for di�erent sets

of y than others. With this in mind, we posit that a Tandem-esque model can be

made more 
exible and e�ective by leveraging a mixture of manifolds and choosing

candidate solutions from among these manifolds. We thus name our method the

Mixture Manifold Network (MMN).

In addition to proposing the MMN architecture, we enhance our method with

a data augmentation scheme for manifold-based inverse modeling. Our second pro-

posal comes from our observation that in the forward-backward model paradigm, the

forward model is easier to learn than the backward model: the forward model does

not exhibit a one-to-many challenge and generally has a more-smooth output space.

This renders the forward model more capable of interpolating than the backward

model. We devise a method to leverage this characteristic of the forward model to

improve MMN performance.

In summary, the three primary contributions of this work are as follows1:

1. The Mixture Manifold Network (MMN) method for inverse modeling. MMN

has performance that nears that of slower iterative models, but exhibits speed

similar to generative models, thus bringing higher accuracy to more real-time

applications.

2. We demonstrate the performance of MMN on a series of benchmark inverse

1 These contributions have recently been published as [SRCM22] at the 37th Annual AAAI Con-
ference for Arti�cal Intelligence
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modeling problems.MMN outperforms several inverse modeling baselines, and

it approaches the performance of the best-performing inverse modeling method

we are aware of: the Neural Adjoint (NA). MMN is drastically faster at infer-

ence than NA.

3. We provide analysis that lends insight into why MMN is an e�ective inverse

modeling method.

In Section 6.1, we further motivate the MMN with observations about the forward

and backward models of Tandem networks. We then describe the formulation of

MMN as a method for solving inverse problems in Section 6.2, covering both the

network architecture as well as the scheme for generating training data using the

forward model. In Section 6.3, we outline our experimental design for demonstrating

the e�cacy of MMN on the four benchmark problems described in Section 5.5 and

provide the results for those experiments. These results include predictive accuracy

as well as inference time comparisons, since we argue that an advantage of MMN is its

computational e�ciency. We further characterize MMN performance in Section 6.4,

gaining insight into its operation as successive manifolds of solutions are incorporated

and as increasingly many points are generated from its forward model. We �nally

conclude in 6.5, summarizing our MMN contributions and describing avenues for

future work.

6.1 Motivating Observations

In this section, we describe some observations we make about practical use of the

Tandem model, with these observations motivating certain aspects of our construc-

tion of the Mixture Manifold Network. To illustrate our observations, we again use an

simple example of a uni-dimensional sinusoidal function, as was done in Section 5.1.1.

For our example here, we use a true forward function ofy = sin(3:0�x ) + 2 x, which
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is a useful function for illustration as it demonstrates non-uniqueness of solutions on

certain intervals, similarly to the function used in Section 5.1.1.

6.1.1 Manifolds of Tandem Solutions

For this simple example, training data has been generated by sampling points in

X on the interval [� 1; 1] and computing the correspondingy from the true forward

function. A Tandem model was trained as described in Section 5.3, with both the

forward and backward models comprising fully-connected networks. To visualize the

learned solutions by this Tandem model, we sample points in the space ofY and

push these through the learned backward model to obtain estimates ^x. These are

shown in Figure 6.1, along with the true sinusoidal function.

In Figure 6.1, we have indicated two regions of interest with the (a) and (b) des-

ignations. These are regions for which the learned inverse model ^g exhibits disconti-

nuities. From Figure 6.1, it is clear that surrounding these regions of discontinuous

proposed solutions, the errors will be high, as the proposed solutions are not near

the true function. While the baseline inverse modeling approaches described in Sec-

tion 5.2 can allow for multiple solution proposals, the Tandem model admits only

one solution. Thus, for the regions indicated (a) and (b) in Figure 6.1, the Tandem

model is \stuck" with the poor solutions around its discontinuous regions.

We have hypothesized in the introduction of this chapter that by learning ad-

ditional manifolds of solutions { e.g., by training more backward models { we may

improve a Tandem-esque model. While we save the method formulation for Section

6.2, we here illustrate our rationale for the MMN using the uni-dimensional sinusoid

example. For the same data as was used to train the inverse model shown in Figure

6.1, we train a second inverse model using the Tandem procedure described in Sec-

tion 5.3. Crucially, we use the same trained forward modelas was previously used.

The solutions from both inverse models are shown in Figure 6.2, with di�erent colors
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