Modeling and Optimization of Emerging
Technology-Based Artificial Intelligence
Accelerators under Imperfections

by
Sanmitra Banerjee

Department of Electrical and Computer Engineering
Duke University

Date:

Approved:

Krishnendu Chakrabarty, Advisor

Yiran Chen

Hai Li

Mahdi Nikdast

Pavel Poliakov

Dissertation submitted in partial fulfillment of the requirements for the degree of
Doctor of Philosophy in the Department of Electrical and Computer Engineering
in the Graduate School of Duke University
2022



Abstract

Modeling and Optimization of Emerging
Technology-Based Artificial Intelligence
Accelerators under Imperfections

by
Sanmitra Banerjee

Department of Electrical and Computer Engineering
Duke University

Date:

Approved:

Krishnendu Chakrabarty, Advisor

Yiran Chen

Hai Li

Mahdi Nikdast

Pavel Poliakov

An abstract of a dissertation submitted in partial fulfillment of the requirements for
the degree of Doctor of Philosophy in the Department of Electrical and Computer
Engineering
in the Graduate School of Duke University
2022



Copyright (©) 2022 by Sanmitra Banerjee
All rights reserved



Abstract

Machine learning algorithms are emerging in a wide range of application domains, ranging
from autonomous driving, real-time speech translation, and network anomaly detection to
pandemic growth and trend prediction. In particular, deep learning, facilitated by highly
parallelized processing in hardware accelerators, has received tremendous interest due to
its effectiveness for solving complex tasks across different application domains. However,
as Moore’s law approaches its end, contemporary electronic deep-learning inferencing ac-
celerators show diminishing energy efficiency and have been unable to cope with the per-
formance demands from emerging deep learning applications. To mitigate these issues,
there is a need for research efforts on emerging artificial intelligence (AI) accelerators that
explore novel transistor technologies with high transconductance at the nanometer tech-
nology nodes and low-latency alternatives to metallic interconnects. In this dissertation,
we focus on the modeling and optimization of two such technologies: (i) high-speed tran-
sistors built using carbon nanotubes (CNTs), and (ii) integrated photonic networks that
parallelize matrix-vector multiplications.

CNTs are considered to be leading candidates for realizing beyond-silicon transistors.
Owing to the ultra-thin body of CNTs and near-ballistic carrier transport, carbon nanotube
field-effect transistors (CNFETSs) demonstrate a high on-current/off-current ratio and low
subthreshold swing. Integrated circuits (ICs) fabricated from CNFETSs are projected to
achieve an order of magnitude improvement in the energy-delay product compared to silicon
MOSFETSs. Despite these advances, several challenges related to yield and performance
must be addressed before CNFET-based high-volume production can appear on industry
roadmaps. While some of these challenges (e.g., shorts due to metallic CNTs and incorrect

logic functionality due to misaligned CNTs) have been addressed, the impact of fabrication
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process variations and manufacturing defects has largely remained unexplored.

Silicon photonic networks have been known to outperform the existing communication
infrastructure (i.e., metallic interconnect) in multi-processor systems-on-chip. In recent
years, their application as compute platforms in Al accelerators has attracted considerable
attention. Leveraging the inherent parallelism of optical computing, integrated photonic
neural networks (IPNNs) can perform the otherwise time-intensive matrix multiplication
in O(1) time. Given their competitive integration density, ultra-high energy efficiency, and
good CMOS compatibility, IPNNs demonstrate order-of-magnitude higher performance
and efficiency than their electronic counterparts. However, the performance of photonic
components is highly sensitive to fabrication process variations, manufacturing defects, and
crosstalk noise.

In this dissertation, we present the first comprehensive characterization of CNFETs
and IPNNs under imperfections. In the case of CNFETSs, we consider the impact of fab-
rication process variations in different device parameters and manufacturing defects that
are commonly observed during fabrication. To characterize IPNNs, we consider uncer-
tainties in phase angles and splitting ratios in their building blocks (i.e., Mach—Zehnder
interferometers), non-uniform optical loss in the waveguides, and quantization errors due
to low-precision encoding of tuned phase angles. Using detailed simulations, we show that
these devices can deviate significantly from their nominal performance, even in mature
fabrication processes. For example, we show that more than 90% CNFETS can fail due to
a 5% change in the CNT diameter. Similarly, the inferencing accuracy of IPNNs can drop
below 10% due to uncertainties in the phase angles and splitting ratios.

To ensure the adoption of accelerators based on CNFETs and IPNNs, techniques to
test and mitigate the catastrophic impact of imperfections are necessary. As the nature of
imperfection in CNFETSs vary significantly from those in Si-MOSFETS, existing commer-
cial test pattern generation tools are inefficient when they are applied to ICs with imperfect
CNFETs. This thesis presents VADF, a novel CNFET variation-aware test pattern gen-
eration tool that significantly improves the efficiency of small delay defect testing under

imperfections. Unetched CNTs in the active layer can lead to parasitic FETs that can



cause resistive shorts. In addition, we propose ParaMitE, which is a low-cost optimization
technique, to reduce the probability of para-FET occurrence and mitigate their impact
on performance. The thesis also describes three optimization techniques to improve the
power-efficiency and reliability of IPNNs under imperfections. OptimSVD leverages non-
uniqueness of the singular value decomposition to minimize the phase angles in an IPNN
while guaranteeing zero accuracy loss. We propose CHAMP and LTPrune, which, to the
best of our knowledge, are the only photonic hardware-aware magnitude pruning techniques
targeted towards IPNNs.

In summary, this dissertation tackles important problems related to the reliability and
high-volume yield of next-generation Al accelerators. We show how the criticality of differ-
ent imperfections can change based on their magnitude and also the location and parame-
ters of the affected components. The methods presented in this dissertation, while targeted
towards CNFETs and IPNNs, can be easily extended towards other emerging technologies
leveraged for AI hardware. The insights derived from this work can help designers to
develop post-silicon Al accelerators that, in addition to demonstrating superior nominal

performance, are resilient to inevitable imperfections.
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1

Introduction

The rapid growth in big data from mobile, Internet of things (loT), and edge devices and
the continued demand for higher computing power have established deep learning as the
cornerstone of most arti cial intelligence (Al) applications today. Recent years have seen a
push towards deep learning implemented on domain-speci c Al accelerators that support
custom memory hierarchies, variable precision, and optimized matrix multiplication [4].
Commercial Al accelerators have shown superior energy and footprint e ciency compared
to GPUs for a variety of inference tasks [5].

CMOS-based accelerators are, however, approaching fundamental bottlenecks because
of (i) the slowdown in CMOS scaling leading to limited performance-per-watt, and (ii)
low-bandwidth metallic interconnects. In the search for an emerging transistor technology,
several devices such as two-dimensional FETs, tunnel FETs, and gate-all-around FETs
have been explored. Among these, carbon-nanotube FETs (CNFETS) are considered to be
the potential successors to Si-CMOS transistors due to the high on-current/o -current ratio
and low subthreshold swing. Additionally, CNFETs have low intrinsic delay owing to near-

ballistic transport in carbon nanotubes (CNTs). Recently, a 16-bit CNFET microprocessor

1



based on the RISC-V instruction set fabricated using industry-standard design- ow has
been reported in [6]. To demonstrate the applicability of CNFETs in Al accelerators,
[7] presents a CNFET-based complex nano-electronic system that senses and classi es
ambient gases. Besides CNFETSs, high-speed compute platforms based on silicon-photonic
components are also being increasingly explored. Photonic interconnects are frontrunners
as the technological alternative to metal wires due to their inherent speed and energy
bene ts [8]. Integrated photonic neural networks (IPNNs) use photonic interconnects and
optical components to perform matrix multiplication; doing so can reduce the computation
time from O(N?) to O(1) by taking advantage of the natural parallelism of optics [9].
With the growing maturity of silicon photonics in recent years, photonic interconnects and
integrated circuits can now be fabricated with CMOS-compatible manufacturing techniques
[10].

The bene ts of continued scaling at nanometer technology nodes are o set by inevitable
process variations and manufacturing defects, leading to permanent faults and soft errors.
Al accelerators based on emerging technologies are prone to several reliability issues stem-
ming from fabrication-process variations, manufacturing defects, thermal crosstalk, and
aging-related uncertainties [11]. In addition, performance metrics such as the device on-
current, gate delay, and thermal dissipation pro le in these emerging technologies can
signi cantly di er from those in Si-CMOS technologies. Consequently, conventional elec-
tronic design automation (EDA) tools targeted towards Si-CMOS circuits may not apply
to post-Moore technologies.

In this dissertation, we model the performance of CNFETs and IPNNs under imperfec-

tions and propose technology-speci ¢ optimization techniques to improve their reliability



and reduce their power consumption and area overhead. The speci ¢ contributions of this

dissertation are as follows:

" A bottom-up characterization of CNFETs under process variations and manufactur-

ing defects;

The rst variation-aware test pattern generation method for e cient delay testing

in the presence of nonlinear process variations;

Characterization of parasitic CNFETSs that can form due to imperfect etching and a

low-cost optimization technique to mitigate their impact on performance;

A comprehensive analysis of imperfections stemming from various sources on the

performance of IPNNs

Three novel optimization methods to improve the power e ciency and reliability of

IPNNs under imperfections

This chapter presents the background for CNFETs and IPNNs and introduces di erent
imperfections a ecting their performance. Section 1.1 presents an overview of existing Al
accelerators and describes the challenges that they face in the post-Moore's law era. Section
1.2 introduces an emerging transistor technology, namely CNFETSs, and describes several
CNFET-speci ¢ imperfections. In Section 1.3, we introduce the architecture of IPNNs in
a hierarchical fashion and discuss the related imperfections. Finally, Section 1.4 presents

an outline of the dissertation.



1.1 Overview of Al Accelerators

Beyond the growth in data sources and model innovations, the explosion in deep learning
can also be attributed to the continued performance improvement of hardware proces-
sors. The performance and energy e ciency of traditional von Neumann computers, with
separate processing and data storage components, are limited by the frequent data move-
ment required between processors and o -chip memory [12]. Consequently, domain-speci ¢
computing platforms, i.e., Al accelerators, are being considered to handle the skyrocketing
volume of data in Al applications. These accelerators are constructed with a large num-
ber of highly parallel computing and storage units and have achieved orders of magnitude
power and performance e ciency improvements by overcoming the \memory wall" [13]
and \power wall" challenges [14]. Prominent examples of Al accelerators include Google's
TPU4i with four 16k-element systolic matrix multiply units [4] and Amazon's Inferentia
that can support up to 128 trillions of operations per second [15].

As Moore's law gradually comes to an end, Al accelerators relying on conventional
transistors and metal wires face performance and energy e ciency limits [16] [17]. As a
result, there is considerable interest in the applications of emerging technologies in Al hard-
ware design. Nonvolatile resistive random access memories (RRAMSs) have been recently
explored in Al accelerator designs and have demonstrated 3{4 orders of magnitude higher
computation e ciency compared to the state-of-the-art CMOS designs [18]. Micron and
Sony have fabricated a 16 Gb 81922048 ReRAM crossbar [19]; each cell corresponds to a
single bit and can store a high or low conductance level. The improvement in RRAM-based
accelerators can primarily be attributed to the low-power nature of analog computation.

However, the interface between the analog signals in RRAMs and the digital signals in



other components necessitates power-hungry analog-to-digital converters and digital-to-
analog converters [20]. In addition, imperfect selector devices can lead to sneak current
paths in RRAM crossbars which can lead to erroneous read/write operation [21].

In the past decade, e orts to nd a post-Moore transistor technology have focused on
CNTs. Consequently, the CNT technology has matured from single CNFETs [22] to indi-
vidual logic gates [23] to small-scale digital circuits and systems [24]. The rst completely
digital system, which was a miniature computer with 178 CNFETs that operated on a sin-
gle bit of data and implemented a single instruction, was demonstrated in 2013 [25]. While
intrinsic fabrication challenges (e.g., material defects, manufacturing defects, and process
variations) remain, rapid developments in CNFET-based IC design show a promising path
ahead. In particular, CNFETs have been shown to greatly exceed the capabilities of Si
MOSFETSs in data-intensive applications, of which Al accelerators are a prime example.
For instance, [6] presents a CNFET-based nanosystem that can capture massive amounts
of data, store it on-chip, perform in situ processing, and produce highly processed data.

Similarly, Al accelerators based on silicon photonics (i.e., IPNNs) have shown great
promise. The Envise inference accelerator, developed by Lightmatter, can run state-of-
the-art neural networks at unprecedented performance [26]. Benchmark results show up to
3 times higher inferences/second than the NVIDIA DGX-A100 with 7 times higher infer-
ences/second/watt on BERT-Base with the SQUAD dataset. By communicating, storing,
and processing data with assistance from the optical domain, IPNNs have the potential
to provide very high footprint e ciencies in the hundreds of TMACs/mm 2 with energy

e ciencies of sub-fJ/MAC [27].



1.2 Carbon-Nanotube FETs (CNFETS)

Carbon nanotube eld-e ect transistors (CNFETS) o er a plethora of excellent electrical
properties, including increased energy e ciency, high ON-current/OFF-current ratio, and
low subthreshold swing. CNFETSs are expected to be increasingly ubiquitous in the future.
There are multiple instances of industry engagement in CNFET thermal management,

power supply, and nanotube growth [28].
1.2.1 Fundamentals of CNFETs

The principal challenge in the scaling of Si MOSFETSs in the sub-10 nm technology node
is the short-channel e ect, which causes the FETs to be di cult to turn o, resulting in a
high leakage power consumption [29]. In addition, short-channel Si MOSFETS require an
ultrathin channel body, resulting in a low on-current due to mobility degradation [30]. On
the other hand, single-walled carbon nanotubes (CNTs), which constitute the channel in
CNFETSs, are essentially 2D sheets of graphene rolled into seamless cylinders with a 1{2
nm diameter [31]. Owing to the high carrier velocity and the near-ballistic carrier trans-
port in CNTs, CNFETs demonstrate high transconductance, low intrinsic delay, and high
on-current/o -current ratio [32]. Additionally, the compatibility of the CNFET manufac-
turing ow with the Si-CMOS design ow has positioned CNFET as an attractive device
technology for the post-silicon era.

The p-type and n-type doping of CNTs (for manufacturing p-type and n-type CNFETS)
is typically carried out by metal work-function engineering of the source and drain contacts
[6]. The source, drain, and gate contacts are patterned using low-temperature lithographic

steps that are compatible with the standard back-end-of-line (BEOL) fabrication ow.



(a) Top-gate

(b) Bottom-gate (c) Gate-all-around [31]

Figure 1.1 : Types of CNFETs based on the location of the gate.

CNFETSs can be classi ed into three types based on the location of the gate, including
gate-all around (GAA), top-gate, and bottom-gate. Fig. 1.1 shows representative 3D
schematics of these three geometries. Although traditionally top-gate CNFETSs were more
common, recent studies have shown that the bottom-gate CNFET design involves a less
complex fabrication process and achieves higher EDP bene ts compared to the GAA and
top-gate geometries [33]. A 16-bit microprocessor with bottom-gate CNFETs has been
demonstrated by a commercial semiconductor foundry [34].

As the CNFET dimensions are scaled down, the direct source-to-drain tunneling current
makes a signi cant contribution to the cumulative 1,,. Therefore, the extrinsic parasitic
capacitances require careful optimization [35]. This serves as the motivation behind a
compact model for performance optimization of CNFET circuits. Stanford University's
Virtual-Source CNFET (VS-CNFET) model addresses this issue by capturing both the
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parasitic e ects and the tunneling currents in a computationally e cient manner [3].

The Stanford VS-CNFET is a SPICE-compatible \semi-calibrated" predictive model
for circuit-level simulation and system-level performance assessment of MOSFET-like CN-
FETs. The empirical parameters in the model have been extracted from experimental
results and numerical simulations based on the non-equilibrium Green's function [31]. An
attractive feature of this model is that it has only a few physical tting parameters, e.g.,
the carrier velocity and the low- eld carrier mobility, which are determined from exper-
imental data [3]. The model is valid for di erent device geometries; we have considered
top-gate CNFETSs for our analysis. The inputs to the VS-CNFET model include transistor
geometric parameters such as gate length, oxide thickness, gate width, inter-CNT spacing,
and source/drain extension length. Other inputs include the CNT diameter, gate oxide
dielectric constant, and an optional user-de ned series resistance. All simulations reported
in this dissertation have been performed at 298 K.

We have also collaborated with SkyWater Technology foundry, based in Bloomington,
Minnesota, and used their back-gated CNFET compact models for part of our study in this
dissertation. In particular, we have considered this model for our analysis and mitigation of
parasitic CNFETs in Chapter 4. Note that, while we consider the Stanford and SkyWater
compact models for our analysis, the methods proposed in this dissertation can be easily
extended to other compact models. In fact, our systematic approach for quantifying the
impact of di erent parameter variations and generating variation-aware delay fault test

patterns can also be applied to other emerging transistor technologies beyond CNFETS.



1.2.2 Imperfections in CNFETs

The CNFET manufacturing process is prone to defects and imperfections that are unique
to this technology. A particularly well-known challenge in CNFET manufacturing is the
presence of metallic CNTs (m-CNTs) in the channel. These m-CNTs conduct irrespective
of the applied voltage. Therefore, if one or more CNTs in a CNFET can be metallic, the
CNFET is essentially stuck-on. Consequently, such CNFETs can be detected by conven-
tional stuck-on test patterns. However, detection and defect screening are not adequate as
single-walled CNTs may contain 10{30% metallic CNTs (MCNTs). Several methods for
the reduction of m-CNTs have been proposed. The use of physical methods such as di-
electrophoresis to separate metallic CNTs has been proposed in [36]. However, this su ers
from a low separation yield. [23] proposed a method for current-induced electrical break-
down of m-CNTs, but the method is not scalable for industrial-scale circuits. In addition,
m-CNT removal techniques also su er from a lack of speci city|often, some semiconduct-
ing CNTs are also removed along with the m-CNTs. This leads to a reduced drive current
and increased gate delay. Indeed, it seems that growing purely semiconducting CNTs or
removing all m-CNTs without a ecting any semiconducting CNT may be impossible using
existing approaches. Therefore, recent research has focused on developing m-CNT toler-
ant CNFET circuit design [37]. CNTs may also get misaligned and mispositioned during
growth and transfer. Such CNTs may lead to unintended shorts, which in turn, lead to
incorrect logic functionality. A graph-theoretic approach to detect whether one or more
misaligned CNTs can result in incorrect logic from the layout of a CNFET-based circuit
has been presented in [38].

While current research e orts on improving CNFET reliability have focused on metallic



and misaligned CNTSs, the impact of inevitable parameter variations in the CNFET fabri-
cation process has largely remained unexplored. CNFET fabrication methods proposed in
the literature can be classi ed into the following approaches: (1) layer transfer, (2) chemi-
cal vapor deposition (CVD), and (3) solution-based CNT deposition with spin coating. In
the layer transfer method [7], single-walled CNTs are initially grown on a crystalline quartz
substrate and then transferred using a thermal release tape. During this transfer, CNTs
may often get misaligned. The CNTs in the unwanted region on the substrate are etched
away using oxygen plasma. Imperfect etching may lead to the formation of resistive shorts
and parasitic CNFETs. We show in Chapter 4 that such parasitic CNFETs, when turned
on by a back-end-of-line metal layer can lead to a degraded noise immunity and high leak-
age power consumption. Similarly, CNTs grown using chemical vapor deposition (CVD) of
methane on supported transition metal oxide catalysts tend to have a distribution of tube
diameter over a large range [39]. Additionally, bundles of CNTs and occasional double-
walled CNTs have also been observed. The quality of CNTs depends on the deposition
time, catalyst, deposition temperature, and the transition metal oxide catalyst used; this,
in turn, presents several avenues for variations and defects to appear. In solution-based
CNT deposition [40], nanotubes tend to form bundles with time, resulting in non-uniform
CNT diameter, which a ects the on-current. Variations in the CNT diameter can result

in changes in the threshold voltage and drive current. Similarly, non-uniform inter-CNT
spacing can result in variations in CNT count per CNFET. This can lead to catastrophic
failure as the CNFET on-current is quantized with the CNT count. In addition, as we
discuss later in the dissertation, the CNFET on-current is also a ected due to variations

in the gate dimensions (gate length and width) and oxide thickness.
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1.3 Integrated Photonic Neural Networks (IPNNSs)

Integrated photonic neural networks (IPNNs) based on silicon photonics can expedite ex-
tensive linear operations (i.e., matrix multiplication) in deep neural networks (DNNSs) [41].
By taking advantage of the natural parallelism in photonics [42], computations in IPNNs
can be performed in parallel, hence reducing the complexity of matrix-vector multiplication
in DNNs from O(N?2) to O(1) [41]. In terms of energy e ciency, simulation results have
shown that optical matrix-vector multiplications in IPNNs can even outperform digital
computation at the thermodynamic limit [43]. Moreover, experimental implementations of
coherent IPNNs have demonstrated high accuracy, fast convergence during training, and
the capability to learn non-linear decision boundaries [44]. Such bene ts along with contin-
uous advances in CMOS-compatible silicon photonics technology have positioned IPNNs
as a promising alternative to electronic Al accelerators [45].

Neurons in an IPNN can be implemented either in a coherent or a non-coherent manner.
Coherent neurons use Mach{Zehnder interferometers (MZIs) with phase shifters (PhS) and
3-dB beam splitters (BeS) to modify the phase and amplitude of the single-wavelength
optical signal [46]. The optical phase shift in such neurons is realized by inducing changes
in the refractive index of the silicon (Si) waveguide using either the thermo-optic e ect [47],
electro-optic e ect [48], or phase-change materials [49]. Fig. 1.2 presents a hierarchical view
of a multi-layer perceptron (MLP)-based IPNN. In contrast, noncoherent neurons employ
the Broadcast-and-Weight con guration to manipulate the power of multiple-wavelength
optical signals [50]. While noncoherent neurons support wavelength-division multiplexing,
they su er from inter-channel crosstalk and the dependency between the input and output

wavelengths necessitates energy-intensive wavelength conversion steps [51]. As a result,
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Figure 1.2 : Hierarchical schematic of MLP-based coherent IPNNs.

recent commercial e orts on developing photonic neural networks have focused on using
coherent neurons to expedite matrix multiplication at a low energy cost [52]. We focus on
IPNNs built using coherent neurons in this dissertation; after this point, the term IPNN,

if not explicitly mentioned otherwise, denotes a coherent IPNN.
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1.3.1 Mach{Zehnder Interferometer (MZI)

As shown in Fig. 1.2(d), an MZI consists of two tunable phase shifters (PhS, and ) on
the upper arm and two 3-dB beam splitters (BeS). The PhS are used to apply con gurable
phase shifts and obtain varying degrees of interference between the input optical signals.
They can be implemented using thermal microheaters, where the refractive index of the
underlying waveguide changes with temperature (i.e., thermo-optic e ect), altering the
phase of the optical signal traversing the waveguide. Moreover, 22 BeS can be designed
using directional couplers, where a fraction (de ned by transmittance) of the optical signal
at an input port is transmitted to an output port, and the remaining (de ned by the

re ectance) is coupled to the other output port with a phase shift of 5. For symmetric
3-dB (i.e., 50:50) BeS, both transmittance and re ectance coe cients are pl—i As a result,
the transfer matrix of a 2 2 MZI with two PhS and two 3-dB BeS (see Fig. 1.2(d)) can
be de ned as [53]:

Tmzi (3 )= Uges Upns( ) Uses Upns( )

’ » - !
_ Tin T2 _ %(e‘ 1) Ii(el +1) (1.1)

Tor T2 %(ei +1) 3¢ 1)

where Uges and Uphg denote the transfer matrices for the 3-dB BeS and the PhS, respec-
tively. Note that the expression for Tyz in (1.1) assumes ideal PhS and BeS. In Chapter
5, we augment the MZI transfer matrix to include the e ects of uncertainties in phase

angles and BeS splitting ratios.
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1.3.2 MZl-based Coherent IPNNs

A multi-layer perceptron (MLP)-based DNN consists of several consecutive layers of in-

neurons is assigned a weight that represents its synaptic plasticity and each neuron is
tasked with a multiply-and-accumulate (MAC) operation followed by passing the resultant
output through a non-linear activation function ( fyau ). By introducing non-linearity in
the network, the activation functions (e.g., sigmoid, tanh, and Recti ed Linear Unit) enable
DNNs to learn complex non-linear relationships [54]. During each training iteration, the
weight of each connection in a DNN is incrementally updated to minimize the loss function
that quanti es the di erence between the expected and the obtained DNN output.
Consider anN2 Nj weight matrix L, representing the edge weights connecting a
layer with N1 neurons with a layer with N, neurons. Using singular value decomposition
(SVD) and considering Fig. 1.2(c), we haveL,, = U V" whereU and V are unitary
matrices with dimensionsN> N» and N1 N1, respectively. Moreover,VH denotes the
Hermitian transpose of Vi, and is a diagonal matrix consisting of the eigenvalues ofL .
Reck et al. [55] rst demonstrated that any unitary transformation between optical
channels can be realized using a triangular mesh of MZIs. However, Clemengt al. pro-
posed an alternative arrangement of MZIs (see Fig. 1.2) to implement unitary transfor-
mations with half the physical footprint of the Reck design and a lower optical loss [56].
Therefore, for a given weight matrix Wy, = Un  m Vi, we consider the Clements design to

represent the unitary matrices Up, and VH . The diagonal matrix |, can be realized using
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an array of MZIs to attenuate each channel separately without mixing by terminating one
input and one output of each MZI ( in Fig. 1.2). As MZIs can only attenuate optical
signals, a global optical ampli cation is necessary on each output to represent arbitrary
diagonal matrices [57]. This scaling factor is realized using the optical gain unit (OGU)G

(see Fig. 1.2) that includes semiconductor optical ampli ers [58].
1.3.3 Imperfections in IPNNs

Despite the aforementioned advances, there exist several roadblocks to the further ad-
vancement of coherent IPNNs. In particular, the performance of IPNNs can be impacted
signi cantly by the optical losses accumulating when cascading MZI devices [55,56]. More-
over, fabrication-process variations (FPVs) and mutual thermal crosstalk due to convective
heat transfer between microheaters in thermo-optic PhS [59] (considered in our analysis)
can lead to faulty matrix multiplication. FPVs arise from optical-lithography process im-
perfections that result in changes in the critical dimensions (e.g., waveguide width and
thickness) and hence incorrect operation of photonic components [60]. IPNNs are also
prone to imprecisions resulting from the non-uniformity in the insertion loss of constituent
MZIs [61]. In addition, the resolution of the phase settings depends on the encoding preci-
sion of the digital-to-analog converter (DAC). For example, using anN -bit DAC, only 2 N
di erent phase angles in the range [0, 2] can be realized. This leads to quantization errors
in the encoded phase angles, which, in turn, results in degraded inferencing accuracy.
Run-time uncertainties in IPNNs can arise due to mutual thermal crosstalk among
the microheaters in thermo-optic phase shifters. The tuned phase shift in thermo-optic
PhS is proportional to | T, wherel and T denote the phase shifter length and the

change in temperature, respectively. To minimize the MZI area overhead, a larger T is
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required for tuning PhS. This necessitates increased heater power consumption and results
in higher susceptibility to thermal crosstalk. In fact, even the most e cient phase shifter
requires a voltageV =4.36 V and power P = 24.77 mW to provide phase shift of [47].
The change in phase in the victim phase shifter due to thermal crosstalk depends on its
geometric structure, heater material, and the distance from the aggressor phase shifter.
Fora5 m aggressor-victim gap lled with the default SiO, cladding andP =24.77 mW,
the optical phase shift in the victim phase shifter is greater than 0.5 rad [59]. Note that due
to the latency associated with thermal tuning, the e ects of thermal crosstalk may not be
localized among proximal micro-heaters, especially in IPNNs with several MZIs. Moreover,
due to simultaneous thermal gradients emanating from multiple MZIs, developing a high-
delity thermal model is complex and requires experimental measurements on a taped-out
photonic circuit, and is beyond the scope of our analysis.

Prolonged voltage biasing of optical components can lead to the formation of traps
at the Si-SiO, boundary in optical waveguides. Such traps a ect the refractive index of
the Si core, thereby leading to higher scattering-induced optical loss. Experimental results
on on-chip photonic networks show up to a 30% increase in the energy-delay product due
to trap-induced aging [62]. Similar aging-induced run-time uncertainties will also a ect

IPNNSs due to long-term thermal biasing.

1.4 Thesis Outline

The remainder of the dissertation is organized in six chapters. In this section, we briey
introduce the contributions in these chapters.
Chapter 2 presents a systematic analysis of the impact of variations in the CNFET

device parameters on the drain current at the transistor-level and the propagation delay

16



at the gate-level. We characterize the CNFET performance under individual variations
and under simultaneous variations in all parameters. Our simulation results indicate that
CNFET variations have a highly non-linear impact and di er signi cantly from variations

in Si MOSFETSs. In particular, we identify variations in the CNT diameter to be highly
catastrophic. We also propose electrical models to quantify the impact of pinhole voids in
the gate dielectric on the CNFET drain current. Using HSPICE simulations, we also show
that unetched CNTs in the active layer can form parasitic CNFETs, which, when turned
on by an overlying (or underlying) metal layer can cause conditional shorts.

The propagation delays of CNFET logic gates and, consequently, the path delays in
CNFET circuits can change under parameter variations. Therefore, delay test patterns
generated using conventional ATPG tools, that are targeted towards Si MOSFETSs tend
to be ine cient in CNFET circuits. In Chapter 3, we demonstrate that delay test pattern
generation, especially for small delay defects (SDDs), must be aware of the technology
speci ¢ process variations. We propose a novel variation-aware ATPG technique where we
use Monte Carlo simulations to identify multiple near-critical paths in a circuit to sensitize
SDDs. Simulation results for multiple benchmarks show that the proposed method can
reduce the SDD test pattern count by up to 50 compared to commercial ATPG tools.

In Chapter 4, we propose ParaMitE, a novel technique to mitigate the impact of par-
asitic CNFETs (para-FETs). We nd that by horizontally ipping selected cells in the
layout, the probability of occurrence of para-FETs can be signi cantly reduced. By using
an integer linear programming (ILP) model, ParaMitE can reduce the number of critical
para-FETs in several benchmarks by up to 90% with only a 3% increase in wire length,

0.4% increase in the total power, and 2% increase in the critical path delay.
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Chapter 5 focuses on analyzing the impact of imperfections in IPNNs. Using a hi-
erarchical approach, we demonstrate the impact of uncertainties in the phase angles and
splitting ratios in MZIs at the component-level, device-level, layer-level, and nally, at
the system-level. In particular, we show how the criticality of such uncertainties can vary
based on the location and the parameter values of the a ected MZIs. We also characterize
the IPNN inferencing accuracy in the presence of non-uniform optical losses in the MZIs
and quantization errors due to low-precision phase encoding. The results presented in this
chapter indicate that IPNNs are highly sensitive to imperfections; therefore, we must take
steps to improve their resilience before they can become commercially viable.

Chapter 6 presents three novel photonic hardware-aware optimization techniques to
improve the performance of IPNNs. OptimSVD leverages the non-uniqueness of SVD
under re ections to identify the optimal mapping of the trained weights that minimizes the
tuned phase angles, thereby, saving tuning power consumption and reducing the accuracy
loss under uncertainties. Due to the complex mapping between the edge weights of the
linear layers in an IPNN and the tuned phase angles, conventional DNN pruning techniques
are ine cient when applied to IPNNs. We also propose CHAMP, the rst hardware-aware
magnitude pruning targeted towards IPNNs. Moreover, we use the lottery ticket hypothesis
to propose LTPrune, an improved technique that outperforms CHAMP and can be used
to prune already compact IPNNs.

Finally, Chapter 7 summarizes the dissertation and identi es avenues for future work.
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2

Imperfections in CNFETSs

Carbon-Nanotube FETs (CNFETSs) are potential successors to CMOS transistors; these
emerging devices have low intrinsic delay owing to near-ballistic transport in carbon nan-
otubes (CNTs). As CNFETs are evaluated for circuit/system design, it is important to
analyze variations in CNT process parameters. In this chapter, we present a systematic ap-
proach to quantify the impact of these imperfections on the transistor-level and gate-level
performance of CNT-based circuits [63]. Process variations are investigated to identify the
critical device parameters that have maximum impact on the device on-current. We also
present a model that predicts the realistic CNFET yield in the presence of process varia-
tions. Finally, the impact of manufacturing defects such as pinholes in the gate dielectric
and parasitic CNFETs formed due to imperfect etching are modeled and evaluated using
HSPICE.

The main contributions in this chapter are as follows:

~ Quanti cation of the impact of variations in device parameters on CNFET perfor-

mance to identify likely failures at the transistor-level at multiple technology nodes;
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" A process-parameter variation-limited yield model for CNFETS;

" Detailed statistical exploration of the impact of process variations on timing at the

gate-level,
" Modeling of pinhole voids and analysis of their impact on CNFET characteristics;

" A study of parasitic CNFETs that can occur due to imperfections in the CNT-etch

process and an evaluation of their impact on circuit behavior and performance;

The rest of the chapter is organized as follows. Section 2.1 discusses the CNFET
fabrication process and highlights the steps in this process that can result in the variations
and defects analyzed in our study. Section 2.2 describes the prior work on characterizing
CNFET imperfections. Section 2.3 describes the impact of process-parameter variations at
the transistor-level and the gate-level. Section 2.4 models and analyzes possible CNFET

manufacturing defects. Section 2.5 concludes the chapter.

2.1 Sources of Imperfections in the CNFET Fabrication Process

CNFET fabrication methods proposed in the literature can be classi ed into the following
approaches: (1) layer transfer, (2) chemical vapor deposition (CVD), and (3) solution-based
CNT deposition with spin coating. In this section, we go through each of these approaches
and highlight the variations and defects that can occur at various steps.

In the layer transfer method, CNTs are rst grown horizontally on a crystalline quartz
substrate [64]. Next, the quartz wafer is coated with a 150 nm thick layer of gold [7]. A
thermal release tape is then used to remove the metal (with CNTs embedded in it), which

is then placed on the substrate, thus completing the layer transfer process. The substrate
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is then heated to 400 K to remove the thermal release tape and a dilute potassium iodide
solution is used to etch the transfer metal. The substrate is now covered with highly
aligned CNTs, and the unwanted CNT regions are etched away using oxygen plasma after
patterning the source and drain contacts.

In the layer transfer process, the perfect alignment of the CNTs grown on the substrate
is of paramount importance. Misaligned CNTs can impact the logic functionality of the
CNFET circuit [64]. The oxygen-plasma etching step is also critical because stray CNTs
may remain in unwanted regions due to imperfect etching, and this is the motivation for
our exploration of parasitic CNFETs due to these CNTSs.

Single-walled CNTs can be synthesized by chemical vapor deposition (CVD) of methane
on supported transition metal oxide catalysts.

CNTs grown using CVD tend to have a distribution of tube diameter over a large
range [39]. Additionally, bundles of CNTs and occasional double-walled CNTs have also
been observed. The quality of CNTs depends on the deposition time, catalyst, deposition
temperature, and the transition metal oxide catalyst used; this, in turn, presents a number
of avenues for variations and defects to appear.

Solution-based CNT deposition o ers increased control over CNT chirality. It is a
faster alternative to the CVD growth and can be conducted at room temperature [40].
The grown CNTs are aligned and have su cient density for high device yield. A solution
of CVD CNTs in acetone is rst diluted 10-100X with acetone and the vials are sonicated in
an ultrasonic bath, which disperses and debundles the tubes throughout the solution [40].
The solution is centrifuged and then spin-coated on to silicon dioxide or the n-doped silicon

substrate. The sample is then spin-coated with a lift-o resist and a positive photoresist
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and is subsequently treated with ultraviolet light through a photo mask. The exposed
photoresist is then dissolved using deionized water and gold is evaporated on the substrate.
Finally, lift-o is performed, with gold electrodes formed by the deposited gold at the
exposed photoresist sites.

Nanotubes have a large surface area and thus attract each other due to strong Van der
Waals force [65]. Due to this, nanotubes dispersed in the solution tend to form bundles
with time. This results in nonuniform CNT channel diameter, which a ects the |,, as we
have observed in our process variation analysis. In the spin-coating process, the density
of the grown CNTs can change with spin speed and the time for which the solution is in
contact with the substrate [40]. The resulting variation in the CNT density can, in turn,

aect lon.

2.2 Prior Work on CNFET Imperfections

The CNFET manufacturing process is prone to defects and imperfections that are unique
to this technology [66]. These defects cause high leakage currents, increased susceptibility
to noise, circuit delays, and logic errors [67].

A particularly catastrophic defect appears when one or more CNTs in a CNFET are
metallic, i.e., they conduct irrespective of the applied gate voltage; such CNFETs can be
modeled as stuck-on and detected using conventional stuck-on tests. However, detection
and defect screening are not adequate as single-walled CNTs may contain 10-30% metallic
CNTs [68]. [37] presents a method for mCNT-tolerant gate design, where a single CNT
is replaced by multiple redundant CNTs. Note that connecting multiple CNTs in series
increases the e ective on-resistance of the device and reduceésg,. To remedy this, [67]

proposes a method where multiple CNTs are connected in parallel without diminishing
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the resilience against mMCNTs. The resilience of CNFETs against these defects can also be
modulated using the device width [69]

Misaligned and mispositioned CNTs in a CNFET have also been extensively studied.
These misaligned CNTs may lie outside the gate region and result in incorrect logic func-
tionality. A graph-theoretic approach to detect whether one or more misaligned CNTs
can result in incorrect logic from the layout of a CNFET-based circuit has been presented
in [38].

The CNFET defects explored in previous work are caused either due to the presence
of metallic or misaligned CNTs, or due to imperfect mCNT etching. However, the e ect
of variations in the CNFET fabrication process on the devicel o, has not been explored
yet. These process variations include deviations in the gate dimensions, oxide thickness,
CNT diameter, and inter-CNT spacing. Moreover, existing CNFET yield models, like that
in [70], do not take into account the loss in yield due to process parameter variations; we
have therefore extended the yield model to derive realistic yield estimates.

Parasitic CNFETSs, which can potentially be formed due to the presence of unetched
CNTs, have also not been investigated in previous work. Depending on the strength of these
parasitic CNFETSs, their impact can range from catastrophic stuck-at faults to parametric
delay faults. Pinhole defects in the gate dielectric constitute another manufacturing defect

that a ects the gate capacitance andl o, but these defects have not been addressed before.

2.3 Process Variations in CNFETs

In this section, we analyze the impact of CNFET process variations in a bottom-up fashion.
At the transistor-level, the CNFET drive strength can be degraded under process varia-

tions; this leads to a lower on-current. As the on-current decreases, the propagation delays
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Table 2.1: Nominal values of parameters at di erent CNFET technology nodes [3].

] Parameter | 7nm [ 11 nm [ 14 nm | 22 nm |
CNT diameter (dent) [nm] | 1.2 1.2 1.2 1.2
Gate length (Lg) [nm] 11 14 19 26.5
Oxide thickness ¢ox) [NM] 0.7 0.8 0.9 1
Gate width (Wg) [nm] 63 90 112 160
Inter-CNT spacing (s) [nm] 4 4 4 4
Gate height (Hg) [nm] 15 20 20 30

of CNFET logic gates increase. This increase in gate delay can lead to timing violations

at the circuit-level.

2.3.1 Transistor-level Impact of Process Variations

Independent Process Variations

The device drain current in the VS-CNFET compact model depends on the CNT diameter,
gate length, oxide thickness, gate width, inter-CNT spacing, and the gate height. We have
studied the impact of each of these parameters on the drain current at the 7 nm, 11
nm, 14 nm, and 22 nm nodes, with their respective nominal values listed in Table 2.1.
Power-performance analysis shows that an optimum CNT diameter in the range of 1 nm
to 1.5 nm is favorable for most digital circuit applications [71]. The CNT bandgap is
inversely proportional to nanotube diameter. Therefore as the CNT diameter increases,
the bandgap decreases and the on-current/o -current ratio degrades. On the other hand,
with a decrease in CNT diameter, the on-current decreases, resulting in slower CNFETSs.
This trade-o between the bandgap and on-current with variations in CNT diameter can
therefore be a limitation during high-volume manufacture of CNFETs. Taking this into
account, we have considered a CNT diameter of 1.2 nm across all nodes for our analysis.
The inter-CNT spacing has also been xed at 4 nm for all nodes to compete with equivalent

Si technology [72].
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The CNT diameter, dcnT , is controlled by CNT chirality, and determines the band-gap
(Eg) given by Eg = (2 Epacc=dcnT ), Where Ep, = 3 eV is the tight-binding parameter, and
acc is the carbon-carbon distance. With increasingdcnt , Eg decreases and o, increases.
However, with decreasingEg, the subthreshold leakage current increases, resulting in a
degraded|on=lof , Where l o is the OFF-state current. Again, as dent decreases) on
decreases, resulting in slower CNFETs.blt has also been shown that the CNFET series
resistance, inversion gate capacitance, and threshold voltage also depend dgnT [3].

With increasing gate length and dielectric thickness,l on decreases. As the gate length
increases, the carriers need to travel longer through the channel and are more prone to
collisions. Similarly, as the gate dielectric thickness increases, the oxide capacitance de-
creases. With decreasing oxide capacitance, the control of the gate electrode on the CNT
channel decreases, which in turn, decreasésg,.

The dependence of o, on the device width and the inter-CNT spacing is particularly
interesting. If the CNTs are uniformly spaced, the number of CNTs in a CNFET, say
NcnT, is given by dWg=se, where Wy and s denote the CNFET width and the uniform
inter-CNT spacing, respectively. It is thus evident that as Wy and s vary, Ncnt changes
in steps, and as a result, thel o, changes in steps as well. Therefore, small variations in
Wy and s do not have a considerable impact unless the nominal values lie at or near a step
edge.

Optical response analysis using TEM shows that the diameter of single-walled CNTs
follow a Gaussian distribution [73]. Gate length, width, height, and dielectric thickness
have been shown to vary in a Gaussian distribution in bulk and SOl MOSFETSs with their

nominal value as mean () and a standard deviation ( ) between Q01 and 0:1 [74][75].
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It has been experimentally observed that while inter-CNT spacing, s, does not always
follow a Gaussian distribution, Ncnt = dWg=se can be accurately modeled by a Gaussian
PDF [76]. This is possible because variations can non-uniformly a ect the spacing between
CNTs in a CNFET, and as such, s may not be equal for all pairs of neighboring CNTSs.
However, the VSCNFET model allows only a single value of, which is considered as the
spacing between all CNT pairs in a CNFET. Using a Gaussian-distributeds maintains the
experimentally-observed Gaussian PDF forfNcpyT -

To understand how variations in an individual process parameter a ect | ,, we have
carried out Monte-Carlo simulations. For each simulation set with N Monte-Carlo trials, a
particular parameter K; is considered to vary in a Gaussian distribution with its nominal
value ; as the mean and a standard deviation of ;, while the other parameters are kept
constant at their nominal values.

For each of the N trials, the CNFET |g, is observed and the mean and standard
deviation of the N | o, values are calculated and denoted by o, and o, respectively. The
number of Monte-Carlo trials, N, has been determined using con dence interval analysis.
The margin of error (ME ) in the computed mean obtained afterN Monte-Carlo trials for a
particular con dence interval is given by ME =(Z ):p N, whereZ denotes the critical
value corresponding to a particular con dence interval, N is the number of Monte-Carlo
trials, and  denotes the standard deviation of the calculated variable. The critical value,
Z corresponding to a 95% con dence interval is 1.96. Using this value of Z, the maximum
value of the margin of error in the computed mean ofl o, is equal to 2.62% of the mean for
N = 1000 trials. A value of ME between 4% and 8% of the computed mean is considered

as an \acceptable" margin of error [77]. As the margin of error with 1000 trials lies well
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Table 2.2: Monte Carlo simulation results at 7 nm node (for di erent values of;= ;).

Parameter | - o1 — 005 01 - 015
dent 0.0951 0.4895 0.7711 0.9466
tox 0.0003 0.0016 0.0033 0.0049
Lg 0.0001 0.0007 0.0015 0.0022
Wy 1.6 10 | 1.6 10 | 1.6 10 | 1.6 10

s 1.59 10%° | 1.59 10'° | 1.59 10%° | 1.59 107%°

Hg 1.55 1015 | 1.55 101 | 1.55 101% | 1.55 10715

below the acceptable range, all the Monte-Carlo trials in this chapter have been performed
with N = 1000 trials.

The results of the Monte-Carlo simulations at the 7 nm node are shown in Table 2.2.
For each parameterK;, we perform Monte Carlo trials for multiple values of ( j= ;); the
subscripts of the column labels in Table 2.2 denote the value of (= ;). The parameters are
listed in decreasing order of their criticality for all technology nodes. The value of ( on= on)
for a parameter is a measure of its criticality|a higher value of ( on= on) denotes a larger
impact of the parameter variation on | 5. From Table 2.2, it is observed that for all values
of ( j= i), variations in CNT diameter have maximum impact on the device |, While
variations in the gate width (Wyg), inter-CNT spacing (s), and gate height (Hg) have lesser
impact. The negligible change inlo, due to Wy and s can be attributed to the step-
dependence ofl ;n, on these parameters.|o is a ected by variations in Wy and s only if
the variation is large enough to a ect CNT count in the device, given by Ncnt = dWg=se.
For variations in Hg, the value of ( on= on) is low due to the weak dependence of,n ON
Hg.

Table 2.3 shows the value of (on= on) for multiple technology nodes with ;= ; = 0:05.
Note that the order in which di erent parameter variations a ect CNFET performance is

consistent across di erent technology nodes and di erent values of (;= ).
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Table 2.3: Monte Carlo simulation results (on= on).

| Parameter | 7nm [ 11nm | 14nm [ 22nm |
denT 0.4895 0.4318 0.3925 0.3806
tox 0.0016 0.002 0.0028 0.0038
Lg 0.0007 0.0011 0.0017 0.0026

Wy 1.6 10 | 1.42 104 | 1.79 10 | 1.09 10

S 1.59 101 | 1.42 10%4 | 1.78 10 | 1.09 1014

Hg 1.55 10%° | 1.41 10 | 1.57 104 | 1.09 10"

Simultaneous Process Variations

Our analysis of standalone parameter variations can be extended to concurrent parameter
variations, which is a more likely scenario during device fabrication and operation. How-
ever, the number of experiments needed to comprehensively model the impact of individual
parameter variations can become prohibitively large when all of them are allowed to vary
simultaneously. Therefore, to reduce the overall simulation time, we select an optimum
number of experiments using a statistical and robust design-of-experiment methodology
known as the Taguchi Method [78].

The objective of this analysis is to determine the rank of independent device parameters,
along with their direction of variation from the nominal, based on their impact on CNFET
lonla higher rank implying more signi cant impact. Fig. 2.1 describes the pseudo-code
of this procedure. Seven independent process parameters are identi ed in the CNFET
compact model: CNT diameter, inter-CNT spacing, gate width, gate length, gate-dielectric
thickness, gate height, and dopant concentration. Thereforen, = 7. Each parameter can
vary in either the positive ("+1') or the negative ("-1") direction from its nominal. Hence, the
number of level settingsqis two: L = f1; 1g. An orthogonal array O with r rows andnp
columns is populated with f1; 1g. Here,r = g’ where J satis es: Np = ( 1=(q 1).

Asg=2and n, =7, we assignJ = 3 to get r = 8. The number of experiments to
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Input:  LI;Tnom;Np; 1 mell; fmes thiNme
Output: rank[] parameters and their direction of variation in decreasing order
of M eff []
mel] fme  mell sparamn,  Np I 0;
result, 1] O, count O, M,?Zf 0 0
Populate orthogonal array Oy n,;
fori 1to r do
for j  1to npdo
\ Populate param(j; :] randomly from half-normal N ( mc[i1;Oli;ji 1 meli D;
end
for k 1to Ny do
Calculate | o5 for values in param[:; K];
if jlon Inomj> 0:01 1nom then
| count count+1;

end
end
result[i] count=Npc;
end
for j 1to npdo

Meff [j; 1]  average ofresult[i] where O[i;j ] = L[1];
M e [j: 2]  average ofresult[i] where O[i;j ] = L[2];

end

Figure 2.1 : Parameter ranking for concurrent variations.
be conducted equals the number of rows in the orthogonal array. The arrayO is then
populated to satisfy two requirements: (i) the inner product of any two columns is zero,
and (ii) equal number of -1's and 1's are present in all the columns [79]. Note that for
a given np and L, there exists at most one orthogonal array. Examples of these unique
arrays for di erent values of np and L are given in [80].

Following the construction of the orthogonal array, N, = 1000 Monte Carlo simula-
tions are run for each experiment. The parameter values are sampled from a half-normal
distribution; the mean or nominal parameter values are stored in the array mn,c and the
standard deviation is f,c = 5% of the mean. The right and left halves of the normal
distribution about the mean (hence, half-normal) are sampled for positive- and negative-

deviating parameters, respectively. An error threshold ¢, is de ned as the maximum
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Table 2.4: Parameter ranking for simultaneous variations.
| Node |  Variation M°®" | Node|  Variaton M°eT |

denT, - 0.8893 dent, - 0.8821

5% tox, + 0.883 5% S, + 0.8689

S, + 0.8828 tox, - 0.8684

7 dent, - 07837 14 dent, - 0.7664
nm 10% S, + 0.7677 | nm 10% S, - 0.7381
Wy, - 0.7668 tox, + 0.7368

dent, - 0.6696 dent, - 0.6531

15% S, + 0.6453 15% tox, + 0.6073

Wy, - 0.6443 Wy, - 0.6062

dent, - 0.8907 dent, - 0.8745

50 W, -  0.8801 5% Lg, +  0.8534

S, + 0.8801 tox, - 0.8531

11 dent, -  0.778 | 22 dent, - 0.7978
nm 10% Lg, - 0.7599| nm 10% Wy, + 0.7499
tox, - 0.7579 Hg +  0.7071

dent, - 0.6715 dent, - 0.6298

15% tox, + 0.6391 15% tox, - 0.5616

Hg +  0.6377 W, +  0.5613

absolute percentage deviation in the observed current value (function of the independent
parameters) from its nominal | o,y Which will not produce erroneous device operation. For
each experiment, a count of the number of scenarios (out of 1000) where the deviation
exceeds the threshold is maintained in the arrayresult. This array re ects the potential
failure probabilities of the CNFET for various combinations of simultaneous process vari-
ations. The \main e ect" M ¢ is then calculated for each CNFET parameter at a given
level setting by averaging the failure probabilities of only those experiments for which the
given parameter varying in a speci c direction was a part. The array rank stores the pa-
rameters and their level settings in decreasing order of their main e ects. Higher the main
e ect, greater is the likelihood that the parameter varying in the given direction from the
nominal will result in a parametric failure.

Table 2.4 lists the top three (in decreasing order of the main e ect) potential sources of
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Table 2.5: Comparison between Taguchi's method and Enumeration-based method.
| Parameter, direction [ M | prg |

CNT diameter, - 0.7837| 0.7928
CNT spacing, + 0.7677| 0.7867
Gate Width, - 0.7668| 0.7863

faulty CNFET operation for  =5%;10% and 20% when process variations are present
in all CNFET parameters across di erent technology nodes. A decrease in the CNT di-
ameter is consistently most likely to cause faulty CNFET behavior, which is in agreement
with our previous ndings. As we decrease CNT diameter from the nominal value, the
decrement inl o, is comparatively faster than the increase inl o5 With increasing diameter.
Thus, we observe that an increase in CNT diameter does not feature among the top three
critical variations in any case. To further validate this method, we compared the results
obtained using Taguchi's method with a simple enumeration-based method. As we have
seven parameters and two levels (+5%, -5%) for each parameter, we havé Btal variation
scenarios. In each of these scenarios, we perform 1000 Monte Carlo trials where the param-
eters are chosen from a half normal distribution with their nominal value as mean() and
(= )= 5%. The probability of failure due to a particular variation, pra , denotes the
fraction of trials where the relative deviation in |on > . Table 2.5 shows the comparison
betweenMgss and praii  for the top-three critical process variations at the 7 nm node for
th = 0:10. We see thatM¢¢; closely predictspr ; hence, Taguchi's method can e ectively
cover an entire variation space without performing exhaustive simulations.

We performed simulations using Taguchi's method to show that variation in dent
dominates over other parameter variations even when multiple such variations are simulta-
neously present in a CNFET. However, we observe that the variations ranked in the second

and third places are not consistent in the di erent cases, and theirM¢;; values are often
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Figure 2.2 : Pie chart showing distribution of process variations in the (a) rst, (b)
second, and (c) third ranks for 100 runs withy = 5% at the 7 nm node.

close. This is because parameters besidegyt have similar impact on | oy,.

The pie charts in Fig. 2.2 show the distribution of di erent process variations among
the top three ranks when the Taguchi simulations are repeated 100 times withy, = 5%
at the 7 nm node. While (dcnT; ) occupies the rst rank in 98% cases, the second and
third ranks are shared by a number of parameters. However, rankings identical to those in

Table 2.4 are obtained if we consider the meaM s over 100 runs.

Process Variation-limited CNFET Yield Model

Variations in the inter-CNT spacing and the presence of metallic and misaligned CNTs
can reduce the count of semiconducting CNTs in a CNFET. Moreover, imperfections in
the mCNT removal process, described in [81], can also result in the accidental etching of
semiconducting CNTs. The CNT-count-limited yield model, presented in [70], presents a
probabilistic analysis of CNFET yield loss due to variations in the CNT count per CNFET.

In the CNT growth process, assume that each CNT has a probabilitypy, of being metallic.

It has been shown that mCNT removal processes as in [81] can remove all mMCNTs in a

CNFET. However, it is possible that these methods can accidentally remove sCNTs with
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a conditional probability given by prs. Therefore the probability that a standalone CNT
will be removed by the mCNT removal method is given by: pf = pn +(1  Pm) Prs-

A CNT-count-limited yield loss occurs when all the CNTs in a CNFET are removed
by the mCNT removal process. It is known that the number of CNTs in a CNFET
is a function of the device width, Wy. Therefore, if all the CNTs are assumed to be
independent, a CNFET with N (Wg) CNTs will fail with a probability given by  pg (Wg) =
P N; -

N PN PIN(Wg) = Nil.

The probability P[N(Wg) = Nj] that a CNFET of width Wy has N; CNTs, is given

by [82]. This transistor-level yield model has been extended to evaluate the yield at the

circuit level. Consider a chip consisting ofM independent CNFETs with W; denoting the

width of the i"" CNFET. The circuit-level CNT count limited yield, Y, is then given by:

W X
Y= [1 pe(W)l 1 Pr (Wi): (2.1)
i=1 i=1

The Stanford CNT-count-limited yield model is comprehensive but it is optimistic in
terms of the predicted yield. As we have seen above, variations in process parameters
such as dielectric oxide thickness, gate length, CNT diameter, and gate height can a ect
the devicel o, and the CNFET yield. We derive an augmented CNFET yield model that
incorporates the impact of these parameter variations. For this analysis, consider a CNFET
with a nominal on-current given by |,om. Suppose that from the fabrication process, we
know that a parameter, sayK, has a nominal value of ;. The parameter nominal value is
now varied by  ; in both increasing and decreasing direction and its e ect onl o, for both
these cases is considered. Let the absolute deviation of the new on-current fromem be

given by  Inomiinc and lnom:i:dec fOr increasing and decreasing variation, respectively.
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For worst-case yield analysis, the greater of these two deviations is chosen and denoted by

Inom:i - The parameter sensitivity due to the parameter K; is given by the dimensionless
metric, i =( lnomi=lhom)=( = i).

To compute the CNFET yield, for a process parameterK ;, we de ne a failure threshold

i, which is given by the maximum value of | pom:i =Ihom for which the CNFET does not
fail. Thus, the maximum absolute variation in parameter K; that does not cause device
failure is given by imax = ( i= i) i. We have assumed thatK; follows a Gaussian
distribution with mean ; and standard deviation of ;. Therefore, the probability that

the CNFET does not fail due to variation in K; is:

Pinofail = P[ i imax  Ki it imax]
=P[Ki i+  imax] P[Ki i i;max ]
= }+ }erf p,—' }+ }erf 977' (2:2)
2 2 2 i 2 2 2 P
= erf pi—l..
where P[E] denotes the probability of occurrence of event E ancerf (x) = (2 P )

R(;‘ e Ydy.

For the augmented CNFET yield model, we consider variations in four process pa-
rameters: CNT diameter, gate length, oxide thickness, and gate height. Variations in the
remaining parameters, e.g., gate width and inter-CNT spacing, has already been analyzed
in the Stanford count-limited yield model. For the four parameters that we have considered,

the probability of yield loss due to these variations is given by:
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Y Y .
PenreTifal =1 Pinofail =1 erf 1927' (2.3)
i=1 i=1 b

For a circuit with M independent CNFETS, the yield is:

YO= (1 pe(Wi) (1 PcnreTail ) (2.4)
i=1

Note that the augmented CNFET yield Y ° consists of the Stanford count limited yield
Y and the yield loss due to the process parameter variations. In practical scenarios, the
parameter sensitivity ; depends on the process parameter and the failure threshold;
depends on the application in which the CNFET is used. From the transistor-level yield
model, the probability that a CNFET fails is given by Pitai =1  Pinofail - Table 2.6
shows the probability that a CNFET fails due to CNT diameter variations with = =0:05
and = =0:1; these probabilities are given byPgcnttai: 0:.05 @nd Pgcntfail: 0:1 respectively.
Small variations in | o, can result in observable changes in the propagation delays of CNFET
standard cells, which in turn, can a ect the critical path slack and the maximum operating
frequency of the circuit. For example, Table 2.7 shows the impact of a 5% change ihy,
on the propagation delay of common standard cells at the 7 nm nodetpp.1, tpp:0:05, and
pp denote the propagation delay whenlgn = Inom, lon =0:95 1hom, and the percentage
increase in propagation delay respectively. It can be seen that a 5% decrement ig, results
in a 4-5% increment in gate delay; this can, in turn, result in a degradation of the operating
frequency in presence of process variations in multiple gates. The failure threshold; is
thus chosen to be 0.05, and the CNT diameter nominal values for respective nodes are
taken from Table 2.1. From Table 2.6, we observe thatPycnttai: 0:05  Pdentfail: 0:1 for all

nodes; this is expected as the probability of failure is bound to increase with increasing
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Table 2.6: Probability of CNFET failure due to CNT diameter variation.

’ Node ‘ dent ‘ Pdcnt;fail; 0:05 ‘ Pdcnt;fail; 0:1 ‘
7 nm | 10.3743 0.9232 0.9615
11 nm | 10.3292 0.9229 0.9614
14 nm | 10.2939 0.9226 0.9613
22 nm | 9.1954 0.9134 0.9566

Table 2.7: Impact of 5% degradation i, on gate delay at the 7 nm node.
] Gate | tpp;1(pS) | tepoios(PS) | D (%) |
NOT 1.489 1.570 5.440
NAND, AND | 1.699, 3.192| 1.783, 3.336| 4.944, 4,511
NOR, OR 1.621, 3.142| 1.696, 3.267| 4.627, 3.978

(= ) of the process variation. Moreover, it is observed that the probabilities of failure,
Pdcntfail: 0:05 aNd Pgenttail: 0:1, monotonically increase with parameter sensitivity, qcnt. The
impact of CNT diameter on performance is highlighted by the observation that more than
90% of CNFETSs are expected to fail for just 5% variation in tube diameter. As mentioned
in Section 2.1, variation in tube diameter is routinely observed in common CNT growth
techniques like solution-based deposition and CVD; this results in a high probability of
catastrophic failure, as shown by the simulation results in Table 2.4 and Table 2.5, and

also by theoretical calculation in Table 2.6.
2.3.2 Gate-level Impact of Process Variations

Variations in the independent CNFET process parameters a ect the devicel . This, in
turn, results in a change in the propagation delays for a gate. For this analysis, we have
assumed that the CNFET parameters vary in a Gaussian distribution with the nominal
value as the mean. The impact of the parameter variations on the propagation delay is
observed for dierent standard deviations for the Gaussian distribution. For a certain

standard deviation of the parameters, the CNFET parameters in all the transistors are
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Figure 2.3 : Impact of parameter variation on logic gate delay.
varied in a Gaussian distribution with mean being a parameter's nominal value. Monte
Carlo simulation is then performed with 1000 iterations to compute the rising (tpq; ), falling

(tpa;f ), and mean (tpq) propagation delays for logic gates.
Simulation Results

HSPICE simulations have been performed to highlight the dependency between the propa-
gation delay and the process parameter variations. Variations in all the process parameters
(CNT diameter, gate length, oxide thickness, gate width, and inter-CNT spacing) have been
assumed to be present in each of the CNFETSs in a logic gate. The ratio of the standard
deviation to the mean (= ) for the normal distributions has been varied from 0 to 0.15
for each parameter.

Fig. 2.3 shows the dependence of the gate level propagation delay on process parameter
variations for NAND, AND, NOR, OR, and NOT gates at the 7 nm technology node. All
the gates have two inputs with the input pulse fed on one input while the other input
is held at the corresponding non-controlling value for the gate. It can be observed that
all the gates show a similar trend of increasing propagation delay with increasing= for
the parameter variation. Another interesting point to note is that the gate delay remains
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unchanged with = till = = 0:11, after which it increases sharply across all the logic
gates. This shows that process variations with= > 0:11 have a catastrophic impact on
CNFET timing.

In the results presented in Fig. 2.3, we have considered variations in all the CNFET
process parameters. However, the results of the Monte Carlo simulation experiments in
Table 2.2 and Table 2.3 have shown that CNT diameter variation causes the maximum
change in the devicel o,. Based on this observation, we performed additional experiments
to observe how the AND and NAND gate delays due to variations in CNT diameter alone
compare to the delays due to concurrent variation in all the parameters. The following
simulations have been performed for this analysis: (1)Siml1l (no variation) : All pro-
cess parameters at their nominal values, (2)Sim2 (only dcnt Vvarying) : Monte Carlo
simulation with 1000 iterations with the CNT diameter for each CNFET in each iteration
obtained from a Gaussian distribution ( = 1:2 nm, = = 0:1). All the other process
parameters are at their nominal values (Table 2.1), (3)Sim3 (all but dcnT Vvarying)
Monte Carlo simulation with 1000 iterations with all the process parameters other than
CNT diameter (viz. gate width, inter-CNT spacing, gate length, and oxide thickness) for
each CNFET in each iteration obtained from a Gaussian distribution with the nominal
value as mean , and = = 0:1. The CNT diameter is kept at its nominal value of 1.2
nm, and (4) Sim4 (all parameters varying) : Monte Carlo simulation with 1000 itera-
tions with all the process parameters for each CNFET in each iteration obtained from a
Gaussian distribution with the respective parameter nominal value as , and = =0:1.

The results of the above experiments are presented in Table 2.8. It can be observed

that the gate delay for Sim3 is higher than that in Sim1. This shows that the process
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Table 2.8: E ect of Process Variations on Gate Delay.

| Node | Sim. Setup | tpgnanp (PS) | tpaanp (PS) |
7 nm S?ml, S?mz 3.12, 7.68 5.52, 13.59
Sim3, Sim4 3.24, 8.03 5.85, 14.49
11 nm S?ml, S?mZ 3.02, 7.29 5.32, 12.91
Sim3, Sim4 3.09, 7.48 5.54, 13.59
14 nm S?ml, S?mZ 2.44, 5.59 4.30, 9.92
Sim3, Sim4 2.48,5.71 4.49, 10.46
22 nm S?ml, S?m2 2.31, 4.95 4.10, 8.91
Sim3, Sim4 2.34,5.03 4.25, 9.33

parameters other than CNT diameter have a parametric impact on the propagation delay.
However, it is clear from the large di erence betweenSim2 and Siml results, that the
CNT diameter has a catastrophic impact on the propagation delay. Also, the delay values
observed inSim2 and Sim4 are close, which shows that even in the presence of variations in
all process parameters, the CNT diameter has the dominant impact. This is consistent with
our previous observation that CNT diameter variation has a signi cant impact on CNFET
performance. Our simulation results indicate that the impacts of process variations on the
CNFET gate delay iscomplex and non-linear and are fundamentally di erent from those
in Si MOSFETs. We explore these di erences further in Chapter 3 and highlight the
limitations of test-generation methods based on Si-CMOS circuits when they are applied

to CNFET circuits.

2.4 Manufacturing Defects in CNFETSs
2.4.1 Pinhole Voids in CNFET Gate Dielectric

Voids can be formed in the gate dielectric in narrow and high aspect ratio grooves, especially

at smaller device dimensions [83]. Defects in Si grown by the Czochralski process can

trigger the formation of voids and surface pits when this bulk-Si is oxidized [84]. Fig.
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Figure 2.4 : (a) Scanning electron microscopy image of an etch-out void in the eld
oxide layer [1], (b) Emission microscopy image of a rupture in the gate oxide [2].

2.4(a)-(b) show the presence of such voids and ruptures in microscopic images of gate
oxides [1] [2]. Similar residual structural defects in physical vapor depositedHfO » have
been reported [85]. In this section, we model an air- lled pinhole void in the gate dielectric
and analyze its impact on the CNFET gate capacitance andl .

According to [3], the oxide capacitance per unit lengthCyx between a planar gate and

a cylindrical CNT is given by:

2 (0] kOX

cosh () + k, In( g3ty

Cox(Kox) = (2.5)

where k, = Xex ks 1 s the oxide dielectric constant, Ksup is the dielectric constant of
Kox + Ksub

the substrate (here, silicon) on which the CNTs lie, , is the relative permittivity of free
space, andren: = dent=2. When a positive voltage is applied to the gate, the positively
charged gate induces negative charges on the surfaces of the underlying CNTs. In CNFETs
with a closely-placed 1D array of CNTSs, the electric eld lines between a certain CNT and
the gate are perturbed by the charges present on the neighboring CNTs. The in uence
of neighboring charges on the electric eld results in a reduction of the capacitance,y;

such a phenomenon is called theharge screening e ectand its impact on CNFET's gate
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capacitance has been described in [86]. The screening capacitance per unit lendgth. due

to an adjacent CNT is given by [86]:

4'k0XO

s2+2(h ren )(h+  hZ r2) (h+ dcnt )2+ 52y,
l s2+2(h rent )(h * h2 r2)+|n( o2, +s? ):9(ko)

Csc =

(2.6)

T O

where g(ko) = kotanh(gfﬁ) and h = tox + rene. It has been assumed in [86] that the
charge screening e ects of non-adjacent CNTs are negligible. Accordingly, in the presence
of charge screening, the equivalent oxide capacitanc€3S between a CNT and the gate
comprises three capacitances in series|(i) capacitance without considering screenin@ox,
(i) screening capacitance due to the CNT on the leftCsc, and (iii) screening capacitance
due to the CNT on the right Cscr. The expression forCsS is given by:

1

= +———— 2.7)

+
Cox Cscil Cscir

where | is the ratio of lumped capacitance of left CNT to that of the middle CNT and

r is the ratio of lumped capacitance of right CNT to that of the middle CNT. For an
edge CNT having only left (right) adjacent CNT, the capacitance Cscr (Csci) in (2.7)
vanishes and the capacitance per unit lengthC. between the edge CNT and the gate is
given by: Ce = % where Csc = Cse = Cscr for defect-free dielectric. A CNT with
two adjacent CNTs essentially divides the CNT array into three sub-arrays|left sub-array
(CNTs to the left), right sub-array (CNTSs to the right), and the sub-array containing only
the middle CNT. The expression for capacitance per unit lengthC,, between the middle
CNT and the gate is obtained by approximating | = C¢=Cy and = Ce=Cy, in (2.7):

Ce;I Ce;r
Csc;l Csc;r

Cm = Cox(1 (2.8)
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where Ce;| (Cey) is the lumped capacitance of the left (right) adjacent CNT considered as
the right (left) edge CNT of the left (right) sub-array. Two substitutions | (i)  Ce; = Ceyr =
Ce and (ii) Cscl = Cser = Cse = (CoxCe)=(Cox  Ce) | reduce (2.8) to Cp =2Ce  Cox
for defect-free dielectric.

Air- lled void defects, as small as a pinhole, can occur inside thin- Im dielectrics due to
formation of air bubbles during oxide deposition [87]. Pinhole defects inside gate dielectrics
a ect the CNFET current transport. We describe analytical SPICE-compatible models for
the gate-dielectric pinhole, both with and without charge screening, which can be integrated

with the compact model for fault simulation.
Modeling Pinhole Voids without Charge Screening

The gate dielectric is modeled as a cuboid of lengtih 4 equal to the gate length, width Wy
equal to the gate width, and height tox equal to the oxide thickness. The air- lled pinhole
defect is modeled as another cuboid nested inside the gate-dielectric cuboid. The defect
is of length Iy, width wg, and height hy, wherely Lg, wg Wy, and hq  tox. If the
pinhole defect is located inside the gate dielectric in such a manner that it does not cover
any CNT, the electric eld lines from the metal gate to the CNTs through the dielectric
are intercepted by the defect; hence, the CNFET channel's charges remain unperturbed.
Therefore, a pinhole defect a ects the gate-oxide capacitance and CNFET 4, if and only
if the defect covers at least one CNT.

Fig. 2.5(a) and Fig. 2.5(b) show the top (XY plane) and side (YZ plane) views of the
pinhole defect inside the gate oxide, respectively. The lled red rectangle resembles the
pinhole defect and the blue rectangular strips resemble CNTs. The CNT diameter and

inter-CNT spacing are denoted by d.n: and s, respectively. We divide the top view into
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Figure 2.5 : (a) Defect top-view, (b) defect side-view, (c) top-view partitions, and
(d) local homogenization of pinhole defect.

three regions|l, I, and lll|for deriving the total defective gate-oxide capacitance per
unit length Coy.q; this is illustrated in Fig. 2.5(c). Region | and Region IlI do not contain
any defect and their capacitances can be summed together into a single capacitan€ .
The e ective length (along X-axis) of the Region | and Region Ill combined isLgy |g.
The number of CNTs Ny lying in these two defect-free regions isdWg=se. Therefore,
Ca = Nwoti(Lg  1d):Cox(Kox)-

In Region I, where the defect is present, the number of CNTs covered by the defect
is given by Nget = dwg=se. The number of CNTs not covered by the defect iSNg
Nget. Therefore, the total capacitance Cg.1 contributed by the defect-free portion of
Region Il is given by: Cg:1 = (Ntot  Ngef ):l4:Cox(Kox). The e ect of the air- lled pinhole
defect is homogenized in the localvy 1g tox 3D space that contains the defect. Figure

2.5(d) illustrates defect homogenization that computes the equivalent of two parallel-plate

43



capacitances (defect-free and defective oxide) in series; the dielectric constakt = 1 is
considered for the air- lled pinhole void. Thus, we obtain an e ective dielectric constant
ket Of the \new" defective oxide formed locally after defect homogenization. From Fig.
2.5(d), it is clear that 1=(Kefs =tox) = 1=fkox=(tox hg)g+ 1=fkq=hgg. Simplifying the
expression, we obtainkes; = hd&'::*% Therefore, the capacitance contribution of the

defect-covered portion of Region Il is given by:

Cg:2 = ld:Ngef :Cox(Keff ) (2.9)

The total capacitance of Region Il is given by: Cg = Cg.1 + Cg.2. Therefore, the
net defective gate-oxide capacitance per unit length is given by a function of the defect
dimensions: Cox.q(ld; Wg; hg) = (Ca + Cg)=Lg.

We evaluate the impact of individual defect dimensions on thel o, for 7 nm, 11 nm, 14
nm, and 22 nm technology nodes; the results are shown in Fig. 2.6(a)-(c). The gate-oxide
capacitance, and hencd on, decreases with an increase in defect length and height. The
decrease in current with length is more than the decrease with height. A step decrease
in lon is observed as the defect width is increased. This is because, for a certain range of
width increment equal to the inter-CNT spacing, the defect does not cover any additional
CNT and the current remains the same. We conclude that pinholes with large widths
and lengths have a greater impact on the CNFET characteristics than pinholes with large
heights. We also observe that the impact of pinhole defect on device current worsens as
we scale up the technology node; for larger feature sizes, the defect-free current is higher
which, in turn, increases the defect's impact on the current.

We next examine how variations in pinhole dimensions a ect CNFET current when the

44



(@) (b)

() (d)

Figure 2.6 : Variation in 14, with: (a) pinhole length, (b) pinhole width, (c) pinhole
height, and (d) all three pinhole dimensions for xed defect-oxide volume ratio.

ratio V; of pinhole volume to the gate-oxide volume is xed. Fig. 2.6(d) shows a 2D surface
plot of the percentage deviation inlon from its nominal with pinhole-oxide width ( wg=Wj)
and length (I4=Lg) ratios for V; = 0:01. Pinhole-oxide height ratio is calculated from the
length and the width ratios as the volume ratio is xed: hg=tox = V; =((wg=Wy) (l4=Lg)).
The maximum deviation in |, from the nominal is 2.16% when the defect completely

covers all the CNTs.
Modeling Pinhole Voids with Charge Screening

We focus on the capacitance extraction methodology for single pinhole-a ected dielectric,
which can be extended to oxides with multiple pinhole voids. We consider the same pinhole

void geometry as described earlier (Fig. 2.5) with dimensiondq, wg, and hyq. The e ect
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of the air- lled pinhole defect is rst homogenized in the local wy Iy tox 3D space that
contains the defect. Fig. 2.5(d) illustrates the defect homogenization procedure. Thus,
we obtain an e ective dielectric constant kess Of the \new" defective oxide formed locally
after defect homogenization: kes; = hd(k':;“%

A CNT that is covered (not covered) by the defective oxide is referred to ascovered
(uncovered CNT. The screening capacitance per unit lengthCZ. due to a covered CNT is
obtained by substituting kox = ket in (2.6). Similarly, the gate-CNT capacitance per unit
length CY, for a covered CNT is obtained by replacingkox = ket in (2.5): CS, = Cox(Kef ).
For an edge CNT, the gate-CNT capacitance per unit length is denoted byCEY where
X (Y) indicates whether the edge CNT (adjacent CNT) is covered ¢l) or uncovered (u);
the corresponding capacitance expressions for di erent adjacency scenarios can then be
obtained using the expression fotC.. For a middle CNT, the gate-CNT capacitance is de-
termined by (i) covered/uncovered status of its adjacent CNTs and (ii) covered/uncovered
statuses of CNTs adjacent to the middle CNT's adjacent CNTs. For example, if we have
a CNT array with the CNTs numbered [1,2,3,4,5,6,7] and M is the middle CNT numbered
4, then M's adjacent CNTs are 3 and 5. We now divide the CNT array into three sub-
arrays: [1,2,3] (left sub-array), [4] (M), and [5,6,7] (right sub-array). Note that CNT 3 is
the (rightmost) edge CNT of the left sub-array. Likewise, CNT 5 is the (leftmost) edge
CNT of the right sub-array. We need to check the covered/uncovered statuses of CNT 2
(CNT 6) while computing the edge-capacitance termCeg, (Ce:) corresponding to CNT 3
(CNT 5) in (2.8). Therefore, the middle CNT's capacitance is computed by considering
the statuses of ve consecutive CNTSs, i.e., the middle CNT and two CNTs on either side.

The gate-CNT capacitance per unit length for the middle CNT is denoted by C}¥, , where
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Table 2.9: Gate-CNT capacitances in single pinhole-a ected dielectric in the presence
of charge screening.

Capacitance Expression

CE,. CE, Sule, Sht

e =S S

Clu Cy | Cax@ S Sy cor & S
Chu Clha | CA&0 F Ercha & W
cl, Ch(t g g

Y indicates the u/ d status of the middle CNT and X (Z) indicates the u/d status of the
left (right) CNT. The capacitance expressions for di erent adjacency scenarios involving
middle CNTs are obtained using (2.8). Table 2.9 lists the capacitance expressions for the
possible adjacency scenarios for edge and middle CNTs. The \*" in the regular expression
C% (X denotesu/d status of the CNT adjacent to the middle CNT) inside the middle
CNT's capacitance expressions accounts for tha/ d statuses of the CNTSs that are adjacent
to the middle CNT's adjacent CNTs. It is to be noted that, for a single pinhole defect, if
an uncovered CNT lies to the left (right) of a covered CNT in the 1D CNT array, none of
the CNTSs to the left (right) of the uncovered CNT can be covered. The net defective oxide
capacitance also depends on the location of the pinhole with respect to the boundaries
along the oxide length, due to the adjacency-dependency of capacitance calculation. The
distancely.oc between the oxide boundary and its nearest defect boundary, marked in Fig.
2.5(a), determines how the CNTs are a ected by charge screening.

Following the above guidelines, the individual gate-CNT capacitances of the entire
CNT array are summed and multiplied with defect length 14 to yield total capacitance
C, of the defect-containing Region |l of the dielectric; Region I, Region Il, and Region

1l are illustrated in Fig. 2.5(c). The total gate-CNT capacitance C, of the defect-free
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Figure 2.7 : Variation in |, with: (a) pinhole length, (b) pinhole width, and (c)
pinhole height, in the presence of charge screening; (d) di erence ligy, deviations
between the scenarios | with and without charge screening.

Region | and Region Il is given by C, = (Lg 1q) [(Wg=s) 2)(2Ce Cox) +2Cq¢].
Therefore, the net defective gate-oxide capacitance per unit Iengttcgg;d, in the presence
of charge screening, is a function of the defect location and dimensions, and is given by:
Cox.aWa; ld; ha; lgioc) = (C1 + C2)=Lyg.

The impact of individual defect dimensions on the CNFET |4, in the presence of charge
screening is evaluated for four technology nodes; the results are shown in Fig. 2.7(a)-(c).
The observed trends are the same as those for pinhole-scenarios without charge screening.
Fig. 2.7(d) shows the di erence in |,y deviations from the nominal between the scenarios

| with and without charge screening | for the 7 nm node. The positive di erence implies

that the pinhole void, in the presence of charge screening, has a greater impact on the device
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current. If Nget CNTs are covered by the pinhole defect, the gate-CNT capacitances of
only those Nget CNTs are a ected when charge screening is not considered. However, in
the presence of charge screening, two additional CNTs on either side of tHéges CNTs are
also a ected, increasing the total number of a ected gate-CNT capacitances to Nges +4).
Experimental results show that pinhole voids may not have a catastrophic impact onl ¢.
We analyzed multiple pinhole dimensions, positions, and corner cases. It can be said with
reasonable certainty that such voids will not result in faults in most cases; however, small-
delay faults due to pinhole voids may a ect critical path timing. The analysis also shows
that the impact of defects in the gate dielectric does not change considerably when charge

screening is taken into account.

2.4.2 Parasitic CNFETs due to Imperfect Etching

The fabrication of CNFETs involves multiple steps of deposition and etch. The CNT
strands are rst transferred from an o site source to the substrate upon which the CNFETs
are to be fabricated. Then portions of the CNT strands in the unwanted regions are etched
away using one or more mask layers. Due to a very high density of CNTs, one or more CNT
strands may likely be left unetched, completely or partially, owing to an imperfect etch
process. Such unetched CNTs may connect two nodes of the circuit being taped out. There

are two possible consequences of the occurrence of such \dangling" or unetched CNTSs:

~ If an unetched CNT between two nodes is metallic in nature, the nodes are shorted

and this defect scenario can be modeled as a hard short.

~

If the unetched CNT is semiconducting, the nodes are conditionally shorted, i.e.,

the unetched CNT conducts current if and only if there exists a signal-carrying wire
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Figure 2.8 : Adjacent cells with intermediate metal routing.
in the vicinity that induces mobile charge carriers in the CNT. We refer to such
an unetched semiconducting CNT driven by a proximal metal layer as a \parasitic"
CNFET or para-FET . Note that for the unetched semiconducting CNTs to conduct
current, this metal layer, which acts as the para-FET's gate, needs to cover the
entire length of the para-FET. We focus on inter-cell para-FETs forming between
the terminals of adjacent cells in the circuit layout. As CNTs inside a cell's PUN

and PDN layouts are not etched,intra-cell para-FETs are not an issue.
Probabilistic Analysis of Parasitic CNFET Occurrence

The occurrence of parasitic CNFETs depends on the following factors: (a) the standard
cells in the design, (b) the e ciency of the CNT etching mechanism, (c) the pitch and
spacing of the interconnect layer, and (d) the standard cell width. An analysis of how
these factors control the probability that a circuit is a ected by para-FETSs is critical for
parasitic-aware design. Fig. 2.8 shows how parasitic CNFETs can occur in the presence of
unetched CNTs in between the drain and source regions of two standard cells; these CNTs
form the channel region of the para-FETs. However, note that the para-FET formed is
always in cuto if the two ends of these CNTs are shorted, and as such does not a ect
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performance. Also, the unetched CNTs need to be covered by a metal layer on the top
which will function as the controlling gate.

In this section, we present a method to estimate the number of standard cells that
are a ected by para-FETs in a design. For this, let us consider two standard cells in the
design, say cell A and cell B. Our rst step is to calculate that the probability that at
least one routing channel between A and B contains a metal layer which covers at least one
unetched CNT. We have considered the Metal-1 layer here as it is nearest to the CNT layer.
A schematic of the pull-up networks of cell A and cell B and the routing channels is shown in
Fig. 2.8. The routing channel width, w, and the inter-metal spacing, s, for each technology
node are obtained from [88]. Wyyn and scnyt denote the standard cell PUN width and
the inter-CNT spacing, respectively. From Fig. 2.8, the total possible width of routing
channels in the region between two standard cells is given bW,y w=(w + s). Suppose
Pmet1 denotes the probability that a space for routing channel is lled with Metal-1. Then
the total width of Metal-1 routing channels is given by Wmet1 = Pmet1 Wpun W=(W + ).
Thus the Metal-1 density, D = Wnet1=Wpun = Pmet1 W=(W + S). Rearranging, we obtain
Pmet1 = D(w+ s)=w. The region in between A and B can be spanned by multiple full metal
channels and a partial channel as shown in Fig. 2.8. The number of full horizontal Metal-1
channels between A and B is given bym = bWpya=(w + s)c. The maximum number of
unetched CNTs under each of thesen full channels is given byn = dw=scnT €.

Next we calculate the width of the partial metal channel at the top. Suppose the width
remaining, after the m full channels are considered, is given bWem = Wpyn m (W+S).
Now, two cases might arise here: (()Wem < w, or (i) w < Wien < (W + S). In case

(i), the width of the partial metal channel (topmost channel in Fig. 2.8) is given by
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Figure 2.9 : Cell types based on layout: (a) 1X inverterty,=1, tpan=1, (b) AND-
OR-Invert: tpun=2, tyan=2, (c) Unetched CNTs underneath Metal-1 (shaded red)
between PUNs of two 2X inverters | 2X inverter: tpy,=0, tygn=0.

Wpun

wis M). In case (ii), Wrem contains a full metal channel but only a

Wy = (w+ s)(

part of the inter-metal spacing. The width of the metal channel in this case is then given

Woun

by w, = w. To capture both these case, we considew, = min (W + S)(,55

m); w).
The maximum number of unetched CNTs under this partial channel is then given by
Np = dwWp=ScNT €

The probability that a full channel contains Metal-1 and covers at least one unetched
CNT is given by pmet1 (1 plip)- Similarly, the probability that a partial channel contains
Metal-1 and covers at least one unetched CNT is given bymer1 (1 pgt"ch). The probability

that at least one channel, either partial or full, contains Metal-1 and covers at least one

unetched CNT is given by:

Pett =1 (1 Ppmetz(1 p(re]tch))m (1 Ppmet2(1 pgfch))) (2.10)

Next, we proceed to include the nature of the standard cells A and B in our analysis.
One of the necessary conditions for para-FET formation is that at least one of the facing

PUN S/D contacts should not be connected to Vpp , otherwise both ends of the CNT
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are shorted as shown in Fig. 2.9(c). Each standard cell can be classi ed into one of the
following three classes based on its source/drain (S/D) contacts in PUN (PDN): (a) both
left and right extreme S/D contacts are connected to supplyVpp (Vss), (b) either left or
right extreme S/D contact is connected to Vpp (Vss), or (c) neither left nor right extreme
S/D contact is connected to Vpp (Vss). For each standard cell in the library, we assign

a cell-type parameter tpun (tpan); tpun(tpan) = 0;1,0r 2 based on whether the layout is
type a, b, or ¢, respectively. Fig. 2.9 presents examples of standard cells for these classes.
If toun;a and tpun:g denote the cell-type parameters for A and B, the probability that at

least one of A or B's facing PUN S/D contacts is not connected toVpp is then given by

(2 tpuma )2 touns )
1 p/—\4 pun;B

The nal step involves the calculation of the probability of para-FET occurrence in
between PUNs and PDNs of adjacent cells in the layout. The probability that two adjacent
cells in the design are A and B is given bypa pg, Wwherepa and pg denote the probability
of occurrence of cell A and B in the layout respectively. The probability of occurrence of
a cell is obtained by dividing the count of that particular cell instance in the design by
the total number of instances present. Thus, the probability that para-FET forms between

PUNs of two adjacent standard cells in the layout is

RN 2 touna)2  toun,
PpuN = Pef Paps 1 @ touna )i pun;e )
A=1B=A

(2.11)

Here N denotes the total number of standard cells in the library. The probability of para-
FET formation between PDNs of two adjacent cells in the layout, Pppy , is Obtained by
replacing tpun;a and tpyp;g in the above expression withtpgna and tpgng respectively.

The fraction of cells in the layout a ected by para-FETs is then given by fpaa = 1
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Figure 2.10 : (a) Ppun, (b) Pron, and (C) fpara VS. D and peteh (7 Nnm node); (d)
f para VS. Petch for 7-22 nm © = 0:5).

(@ Ppun) (I Pppn)). Considering an etching e ciency, petch, of 0:99 and the Metal-1
density, D, of 0:5, we nd that the probability of occurrence of para-FETSs is signi cant; this
warrants testing for para-FETs in the overall manufacturing test ow and has motivated
our analysis below. It should also be noted thatPpyn, Pppn ., and fpara remain almost
similar for di erent designs synthesized using the same standard cell library at a particular
technology node. This shows that the chance of para-FET occurrence is predominantly
controlled by the library-speci ¢ back-end-of-line dimensions (Metal-1 pitch and density).
Thus, the probability of para-FET occurrence in the same design varies signi cantly across
technology nodes.

Fig. 2.10 (a)-(c) shows howPpyn, Pppn , and fpara Vary with the etching e ciency

Petch @and Metal-1 density D. As petch increases, the probability of occurrence of stray
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Figure 2.11 : Para-FET occurrences in PUN/PDN layouts.
CNTs in between standard cells decreases, thus resulting in a lesser chance of para-FET
formation. Again, as Metal-1 density increases, it becomes more likely that an unetched
CNT is covered by a metal; this increases probability of para-FET formation. In Fig. 2.10
(d) we plot how fparq Varies with petch across di erent technology nodes for the AES-128
(500 kHz) design. As expectedfpara decreases with increasingetch, however we observe
that the fraction of cells a ected by para-FETs in the same design increases at the higher

technology nodes due to larger BEOL metal layer dimensions.
Impact of Parasitic CNFETs

We now focus on the occurrence of para-FETSs in circuits and their impact on voltage swing
and static power. As described in Section 2.1, the CNTs are laid down on the substrate
parallel to each other using the layer-transfer process; the PUN and PDN are laid out using

di erent sets of CNTs, as shown in Fig. 2.11. This approach for standard cell layout has
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been explored in the literature [89], and a compatible state-of-the-art CAD environment
has been proposed in [90].

With this layout approach, the para-FET can occur between (i) the source(S)/drain(D)
contacts of the PUN's of horizontally adjacent cells, and (i) S/D contacts of the PDN's
of horizontally adjacent cells. The para-FET connects the rightmost S or D of the left
cell to the leftmost S or D of the right cell (Fig. 2.11). Next we calculate the number
of ways in which para-FETs may arise between two adjacent cells, say A and B. Suppose
inv(A) denote the horizontal ip of A. A and B can be present in one of the four possible
con gurations: [A:B], [A:inv(B)], [B:A], or [inv(B):A]. For each of these four con gurations,
para-FET can occur either between the PUNSs, or between the PDNSs, or both. Thus, we
have three possible cases for each con guration. The number of ways in which para-FETs
may arise between adjacent cells is then 4 3 =12,

As CNTs are intrinsically p-type, the para-FET formed will be a p-FET (assum-
ing source/drain metals do not aect the FET-type) and controlled by any overlying
metal wire acting as the gate. The inter-metal dielectric layer above the CNT plane
forms the gate oxide of the para-FET. The width Wpaq of the para-FET is given by
Wopara = min (W ; Wgr; Wy ), where W is the width of the p-type (n-type) CNFETSs in
the left standard cell's PUN (PDN), Wk is the width of the p-type (n-type) CNFETSs in
the right standard cell's PUN (PDN), and Wy is the combined width of the overlying
metal wire(s). The gate length L yara Of the para-FET is the distance between the adjacent
standard cells. Note that the entire length of the unetched CNTSs in this region should be
covered by the overlying metal layer for para-FETs to be formed. The CNT density of

the para-FET depends on the number of unetched CNTs. The PUN-side para-FET may
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be controlled by a di erent metal wire than the PDN-side para-FET based on the rout-
ing performed by the place-and-route tool. The para-FET's impact can be catastrophic
or parametric depending on its strength, which is determined by the dielectric thickness,
CNT density, and length and width of the FET.

Fig. 2.11 illustrates four scenarios of maximum-density para-FET occurrence in a bu er
circuit, with all the CNTs covered by the overlying Metal-1 layer. For each technology node,
Wopara and Lpara are kept at the nominal CNFET value given in Table 2.1. Scenario 11l
has the para-FETs driven by the same signal while the para-FETs in scenario IV are being
driven by di erent signals. Scenarios | and Il are simulated to obtain the characteristics
of cascaded inverters as shown in Fig. 2.11; results are presented for the fault-free case
(no para-FET) and for di erent values of the dielectric thickness tox.para Of the para-FET
(2 ;5 ;10 tex). InFig. 2.11, let the inverters driving Y1 and Y2 be denoted by Inv;
and Inv, respectively. Following parameters have been studied in the static analysis of
the bu er circuit: (i) output-low (output-high) voltage at node Y2, Vor.2 (Von:2); (ii)
input-low (input-high) voltage at node A, Vi.a (Mn:a ); (iii) high (low) noise margin
for the buer, NMy = Vo2 Vina (NML = Via  Vor:2); (iv) static RMS power
consumption for the bu er, Ppara.

Table 2.10 presents the results for Scenario | in Fig. 2.11, foYpp =0:7 VandVss =0
V across di erent nodes. The parasitic FET, when turned on, acts as a conducting path
between the node Y1 andVpp and counters the discharging of node Y1. HenceVon:2
decreases from the desired level &fpp and NM  decreases relative to that for the defect-
free case. HoweverVp, .2 remains at Vss irrespective of the parasitic dielectric thickness.

As observed from the results,Von;2 and NM decrease astoxpara decreases and the
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Table 2.10: Characteristics of the bu er with parasitic CNFET in PUN/PDN layout
Scenario | & Scenario I).

Scenario | Scenario Tl

Node (nm) tox;para (nm) VOH; 2 (V) NM H (V) Ppara ( W) VOL; 2 (V) NM L (V) Ppara ( W)
0.7 0510 0.001 32.399 | 0.202 0.021 33.604

3.5 0.520 0.011 32.186 | 0.064 0.198 25.126

7 7 0.522 0.012 32.136 | 0.063 0.205 24.966
Nopara | 9700 0259  3.164 | 0000  0.256 3.164

0.8 0515 0.001 53595 | 0.153 0.078 53,701

4 0.527 0.014 53.146 | 0.051 0.217 40.175

11 16 0.539 0.025 52.583 | 0.046 0.222 39.009
Ngé’?ra 0.700 0.262 4784 | 0.000 0.293 4.784

0.0 0521 0.001 88,746 | 0.086 0.154 80.473

45 0.542 0.024 87.619 | 0.032 0.235 63.138

14 18 0.564 0.042 85.852 | 0.025 0.241 59.505
N‘,Zé’?ra 0.700 0.274 6.796 | 0.000 0.296 6.796

T 0517 0.001 162.950| 0.038 0.192 127.729

5 0.574 0.047 157.042| 0.016 0.241 107.349

22 20 0.596 0.064 152.894| 0.012 0.251 102.297
Ngé’?ra 0.700 0.265 11.469 | 0.000 0.254 11.469

strength of the parasitic FET increases. The RMS static powerPpara also increases with
decreasingtoxpara - In the presence of the para-FET, the complementary behavior of the
PUN and PDN is no longer seen, resulting in increasetpara .

The results for Scenario Il in Fig. 2.11 are also presented in Table 2.10. In contrast
to Scenario |, the para-FET, when turned on, creates a conducting path between node Y1
and Vss to counter the charging of node Y1. As a result,Vo..2 increases fromVss and
NM . decreases. The absolute deviation in these parameters, in tandem with the previous
scenario, increases with decreasintpx.para, While Von;2 remains at Vpp . An increase in
Ppara is observed in this scenario too. Table 2.10 highlights how the presence of para-
FETs, however weak, can aect di erent aspects of the bu er's performance. Reduced
noise margins impose constraints on the input signal and reduce the circuit's immunity to
noise. The large static power consumption can reduce the Energy-Delay Product (EDP)

improvement that CNFETs o er over today's Si-MOS. For similar values of tox:para =tox,
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Ppara increases at higher technology nodes due to the increase lig, as a result of increased
device width and CNT count per CNFET. Note that in Scenarios IlI-IV in Fig. 2.11,
Scenario | and Scenario Il coexist and their impact is be a superposition of the deviations

observed in the two scenarios.

2.5 Conclusion

We have modeled CNFET imperfections and investigated their impact on the on-current.
An augmented mathematical model that calculates the yield in the presence of process vari-
ations has also been presented. The modeling of the process variations has been extended
to the gate level and their impact on the propagation delay of the logic gates has been
analyzed. We presented a computationally e cient model for understanding the impact of
pinhole voids in the gate dielectric. Immature CNFET fabrication process can lead to the
formation of para-FETs due to stray unetched CNTs. Dierent scenarios in which these

para-FETs can a ect the noise margin and static power consumption have been analyzed.
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3

Variation-Aware Testing for Delay Faults in
CNFET Circuits

Defect-screening and variation-aware testing hinder high-volume manufacturing of CN-
FETs. Typical carbon nanotube (CNT) growth techniques often result in uneven CNT
diameter, bundling of nanotubes, or misalignment [68]. Catastrophic faults can occur if
one or more CNTs are metallic in nature. These CNTs are conducting irrespective of the
gate voltage, and thus can result in stuck-on CNFETs. Moreover, the CNFET fabrication
process is immature and can result in process variations involving various parameters. Such
variations can a ect the on-current (1,,) and gate delay.

Resistive opens and bridges in vias and interconnects often result in small delay defects
(SDDs) in nanometer circuits [91]. SDDs can also originate due to variations in device
parameters that typically have a parametric impact on the propagation delay of a ected
logic gates [92]. Such parameter variations can be caused by imperfections in the fabrication
ow, thermo-mechanical stress, crosstalk, power-supply noise, and aging [74]. In stacked

through-silicon via (TSV)-based 3D ICs, delay faults can occur due to misalignment, voids,
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and pinholes in TSVs [93]. These defects pose yield challenges in 3D ICs, and Ni et al.
have proposed several cost-e ective TSV redundancy and repair methods [93] [94] [95] [96].
The ideas of TSV repair using honeycomb topology and reusing TSVs by time-division
multiplexing access are of genuine scienti ¢ value and are being investigated for applications
of 3D ICs in the post-Moore era. While these methods can mitigate TSV faults in CNFET-
based 3D ICs, the device-level parameter variations in CNFETs di er from those in Si-
MOSFETSs.

Traditionally, burn-in tests have been used to identify dies with reliability concerns [92].
However, burn-in is an expensive process and has been shown to damage dies due to extreme
stress conditions [97]. This motivates the use of SDD tests as a low-cost alternative. To
ensure e cient SDD detection, delay faults must be tested via long paths. Commercial
EDA tools attempt to ensure this by using a \constrained" transition delay fault model {
only the paths having a nominal timing slack lower than a prede ned margin are used for
testing.

In this chapter, we show that CNFET parameter variations have a signi cant impact on
the path delay in CNFET-based logic circuits, and therefore these variations must be taken
into account while shortlisting paths for SDD testing [98]. We also show that variations
in process and design parameters a ect CNFET devices in complex and non-linear ways.
Based on these ndings, we highlight the limitations of test-generation methods based on
Si circuits when they are applied to CNFET circuits. We, therefore, propose a delay-fault
test generation method that speci cally targets CNFET parameter variations.

The main contributions in this chapter are as follows:

~ Analysis of the impact of process variations on the transistor- and the gate-level

61



performance of CNFETSs.

" Insights into why CNFET process variations must be taken into account during test

generation.

" Along-path selection algorithm that enables e cient test generation for SDDs in the

presence of process variations.

The Statistical Delay Quality Level (SDQL) is a commonly used surrogate metric for
SDD coverage and test pattern grading [99]; a lower value of SDQL signi es higher ef-
fectiveness of the SDD test patterns. We compare the pattern sets obtained using the
proposed method with those generated by a related technique from academia, as well as a
state-of-the-art commercial ATPG tool. Simulation results for multiple benchmarks show
that the test generated using the proposed method consistently o ers the lowest SDQL
value.

The remainder of the chapter is organized as follows. In Section 3.1, we review the
fundamental delay fault models. In Section 3.2 we present prior work on variation-induced
delay fault detection. In Section 3.3, we demonstrate the non-linear impact of variation in
CNFET process parameters on the propagation delay of logic gates and explain why delay
testing schemes targeted towards Si MOSFETS are ine ective in CNFET circuits. Section
3.4 describes the proposed variation-aware delay-fault test-generation method. In Section
3.5, we compare the e ectiveness of the proposed method with an SDD testing technique

described in the literature and a commercial EDA tool. Section 3.6 concludes the chapter.
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3.1 Delay Fault Models

With the impact of process variations and manufacturing defects becoming magni ed at
the nanometer technology nodes, failures that cause ICs to malfunction at the rated clock
frequency and thus violate timing speci cations have received much attention [100]. Such
defects are modeled as delay faults and can be tested using a pair of test vectors. First,
an initializing vector is applied, and the circuit is allowed to stabilize. Then a second
propagation vector, that sensitizes a transition at the fault site and propagates it to an
observable node (primary output or scan op) is applied. A delay fault is considered to be
detected at the fault site in case a transition is not captured at the observable node within
the rated clock period.

Traditionally, two fault models have been used to represent delay defects|these are
the transition delay fault model and the path delay fault model. The transition delay
fault model [101] models defects that leads to a delay large enough to cause a logical
failure when the signal propagates along any path through the fault site. However, post-
fabrication measurements have shown that most delay defects are of parametric nature and
delay variations tend to be distributed over many circuit elements [102]. In the path delay
model, any path between two endpoints (e.g., primary input/output, ip op) with a total
delay exceeding the system clock interval is said to have a path delay fault [L03]. Therefore,
to detect such a fault, the test vectors must sensitize a signal transition through the path
of interest. Note that the paths targeted under the path delay fault model are likely to be
critical or near-critical in nature, and therefore, consists of several gates. Consequently,
the ATPG e ort to nd test vectors that can sensitize a transition through such a long

path is typically high.
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As mentioned earlier, process variations and manufacturing defects lead to distributed
delays. Therefore, under these imperfections, it is unlikely that all paths through a fault
site will fail to meet timing. Consequently, the transition delay fault model alone cannot be
used to test for imperfection-induced delay faults. On the other hand, the number of paths
in a circuit can increase exponentially with the number of gates; as a result, exhaustively
testing for all path delay faults is impractical. Therefore, in recent years, a new SDD-
induced delay fault model is being explored. Under this fault model, it is assumed that
under SDDs, only the critical or near-critical paths through a fault site will fail timing.
Therefore, e cient SDD test patterns should not only be able to sensitize a transition
through a fault site, but should do so through a critical or near-critical path. Therefore,
while transition delay and path delay fault models use the test coverage (percentage of
faults tested) as a metric to quantify the probability of test escape, SDD fault model uses
the statistical delay quality level (SDQL) as an e ciency metric. We present further details
on SDQL in Section 3.5.2. We also show that the SDQL of a test pattern for a fault site
can vary under process variations. Consequently, SDD pattern generation methods must

ve variation-aware.

3.2 Testing CNFET Process Variation-Induced Delay Faults

As transistors are scaled down in advanced technology nodes, the impact of process vari-
ations on device performance is increasingly being felt [104]. This is especially true for
emerging technologies such as CNFETs because the fabrication process is immature and
prone to imperfections. In addition to a ecting the initial yield ramp-up, such variations
have a detrimental impact even after the technology matures. Previous studies on silicon

technology have shown that within-die variations can a ect the maximum clock frequency
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and leakage power of multi-core processors [105] [106]. In a similar study on CNFETs [107],
the authors show that even for a reasonably mature CNT growth process, logic gates are
susceptible to parameter variations. While process variations in CNFETs have received
only limited attention [32] [108] [107], such imperfections in Si-MOSFETs have been ex-
tensively studied. In Si-based circuits, variations can originate either in the interconnect
or in the FETs. Changes in the inter-layer dielectric (ILD) thickness and metal layer
width during the chemical-mechanical polishing a ect the interconnect delay and the clock
skew [109].

Yield loss is also encountered due to variations in device parameters. [110] presents
a spatial correlation-based method to model the impact of inter- and intra-die variations
in the gate length. A probabilistic method to predict circuit performance under gate-
level variations has been presented in [74]. Variations have been considered in the oxide
thickness, threshold voltage, and gate length.

SDDs constitute a special class of transition delay faults that can only be detected by
sensitizing long paths, including paths whose slack is reduced due to process variations.
Therefore, a method was described in [111] to identify multiple long paths per instance in
the presence of variations in ILD thickness, metal width, metal thickness, and gate length.

Note that while the interconnect delay models obtained from Si technology can be
reused to some extent for CNFETS, signi cant changes are required for the device-level
delay models. The methods proposed in [111] and [112] only consider variations that have
a linear impact on the propagation delay. In [112], this linear dependence allows the use of
a response surface method technique to achieve a 40x speed-up in simulation over SPICE-

based approaches. Similarly in [111], the path delay is expressed as a linear function of the
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parameters a ected by process variation. The long-path selection problem is then mapped
to the polynomial-time feasibility problem in linear programming. However, as we show in

Section 3.3, the impact of CNFET parameter variations on the gate delay is non-linear for
several parameters. This limits the applicability of previously proposed Si-based methods.

Moreover, in addition to Si-MOSFET-like parameters, variations in the CNT diameter
and density are major sources of CNFET yield loss. The CNT diameter determines the
band-gap and threshold voltage, while the drive current is directly proportional to the CNT
density. These critical parameters are speci c to CNFET technology and are therefore not
considered in any of the state-of-art timing analysis models. To simplify the analysis, the
method proposed in [111] does not consider intra-die variations, and it is assumed that
all the FETs in the design have similar parameter variations. However, it is unlikely that
this assumption will hold for large designs implemented using early-generation CNFET
technologies.

In [113], a timing-unaware commercial ATPG tool is used to activate SDDs on long
paths by constraining the set of available endpoints (scan ip- ops) for capture. The paths
in the design are rst classi ed into three groups { Long Path, Intermediate Path, and
Short Path based on their length and the minimum sizes of the delay defect detected
through the path. During ATPG, only the scan ip- ops on the long paths are considered
as observation points while the other ops are masked. This forces the ATPG tool to
activate the SDDs through the long paths. A multiple-detect (in this case, a 15-detect)
technique is used to further increase the probability of the activation of the long paths.
Note that the classi cation of the paths based on their length is critical to the e ciency of

this method; however, this is performed based only on the nominal path delays. As we show
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in Section 3.3, CNFET parameter variations have signi cant impact on the propagation
delay. Due to this, it is possible that a path that is not classi ed as a "long path" based
on its nominal delay, can be critical under a process variation scenario. Therefore, the use
of this method, especially for CNFET designs, can result in SDD test escapes.

A \three-pass" ATPG-based method to select paths that are critically a ected by pro-
cess variations is proposed in [114]. However, this approach does not ensure that all nodes in
the design are covered by the selected set of paths. Therefore, SDDs on nodes that are not
covered remain undetected. From the above discussion, it is clear that none of the existing
models can predict the impact of process variations on the timing characteristics of CN-
FET circuits. This motivates the need for a new method to generate test patterns, which
takes CNFET parameter variations into consideration. The proposed method considers
both inter- and intra-die variations in CNFET parameters and it can e ciently handle the
non-linear dependence between these variations and the gate delay. Our test-generation
solution can be easily adapted to other emerging devices. The speci c relationships be-
tween device parameters and gate delay are inputs for test-generation. In this work, we
demonstrate its application to CNFET circuits.

As mentioned earlier, interconnect delay models from Si technology can be also be
applied to CNFET circuits. Therefore, in our analysis, we focus on the impact of variation
in CNFET device parameters on the e ectiveness of SDD testing. Note that in the proposed
method, we are concerned with the impact of parameter variations on the path delays and
not the absolute path delays themselves. Interconnect delays are independent of CNFET
device parameters, and therefore, we do not take them into account while selecting the list

of long paths under random variations.
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3.3 Non-linear Impact of CNFET Process Variations

Variations in the CNFET process parameters a ect |, Which in turn a ects the propa-
gation delay of logic gates. These variations are typically manifested in the form of SDDs.
In the proposed delay-fault testing method, we take these process variation scenarios into
account while generating the test patterns. As the rst step towards this goal, we study the
impact of variations in each CNFET parameter on the gate delay. For each gate, we intro-
duce single-parameter variations in all the CNFETSs using the Verilog-A le accompanying
the VSCNFET compact model. Using HSPICE simulations, the propagation delay of the
gate G in the presence of variations in parameterp;, given by di is calculated. Similar
to Si-MOSFETSs, the gate delay increases linearly with an increase irox and Lg. Fig. 3.1
shows how the normalized delaydi =dy varies with variations in the other CNFET pa-
rameters, namelydcnT , S, and Wy, for the AND2X1, OR2X1, NAND2X1, and NOR2X1
standard cells. Note that dox is the nominal gate delay, and the percentage deviation of
a parameter (Xjx ) is calculated from its nominal value. All simulations were performed at
the 7 nm technology node and the corresponding nominal values listed in Table 2.1 were
used.

The variation in decyt has a catastrophic impact onlgy; this is also re ected in the
propagation delay of standard cells. Asdcyt decreasesl o, decreases, and the propagation
delay increases. From Fig. 3.1, we observe that even a 5% decreasedgnt results in
a 50% increase in the gate delay. Similarly, with an increase in gate length and oxide
thickness, | o decreases and gate delay increases linearly.

From Fig. 3.1, we observe that asWy changes, the propagation delay varies in a ramp-

like fashion. I, is proportional to Ncnt = dWg=se; therefore lon = 10Wg=se, where 1
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Figure 3.1 : Propagation delay of various logic gates with variations in (a§icnT ,
(b) s, and (c) W.

is proportionality constant. Similar to Si-MOSFETS, the gate capacitance of the loadCy is
2Wyg, where » is another constant of proportionality. The gate delay is the time required

to charge the load capacitance [115]; in the presence of variations Wy this is given by

¢ = CgVoo _ 2Wg Vob _ K Wy

3.1

where Vpp is the supply voltage andK is a constant independent ofWy. In Fig. 3.1, when
Wy increases from point A to point B, dWg=se remains constant. Due to this, the dw,
increases linearly with Wy. However, whenWj increases from point B to point C, dWg=se

increases, resulting in a steep drop inDgae. However, note that while the propagation

69



delay at the ramp peaks remains constant, the width of each ramp and the delay at the
ramp trough decreases aslNy increases. Due to this, the delay dependence cannot be
modeled accurately by an ideal ramp function. With an increase in the CNT spacing,s,
NcnT decreases in steps, and as a result, the gate delay increases in steps as shown in Fig.

3.1. The gate heightHg4 has a negligible impact on the propagation delay.

3.4 Proposed Method

3.4.1 Predicting Path Delays in Random Variation Scenarios

In the proposed delay fault test generation method, we select multiple long paths through
an instance in a netlist. Our aim is to increase the likelihood that an SDD is detected
through a path with minimum slack even in the presence of process variations. For this,
we generate random variation scenarios and calculate the total delay through a path for

each scenario.

De nition 3.1. A random variation scenario , RV'S, is de ned as an image of the
input netlist where the process parameters for each gate are chosen from a random Gaus-
sian distribution with the corresponding nominal values of the parameter as mean and a

prede ned standard deviation.

Across di erent RV S, the process parameters are independently chosen for each gate.
This ensures that both inter- and intra-die variations are considered for eachRV S. How-
ever, for a particular RV S, referred to asRV Sy, all the CNFETSs in the same gate have
the same parameter variations due to close physical proximity.

Suppose the delay through a pathP; in RV Sy, is given by tm = P c, Dk. Here,

Dy denotes the propagation delay through gateGg in the path P; for RV S, (under
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simultaneous variations in all parameters). Note that obtaining the exact value of Dy for
any RV Sy, requires extensive SPICE simulation for allRV S. This is impractical since
the number of possibleRV S is exponential in the number of process parameters and the
variation range. For example, if we have ve parameters, with each parameter varying in
the range 20% from the nominal value with a step size of 1%, the total number of possible
RV S per standard cell is 4f. Obtaining Dy for all these RV S is impractical, and thus we
require a model to predict the gate delay under any variation scenario.

To capture the varying dependencies of the gate delay on di erent process parameters,
we have created a CNFET delay library that has separate lookup tables for each standard
cell. Suppose that in a standard cellGy, the process parameterp; has a variation of
Xik % from its nominal value ;. Using SPICE simulation, we obtain the gate delay dix
under these circumstances and store it in the delay library. The delay contribution of
an Xix % variation in the parameter p; from its nominal value in the gate Gy is given by
Ck = dix  dok, Where dgk is the nominal gate delay.

In the m" random variation scenario, RV Sy, there can be simultaneous variationsxi
for multiple process parameters. Under such variations, the delay in gat&y, given by Dy,

can then be estimated asDy = dok + Cik . Note that cx = dok(dik=dox 1). From Fig.

Pi
3.1, we observedi =dyx (and therefore ci ) is non-linear in X for dent, S, and Wy. Thus,
Dy is a non-linear function of the CNFET device parameters.

In our analysis, we are considering the ve CNFET parameters that were shown to
have a signi cant impact on the gate delay [63]. We assume that each parameter can vary

in the range 20% from its nominal value in steps of 1%. Using the delay approximation

described above, we need to perform 41 5 = 205 HSPICE simulations to calculate gate
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delay over the entire variation space. In Fig. 3.2, we compare the actual propagation
delay with that estimated by our approximation for a few logic gates. For each gate, we
have considered 1000 di erentRV S where the CNFET parameters vary in an independent
Gaussian distribution with their nominal value as the mean and a standard deviation =
0:05 . From the plots, we observe that our approximation based on independent parameter
variations can predict the gate delay under random perturbations with reasonable accuracy.
To quantify the prediction error for a gate Gg, we calculate the normalized Root Mean

Square (RMS) error given by

o<

X D DR

(RMSError )i = pact
I

1
N (3.2)
i=1

where D& (D) denotes the actual (predicted) delay of gateGy in RVS. N = 1000 is
the number of trials (RV S). The RMS error for each gate is mentioned in the respective
plots in Fig. 3.2. Additionally, the inset of each plot shows the histogram distribution
of the relative prediction error, D' DP® =D over 1000RV S. Note that depending
on the gate, the prediction error is less than 5% for 60-80% of alRV S. This shows
that the comparatively higher RMS error for some gates (e.g. OR2X1, AND2X1, and
XOR2X1) is most likely due to a few outlier RV S. The proposed approximate model is
particularly appealing as it scales linearly with the number of parameters as well as the
range of variations. In comparison, exhaustive simulation scales exponentially with the
number of parameters, and as mentioned above, would require Alsimulations, which is

clearly infeasible in practice. The delay library generation ow is presented in Section

3.4.2.
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Figure 3.2 : Comparison between the actual and predicted propagation delay under
1000RV S for (a) OR2X1, (b) NOR2X1, (c) AND2X1, (d) NAND2X1, (e) XOR2X1,
and (f) XNOR2X1. The inset of each plot shows the histogram of the prediction error

for the respective gates.
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Figure 3.3 : Critical paths under di erent RV S's.

3.4.2 Critical Path Selection for Test Generation

Variations in CNFET process parameters a ect the propagation delay of logic gates in a
netlist, and these faults can be detected using a test set that propagates transitions though
the fault sites. In the conventional approach, the minimum-slack testable path through
a fault site is used for pattern generation. However, under process variations, the delay
through each path changes, and thus another path through the fault site may have lesser
slack than the original selected long path. As a result, SDDs might not be propagated
through the minimum-slack paths and therefore remain undetected. For example, in Fig.
3.3, supposeP1 (P2) is the critical path through the fault site under RV S; (RV Sp). |If
P, has a larger nominal delay, the commercial ATPG tool sensitizesP; for both these
scenarios RV S; and RV S;), and thus some SDDs may be undetected iRV S,. However,
in the proposed method, we consider the non-linear CNFET process variations to shortlist
multiple long paths through each gate in the netlist under di erent random process varia-
tion scenarios. As a result, the test patterns obtained using the proposed Variation-Aware
Delay Fault (VADF) testing method are more likely to propagate an SDD through the
longest path, even in the presence of process variations. Therefore, in Fig. 3.3, VADF test
patterns can sensitize bothP1 and P,. Along with the gate-level netlist, VADF takes the

following inputs to achieve this:
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Figure 3.4 : Flowchart for critical path selection using VADF.

" max. The maximum number of paths to be considered through each gate (node).

Note that the tool may not be able to identify nax paths through all nodes.

" ng: The total number of RV S that are simulated by VADF while attempting to nd
max longest paths through each node. Increasings results in a higher likelihood
of the tool being able to nd ax paths for all instances; however, the run time

increases as well.

Process variation speci cations: The nominal valueN V;, the range of variation n;%

from NV;, and the standard deviation ; for each parameterp;.

Fig. 3.4 shows the owchart of the proposed longest path selection method. The
following steps are sequentially performed to obtain the test patterns to detect SDDs in
the presence of parameter variations.

To calculate the propagation delay of a path under di erent process variation scenarios,
we need to analyze how the delay of each gate in the path is a ected under these variations.

For this purpose, we use HSPICE simulations to create a delay fault library that stores
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the propagation delay of all standard cells when the di erent CNFET parameters are
independently varied. In the fabrication process, letps; p2;:::;;pn be N parameters that
are prone to variations, with p; varying in the range n;% from its nominal value, NV;.

Suppose, for simulation, we consider a step size @ % for each parameter. This means

that the value of p; varies in the following steps: f[1 {51 NVi;[1 2531 NVi;[1

M2 NV i NV [T+ 28] NV [1+ 5] NVig. For a parameter, p;, the total

number of steps is thus given bybznél—i*lc. For the k™" step, we perform 1000 Monte
Carlo iterations where the value ofp; is chosen from a random Gaussian distribution with
mean, i, as its value in the k™ step. Thus, j =[1 %] NV;. The standard
deviation j = 0:05 . During the Monte Carlo iterations, all the other parameters,
Pjj si, are kept at their nominal values. The mean value of the propagation delayP D
is calculated using HSPICE simulation. This single-parameter variation is considered only
for the CNFET delay-library generation to reduce the number of HSPICE simulations
required. This assumption is valid because experimental results (Fig. 3.2) show that the

gate delay under multiple simultaneous variations RV S) can be predicted with reasonable

accuracy by superposing the impact of each individual parameter variation.
CNFET Delay Fault Library

The total number of Monte Carlo runs is therefore given by Npy¢ = P o bzrg—i*lc. For our
simulations, we consider ve CNFET parameters { CNT diameter, CNT spacing, gate
length, gate width, and oxide thickness. For each parametern; = 20 and g = 1; thus
we perform 205 HSPICE simulations per gate. For each gat&y and parameter p;, the
normalized change in the propagation delay (given byci =dy) for a Xk % variation from

the nominal value is stored in the corresponding delay-library le. Simulation results (see
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Fig. 3.2) show that the ci values can be used to estimate the delay of the cell within the
prede ned variation range. The delay fault library needs to be generated once for each

standard cell, and can be used by all designs synthesized using the same cell library.
Preprocessing

The total number of paths in a design scales exponentially with the number of gates [116].
Thus, to reduce runtime, we need to create a preliminary shortlist of \long" testable paths
denoted by Lo. A path is considered to be \long" if the timing slack on the path is a
small (user-de ned) fraction of the clock period. The nal set of paths selected for test
generation, denoted byL 1, is a subset ofLg. To create Ly, we have used a commercial
static timing analysis (STA) tool to obtain an appropriate set of paths in a netlist and

shortlisted them based on the following criteria:

Criterion 1 : All the paths in Lo have a hominal slack (in absence of process variations)
that is less than a threshold that is determined based on the path pro le of the design.
Paths with high slack margin are not considered because SDDs on those paths are
unlikely to a ect the circuit functionality. For our simulations, we have considered paths

with nominal slack less than 20% of the clock period.

Criterion 2 : All the paths in Lo are ATPG-testable. Using Lo, VADF selects a subset

L ; of paths that must be tested to cover SDDs at all nodes in the netlist. To ensure the
coverage of maximum process variation scenarios, we ensure that all paths recommended
for each node are testable. Note that here we do not speci cally consider robust or non-
robust sensitization. While non-robust tests are prone to fault masking, robust tests
may fail to detect a delay fault that is detectable by a non-robust test [117]. Our goal

is to consider critical paths under most random variation scenarios; therefore, we do not
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limit ourselves only to paths that can be robustly sensitized. Additionally, we generate
test patterns to sensitize multiple long paths through each fault site. Thus, it is likely

that at least one of these long paths will lead to a robust test.

We rst use a commercial synthesis tool to insert scan chains in the netlist. Two-step
preprocessing is then performed to generaté ¢ for the scan-inserted netlist.

(1) STA Run: In the rst step of the preprocessing ow, we obtain the timing charac-
teristics of the design in the absence of any process variation using a commercial STA tool
(Synopsys PrimeTime [118]). To determine the appropriate rated clock period, we rst
run STA with a 1 ns clock and observe the slack on the longest path. The clock period is
subsequently adjusted for the rest of the ow by considering a 1% positive slack margin
for the longest path. For example, suppose the longest path has a slacl;ng NS when
a 1 ns rated clock is used. For the rest of the analysis, we use a clock period given by
texk =1:01 (1 Sliong) Ns.

Next, we rerun the STA tool iteratively using a clock with period tqx and obtain the
set of longest paths. In each iteration, the following STA inputs are modi ed until the

number of paths in the list remains constant for consecutive iterations:

" num_paths. The maximum number of long paths generated by the STA tool. In our
ow, the starting value of num_paths is equal to the number of instances in the netlist.

In each subsequent iteration, we increase the value by 20%.

nworst: The maximum number of paths ending at each scan op. In our ow, the
starting value of nworst is equal to (number of instances/50). For each subsequent

iteration, we increasenworst by 20%.

max_slack: The maximum slack among all the paths generated. In our ow, we keep it
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xed at0:2 tek.

(2) Shortlisting of Testable Long Paths, Lo: After the STA run, path delay faults are added
to each path and using Synopsys TetraMAX [118], the ATPG-Untestable path-delay faults
are identi ed and the corresponding paths are removed from the path list. Therefore, all

the paths in the nal list satisfy both Criterion 1 and Criterion 2.
Selection of Critical Paths for random Variation Scenarios

The propagation delay of each path inLg is calculated for a total of ng random variation
scenarios. In any given variation scenario, for each gate, the CNFET process parametey

is randomly chosen from a Gaussian distribution with mean ; as its nhominal value and
standard deviation j, and the distribution truncated in the range [(1 n;=100) ;;(1+
n;=100) ;]. The process parameters for each gate are chosen randomly independent of
the placement of the gate; this ensures that both inter- and intra-die variations are taken
into account. As the selection procedure for paths to detect delay faults is independent
of the placement, the proposed method needs to be executed only once, even if there are
multiple place-and-route iterations. However as mentioned previously, all the transistors

in a gate have been assumed to have similar variations in any speci c scenario.

The CNFET delay fault library is used to calculate the propagation delay of the logic
gates under the di erent variation scenarios. Consider a gateGx with a nominal delay doyk
and process parameterss; p2;:::; pn- The delay contribution of the process parameterp;
is given by cx = dix  dok, Wwhere dik is the gate delay in the presence of variation inp; as
obtained from the delay-library. The gate delay in the presence of simultaneous variations

in CNFET parameters can be approximated by D = dok + . Cik. The total delay of a

p

path in a variation scenario is obtained by adding the gate delays of the standard cells in
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the path.

Once the delays of the paths inL g are calculated for theng scenarios, a subset of paths,
L4, is selected for test generation. For each standard cell, the paths through the cell are
sequentially added toL; and removed fromLg in descending order of propagation delay
until one of the following happens: (i) L1 contains mnax paths through the cell; (ii) there
are no paths through the cell remaining inLg. At this point, the path-selection procedure
terminates. The number of iterations for long-path selection isO(ns jLgj). The actual

number of iterations required approaches this limit as max increases.
Test Generation for Selected Critical Paths

We use a commercial ATPG tool in the Launch-On Shift timing mode to generate test
patterns to detect delay faults through the selected paths inL1. Based on the steps for
longest path selection, the SDD ATPG ow using VADF can be divided into four phases as
shown in Fig. 3.4: P1: Pre-processing step to shortlist long testable paths, P2: Generating
ns RV S, P3: Calculate delay of each shortlisted path inLgy for ng RV S and select the
nal list of paths L1, P4: Test generation for selected long paths (see Section 3.4.2). The
delay-library generation (Flow A in Fig. 3.4) is not included in these four phases as it

needs to be performed only once for each standard cell library.
3.5 Analysis and Simulation Results
3.5.1 Simulation Setup

Using the SDQL metric, we compare the e ectiveness of the test patterns generated by
VADF with the pattern set from a commercial ATPG tool and a related technique from

academia [111]. In the commercial ATPG tool, test patterns are obtained using a \con-
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strained" transition delay fault model. For e ective SDD testing, the tool ensures the
sensitization of long paths by allowing the user to set the maximum timing margin on any
sensitized path (max_tmgn). Setting max_tmgn to a su ciently low value increases test

e ectiveness; however, this results in increased ATPG e ort and test pattern count. Delay
defects of size greater than 20% of the rated clock period can be detected more easily using
conventional transition delay patterns. Therefore, we considemax_tmgn = 0:2 tqx, Where
tok is the rated clock period.

No variation-aware delay fault testing technique for CNFET designs has previously been
proposed; therefore, for comparison, we considered a modi ed version of a similar method
targeted towards Si CMOS circuits [111]. In this method, variations are considered in metal
width, metal thickness, inter-layer dielectric thickness, and gate length of Si-MOSFETSs.
These variations have a linear impact on the propagation delay, and thus the path delay
can be expressed as a linear function in the parameter variations. The authors utilize
this linearity to map the longest path selection problem to the feasibility problem in linear
programming. The set of long paths is then generated ir0(n) time, where n is the number
of testable paths through a fault site.

While the above method performs well for Si technology, the authors themselves point
out several drawbacks that are especially critical for emerging technology such as CNFETSs.
While calculating the path delay, the same parameter variations have been assumed in all
the gates on the path, therefore ignoring intra-die variations. Also, the method can be
applied only to those parameter variations that have a linear impact on the delay. As we
show in Fig. 3.1, this does not hold for all the CNFET parameters.

To apply the method proposed in [111] to CNFET circuits, we rst express the gate
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Table 3.1: Goodness-of-t of the linear model for various CNFET parameters.

| Gate [Ri,, [ RE [ Ry | RE, | RE |
AND2X1 | 0.8126[ 0.9696 [ 0.0066 | 0.9877 0.9996
OR2X1 | 0.8143| 0.9684 | 0.0063 | 0.9966 | 0.9868
NAND2X1 | 0.8090 | 0.9696 | 0.0093 | 0.9791| 0.9764

NOR2 0.8158 | 0.9651 | 0.0143| 0.9664 | 0.9723

delay as a linear function of the parameter variations. R-squared R?) is a well-known
statistical metric used in linear regression [119]; we use it to compute the goodness-of- t
between the actual gate delays and the gate delays predicted by the linear model. Note
that the R? metric is di erent from ( RMSError )i de ned earlier in (3.2). The R? values
when variations are introduced in di erent CNFET parameters for various gates are shown
in Table 3.1. Variations in Ly and tox have a linear impact on the delay [63]; this is re ected
by the high value of REQ and thox. Variation in CNT spacing s has a step impact that
can nevertheless be satisfactorily modeled by a linear function. However, the low values of

RZ

deyy and R\%\,g highlight the limitation of the linear regression model. Using the linear

model, path delays are predicted under di erent process variation scenarios and at most

max l0ng paths through each node are identi ed. Finally, test patterns are generated for
path delay faults in the shortlisted paths. Signi cant inaccuracies are introduced when we
model CNFET variations using a linear model; this, in turn, degrades the e ectiveness of
the test patterns.

Thus, in the proposed VADF method, we use the CNFET delay library to model the
path delay under CNFET variations. The delay library is a collection of gate-wise lookup
table on how each parameter a ects the propagation delay; this is obtained using HSPICE
simulation of each gate, and thus minimizes the modeling error. The test patterns are

generated for delay faults on the nal shortlisted paths in Lj.
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3.5.2 SDQL under Process Variations

E ective SDD detection requires the sensitization of faults through paths with minimal
timing slack. SDQL is a computationally tractable metric that takes the timing margin on
the sensitized path into account [99]. To simulate the e ectiveness of test patterns under
process variations, a delay-defect distribution functionF (s) is considered, wheres is the
delay fault size in nanoseconds. Thereforef: (s) denotes the probability that a transition
delay fault of size s exists at a random node. Note thatF(s) is typically obtained from
empirical data or a process test chip; some examples of such distributions can be found
in [99]. SDD detection becomes more relevant when more defects are of small size, i.e.,
F (s) decreases rapidly with increasings.

We rst revisit the SDQL metric to derive some theoretical results related to VADF.
Consider an SDD fault X and a corresponding test patternTPx for it. Let the timing
margin of the longest (minimum-slack) path through X in the absence of any parameter
variations be given by T . Similarly, let the nominal slack through the path sensitized
by TPx be T(]’. Therefore, faults of sizes < T,.% are redundant whereas all faults of size
s> Td? can be detected beT Px . The probability that an irredundant fault at X remains
undetected is therefore given byP,} = RTTnéj? F (s)ds. The nominal SDQL for a test pattern

set is then given by

SR, RET
‘= PX]_ = F(s)ds (3.3)

where the number of nodes (delay faults) in the netlist isN (2N ). The probability of SDD
escape decreases with decreasing. Conventional SDD ATPG tools attempt to generate

a test-pattern set that minimizes .
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We showed in Section 2.3 that CNFET parameter variations have a signi cant impact
on the gate delay, which a ects the timing slacks on the longest and sensitized paths, as
well as the SDQL. Let the SDQL under a random parameter variation scenario be given
by ~. We have proven that () ?, or in other words, it is likely that the SDQL value
increases under parameter variations (details are provided in the appendix). The practical
signi cance of this result is that a test set generated without considering CNFET process
variations leads to higher SDQL (lower test quality) than a variation-aware test. Let Dy
be a random variable that denotes the propagation delay ofGx under a process variation
scenario. From Fig. 3.1, we observe that CNFET parameter variations can result in both

positive and negative deviation in the gate delays.

Lemma 3.1. The mean propagation delay of a gat&y under randomly generated variation

scenarios is always greater than the nominal delay, i.e., (Dg) > d .

Proof. In Section 3.4.1, we showed thaD = dg + P o Cik wherep; is a CNFET process
parameter and cik be the deviation due to variation in p;. Considering the six CNFET
parameters, (Dk) = dok + (Cdcyr k) + (CLgk)t (Cwgk)+ (CHgk)+  (Croeik) + (Csik)-
lon is linear in Ly and tox [63]; thus, the impact of variations in these parameters on
the gate delay is symmetric around the nominal (0% variation). Therefore, (c_ k) =
(Ctox:k) = 0. The gate delay is at a local minima at the nominal value of Wy. As a result,
for random variation in Wy around the nominal, (cw,:x) > 0. In [63], we showed that the
impact of Hg on 1, and the gate delay is negligible. Thus, (cq,:x) = 0. While variation
in gate delay with s is not symmetric about the origin, the impact is largely similar for
positive and negative deviation from the nominal value. Therefore, (csx) 0. On the

other hand, note that the impact of variation in dcyt IS highly asymmetric about the
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origin. The increase in the gate delay with a negative deviation indcnt IS signi cantly
higher than the decrease in delay for a positive deviation of similar magnitude. As a result,
for random variations, (Cgcy; :k) > O.

Therefore, for random variations in all CNFET parameters, (Cyeyr k) +  (CLgk) +

(Cwgk) + (CHgk) +  (Ctoek) + (Csk) > 0. Thus, (Dy) >dok- O

Lemma 3.1 shows that under multiple parameter variation scenarios, the expected gate
delay (and in turn path delay) increases from its nominal value. Due to this asymmetric
impact, CNFET circuits are more susceptible to timing failures under random param-
eter variations; this necessitates the use of variation-aware SDD test patterns for yield
improvement. Next, we show that the conventional de nition of SDQL (given by 3.3)
underestimates (overestimates) the SDQL (e ectiveness) of the SDD test patterns under

CNFET process variations.

Theorem 3.1. The mean SDQL of a test pattern set under randomly generated variation

scenarios is always greater than the nominal SDQL, i.e., (V) ?,

Proof. From Lemma 1, we know that the propagation delay of a gate is likely to increase
under CNFET parameter variations. The net delay through a path is the aggregate of
the individual gate delays, therefore the path delay is also expected to increase under
parameter variations. Let Ty (Tq) be a random variable that denotes the timing slack
on the longest (sensitized) path through a fault site under a process variation scenario.
Due to parameter variations, the mean of the timing slacks of interest, (Tm) < T2 and
(Tg) < Td?. From Fig. 3.1, we observe that the relative impact of a particular parameter
variation on the gate delay, given by D =th, is similar for various gates. Suppose that

for multiple variation scenarios in a parameter p;, the mean relative change for any gate is
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given by (Di)=do = K. Therefore, the mean delay contribution of the parameterp; on
gate G isgiven by (ck)= (Dik) dok =(K;i 1) dok. The mean gate delayDy under

multiple variation scenarios is then given by
X X
dok + (k)= dok+  (Ki 1) dok
Pi Pi
! 3.4
X (3.4)
dk 1+ (Ki 1)
pi

(Dk)

Supposem gatesG1; Gy;::::; Gy, are present on the longest path through the fault siteX .

The mean path delay of this longest path under parameter variations is therefore given by
I |
X X X '
(PDL) = (Dk) = dok 1+ (Ki 1)
k=1 k=1 pi
I (3.5)
R X
=PD} 1+ (K; 1)
Pi

P
wherePDf_’ = ¢, dok, is the nominal delay of the longest path. The mean timing margin

on the longest path under multiple parameter variation scenarios is given by

(Tm)= Tk (PDy)

(3.6)

2?2 2 X
T, PD/ (Ki 1)
Pi

where Tk is the rated system clock period. From Lemma 1, we have for any CNFET
parameter p;, Ki = (Di)=dox 1. Therefore, (Tm) T,5. Using a similar approach as
above, it can be shown that the mean timing margin on the path sensitized by the SDD
test pattern TPy is given by

X
(T)= T4 PD5 (Ki 1) (3.7)
Pi
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Figure 3.5 : Area under the curve for calculating SDQL. Heres; = (Tn), S2 = T2,
s3= (Ta), sa = T;. From (3), the regionsR, and R; correspond toP, . From (8),
the regionsR; and R, correspond to (Px).

where T is the nominal timing margin on the sensitized path andP D{ is the nominal
delay of the sensitized path. Again, (Tg) Td'-’. Let Px be a random variable that denotes

the probability that an SDD at X remains undetected under a process variation scenario.

Its expected value under random variation scenarios is then given by

Z (ty)
(Px)= F(s)ds
(Tm)
Z 1z Z ()
= F(s)ds+ F(s)ds
(Tm) T2
5 5 (3.8)
T T
+ F(s)ds F(s)ds
(Ta) (Ta)
Z1s 21
= F(s)ds+ Py F(s)ds
(Tm) (Ta)
where P, is obtained from (3) above. From (8),
Z1 Z T3
(Px) Py = F(s)ds F(s)ds (3.9)
(Tm) (Ta)

The rst and the second integrals in (9) correspond to the regionsR1 and R3 in Fig.
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3.5, respectively. Using (6) and (7),

X
s s1=T2 (Tm)=PD/ (Ki 1) (3.10)
Pi

X
ss s3=T; (Ty)=PD3F (Ki 1) (3.11)
Pi

As PD/ is the delay of the longest path through a fault site, PD/  PDJ. Thus,
(s2 s1) (ss s3). Moreover, F(s) is a monotonically decreasing function. Therefore,
the area of regionR; is greater than the area ofR3. Using this in (3.10), (Px) PQ 0.
Therefore, for a circuit with N nodes and A SDD faults (X 1; X2;:::; Xon ), the expected

value of SDQL under a random parameter variation scenario is given by

XN XN ,
0= (Px) Py, (3.12)
j=1 j=1
Therefore, using (3.3), (7)) ? and the theorem follows. O

For di erent variations, the SDQL values are distributed over a range, and therefore we
use the mean SDQL, (7), as a more accurate measure of test e ectiveness when comparing

the three test generation methods in Section 3.5.4.
3.5.3 Benchmarks

We have considered multiple IWLS'05 benchmarks and the OpenRISC 1200 (OR1200)
CPU core, with CNFET logic gates in their netlists. Note that [111] used the ISCAS
benchmarks; however, we have not used them because the circuits are relatively small and
ATPG can sensitize the longest path through all their nodes with minimum e ort [74].

The clock frequency and NAND2-equivalent gate count for each benchmark are pre-

sented in Table 3.3. The available gate-level netlists for the Opencores benchmarks (AES,
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Table 3.2: Comparison of CPU times for SDD ATPG using VADF (max = 10) and
the commercial ATPG tool. The CPU time for VADF is segmented into four phases

(see Fig. 3.4).

VADF Commercial
Benchmark |- Ry —p2 (hy P3 (h) P4 (h) [ Tofal () | ATPG Tool (h)

AES 3596 008 12337 094 16035 0.07

Ethernet | 509 001 602 020| 11.32 0.05

usbfunct | 017 000 005 003| 025 0.06

Rocketcore | 4.95 0.02 8.95 0.47 14.39 0.11

vgaled | 047 000 127 002| 1.76 0.21

OR1200 | 417 003 569 002| 991 0.43

Ethernet, usb_funct, vga_lcd) are synthesized using the 180 nm GSCLib library. How-
ever, our CNFET delay library is created at the 45 nm node, therefore we synthesized the
benchmark RTLs using the 45 nm Nangate Open Cell Library. The OR1200 benchmark
is used to show the applicability of the proposed method on large designs. We performed
simulations on a server with 64 GB 1066 MHz RAM and two 2.53 GHz Intel E5630 Xeon
CPUs with four cores each.

Table 3.2 shows the execution time for pattern generation using VADF with nax = 10.
The total CPU time for VADF is divided into the four phases P1, P2, P3, and P4 as shown
in Fig. 3.4. The pattern generation time for the commercial ATPG tool for each benchmark
is also provided for reference. From the simulation results, we observe that P1 and P3 are
the major components in the total runtime. This is expected, as nding long paths in a large
netlist and calculating their delay under random variations is computationally expensive.
Consequently, the CPU time does not necessarily scale with the size of the design but
rather with the increasing di culty of nding long testable paths. This, in turn, depends
on the design topology and is di cult to predict without extensive simulations.

Our results show that for most benchmarks, which are of nontrivial sizes, the pattern
generation time using VADF is within acceptable limits. Observe that the CPU time for

AES is signi cantly higher compared to the other benchmarks; this is due to the large
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latency associated with identifying the long paths using PrimeTime in P1. Note that the
run time for path selection is a one-time investment for a particular design, which can
result in signi cant reduction in manufacturing test time (due to the reduction in delay
fault pattern count). Moreover, the CPU time reported here is for a modest university-
level computational environment and software developed by university researchers; it can

conceivably be reduced by an order of magnitude or more in industry settings.

3.5.4 Results and Discussion

Test sets have an inherent tradeo between the pattern count and e ectiveness (in our
case, SDQL). We have performed two experiments to evaluate this tradeo and compare
the performance of VADF with a state-of-art academic method [111] and a commercial
ATPG tool. Commercial ATPG tools today use sophisticated delay models for e cient
pattern generation; to compare our method with such models, we have used Synopsys
TetraMAX for the commercial SDD ATPG ow. Next, we describe these two experiments

and present the simulation results demonstrating the e ectiveness of the proposed method.

El: Standalone SDD ATPG

In VADF, the test set TPa is generated for delay faults in all paths onL; using the path
delay fault model in the ATPG tool. Similarly, the ATPG tool is used to generate the
test set TPg for path delay faults in all paths selected by [111]. The pattern setT P¢ is
obtained using the commercial SDD ATPG ow where a transition delay fault model is
used. As discussed in Section 3.5.1, we considerax_tmgn = 0:2 tgk, where tgk is the
rated clock period. This ensures SDD detection via long paths. While generatingr Pg

and TP¢ for E1, we constrain the ATPG tool to ensure that jTPaj = jTPgj = jT Pcj, this
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results in a comparison between three pattern sets of equal size. We then computg ™)
for 100 random process variation scenarios for the three pattern sets for di erenf (s).

For each benchmark considered in E1, 100 random variation scenarios are simulated. In
each scenario, the propagation delays of all \nodes of interest" are modi ed in the Standard
Delay Format (SDF) le. A \node of interest" is one that has at least one path with slack
< 0:2 tgk through it. Parameter variations at these nodes a ect delays of the critical
paths. Short (large-slack) paths are easily sensitized [120]; therefore, a delay test for a
node on such paths can sensitize other near-critical paths. However, test patterns targeted
towards long paths involve signi cant justi cation and backtracking e ort; therefore, such
patterns are fault-speci ¢ and are less likely to sensitize delay faults on other near-critical
paths. This results in a degraded SDQL when parameter variations occur because the set
of long paths that variation-unaware ATPG tools target may not include the actual long
paths under parameter variations. Therefore, we inject variations in the \nodes of interest"
to accurately evaluate VADF and the other two test-generation methods, even when the
set of long paths changes under variations.

From Lemma 1, we know that the expected gate delay under CNFET parameter vari-
ations is always greater than the nominal delay. To ensure this, we increase the delay of
all nodes of interest by a positive value chosen from the positive half of a Gaussian distri-
bution with mean, =0and = 0:05 ty. SDDs can arise due to a number of issues
besides CNFET parameter variations { these include resistive shorts and opens, power
supply variations, voltage droop, and coupling faults. We consider a Gaussian distribution
when inserting random delay faults in the design to demonstrate the performance of test

generation methods when multiple sources lead to random SDDs. Fault simulation is then
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Table 3.3: SDD pattern e ectiveness in terms of SDQL values with (&) max = 2,
(b) max =5, and (¢) max = 10. For VADF, [111], and the commercial ATPG tool,
the corresponding test sets ar@ P, TPg, and T Pc respectively.

Benchmark Test VADF [111] Commercial ATPG Tool
(clock Pattern (") (") (") () () ()

frequency) | Count (1) ( 10°) ( 10P) ( 10°) ( 1) ( 10°)
AES (@) 340 | () 17.26 (a) 0.92] (a) 13791 (a) 8.6 | (a) 60.69 (@) 2.13
(2000 (b) 570 | (b)5.82 (b) 0.04 | (b) 58.45 (b) 0.45 | (b) 7.65 (b) 0.06
MHz) () 736 | (c)7.21 (c)0.35| (c)22.35 (c)0.16 | (c) 9.63 (c) 0.06

Ethernet (@542 | (a)3.00 (a)0.02] (a)44.04 (a) 0.29 | (a) 35.67 (a) 0.32
(500 (b) 1008 | (b) 2.14 (b) 0.01 | (b) 60.15 (b) 0.37 | (b) 51.11 (b) 0.31
MHz) (c) 1010 | (c)1.67 (c)0.01| (c)54.45 (c)0.38 | (c) 51.73 (c) 0.36

usb_funct (@9 | (a) 13.86 (a)0.08] (a) 14.38 (a) 0.09 | (a) 21.89 (@) 0.13

(900 (b) 171 | (b) 8.02 (b) 0.07 | (b) 10.21 (b) 0.08 | (b) 12.59 (b) 0.10
MHz) (c) 183 | (c)8.53 (c)0.06| (c)9.49 (c) 0.06 | (c) 10.29 (c) 0.07
Rocketcore | (a) 107 | (@) 8.32 (a) 0.04| (a) 46.28 (a) 0.21 | (a) 26.69 (@) 0.13
(400 (b) 272 | (b) 6.61 (b) 0.03 | (b) 33.73 (b) 0.16 | (b) 18.55 (b) 0.09
MHz) () 290 | (c)6.69 (c)0.02| (c)35.01 (c)0.18 | (c) 17.44 (c) 0.11
vgalcd (@) 30 (@793 (@ 0.05] (a)30.67 (a)0.19 ] (a) 44.17 (@) 0.28
(480 (b) 117 | (b) 6.78 (b) 0.04 | (b) 53.97 (b) 0.34 | (b) 76.44 (b) 0.48
MHz) (c) 132 | (c)6.81 (c) 0.04| (c)49.12 (c) 0.298] (c) 68.77 (c) 0.42
OR1200 (@) 37 (@241 (a)0.01| (a)17.69 (a) 0.05 | (a) 13.29 (a) 0.04
(260 (b) 71 (b) 1.99 (b) 0.02 | (b)18.91 (b)0.05 | (b) 12.29 (b) 0.04
MHz) (c) 90 (c)1.85 (c)0.01| (c)14.37 (c)0.04 | (c) 12.73 (c) 0.04

performed for the three test sets obtained using VADF, [111], and the commercial ATPG
tool, with transition delay faults added at the nodes of interest. The mean, () and stan-
dard deviation, (") of the SDQL values for the 100 random variation scenarios are then
computed. In Table 3.3, we present the values of (7) and (") for di erent values of nax
for the benchmarks. Here, the SDD distribution function F(s) = e 5, for0 s 1

is the default distribution function considered by the ATPG tool. Note that F(s) is a
parameter of the process and can assume di erent distributions. Therefore, in addition
to the default F(s) = e S, we compute the SDQL for the three pattern sets assuming
F(s) = 1:1e ¥, Table 3.4 shows the values of () (") corresponding to the three
test sets forF (s) = 1:1e S, The lower value of (7) in the proposed method shows that
VADF can be used for e cient SDD testing irrespective of the probability distribution of

the defect sizes.
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Table 3.4: SDD pattern e ectiveness forF(s) = 1:1le ¥ with . = 5. For
VADF, [111], and the commercial ATPG tool, the test sets ard P,, TPg, and T P¢
respectively.

VADF [111] Commercial ATPG Tool
Benchmark (5 (3 (O (O O O
(10°) ( 10°) ( 10°)

AES 481 0.01]47.66 0.08 6.32 0.03
Ethernet 2.23 0.02| 62.77 0.07 53.33 0.05
usb_funct 6.93 0.05| 7.74 0.07 8.55 0.08
Rocketcore | 6.57 0.02 | 33.55 0.18 18.45 0.08
vgalcd 6.86 0.01| 57.84 0.03 73.22 0.05
OR1200 1.61 0.01| 13.26 0.04 8.57 0.02

From Tables 3.3-3.4, we observe that the test sets generated using VADF provide
considerably lower SDQL compared to the other methods across all the benchmarks. This
result is not surprising for CNFET designs because the commercial ATPG tool and [111] do
not consider CNFET-speci ¢ process variations. VADF can be integrated with commercial
ATPG tools to make them CNFET-aware and more e ective for CNFET-based designs.
Note also that the mean SDQL decreases for all the methods whenmax increases from
2 to 5. With increasing max, the number of paths through each node inLg increases,
thus increasing the likelihood of sensitization via the longest path, which in turn, decreases
SDQL. With an increasing number of paths to be tested,jT Paj increases, and as a result,
jTPcj is increased to maintain equal pattern count for a fair comparison. This increase in
jTPcj results in a lower SDQL value obtained using the commercial ATPG tool.

We observe that for some benchmarks, (7) increases when a« is increased from 5 to
10. This happens because, for each VADF run, we consider a set of 1000 independently-
generated RV S to ensure maximum coverage of SDD sites. ThesRV S guide the path
selection; therefore, it is possible that some of the paths selected withpmax =5 may not
be present in the set of paths selected with ax = 10. Therefore, it is possible that for

a particular RV S used during fault simulation, the critical path through a fault site is
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Figure 3.6 : Variation in = (7¢)= ("a) with increasing pattern count in the
commercial ATPG SDD test set.

present in the max = 5 path set but not in the nax = 10 path set. The likelihood of
such anomalies can be reduced by increasing the number &V S during path selection.
Also, SDQL of a pattern set can vary with the RV S that is used for fault simulation; for
example, SDQL increases if in a particularRV S, parameter variations are introduced in
hard-to-detect nodes. However, in all cases, VADF test patterns consistently guarantee
more e cient SDD detection compared to the other methods. The CPU time increases
with increasing max; therefore, the trade-o between (7) and CPU time with di erent
values of max heeds to be analyzed to obtain optimal VADF parameters.
The pattern count for commercial SDD ATPG test sets needs to be considerably higher

than for VADF to ensure similar SDQL. In Fig. 3.6 we show how the SDQL ratio =

("c)= (Ta) changes agTPcj=jTPaj increases; (c) and ("a) denote the mean SDQL
of the commercial and VADF pattern sets, respectively. The pattern count for commercial
SDD ATPG test sets needs to be considerably higher to ensure similar SDQL ( 1).
Note that here we considered SDD test pattern sets; comprehensive transition delay test

patterns are considered in E2.
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E2: SDD ATPG with Top-o Timing-Unaware Transition Delay ATPG

In SDD ATPG, the conventional transition delay testing ow is constrained to speci cally
sensitize paths where the slack margin is less than a threshold (given byaximgn , See Sec-
tion 3.5.1). Finding test patterns for such long paths is often di cult and computationally
expensive. As a result, if SDD test patterns are solely used for delay testing, the fault cov-
erage is low. To remedy this, a hybrid approach is used; SDD ATPG targets faults having
relatively small slack on the longest paths through them, while timing-unaware transi-
tion delay ATPG is used to target the remaining faults along their easiest-to-sensitize
paths [121]. In experiment E2, we compare the performance of VADF with the commercial
SDD ATPG tool when this hybrid approach is used. We considerT Po generated in E1.
Using ATPG, we generate the top-o pattern set TP,o, such that TP, = TPa [ TP,o
can detect all testable transition faults. TP, is, therefore, the comprehensive pattern set
generated by VADF for delay fault testing. To compare VADF with conventional CNFET
variation-unaware transition delay fault testing, we rst use the commercial ATPG tool to
generate the test setT Pca. This test set targets SDDs by sensitizing long paths with a
slack of Q2 tgk or less, but is unaware of CNFET variations. Again, using ATPG, we
generate the top-o pattern set TP o, such that TPz, = TPca [ TPs,0 can detect all
testable transition faults. Note that while both TP, and TP, can detect all transition
faults, TP, covers SDDs more e ectively.

Table 3.5 shows results from experiment E2, where we compare the size (pattern count)
of TP, with that of the commercial ATPG delay fault test set TP.,. For the Ethernet,
Rocketcore, and vgalcd benchmarks, using VADF in the transition fault testing ow re-

sults in a smaller pattern count in addition to ensuring e ective (low-SDQL) coverage of
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Table 3.5: Transition faults testing using VADF ( max = 10) and CNFET variation-
unaware commercial ATPG tool. For VADF and the commercial ATPG tool, the
corresponding test sets ard P, and TP, respectively.

VADF Commercial ATPG
Benchmark [, . ~ . . ~
JTPAJ ( (1'86)) JTPCAJ (( f(%))
AES 815 7.06 778 8.71
Ethernet 8489 1.66 8743 23.44
usb_funct 801 8.43 755 9.53
Rocketcore | 3018 5.59 4027 10.78
vgalcd 11510| 5.07 12772 6.79
OR1200 68424 | 1.66 64434 9.87

SDDs. We nd that jTP,j > jTP;,j for the AES, usb_funct, and OR1200 benchmarks;
however, the di erence in pattern counts is low. Also, test sets generated using VADF
o er signi cantly lower mean SDQL ( (7,)) compared to commercial test sets ((7ca))
for all the benchmarks. This shows that the combination of VADF and timing-unaware
transition delay ATPG o ers more e ective SDD detection compared to the commercial
tool with a small increase (and often a decrease) in pattern count. Recall also that if the
commercial tool is used instead of VADF, the total pattern count must be considerably

higher to ensure similar SDQL (Fig. 3.6).

3.6 Conclusion

Process variations in CNFETs are di erent from those in Si MOSFETs. Due to the non-
linear and asymmetric nature of the impact of CNFET variations on the propagation
delay, Si-based models of parameter variations cannot be extended to CNFETs. We have
presented a delay testing method to detect SDDs in the presence of CNFET parameter
variations. The proposed method guarantees e cient SDD detection by selecting multi-
ple testable long paths through each fault site; this selection is performed taking various
random parameter variations into account. We have shown that the conventional de ni-

tion of the (nominal) SDQL metric cannot accurately measure the e ectiveness of SDD
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test patterns under random process variations. Towards this end, we have proposed the
\variation-aware" mean SDQL metric that considers various process variations scenarios
while computing the e ectiveness of a test pattern set. This metric is subsequently used
to show that the proposed method generates higher-quality test patterns compared to a
state-of-the-art commercial ATPG tool and related prior work. VADF can be adapted to

other emerging transistor technologies besides CNFETS, and it can be used in synergy with

commercial ATPG tools to improve delay testing.
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4

Optimizing CNFET Circuits in the Presence of
Manufacturing Defects

In a typical CNFET manufacturing ow, CNTs in the unwanted regions on the wafer are
etched away using high-density oxygen plasma [6]. Although CNTs are deposited uniformly
over the wafer, nanotubes can form aggregates due to the strong mutual Van der Waals
force [65]. These CNT bundles are di cult to etch and remain as residual particles that
limit die yield. These unetched CNTs can be turned on by an adjacent gate electrode or the
back-end-of-line (BEOL) metal layer, thereby forming \parasitic* CNFETs or para-FETSs.
In this chapter, we show that even weak para-FETs can lead to stuck-at faults and
signi cant degradation in the static noise margin [122]. We propose a low-cost layout op-
timization method to mitigate this adverse impact. Our method horizontally ips selected
cellsin situ to ensure that unetched CNTSs, even if present, will not lead to the formation

of para-FETs. The main contributions in this chapter are

" ldenti cation of the conditions under which unetched CNTs can lead to para-FETs;
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~ Evaluation of the performance impact of para-FETS;

" Para-FET mit igation in the presence of unéched CNTs (ParaMitE): An optimization
technique to mitigate the impact of para-FETs with minimum impact on the power

consumption, performance, and area (PPA) metrics.

As part of the pre-processing step for ParaMitE, we detect locations in the layout where
unetched CNTs can lead to para-FETSs (in linear/saturation regime); we call these locations
hotspots Simulation results over several CNFET-based benchmarks show that ParaMitE
can reduce the number of hotspots by up to 60% (with up to 90% fewer catastrophic
hotspots) with only 3% increase in wire length, 0.4% increase in the total power, and 2%
increase in the critical path delay.

The remainder of this chapter is organized as follows. Section 4.1 identi es the scenarios
under which unetched CNTs can lead to para-FETs. Section 4.2 analyzes the cell-level
impact of para-FETs. In Section 4.3, we present the ParaMitE optimization method and
explore the di erent tunable parameters. The results obtained by applying ParaMitE to
CNFET-based benchmarks and the impact on PPA are shown in Section 4.4. We draw

conclusions in Section 4.5.

4.1 Parasitic CNFETs due to Unetched CNTs

Single-walled semiconducting CNTs form the channels in CNFETSs, and these channels are
controlled by a gate contact. The p- and n-type doping of CNTs (for manufacturing p-type
and n-type CNFETS) is typically carried out by metal work-function engineering of the
source and drain contacts [6]. The source, drain, and gate contacts are patterned using

low-temperature lithographic steps that are compatible with the standard back-end-of-line
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(BEOL) fabrication ow. The manufacturing process of bottom-gate CNFETSs involves
multiple stages of CNT deposition, etch, and contact patterning using multiple mask layers
and silicon-compatible air-stable materials [34, 123]. After CNT deposition, unwanted
CNTs outside CNFETs are etched away using an oxygen-plasma etch process [124]. A
photoresist layer is used to protect the CNTs inside CNFETs from the etch process.

Like any other manufacturing process, high-density oxygen-plasma etch is associated
with inherent process variability [125]. CNTs may be left unetched due to a high density
of CNTs (> 50 CNTs per m [123]) and a non-ideal etch process [63]. The presence of
CNT aggregate defects increases the chances of CNTs left unetched even by a mature etch
process. Experimental evidence of CNTs getting bundled after deposition and forming
aggregates have been reported in [6]. A technique called \RINSE" is used in [6] to reduce
CNT aggregate density by adhesion coating of the deposited CNTs and subsequent soni-
cation to agitate and remove the aggregates. However, RINSE may lead to a reduction
in the CNT density through the inadvertent removal of non-aggregate CNTs. Moreover,
RINSE requires a large power supply for providing megasonic power for the soni cation
of large commercial-scale wafers. High power consumption and a reduction in CNT den-
sity in the active layer are major drawbacks associated with RINSE. On the other hand,
design or layout-level methods for minimizing the impact of potential CNT aggregates
are more scalable, robust, and better suited for high-volume manufacturing, compared to
fabrication-based approaches such as RINSE [126].

Fig. 4.1 shows several CNT aggregates in a die manufactured at the SkyWater Tech-
nology foundry. Such aggregates are di cult to etch away, often a ecting subsequent steps

in the fabrication ow and degrading the quality and yield of the product. The failure
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Figure 4.1 : SEM image of CNT aggregates in the gap between adjacent standard
cells in a CNFET die manufactured at a commercial foundry (\FOV" stands for
eld-of-view).

to etch aggregates results in the presence of unetched CNTs at undesired locations in the

layout, i.e., outside CNFETs. The unetched CNTs may connect two nodes of the circuit

leading to two possible consequences:

~

If an unetched CNT between two nodes is metallic, the nodes get permanently

shorted.

If the unetched CNT is semiconducting, the nodes are conditionally shorted, i.e.,
the unetched CNT conducts current if there exists a signal-carrying interconnect in
proximity that enables carrier transport in the CNT. We refer to such an unetched

CNT driven by a proximal metal-routing layer as a para-FET.

The necessary conditions for the formation of para-FETs between adjacent standard cell
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instances in the layout are: (a) presence of unetched CNTs (or CNT aggregates) between
the rightmost source/drain (S/D) contact (or nger) of left standard cell and leftmost S/D
contact of the right standard cell; (b) some portion of at least one unetched CNT must be
covered by a metal layer used for routing. The metal layer acts as the controlling gate for
the para-FET. Note that, larger the gap between adjacent cells and smaller the height of
individual cells, lower is the likelihood of occurrence of unetched CNTs that extend from
the left cell to the right.

The para-FET strength depends on: (a) gap between the adjacent cells, which deter-
mines the length of the para-FET; (b) portion of unetched CNTs covered by the metal
layer, which determines the e ective gate area of the para-FET; (c) logical connections of
the facing S/D contacts of the adjacent cells. If both facing contacts are tied to the power
supply (in pull-up network or PUN) or ground (in pull-down network or PDN), the formed
para-FET is in cut-0, i.e., inactive, and does not a ect performance, as its two ends are
shorted. Therefore, smaller gaps between cells, high-density metal routing, and cell pairs
with at least one of the facing S/D contacts in PUN (PDN) not connected to the power
supply (ground) aggravate the potential impact of para-FETs on circuit performance.

In summary, the factors determining the formation and impact of active para-FETs
are: (a) standard cell orientations in the layout; (b) density of CNT aggregates after CNT
deposition; (c¢) e ciency of the CNT etching mechanism and RINSE; (d) density of metal
routing closest to the active layer (i.e., the CNT-deposited plane); (e) standard cell height;
and (f) the gap between adjacent standard cells. The nature of para-FETs formed between
PUNs (PDNSs) of adjacent cells is p-type (n-type). Fig. 4.2 illustrates the side and top

views of an n-type para-FET between the PDNs of adjacent standard cells. The probability
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Figure 4.2 : Para-FET formation due to unetched CNTs between PDNs of adjacent
cells: (a) top view and (b) side view. The gate oxide and doping oxide are not shown
in (a) for visual clarity.

of para-FET occurrence between PUNs and PDNs of adjacent standard cells in a layout is

analyzed in Section 2.4.2.

4.2 Cell-level Impact of Para-FETs

Para-FETs can form conditional shorts between the terminals of two horizontally adjacent
cells in a CNFET-based design layout. Consider two unit-sized inverters with unetched
CNTs aggregated in the active layer between their PDNs (inset in Fig. 4.4). In the presence
of an overlying Metal-1 (or underlying gate metal), the unetched CNT can form an n-type
para-FET that shorts the output of the left inverter, Y1, to VSS. The strength of this
para-FET depends on the gap between the neighboring cells, the metal layer driving the
para-FET, and the size of the CNT aggregate. Similarly, p-type para-FETs are formed
due to unetched CNT aggregates in the PUN.

The width of the unetched CNT aggregate covered by the metal layer determines the
gate width of the para-FET. The channel length (Lpara) is given by the gap between the

adjacent contacts of the two cells. Para-FETs driven by the gate layer are signi cantly
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Table 4.1: SNMy (V) of a cascaded inverter pair in the presence of para-FETs
shorting the PDN. The nominal SNMy in the absence of para-FETs is 0.608 V.

L (nm)
Metal Layer Type | g9 1680 " 2520 3360 420J)

Metal-1 0.495 0530 0551 0.563 0.57L
Gate 0.065 0.154 0.212 0.253 0.28p
Metal-1, Gate 0.064 0.153 0.211 0.252 0.284

stronger compared to a similarly sized para-FET driven by Metal-1. This is due to the
higher dielectric constant of the gate dielectric HfO, (compared to the inter-layer dielectric
Si0,) and a lower oxide thickness of 15 nm (compared to 360 nm for the Metal-1 layer).

In Fig. 4.4, we show the voltage-transfer curves (VTCs) of an inverter in the presence
of para-FETs with Lpara equal to 840 nm and 1680 nm in the PDN. To present the worst-
case impact, we assume that the width of the CNT aggregate is equal to the width of a
nominal CNFET in the PDK, and the entire aggregate is covered by the Metal-1 (or gate)
layer. As the para-FET shorts the output to VSS, the pull-up performance of the inverter
is a ected, and the VTC deviates from the para-FET-free case when the inputVy is low. In
the deviated VTC, the output-high voltage and the high static noise margin (SNMy) are
degraded. Observe that for the samé. para, the impact on the inverter pull-up operation
is considerably higher when the para-FET is driven by the gate compared to when it is
driven by Metal-1. Also, the strength of the para-FET (and its impact) decreases as its
L para increases.

Table 4.3 shows theSNMy of the cascaded inverter-inverter pair under para-FETs
driven by either Metal-1, or the gate layer, or both for di erent values of Lpara. The impact
of para-FETSs driven by the gate or both Metal-1 and gate is catastrophic compared to those
driven solely by Metal-1. Especially for strong gate-driven para-FETs (para = 840 nm),

the negligible SNMy denotes that the output is almost stuck at low. These simulation
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Figure 4.3 . Voltage transfer curves (VTCs) of a cascaded inverter pair in the
presence of para-FETs shorting the PDN. The respective high static noise margin
(SNMy) value is listed alongside each VTC.

results demonstrate that strong para-FETs can lead to stuck-at faults while weak para-
FETs can degrade the noise immunity of a ected cells. In the next section, we propose
an optimization technique that mitigates the majority of potential para-FET hotspots at

negligible cost.

4.3 Proposed Method: ParaMitE

Unetched CNTs between two adjacent cells in a row can form active para-FETs only if the
rightmost S/D of the left cell and the leftmost S/D contact of the right cell are at di erent
potentials. To mitigate the impact of para-FET hotspots, we horizontally ip selected cells

in each row to ensure that this necessary condition for para-FET formation is not satis ed.
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4.3.1 Problem Formulation

As the CNTs are deposited horizontally in the active layer, para-FETs can only form
between two horizontally adjacent cells in a row. LetC; and Cj+; constitute a horizontally
adjacent cell pair with a gap of dj+1 between them and with C; on the left. Under
horizontal ips, the set of possible orientations of the cell pair is given by the ordered
quadruple Oji+1 = ((Ci, Ci+1), (C/, Ci+1), (Ci, Cliy)s (Cy Cihp)). In this case, C is
the horizontally ipped form of Cj. Let Fii°™ (FXF°") be a binary variable that is
1 if the rightmost S/D contact in the PUN (PDN) of the left cell and the leftmost S/D

contact in the PUN (PDN) of the right cell are at di erent potentials, and is O otherwise.

Here, ki 2 f 0;1; 2; 3g and it denotes that the cells are in the kith orientation in O;j;j+1. We
then de ne the para-FET susceptibility of this cell pair, p!f} +1 Inthe kith orientation to
be: Py = (L=dia1) FERUN + FAAPN . Both the probability of CNTs remaining

unetched and the strength of the resultant para-FET increases with decreasingdi; +1 ;

ki

therefore, d;; +1 is kept in the denominator in p;i,; .

P _
For arow R with N cells, the row para-FET susceptibility is de ned asPg = = ¥, * p!f; 41
P
The global para-FET susceptibility of a CNFET design is then given by G= Pr. Let
W, W ,and denote the change in wire length, the maximum allowed total wire length,

and the maximum allowed cell-pair para-FET susceptibility, respectively. The ParaMitE

optimal cell ipping (ParaMitE-OCF) problem is given by:

ParaMitE-OCF
Instance: A layout with initial wire length W, and the para-FET susceptibility of
each cell pairp:‘;{ 48 ii2N”Mi N land8k: ki 2f0;1;2;3g.
Objective: Find the optimal value of k; (given by k; ) to minimize Pr such that: (1)
the nal wire length, W+ W W ;(2)8i:i2N*i N 1 p:(; o
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Consider the decision version of a restricted form of the ParaMitE-OCF problem where
=1 and p!fi‘+1 =08i:i2N~i N 1,8k :k 2f0;1;2;3g.
R-ParaMitE-OCF
Instance: A layout with initial wire length W.
Question: Is there an orientation k; such that the nal wire length W+ W W ?
The problem of nding an optimal set of ips to minimize the total wire length in the
layout (WL-OCF) is equivalent to R-ParaMitE-OCF and is known to be NP-complete [127].
In the following, we prove using the method of restriction [128] that because WL-OCF is
NP-complete, ParaMitE-OCF is NP-hard. We also show that the decision-problem version

of ParaMitE-OCF is in NP, therefore, it is NP-complete.
Theorem 4.1. The decision-problem version of ParaMitE-OCF is NP-complete.

Proof. Given a certi cate k;, the veri cation involves polynomial-time computation using
G, W+ W, and p:fii 4 812N~ N 1. As the size of the certi cate k; and the
veri cation are both polynomial in N, ParaMitE-OCF is in NP.

R-ParaMitE-OCF (which is a restricted form of ParaMitE-OCF) is equivalent to WL-
OCF. Therefore, to solve an arbitrary instance of WL-OCF, we need to apply the following
restrictions to any arbitrary instance of ParaMitE-OCF: 1) = 1, and 2) p!f} 4 =08i:
i2N*i N 1;8Kki: ki 2f0;1,;2;3g. Therefore, solving ParaMitE-OCF must be at least

as hard as solving WL-OCF. As WL-OCF is NP-complete, ParaMitE-OCF is NP-hard. As

ParaMitE-OCF is in NP and is NP-hard, it is NP-complete. O
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4.3.2 ILP Model

To solve ParaMitE-OCF, we harness the implicit enumeration capabilities of an integer-
linear programming (ILP) model. For a row Ry, the row para-FET susceptibility Pg,, is
independent of Pr, 8m 6 n. Thus to minimize the global susceptibility G = P r Pr, We
separately minimize eachPr. For a row R with N cells, we de ne binary decision variables
Xgr = fxq;%2;:00;Xn 0. For a cell G, x; = 1 if it is ipped and is O otherwise. For the

ordered quadruple of possible orientations of adjacent cells, given b®;; +1, the values of
(xj, Xj+1) are (0, 0), (1, 0), (0, 1), and (1, 1), respectively. Recall that pII+1 denotes the
cell-pair para-FET susceptibility of the adjacent cells when they are in thek!" orientation

in Oii+1 (ki 210;1;2;3g). The optimization problem for minimizing Pg is given by:

g 1
minimize a xp)Ha x,+1)p“+l+xi(1 x,+1)p”+1
XR iz

(1 X)XisaPli3s + XiXis1 Pliag (4.1a)
subject to
W+ W W ; (4.1b)
a xpHa x,+1)p”+1 i=1;::;N 1 (4.1¢)
xi(l Xis1)Po i=1;::;N 1 (4.1d)
1 x)x.+1p,,+1 i=1;::5;N 1 (4.1e)
xx.+1p”'+31’ i=1;::5N 1 (4.11)

Note that 8i, constraints 4.1c-4.1f are non-linear due to thes;X;+; product term. There-

fore, to linearize our model, we replacex;xj+1 with another binary variable y;. This sub-
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stitution necessitates two additional constraints for eachi: (1g) x;+ Xj+1 y; 1 and (1h)
Xi + Xi+1  2y; 0. Thus, for a row with N cells, the total number of decision variables
is2N 1 (Nxi'sand (N 1)y's) and the total number of constraints is 6N 5 (1b and
lc-lhfori =1;:::;N 1). Our model is computationally e cient because the number of

decision variables and constraints are polynomial inN .

4.3.3 Considerations in ILP Modeling

Minimum Admissible for Solution to ILP Problem

During the ILP-based optimization of a row of cells, when no constraint is placed on the
wire length, i.e., W = 1 in constraint (1b), it is possible to compute, in polynomial time,
the theoretical lower bound of , min, for which at least one solution to the ILP problem
exists. Note that an upper bound on , max, is the maximum para-FET susceptibility
across all possible cell-pair orientations in a row, for any arbitrary value ofW . Such
estimates of the lower and upper bounds provide a well-de ned range in which can be
tuned.

To compute in for a row, we build a \consistency graph" CG to represent possible
combinations of legal cell placement in the row. A vertexv in CG represents one of the
four cell-pair orientations: f(Ci;Ci+1);(Ci°; Ci+1); (Ci;Ci°+1); (Cio; Ci°+1)g. Let v be repre-
sented by an ordered pair {¢;Vv;). Here, v and v, denote the left and right cells (in given
orientations) in an adjacent cell pair, respectively. For example,v; (v;) can representC;
(Ci+1). A directed edge is present from vertexu to vertex v if u, = v;. Therefore, CG is a
directed acyclic graph which, upon levelization, is seen to contain four vertices in a levdt
1 | N 1whereN is the number of cells in a row. The four vertices inl correspond

to the four possible cell-pair orientations: f(C|;C|+1);(C,°; C|+1);(C|;C,°+1);(Cf; C|°+l)g.
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Figure 4.4 : Consistency graph for horizontal ipping of cells in a row.

There are no edges between vertices in the same level ©G. Every vertex has exactly two
fan-in edges and two fan-out edges, except the ones in levek 1 (I = N 1) that have no
incoming (outgoing) edges. Each vertex inCG has a weight that equals the corresponding
para-FET susceptibility p:‘i +1- Fig. ?? illustrates CG for a row with four cells, with the
leftmost (rightmost) cell denoted by C1 (Cy).

Every path from | = 1to | = N 1 represents a legal cell-row placement (with or
without cell ips). Having the -constraint in the ILP model is equivalent to pruning CG
by removing vertices with weights exceeding . Therefore, during ILP-based optimization
under -constraintwith W = 1 , the feasible solution space, i.e., possible cell- ip solutions,
comprises the remaining paths froml =1to | = N 1 after pruning CG. Our objective
isto nd min for which at least one path exists froml=1to = N 1in CG.

Fig. 4.5 presents the algorithm for computing min . The inputs to the algorithm are
CG and an array P C consisting of the susceptibility based weights of the vertices irCG.
The Levelize() function levelizes CG to return its levels. Every vertex v in a level |
(2 | N 1) has two incoming edges from vertices il 1. As we traverseCG from

I=1to I = N 1, the susceptibility weight P C[v] is updated to P C [v] for every vertex v
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Input: Consistency graphCG, para-FET susceptibility array PC
Output:  Minimum feasible ( min ) for W =1
L Levelize (CG); //get levels (with respective vertices) in CG
[ max nal (or deepest) level in CG;
for 2 L do
for vertexv 2 | do
(f1;f2)  fan-in vertices of v;
path  Min (P C[f1]; PC[f 2]);
PCv]  max(PCIV]; pain );

end
end
min mir'|8v2lmax PClv];
return  min

Figure 4.5 : Pseudo-code to nd minimum feasible for the ILP model when
W =1 ,i.e., no constraint is placed on the wire length.

such that PC [v] is the minimum for which at least one path exists froml =1 to v. The
PC[v] for all v in level | is updated as: PC [v] = max(PC[v];min(PC [f1];PC [f2]),
where f1 and f, are the fan-in vertices ofv. This update policy guarantees that P C [v]
stores the minimum  for which at least one path exists from level 1 to vertexv in level
| and v is a part of that path. If we set < mingy2 PC [v], all vertices in | are removed
during pruning of CG resulting in no path from level 1 to N 1 and, consequently, no
feasible cell-ip solution to the ILP problem. Therefore, for a solution to exist to the
row-optimization problem under W = 1, min = Mingy2=n 1 PC [v]. The time

complexity of the proposed algorithm isO(N).
Relaxed Version of Proposed ILP Model

To precisely calculate the change in wire length for anXr (1b), we need to reroute the
interconnects in the entire layout. This can lead to a signi cant increase in the overall
computation time because routing is computationally expensive [129] and needs to be
performed several times to minimizePr. Therefore, instead of limiting the wire length, we

consider a relaxed form of constraint (1b) where we limit the number of cells ipped in a
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row. In a row R with N cells, the new constraint (1b) (in the relaxed model) is therefore
given by P iN=1 Xi Fr; here Fr denotes the maximum number of cells in rowR that
can be ipped. While the wire length is not explicitly constrained in the relaxed model,
simulation results on multiple benchmarks (see Section 4.4.2) show negligible increase in
wire length after applying ParaMitE. An alternative way to limit the number of cells ipped

can be to add a Lagrangian regularization term (e.g., (P iNzl Xi FRr)) to the objective
function [130]. However, the Lagrangian-regularized model cannot always guarantee that
the condition P N, Xi Fg is satis ed. Therefore, we keep the ip count as a constraint
(and not a regularization term). Note that we provide the total number of allowed global

ip counts in the entire layout, Fg, as the input to ParaMitE. This value ( Fg) is then

distributed among the rows and the row budget, Fr, is determined using one of three

budgeting policies as described next.
Assignment of Flip-Count Budgets for Row Optimization

We present three budgeting schemes for allocating the ip-count thresholdFr to a cell row

in ParaMitE:

1. Row-density (RD) : The ip-count budget Fr assigned to a cell row withN cells
is: Fr = ,\’l\‘—G Fs, where Ng is the total number of cells in the design. The rows are

traversed starting from the top of the layout during ParaMitE.

2. Susceptibility-based (SB) : The ip-count budget Fgr assigned to a cell row is:
Fr = E—g Fs, where Pr (Pg) is the sum of para-FET susceptibilities of cell pairs in

the row (entire layout) before initiating ParaMitE. The rows are traversed starting

from the top of the layout.
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3. Greedy row traversal with carryover (GR) : This scheme uses the susceptibility-
based scheme for allocating ip-count budgets to the rows before initiating ParaMitE.
During ParaMitE execution, the row-wise cell- ipping is carried out in a greedy
manner by traversing the rows in descending order of their para-FET susceptibilities,
i.e, the row with the highest total susceptibility is optimized rst. If a row ends up
using fewer cell ips than the allocated budget, the remainder is carried over to the

budget allocated to the next row in the order of traversal.

The RD budgeting scheme assign&r based on the cell count for each row; therefore,
it is suitable for layouts where all rows have similar row susceptibility and strong para-
FETs are not clustered. However, in this scheme, two rows with the same cell count but
with signi cantly dierent Pg are assigned the same ip budget. Thus, when stronger
para-FETs are clustered in rows with fewer cells, the RD scheme can lead to a majority
of strong para-FETs remaining unmitigated. The SB budgeting addresses this issue by
assigning higher ip budgets to rows with higher Pr. When the likelihood of unetched-
CNT occurrence is high due to process immaturity, the GR scheme is recommended to
reduce para-FET susceptibility further (beyond what the SB scheme achieves) by ensuring

full utilization of the ip-count budget, Fg.
Presence of Metal Layers Driving Para-FETs

The cell-level impact of para-FETs depends on the metal layer driving the unetched CNTs
(Sec. Il). However, the metal cover on a row can change when cells in a di erent row are
ipped and the interconnects are rerouted. Fig. 4.6 illustrates this change for a row in the
LDPC benchmark before and after ParaMitE. Accurate consideration of the metal cover on

a row is infeasible as the interconnect routing can change after the row has been optimized
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Figure 4.6 : Gate (red) and Metal-1 (yellow) layer on a region in the LDPC layout
before (top) and after (bottom) ParaMitE. White dashed rectangles highlight the
changes in the metal cover. The length of the gate (Metal-1) layer decreases (in-
creases) post ParaMitE.

using ParaMitE. At the minimum, determining Pgr necessitates rerouting after each row
(ideally, after each para-FET hotspot in a row) is handled; this is computationally expensive
[131]. Therefore, we consider the worst-case scenario where all unetched CNTs are covered
by a proximal metal layer and form para-FETs. Our pessimistic approach ensures that we

are able to include all the para-FET candidates in the optimization framework.

4.4 Experimental Results

We evaluate the performance of ParaMitE on four open-source benchmarks | AES (50
MHz, 150K cells), OpenPiton (12.5 MHz, 274K cells), LDPC (33.33 MHz, 80K cells), and
Nova (16.67 MHz, 184K cells), each synthesized using a 90 nm CNFET PDK obtained

from the SkyWater Technology foundry.
4.4.1 Experimental Setup

In Section 4.3.3, we showed that the parameters in our ILP model can be selected in

several ways| Fg can be assigned based on one of the three budgeting policies (row-
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Figure 4.7 : ParaMitE framework for para-FET mitigation. The Design Exchange
Format (DEF) le speci es the physical layout of an IC.

density, susceptibility-based, or greedy+carryover) while can either be assigned globally
to all rows (global mode) or its minimum value for each row can be considered (min mode).
We consider the performance of ParaMitE under all these di erent settings. Fig. 4.7 shows
our simulation framework. Using the layout obtained from the place-and-route (PnR) step
in the RTL-to-GDS ow, we calculate the initial global para-FET susceptibility ( G) and
identify possible para-FET hotspot locations. We then apply ParaMitE (with appropriate
Fec and ) such that G and the overhead (increase in total power and wire length) are
within acceptable limits. We implement the ParaMitE ow using the Python API of the
Gurobi ILP solver and use Cadence Tempus 18.1 and Innovus 17.1 for PPA computation.
Simulations were performed on two 2.53 GHz Intel E5630 Xeon CPUs with 64 GB RAM.
The maximum ParaMitE run time (across all four benchmarks) is 5 minutes, thereby the

proposed solution is computationally e cient.
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Figure 4.8 : Performance of ParaMitE with the RD budgeting policy.

4.4.2 ParaMitE Evaluation

Fig. 4.8, Fig. 4.9, and Fig. 4.10 show the performance of ParaMitE under di erentFg
with the row-density (RD), susceptibility-based (SB), and greedy row traversal with carry-
over (GR) budgeting policies, respectively. For all benchmarks, we observe that for some
Fc = Fg, the reduction in hotspot count (RiH) and the reduction in global susceptibility
(RiS) all saturate at some value of Fg. This saturation point signi es that all para-FET
hotspots, which can be mitigated usingin-situ horizontal ipping, have been mitigated.
The percentage of cells actually ipped (CAF) also saturates at someFg, but this sat-
uration point can dier from Fg. Note also that for all Fg, RIS  RiH; this is because
we preferentially mitigate para-FET hotspots where the adjacent cells are closely placed
(these hotspots have a higher contribution to the global susceptibility). Across the bud-
geting policies, forFg = F5, ParaMitE mitigates between 45%-60% of para-FET hotspots
for di erent benchmarks (RiH plot in Figs. 4.8{4.10). Similarly, the para-FET susceptibil-

ity is reduced by 66%-77% from its initial value. Also, the susceptibility-based budgeting
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Figure 4.9 : Performance of ParaMitE with the SB budgeting policy.
performs marginally better than the other policies.

Fig. 4.11 and Fig. 4.12 compare the frequency distribution of para-FET hotspots
before and after ParaMitE using the susceptibility-based budgeting policy atFg = F5. We
preferentially mitigate strong (small-gap) para-FETs; due to this, the reduction in count
is maximum (up to 90%) for such para-FETs. Fig. 4.13 shows that there are considerably
fewer para-FET hotspots in OpenPiton after ParaMitE (susceptibility-based budgeting) is
applied. Similar results are obtained for other benchmarks.

Tuning can be used to limit the maximum cell-pair susceptibility in a row, for layouts
where strong para-FET hotspots are clustered. A strict constraint on (e.g., min) Can
also be used when the likelihood of CNTs remaining unetched is high. In other cases
(uniformly distributed strong hotspots and an e cient etch process), min and max are
proximal and any feasible nin max can be used for a row. Under a relaxed ip
count budget (high Fg), we observe negligible change in the performance of ParaMitE for
di erent values of (see Table 4.2). For all other simulation results (Figs. 4.8{4.12), we

set to max for all rows.
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Figure 4.10 : Performance of ParaMitE with the GR budgeting policy.

(@) (b)

Figure 4.11 : Histogram of para-FET hotspots in AES and LDPC and the reduction
in hotspot count after applying ParaMitE.

With ParaMitE, the number of para-FET hotspots in a layout is minimized; this leads
to lower potential stuck-at faults and leakage power in the presence of unetched CNTSs.
However, horizontal ipping of cells can lead to an increase in the wire length (and, in
turn, the total power consumption, and critical path delay). To analyze this trade-o, we

perform eight simulation experiments for each benchmark:

1. Fg = 100% of Ng, RD budgeting, = mnax for each row;
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Figure 4.12 : Histogram of para-FET hotspots in Nova and OpenPiton and the
reduction in hotspot count after applying ParaMitE.

2. Fg = 100% of Ng, RD budgeting, = min for each row;

3. Fg = Fg, RD budgeting, = max for each row;,

4. Fg = Fg, SB budgeting, = max for each row;

5. Fg = Fg, GR budgeting, = mnax for each row;,

6. Fg set to minimum value for feasibility, RD budgeting, = min for each row;
7. Fg set to minimum value for feasibility, SB budgeting, = nin for each row;
8. Fg set to minimum value for feasibility, GR budgeting, = in for each row;

For these experiments, Table 4.2 shows the reduction in the number of para-FET
hotspots, global para-FET susceptibility, and the number of CSAFs after ParaMitE is
applied. The overhead associated with ParaMitE is shown in Table??. Recall from Section
4.3.3 that for each row, only one orientation (de ned by k;) of the cells satises = i .
As a result, it is likely that the ILP model can become infeasible if = i, and Fg is
low. Due to this, we nd that Experiments 7{8 described above render the ILP model

infeasible for some benchmarks (hence, they are omitted from Table 4.2 and Tabl@?).
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(a) Before ParaMitE (b) After ParaMitE

Figure 4.13 : Heat map showing para-FET hotspots in OpenPiton before and after
applying ParaMitE (with susceptibility-based budgeting). Warmer (cooler) colors
represent strong (weak) para-FET hotspots.

However, for all other cases, there is a considerable reduction in the number of para-FET
hotspots and global para-FET susceptibility. The relative reduction in global susceptibility
G, de ned in Section 4.3.1, is higher because strong para-FETs (which we preferentially
mitigate) have a higher contribution to G. Para-FETs in the linear/saturation range can
short a node to VDD (VSS) leads to a conditional stuck-at-1 (stuck-at-0) fault. We insert
para-FETs between 100 random cell pairs and observe that ParaMitE reduces the number
of conditional stuck-at faults (CSAFs) by up to 85% (Al in Table 4.2). This optimization
comes at negligible cost in terms of total power, critical path delay, and wire length.
Comparing Experiments 1 and 2, we observe that the performance is similar irrespective of
. From Experiments 3 and 4, we nd that for the same Fg, susceptibility-based budgeting
o ers similar performance as row-density budgeting with a lower number of cells ipped.
While the greedy budgeting policy (Experiment 5) e ciently utilizes the entire ip budget,

the reduction in global susceptibility for the same ip count is lower compared to the other
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Table 4.2: Simulation results showing the performance of ParaMitE for di erent
Fe, , and budgeting policies. The rst letter in Exp denotes the benchmark: A-
AES, O-OpenPiton, L-LDPC, N-Nova. The second letter denotes the experiment
number (de ned in Section 4.4.2). RD (row-density), SB (susceptibility-based), and
GR (greedy+carryover) denote the three budgeting policies. #CSAFs denotes the
number of conditional stuck-at faults caused by para-FETs

ParaMitE Settings Before ParaMitE After ParaMitE
Exp Fs Global Global
(% of Ng) #hotspots suscep. #CSAFs | #hotspots suscep. #CSAFs

Al 100, RD max 106531 60.80 100 43832 12.97 15
A2 100, RD min 106531 60.80 100 43919 12.97 15
A3 45, RD max 106531 60.80 100 44000 12.99 17
A4 45, SB max 106531 60.80 100 44316 13.08 17
A5 40, GR max 106531 60.80 100 45106 13.34 18
A6 20, RD min 106531 60.80 100 64157 21.65 23
A7 30, SB min 106531 60.80 100 51313 15.69 18
A8 25, GR min 106531 60.80 100 56760 18.07 15
o1 100, RD max 154379  103.82 100 62362 23.66 22
02 100, RD min 154379  103.82 100 62389 23.66 26
03 35, RD max 154379  103.82 100 63235 23.82 37
04 42, SB max 154379  103.82 100 63484 23.83 35
05 40, GR max 154379  103.82 100 63095 23.77 34
06 80, RD min 154379 103.82 100 62473 59.53 36
L1 100, RD max 54807 47.49 100 29776 15.73 31
L2 100, RD min 54807 47.49 100 29794 15.73 32
L3 40, RD max 54807 47.49 100 29879 15.74 36
L4 40, SB max 54807 47.49 100 30912 15.94 35
L5 40, GR max 54807 47.49 100 30818 15.92 34
L6 30, RD min 54807 47.49 100 31398 16.56 37
N1 100, RD max 115074  115.19 100 56070 38.39 21
N2 100, RD min 115074  115.19 100 56076 39.39 24
N3 40, RD max 115074  115.19 100 56241 38.41 26
N4 40, SB max 115074  115.19 100 59450 39.11 28
N5 45, GR max 115074  115.19 100 57471 38.69 28
N6 35, RD min 115074  115.19 100 59863 40.74 31

two budgeting policies. Experiments 6{8 show that across all budgeting policies, if we limit
Fgs, the performance with = i, is worse compared to when = 5. This is because
several cell- ip solutions are rendered infeasible under strict and Fg constraints.
Interestingly, ParaMitE-induced cell ips reduce the impact of the unmitigated para-
FETs by reducing the usage of gate metal during re-routing. After executing ParaMitE
with = mnax, SB budgeting policy, and Fg = Fg, the percentage reductions in the
wire length of gate-metal routing are 4.3%, 3.1%, 4.2%, and 1.3% for AES, LDPC, Nova,

and OpenPiton, respectively. The gate-metal routing is higher before ParaMitE because
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Table 4.3: PPA Overhead of ParaMitE for di erent Fg, , and budgeting policies.

ParaMitE Settings ParaMitE Overhead (%)
Exp G Cells Total Cnitical Wire
(% of Ng) ipped power path delay length

AL | 100, RD  ma | 5056 +0.15  +1.81  +3.76
A2 | 100,RD  mn | 4837 +0.15  +2.00  +3.61
A3 | 45, RD max | 43.69 +0.11  +1.53 +3.3

Ad 45, SB e | 4292 +0.12  +1.48 +3.3

A5 | 40, GR max | 40.00 +0.12  +1.49  +3.07
A6 | 20, RD mn | 19.90 -0.01 +0.41  +1.61
A7 30, SB mn | 29.88 +0.03  +0.92  +2.38
A8 | 25, GR mn | 25.00 +0.00  +0.82  +1.99
OT | 100, RD max | 49.94 +0.32  +1.67  +2.33
02 | 100,RD  mn | 4876 +0.31  +1.77  +2.31
03 | 35 RD max | 33.33 +0.28  +159  +1.89
04 | 42, SB max | 34.00 +0.28  +152  +1.91
05 | 40, GR max | 39.99 +0.29  +1.73  +2.08
06 | 80, RD mn | 3477 +0.29  +158  +1.98
[T | 100, RD  max | 50.67 +0.42  +158  +156
L2 | 100,RD  mn | 49.86 +0.41  +156  +1.53
L3 | 40, RD max | 37.93 +0.32  +1.32  +1.17
L4 40, SB max | 3531  +0.3 +0.54  +1.12
L5 | 40, GR max | 39.99 +0.34  +1.30  +1.27
L6 | 30, RD mn | 29.85 +0.25  +0.22  +0.96
NI | 100, RD  max | 4951 +0.03  +1.49  +3.18
N2 | 100,RD  mn | 49.95 +0.03  +1.39  +3.16
N3 | 40, RD max | 36.77 +0.01  +0.86  +2.63
N4 | 40, SB max | 31.67  -0.02 +0.81  +2.31
N5 | 45 GR max | 4421 +0.01  +1.49  +2.89
N6 | 35, RD mn | 34.86 +0.00  +0.84  +2.45

the PnR tool has placed cells in orientations such that gate-metal routing can connect
nearby cells for wire length minimization. Flipping the cells reduces gate-metal routing
by introducing blockages. As para-FETs driven by the gate metal are stronger than those
driven by other BEOL metal layers, reduction in the gate-metal routing post-ParaMitE

decreases the impact of the unmitigated hotspots.

4.5 Conclusion

We have presented ParaMitE, an optimization method to reduce the number of potential
para-FETs in a CNFET layout. Our method ensures that, even in the presence of unetched
CNT aggregates in the CNFET active layer, up to 60% of the para-FETs formed are

always turned-o . We preferentially mitigate strong para-FETs that short two adjacent
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cells placed closely. Simulation results, obtained using a CNFET PDK from a commercial
foundry, show that up to 90% of these strong para-FETs (which lead to catastrophic
stuck-at faults) can be mitigated. ParaMitE includes multiple parameters (e.g., , Fg,
and budgeting policy) that can be tuned based on the CNFET layout. We discuss how
these parameters can be tuned based on the characteristics of the design. The low CPU
run time ensures that such iterative tuning is feasible for large designs. In addition, a
hybrid ow (where parameters can vary across rows and di erent ParaMitE settings are
considered) can also be explored. As the cells are ippeth situ, the impact on the total
power, critical path delay, and the wire length are negligible. ParaMitE can be used to
identify the locations of para-FET hotspots in a layout and can therefore also be used to

provide e ective feedback to the foundry for yield ramp-up.
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Modeling Imperfections in IPNNs

Integrated photonic neural networks (IPNNs) are promising successors to electronic Al
accelerators; however, their performance under inevitable imperfections in the manufac-
turing process and in- eld has largely remained unexplored. In this chapter, we present
the rst comprehensive study of the impact of uncertainties and imprecisions (collectively
referred to as imperfections) on the performance of IPNNs [132] [133]. Our analysis fol-
lows a bottom-up approach: we show how imperfections in di erent components a ect the
functionality of IPNN's fundamental devices (i.e., Mach-Zehnder interferometers, or MZIs)
and how the a ected MZIs lead to incorrect matrix multiplication, which nally results in
degraded inferencing accuracy. We show that this degradation varies signi cantly based on
the tuned-phase angles, the position of the a ected MZIs, and the nature of the variations
(e.g., whether they are correlated or localized). Moreover, we show that imprecisions in-
troduced due to non-uniform MZI insertion losses and quantization error in low-precision
phase encoding have a catastrophic impact when topologically deeper (close to the out-

put) IPNN layers are a ected. In particular, we show that the IPNN accuracy can drop

124



to 10% (accuracy of random prediction for the MNIST dataset) under expected levels of

uncertainties in PhS and BeS. The main contributions in this chapter are:

~ A comprehensive hierarchical analysis of the impact of uncertainties in phase angles

and splitting ratios in the MZIs in IPNNs;

An analysis of the impact of imprecisions due to the non-uniformity in the MZI

insertion loss on IPNN accuracy;

An analysis of IPNN performance under quantization errors imposed by low-precision
phase encoding in the PhS and a comparative study of di erent phase encoding

methods;

A modeling framework to identify critical components in IPNNs where imperfections

lead to severe degradation in the IPNN inferencing accuracy;

~ A case-study on the inferencing accuracy of IPNNs in the presence of multiple si-

multaneous imperfections.

The remainder of this chapter is organized as follows. Section 5.1 discusses the di erent
sources of IPNN imperfections and Section 5.2 presents relevant prior work. In Section 5.3,
we analyze the impact of uncertainties in the phase angles and splitting ratios in IPNNs
and identify the uncertainty susceptible \critical' components in the network. Section
5.4 focuses on the IPNN imprecisions; we rst characterize the performance of IPNNs in
the presence of lossy MZIs and then explore how the IPNN inference accuracy is degraded
under low-precision phase settings. In Section 5.5, we use the imperfection models proposed

in Sections 5.3{5.4 to demonstrate how IPNN performance can be a ected under multiple
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simultaneous imperfections. We conclude in Section 5.6 by summarizing the observations

that can guide the design and manufacturing of reliable IPNNs.

5.1 Sources of Imperfections in IPNNs

We classify imperfections in IPNNs into three broad categories: (1) uncertainties in phase
angles and splitting ratios due to fabrication process variations (FPVs) and thermal crosstalk,
(2) non-uniformity in the insertion loss in MZIs due to FPVs, and (3) quantization errors

in the phase angles due to low-precision DACs. FPVs in silicon photonic integrated circuits
have been studied by comparing the response of identically designed devices on the same
die, across multiple dies on the same wafer, across di erent wafers, and also across di erent
fabrication runs [134]. In [135], a non-uniformity of up to  20.7 nm was observed in the
top silicon thickness of dies in a 200 mm SOI wafer. Variations in silicon layer thickness
and etch depth have also been shown to result in degraded performance of optical devices,
such as photonic switches, microring resonators [136], and MZIs [137]. IPNNs are also
sensitive to mutual thermal crosstalk. During inferencing in IPNNs, the trained phase
settings stored in the digital memory are converted to voltage inputs to the microheater
coils using a digital-to-analog converter (DAC) and a voltage driver. The optical phase
shift due to a microheater is proportional to the square of the applied voltage. Due to
such thermal crosstalk among proximal microheaters, the tuned phase shifts may deviate
from their expected value [138], thereby leading to incorrect matrix multiplication and
faulty inferencing. Modeling the e ects of thermal crosstalk requires complex functional
simulations and extensive experimental measurements on a taped-out photonic circuit and
is beyond the scope of our analysis.

The optical signal traversing an MZI experiences coupling loss [139], absorption loss in
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the microheaters' metal planes [140], and propagation loss in the waveguides [139]. Prior
experimental analysis has shown a loss of up to 1.5 dB in a standalone MZI [141]. This
optical loss is non-unform and can vary across MZIs due to FPVs. Another major source
of imprecision is the low-precision DACs used to encode the phase angles. Low-precision
encoding is especially favored for low-power applications as the energy e ciency of DACs
scales exponentially with the number of bits [142]. This leads to inevitable quantization
errors in the phase angles, thereby resulting in incorrect unitary transformations and a
degraded inferencing accuracy. We observe that, while all these imperfections a ect the
MAC operations in coherent photonic neurons, the nature of their impact diers. It is,
therefore, necessary to rst model them in a standalone manner before simulating their

simultaneous impact.

5.2 Prior Work

While the impact of imperfections in silicon photonic devices and optical interconnects has
been studied [134] [143], there has been little prior work to help understand the cumulative
impact of di erent uncertainties and imprecisions on IPNNs built using imperfect photonic
components. Even in the few cases where this has been studied, e orts typically focus on
highlighting the impact of one (or in some cases, a select few) source(s) of imperfections. For
example, [61] explored the e ect of non-uniform insertion loss in the MZIs and uncertainties

in the phase angles alone. Both the insertion loss and phase errors are sampled from zero-
mean Gaussian distributions; however, the respective distributions are assumed to have
the same standard deviation across all the MZIs. The deployment of thermal actuators
to compensate for phase errors was proposed in [144]. However, the micro-heaters in such

actuators lead to induced mutual thermal crosstalk among neighboring waveguides. A
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method to counter the impact of uncertainties using a modi ed cost function during training
and post-fabrication hardware calibration was presented in [145]. However, this method
only focuses on uncertainties in the phase angles, ignoring the considerable impact of
inevitable errors in BeS ( 50% reduction in network accuracy as we show later). Moreover,
the required hardware calibration necessitates the extraction of the e ects of FPVs on
each MZI in the network using a di erential test. However, this step becomes increasingly
compute-intensive as the network scales up. The modi ed training also results in up to a
5% loss in the inferencing accuracy, which is unacceptable for many critical applications
(e.g., autonomous driving).

In [132], we modeled the impact of uncertainties in the phase angles and splitting ratios
in MZIs on the IPNN accuracy and showed that their impact can vary widely based on the
position and the tuned phase angles in the a ected MZIs. In [146], we leverage the non-
uniqueness of SVD under re ections to propose an optimization technique to improve the
IPNN performance in the presence of uncertainties in phase angles while ensuring that the
trained weights remain una ected, thereby guaranteeing no loss in the nominal inferencing
accuracy. We also extend our analysis in [132] [146] by considering, for the rst time, the
impact of spatially correlated uncertainties in PhS and BeS, non-uniform MZI insertion
loss, and quantization error due to low-precision phase encoding.

We present a hierarchical and comprehensive analysis of the impact of various uncer-
tainties and imprecisions that can a ect IPNNs. These imperfections can stem from various
sources, e.g., FPVs, run-time thermal crosstalk, and low-precision DACs used for phase
encoding. Fig. 5.1 shows an overview of the proposed bottom-up approach using which we

model each of these imperfections. We also present a case-study of an IPNN under multiple
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Figure 5.1 : Proposed bottom-up modeling framework.
simultaneous imperfections and demonstrate how its inferencing accuracy is a ected under

several di erent scenarios.

5.3 Uncertainties in Phase Angles and Splitting Ratios: A Bottom-
Up Characterization

In this section, we systematically analyze the impact of uncertainties in the phase angle and
splitting ratio in MZIs on the inferencing accuracy of IPNNs. In particular, our analysis
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follows a bottom-up approach from the component level (i.e., PhS and BeS), to the device

level (i.e., MZIs), to the layer level (i.e., MZI array), and to the system level (i.e., IPNN).
5.3.1 Component-Level: Phase Shifter and Beam Splitter

We consider using thermo-optic PhS in IPNNs, which have been widely employed in coher-
ent IPNNs [141] [61]. The temperature-dependent phase change ( ) in a thermo-optic

phase shifter can be modeled as [59]:

21 dn
= —_— — T: A
0 daT 6.1)

Here, | is the length of the thermo-optic phase shifter and ¢ is the optical wavelength.
Also, g% 1.8 10 4K 1lis the thermo-optic coe cient of silicon at ¢ = 1550 nm and
temperature T = 300 K [147], and T is the temperature change. Duringin-situ training
of IPNNs, the phase angles in PhS are applied using thermal actuators (i.e., microheaters).
Mutual thermal crosstalk among neighboring actuated waveguides, which are placed in
proximity in IPNNs, imposes phase errors in  and (see Fig. 5.2). While methods
such as [144] have been proposed to mitigate thermal crosstalk during the transient state
(training), prior work does not address random perturbations in the phase angles during
steady-state inferencing. Furthermore, FPVs can changd (see (5.1)), hence impacting
the e ciency of PhS. Due to perturbations in the phase angles ( and in (Fig. 5.2)),
the transfer matrix of an MZI, Tyz , deviates from its intended form, resulting in faulty
matrix multiplication.

Considering the classical, lossless 2 beam-splitter schematic shown in Fig. 5.2, the

electric elds at the output Ej-; can be attributed to the transmitted electric- eld compo-
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Figure 5.2 : (a) A4 4 linear multiplier realized using MZI arrays, representing the
weights of a four-neuron layer connected to another four-neuron layer. (b) An MZI
with two phase shifters. Here, and denote the phase angles. The MZI footprint
is limited by the length of its phase shifters (MZI dimensions obtained from [141]).

nent Eg and the re ected electric- eld component E;1 based on [53]:

Eo _ Too itio Eo 5.2)
Ex itor riz  Ez

Here,r and t denote the re ectance and transmittance associated with each path, respec-
tively. Note that r3,+ t3; = 1 and r2, + t2, = 1. For symmetric BeS, roo = r;; = r and
to1 = tyo = t. Additionally, for an ideal 3-dB BeS, r = t = pl—i However, under uncer-
tainties, r and t deviate from p%; this results in unbalanced and imperfect BeS [134, 148].
Unlike PhS, BeS are passive devices and once fabricated, we cannot actively change their
r and t values during IPNN training (e.g., in a passive directional coupler).

Prior studies have shown an error of 0.21 radian in the tuned phase angles in PhS for
mature fabrication processes [149]. This corresponds t%@ 100 3.3% of the maximum

possible phase angle, 2 Taking this into consideration, we perturb and using a

Gaussian distribution with mean ( ) set to their nominal tuned values (obtained from
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