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Abstract

Modern sensing and information systems increasingly rely on deep learning to process
high-dimensional data and signals, yet their deployment in real-world environments is con-
strained by several gaps: a lack of realistic, standardized benchmark datasets, architectures
that do not fully exploit the structure of domain-specific data, slow or resource-inefficient
training procedures, and a limited theoretical understanding of the fundamental limits of
learning algorithms. This dissertation addresses these challenges by advancing deep learning
methods, architectures, and theory for data and signal processing applications.

We investigate these issues through a sequence of studies spanning adaptive radar pro-
cessing, neural network architecture design, optimization methods, and information theory.
We first use adaptive radar as a case study, showing that standard neural networks can per-
form accurate data-driven target localization, demonstrating the feasibility of deep learning
for this class of signal processing problems. We then construct a large-scale, physics-based,
complex-valued benchmark dataset for adaptive radar to enable systematic comparisons be-
tween classical space-time adaptive processing (STAP) methods and modern deep learning
approaches, with extensions to real-world adaptive radar scenarios. To improve upon these
approaches, we develop a novel neural network architecture tailored to complex-valued data
that improves generalization and convergence. We propose two complementary mechanisms
for accelerating training and improving generalization across these domains by adaptively
integrating data via real-time class-wise error rates, and by exploiting the geometry of the
underlying data distribution. Finally, we analyze the fundamental limits of generalization
using autoencoders to derive a practical lower bound on generalization error.

Altogether, our findings show that carefully designed datasets, architectures, and train-
ing objectives can substantially improve the efficacy of deep learning methods in data and
signal processing applications. Our methods highlight the potential of using an integrated
approach to deliver robust, reproducible performance in adaptive radar today, while laying
a foundation for future data-driven systems that combine principled theoretical guarantees

with empirical deep learning paradigms.
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1. Introduction

Deep learning has become a dominant paradigm for learning rich representations from
high-dimensional data, enabled by advances in convolutional and residual architectures and
by large-scale sequence models that have driven strong empirical performance across vision,
language, and speech tasks (Baevski et al., 2020; Devlin et al., 2018; He et al., 2016; G. Hin-
ton et al., 2012; Krizhevsky et al., 2012; Radford et al., 2019; Simonyan & Zisserman, 2014;
Vaswani et al., 2017). Despite these successes, modern networks are typically trained under
the empirical risk minimization framework using stochastic gradient variants (Bottou, 2010;
Kingma & Ba, 2014; Rumelhart et al., 1986; V. Vapnik & Bottou, 1993a), wherein practical
deployment often remains constrained by limited training budgets and the substantial data
required for robust performance (Goyal et al., 2017). A broad body of work has therefore
pursued more sample-efficient and robust training principles—spanning normalization and
regularization (Toffe & Szegedy, 2015; Srivastava et al., 2014), data augmentation (Shorten
& Khoshgoftaar, 2019), curriculum and automated curriculum methodologies (Bengio et al.,
2009; Graves et al., 2017), and adaptive sampling or reweighting approaches for imbalanced
and/or heterogeneous learning (Chawla et al., 2002; Finn et al., 2017; Freund & Schapire,
1997; Katharopoulos & Fleuret, 2018; Lin et al., 2017; Liu et al., 2009; Ren et al., 2018;
Tahir et al., 2012). These works collectively underscore that, beyond model capacity alone,
the choice of training objective and the allocation of limited samples can decisively shape
convergence behavior and generalization in realistic regimes (Bartlett & Ben-David, 2002;
Blum & Rivest, 1988; Livni et al., 2014).

These challenges are especially acute in data and signal processing applications, where
measurements are governed by physical constraints, labeled datasets are scarce or costly
to obtain, and evaluation is often fragmented across nonstandard or inaccessible datasets.
Adaptive radar is a representative example—while classical STAP methods were developed

to cope with nonstationary interference and heterogeneous clutter, performance depends



critically on the availability of representative training data and accurate modeling assump-
tions (J. R. Guerci, 2003; Klemm, 2002; W. L. Melvin, 2004; Ward, 1994; Wicks et al.,
2006). Furthermore, rigorous comparisons between classical adaptive radar processing algo-
rithms and modern deep learning approaches is impeded by a scarcity of realistic, shareable
benchmarks, motivating continued e orts in scenario construction, controlled experimenta-
tion, and dataset development in the radar community (Blunt et al., 2006; Gogineni et al.,
2022, 2025; J. R. Guerci & Baranoski, 2006; Li et al., 2003; Stoica et al., 2008). A persis-
tent complication is that many sensing modalities spanning radar, MR, electromagnetics,
and communications are naturally complex-valued, while practical learning pipelines fre-
guently rely on real-valued surrogates whose behavior closely tracks complex-valued models
only in constrained regimes (Trabelsi et al., 2018). Although complex-valued neural net-
works can, in principle, exploit phase information in adjacent applications (Gao et al., 2019;
Guberman, 2016; Guo et al., 2021; Hirose et al., 2006; Shafran et al., 2018; Virtue et al.,
2017), prior studies highlight consistent practical di culties including sensitivity to over-
tting and limited design choices for activation functions (Barrachina et al., 2021; Bassey
et al., 2021; C. Lee et al., 2022; Scardapane et al., 2020; Wu et al., 2023).

To address the above challenges, this thesis develops an integrated collection of datasets,
models, training objectives, and theory targeted at the practical bottlenecks that arise when
deep learning is applied to data and signal processing regimes. Concretely, we (i) establish
the feasibility of deep learning for adaptive radar by demonstrating accurate data-driven tar-
get localization under challenging operating conditions and scenario mismatches in Chapter
2, (i) mitigate the lack of a large-scale, realistic benchmark dataset for adaptive radar by
introducing RASPNet in Chapter 3, (iii) address limitations of complex-valued learning by
proposing the Steinmetz neural network, which improves generalization and robustness to
noise, in Chapter 4, (iv) improve training e ciency and generalization through complemen-
tary optimization principles adaptive data integration with Learn2Mix in Chapter 5 and
geometry-aware loss design with Random Linear Projections loss (RLP loss) in Chapter 6,

and (v) derive a lower bound on the generalization error of autoencoders using information
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theory to detect over tting with theoretical guarantees and streamline neural architecture
search in Chapter 7. We detail summarizing contributions for these chapters in the following

sections and provide a visual summary in Figure 1.1.

FIGURE 1.1: Research progress in advancing deep learning for data and signal
processing applications.

1.1 Feasibility of Deep Learning for Adaptive Radar

We rst study adaptive radar target localization to motivate how data-driven methods
can improve upon existing algorithms. Leveraging a high- delity, physics-based simulator,
we generate a dataset of normalized adaptive matched Iter (NAMF) range azimuth Doppler
heatmap tensors. We train a regression convolutional neural network to estimate target po-
sitions from these statistics and compare it against peak- nding and local-search baselines.
The resulting learned estimator yields a considerable improvement in localization accuracy,
retaining meaningful gains even as the signal-to-clutter-plus-noise ratio (SCNR) approaches
the NAMF breakdown regime. We further show that robustness to environmental mismatch

can be recovered via few-shot ne-tuning using a small number of new samples.
1.2 From Feasibility to Benchmarks with RASPNet

Subsequently, to provide systematic evaluations beyond single-scenario studies, we ad-
dress the adaptive radar community's benchmarking gap by introducing RASPNéY, a large-

scale, physics-based dataset that supports both classical STAP methods and modern deep

1 RASPNet is hosted by the United States Air Force, and is accessible via the Air Force Sensor Data Manage-
ment System (SDMS) at: https://www.sdms.afrl.af.mil/index.php?collection=raspnet
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learning approaches. RASPNet exceeds 16 TB, comprising 100 geographically diverse U.S.
scenarios, each with 10,000 clutter realizations, and is positioned as a standardized testbed
for adaptive radar and complex-valued neural networks (CVNNs). RASPNet supports ap-
plications across target localization, complex-valued learning, and transfer learning, and we
show that standard convolutional CVNNSs falter in the RASPNet complex-valued learning
benchmark. Our proposed convolutional Steinmetz and analytic networks, however, learn
the task e ectively and achieve state-of-the-art performance across all evaluated scenarios.
We also detail a practical transfer-learning work ow: scenarios can be ranked by statistical

similarity (E-statistic), whereby performance is largely recovered by ne-tuning.
1.3 Complex-Valued Learning with Steinmetz Networks

Motivated by the persistent di culty of learning from naturally complex-valued sensing
data, we further investigate the feasibility of Steinmetz networks as a real-valued alternative
to conventional CVNNs. The Steinmetz network processes real and imaginary components
through parallel real-valued subnetworks with coupled outputs, and can be improved via a
consistency constraint (implemented via a discrete Hilbert transform penalty) that enforces
a deterministic, orthogonal relationship between learned real/imaginary features (we term
this the “analytic neural network’). This design is paired with an information-theoretic con-
struction showing a lower generalization gap upper bound under the analytic construction,

and empirical results demonstrating improved performance and robustness.

1.4 Accelerating Training with Learn2Mix

To improve convergence speed under limited training resources, particularly in settings
with imbalanced classes and heterogeneous class di culties, we develop Learn2Mix, a train-
ing strategy that adaptively adjusts class proportions within batches, emphasizing classes
with higher instantaneous error rates. This design choice is motivated by the observation
that classical training paradigms maintain approximately xed class proportions, which fails
to account for the varying levels of di culty associated with di erent classes, hindering con-

vergence rates. Empirically, learn2mix yields faster convergence and improved performance

4



across classi cation, regression, and reconstruction tasks. These empirical ndings are sup-
ported by theoretical results showing that models trained with learn2mix converge faster
than classical training under stated conditions, wherein the class proportions converge to a

stable distribution proportional to the optimal class-wise error rates.

1.5 Improving Generalization with RLP Loss

Complementarily, we introduce the Random Linear Projections (RLP) loss, a new loss
function that enhances model generalization by leveraging geometric relationships within
the dataset. Distinct from traditional loss functions that minimize pointwise errors, RLP
loss operates by minimizing the distance between sets of hyperplanes connecting xed-size
subsets of feature prediction pairs and feature label pairs. Empirically, across benchmark
datasets and synthetic examples, neural networks trained with RLP loss outperform those
trained with standard losses, achieving improved performance with fewer data samples and
exhibiting greater robustness to additive noise. These empirical results are supported by
theoretical analysis that establishes key properties of the objective, including an optimality

characterization of the minimizing hypothesis.

1.6 Quantifying Generalization Limits

Ultimately, to better characterize the fundamental limits of model generalization and to
enable over tting detection with theoretical guarantees, we derive an information-theoretic
lower bound on the generalization error of autoencoders. This bound leverages the Esti-
mation Error and Di erential Entropy (EEDE) inequality to relate the attainable general-
ization error to the di erential entropy of the data distribution and architectural charac-
teristics. Across experiments on MNIST and controlled synthetic distributions, the bound
depicts robust over tting detection over tting is indicated when the training error drops
below the derived lower bound. We further showcase how the bound can be used to reduce
the search space for neural architecture search by ruling out latent dimensions that cannot

meet a target validation threshold.



2. Feasibility of Deep Learning for Adaptive Radar

This chapter uses adaptive radar as a representative example to demonstrate feasibility
of deep learning in a classical signal processing pipeline. Speci cally, we study target local-
ization post-detection, treating heatmap tensors of the normalized adaptive matched lter
(NAMF) test statistic as the interface between adaptive radar and deep learning methods,
evaluating whether convolutional neural networks (CNNs) can reliably map tensors to tar-
get locations. Using a high- delity physics-based simulator to generate diverse training and
test conditions, we show that the CNN improves localization accuracy relative to standard
peak- nding and local-search baselines, remains e ective as SCNR approaches the NAMF
breakdown regime, and can be adapted under scenario mismatch via few-shot ne-tuning.
This chapter is largely reproduced from Venkatasubramanian, Gogineni, et al., 2024, writ-
ten with Bosung Kang, Ali Pezeshki, Muralidhar Rangaswamy, and Vahid Tarokh, and uses

much of the same text, gures, and tables.

2.1 Introduction

Target localization is a crucial aspect in the design of modern radar systems, being
foundational to radar applications such as surveillance, navigation, and military operations.
Target localization is often performed post adaptive radar detection, where received signals
are coherently processed to detect the target and estimate its location through model tting.
However, adaptive radar processing methods have several limitations, including sensitivity
to errors in estimating the clutter covariance matrix (Kraut et al., 2001; W. Melvin et al.,
1996) and high computational cost (J. R. Guerci, 2003; J. Guerci et al., 2000).

Expanding on the challenge of estimating the clutter covariance matrix, this crucial
parameter is traditionally estimated using a limited number of returns from a radar dwell.
The assumption that the clutter scattering phenomenon is a wide-sense stationary process
which is valid only over short dwell times constrains the number of radar returns that

can be used for covariance matrix estimation (W. Melvin et al., 1996). This results in a
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mismatch between the true and estimated clutter statistics, which degrades both target
detection and target localization performance (Raghavan et al., 1995). This issue is greatly
exacerbated as the dimensionality of the radar array increases.

The availability of satellite topographic maps has made it possible to develop simulators
that synthesize high- delity radar data from di erent regions. These simulators in turn
alleviate the data paucity problem and enable the use of model-free, data-driven approaches
(including deep learning), which often require large volumes of training data, for radar
detection and estimation. One such simulator is RFVieWw a ray tracing simulator that
works based on a splatter, clutter, and target signal (SCATS) phenomenology engine, and
o ers many degrees of freedom on both transmit and receive to synthesize radar data
(Gogineni et al., 2022). We use the data generated by this simulator in this chapter. Such
simulators may eventually be used to generate large benchmarking datasets for radar, akin
to image datasets such as CIFAR-10/100 (Krizhevsky, Hinton, et al., 2009) and ImageNet
(Russakovsky et al., 2015) in computer vision, which have accelerated the development and
evaluation of machine learning algorithms.

It has been well established that the performance of covariance-based radar estimation
methods deteriorates rapidly below a “breakdown threshold SCNR'. This threshold can
be predicted in the asymptotic regime with random matrix theory (Benaych-Georges &
Nadakuditi, 2011; Gogineni et al., 2018; Nadakuditi, 2011). An important goal of this
chapter is to investigate empirically whether classical covariance-based approaches can be
augmented with deep neural networks to provide improved target localization post adaptive
radar detection, especially in scenarios where classical covariance-based methods yield poor
performance. To this end, we use RFVie% to generate a large set of radar returns for
di erent target locations and strengths in the presence of high- delity clutter returns, within
a prede ned radar processing region.

The test statistic we consider in this analysis is the generalized likelihood ratio (GLR)
for a normalized adaptive matched Iter (NAMF) (Longo, 1983; Rangaswamy & Lin, 2003),

which is widely used in radar detection. The NAMF test statistic coincides with the adap-
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tive coherence estimator (ACE) (Kraut et al., 1997, 2001; Scharf et al., 1996; Scharf &
McWhorter, 1996), when the clutter and noise distributions are Gaussian.

Building upon this test statistic, we construct a multi-dimensional array of tests statistic
values across range, azimuth, and Doppler, producing a heatmap tensor of test statistic
values. Our objective is to design a deep neural network a regression convolutional neural
network (CNN) that can accurately estimate the location (and the velocity) of radar
targets from these heatmap tensors. We investigate the sensitivity of our regression CNN
to mismatches in the radar data by training the CNN on the heatmap tensors from one
location and testing it on the heatmap tensors from nearby locations (we generate radar data
corresponding to several displaced radar scenarios). We also propose a few-shot ne-tuning
approach to improve the robustness of our regression CNN. For context, and leveraging the
aforementioned heatmap tensors, we assess the asymptotic performance and the breakdown
threshold SCNR of the NAMF test statistic, below which the performance of the NAMF
rapidly degrades. We show that the CNN achieves improved localization accuracies relative
to peak- nding and local search methods for SCNR below this breakdown threshold.

This chapter is organized as follows. In Section 2.2, we review RFViéwand describe
our matched, mismatched, and Doppler case radar scenarios that are examined in the chap-
ter. In Section 2.3, we describe the generation of heatmap tensors for training and testing
our regression CNNs for target localization. In Section 2.4, we present our regression CNNs
for target localization. In Section 2.5.1, we empirically determine the breakdown threshold
SCNR of the NAMF test statistic and compare it with the asymptotic theoretical predic-
tion. In Section 2.5, we provide numerical results for the matched case, and demonstrate
the improvement in target localization accuracy a orded by our proposed regression CNN.
In Section 2.6, we provide numerical results for the mismatched case, and show that as the
chordal distance between clutter subspaces of displaced radar scenarios increases, the local-
ization accuracy of the CNN decreases. Subsequently, we illustrate how few-shot ne-tuning
can be used to improve network generalization in the mismatched case. In Section 2.7, we

provide additional numerical results in which Doppler processing is considered. Finally, in
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Section 2.8, we present conclusions. Our main contributions are outlined as follows:

1. We empirically determine the breakdown threshold SCNR of the NAMF test statistic
for target localization in the nite sample regime, and compare it with the asymptotic
predictions of the breakdown threshold from random matrix theory.

2. We show that augmenting classical adaptive radar processing with CNNs can markedly
improve target localization accuracy in the absence of mismatches in the radar data.

3. We characterize the impacts of radar data mismatches, caused by displacing radar
scenarios, on CNN target localization. We show that as the chordal distance between
clutter subspaces of displaced scenarios increases, CNN target localization worsens.

4. We employ few-shot ne-tuning to make the CNN robust to data mismatches using a

small number of new data samples, without the need to extensively retrain the CNN.
2.2 Simulation Scenarios

In this section, we describe the example radar scenarios that we have generated using

RFView® for performance evaluation and benchmarking.

2.2.1 RFView Modeling and Simulation Tool

RFView® (Gogineni et al., 2022), developed by ISL Inc., is a knowledge-aided, site-
speci ¢, physics-based, RF modeling and simulation platform that leverages a world-wide
database of terrain and land cover data for RF ray tracing simulation. Using this simulation
environment, one can generate large radar datasets for use across various signal processing
applications. RFView® has been validated against measured datasets spanning from VHF
to K4 band, with one speci c example presented in (Gogineni et al., 2022).

We consider three simulation scenarios, in which an airborne radar is looking over a
coastal region in Southern California. The simulation region covers a 20 km 20 km area.
RFView® aggregates the information on land types and the geographical characteristics
across the simulation region. The radar operates in “spotlight' mode and points toward the
center of the simulation region. The values of the radar system parameters are listed in

Table 2.1. We take the radar platform to be stationary during the data generation period
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Table 2.1: Shared Site and Radar Parameters

Parameters Values

Carrier frequency (f¢) 10,000 MHz

Bandwidth (B) & PRF (f p) 5 MHz & 1100 Hz

Transmitting & Receiving antenna 48 5 (horizontal vertical elements)
Antenna element spacing 0.015m

Platform height 1000 m

Area latitude (min, max) (32.4611,32.6399)

Area longitude (min, max) (117.1554 , 116.9433 )

for simplicity. In the rst two examples, we do not consider Doppler processing and the
radar data is generated from one return. The third example involves Doppler processing
from multiple returns. The radar return is beamformed for each size (48/L 5) receiver

sub-array, which condenses the receiver array to size (L 1).

2.2.2 Matched Case RFView Example Scenario

Consider the red trapezoidal area in Figure 2.1, which consists of k range bins and
denotes the ground scene. The minimum and maximum range of this area from the radar
platform and the azimuth angle bounds of this area are shown in Table 2.2, wherg,,, and
I'max denote the midpoints of range bins P and P + k 1, respectively. The size of each
range bin is Dr = 5% = 30 [m], where c is the speed of light and B is the bandwidth of the
radar waveform. Range binr PtP,P+1,..,P+k luisdenedforrP [r, Dr/2,r ,+
Dr/2] = [G +rDr,G + (r+ 1)Dr], where r ; is the midpoint of range bin r, and G is
the distance between the platform location and the simulation region. We run a set of N
independent experiments, where in each experiment, a point target is placed in range and
azimuth, uniformly at random, inside the red “radar processing' region. We select the radar
cross section (RCS) of each target independently at random from the uniform distribution,
U[m 1/2,m 1/2], where m denotes the mean target RCS (dBsm).

For each target placement, we generate K independent random realizations of the radar

return. We specify the values of the above parameters in Section 2.5.
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