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Abstract
As Moore’s Law hits physical limits, three-dimensional (3D) integration constitutes

a promising technology to continue power, performance, and area (PPA) improvement.

Among modern 3D integration technologies, monolithic 3D (M3D) has attracted a lot of

attention because it offers better performance and lower power consumption compared to

conventional 2D integrated circuits (ICs). However, the benefits of M3D integration are

accompanied by new challenges. Recent research has shown that low-temperature man-

ufacturing processes necessary for upper-tier fabrication can cause performance mismatch

between device tiers. Interconnects between tiers, referred to as monolithic inter-tier vias

(MIVs), are prone to defects due to the surface roughness of the inter-tier dielectric. These

M3D-specific defects tend to be manifested in the form of delay faults that impact circuit

timing. Moreover, power supply noise (PSN) is another concern for M3D ICs because of

high power and current densities. Excessive voltage droop during delay testing may cause

good chips to fail on the tester and lead to yield loss.

Stacking memory on logic is one of the major applications of M3D integration. Com-

bining M3D with the emerging resistive random-access memory (RRAM) has been shown

to achieve extremely high memory density and improve power efficiency. However, both

M3D and RRAM suffer from high defect rates due to immature manufacturing processes

and process variations. Testing and fault diagnosis of memory-on-logic designs are therefore

important to facilitate yield learning and shorten the time-to-market.

Motivated by the aforementioned challenges, this dissertation focuses on developing ef-

fective testing and diagnosis solutions for M3D ICs. The dissertation first addresses the

PSN-induced yield loss problem by test pattern reshaping. The dissertation presents an

analysis framework to identify test patterns that are most likely to lead to yield loss.

These patterns are subject to reshaping through two distinct algorithms based on inte-

ger linear programming (ILP) and simulated annealing (SA). Simulation results show that

PSN-induced yield loss is eliminated with reshaped patterns. The dissertation also employs

two design-for-test (DfT) methodologies, namely test point insertion (TPI) and scan seg-
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mentation, to minimize switching activities during testing. The TPI framework leverages

reinforcement learning (RL) to determine the optimal types and locations of test points

(TPs) for test power reduction; the RL-based scan segmentation framework effectively par-

titions scan D-flip-flops (SDFFs) into segments and assigns enable signals to control these

segments. Both frameworks have been demonstrated to ensure power-safe testing for M3D

ICs without any adverse impact on test coverage.

Next, the dissertation presents a fault localization framework using graph neural net-

works (GNNs) to identify tier-level fault locations during diagnosis. Leveraging circuit

netlists and failure log files from the tester, the GNN-based framework efficiently localizes

faults to device tiers, offering rapid feedback to the foundry and enhancing the quality of

diagnosis reports. Moreover, this research develops a diagnosis procedure to identify the

fault origin when an M3D-integrated RRAM device fails the manufacturing test. The dis-

sertation presents a detailed characterization of RRAM faulty behaviors in the presence

of concurrent process variations and manufacturing defects. Based on RRAM characteris-

tics, a diagnosis sequence is developed by identifying appropriate reference resistance and

applied voltages to efficiently distinguish fault origins. The dissertation also introduces

a test sequence to detect faults due to PSN noise and quantify the magnitude of noise

and defects within M3D-integrated multi-level cell (MLC) arrays. Simulation results have

demonstrated the efficacy of the proposed test and diagnosis sequences on memory-on-logic

stacking M3D devices.

In summary, this dissertation addresses critical issues in the testing and diagnosis of

M3D ICs. The outcomes of the dissertation provide theoretical insights and effective solu-

tions for ensuring power-safe testing and facilitating yield learning. It is expected that the

evolving M3D technology will derive significant benefits from these solutions as it progresses

towards commercial viability.
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1. Introduction
Three-dimensional (3D) integration is a promising technology for achieving enhanced

performance, reduced power consumption, and a smaller footprint compared to conven-

tional 2D integrated circuits (ICs) [1]. Heterogeneous integration, involving the stacking

of component layers with diverse fabrication processes, technology nodes, or sourced from

di�erent vendors, provides signi�cant �exibility in producing cost-e�ective devices. Ac-

cording to the Heterogeneous Integration Roadmap (HIR) [2], 3D ICs and heterogeneous

integration are important to advance the next-generation Internet of Things (IoT), mobile

devices, data centers, and intelligent automotive technologies.

In today's 3D integration technologies, die/wafer bonding with through-silicon vias

(TSVs) is widely used because of its compatibility with conventional fabrication processes.

In a TSV-based 3D IC, individual dies are produced on separate wafers using existing

2D manufacturing techniques. Through signi�cant advancements in wafer thinning and

TSV �lling, these candidate dies can be precisely aligned and bonded together. However,

TSV fabrication causes tensile stress around copper TSVs due to the mismatch in the

coe�cients of thermal expansion between silicon and copper. Keep-out-zones (KOZs) o�er

a conservative solution to protect cells and wires from TSV-induced stress, but their large

size impacts placement and routing, which can negate the bene�ts of 3D integration.

Monolithic 3D (M3D) integration is a promising technology that can achieve higher

performance and lower power consumption than conventional 2D ICs. M3D leverages �ne-

grained monolithic inter-tier vias (MIVs) to achieve precise alignment and exceptionally

thin device tiers [3]. Compared to TSVs, MIVs are associated with sizes that are one to two

orders of magnitude smaller, and the induced capacitance is negligible [4]. These bene�ts

motivate the extensive utilization of MIVs in M3D designs, signi�cantly reducing the total

wirelength.

M3D integration has the potential to facilitate a diverse range of applications. M3D

NAND �ash memory has entered commercial production in recent years, o�ering superior

performance and cost-e�ectiveness compared to traditional 2D planar NAND Flash [5].
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FIGURE 1.1: Illustration of M3D fabrication processes [9].

In [6], heterogeneously-integrated M3D IC is achieved by leveraging a CO2 far-infrared

laser annealing (CO2-FIR-LA) technology to stack logic tiers, memory devices, and analog

circuitry. In addition, M3D has received increased attention as a solution to address memory

bandwidth limitations in AI accelerators. [7] introduces an M3D nonvolatile RAM interface

to alleviate memory-related challenges during the training of convolutional neural networks

(CNNs). In [8], a CNN accelerator leveraging heterogeneous M3D architecture with multiple

technology nodes is proposed to achieve scalable peripheral logic, while memory cells remain

at legacy nodes.

Despite the rapid advancements in 3D integration technologies and their applications,

current 3D chip designs often overlook test cost considerations and the potential impact

on testability. The lack of enhancement in 3D IC testing creates a gap between the pre-

dicted and actual bene�ts of 3D integration. In this chapter, we introduce basic concepts

and background for the M3D technology and provide motivation for the thesis research.

Section 1.1 presents an overview of the M3D integration. Section 1.2 provides the testing

and diagnosis challenges for M3D ICs and describes the motivation for the thesis research.

Finally, an outline of this dissertation is presented in Section 1.3.

1.1 Overview of M3D Integration

M3D integration is a promising technology to continue performance improvements be-

yond the constraints of Moore's Law. In an M3D design, all device tiers are sequentially

fabricated on a single wafer, as illustrated in Figure 1.1. Conventional fabrication processes

for 2D design are applicable to the bottom-tier front-end-of-line (FEOL) and back-end-of-
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(a) (b) (c)

FIGURE 1.2: Partitioning styles of M3D ICs: (a) transistor-level partitioning; (b) gate-level
partitioning; (c) block-level partitioning.

line (BEOL). However, for top-tier fabrication, the adoption of low-temperature processes

becomes essential to prevent interconnects and components in the bottom tier from dam-

age. The realization of this approach has been made possible by signi�cant breakthroughs in

low-temperature manufacturing processes [10]. Recent research [11] has demonstrated that

processing steps under the 550°C thermal budget yield reliable devices without adversely

a�ecting the overall circuit performance.

M3D leverages MIVs to serve as interconnects between tiers. Compared to TSVs, MIVs

can be adapted from conventional vertical plug technology, with their size being scaled

down as regular 2D vias [9]. Moreover, the induced tensile stress during MIV fabrication

is relatively minimal. These advantages make it feasible to incorporate a large number of

MIVs in an M3D design, leading to a signi�cant reduction in total wirelength. In addition,

the e�ective use of MIVs as interconnects between memory devices and logic circuits has

been demonstrated to address the communication bottleneck in M3D-integrated memory

architectures [7].

Various partitioning approaches, including transistor-level, gate-level, and block-level

partitioning, have been demonstrated in [12]. Figure 1.2 illustrates three distinct partition-

ing styles in M3D design. In transistor-level M3D ICs, P-channel and N-channel transistors

are distributed across di�erent tiers; gate-level M3D involves the arrangement of standard

cells within each tier. In block-level M3D ICs, functional blocks are strategically partitioned
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across multiple tiers. Research e�orts have been devoted to the development of e�ective

3D partitioning algorithms. In [13], the RC parasitics are derived by scaling down dimen-

sions of standard cells by1/
?

2 during placement and routing. Next, the entire design is

projected onto tiers with half of the original footprint to convert 2D designs into an M3D

manner. [14] introduces a graph neural network (GNN)-based algorithm to achieve signif-

icant improvements in power, performance, and area. However, current design methods

primarily focus on optimizing functional operations. Exploration of testing algorithms for

M3D remains limited.

M3D integration introduces new challenges in testing and diagnosis. Power consump-

tion is one of the major concerns for M3D. Recent work has demonstrated that M3D designs

su�er more from power supply noise (PSN) compared to their 2D counterparts [4]. The

problem of PSN-induced voltage droop is exacerbated during testing due to excessive switch-

ing activities, leading to increased circuit delay and failure output responses. In addition,

unlike TSV-based 3D ICs, M3D ICs feature all device tiers fabricated sequentially on the

same wafer. Therefore, pre-bond testing algorithms for TSV-based 3D designs are inap-

plicable to M3D. Moreover, MIVs su�er from a high defect rate as they need to penetrate

through the inter-tier dielectric. However, testing strategies for TSVs cannot be applied to

M3D designs due to substantial area overhead when addressing a large number of MIVs.

Therefore, there is a need for innovative test solutions to help ensure the robustness and

reliability of M3D designs.

1.2 Testing and Diagnosis Challenges for M3D ICs
1.2.1 Power-safe Testing

PSN-induced voltage droop is severe in M3D designs because current is necessary to

traverse upper-tier power delivery networks (PDNs) to supply bottom-tier devices. There-

fore, the design of a reliable PDN is challenging for M3D ICs. In addition, the reduced

footprint decreases the number of power supplies (i.e. C4 bumps), leading to an increase in

current density. In [17], we review the research e�orts that have been devoted to designing
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Table 1.1: Comparison among different M3D PDN models and design
methods [4] [15] [16].

[4] [15] [16]

Level of
granularity

Gate-level Gate-level Gate-level

Target Full-chip impact System-level analysis Reliability

Analysis
Full-chip analysis
Thermal impact

Static rail
Dynamic rail

Frequency-domain
Time-domain

Current density
Mean-time-to-failure

PSN

Optimization
methodology

Power/grounds
rails design

Metal layers usage

Top-tier cell
repositioning
Asymmetric

top- and bottom-PDN

Design space
exploration

FIGURE 1.3: An illustration of the cross-sectional view of an M3D PDN.

a reliable PDN for M3D designs. The detailed comparisons among existing M3D PDN

models are demonstrated in Table 1.1. However, existing algorithms primarily concentrate

on mitigating PSN during functional operations, leaving PSN-induced voltage droop as a

major concern during M3D testing.

Figure 1.3 illustrates an M3D PDN design with three metal layers in each tier. Note

that there is no direct path from C4 bumps to the bottom-tier PDN; current must �ow

through the metal layers in the top tier and power MIVs to supply devices in the bottom tier.

This can lead to additional voltage droop for the bottom-tier devices due to the equivalent

resistance along the conduction paths. Furthermore, to achieve optimal allocation of routing

resources and avoid routing congestion, power MIVs might have to be placed in an irregular

manner between tiers. Di�erent MIVs may experience varying degrees of voltage droop,
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which can lead to di�erent impacts on the devices supplied by those MIVs. However, today's

commercial tools do not consider these scenarios for 2D power and rail analysis.

PSN-induced voltage droop is more severe in the test mode than in the functional

mode due to excessive switching activities. A number of solutions have been developed to

reduce test power during scan capture. Don't-care bit-�lling (X-�lling) algorithms have been

developed to identify don't-care bits in test patterns and assign values such that switching

activity is minimized without degrading the test coverage [18], [19]. Circuit modi�cation by

inserting design-for-test (DfT) logic has been explored to turn o� parts of the design during

testing to prevent excessive switching activity. [20] proposes a scan segmentation approach

by dividing scan chains into segments controlled by independent clock signals. Switching

activity is reduced by shifting and capturing responses in di�erent timeframes. [21] embeds

extra control signals into scan chains to give automatic test pattern generation (ATPG) tools

full control over each segment during pattern generation. However, existing algorithms for

conventional 2D ICs are not su�cient to mitigate the PSN-induced voltage droop problem

in M3D because the impact of vertically stacked PDN architecture is overlooked. Even if

the overall switching activity is reduced, large current can be drawn from voltage sources

when multiple tiers are switching, leading to unacceptable voltage droop. Therefore, there

is a need for new solutions to e�ectively address M3D PSN issues during testing.

1.2.2 Fault Localization

The bene�ts of M3D integration are accompanied by several challenges. Temperature

management during fabrication is one of the major concerns. Typically, thermal budgets of

transistor manufacturing processes exceed 1000� C (e.g., for dopant activation) [22]. How-

ever, in M3D designs, the fabrication of upper-tier transistors in M3D designs with typical

thermal budgets causes damage to wires and cells underneath [23]. While advanced pro-

cesses have been developed to fabricate transistors at a low temperature, they can cause

up to 20%performance mismatch between the devices in di�erent tiers [24]. The reliability

of interconnects is another concern for M3D ICs. Standard copper/low-k BEOL cannot be
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used between tiers because the fabrication steps in the upper tiers pose contamination risks,

while low-k dielectrics are thermally unstable after annealing processes [25]. As an alterna-

tive, tungsten has good thermal stability, but its intrinsic resistance is six times larger than

copper, leading to an increase in RC delay in the lower tiers [26]. Moreover, MIVs in M3D

designs are prone to defects as they penetrate through the inter-tier dielectric. Surface

roughness can produce voids in the dielectric [27], which may lead to voids in MIVs during

etching, resulting in delay defects and degradation of circuit performance [28]. These de-

fects due to immature manufacturing processes tend to be manifested as systematic delay

faults that are located in the same tier. It is necessary to prevent such fabrication-related

defects before M3D can become ready for commercial exploitation.

In contrast to die/wafer bonding in stacked 3D integration, tiers in M3D designs are

fabricated in situ, which makes it hard to ensure a known-good tier before assembly. Post-

assembly methods such as [29] are not applicable to M3D due to the large area overhead

for wrapper cells around MIVs. In addition, delay-fault diagnosis catered to M3D designs is

especially important as tiers in M3D ICs su�er from di�erent systematic defects due to im-

mature manufacturing processes. Such tier-speci�c fabrication-related defects do not exist

in 2D designs; therefore, they are overlooked by previous work. [30] leverages unsupervised

learning to extract good candidates in diagnosis reports. However, the extracted candidates

can be located in di�erent tiers in M3D designs, which is not su�cient to provide the high

level of resolution (i.e., fault localization) needed at the tier level. [31] proposed a built-in

self-test (BIST) solution for MIV testing and diagnosis. However, the BIST structure does

not localize faults to a speci�c tier and requires dedicated test tiers between each pair of

device tiers, which increases the manufacturing cost. In [32], an observation-point insertion

algorithm was developed for tier-level fault localization, but the impact of this solution on

fault diagnosis was not studied and the area overhead becomes prohibitive for the likely

scenario of a large number of MIVs. To make M3D integration feasible, fault localization

is important to provide early feedback to the foundry before the time-consuming physical

failure analysis (PFA). For example, an immature manufacturing process can result in a
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large number of chips failing on the tester with defects located in the same tier. Tier-level

fault localization makes it possible for the foundry to review its processes for the predicted

faulty tier without waiting for further analysis; therefore, yield learning is accelerated.

1.2.3 Testing and Diagnosis of Resistive Random-Access Memory

As Moore's Law approaches deep nano-regimes, the technology nodes for the memory

signi�cantly lag behind due to the large leakage power and performance degradation. Re-

search on emerging memory technologies has accelerated the development of next-generation

non-volatile memory (NVM) architectures. Among promising NVM candidates, resistive

random-access memory (RRAM) o�ers the advantages of a simple two-terminal structure,

low power consumption, high on/o� ratio, good scalability, and compatibility with CMOS

processes [33][34]. RRAM can be combined with M3D integration technology to achieve

ultra-low cost per bit and high memory density [35][36].

The bene�ts of emerging technologies are invariably accompanied by new challenges.

RRAM su�ers from process variations during memristor fabrication [37]. For example,

variability in the process steps can lead to deviation in the oxide thickness of an RRAM

cell. These variations and defects induce faults, resulting in unexpected behaviors during

normal operations. An unstable initialization process can also prevent RRAM cells from

switching with the strength provided by the nominal write voltage.

In recent years, RRAM testing has received considerable attention. [38] proposed a

fault modeling and testing solution for unique RRAM defects. However, physical fault

origins were not fully distinguishable by the proposed method. A new algorithm was de-

veloped in [39] to detect faults in one-transistor one-memristor (1T1R) crossbar RRAM

architectures, but it did not consider root-cause identi�cation after a faulty cell was de-

tected. In [40], DfT schemes for resistive opens were presented, but the proposed solutions

can lead to the failure of good chips (i.e., yield loss) in the presence of process variations.

Programmable DfT schemes considering process variations were proposed in [41]; however,

additional circuits were needed for each bit line, leading to area overhead.
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MIVs in M3D integration are also prone to defects, especially because they penetrate

through the inter-tier dielectric. Voids produced in the dielectric due to surface roughness

lead to voids in MIVs during etching, which impacts circuit operation and latency. Testing

solutions for M3D designs and MIVs have been explored in recent years. [16] introduced

dedicated test layers to improve controllability and observability between device tiers; how-

ever, it is not always practical to insert a test layer between RRAM and CMOS tiers.

[42] proposed a BIST structure for MIV testing and fault localization. However, the area

overhead can be substantial when a large number of MIVs are placed between device tiers,

and the required DfT logic at both ends of MIVs is not applicable to the memory-on-logic

designs.

Furthermore, multi-level cells (MLCs) can be implemented with RRAM technology by

employing conductance relaxation, which enables the storage of multiple bits in a single

memory device [36]. However, MLC RRAM is more sensitive to process variations and

M3D manufacturing defects than conventional single-bit RRAM due to the closer distance

between adjacent logic levels. Testing and diagnosis of M3D-integrated RRAM are therefore

important to identify defective devices and facilitate yield learning.

1.3 Outline of Dissertation

Despite the rapid advancements in 3D integration technologies and their applications,

current M3D chip designs often overlook test cost considerations and the potential impact

on testability. This oversight in M3D testing leads to a gap between the anticipated and

realized bene�ts of 3D integration. Therefore, there is a strong motivation for this dis-

sertation to develop pioneering testing and diagnosis solutions for M3D ICs, with the aim

of addressing the challenges outlined in Section 1.2. The remainder of this dissertation is

organized as follows.

In Chapter 2, we propose pattern reshaping algorithms to eliminate the PSN-induced

yield loss problem. We introduce a framework for performing dynamic power and rail

analysis on M3D ICs. We demonstrate that the voltage droop issues during scan test
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mode are positively correlated with the switching activities in the top tier of a two-tier

design. Based on the worst-case voltage droop, we pinpoint test patterns that are susceptible

to failing a fault-free chip, i.e., yield loss, due to droop-induced additional delays along

sensitized paths. To address this challenge, we propose an ILP-based X-�lling algorithm

and a simulated annealing-based algorithm for reshaping M3D patterns. Simulation results

show that the reshaped patterns can reduce the average WSA of the top tier to alleviate

the yield loss issue induced by PSN during scan capture for M3D designs.

Chapter 3 presents a test point insertion (TPI) framework to ensure power-safe testing

for M3D ICs. We �rst develop a power analysis approach to obtain PSN-induced voltage

droop in M3D designs. We propose a pattern extraction algorithm that can extract high-

switching patterns susceptible to yield loss. Leveraging these methodologies, we introduce

a reinforcement learning (RL)-based TPI framework to generate optimal test patterns that

e�ciently detect faults while minimizing excessive switching activities. Through evalua-

tions on benchmark M3D designs, we demonstrate the e�ectiveness of our framework in

mitigating PSN-induced voltage droop. The proposed TPI solution e�ectively addresses

yield loss concerns caused by PSN in M3D designs, without any loss of test coverage and

signi�cant pattern count increases.

Chapter 4 introduces a scan segmentation framework based on RL to minimize test

power. We develop an advanced power analysis algorithm for M3D designs, considering

the in�uence of the vertically stacked PDN architecture on PSN-induced voltage droop.

Leveraging the proposed algorithm, we demonstrate that tile-based switching activity sig-

ni�cantly contributes to voltage droop alongside global switching activity. To minimize

both tile-based and global switching activity, we propose a two-step optimization frame-

work leveraging RL to ensure power-safe testing. Simulation results on M3D designs show

that the proposed framework achieves a better reduction in both global switching activity

and tile-based switching activity compared to conventional 2D IC approaches. Furthermore,

we demonstrate the �exibility of adjusting the limit of switching activity in the low-power

pattern generation process to strike a balance between power reduction and test coverage.
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Overhead analysis indicates that the proposed scan segmentation framework substantially

reduces power consumption during capture with minimal impact on area and scan chain

length.

As diagnosis is of the same importance as testing, we introduce a GNN-based frame-

work for tier-level fault diagnosis in Chapter 5. By leveraging circuit netlists and failure log

�les from testers, the proposed GNN models, namelyTier-predictor and MIV-pinpointer ,

are trained to identify defective tiers and MIVs. These predictions o�er rapid feedback to

foundries or diagnosis teams before undergoing time-intensive failure analyses. We also cre-

ate a data-augmentation technique to enhance the adaptability of the proposed framework

across diverse design con�gurations. In addition, we develop a GNN-based candidate re-

ordering and pruning algorithm, leveraging our predictions to improve the quality of ATPG

diagnosis reports. Simulation results demonstrate signi�cant enhancements in diagnostic

resolution and the �rst-hit index (FHI) with minimal accuracy loss. We also demonstrate

the e�cacy of the proposed solution for designs with test compression without requiring

any additional resources. The proposed framework is compatible with commercial tools

and existing algorithms to provide high resolution at the tier level. We discuss the trans-

ferability between benchmark M3D designs and provide guidance on model selection for

diagnosis. Moreover, we conduct a comprehensive analysis of individual Tier-predictor and

MIV-pinpointer performance, emphasizing their contributions to diagnosis report quality

improvement.

Chapter 6 provides a novel diagnosis solution for M3D-integrated RRAM. We �rst con-

duct a characterization of RRAM cells considering both MIV defects and concurrent RRAM

process variations. Based on the observed cell behaviors, we develop a diagnosis sequence

to identify fault origins through additional read/write operations by employing appropriate

reference resistance and applied voltage. Our solution is compatible with existing March

test algorithms to help in enhancing diagnostic resolution and diagnosability. Furthermore,

we provide a generalized approach to derive reference resistance across varied environments

without necessitating SPICE simulations. We also discuss methodologies for determining

11



sizes of process variations and MIV shorts based on RRAM characteristics and applied volt-

ages. With no need for additional DfT structures, our solution is well-suited for large-scale,

high-density M3D-integrated RRAM architectures, facilitating the di�erentiation between

MIV defects and RRAM process variations.

Chapter 7 provides an in-depth characterization of an M3D-integrated MLC RRAM

system in the presence of PSN-induced voltage droop and MIV defects. The characterization

results demonstrate that PDN con�gurations optimized for single-bit RRAM devices may

inadvertently trigger unintended state transitions during MLC switching. Furthermore, we

show that di�erent sizes of MIV defects can manifest in various faulty behaviors during

write operations. To address these challenges, we propose a March testing algorithm that

can detect every fault type and associated faulty behavior. Leveraging output signatures

obtained from the proposed solution, we successfully identify root-cause fault origins and

accurately determine defect sizes.

Finally, Chapter 8 summarizes the contributions of the dissertation and identi�es direc-

tions for future work.
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2. Power-supply Noise-aware At-speed Delay Fault
Testing

At-speed scan testing is necessary for e�ective delay testing in today's scan-based de-

signs [43]. The key idea underlying at-speed testing is to launch transitions at the start

points of sensitized paths and capture responses at the end points within a speci�c time-

frame that depends on the system clock period. However, a problem with at-speed scan

testing is that the power consumption in test mode is several times higher than in functional

mode and the current drawn from the PDN is also much higher than what is included in

functional-mode speci�cations for designing the PDN [44]. This problem is especially severe

for capture cycles because the rated functional clock frequency is used to simultaneously

capture test responses in all scan D-�ip-�ops (SDFFs) in the design. The transitions at

the outputs of SDFFs propagate through the combinational logic and lead to high toggle

activity in the design. Excessive power consumption and high current drawn from the PDN

lead to voltage droop, resulting in slower signal propagation through sensitized paths, the

failure of good chips, and yield loss. Note that stuck-at faults are used for static testing

and they do not a�ect PSN because static testing is not carried out at-speed. Therefore, in

this work, we focus on the impact of PSN-induced voltage droop during delay fault testing.

Various strategies have been proposed in the literature to mitigate the problem of high

power consumption during testing; these methods include test scheduling [45], circuit mod-

i�cation [46], test-pattern modi�cation [47], and scan-chain ordering [48]. X-�lling al-

gorithms have been proposed to manipulate test patterns to reduce power consumption.

In [49], a justi�cation-based algorithm was proposed to ensure low switching activities at

FFs during scan capture. A probability-based X-�lling algorithm is described in [18] to

reduce the computation e�ort associated with backtracing from output responses to input

signals. In [19], an e�cient solution is presented to identify don't-care bits in a test pattern

without degrading test quality; it combines justi�cation with probabilistic analysis to im-

prove the e�ectiveness and scalability of X-�lling techniques. However, previously proposed

X-�lling algorithms are of limited e�ectiveness for M3D designs due to the di�erences in
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layout and the PDN.

In this chapter, we propose novel pattern reshaping algorithms for M3D ICs to ensure

power-safe testing [50], [51]. We �rst present an analysis framework to conduct dynamic

power and rail analysis for each scan test pattern for an M3D design. Based on this

analysis, we determine the PDN voltage droop and compute the increase in delay for logic

paths sensitized by each pattern. This information is used to determine test patterns for

which the slack on long paths becomes negative under the rated functional clock period.

These test patterns, which contribute to yield loss, are then appropriately reshaped through

X-�lling to prevent excessive voltage droop. We present two X-�lling techniques, based on

integer linear programming (ILP) and simulated annealing, respectively, to ensure that

test patterns are reshaped without any adverse impact on fault coverage. These reshaped

patterns and the resulting test outcomes are not a�ected by voltage droop during scan

capture.

The rest of the chapter is organized as follows. Section 2.1 describes the design �ow

for M3D ICs, especially the PDN and current delivery. Section 2.2 presents the proposed

framework for dynamic power and rail analysis, and describes how we compute the delay

of logic gates under voltage droop. The proposed PSN-aware pattern reshaping algorithms

are proposed in Section 2.3. Section 2.4 presents simulation results for benchmark M3D

designs and a comparison with a baseline case that uses test vectors generated by an ATPG

tool. Section 2.5 discusses the di�erence between our proposed methods and the impacts

of process variations and test compression environments. Finally, Section 2.6 concludes the

chapter.

2.1 M3D Design Flow
2.1.1 Overview

An overview of our design �ow is shown in Figure 2.1. The M3D design �ow we target is

Compact2D [13], which is the state-of-the-art RTL-to-GDSII 3D implementation �ow that

leverages 2D commercial tools to build 3D ICs [52]. Note that the original Compact2D �ow
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FIGURE 2.1: An M3D design �ow, including the integration of a PDN.

does not consider PDNs. In this chapter, we have enhanced the original �ow to incorporate

a PDN in the �nal M3D design.

To mimic the �nal 3D design during 2D stages, Compact2D �rst scales the RC parasitics

by 1/
?

2 for placement and routing, and then projects the entire design onto a tier with

half of the original footprint. After the projection, a bin-based min-cut tier partitioning

algorithm is utilized to transform the 2D design into 3D by assigning z-location for every

instance. This partitioning algorithm minimizes the overall connection between the two

partitioned tiers, while balancing the cell area in both tiers.

After tier partitioning, we build the 3D PDN before the original MIV planning stage

in the Compact2D �ow. The main reason is to avoid signal MIVs being placed at the rails

of PDN or overlapped with power MIVs, thereby preventing PDN degradation caused by

conventional MIV planning. To build the 3D PDN, we stacked the metal layers from both

bottom tiers and top tiers. Note that the pins of the cells are annotated with respect to

the original cell locations, so that the pins in the bottom tier will leverage the original M1

layer, and the pins that are original in the top tiers will utilize the M7 layer (assume a tier

has 6 metal layers). After developing the power network, the power vias that connect the

top metal layer of the bottom tier and the bottom metal layer of the top tier will be the

power MIVs.

15



Following from the 3D PDN stage, we perform the original MIV planning in the Com-

pact2D �ow. To determine the locations of signal MIVs, a 3D global routing is performed

on the stacked metal layers of both tiers, where signal MIVs are the vias that connect the

bottom tier and top tiers as power MIVs.

After the MIV planning, legalization and a timing-driven tier-by-tier routing are per-

formed, resulting a fully placed and routed sub-designs in both tiers. Finally, the sub-netlists

in both tiers are merged into a single �nal M3D design, where timing/power analysis as

well as the PDN analysis are performed.

2.1.2 Tier Partitioning Strategies

Tier partitioning is one of the most critical stages of an M3D design �ow; it assigns stan-

dard cells to di�erent tiers and directly determines the quality of the �nal full-chip designs.

Recent work [14] describes a tier partitioning method that utilizes GNNs instead of the

conventional bin-based min-cut method originally adopted by Shrunk2D and Compact2D.

This new approach shows signi�cant power, performance, and area (PPA) improvements.

In this work, to thoroughly investigate the impact of di�erent M3D design �ows, we per-

form our simulations using both tier partitioning strategies (min-cut based, GNN-based)

and present a detailed comparison.

2.2 Dynamic Power and Rail Analysis for M3D

In this section, we describe a framework for the dynamic simulation and yield loss

analysis. Simulations were performed on �ve benchmark two-tier M3D designs, namely

LDPC and Tate Bilinear Pairing (Tate) from OpenCores, and netcard and leon3mp from

the ISPD 2012 benchmark suite [53]. Table 2.1 and Table 2.2 provide the design matrix and

ATPG results of min-cut based M3D designs and GNN-based M3D designs, respectively.

Simulation results highlight the problem of voltage droop due to PSN from the PDN. These

results also motivate the need for an optimization method for pattern reshaping.
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Table 2.1: Design Matrics of benchmark min-cut based M3D designs.

Design # Cells # FFs # Power MIVs # Patterns Fault Coverage

LDPC 92010 2048 347 194 99.73%
Tate 209425 31409 12338 558 98.37%

netcard 250842 67446 19649 43103 96.71%
leon3mp 397420 108720 15328 17087 98.87%

Table 2.2: Design Matrix of benchmark GNN-based M3D designs.

Design # Cells # FFs # Power MIVs # Patterns Fault Coverage

LDPC 49091 2048 190 203 99.74%
Tate 194067 31409 1772 592 98.26%

netcard 252483 67446 2394 43423 96.81%
leon3mp 343859 108720 4810 17158 98.82%

FIGURE 2.2: Dynamic analysis �ow for M3D ICs.

2.2.1 M3D Power and Rail Simulation

We developed a framework to conduct dynamic power and rail analysis for M3D ICs

with Cadence Voltus. We generated transition-delay patterns after place and route. The

patterns were written out in STIL format and converted into a Verilog testbench by Synop-

sys Tetramax. Next, we used Mentor Graphic ModelSim to conduct post-routed gate-level

simulation and dump the value change dump (VCD) �les to record the switching activities

of each pattern. VCD �les were imported into Cadence Voltus to perform vector-based

dynamic power and rail analysis. The overall �ow for the M3D dynamic analysis with test
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patterns is shown in Figure 2.2.

Because commercial tools do not consider M3D designs, we created a method to analyze

two tiers in an M3D IC separately with the 2D power and rail analysis �ow. For the top

tier, the PDN design can be extended to a system-level model considering PCB, package,

and C4 bumps [15]. The distance between two C4 bumps was set to 120 um. One major

di�erence between traditional 2D ICs and M3D ICs is that the supply current of bottom tier

in M3D �ows through the top tier. Therefore, additional power consumption and current

demand are superimposed on the top tier. To simulate this scenario, we scaled the current

in the PDN of the top tier during power and rail analysis. For the bottom tier, the locations

and the parasitics of power MIVs, i.e., MIVs belonging to the PDN, were extracted during

place and route. However, the reference voltage for the power MIVs was no longer the

nominal value due to the voltage droop in the top tier. To analyze the worst-case scenario,

we subtracted the worst-case voltage droop obtained in the rail analysis of the top tier from

the nominal supply voltage, and utilized this new value as the power source of the PDN in

the bottom tier.

2.2.2 M3D Dynamic Rail Analysis

Due to the limitations inherent in commercial tools with respect to M3D, the simulation

window could not be extended to the complete test procedure. Total power consumption is

proportional to the occurrence of a switching activity of each net multiplied by its fanout.

The weighted switching activity (WSA) [54] has been used in the literature to estimate

power consumption during scan capture. LetV1 and V2 be a pair of test patterns and the

state of each netni be a pair ofni (V1) and ni (V2) whenV1 and V2 are applied, respectively.

The calculation of WSA is carried out as follows:

WSA(V1, V2) =
Ņ

i

�
(Fi + 1) � (ni (V1) ` ni (V2))

�
(2.1)

where Fi is the number of fanout of net ni and N is the number of nets in the design.

We �rst calculate the WSA of every pattern and extract patterns with large WSA values.
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(a) (b)

(c) (d)

FIGURE 2.3: Instantaneous voltage droop distributions during testing in min-cut based
M3D designs: (a) LDPC; (b) Tate; (c) netcard; (d) leon3mp.
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Next, we simulate the extracted patterns to obtain the worst-case voltage droop during the

test application.

Figure 2.3 shows the voltage droop distributions of the PDN in the worst-case scenario

for scan capture, where the upper part of each �gure refers to the top tier and the bottom

part refers to the bottom tier. Note that the power source is di�erent for each tier. For

the top tier, the voltage is supplied from a DC power source with the nominal voltage; the

voltage in the bottom tier is supplied from power MIVs with a reference voltage lower than

the nominal value due to the voltage droop in the top tier, as discussed in Section 2.2.1. As

the vertical connections and the 3D design are important features di�erent from traditional

2D ICs, our discussion focuses on the switching activities of two tiers and their impacts

on the voltage droop during testing. Note that the voltage droop problem in the bottom

tier is less severe than in the top tier. As the size of the designs increases, this di�erence

becomes more obvious. This phenomenon is observed in every benchmark design that we

have considered, and it has been explained in [15]. In M3D designs, high-density power

MIVs provide a large number of current sources for the bottom tier, which prevents a

large-magnitude current from �owing through power rails near power MIVs and therefore,

mitigates the IR-drop problem in the PDN. On the other hand, for the top tier, the number

of C4 bumps is limited by the bump size. The reduction of footprint in an M3D IC compared

with its 2D counterpart exacerbates this problem. Therefore, it is only expected that the

voltage droop problem for the bottom tier is less severe than for the top tier. A large design

requires an increase in the chip footprint, enabling the M3D PDN to add more power MIVs

between two tiers to deliver current from the top to the bottom. Hence, this scenario can

be observed more clearly in large designs.

To further examine this behavior in test mode, we calculate the WSA for nets in the

top tier only and make a comparison with voltage droop. The relation between the WSA of

the top tier and the voltage droop for transition delay fault patterns is shown in Figure 2.4.

From these results, we conclude that there is a high positive correlation between the voltage

droop in test mode and the switching activities in the top tier.
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(a) (b)

FIGURE 2.4: WSA and voltage droop for the top tier for various test patterns: (a) LDPC;
(b) Tate.

Table 2.3: Relationship between WSA and voltage droop for the LDPC benchmark.

Pattern ID WSA (total) WSA (top tier) Voltage Droop (mV)

41 130941 64149 264
6 130980 62253 247
14 131871 62695 247

Functional mode 238

Table 2.3 provides a comparison between three test patterns for LDPC that have similar

total WSA but di�erent WSA for the top tier. Pattern 41 and Pattern 6 have almost the

same WSA for the whole design but have a 17 mV di�erence in voltage droop. The total

switching activities are even larger in Pattern 14. However, the voltage droop is worse

in Pattern 41 than in Pattern 14. Therefore, a key contributor to the voltage droop is

the switching activities in the top tier, instead of total switching activities for the full

M3D design. ATPG tools for 2D designs typically choose the easiest way to sensitize

target faults and run dynamic compaction to reduce test set size and test power without

considering layout information. Prior work on capture-power reduction for scan testing uses

WSA for the whole design as the quality metric and optimization goal [18], [19], [49]. Those

methods do not provide an optimal solution for M3D designs since they do not guarantee the

minimum WSA for the top tier. Therefore, an M3D-speci�c pattern generation algorithm

is needed to mitigate the voltage droop problem during scan capture for M3D designs; this

method must consider the M3D layout information.
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(a)

(b)

FIGURE 2.5: Minimum slack for patterns for the min-cut based LDPC benchmark: (a)
without voltage droop; (b) with voltage droop.

2.2.3 Identi�cation of Patterns that Cause Yield Loss

We next extract test patterns that cause excessive voltage droop, resulting in negative

slack on sensitized paths. These patterns are likely to result in yield loss. During scan

shifting, the only requirement to prevent yield loss is to guarantee the timing requirement

between two SDFFs. In our simulations, the minimum slack in the scan shift is su�cient to

endure the voltage droop problem. Therefore, this chapter focuses on mitigating the PSN-

induced yield loss during scan capture. To calculate the additional delay due to voltage

droop, we utilize a scale factor under the assumption that gate delay is computed using a

�rst-order model based on which varies with the supply voltage and the velocity saturation

a � 1 in the nanometer regime [55]. LetVdroop be the voltage droop obtained during the
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dynamic rail analysis. The scaled delayTdroop is calculated as follow:

Tdroop = Tnom �
1 � Vth

Vnom

1 � Vth
(Vnom� Vdroop)

(2.2)

whereTnom is the delay without the voltage droop, Vnom is the nominal supply voltage, and

Vth is the threshold voltage. In our simulations, Vnom is 1.1V and Vth is 0.15V according

to the Nangate 45 nm Open Process Design Kit. Increased delay of sensitized paths for a

pattern leads to a reduction of the minimum slack for these paths. Once the slack becomes

negative, the corresponding path violates the setup time violation, which may cause an

erroneous response at the output (or SDFF) and hence result in the failure of a good chip

and yield loss.

Note that we conduct timing analysis on the whole design, instead of on each tier

separately. A negative slack implies timing violations, while a positive slack is desirable to

minimize yield loss. Figure 2.5 compares the minimum slack of patterns with and without

the impact of voltage droop during scan capture for the min-cut based LDPC design. The

voltage droop applied to each gate is obtained from the worst-case scenario. Since we have

established that the top-tier WSA is highly correlated to the PSN-induced voltage droop

in Section 2.2.2, we �rst conduct dynamic power and rail analysis on the pattern with the

largest top-tier WSA to obtain the worst-case voltage droop. Next, this voltage droop is

utilized to scale the delay of every gate in the design using Equation(2.2). As shown in

Figure 2.5, a large proportion of patterns have negative slack after delay scaling. Therefore,

pattern reshaping is necessary to mitigate the yield-loss problem.

Because it is time-consuming to obtain the voltage droop for each pattern, we apply the

largest voltage droop during testing to every pattern assuming a worst-case scenario. This

is a conservative strategy that minimizes voltage droop during scan capture. The slack

reports are obtained by conducting timing analysis using Synopsys PrimeTime. As shown

in Figure 2.5 (b), 38%of the 194 patterns for LDPC generated by a commercial ATPG tool

have a negative slack after the delay is scaled. Such patterns are identi�ed to be susceptible
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Table 2.4: Analysis of ATPG-Generated Patterns.

Design
# Patterns

(Total)
# Patterns to
be reshaped

Percentage of
patterns

to be reshaped

Min-cut based benchmarks

LDPC 194 74 38.14%
Tate 558 117 20.93%

netcard 43103 451 1.05%
leon3mp 17087 258 1.51%

GNN-based benchmarks

LDPC 203 50 24.63%
Tate 592 89 15.03%

netcard 43423 0 0.00%
leon3mp 17158 0 0.00%

to yield loss and imported into our reshaping algorithm for mitigating the voltage droop

during scan capture.

Table 2.4 shows the number and percentage of patterns that are likely to lead to yield

loss for each design. At least15% of original patterns for Tate cause yield loss, which is

clearly unacceptable. Note that for GNN-based netcard and leon3mp, there is no pattern

that needs to be reshaped. This is because patterns generated using the �ow for transition-

delay faults tend to sensitize paths that are much shorter than the critical path in static

timing analysis. The slack of such paths remains positive after scaling with the worst-case

voltage droop using Equation(2.2). In such cases, no pattern is susceptible to yield loss after

yield-loss assessment. However, it is likely that long paths have negative slack due to voltage

droop but they are not sensitized, which may result in test escapes. To compensate for this

situation, we customize our test generation �ow to aggressively sensitize paths with marginal

slack. We �rst conduct static timing analysis to capture long paths in the target circuit.

For a trade-o� between runtime and fault coverage, the top 2000 long paths are selected

for the pattern generation. Next, we use a commercial ATPG tool to generate patterns

to detect delay faults through the selected paths. Yield-loss assessment is conducted on

such patterns to identify which patterns need to be reshaped. Finally, we run a top-o�

ATPG process to detect remaining faults that cannot be propagated through the selected

paths. Table 2.5 shows the number of patterns with our customized �ow and the number
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Table 2.5: Analysis of Customized Patterns with GNN-based benchmarks.

Design
# Patterns with

the selected paths
# Patterns to
be reshaped

# Top-off
patterns

Fault
coverage

netcard 84 17 (20.24%) 42567 96.80%
leon3mp 384 55 (14.32%) 17053 98.81%

of patterns that need to be reshaped. Around20% and 14% of patterns generated with

the selected paths cause yield loss for the GNN-based netcard and leon3mp, respectively.

Therefore, a pattern reshaping procedure is necessary to obtain a new set of patterns with

low dynamic voltage droop.

2.3 Proposed Pattern Reshaping Algorithms

In this section, we describe pattern reshaping based on two approaches, namely ILP

and simulated annealing. We �rst remove the extracted patterns from the original set and

update the fault list. Next, ATPG is carried out to generate new patterns for undetected

faults with don't-care bits un�lled. During pattern reshaping, our goal is to �ll don't-care

bits in each test pattern such that the voltage droop is minimized during scan capture.

2.3.1 ILP-based Solution

The �rst step in ILP modeling is to declare all nets in the circuit to be binary variables.

Because there are two vectorsV1 and V2 for the initial state and the launch state in a

transition delay fault pattern respectively, we declare two variablesn1 and n2 to represent

signals of netn with V1 and V2, respectively. Let G be all the standard cells andN be all

the nets in the circuit. We de�ne two sets S1 = t n1 | @n P Nu and S2 = t n2 | @n P Nu.

Next, the functionality of each Boolean logic gate is realized by a set of linear constraints.

Table 2.6 shows the linear inequalities for four basic logic gates, where the inputs are

denoted asxi and the output is denoted asy. Every standard cell g in benchmark designs

can be realized by a combination of the listed gate types. Note that the M3D benchmarks

are all full-scan circuits. The �ip-�op states are determined by the corresponding values

in vectors V1 and V2. Therefore, we do not need to model sequential logic using linear

constraints in our ILP model.
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Table 2.6: Constraints that Incorporate the Functionality of Logic Gates.

Gate Type Linear Inequalities

AND
� y + x1 + x2 ¤ 1

y � x1 ¤ 0
y � x2 ¤ 0

OR
y � x1 � x2 ¤ 0

� y + x1 ¤ 0
� y + x2 ¤ 0

XOR

y � x1 � x2 ¤ 0
� y + x1 � x2 ¤ 0
� y � x1 � x2 ¤ 0
y + x1 + x2 ¤ 2

INV
y + x1 ¤ 1

� y � x1 ¤ � 1

The constraints associated withg can be expressed in a canonical form as follows:

A i
gxi

g ¤ b i
g (2.3)

where i P t1, 2u indicates that this constraint corresponds to vectorV i , A i
g P R m� n and

b i
g P R m are the matrix and the vector of real numbers used to represent the functionality

of cell g, and xi
g P (Si )n is a vector containing the variables associated with the fan-in net

and the fan-out net. Both A i
g and bi

g can be easily derived from Table 2.6 based on the

gate type, while xi
g depends on the topology of the input netlist.

After the circuit is modeled using the constraints described above, the objective function

is formulated. To evaluate the switching activity of net n, we de�ne a binary variable

ntoggle = n1 ` n2. The XOR gate is used because it can demonstrate the transition states

at net n. If net n is switching, n1 and n2 must have opposite values, i.e.n1 equals to0(1)

and n2 equals to1(0), making the output of the XOR gate become1. Therefore, whenever

ntoggle equals 1, a transition occurs at netn. The constraints for ntoggle can be expressed

as shown below:

AXORxn ¤ bXOR (2.4)

, whereAXOR P R 4� 3 and bXOR P R 4 are the matrix and vector to realize an XOR gate, and

xn = t ntoggle, n1, n2u. As discussed in Section 2.2.2, the dynamic voltage droop is greatly

in�uenced by switching activities in the top tier. Such an in�uence is not considered
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FIGURE 2.6: An example circuit used to illustrate the ILP model.

when patterns are reshaped for conventional 2D ICs. 2D X-�lling algorithms [18], [19],

[49] aim at minimizing transition states at scan �ip-�ops without considering the toggling

of combinational logic gates. Those algorithms may occasionally trigger large switching

activities in the top tier, increasing the probability of yield loss induced by high voltage

droop. Therefore, a new algorithm is needed for M3D designs which takes M3D layout

information and combinational gates in the top tier into consideration. In our ILP model,

the goal is to minimize the weighted switching activities in the top tier. Let a subset

Ntop = t n P N | n belongs to the top tieru. The objective function is shown as below:

Minimize
¸

n

wnntoggle, @n P Ntop, (2.5)

where wn is the weight of net n and equal to 1 plus the number of its fan-out gates. The

overall ILP model is represented as follows:

minimize
¸

n

wnntoggle, @n P Ntop

subject to A1
gx1

g ¤ b1
g @g P G

A2
gx2

g ¤ b2
g @g P G

AXORxn ¤ bXOR @n P Ntop

(2.6)

However, modeling large designs completely with variables in this manner requires an

enormous number of constraints and consumes considerable runtime during optimization.

To relax the constraints, we �rst carry out a forward implication with test patterns. Only

inputs and gate outputs with an unknown signal are included in the ILP model. Note that

for a delay-fault test pattern, both the initial state and the launch state need to be taken
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into consideration. An example circuit is shown in Figure 2.6. With test vectorsV1 and V2,

we perform forward implication twice by applying two vectors contiguously. In this case,

only (n1
b, n1

d, n1
f , n1

g, n1
h, n2

d) will be de�ned as binary variables in our ILP model, and the

constraints corresponding to them are formulated using the linear inequalities mentioned

above. Next, netsna, nb, ne, ng are located in the top tier. After constraint relaxation, it

is obvious that natoggle and netoggle have already been determined. The inclusion of these

two variables in the objective function is unnecessary. Therefore, the objective function is

formulated as: Minimize t 2nbtoggle
+ 2ngtoggleu. The complete ILP model for this example is

described below:

Minimize 2nbtoggle
+ 2ngtoggle

Subject to
� n1

f + n1
d ¤ 0

n1
f � n1

d ¤ 0
� n1

g + n1
f ¤ 0

n1
g � n1

f ¤ 0
n1

h + n1
f ¤ 1

� n1
h � n1

f ¤ � 1
nbtoggle

� n1
b ¤ 0

� nbtoggle
+ n1

b ¤ 0
nbtoggle

+ n1
b ¤ 2

ngtoggle � n1
g ¤ 0

� ngtoggle + n1
g ¤ 0

ngtoggle + n1
g ¤ 2

Binary variables: n1
b, n1

d, n1
f , n1

g, n1
h, n2

d, nbtoggle
, ngtoggle

(2.7)

The solution to this ILP problem provides a fully speci�ed test pattern with minimum WSA

for the top tier. This ILP model is invoked for every test pattern that needs to be reshaped.

2.3.2 Simulated Annealing

The ILP-based algorithm is guaranteed to reshape each pattern with the minimum

WSA value for the top tier. However, the high runtime is a problem for large designs

or when a large number of patterns need to be reshaped. To ensure scalability for large

designs, we present another reshaping algorithm based on simulated annealing [56]. The

ILP-based algorithm can reshape patterns with optimal solutions, but it needs to �nd a
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Input: Pattern set PSA with don't care bits un�lled, M3D design DM3D , Number of step nstep, and
Temperature temp

Output: Patterns P1
SA P PSA after reshaping

1 P
1

SA := H
2 foreach pattern p in PSA do
3 Scurrent Ð Initialize( p)
4 SbestÐ Scurrent
5 tcurrent Ð temp
6 for i = 1 to nstepdo
7 Si Ð Neighbor( Scurrent)
8 DE Ð Top-tierWSA( DM3D , Si ) - Top-tierWSA( DM3D , Scurrent)
9 if exp (� DE/ tcurrent) ¡ rand() then

10 Scurrent Ð Si
11 end
12 if Top-tierWSA(DM3D , Si )   Top-tierWSA(DM3D , Sbest) then
13 SbestÐ Si
14 end
15 tcurrent Ð UpdateTemperature( tcurrent)
16 end
17 P1

SA := P1
SA Y Sbest

18 end

19 return P1
SA;

FIGURE 2.7: Pseudo-code for the simulated annealing-based reshaping algorithm.

trade-o� between performance and runtime by dropping patterns exceeding the runtime

limit, which results in a loss of fault coverage. The simulated annealing-based algorithm

can �nish execution in a relatively short amount of time, but it may reshape patterns with

sub-optimal solutions, leading to a greater reduction of slack than patterns reshaped by

the ILP-based algorithm. Therefore, the ILP-based solution is suitable for circuits that

have small slack margins but can accept a slight loss of fault coverage, while the simulated

annealing-based solution can be applied when the design is large or the slack margin is not

tight. In addition, optimal results from the ILP approach can be used to assess the quality

of the heuristic solution for smaller designs.

Figure 2.7 sketches the steps involved in the reshaping process. We utilize an inhomo-

geneous annealing schedule in our algorithm, i.e., the temperature decreases after a change

of state. The initial temperature temp is a user-de�ned constant that is independent of

the design benchmark. The number of stepsnstep controls the decreasing rate of temper-

ature, which can be �ne-tuned for each design to �nd a trade-o� between runtime and
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performance. Lines 2-18 iterate through all patterns that need to be reshaped. In Line 3,

the initial state is created by �lling don't-care bits in the target pattern p with the algo-

rithm [18], which has been shown to be scalable for large designs. Lines 6-16 iterate through

the simulated annealing process fornstep times. Line 7 �nds a neighbor of the current state

by randomly choosing a bit among don't care bits inp and converting its value from0(1) to

1(0). Line 8 calculates the di�erence between the top-tier WSA values ofSi and Scurrent. In

Lines 9-11, if the acceptance probability, calculated by exp(� DE/ tcurrent), is greater than

a random number between 0 and 1, the current state is updated; else, the current state

remains unchanged for the next iteration.

In the early stages of optimization whentempis high, the acceptance probability is close

to 1. Thus, a non-improving solution is highly likely to be accepted, helping the searching

process to escape from a local minima. In the later stages of optimization, the acceptance

probability becomes close to 0 due to low temperature, so the process gradually converges

to an equilibrium state. Note that if DE is negative, the current state is almost certain to

be updated. Lines 12-14 change the best state toSi if the state Si has the lowest top-tier

WSA value up to this point. Line 15 updates the current temperature. In our algorithm, we

use the linear reduction rule and set the termination condition to betemp= 0. Therefore,

the temperature is changed by decreasingtemp/ nstep each time. In Line 17, the best state

Sbest is appended to the �nal pattern set P1
SA.

The time complexity of the above simulated annealing-based algorithm can be analyzed

as follows. Given a pattern setPSA with nPSA patterns, Lines 6-16 will be executednstep

times to �nd the best state. For each iteration, the bottleneck occurs at Line 8, where the

fault simulation is conducted to calculate the top-tier WSA of Si . Let the number of gates

in the design DM3D be nDM3D . During fault simulation, each gate is evaluated twice for a

transition-delay test pattern, hence the time complexity is O(nDM3D ). The other steps can

be completed in constant time. Therefore, the total time complexity isO(nPSAnstepnDM3D ).
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Table 2.7: Results for min-cut based benchmarks with and without reshaping.

Design # Patterns
Mean WSA STDEV WSA Fault # Paths with

(top tier) (top tier) coverage negative slack

Without Pattern Reshaping

LDPC 194 58830 5818.91 99.73% 74
Tate 558 99629.05 11763.54 98.37% 117

netcard 43103 46710.27 19333.75 96.71% 451
leon3mp 17087 35241.07 9390.20 98.87% 258

With Simulated Annealing-based Pattern Reshaping

LDPC 204 56674.65 5928.68 99.73% 0
Tate 669 81546.31 35459.48 98.37% 0

netcard 43288 46241.82 19486.18 98.71% 0
leon3mp 17624 26119.89 9441.09 98.88% 0

With ILP-based Pattern Reshaping

LDPC 200 58150.98 5355.39 99.64% 0
Tate 443 99132.92 11503.97 97.98% 0

netcard 43288 45626.45 19892.42 96.71% 0
leon3mp 16932 35061.30 9569.05 98.81% 0

2.4 Simulation Results

We implemented a program in Python to formulate the ILP models for patterns with

don't-care bits. We utilized the Python application programming interface and the ILP

solver of the Gurobi optimizer [57]. Our code was run on a 64-bit Linux Server with a

10-cores Intel Xeon 2.40 GHz CPU and 12 GB memory.

Even though the number of variables and constraints of the ILP model are linear in the

size of circuit, runtime overhead is a major concern for large designs. To �nd a trade-o�

between performance and e�ciency, we de�ne a runtime threshold to compare the results

of each reshaping algorithm within the same timing constraint. In our simulations, the

runtime limit is 0.5 hours for each pattern and 48 hours for the whole reshaping process.

With a negligible loss of fault coverage, patterns that exceed the runtime limit are removed

during optimization. The CPU time required to generate the ILP model is negligible.

2.4.1 Min-cut based Benchmarks

Table 2.7 shows the test pattern results obtained after reshaping for the min-cut based

benchmarks, where STDEV is the standard deviation. It is expected that the number of

patterns increases slightly due to the lack of pattern compaction when we generate a new
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set with don't-care bits before the optimization. For the Tate and leon3mp benchmarks

with the ILP-based reshaping algorithm, our solution leads to a reduction in the number

of test patterns, with a negligibly small decrease in fault coverage. For all our benchmarks,

the average WSA of patterns decreases with pattern reshaping without any adverse impact

on fault coverage.

Note that for the original ATPG-generated pattern set, many sensitized paths have

negative slack due to voltage droop. These paths are likely to lead to yield loss. In Table 2.7,

we list one path for each test pattern; this is the path with the minimum slack for the

corresponding pattern. We consider the worst-case scenario and extract patterns with

negative minimum slack, and then use our approaches to reshape such patterns. If such a

path has positive slack, we can ensure that no sensitized path has negative slack; hence,

yield loss is eliminated. We leave the patterns that only sensitize paths with positive

slack unchanged and extract the other patterns from the original pattern set. Next, we

reshape the extracted patterns with our proposed ILP-based and simulated annealing-based

optimization methods. A timing-analysis veri�cation step is carried out to compute the

slack after pattern reshaping. As shown in Table 2.7, all sensitized paths have positive

slack for the reshaped patterns.

Note however that the reduction in average WSA value is not so noticeable. This is

because the average WSA is dominated by patterns in the original test set that have a large

WSA but only sensitize paths without a small slack. Those patterns are unlikely to fail

a good chip due to the voltage droop problem and thus these patterns do not have to be

reshaped.

We next compare the reshaped patterns with a 2D baseline X-�lling algorithm [18]; the

results are shown in Table 2.8. We �rst carry out timing analysis to evaluate the reduction

in yield loss after pattern reshaping. We also consider sensitized paths with the minimum

slack for each pattern, and record the number of paths whose slack is no more then 3% of

the functional clock period.

In Table 2.8, the number of reshaped patterns is obtained based on the ATPG generation
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Table 2.8: Comparisons between proposed reshaping methods with a 2D baseline
X-�lling algorithm [18] for min-cut based benchmarks.

Design
# Patterns
reshaped

Fault
coverage

# Patterns having
paths with

negative slack

# Patterns with
min. slack

below 3% of
the clock period

CPU time

[18]

LDPC 84 99.73% 0 7 5m
Tate 228 98.37% 1 18 20m

netcard 636 96.71% 47 98 17m 22s
leon3mp 795 98.88% 7 10 31m 7s

Simulated Annealing-based Optimization

LDPC 84 99.73% 0 0 3h 20m
Tate 228 98.37% 0 0 2h 26m

netcard 636 96.71% 0 31 5h 28m
leon3mp 795 98.88% 0 3 9h 57m

ILP-based Optimization

LDPC 80 99.64% 0 0 9h 10m
Tate 2 97.98% 0 0 48h

netcard 636 96.71% 0 6 48h
leon3mp 103 98.81% 0 0 48h

process. We update the undetected fault list after extracting patterns from the original set

and regenerate a new set of patterns with don't-care bits un�lled. Therefore, this number

is di�erent from the number of patterns-to-be-reshaped listed in Table 2.4 due to the lack

of pattern compaction. Note that for the results with the ILP-based optimization method,

the number of patterns is lower in Table 2.8 due to optimizations carried out to reduce

runtime. For Tate and leon3mp, the drop in the number of patterns is large because the

reshaping procedure is terminated when it reaches the runtime limit, which is 48 hours in

our simulations. During ILP optimization, we remove patterns after timeout and patterns

that requires high runtime for analysis and evaluate the remaining patterns. Since the loss

of fault coverage is negligible, further optimization does not have to be conducted. For

the simulated annealing-based optimization method, all benchmarks can �nish execution

within the runtime limit without any loss of fault coverage.

In [18], a probabilistic method is presented to ensure low capture power without any loss

of fault coverage. However, the randomness in this method tends to occasionally sensitize

paths with a small slack. Moreover, because [18] does not take the M3D layout and PDN
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FIGURE 2.8: Minimum slack distribution with voltage droop for the reshaped patterns
for the min-cut based netcard benchmark.

FIGURE 2.9: Minimum slack distribution with voltage droop for the reshaped patterns
for the min-cut based leon3mp benchmark.

information into account, it can lead to considerable voltage droop for some test patterns

during scan capture. As a result, the patterns obtained from [18] can lead to either negative

slack or considerably reduced slack margin. Negative slack will always lead to yield loss,

while reduced slack will magnify the detrimental impact of small-delay defects and also

likely to lead to the failure of a good chip with small process variations. In the proposed

methods, the reshaped patterns do not cause negative slack under voltage-droop conditions

on sensitized paths and the problem of slack-margin reduction is also mitigated. Also,

Table 2.8 shows that the proposed methods lead to fewer sensitized paths with reduced

slack margins compared with the baseline.

We next evaluate the impact on slack of di�erent optimization methods. Figures 2.8-
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2.9 show the slack distributions for the reshaped patterns with respect to the percentage

of the clock period for the min-cut based netcard and leon3mp benchmark, respectively,

where SA is the simulated annealing-based algorithm. Note that patterns with minimum

slack larger than 15% of the clock period are not of concern because such patterns are

unlikely to result in yield loss due to small-delay defects or process variations. Among the

three optimization methods, the ILP-based solutions provide the greatest improvement in

the slack margin. The slack distributions of the baseline solutions [18] are more similar to

the proposed simulated annealing-based solutions than to the ILP-based solutions. This

is reasonable because during simulated annealing, we utilize the baseline results as initial

states. It is likely that the best solutions the heuristic can �nd are local minima near initial

states. However, for all the benchmarks in Table 2.8, the simulated annealing-based method

can get better solutions compared to the baseline.

2.4.2 GNN-based Benchmarks

Table 2.9 shows the test pattern results obtained after reshaping for the GNN-based

benchmarks. Note that for netcard and leon3mp, the pattern sets are generated by our

customized �ow, as described in Section 2.2. The proposed reshaping methods can mitigate

the yield loss problem for all the benchmarks. Note that with ILP-based pattern reshaping,

the drop in fault coverage for Tate is larger than for other benchmarks. This is because

during reshaping, few patterns can �nish within the runtime limit, i.e., 0.5 hours for each

pattern. However, the loss on fault coverage is only 0.08%, which is acceptable.

Table 2.10 shows the comparisons for the reshaped patterns between the baseline al-

gorithm [18] and the proposed methods for the GNN-based benchmarks. For netcard and

leon3mp, the number of patterns with minimum slack below 3% of the clock period is higher

than that for LDPC and Tate. This is expected because patterns for netcard and leon3mp

are generated by our customized �ow. The sensitized paths tend to have marginal slack

even without considering voltage droop. Therefore, the slack-margin reduction is not as

signi�cant as the alleviation of the yield-loss problem.
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Table 2.9: Results for GNN-based benchmarks with and without reshaping.

Design # Patterns
Mean WSA STDEV WSA Fault # Paths with

(top tier) (top tier) coverage negative slack

Without Pattern Reshaping

LDPC 203 39142.29 3282.08 99.74% 50
Tate 592 107900.45 12544.87 98.26% 89

netcard 42651 53880.73 25361.12 96.80% 17
leon3mp 17437 38673.78 9903.05 98.81% 55

With Simulated Annealing-based Pattern Reshaping

LDPC 218 37084.16 4053.50 99.74% 0
Tate 659 90981.13 34217.86 98.26% 0

netcard 42651 53848.34 25371.23 96.80% 0
leon3mp 17705 38519.45 10149.40 98.81% 0

With ILP-based Pattern Reshaping

LDPC 218 37919.70 3323.10 99.74% 0
Tate 509 107432.23 14146.12 98.18% 0

netcard 42651 53584.62 25373.49 96.80% 0
leon3mp 17389 38833.83 9900.18 98.80% 0

Table 2.10: Comparisons between proposed reshaping methods with a 2D baseline
X-�lling algorithm [18] for GNN-based benchmarks.

Design
# Patterns
reshaped

Fault
coverage

# Patterns having
paths with

negative slack

# Patterns with
min. slack

below 3% of
the clock period

CPU time

[18]

LDPC 65 99.74% 0 0 23s
Tate 156 98.26% 0 0 3m 20s

netcard 17 96.80% 2 3 28s
leon3mp 323 96.81% 1 91 12m 47s

Simulated Annealing-based Optimization

LDPC 65 99.74% 0 0 1h 40m
Tate 156 98.26% 0 0 1h 53m

netcard 17 96.80% 0 2 58m 52s
leon3mp 323 96.81% 0 65 3h 51m

ILP-based Optimization

LDPC 65 99.74% 0 0 2h 6m
Tate 6 98.18% 0 0 48h

netcard 17 96.80% 0 3 5h 52m
leon3mp 7 98.80% 0 1 48h
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Furthermore, patterns with marginal slack are highly sensitive to PSN-induced voltage

droop. A small increase in voltage droop can make positive slack become negative, leading

to yield loss. As a result, reshaping algorithms require to be extremely e�ective to prevent

yield loss. For all the benchmarks, the proposed methods can eliminate the number of

patterns with negative slack, while two and one patterns have negative slack in the baseline

solutions for netcard and leon3mp, respectively. Although the proposed methods require

higher CPU runtime than the baseline, such full elimination is very important. This is

because even if only one pattern in the pattern set has negative slack, it always leads to

yield loss. For the slack-margin reduction, the proposed solutions outperform the baseline

solutions in reducing the number of patterns with slack below 3% of the clock period for

the largest two benchmarks.

2.5 Discussion
2.5.1 Comparisons between the proposed methods

The ILP-based reshaping method guarantees the minimum top-tier WSA value for each

reshaped pattern. Among the three reshaping algorithms evaluated in Table 2.8 and in

Table 2.10, it always produces the best results. Furthermore, it can improve the slack

margin considerably to help prevent yield loss due to small-delay defects. However, a

major drawback is that a few patterns may be dropped due to runtime limits, leading to a

small loss of fault coverage. We have shown that the fault coverage loss for all benchmarks

is within 0.08%, which is sometimes acceptable in practice. Moreover, our method can be

combined with stuck-at fault patterns to prevent test escape of real stuck-at faults due to

fault coverage loss. Stuck-at faults do not a�ect PSN because they are used in static testing,

which is not at-speed. A second concern is the scalability of large designs. The number of

variables in our ILP model is proportional to the size of benchmarks. Therefore, it may take

a long time when patterns are reshaped for large benchmarks and some patterns may be

dropped. Nonetheless, the results obtained by ILP-based optimization are useful because

they can be used to evaluate the performance of other heuristics for smaller designs.
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The simulated annealing-based method guarantees that there is no drop in fault cover-

age, therefore it is an alternative to ILP when even a negligible drop in fault coverage is

unacceptable. Furthermore, the simulated annealing-based method is scalable for large de-

signs. Although it needs more computational e�ort compared to [18], the reshaped pattern

set has fewer patterns with negative slack. This is very important because even a single

pattern with negative slack can lead to yield loss. The disadvantage of this method is that

it can only obtain sub-optimal solutions. Therefore, our ILP-based method is suitable for

designs that can endure a small loss of fault coverage but have a tight slack margin, while

the simulated annealing-based algorithm can be applied to the designs when absolutely no

loss in fault coverage is permitted.

2.5.2 M3D process variations

Process variations have a signi�cant impact on delay testing because they lead to slack-

distribution variations from chip to chip. M3D process variations can be attributed to

two key reasons: (i) low-temperature manufacturing process for top-tier transistors, and

(ii) stability of intermediate back-end-of-line (iBOEL). In an M3D design, device tiers are

sequentially fabricated on the same wafer. Conventional manufacturing steps (e.g. epitaxy,

annealing, and dopant activation) often have high thermal budgets, which inevitably causes

damage to cells and wires in the bottom tier during top-tier device fabrication. Therefore, a

low-temperature process is mandatory for M3D integration. Solid-phase epitaxy regrowth

(SPER) and laser annealing have been developed to successfully realize top-tier transis-

tors without damaging the bottom-tier components. However, such processes lead to high

source/drain resistance and low on-current, degrading the performance of top-tier transis-

tors. The metal usage for iBOEL is another concern since standard Copper/low-k materials

have a high risk of contamination when fabricating the top tier. A high temperature anneal

may increase the sheet resistance and leakage current [58].

The above M3D process variation issues have been largely resolved in recent years due

to breakthroughs in 3D integration technology. For example, it has been demonstrated
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Table 2.11: Analysis of ATPG-generated patterns of benchmark min-cut based M3D
designs in the test-compression environment.

Design
# Test
inputs

# Scan
chains

# Patterns
Fault

coverage
# Patterns to
be reshaped

Percentage of
patterns to

be reshaped

LDPC 5 100 187 99.62% 14 7.49%
Tate 5 100 538 99.36% 74 13.75%

netcard 10 200 44231 96.66% 486 1.10%
leon3mp 10 200 17406 98.79% 214 1.23%

in [59] that high-performance fully-depleted silicon-on-insulator (FDSOI) transistors can

be fabricated at a temperature below500� C. In [10], Copper/low-k iBOEL has been shown

to be stable and reliable under the standard 28 nm design rules. These breakthroughs

make the impacts of process variations in M3D ICs similar to those for conventional 2D

designs. Solutions have been proposed in the literature or adopted in practice to handle

such variations [60][61], and these solutions can be easily used for M3D designs. Therefore,

we do not consider process variations in our analysis and pattern reshaping approaches.

2.5.3 Pattern reshaping with test compression

Test compression is widely used today to achieve a signi�cant reduction in test time and

data volume. To discuss the PSN-induced yield loss in a test-compression environment, we

insert compression designs into our min-cut based benchmarks using Synopsys Testmax.

Table 2.11 shows the number and percentage of patterns that are required to be reshaped in

the compression environment. Up to 13% of original patterns for Tate cause yield loss, which

is unacceptable. Therefore, pattern reshaping is required to mitigate PSN-induced voltage

droop in M3D designs with test compression. However, X-�lling reshaping algorithms are

not compatible with test compression due to the di�culty of �nding don't-care bits in a

compressed pattern.

To conduct pattern reshaping in the test compression environment, we extend our pro-

posed simulated annealing-based method. During the simulated annealing process, we

change the way in which we �nd a neighbor of the current state in a compressed pattern.

Instead of searching for a don't-care bit, we randomly choose a bit among test inputs and
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Table 2.12: Results for min-cut based M3D designs in the test-compression environment
after reshaping.

Design
# Total

patterns

Loss of
fault

coverage
due to

reshaping

# Top-off
patterns

Fault
coverage

with top-off
and reshaped

patterns

# Patterns
with

negative
slack

Test
time

increase

LDPC 221 0.12% 34 99.63% 0 18.18%
Tate 641 0.07% 101 99.36% 0 18.70%

netcard 44362 0.01% 131 96.66% 0 0.29%
leon3mp 17638 0.02% 214 98.82% 0 1.33%

convert its value from 0 (1) to 1 (0). This modi�cation may occasionally in�uence the

sensitized paths after reshaping, leading to a loss of fault coverage. To compensate for

the loss, we run a top-o� ATPG process following simulated annealing. Finally, yield loss

assessment is conducted on the reshaped patterns and top-o� patterns to evaluate the e�ec-

tiveness of yield-loss mitigation. Pattern reshaping results with test compression are shown

in Table 2.12. PSN-induced yield loss can be fully eliminated for all the benchmarks. Note

that the loss of fault coverage due to the simulated annealing-based reshaping process is

extremely low; therefore, few paths need to be sensitized by each top-o� pattern, leading

to a low value of WSA. We also �ne-tuned the merging step during pattern generation to

ensure that the WSA value of every top-o� pattern is low enough to prevent yield loss.

Hence, while the proposed solution does not guarantee that the top-o� patterns will not

lead to any increase in the WSA, we have incorporated optimization steps to ensure that

the yield-loss problem is avoided. An increase in test time due to the top-o� patterns is

another concern, but this increase is negligible for the two largest benchmarks. Moreover,

in view of the high compression ratio, this increase might be acceptable. As part of ongoing

work, we are assessing new reshaping algorithms that are speci�cally aimed at M3D designs

with test compression.

2.6 Conclusion

We have proposed a framework to conduct dynamic power and rail analysis for M3D

ICs. We have demonstrated that the magnitude of the voltage-droop problem in scan test
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mode depends on the switching activities in the top tier of a two-tier design. We have also

shown how we can identify test patterns that are likely to fail a fault-free chip, i.e., cause

yield loss, due to the droop-induced added delay on sensitized paths. We have presented an

ILP-based X-�lling algorithm and a simulated annealing-based algorithm for M3D pattern

reshaping. Simulation results for OpenCore and the ISPD 2012 benchmarks show that the

average WSA of the top tier is reduced after pattern reshaping and there is no decrease in

the slack of sensitized paths. The proposed methods signi�cantly mitigate the PSN-induced

yield loss problem during scan capture for M3D designs. As part of ongoing work, we are

assessing our solutions for M3D designs with more than two tiers.
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3. Test-Point Insertion for Power-Safe Testing
TPI is used to improve the testability and diagnosability of the circuit under test [62].

TPI leads to high test coverage and a reduction of pattern count. However, the study of TPI

to reduce test power has not received much attention. [63] uses TPs to decrease peak power

consumption during scan capture, but the locations for TPI are limited to the outputs of

scan elements. In [64], TPs are inserted at the boundary of high-capture-power regions

to reduce local switching activities. However, the number of variables in the proposed

satis�ability (SAT)-based solution grows with the size of the circuit, which is not scalable

for high-density M3D designs. A new TPI methodology is therefore needed for M3D ICs

to mitigate the PSN problem during testing.

In this chapter, we propose a power-safe testing framework for M3D designs [65]. We

leverage RL to �nd the best locations for TPI to help eliminate the yield loss problem due

to the PSN-induced voltage droop. The key contributions of this chapter are as follows:

• We develop a detailed M3D power analysis �ow to extract the PSN-induced voltage

droop at local receivers.

• We describe an RL-based framework that uses the PSN-induced voltage droop data

and determines the optimal types and locations of TPs for test power reduction.

• We demonstrate the e�ectiveness of the proposed approach by presenting evaluation

results for M3D designs and comparing our technique with a commercial tool.

The rest of the chapter is organized as follows. Section 3.1 provides an overview of TPs

and RL. Section 3.2 presents the proposed power analysis �ow for M3D designs. Details of

our RL-based TPI framework are provided in Section 3.3. In Section 3.4, we compare the

e�ectiveness of the proposed framework with baseline cases that insert TPs determined by

a commercial ATPG tool. Finally, Section 3.5 concludes the chapter.
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FIGURE 3.1: Example of types of TPs.

3.1 Background
3.1.1 Test Points

Test points are of two types: control points (CPs) and observe points (OPs). CPs are

used to assign speci�c values to certain signals in the design during testing. Typically, CPs

are inserted at locations that are di�cult to control by existing scan elements. OPs are

introduced to capture signals at speci�c locations, especially where fault e�ects are hard to

propagate through the capture logic.

Figure 3.1 shows an example of the usage of TPI, where TPE refers to the test point

enable signal. One input of the �rst AND gate is tied to logic 0, which forces the output

of the AND gate to always be 0 in every cycle. This blocks the ability to propagate the

fault e�ects from another input; the fanout circuitry of such an AND gate also becomes

uncontrollable. Therefore, an OP is inserted to capture fault e�ects from the circuitry

feeding the blocked input. A CP is inserted to improve the controllability of the output

signal of the AND gate. Similarly, an OP and a CP are introduced to the OR gate in the

middle where one input is �xed to its controlling value (i.e., logic 1). Note that two types

of CPs are inserted depending on the desired value provided by the CP structure. OR-type

CP forces the net to be logic 1 when TPE is enabled, while AND-type CP assigns logic 0

to the connected signal. During functional operations, TPE is disabled to ensure that the

normal functionality of the circuit remains unchanged.

The general purposes of TPI include pattern count reduction and test coverage improve-

ment. Leveraging TPI for test power reduction has not been fully explored yet. For delay

testing, OPs can facilitate the observation of fault e�ects; CPs can provide constant values
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in the capture cycles to switch o� unnecessary signals. These advantages allow ATPG tools

to generate low-switching patterns without an adverse impact on test coverage. Therefore,

we aim at developing an e�cient framework to �nd the best locations for TPI to reduce

switching activities during testing and eliminate the PSN-induced yield loss.

3.1.2 Reinforcement Learning

RL has gained signi�cant attention in recent years due to its ability to enable intelligent

decision-making via autonomous agents [66]. An RL problem can be formulated as a Markov

decision process (MDP) using a tuple(Sstate, Aaction, Taction, Raction), whereSstate is the set of

states, Aaction is the set of actions,Taction is the transition function of states when taking the

action, and Raction is the numerical reward from the environment according to the action.

The objective of RL is to �nd an optimal sequence of actions that an agent can take in the

environment to maximize a cumulative reward signal. The agent learns from its interactions

with the environment and improves its decision-making process through trial-and-error.

RL has recently been applied to various aspects of IC design. [67] addresses �oorplan

design using graph convolutional networks and RL to achieve area and wirelength optimiza-

tion. In [68], a deep RL algorithm is used to �ne-tune the parameters used for placement to

reduce the total wirelength. [69] leverages RL to generate standard cell layouts in advanced

technology nodes that can enhance layout quality, and reduce runtime and manual e�orts.

These advances in the �eld of IC design motivate us to develop an RL-based framework

for power-safe test generation of M3D ICs. Our goal is to train an RL agent that can

discover an optimal assignment of enable signals to each segmented SDFF that can help

in minimizing PSN during testing and maximize the test coverage. This co-optimization

problem is associated with high runtime and signi�cant human involvement when conven-

tional algorithms are used. In [70], constraint programming is 83x slower than deep RL

for the cutting and packing problems. Similarly, by employing RL, we can encode multiple

objectives into a reward function using a weighted combination of evaluation metrics. This

advantage allows the RL agent to e�ciently �nd an optimal solution.
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FIGURE 3.2: Power analysis �ow for M3D ICs.

3.2 M3D Power Analysis

In this section, we describe the proposed power analysis �ow for M3D ICs to obtain

the PSN-induced voltage droop at each gate. We extend the analysis method available for

today's commercial tools for conventional 2D designs by considering the 3D structure of

M3D PDNs. The analysis results are utilized to identify test patterns that are susceptible

to yield loss and to evaluate the e�ectiveness of the proposed RL-based TPI framework.

3.2.1 Overview

We �rst converted benchmark designs into the M3D version using the method in [14].

The 3D placement and routing results after tier-partitioning are saved in a design exchange

format (DEF) �le. Next, we generated transition-delay fault (TDF) patterns by Siemens

EDA Tessent and wrote out the patterns into Verilog testbenches. Given a pattern and the

M3D design netlist, we used Siemens EDA Questa advanced simulator to conduct a gate-

level logic simulation and record the switching activities during capture cycles in a VCD

�le. The M3D netlist, DEF, and VCD �les were imported into Cadence Voltus to perform

vector-based power analysis of each tier separately using the �ow for traditional 2D designs.

Finally, we combined the tier-level analysis results to evaluate the PSN-induced voltage

droop in M3D. An overview of the proposed power analysis �ow is shown in Figure 3.2.
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Input: M3D netlist NM3D , DEF �le fDEF, Power analysis results fp
Output: M3D voltage droop Vd

1 Vd := H
2 foreach logic gate g in NM3D do
3 vg = VoltageDroopExtraction( g, fp)
4 if g in top tier then
5 Vd := Vd Y vg
6 else
7 vtop = NearestTopTierVoltageDroop( g, fDEF, fp)
8 v1

g := vg + vtop

9 Vd := Vd Y v1
g

10 end
11 end

12 return Vd;

FIGURE 3.3: Pseudo-code for M3D voltage droop evaluation.

3.2.2 M3D Voltage Droop Evaluation

Because commercial tools do not consider the impact of 3D integration, we develop an

algorithm to extract the PSN-induced voltage droop in M3D designs. Figure 3.3 sketched

the steps involved in M3D voltage droop evaluation. Lines 2-11 iterate through every gate

g in the input design. Line 3 extracts the voltage droop ofg from the tier-level power

analysis report generated by Cadence Voltus, denoted asvg. In Line 5, if g is located at

the top tier, we use vg to represent the voltage droop ofg. This is because the top-tier

PDN is directly connected to power supplies (i.e., C4 bumps). A problem with commercial

tools is that they overlook the following scenario. Ifg is in the bottom tier, it su�ers from

additional voltage droop as the supply current needs to �ow through the top-tier PDN.

Such an e�ect is ignored by commercial tools during tier-level power analysis. To simulate

this scenario, in Line 7, we extract the voltage droop of the top-tier gate that is nearest

to the location of g according to placement results. Lines 8-9 superimpose the extracted

value on vg to re�ect the PSN e�ect in 3D integration and used the superimposed value to

represent the PSN-induced voltage droop atg. The evaluation process is completed after

iterating through all the gates in both tiers.

Figure 3.4 shows the voltage droop distributions of the Tate benchmark with and with-

out M3D voltage droop evaluation. Note that the values provided by a commercial tool
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(a) Top-tier distribution from
ATPG.

(b) Bottom-tier distribution
from ATPG

(c) Distribution with M3D
voltage droop evaluation.

FIGURE 3.4: Voltage droop distributions.

are the di�erence between receivers and power sources of each tier (i.e., C4 bumps for the

top tier and power MIVs for the bottom tier, respectively). From Figure 3.4(a) and Fig-

ure 3.4(b), it is obvious that the voltage droop problem is more severe in the top tier than

in the bottom tier. This has been explained in [15]. With the reduction of footprint in

M3D designs, the number of C4 bumps is limited by their large size. Excessive current

demand and the limited number of power sources lead to high voltage droop in the power

rails near the C4 bumps. In contrast, the bottom-tier PDN is supplied by numerous power

MIVs, which serve as current sources to prevent a large-magnitude current from �owing

through each MIV and surrounding metal wires. Therefore, the IR-drop problem is miti-

gated. This scenario points out the drawback of using existing 2D analysis �ow for M3D

designs. Voltage droop hotspots shown in Figure 3.4 tend to be overlooked in the report

generated by the commercial tool. The impact of such hotspots on circuit timing may be

underestimated, making it di�cult to identify the patterns that can cause yield loss. With

the proposed evaluation algorithm, the PSN-induced voltage droop in M3D designs can be

extracted appropriately. This is important for the proposed RL-based framework for TPI

to ensure that the yield-loss problem is fully eliminated with the TP-inserted designs and

the resulting low-switching patterns.
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FIGURE 3.5: Flowchart for the proposed RL-based TPI framework.

Input: M3D netlist NM3D , DEF �le fDEF, ATPG Patterns P
Output: Patterns P1 P P that are susceptible to yield loss

1 P1 := H
2 Psampled:= RandomSampling(P)
3 foreach pattern p in Psampleddo
4 VM3D := M3DPowerAnalysis( p, NM3D , fDFT)
5 if ScaledSlack(VM3D , NM3D )   0 then
6 P1 := P1Y HighSwitchPatterns( p, P)
7 end
8 end

9 return P1;

FIGURE 3.6: Pseudo-code for extracting high-switching patterns.

3.3 Proposed RL-based Framework

Figure 3.5 presents the �owchart of the proposed RL-based TPI framework. Given an

M3D design, the corresponding DEF �le, and TDF patterns generated by an ATPG tool,

we conduct power simulation to extract high-switching patterns that are susceptible to yield

loss. Next, we update the fault list to capture the remaining undetected faults (UDs) after

pattern extraction. The updated fault list and the M3D design become inputs to our RL

model to �nd the best set of TPs that can help in detecting the UDs without incurring

high switching activities. We also leverage an ATPG-based TPI process for test coverage

improvement accompanied by the TPs determined by RL. Finally, low-power ATPG is

carried out on the TP-inserted design to generate patterns that can mitigate the PSN-

induced yield loss problem without any adverse impact on the test coverage.
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3.3.1 Extraction of High-switching Patterns

In an ATPG pattern set, only a small proportion of patterns can lead to yield loss;

it is not necessary to reduce the switching activity for each pattern. Therefore, the �rst

step in the proposed framework is to identify the high-switching patterns that lead to

excessive PSN-induced voltage droop. We extract such patterns from the original pattern

set. Figure 3.6 sketches the steps in our high-switching pattern extraction algorithm. In

Line 2, we randomly sample the input ATPG patterns because it is time-consuming to

conduct power analysis on every pattern. In this work, we sample 5% of the ATPG pattern

set to identify high-switching patterns. Lines 3-8 iterate through each sampled pattern,

denoted as p. Line 4 runs the M3D power analysis to obtain the PSN-induced voltage

droop as described in Section 3.2. With the voltage droop values, we scale the slack of the

critical path with Equation (2.2) in Line 5. In a fault-free chip without any voltage droop,

the slack of the critical path is always positive. However, if the voltage droop induced by

high switching activity in p makes the scaled slack become negative, an erroneous response

can be captured during testing, leading to the failure of the good chip and yield loss.

Therefore, in Line 6, we calculate the WSA of each pattern; all patterns with a WSA larger

than the WSA of p are collected. Faults that are uniquely detected by the collected patterns

are the main focus of the subsequent TPI process.

3.3.2 RL Training Environment

After extracting high-switching patterns, we conduct fault simulation with the remain-

ing patterns in the ATPG pattern set to update the fault list. UDs in the updated fault

list are imported into the RL environment to guide the training process. The objective

of RL-based TPI is to �nd the best set of TPs that can help in detecting such UDs with

low-switching patterns.

Ideally, a TP can be inserted anywhere in the design. However, this level of �exibility

introduces prohibitively high runtime to evaluate every candidate location for TPI, making

it impractical for RL training. Therefore, we narrow down the number of candidates in
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FIGURE 3.7: Overview of the training environment of the proposed RL-based TPI
framework.

each iteration during the training process by partitioning the design into tiles and choosing

one location for each tile at a time. Figure 3.7 shows an overview of our RL training

environment. We �rst convert the M3D netlist into a graph, where each fault site (i.e.,

every pin of a gate) creates a node, and connections between fault sites form the edges.

After graph construction, node features are calculated based on the topological dependencies

of the circuit and the input fault list. Next, we partition the graph into tiles based on the

location of C4 bumps under the assumption that gates in the same tile tend to be supplied

by the same bump. When multiple gates in the same tile switch simultaneously, a large-

magnitude current is drawn from the bump and �ows through the surrounding metal wires,

leading to a large voltage droop. Therefore, the proposed tile-partitioning method aims at

collecting gates that are highly correlated in a tile and guiding the RL model to minimize

the tile-based switching activities.

With the partitioned graph, we utilize the proposed tile-based candidate heuristic to

�nd a candidate for each tile in one training iteration. In tile Ti , we choose the gate with

the largest distance to the launch and capture �ops to be the candidate. This is because

when an OP is inserted, the probability of detecting multiple UDs along the propagation

paths from the launch �ops to the candidate location is increased, while inserting a CP

helps in switching o� large activities between the candidate and the capture �ops. The

node feature of such a candidate is used as the representation ofTi , denoted ash Ti . Feature

vectors of candidates form tiles in the design [h T1, h T2 . . .h Tm] forms an observation of the

RL model; the combinations of all tile-based candidate features construct the observation
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space. The action space is composed of two elements: (i) TPtile P tT1, T2, . . . ,Tmu, and

(ii) TP type P tAND-type CP, OR-type CP, OP u, where TPtile and TPtype represent which

tile-based candidate and which type of TPs are going to be inserted, respectively. The state

of the environment and the reward are updated in every iteration according to the action

taken by the RL agent.

3.3.3 Reward Function

The primary objective of the proposed framework is to improve the test coverage of

UDs while minimizing switching activities. In this case, we de�ne our reward function as

a weighted combination of performance metrics. Letst and at be the state and the action

taken at time step t, making the state becomest+ 1. The reward function is de�ned as

follows:

rewardt = aUD � r t
UD + aSW � r t

SW (3.1)

where aUD and aSW are hyperparameters,rUD and rSW are rewards for the detection of

UDs and the reduction in tile-based switching activities, respectively.

Note that the most straightforward method to evaluate the impact of each action on

the test coverage and the switching activity is to re-generate patterns every time a TP is

inserted. However, the synthesis of TP logic and the pattern generation with commercial

tools lead to large runtime overhead, making it infeasible for RL training. To approximate

the impact of each TP, we utilize the signal-transition probability (STP) metric from [71].

The STP of each node is denoted as[pS0, pS1, pTr , pTf ], where pS0 (pS1) are the probabilities

of static-0 (static-1) signals, andpTr (pTf ) are the probabilities of rising (falling) transitions.

We set the STPs of nodes corresponding to primary inputs and pseudo primary inputs (i.e.,

output pins of scan elements) to be[0.5, 0.5, 0, 0]. Next, to simulate the launch and capture

cycles in a TDF pattern, we propagate the STPs throughout the graph twice to create the

initial value of each node. If an AND-type CP is inserted at nodei at time t, because the

signal of nodei can be forced to static-1 when TPE is enabled (see Section 3.1.1), we update

the STPi such that STPt+ 1
i = 0.5� [1, 0, 0, 0] + 0.5� STPt

i . If an OR-type CP is inserted,
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STPt+ 1
i is updated to be0.5� [0, 1, 0, 0] + 0.5� STPt

i . The STPt+ 1
i is then propagated through

the fan-out cone of nodei to complete the state transition. The STP of every node remains

unchanged if an OP is inserted.

Based on the STPs, we approximate the detection of each UD with
°

(pTr + pTf ) of

nodes in its fan-out cone. This value should be maximized to increase the probability of

the UD being captured by the scan elements. Note that if an OP is inserted, the UD can

be captured without propagating through the existing scan �ops; therefore, we calculate

the
°

(pTr + pTf ) along the paths through the OP to represent the impact of the action. If

such a summation is increased due to the actionat , the detection reward of UD u, denoted

as dt
u, is 1; otherwise, dt

u is � 1. Let the set of UDs being a�ected by the action beSUD .

Then r t
UD can be calculated as:

r t
UD =

°
uPSUD

dt
u

|SUD |
(3.2)

For rSW, we approximate the tile-based switching activities with
°

(pTr + pTf ) for all

the nodes in each tile. This value should be reduced to minimize the PSN-induced voltage

droop. Therefore, the switching activity reward of tile Ti , denoted asswTi , is 1 if
°

(pTr +

pTf ) is decreased after a TP is inserted; otherwise,swTi is � 1. Let the set of tiles in the

design beST. Then r t
SW is calculated as:

r t
SW =

°
TiPST

swt
Ti

|ST|
(3.3)

Using Eq. (3.1)-(3.3), the RL agent is able to learn the impact of each action on both the

detection of UDs and the tile-based switching activity. In this work, we setaUD = aSW = 0.5

in Eq. (3.1) to achieve co-optimization of test coverage improvement and switching activity

reduction. An assessment using other values ofaUD and aSW is left for future work.

3.4 Simulation Results

We �rst leverage Siemens EDA Tessent to generate ATPG patterns, followed by the

proposed high-switching pattern extraction algorithm to extract the patterns that are sus-
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Table 3.1: Details of the ATPG-generated patterns.

Design # Patterns
Test

coverage

# High-
switching
patterns

Worst-case
Vdroop

Critical Vdroop
to cause

yield loss

Average
WSA

LDPC 629 95.43%
121

(19.24%)
0.182 V 0.179 V 33.68%

Tate 366 98.43%
182

(49.73%)
0.130 V 0.120 V 22.49%

netcard 43873 97.81%
4833

(11.02%)
0.179 V 0.160 V 8.87%

leon3mp 18461 99.11%
1620

(8.78%)
0.118 V 0.116 V 6.65%

ceptible to yield loss. Details of ATPG-generated patterns for the benchmark M3D designs

are shown in Table 3.1, whereVdroop is the PSN-induced voltage droop. Next, we utilize

our RL models to �nd the TPs that help in detecting UDs without causing high switch-

ing activities. Our RL framework is implemented in PyTorch with the Stable-Baselines3

package [72]. Finally, we run Siemens EDA Tessent to insert TPs and conduct low-power

ATPG procedures to generate the �nal pattern sets. In this work, the number of TPs is

limited to 1% of the number of scan �ops, which is the threshold adopted by Siemens EDA

Tessent, to prevent large area overhead.

We create two baseline cases, namely No-TP and ATPG-TPI, by generating low-power

patterns for benchmark M3D designs without any TP and with TPs determined by ATPG,

respectively. Table 3.2 shows the results obtained after lower-power pattern generation with

the proposed RL-based TPI and the baseline cases. Note that the values in parenthesis are

changes from the original pattern sets listed in Table 3.1.

Compared to No-TP, the proposed RL-based TPI framework provides higher test cov-

erage for all benchmarks. This is because some faults in the designs cannot be sensitized,

propagated, and captured by patterns with low switching activities without any TP in-

serted. For the netcard benchmark, the reduction in test coverage is up to0.99%. Such

a reduction results in more than 22K faults being undetected during testing, which signif-

icantly increases the probability of test escape. Moreover, the worse-caseVdroop of LDPC

exceeds the critical voltage droop shown in Table 3.1. The PSN-induced yield loss problem
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Table 3.2: Comparisons between the proposed RL-based TPI framework and baseline
cases.

Design
TPI

method

# TPs
from
ATPG

# TPs
from
RL

# Patterns
Test

coverage

Worst-case
Vdroopof

low-power
patterns

Average
WSA

No-TP 0 0
608

(-3.34%)
95.42%
(-0.01%)

0.181 V 33.09%

LDPC ATPG- TPI 20 0
712

(+13.20%)
95.65%

(+0.22%)
0.165 V 33.17%

RL-based TPI 5 15
656

(+4.29%)
95.47%

(+0.04%)
0.173 V 32.93%

No-TP 0 0
331

(-9.56%)
98.05%
(-0.38%)

0.111 V 21.54%

Tate ATPG-TPI 314 0
432

(+18.03%)
98.82%

(+0.39%)
0.111 V 21.32%

RL-based TPI 78 236
460

(+25.68%)
98.88%

(+0.45%)
0.111 V 20.68%

No-TP 0 0
44962

(+2.48%)
96.82%
(-0.99%)

0.133 V 8.85%

netcard ATPG-TPI 674 0
40172

(-7.20%)
97.51%
(-0.30%)

0.151 V 8.83%

RL-based TPI 168 506
41218

(-6.05%)
97.91%

(+0.10%)
0.133 V 8.82%

No-TP 0 0
19554

(+5.92%)
99.02%
(-0.09%)

0.108 V 6.63%

leon3mp ATPG-TPI 1087 0
16862

(-8.66%)
97.74%
(-1.37%)

0.113 V 6.64%

RL-based TPI 217 870
18051

(-2.22%)
99.25%

(+0.14%)
0.115 V 6.51%

in the No-TP case cannot be fully eliminated. The proposed RL-based TPI framework

ensures that the PSN-induced voltage droop for all benchmarks is lower than the critical

Vdroop. The inserted TPs also help in improving the test coverage.

The TPI procedure in the ATPG tool mainly focuses on test coverage improvement. It is

expected that for the LDPC benchmark, ATPG-TPI can achieve better test coverage than

RL-based TPI. However, for netcard and leon3mp, the test coverage reduces after inserting

TPs. This is due to the fact that switching activity is not considered during the ATPG-

based TPI process. The inserted TPs tend to increase the ability of each pattern to sensitize

and capture multiple faults, leading to additional switching activities. Such patterns with

high switching activities are discarded during low-power pattern generation; therefore, test

coverage is decreased. In contrast, the proposed framework includes switching activity in
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the reward function during RL training. The impact of TPs on test coverage during low-

power pattern generation is minimized. Results with the RL-based TPI demonstrate that

our framework can eliminate the voltage droop problem without any adverse impact on test

coverage.

Note that the proposed RL model requires much fewer TPs for PSN mitigation compared

to ATPG-TPI. This advantage allows additional TPs to be inserted to further improve test

coverage. In our framework, we carry out TPI procedures for test coverage improvement

with the remaining budget after inserting the TPs selected using RL. Table 3.2 shows

that the proposed solution achieves better test coverage and lower worst-caseVdroop than

APTG-TPI for most designs. For leon3mp, the test coverage improvement helps to detect

additional 4.7 k faults during testing, leading to a signi�cant reduction in test escapes.

Moreover, RL-based TPI achieves the best average WSA for all benchmarks compared to

baseline cases. This helps minimize the impact of PSN on circuit delay throughout the

testing process, which also reduces the likelihood of good chips failing on the tester under

small variations.

3.5 Conclusion

We have developed a power analysis �ow to obtain the PSN-induced voltage droop in

M3D designs. We have created a pattern extraction algorithm to extract high-switching

patterns that are susceptible to yield loss. Based on the above methods, we have proposed

an RL-based TPI framework to generate the best TPs that help in detecting UDs without

incurring high switching activities. Using the OpenCore and ISPD benchmarks, we have

demonstrated that our framework is e�ective in reducing the PSN-induced voltage droop.

With the proposed TPI solution, the yield loss problem due to the PSN in M3D designs can

be eliminated, without any loss of test coverage and with a negligible increase in pattern

count.
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4. Scan Cell Segmentation based on Reinforcement
Learning

Scan segmentation has been shown to be an e�ective technique for reducing test power

consumption [20]. It involves dividing a scan chain, which is a set of SDFFs that shift and

capture test responses, into smaller segments. As the size of a scan chain can be quite large

in today's designs, breaking up scan chains into segments helps to mitigate the problems of

long test application time and high power consumption. In particular, power-safe testing

has become increasingly important in recent years with process scaling and the adoption

of advanced technology nodes. Scan segmentation allows the unused part of the design to

be switched o� during testing, signi�cantly reducing power consumption without degrading

the test coverage.

In related prior work, [73] leverages simulated annealing to segment SDFFs with min-

imum impact on test coverage. [74] describes a novel launch-on-capture (LOC) scheme

to partially launch test data into the design to reduce switching activity during capture.

In [21], scan segmentation with control units embedded in scan chains is proposed to en-

able ATPG pattern generation and improve compatibility with test compression. However,

existing algorithms mainly focus on segmenting SDFFs by analyzing their topological de-

pendency. The importance of the physical locations of SDFFs is overlooked. In conventional

2D ICs with mature design �ows and PDN designs, such algorithms are e�ective in reducing

PSN during testing. However, for M3D integration, the location of devices considerably

impacts the PSN-induced voltage droop due to the vertically-stacked PDN architecture.

A large current can be drawn from the power supplies if there is simultaneous switching

activity in multiple tiers, leading to additional PSN. Long detours from the voltage sources

to local receivers in M3D PDN further exacerbate the voltage droop problem [15]. There-

fore, existing methods for 2D designs are not su�cient to mitigate the PSN-induced voltage

droop problem during M3D testing.

Placement and layout information must also be considered when implementing scan

segmentation. This motivates us to develop a new segmentation framework that can ade-
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quately address the power issue in M3D designs. Instead of partitioning SDFFs in the same

scan chain, we propose a layout-aware scan cell segmentation algorithm to segment SDFFs

that helps in minimizing the switching activity under each voltage source to prevent high

PSN. The enable signals of segmented SDFFs are assigned through the proposed RL-based

framework to generate power-safe patterns without any adverse impact on test coverage.

In this chapter, we propose a scan cell segmentation framework to partition SDFFs into

segments [75]. We leverage RL to assign enable signals to each segment such that switching

activity during capture cycles can be reduced with negligible impact on test coverage. The

key contributions of this chapter are as follows:

• We present a power analysis �ow for M3D designs and demonstrate the impact of the

vertically stacked PDN architecture on PSN-induced voltage droop.

• We propose a two-step optimization framework, includingTile-level SDFF segmen-

tation and Top-level enable signal assignment, to reduce switching activity without

degrading test coverage during testing.

• We ensure the compatibility of the proposed method with commercial ATPG tools to

generate low-power test patterns without additional post-processing steps.

The rest of the chapter is organized as follows. Section 4.1 presents a detailed analysis

of the PSN-induced voltage droop caused by the M3D PDN architecture. In Section 4.2,

we describe the proposed RL-based SDFF segmentation framework. We compare the e�ec-

tiveness of our framework with a baseline case for conventional 2D designs in Section 4.3.

Finally, Section 4.4 concludes the chapter.

4.1 PSN-induced Voltage Droop in M3D PDN

Due to the vertically stacked PDN architecture, the supply current for the lower-tier

devices must pass through the metal layers in the upper tier. This can result in an increase

in the equivalent resistance along the conduction path, leading to signi�cant IR drop at

the local receivers. Moreover, the reduced footprint of M3D designs is accompanied by

the limited space for power sources (i.e., C4 bumps). Compared to 2D counterparts, fewer
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Input: M3D netlist NM3D , 2D voltage droop V2D
Output: Voltage droop in M3D VM3Ddroop

1 VMIV := H
2 foreach power MIV mp in NM3D do
3 gtop = NearestTopTierGate(mp)
4 vgtop = 2DVoltageDroop( gtop, V2D )
5 VMIV := VMIV Y vgtop

6 end
7 VM3Ddroop := H
8 foreach gate g in NM3D do
9 vg = 2DVoltageDroop( g, V2D )

10 if g in bottom tierthen
11 mp = NearestPowerMIV( g)
12 vmp = PowerMIVVoltageDroop( mp, VMIV )
13 vg := vg + vmp

14 end
15 VM3Ddroop := VM3DdroopY vg

16 end

17 return VM3Ddroop;

FIGURE 4.1: Pseudo-code for voltage droop calculation for M3D designs.

C4 bumps need to supply more devices in M3D integration, causing an increase in current

demand and exacerbating the voltage droop. These M3D-speci�c e�ects are overlooked by

the power analysis �ow and the low-power ATPG pattern generation algorithm in today's

commercial tools. To appropriately mitigate the PSN-induced yield loss during testing, we

carry out a detailed analysis of voltage droop in an M3D PDN in this section.

4.1.1 Voltage Droop Analysis

Figure 4.1 illustrates the steps involved in the extended �ow for M3D voltage droop

calculation. Lines 2-6 iterate through every power MIV mp between two tiers. Line 3

�nds the top-tier gate gtop that is nearest to mp; Line 4 extracts the voltage droop ofgtop,

denoted asvgtop, from the tier-level power and rail analysis report generated via the existing

2D �ow in Cadence Voltus. Becausegtop and mp are closely located to each other, they

tend to share the same power rail and su�er from similar degrees of PSN. Therefore,vgtop is

recorded to represent that ofmp in Line 5. After the voltage droop of all power MIVs has

been found, Lines 8-16 iterate through each gateg to calculate the actual voltage droop in

the input M3D design. We �rst obtain the voltage droop of g in the tile-level power and
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FIGURE 4.2: Voltage droop of bottom-tier gates with and without considering the impact
of PSN in the top tier.

rail analysis report, denoted asvg in Line 9. Next, in Lines 10-14, if g is in the bottom

tier, it experiences additional voltage droop in the top tier and power MIVs; hence,vg is

not su�cient to re�ect the PSN e�ect in M3D integration. To simulate such an e�ect, we

extract the voltage droop of the MIV nearest to g and superimpose the extracted value on

vg in Lines 11-13. In contrast, if g is in the top tier, supply current can �ow directly from

C4 bumps to the local receiver. Therefore,vg can be used to represent the voltage droop of

g without any modi�cation. After iterating through all the gates in the input M3D design,

the voltage droop calculation is completed.

Figure 4.2 presents a comparison of the bottom-tier voltage droop of the Tate benchmark

using the existing �ow and the proposed algorithm. It is evident that using the existing

�ow without considering top-tier PSN results in lower voltage droop for bottom-tier gates.

This outcome is expected because the power and rail analysis �ow in commercial tools

extracts only the di�erence in supply voltage between power sources and local receivers.

In the bottom-tier PDN, numerous power MIVs help to prevent a large-magnitude current

from �owing through each MIV and surrounding wires, thereby mitigating the IR-drop [15].

However, in the top tier, the reduced number of C4 bumps and high current demand lead
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FIGURE 4.3: Maximum voltage droop with a �xed global switching activity in the input
M3D design.

to excessive PSN. This e�ect signi�cantly reduces the voltage received at each power MIV,

exacerbating the PSN-induced voltage droop in the bottom tier. Therefore, it is important

to consider the top-tier PSN when analyzing voltage droop in M3D. As shown in Figure 4.2,

the maximum di�erence between voltage droop values with and without considering top-tier

PSN can be up to 0.25 V, which is 22.7% of the nominal supply voltage. Such non-trivial

voltage droop can considerably degrade gate delay and lead to timing violations. Hence,

the impact of top-tier PSN on bottom-tier voltage droop needs to be monitored to ensure

correct operation in the functional and test modes.

Note that in M3D designs, gates that are situated close to each other in the z-direction

(i.e., gates that have similar locations on the �oorplan but are in di�erent tiers) have a

correlated impact on PSN. When such gates switch simultaneously, the top-tier PDN needs

to draw additional current from C4 bumps to supply the bottom tier, leading to an extra

IR-drop at the power MIVs. This IR-drop causes the power sources of the bottom tier to

have voltages signi�cantly below the nominal value, resulting in additional voltage droop

at the bottom-tier gates. Therefore, to mitigate the PSN-induced voltage droop in M3D,

it is important to minimize the local switching activity of closely located gates in addition
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to reducing the global switching activity throughout the design.

To support this claim, we conduct a detailed analysis by dividing an M3D design into

equal-sized tiles based on the location of C4 bumps, assuming that gates in the same tile

tend to be supplied by the same bump. After tile-partitioning, we generate special testcases

by �xing the global switching activity (i.e., 10% of total gates) and varying the number of

switching gates in a tile to assess the impact of local switching activity on the PSN-induced

voltage droop. Figure 4.3 shows the maximum voltage droop in the M3D design with these

testcases. It is clear that as the number of switching gates in the targeted tile increases, the

voltage droop also increases. The Pearson Correlation Coe�cient (R2) between the tile-

based switching activity and the voltage droop is 0.87. This shows that tile-based switching

activity is closely related to the maximum voltage droop in M3D. Therefore, when we design

DfT structures for test power reduction, it is important to avoid high tile-based switching

activity. This requirement is not considered by prior work on scan segmentation [20][21],

which partitions scan chains without taking the locations of SDFFs into account. Segmented

scan chains can still result in high voltage droop in M3D designs if they include a large

number of SDFFs in the same tile. In the following section, we propose a new RL-based

SDFF segmentation framework that considers the locations and topological dependency of

SDFFs. The objective of the proposed framework is to generate low-power test patterns

without inducing high tile-based switching activity.

4.2 Proposed RL-based SDFF segmentation framework

Our framework comprises two optimization steps. Tile-level SDFF segmentation parti-

tions SDFFs in each tile into segments, with the aim of maximizing the topological depen-

dency of SDFFs in each segment and balancing the segment sizes. In the top-level enable

signal assignment, RL is leveraged to co-optimize the tile-based switching activity and the

test coverage. Note that the proposed framework can also be directly applied to conven-

tional 2D designs. However, as the 2D design �ow and PDN architectures are mature and

previous work has been demonstrated to be e�ective in reducing capture power, this work
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FIGURE 4.4: Flowchart of the proposed SDFF segmentation framework.

focuses only on M3D designs.

4.2.1 Overview

An overview of the proposed framework is presented in Figure 4.4. The framework

begins by carrying out tile partitioning on an M3D netlist to divide the design into tiles

based on the locations of C4 bumps. Next, each tile is iterated through to split the SDFFs

in the targeted tile into Nseg segments, with Nseg being determined by users based on

the available area for DfT insertion. After all tiles have been processed, top-level enable

signal assignment is performed to assign enable signals to all the segmented SDFFs. Each

enable signal controls one segment in every tile, ensuring that every enable signal controls

an equal number of SDFFs due to the balanced segmentation achieved at the tile level.

When an enable signal is deactivated, 1/Nseg of the total number of SDFFs are switched

o� to reduce switching activity. Furthermore, as the SDFFs controlled by such a signal

come from di�erent tiles, the average tile-based switching activity can also be reduced

through this step. However, turning o� enable signals can result in loss of test coverage

because the turned-o� SDFFs can no longer sensitize stimuli and capture responses. The

PSN-unaware connections between enable signals and segmented SDFFs exacerbate this

issue. To solve this problem, RL is used to �nd the best enable signal assignments that

minimize switching activity without sacri�cing test coverage. Following top-level enable
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FIGURE 4.5: An illustration of the proposed SDFF segmentation framework.

signal assignment, control units are inserted at the beginning of scan chains. A control unit

is used to provide the value of the corresponding enable signal. By embedding control units

into scan chains, ATPG tools can set the values of enable signals. This capability helps in

preventing expensive post-processing after pattern generation. The resulting DfT-inserted

M3D netlist is produced after the control unit insertion is completed. An example with

Nseg= 2 is shown in Figure 4.5.

4.2.2 Tile-level SDFF Segmentation

At the tier level, SDFFs are divided into segments, with each segment being governed by

the same enable signal. This allows the SDFFs within a segment to sensitize, propagate, and

capture responses between each other when the corresponding enable signal is activated. In

contrast, logic paths between SDFFs in di�erent segments cannot be utilized during testing

if one enable signal is turned o�. This can complicate fault detection within such paths

or result in high switching activity in order to activate both enable signals. Therefore, the

primary goal of tile-level SDFF segmentation is to partition SDFFs into segments such that

the topological dependency between each segment is minimized.

To begin the process of tile-level segmentation, an analysis of the relationship between

SDFFs is conducted. This is achieved through the use of a directed graph known as the

�S-graph," which represents the dependency relationship between SDFFs. Each node in the

S-graph corresponds to an SDFF, and an edge between two nodes(uSDFF, vSDFF) signi�es

the existence of at least one logical path from SDFFuSDFF to SDFF vSDFF in the circuit.

Note that the edge weight in the S-graph is typically set to 1 to indicate the presence of a
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Table 4.1: Modularity of SDFF segments partitioned with the algorithm in [21] and the
proposed solution for the LDPC and Tate benchmarks.

Design Nseg
Mean (Standard deviation) modularity

[21] Tile-level SDFF segmentation

LDPC
10 -0.0114 (0.0042) 0.2102 (0.0653)
15 -0.0124 (0.0052) 0.2036 (0.0492)
20 -0.0129 (0.0053) 0.1866 (0.0380)

Tate
10 0.0052 (0.2163) 0.0369 (0.1021)
15 0.0108 (0.1743) 0.0710 (0.1089)
20 0.0840 (0.1456) 0.0845 (0.1257)

logic path. However, it is also essential to consider the number of combinational logic gates

between the SDFFs to accurately re�ect their dependency. Therefore, we set the weight

of an edge(uSDFF, vSDFF) to the number of overlapping gates between the fan-out cone of

uSDFF and the fan-in cone ofvSDFF.

Based on the S-graph, we generate an adjacency matrix, denoted byM, with dimen-

sions of nnodes� nnodes, where nnodes is the number of nodes in the S-graph. If an edge

(uSDFF, vSDFF) exists, the corresponding elementM [uSDFF][vSDFF] equals the edge weight;

otherwise, it is set to 0. Next, K-means clustering [76] is performed onM to create clusters

of nodes. Note that K-means clustering may not produce clusters of equal size. To achieve

balance-sized clustering, we introduce a post-processing step by extracting the center of

each cluster and calculating the distance between each node and each center as a cost. This

cost is the expense of assigning a particular node to a speci�c cluster. With the cost values,

the clustering problem is formulated as a linear sum assignment problem. The algorithm

in [77] is then utilized to equally assign all the nodes to clusters with the optimal cost.

Each resulting cluster becomes an SDFF segment at the tile level.

To evaluate the e�cacy of the proposed tile-level SDFF segmentation, we measure the

modularity of each SDFF segment in every tile. Modularity is a metric used to evaluate the

quality of a clustering solution in a graph [78]. It is calculated as the di�erence between the

observed fraction of edges within clusters and the expected fraction of edges in a random

graph with the same degree distribution, ranging from� 1 to 1. A high modularity score

indicates that the clustering solution has a high density of edges within clusters and a low
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density of edges between clusters; therefore, higher modularity scores are desirable. We

compare the modularity of SDFF segments that were partitioned using the scan chain par-

titioning approach described in [21] with segments partitioned using the proposed solution.

Note that the scan chain partitioning approach partitions each scan chain intons segments

in an equal manner. Therefore, to ensure that both approaches have equal numbers of

SDFF segments during evaluation, we setNseg= ns � Nsc, where Nsc is the number of scan

chains.

The average modularity among all tiles for two benchmarks from OpenCores, namely

LDPC and Tate, is presented in Table 4.1. The proposed solution achieves higher mod-

ularities than the baseline approach. For LDPC, the baseline approach yields negative

modularities, indicating that the clustering quality is worse than random clustering. With

the proposed solution, the modularity can be up to 0.21. For the Tate benchmark, the

modularities are relatively low due to the increased footprint, which allows more C4 bumps

to support the M3D PDN. The increase in the number of C4 bumps leads to an increased

number of tiles and a more diverse distribution of SDFFs among tiles. Tiles that contain

SDFFs with low dependency have corresponding S-graphs with a low edge density between

SDFFs. For these tiles, there is no clear distinction between the quality of SDFF segments

clustered by the proposed algorithm and SDFF segments clustered by random clustering;

therefore, the modularities are close to 0. On the other hand, tiles with highly dependent

SDFFs exhibit diverse modularities depending on the number of SDFFs and the connections

between them.

The requirement for equal-size clustering further adds to the diversity of modularities

as SDFFs with high topological dependency may need to be segmented into di�erent seg-

ments to ensure balanced sizes, which impacts the clustering quality of the SDFF segments

di�erently for di�erent tiles. This e�ect is re�ected in the increased standard deviation for

the Tate benchmark. However, the proposed solution can achieve better results for allNseg,

with up to 7x when Nseg= 10. This clearly demonstrates that the proposed tile-level SDFF

segmentation can produce high-quality segments that are balanced in size. In the subse-
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FIGURE 4.6: An illustration of RL-based top-level enable signal assignment.

quent top-level enable signal assignment step, enable signals are assigned to such segments

to help in reducing tile-based switching activity without compromising test coverage.

4.2.3 Top-level Enable Signal Assignment

Figure 4.6 shows an example of RL-based top-level enable signal assignment. The

components of the RL model are described as follows:

• State: After tile-level SDFF segmentation, we map the SDFF segments of all the tiles

into a matrix, denoted as M, with dimensions of Ntile � Nseg, to represent the states

in RL, where Ntile is the number of tiles in the M3D design. The elementM [i ][j]

indicates the enable signal to control segmentj in tile i. We initialize all elements of

M to 0, indicating that no enable signal has initially been assigned to any segments.

• Action : The action space is a set of integerst a|a P N , a ¤ Nsegu, where each number

indicates an enable signal. Note that each enable signal controls one segment in every

tile; therefore, the number of enable signals equalsNseg.

• State transition: The state transition occurs when the action taken by the RL agent

is assigned to the next tile that has not been assigned to any enable signal, i.e., the

next element in M that is 0.

• Reward: The primary objective of the proposed framework is to reduce tile-based

switching activity without sacri�cing test coverage. To achieve this co-optimization,

we de�ne the reward function as a weighted combination of performance metrics. Let

M t , at , and Tt be the state, the action, and the targeted segment to be assigned an

66



enable signal at time stept, respectively. The reward function is de�ned as follows:

r t = aTC � r t
TC + atoggle� r t

toggle (4.1)

where aTC and atoggle are hyperparameters,r t
TC and r t

toggle are metrics for improving

test coverage and reducing tile-based switching activity, respectively.

To compute r t
TC, we �rst extract the set of segments in M t that have already been

assigned toat . Next, we collect all the combinational gates passed through by at

least one path from such segments toTt or from Tt to such segments in a setGatØ Tt .

Assigning at to Tt provides new fault detection opportunities for gates inGatØ Tt ,

which improves the test coverage. Therefore,r t
TC is de�ned as:

r t
TC =

|t g|g P GatØ Tt u|
|t g|g P GTt u|

(4.2)

where GTt is the set of gates connected toTt .

However, an increase in test coverage can lead to additional switching activity. To

prevent high switching activity in any one tile, we examine the distribution of tiles in

GatØ Tt . Assuming that tile Tilemax has the most gates inGatØ Tt , we de�ne the metric

r t
toggle as:

r t
toggle =

|t g|g P Tilemax X GatØ Tt u|
|t g|g P Tilemaxu|

(4.3)

A low r t
toggle suggests that switching activity is evenly distributed among all tiles

when at is activated. Therefore, minimizing r t
toggle can help the RL agent assign

enable signals without causing excessive tile-based switching activity.

By substituting Eq. (4.2) and Eq. (4.3) into Eq. (4.1), the RL agent can learn the

impact of each action on both the test coverage and the tile-based switching activity.

In this work, we set aTC = 1 and atoggle = � 1 in Eq. (4.1) to achieve co-optimization

of test coverage improvement and switching activity reduction. Note that the minus

sign of atoggle signi�es that switching activity is to be minimized. The evaluation of

other values ofaTC and atoggle is reserved for future work.
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FIGURE 4.7: Control unit insertion in the scan chain.

The process of assigning the top-level enable signal begins at the tile containing the

largest number of SDFFs and progresses to the tile with the smallest number of SDFFs.

Note that to prevent the same enable signal from being assigned to multiple segments within

the same tile, we utilize the invalid action masking technique from [79]. This technique

involves creating a mask of invalid actions for the current state of the environment, which

is used to �lter out these actions from the set of available actions that the agent can take.

In this work, the action mask is composed of signals that have already been assigned to

segments in the current tile during previous iterations. Once all the segments in a tile are

assigned to an enable signal, the assignment process moves to the next tile. The top-level

enable signal assignment process is completed after we iterate through all the tiles in the

design.

4.2.4 Control Unit Insertion

After the top-level enable signal assignment step, control units are incorporated into the

design to manage enable signals. We utilize a method from [21] to insert control units into

the existing scan chains. This technique gives the ATPG tool full control over determining

the values of enable signals to strike a balance between test coverage and switching activity.

Figure 4.7 shows the schematic of a control unit in the proposed framework. A control unit

is composed of an SDFF and an OR gate. The SDFF is responsible for recording and

shifting in the value of the enable signal controlled by the unit, with its output linked to
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Table 4.2: Details of the ATPG-generated patterns without scan segmentation.

Design # Scan chains # SDFFs # Patterns Test coverage

LDPC 5 2048 360 99.20%
Tate 5 31409 352 98.43%

netcard 10 67446 31706 97.20%
leon3mp 10 108720 7397 99.97%

the OR gate. The other input of the OR gate is connected to the scan enable (SE) signal.

During the scan shift, SE is set to 1, which activates all enable signals to shift in a test

pattern. In contrast, SE is set to 0 during capturing; therefore, values of enable signals

are determined by the value recorded in the SDFFs. Such values can be generated by an

ATPG tool during pattern generation because control units are embedded into scan chains,

eliminating the need for costly post-processing.

4.3 Simulation Results
4.3.1 Simulation Setup

We evaluate the proposed SDFF segmentation framework on four two-tier benchmark

M3D designs, namely LDPC and Tate from OpenCores, and netcard and leon3mp from

the ISPD 2012 benchmark suite [53]. Each benchmark is synthesized with the open-source

Nangate 45 nm standard cell library using Synopsys Design Compiler. The design matrix

for these M3D benchmarks is presented in Table 2.2. Next, we use Siemens EDA Tessent

with the benchmark M3D designs to generate patterns before scan segmentation for com-

parisons. Details of the ATPG-generated patterns are shown in Table 4.2. We implement

the proposed SDFF segmentation framework in Python. The RL-based top-level enable

signal assignment is implemented in PyTorch with the Stable-Baselines3 package [72]. We

leverage the proximal policy optimization algorithm [80] to train our RL models as it sup-

ports the invalid action masking technique [79], which is required in the proposed framework

(see Section 4.2.3). Our code is run on a 64-bit Linux Server with a 40-core Intel Xeon 2.10

GHz CPU and NVIDIA TITAN V/GeForce RTX 2080 Ti GPUs.

After scan segmentation, we apply Siemens EDA Tessent again to generate low-power

patterns for the DfT-inserted designs. Low-power patterns are created by imposing a limit
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on WSA; patterns with WSA values that exceed the limit are discarded, and the targeted

faults remain undetected for subsequent generation procedures. Note that setting a strict

limit may lead to reduced test coverage as a large number of patterns are discarded during

pattern generation. To prevent any adverse e�ects on test coverage, we repeat the low-power

pattern generation process by varying the WSA limit until the test coverage is larger than

or equal to the value obtained with the original pattern sets without scan segmentation.

4.3.2 Evaluation of Capture Power Reduction

The e�ectiveness of power reduction achieved through scan segmentation using the

proposed framework and a baseline approach from [21] are shown in Table 4.3. The base-

line approach applies the scan chain partitioning technique to partition scan chains into

segments in an equal manner. In our simulations, we generate two test cases for each

benchmark by partitioning scan chains into 2 and 3 segments, respectively. To ensure a

fair comparison and make the number of SDFF segments equal for the two solutions, we

set Nseg = 2 � Nsc and Nseg = 3 � Nsc in the proposed framework, whereNsc represents

the number of scan chains. Note thatWSAglobal denotes the percentage of reduction in the

worst-case global WSA (i.e., the WSA of the whole design) in the low-power pattern sets

compared to the worst-case WSA in the original pattern sets listed in Tabel 4.2. For all the

benchmarks, the proposed framework achieves higher reduction inWSAglobal compared to

the baseline approach. This shows that the proposed solution is more e�ective in reducing

power consumption during testing.

Note that pattern counts tend to increase when the low-power pattern generation pro-

cedure is used because the e�ectiveness of test compaction is limited. Compacting multiple

patterns can lead to excessive switching activity in the design, which is not permitted for

the generation of power-safe patterns. Therefore, more patterns are required to achieve

the same test coverage as the original pattern sets. For most of the testcases, the pro-

posed solution has higher reduction inWSAglobal than the baseline approach with the same

levels of pattern counts. Moreover, the proposed framework achieves similar levels of test
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Table 4.3: Comparisons between the proposed SDFF segmentation framework and the
baseline approach [21].

Design Nseg

[21] Proposed framework

PC TC
Power reduction (%)

PC TC
Power reduction (%)

WSAglobal WSAtile WSAglobal WSAtile

LDPC
10 366 99.20% 6.44 17.31 377 99.20% 8.94 19.06
15 363 99.20% 5.53 11.67 364 99.20% 8.44 15.34

Tate
10 572 98.51% 8.23 11.31 540 98.43% 13.44 15.57
15 570 98.63% 8.13 11.35 547 98.46% 10.75 14.00

netcard
20 57681 97.30% 7.44 3.12 47123 97.31% 8.82 9.91
30 58404 97.51% 7.44 2.85 55438 97.24% 7.70 8.73

leon3mp
20 16531 99.98% 2.13 5.83 16404 99.97% 2.90 10.77
30 18548 99.98% 2.64 8.16 18860 99.97% 2.87 12.04

PC: pattern counts; TC: test coverage

coverage with fewer patterns than the baseline approach for the netcard benchmark. The

di�erence in pattern counts even exceeds 10k withNseg = 20. This is signi�cant because

the increased number of patterns leads to additional test time and test cost. With the

proposed framework, an ideal balance between power reduction and pattern counts can be

achieved.

In addition to the global WSA, tile-based switching activity also has signi�cant impact

on PSN in M3D integration. To monitor the switching activity in tiles, we analyze the

largest tile-based WSA of each low-power pattern and compare it with the original pattern

sets. We extract the maximum reduction in the tile-based WSA, denoted asWSAtile,

to evaluate the e�ectiveness of both approaches in reducing tile-based switching activity.

Clearly, in Table 4.3, the proposed solution can achieve better reduction inWSAtile than

the baseline approach for all the benchmark M3D designs. This is crucial because, in M3D

integration, the PSN-induced voltage droop can be signi�cant when the tile-based switching

activity is large, even if the global WSA is low. As demonstrated in Section 4.1.1, excessive

switching activity in a tile can lead to high PSN-induced voltage droop when the global

WSA is only 10%. Therefore, reducingWSAglobal is not su�cient to mitigate the PSN-

induced voltage droop problem. With the proposed solution, the reduction inWSAtile can

be up to 19.06% for the LDPC benchmark with Nseg = 10. For netcard, the proposed

framework achieves 2xWSAtile reduction compared to the baseline approach.
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(a) (b)

FIGURE 4.8: Trade-off between power reduction and test coverage for benchmark M3D
designs: (a) Tate; (b) netcard.

Note that discarding high-switching patterns in the low-power pattern generation pro-

cedure helps to reduce power consumption during capturing, but it may lead to a negative

e�ect on test coverage because there are faults that cannot be sensitized and detected by

patterns with a low WSA. The proposed framework provides the �exibility to vary the WSA

limit, allowing for a trade-o� between power reduction and test coverage in power-safe test-

ing. To analyze this trade-o� of benchmark M3D designs, we �rst extract the maximum

WSA in the original ATPG-generated patterns as a threshold. Next, we gradually decrease

this threshold to set the WSA limit and carry out low-power pattern generation on designs

with the proposed SDFF segmentation.

Figure 4.8(a) and Figure 4.8(b) illustrate the trade-o� between WSAtile and test cover-

age for the Tate and netcard benchmarks, respectively. Reducing the WSA limit yields an

improvement in WSAtile. For the Tate benchmark, decreasing the WSA limit has a neg-

ligible impact on test coverage, with only a 0.48% decrease observed with 5% decrease in

the threshold. However, the netcard benchmark experiences up to 19.55% reduction in test

coverage under the same limit. This di�erence is due to the size of the circuits. For small

designs, unnecessary parts can be switched o� to reduce the global WSA without a�ecting

the propagation paths of targeted faults. Power consumption can therefore be improved

without impacting test coverage. However, for large designs, a signi�cant number of gates
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Table 4.4: Increase in the length of scan chain and area overhead with the proposed
framework.

Design Nseg # SDFFs
Increase in the

Area
length of scan chain

LDPC
10 2058 2 (0.489%) 0.063%
15 2063 3 (0.732%) 0.095%

Tate
10 31419 2 (0.032%) 0.011%
15 31424 3 (0.048%) 0.017%

netcard
20 67466 2 (0.030%) 0.012%
30 67476 3 (0.044%) 0.018%

leon3mp
20 108740 2 (0.018%) 0.008%
30 108750 3 (0.028%) 0.012%

need to be switched o� to keep the global WSA below the limit during power-safe testing.

This may occasionally disrupt the fault propagation from the defect locations to the cap-

turing SDFFs. This e�ect can lead to a reduction in test coverage as faults that can only

be propagated by long paths and detected by high-switching patterns are discarded during

low-power pattern generation. To �nd the best trade-o� between power reduction and test

coverage, the WSA limit can be �ne-tuned. Our analysis recommends the selection of an

aggressive WSA limit for small designs to achieve a substantial improvement inWSAtile,

while a tighter limit is preferred for large designs to avoid a signi�cant reduction in test

coverage.

4.3.3 Overhead of the Proposed Framework

The proposed SDFF segmentation framework incurs some area overhead and additional

shift cycles during testing due to the insertion of control units into scan chains. Table 4.4

shows the increase in scan chain length and area overhead for benchmark M3D designs with

di�erent values of Nseg. The increase in scan chain length is insigni�cant because control

units are inserted uniformly in the scan chains. Such an insertion requires only 3 SDFFs in

each chain with Nseg= 15 and Nseg= 30. This increase is negligible in comparison to the

original length of scan chains, which ranges from 4k to 108k for di�erent benchmark M3D

designs. Even if the SDFFs are partitioned into 30 segments for larger benchmarks, the

overhead will be less than 0.5%. Furthermore, each control unit comprises only an SDFF

and an OR gate, leading to an area overhead of below 0.1% withNseg= 15 in contrast to
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over 50 k gates in the LDPC benchmark. As the size of designs grows, the area overhead

becomes as low as 0.008%. The results of this assessment show that the proposed SDFF

segmentation framework can e�ectively decrease test power during capture with negligible

increase in scan chain length and area overhead.

4.4 Conclusion

We have presented an enhanced power analysis algorithm for M3D designs to extract

the PSN-induced voltage droop by considering the impact of the vertically stacked PDN

architecture. We have demonstrated that the tile-based switching activity is a major factor

contributing to high voltage droop in addition to the global switching activity. We have

proposed a two-step optimization framework based on RL, namely tile-level SDFF segmen-

tation and top-level enable signal assignment, for power-safe testing. Simulation results for

M3D versions of the OpenCore and the ISPD 2012 benchmarks show that the proposed

framework achieves better reduction in both global WSA and the tile-based WSA compared

to a baseline approach for conventional 2D ICs. We have also shown that the WSA limit

of the low-power pattern generation process can be adjusted to �nd the trade-o� between

power reduction and test coverage. The overhead analysis has indicated that the proposed

SDFF segmentation framework can signi�cantly reduce power consumption during capture

with negligible increase in area and the length of scan chains.
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5. Tier-Level Delay-Fault Localization
The limitations of current M3D fabrication �ows lead to performance degradation of

devices in the top tier and unreliable interconnects between tiers [24], [26], [28]. The

defects due to immature manufacturing processes tend to be manifested as systematic delay

faults that are located in the same tier. It is necessary to prevent such fabrication-related

defects before M3D can become ready for commercial exploitation. Delay-fault diagnosis is

therefore important to provide early feedback to the foundry and facilitate yield learning.

However, existing testing and diagnosis algorithms for M3D are not su�cient to provide

the high level of resolution (i.e., fault localization) needed at the tier level. To make M3D

integration feasible, there is a need for a diagnosis framework that can e�ciently localize

faults to a tier. Such a diagnosis framework should provide early feedback to the foundry

before the time-consuming PFA. For example, an immature manufacturing process can

result in a large number of chips failing on the tester with defects located in the same

tier. Tier-level fault localization makes it possible for the foundry to review its processes

for the predicted faulty tier without waiting for further analysis; therefore, yield learning is

accelerated. An e�ective diagnosis method should also be compatible with existing diagnosis

�ows provided by commercial tools to improve the quality of diagnosis.

In this chapter, we propose a novel machine learning-based (ML-based) diagnosis frame-

work for M3D ICs to locate faults at the tier level [81]�[83]. We focus on at-speed TDF

diagnosis because the M3D-speci�c defects discussed above tend to be manifested in the

form of delay faults that impact circuit timing. Our method is able to localize faults based

on the circuit netlist and failure log �les from the tester. The key contributions of this

chapter are as follows:

• We develop two models, namelyTier-predictor and MIV-pinpointer , based on GNNs

to locate faults at the tier level and in MIVs.

• We develop a GNN-based policy to improve the quality of diagnosis reports.

• We ensure the compatibility of the proposed method with conventional scan-based

designs and commercial tools, both with and without test compression.
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• We show that the proposed framework is transferable such that diagnosis can be

carried out for designs with various design con�gurations.

• We demonstrate that the proposed framework can be synergistically combined with

previous work to provide the high level of resolution at the tier level.

• The proposed framework simply utilizes the circuit netlist and failure log �les from

the tester for making predictions; therefore, test cost is minimized as no additional

test time is needed to generate diagnostic data.

The rest of the chapter is organized as follows. Section 5.1 provides an overview of logic

diagnosis and GNN. Section 5.2 presents the proposed diagnosis framework. In Section 5.3,

we conduct transferability analysis and provide our solutions to improve the transferability

of the GNN-based framework. Section 5.4 presents the proposed candidate pruning and

reordering algorithm. We compare the e�ectiveness of our framework with a commercial

fault-diagnosis tool in Section 5.5. In Section 5.6, we discuss the transferability of our frame-

work between designs and provide guidance on choosing appropriate models for diagnosis.

Finally, Section 5.7 concludes the chapter.

5.1 Background
5.1.1 Logic Diagnosis

Logic diagnosis is used to identify potential defect locations when a chip fails on the

tester. A diagnosis process aims to provide an accurate guide to the subsequent PFA step.

Three important measures are used to evaluate the quality of a diagnosis algorithm: (i)

diagnostic resolution, (ii) accuracy, and (iii) FHI [84]. Diagnostic resolution is de�ned as

the number of fault candidates in a diagnosis report; accuracy is determined by whether

one of the candidates pinpoints the ground-truth defect location. Ideally, the diagnostic

resolution should be 1, but it is hard to ensure that the only identi�ed candidate is the

ground-truth defect location. An e�cient diagnosis methodology needs to �nd a trade-o�

between resolution and accuracy. A diagnosis report is ranked with the most probable

candidate listed at the top. FHI refers to the index of the �rst candidate that is actually a

76



ground-truth defect location. The smaller the FHI, the better the diagnosis process.

Test compression is widely used in modern IC designs to achieve a signi�cant reduc-

tion in test time and data volume; however, the test-compression environment increases

the di�culty of identifying the ground-truth defect locations during diagnosis. Typically,

a response compactor is placed between scan outputs and test output channels to generate

the compressed signatures for the tester. In [85], the on-product multiple-input signature

register (OPMISR) was developed to achieve a high compaction ratio and signi�cant test

time reduction. [86] provided a spatial response compactor using a series of XOR logic.

Nonetheless, the many-to-one mapping between scan chains and an output channel in the

compactors increases the complexity of diagnosis. Scan �ops that capture the erroneous

responses cannot directly be identi�ed by the compressed signatures from the tester; there-

fore, additional test signals or test algorithms are required for the test-compression environ-

ment. Inserting bypass signals to access scan chains and generate uncompressed patterns

for diagnosis can alleviate this problem[86]. However, on-line diagnosis based directly on

test results requires uncompressed patterns, leading to increased runtime. Techniques to

conduct logic diagnosis with compressed signatures have also been proposed [87], whereby

the diagnostic resolution can be reduced due to a large searching space tracing from the

compactors. In the proposed framework, we aim at improving diagnostic resolution for

M3D designs, both with and without response compaction. Our tier-level predictions are

used to enhance the quality of diagnosis reports generated by an ATPG tool. This is a key

bene�t of the proposed solution� it is synergistic and compatible with commercial tools. In

addition, ML-aided MIV diagnosis can help in the early characterization of defective MIVs.

5.1.2 Graph Neural Network

GNN is an ML method that processes data on graphs. In the �eld of IC design, GNN

has attracted special attention because it can carry out computations directly in non-

Euclidean domains. ML models such as recurrent neural networks and convolutional neural

networks are not e�ective for graph-structured data because they operate on Euclidean
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data such as images and text sequences. However, di�erent graphs have di�erent num-

bers of nodes/edges and irregular node connections. A pre-processing phase is therefore

required to map graph structures to simpli�ed representations, due to which topological

dependency of each node may be lost during pre-processing [88]. [89] categorized vari-

ous types of GNNs into four groups: (i) recurrent graph neural networks (RGNNs), (ii)

convolutional graph neural networks (CGNNs), (iii) graph autoencoders (GAEs), and (iv)

spatial-temporal graph neural networks (STGNNs). RGNNs utilize recurrent neural archi-

tectures to learn node representations; CGNNs extend traditional convolution operations

to be feasible on graph-structured data. GAEs encode features in a latent vector space and

regenerate graphs based on the encoded data, while STGNNs focus on extracting hidden

information from spatial-temporal graphs.

Multiple tasks can be carried out using GNN-based structures. In node classi�cation,

the network labels nodes without ground-truth data by analyzing their neighbors. Link

prediction evaluates the likelihood of an edge existing between two arbitrary nodes. Graph

classi�cation places graphs into di�erent classes based on their structures and the features

of nodes/edges. These tasks have been shown to be relevant and e�ective for solving various

real-world problems [90]. GNNs have also been applied to solve di�erent types of IC design

problems in recent years. In [91], a GNN-based model for distributed circuit designs is

developed. The proposed model is able to replace the time-consuming electromigration

simulators to accurately predict the electromigration properties. [92] leverages the graph

attention network to help estimate individual net length within a circuit before placement.

Furthermore, ML is well suited to IC diagnosis because a large volume of data is collected

throughout the production and product lifetime [93]. This advantage and the e�ectiveness

of GNN motivate us to design a GNN-based framework for tier-level diagnosis. For our

diagnosis problem, GNN models can learn the complex, non-linear relationship between a

fault location (root-cause) and the failure response (e�ect). The trained models can then be

used to directly predict the faulty tier and MIVs by providing only the failure log from the

tester as input. This is signi�cantly faster than running fault simulation for each candidate
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FIGURE 5.1: GNN-based fault diagnosis �ow.

fault and matching the failure response with what we got from the tester.

In our diagnosis framework, we formulate tier prediction as a graph classi�cation prob-

lem to consider every candidate in the netlist. For the MIV-pinpointer, local information

near the candidate MIVs is much more important than global features. Therefore, node

classi�cation is used to pinpoint a set of MIVs that are likely to have defects. The pro-

posed models are trained to learn from large data and make predictions without relying on

extensive fault simulations; Therefore, the proposed solution can provide feedback to the

foundry and improve ATPG diagnosis reports without runtime overhead.

The transferability of ML is an important property that enables pre-trained models to

be applicable to new data without retraining [94]. Transfer learning has been shown to be

e�ective on graph-structured data and GNNs [95][96]. In the �eld of IC diagnosis, the circuit

under diagnosis (CUD) can be synthesized with di�erent con�gurations. Furthermore,

various partitioning methods have been developed for M3D designs to partition standard

cell gates into device tiers [13][14]. Collecting data and training new models for each

CUD require additional runtime and computational e�orts, which negates the bene�ts of

leveraging ML models in the diagnosis process. This motivates us to develop a transferable

framework that can be directly applied to new circuits without retraining. An e�cient

framework should accurately localize faults to a device tier and help improve the quality of

diagnosis reports for CUDs with di�erent design con�gurations.
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(a) (b)

FIGURE 5.2: Illustration of the proposed heterogeneous graph structure: (a) circuit
netlist; (b) heterogeneous graph.

5.2 Proposed Fault Localization Framework

In this section, we describe our GNN-based framework for tier-level fault diagnosis in

M3D ICs. Figure 5.1 presents a �owchart for the proposed diagnosis method. The �rst step

is to convert the CUD into a graph object. Next, given a failure log �le from the tester,

we simultaneously generate our GNN-based predictions and launch the ATPG diagnosis

process. Finally, we utilize the prediction results to reorder and prune candidates from the

ATPG diagnosis report to generate the �nal candidate list. Our framework is implemented

in PyTorch with the Deep Graph Library (DGL) package [97].

5.2.1 Heterogeneous Graph Structure

The �rst step in our framework is to transfer a CUD into a heterogeneous graph, which

incorporates di�erent types of nodes and links in the graph structure. There are two levels

in the heterogeneous graph. At the circuit level, the CUD is converted to a graph, where

each fault site (i.e., every pin of a gate) forms a node, while edges are composed of input-

pin-to-output-pin and net-stem-to-net-branch connections. In addition to fault sites, we

also represent each MIV as a node in the graph. This is important because MIVs are prone

to delay defects in M3D designs. However, conventional TDF testing does not provide such

�ne-grained resolution. A post-processing step is required in conventional TDF testing

to evaluate whether there is an MIV between a top-tier gate and a bottom-tier gate and
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Table 5.1: Features in a heterogeneous graph.

Symbol Granularity Object Description

N f i Circuit-level Node Number of fan-in edges
N f o Circuit-level Node Number of fan-out edges
Tpat Circuit-level Node Transitions with TDF patterns
Ntop Circuit-level Node Number of fan-in Topedges
Loc Circuit-level Node Tier-level location
Lvl Circuit-level Node Level in topological order
Out Circuit-level Node Whether it is a gate output
MIV Circuit-level Node Whether it connects to an MIV
Dtop Top-level Edge Shortest distance between both ends

NMIV Top-level Edge Number of MIVs passed through

whether such an MIV is faulty. Given a CUD with n gates, the time complexity of this

step is O(n2). By adding MIV nodes in the proposed graph structure, each MIV can be

pinpointed in constant time.

Next, we construct nodes and edges at the top level of the CUD, denoted asTopnodes

and Topedges, respectively, to complete the heterogeneous graph structure. A Topnode

corresponds to an observation point (i.e., the input of a scan �op) during scan testing.

Each Topnode is connected to all the nodes in its fan-in cone by Topedges. Figure 5.2

illustrates the construction of our graph structure from a CUD. After graph construction,

we apply ATPG patterns and conduct simulation with multiple logic values [98] to memorize

transitions (i.e., whether a node switches from0(1) to 1(0)). We also �nd the shortest path

between both ends of a Topedge. The number of nodes and the number of MIVs in such a

shortest path establish the Topedge features. Details of features in a heterogeneous graph

are shown in Table 5.1. Note that to convert a CUD to a graph and memorize transitions

with TDF patterns, every gate and net is explored, so the time complexity isO(|V | + |E|),

where |V| is the number of nodes at the circuit-level, and|E| is the number of edges at the

circuit-level. Moreover, we leverage breadth-�rst search (BFS) to collect the fan-in cone of

each Topnode during the top-level graph construction. Because our circuit-level graph is

unweighted, paths found by BFS between the source node and traverse nodes are guaranteed

to be the shortest. Hence, Topedge features can be calculated simultaneously during the

graph construction, where the time complexity isO(|V | + |E|) [99]. Other features listed
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Input: Heterogeneous graph Gh, failure log �le flog from the tester
Output: sub-graph G1

h P Gh
1 SFS := FaultSites(Gh)
2 foreach erroneous test output response r in flog do
3 p f Ð FailedPattern(r), Tf Ð FailedTopnode(r), Stn := H
4 foreach Topnode nT in T f do
5 foreach fault site s in Successors(nT) do
6 if s has a transition state with pf then
7 Stn := Stn Y s
8 end
9 end

10 end
11 SFS := SFS X Stn

12 end
13 G1

h := CreateSubgraph(Gh, SFS)

14 return G1
h;

FIGURE 5.3: Pseudo-code for the back-tracing algorithm.

in Table 5.1 are built in constant time. Therefore, the overall time complexity for the

heterogeneous graph construction isO(|V | + |E|).

The top-level graph strengthens the relationships between observation points and their

fan-in nodes; this is important for logic diagnosis because only the fan-in nodes can be the

candidate fault locations when observation points capture erroneous responses. Although

the generation of Topnodes and Topedges requires additional runtime and memory, it needs

to be run only once for each benchmark and can be reused for every failure log �le; therefore,

the runtime and memory overhead are not concerns and the cost is easily amortized.

5.2.2 Back-tracing

Figure 5.3 sketches the steps involved in back-tracing. Lines 2-12 iterate through every

erroneous output response. Line 3 �nds the patternpf with which the current response is

observed on the tester and collects a setTf of Topnodes that connect to the test output

where the response is captured. Lines 4-10 iterate through all the nodes in the input cones of

Topnodes inTf . Note that only nodes whose signal values switch during scan capture when

pf is applied are capable of activating delay faults and producing an erroneous response.

Therefore, Line 7 collects the union of such nodes to form a suspect list corresponding to the

current response. In Line 11, the intersection of suspect lists for every erroneous response
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becomes the �nal candidate list for the input failure log �le. Finally, Line 13 extracts

all nodes in the candidate list to generate a sub-graph for the subsequent GNN models.

Note that the top level in the proposed heterogeneous graph is solely used to accelerate the

back-tracing process. After back-tracing, only nodes at the circuit level are extracted to

create a homogeneous sub-graph. The topological dependency at the top level is encoded

as numerical features of the extracted sub-graph.

The time complexity of the above back-tracing procedure can be analyzed as follows.

Given a failure log �le with nr erroneous responses, Lines 2-12 are executednr times to �nd

the candidate list. Let the number of gates in the graphG be nG. During the evaluation in

Lines 4-10, each node in the fan-in cone is analyzed at mostb times, whereb is a constant

referred to as the number of Topnodes connected to an output channel; hence the time

complexity is O(nG). In Line 13, the time complexity of �nding the intersection of two

subsets ofG is O(nG). The other steps are completed in constant time. Therefore, the

overall time complexity is O(nrnG).

5.2.3 Proposed GNN Models

We utilize the graph convolutional network (GCN) [100] to train our Tier-predictor and

MIV-pinpointer. Sub-graphs generated after the back-tracing step are fed into the GCN

models, with the initial node features listed in Table 5.2. Features at the circuit level are

extracted based on the topological dependency in the CUD, which has been shown to be

e�ective in solving EDA problems using GNNs [92]. Moreover, we encode the connections

at the top level (e.g., the length of Topedges and the number of MIVs passed through

by Topedges) as numerical features to represent the relationships between each node and

scan outputs. To demonstrate the importance of the selected features, we leverage the

GNNExplainer [101] to identify the signi�cance of each feature to the classi�cation labels.

Signi�cance scores are shown in Table 5.2. A feature is more important for the classi�cation

task if its signi�cance score is closer to 1. Clearly, features at the top level are of the same

importance as features at the circuit level. This is because the length of Topedges and the
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Table 5.2: Initial node features in a sub-graph. Length of a Topedge is the shortest
distance between its source and destination nodes.

Description Type
Signi�cance

score

Number of fan-in edges in the circuit Numerical 0.4959
Number of fanout edges in the circuit Numerical 0.4916

Number of Topedges connected Numerical 0.4995
Tier-level location Binary 0.4957

Level in topological order Numerical 0.4996
Whether it is a gate output Binary 0.4919

Whether it connects to an MIV Binary 0.4904
Number of fan-in edges in the sub-graph Numerical 0.4958
Number of fanout edges in the sub-graph Numerical 0.4991

Mean length of Topedges connected Numerical 0.4926
Standard deviation of length

of Topedges connected
Numerical 0.4923

Mean number of MIVs passed
through by Topedges connected

Numerical 0.4959

Standard deviation of number of MIVs
passed through by Topedges connected

Numerical 0.4887

number of MIVs passed through by Topedges demonstrate how di�cult each fault e�ect can

be captured by scan outputs and whether the propagation paths are prone to MIV defects,

respectively. Such features are key factors that a�ect the testing and diagnosis processes,

where failure logs are generated. As both features at the circuit level and features at the

top level contribute to the classi�cation task, we utilize all the selected features to train

our GCN models.

To gather information and learn from neighbors of a nodek, GCN layers are added to

aggregate its features as follows [100]:

h( l+ 1)
k = sact

 

b( l ) + SiPN (k)
h( l )

i W( l )
a

|N ( i)|
a

|N (k)|

!

(5.1)

where h( l )
k is node features ofk at the l th layer, sact is an activation function, N (k) is the

set of neighbors of nodek, |N (k)| is the number of neighbors of nodek, b( l ) is the learnable

bias at the l th layer, and W( l ) is the learnable weight at the l th layer.

After learning is completed, node features at the �nal GCN layer are used for predic-

tion. A graph pooling layer [90] is inserted at the end of the structure of Tier-predictor

to create the graph representation. This representation is a two-dimensional vector, de-
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noted as [ptop, pbottom], and it provides the probabilities of defects being in the top tier

and bottom tier, respectively. Note that the proposed Tier-predictor can perform diagnosis

on M3D designs with more than two tiers by extending the dimension of the graph rep-

resentation vector to be the number of tiers in the CUDs. Without loss of generality, we

demonstrate our framework with two-tier designs in this work. For the MIV-pinpointer,

local information near the candidate MIVs is much more important than global features.

Hence, node classi�cation is used to pinpoint the set of defective MIVs. The learned node

features t hu PR2 are directly used to calculate the probability that an MIV has a defect.

Note that the proposed GNN models are not restricted to M3D designs. If 2D circuits

are partitioned into distinct regions, Tier-predictor can be utilized to perform region-level

fault localization; MIV-pinpointer can pinpoint faulty interconnects between regions. As no

change is needed for feature extraction and model construction, the proposed GNN models

are expected to achieve similar results when applied to conventional 2D ICs.

5.3 Transferability of the Proposed GNN-based Diagnosis Frame-
work

In an M3D IC design �ow, design con�gurations such as clock frequency, area, and

DfT structures can result in di�erent M3D netlists. Such di�erences do not change the

functionality of the design; however, the way how each fault is detected might be a�ected

during testing, leading to di�erent failure output responses for diagnosis. Transferability

on the same benchmark with di�erent design con�gurations is therefore necessary for the

proposed framework to be applicable to real-world scenarios. In this section, we carry

out the transferability analysis on the proposed tier-level fault localization framework. We

evaluate the proposed GNN-based framework on four two-tier M3D benchmarks, namely

Advanced Encryption Standard (AES) and Tate from OpenCores, and netcard and leon3mp

from the ISPD 2012 benchmark suite. We also provide a data augmentation solution to

improve the transferability of our GNN models.

To evaluate the transferability of the proposed diagnosis framework, we generated
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FIGURE 5.4: Data generation �ow for the proposed diagnosis framework.

datasets for each benchmark with various design con�gurations. Figure 5.4 shows our

data generation �ow. Given a 2D netlist at the register-transfer level (RTL), we conducted

synthesis with the open-source Nangate 45 nm standard cell library using Synopsys De-

sign Compiler. The synthesized netlists were partitioned into M3D with the partitioning

algorithm proposed in [102]. Next, test-compression hardware was inserted using the em-

bedded deterministic test (EDT) methodology (Siemens EDA Tessent), followed by the

TDF pattern generation. Without loss of generality, the compaction ratio is set to 20� in

all benchmarks, that is, at most 20 scan chains are connected to one test output channel

using a response compactor. We also inserted bypass signals that enable the designs to scan

out uncompressed responses without passing through response compactors. The design ma-

trix of our M3D benchmarks is shown in Table 5.3. To generate datasets for diagnosis, we

randomly injected one TDF at a time in a circuit and carried out logic simulations with the

TDF patterns to obtain erroneous output responses. These responses were collected into a

failure log �le, which created a sample in the datasets. We generated 5000 samples for each

benchmark, with and without response compaction, respectively. The M3D netlist, TDF

patterns, and the collection of failure logs from the data generation �ow became inputs of

the proposed diagnosis framework, as shown in Figure 5.1.

Besides the design con�guration, denoted asSyn-1, used for training, we generated

additional datasets for each benchmark with di�erent design con�gurations for the pur-

pose of transferability analysis, including (i) TPI : TP-inserted netlists; (ii) Syn-2: netlists
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Table 5.3: Design matrix of M3D benchmarks. Nsc (Nch): number of scan chains
(channels); FC: fault coverage.

Design # Gates # MIVs
Nsc Chain

# Patterns FC
(Nch) length

AES 98K 71K 100 (5) 123 767 98.3%
Tate 187K 143K 200 (10) 171 432 98.6%

netcard 220K 173K 400 (20) 182 40438 97.3%
leon3mp 338K 250K 400 (20) 285 18737 99.1%

synthesized with another clock frequency; (iii) Par : netlists partitioned using the M3D

partitioning algorithm in [14]. We set the maximum number of TPs to be 1% of the num-

ber of gates in the design and utilized ATPG tools to determine TP locations. Note that

designs with di�erent clock frequencies are re-synthesized and re-partitioned into M3D from

the RTL level. Test patterns are re-generated after TP insertion. These changes can lead

to signi�cant variations in gate types, spatial distribution of gates, and how each fault is

detected. Our goal is to create a transferable GNN-based framework that can be directly

applied to these designs without retraining.

To analyze the transferability of our GNN models, we �rst leveraged principle compo-

nent analysis (PCA) [103] to visualize the distribution of feature vectors listed in Table 5.2.

The visualization for the Tate benchmark is shown in Figure 5.5. Each sample represents a

feature vector of a sub-graph generated by our back-tracing algorithm, where each sub-graph

corresponds to an injected fault and the associated failure log. Clearly, feature distributions

of all netlists, are greatly overlapped even though di�erent design con�gurations lead to

variations in test patterns and gate types. This is because such netlists have equivalent

functionality; sub-graphs obtained from our back-tracing algorithm tend to have similar

feature distributions and topological dependencies. This similarity demonstrates that the

selected features and the proposed back-tracing algorithm is not biased by di�erent de-

sign con�gurations when performing diagnosis on the same benchmark design. Therefore,

Tier-predictor and MIV-pinpointer are able to learn from a small number of netlists and

inference on others without retraining.

We further demonstrate the transferability of the proposed framework by comparing a
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FIGURE 5.5: Feature visualization of Tate benchmark with various design con�gurations.

transferred model to models trained from each design con�guration. Note that the amount

and the diversity of the dataset are important factors to a�ect the performance of ML

models. To enhance the transferability of the proposed framework, we develop a data

augmentation method by collecting samples from randomly-partitioned M3D netlists. As

shown in Figure 5.5, varying design con�gurations does not generate anomalous samples

that can lead to an adverse impact during training. Therefore, for the purpose of training,

we randomly partition 2D netlists into M3D to create various spatial distributions of logic

gates. This helps in enhancing the diversity of the dataset and preventing the GNN model

from being biased toward any design con�guration.

Figure 5.6 shows the accuracy of Tier-predictor and MIV-pinpointer for the Tate bench-

mark, respectively. Note that Dedicated Model is trained individually for each design con-

�guration, while Transferred Model is trained with samples from Syn-1 and two randomly-

partitioned netlists. For both Tier-predictor and MIV-pinpointer, Transferred Model can

achieve nearly the same accuracy as Dedicated Model. Transferred Model even outperforms

Dedicated Model for the Syn-2 and Par netlists, whose samples were not included during

the training of Transferred Model. This is because Transferred Model has learned from

a highly-diverse training dataset obtained from randomly-partitioned netlists. Therefore,

with the proposed data-augmentation solution, Tier-predictor and MIV-pinpointer can be

transferred to perform diagnosis on the same benchmark with various design con�gurations.
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FIGURE 5.6: Accuracy of the proposed GNN models with Tate benchmark.

Such transferability is extremely important for emerging M3D technologies because the de-

sign �ow is not standardized and there is a lack of post-silicon data. Reusing pre-trained

models on new netlists signi�cantly reduces the runtime for diagnosis and provides quick

feedback to the foundry and design groups. These advantages help us to improve yield

learning and shorten the time-to-market.

5.4 Proposed Candidate Pruning and Reordering Policy

In this section, we describe the proposed GNN-based candidate pruning and reordering

policy. We utilize prediction results from Tier-predictor and MIV-pinpointer to enhance

the quality of diagnosis reports generated by ATPG tools. Given a failure log �le from the

tester, the tier-level localization and ATPG diagnosis are conducted in parallel to generate

prediction results and a diagnosis report, respectively. Such a diagnosis report provides a

list of candidates that are predicted to be the defect locations by ATPG tools. The proposed

candidate pruning and reordering policy aims to improve the quality of the diagnosis report

by removing unlikely candidates and moving the ground-truth defect location to the top of

the list.

5.4.1 Overview

An overview of the proposed candidate pruning and reordering policy is shown in Fig-

ure 5.7. Given a failure log �le from the tester, we utilize ATPG and our fault localization

framework to produce a diagnosis report and the predicted tier-level defect locations. Next,

89



FIGURE 5.7: Flowchart for candidate pruning and reordering.

as MIVs are prone to delay defects in M3D designs, we �rst evaluate the prediction from

MIV-pinpointer to extract all faulty MIVs. All candidates in the report that are equivalent

to such MIVs are moved to the top of the report. This can help diagnosis engineers prioritize

MIV faults during the subsequent PFA. After evaluating MIV-pinpointer, we extract the

predicted faulty tier from Tier-predictor and use its probability as a con�dence score. We

compare such a score to a threshold value, denoted asTp, to determine the con�dence level

of the predicted faulty tier, where Tp is derived from a PR curve generated during training.

If the prediction from Tier-predictor has low con�dence, we reorder the diagnosis reports

by moving all candidates in the faulty tier to the top of the lists. Otherwise, we utilize

the proposed GNN-basedClassi�er to decide whether to prune candidates. The pruning

process removes all candidates in the tier predicted to be fault-free from diagnosis reports

to improve both diagnostic resolution and FHI.

5.4.2 Precision-recall Curve

In the �eld of classi�cation problems, a confusion matrix is a popular visualization

method to show the e�ectiveness of an algorithm. The description of a confusion matrix

for the proposed Tier-predictor is shown in Table 5.4. We classify a sample as Actual

Positive if the tier predicted to be faulty is equivalent to the tier-level ground truth defect
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Table 5.4: Details of the confusion matrix for the proposed Tier-predictor.

Predicted Positive Predicted Negative

Actual
Positive

True Positive
(Correct prediction; Probability

¥ Classi�cation threshold)

False Negative
(Correct prediction; Probability

  Classi�cation threshold)

Actual
Negative

False Positive
(Incorrect prediction;Probability

¥ Classi�cation threshold)

True Negative
(Incorrect prediction; Probability

  Classi�cation threshold)

location. Otherwise, the sample is classi�ed as Actual Negative. Predicted Positive and

Predicted Negative are distinguished by comparing the probability of the predicted faulty

tier to a classi�cation threshold between0 and 1. Samples with probabilities larger than the

threshold are categorized as Predicted Positive, while others are represented as Predicted

Negative. By switching the threshold value, various distributions of Predictive Positive and

Predictive Negative can be generated.

Based on distributions in confusion matrices, receiver operating characteristic (ROC)

curves and PR curves are widely used to visualize the performance of an algorithm at all

classi�cation thresholds. Compared to ROC curves, PR curves can provide more insights

when the datasets are highly imbalanced [104]. For the proposed Tier-predictor, a skew

distribution between Actual Positive and Actual Negative tends to be formed as Tier-

predictor can achieve up to90% accuracy. Therefore, we choose the PR curve to evaluate

our tier-level localization framework. The precision and recall are de�ned as follows:

Precision =
True Positive

True Positive + False Positive
(5.2)

Recall =
True Positive

True Positive + False Negative
(5.3)

To plot PR curves, we alter the classi�cation threshold to calculate the corresponding Pre-

cision and Recall values. As the threshold increases, Precision tends to increase while Recall

tends to decrease. This is because a large threshold increases the di�culty of classifying

samples as Predicted Positive, leading to a low False Positive and a high False Negative.

In the proposed candidate pruning and reordering policy, samples classi�ed as Predicted

Positive (i.e., Ture Positive + False Positive) become inputs of the GNN-based Classi�er.
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Candidates in such samples can be pruned to help in improving the quality of the cor-

responding diagnosis reports. However, pruning False Positive samples leads to a loss of

diagnosis accuracy because the ground-truth defect locations are removed from the diagno-

sis reports. To avoid a large number of False Positive samples, we utilize PR curves to �nd

the best threshold asTP in the proposed candidate pruning and reordering policy. As our

objective is to improve the quality of diagnosis reports with a loss of diagnosis accuracy be-

low 1%, the thresholdTP is determined by calculating the minimum classi�cation threshold

in the PR curve of the training dataset such that Precision is larger than or equal to99%.

5.4.3 GNN-based Classi�er

After obtaining TP from PR curves, samples with high-con�dence Tier-predictor pre-

dictions (i.e., max(ptop, pbottom) ¥ TP) are represented as Predicted Positive. Next, we

train the proposed GNN-based Classi�er focusing on Predicted Positive samples to deter-

mine whether to prune or reorder candidates in the corresponding diagnosis reports. Note

that the pruning process can improve both diagnostic resolution and FHI for True Positive

samples without any loss of diagnosis accuracy. For False Positive samples, the ground-

truth defect locations are removed due to incorrect Tier-predictor predictions, leading to

an adverse impact on the subsequent PFA. The objective of the proposed Classi�er is to

prioritize Predicted Positive samples and to distinguish True Positive from False Positive.

This allows the pruning process to signi�cantly improve the quality of diagnosis reports

while minimizing accuracy loss. In addition, TP obtained during training may not be the

best classi�cation threshold for diagnosing netlists with various design con�gurations, lead-

ing to an increase in the number of False Positive samples. The transferability of Classi�er

helps in extracting such samples appropriately to prevent any signi�cant loss in diagnosis

accuracy.

For the proposed Classi�er, an imbalanced dataset is a major challenge during train-

ing. Because our Tier-predictor can achieve extremely high accuracy, the number of True

Positive samples is signi�cantly larger than False Positive samples. From our simulations,
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FIGURE 5.8: Example of the proposed oversampling algorithm.

a ratio of around 90:1 is observed for the Tate benchmark. Such an unbalanced dataset

leads to a distorted model that tends to ignore the minority class. Oversampling is a com-

mon technique used to increase the size of the minority class and make it similar to the

size of the majority class. Several oversampling algorithms have been proposed in previous

work [105][106]. However, existing algorithms cannot be directly applied to graphs because

they mainly focus on Euclidean data. A conversion step is required to map graph data to

simpli�ed representations, while such a conversion can lead to a loss of topological depen-

dencies in the graphs. Therefore, we develop a novel oversampling algorithm by inserting

dummy bu�ers into samples in the minority class. For each sample, we append one bu�er

at the output of each node once at a time to create synthetic samples. Figure 5.8 shows an

example of the proposed oversampling algorithm. The synthetic samples help to increase

the population of the minority class without a�ecting the functionality of CUDs. During

the oversampling process, consecutive bu�ers are added to each node to generate minority

data until the dataset becomes balanced.

With the balanced dataset, we leverage the network-based deep transfer learning [107]

to train the proposed Classi�er. We �rst append the pre-trained hidden layers from Tier-

predictor to Classi�er, followed by trainable classi�cation layers. Pre-trained layers are used

to extract informative features from Tier-predictor; classi�cation layers are responsible for

determining whether to prune or reorder the reports according to the extracted features.

A graph pooling layer is inserted at the end of Classi�er to generate the probabilities of

pruning and reordering. Such probabilities guide in how to �ne-tune the diagnosis reports

to improve the quality of the diagnosis process.
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FIGURE 5.9: Example of the ATPG report pruning and reordering process.

5.4.4 ATPG Report Pruning and Reordering

Using the results from our GNN models, we prune and reorder candidates in the ATPG

diagnosis report to improve the diagnostic resolution and the FHI. Figure 5.9 presents an

example of our pruning and reordering process. We �rst collect all candidates listed in

the diagnosis report generated by ATPG. Results of the MIV-pinpointer are then analyzed

to extract candidate fault sites in the diagnosis report that are equivalent to the MIVs

predicted to be faulty. Such fault sites are placed at the top of the �nal report to prioritize

MIV faults during the subsequent failure analysis. As MIVs are prone to defects in emerging

M3D integration [28], FHI can be improved in this way. Next, the maximum of [ptop, pbottom],

denoted asp, is compared with Tp to determine the con�dence level of the Tier-predictor

prediction. If such a prediction has high con�dence (i.e.,p ¥ TP), we utilize Classi�er to

decide whether to prune or reorder candidates. Otherwise, the reordered report is generated.

To reorder candidates, all fault sites in the top (bottom) tier are moved toward the top

of the report if ptop ¡ pbottom (pbottom ¡ ptop). For pruning, candidates in the tier predicted

to be fault-free are �ltered out from the �nal report because such candidates are unlikely

to be the ground-truth fault location. Note that �ltering out candidates may occasionally

lead to a loss of accuracy. However, when Tier-predictor points out the incorrect tier as
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Table 5.5: Quality of ATPG diagnosis reports for M3D benchmarks without response
compaction.

Design Con�g. Acc. mresol. s resol. mFHI s FHI

AES

Syn-1 100.0% 5.2 5.5 4.1 4.2
TPI 100.0% 5.3 5.6 4.0 4.5

Syn-2 100.0% 6.0 6.2 4.0 4.2
Par 100.0% 5.7 5.7 3.7 3.9

Tate

Syn-1 100.0% 4.4 4.6 3.6 4.0
TPI 100.0% 4.6 5.0 3.7 4.2

Syn-2 100.0% 4.6 5.3 3.7 4.5
Par 100.0% 4.1 5.4 2.8 2.6

netcard

Syn-1 96.4% 28.1 28.4 19.0 21.8
TPI 100.0% 10.3 8.6 7.0 6.6

Syn-2 97.4% 31.9 28.5 21.5 23.4
Par 88.6% 21.0 21.9 12.7 17.0

leon3

Syn-1 98.8% 14.0 17.8 9.8 13.8
TPI 99.8% 10.8 11.6 7.3 8.5

Syn-2 98.8% 12.5 16.0 8.0 10.3
Par 97.8% 11.5 17.2 8.5 15.5

Con�g.: con�guration; Acc.: accuracy; m: mean; s: standard devia-
tion; resol.: diagnostic resolution.

being faulty, the accuracy loss may be recovered by the MIV-pinpointer if the ground-truth

fault is equivalent to the MIV fault localized by the MIV-pinpointer. With the pruning and

reordering process, the ground-truth defect locations can be placed near the top of the lists,

leading to better FHI than the ATPG diagnosis reports. Pruning also helps in improving

diagnostic resolution by reducing the number of redundant candidates.

5.5 Simulation Results
5.5.1 Diagnosis on Benchmark M3D designs

We �rst examine the quality of our diagnosis framework using 750 samples (15% of

the generated dataset) for benchmark M3D designs with various design con�gurations.

The quality of ATPG diagnosis reports is shown in Table 5.5. We compare diagnostic

resolution, accuracy, and FHI of diagnosis reports obtained after the pruning and reordering

step with a baseline fault localization algorithm in [30], which has been demonstrated to

achieve signi�cant improvement in diagnostic resolution for conventional 2D designs. Note

that in the simulation results section in [30], only the results from the �rst-level classi�er

in the proposed two-level classi�cation framework are chosen to prevent a large loss of
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accuracy. As diagnosis accuracy is also the top priority during the candidate pruning and

reordering process, we compare the results from the �rst-level classi�er in the baseline with

our framework.
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Table 5.6: Effectiveness of delay fault-localization in the AES and Tate benchmarks without response compaction.

Con�g.

[30] Proposed framework

Acc.
m(s)
resol.

m(s)
FHI

Tier
local.

GNN standalone GNN + [30]
Tier

local.Acc.
m(s)
resol.

m(s)
FHI

Acc.
m(s)
resol.

m(s)
FHI

AES

Syn-1
100.0% 2.5 (1.7) 2.1 (1.5)

67.9%
99.2% 4.9 (5.5) 3.3 (3.3) 99.2% 2.5 (1.8) 2.1 (1.5)

85.5%
(-0.0%) (+51.9%) (+48.8%) (-0.8%) (+5.8%) (+19.5%) (-0.8%) (+51.9%) (+48.8%)

TPI
100.0% 2.7 (1.9) 2.1 (1.7)

62.5%
99.7% 5.1 (5.7) 3.1 (3.5) 99.7% 2.6 (1.9) 2.1 (1.8)

87.4%
(-0.0%) (+49.1%) (+47.5%) (-0.3%) (+3.8%) (+22.5%) (-0.3%) (+50.9%) (+47.5%)

Syn-2
100.0% 3.4 (3.1) 2.5 (2.5)

56.9%
99.6% 5.9 (6.2) 3.2 (3.3) 99.6% 3.4 (3.2) 2.5 (2.5)

86.6%
(-0.0%) (+43.3%) (+37.5%) (-0.4%) (+1.7%) (+20.0%) (-0.4%) (+43.3%) (+37.5%)

Par
99.9% 3.5 (3.2) 2.5 (2.4)

49.4%
100.0% 5.6 (5.7) 3.2 (3.5) 99.9% 3.5 (3.2) 2.5 (2.4)

73.7%
(-0.1%) (+38.6%) (+32.4%) (0.0%) (+1.8%) (+13.5%) (-0.1%) (+38.6%) (+32.4%)

Tate

Syn-1
99.9% 3.0 (2.3) 2.3 (1.8)

42.6%
99.9% 4.1 (4.2) 2.7 (2.9) 99.7% 2.9 (2.3) 2.2 (1.7)

91.2%
(-0.1%) (+31.8%) (+36.1%) (-0.1%) (+6.8%) (+25.0%) (-0.3%) (+34.1%) (+38.9%)

TPI
100.0% 2.9 (2.5) 2.3 (1.9)

41.1%
99.3% 4.2 (4.6) 2.6 (2.6) 99.3% 2.8 (2.5) 2.2 (1.9)

91.5%
(-0.0%) (+37.0%) (+37.8%) (-0.7%) (+8.7%) (+29.7%) (-0.7%) (+39.1%) (+40.5%)

Syn-2
100.0% 3.2 (3.1) 2.5 (2.5)

37.2%
99.6% 4.2 (5.0) 2.7 (2.9) 99.6% 3.1 (3.0) 2.4 (2.4)

91.5%
(-0.0%) (+30.4%) (+32.4%) (-0.4%) (+8.7%) (+27.0%) (-0.4%) (+32.6%) (+35.1%)

Par
100.0% 3.0 (2.8) 2.1 (1.8)

37.2%
99.0% 4.0 (5.4) 2.4 (2.7) 99.0% 2.9 (2.8) 2.1 (1.8)

82.8%
(-0.0%) (+26.8%) (+25.0%) (-1.0%) (+2.4%) (+14.3%) (-1.0%) (+29.3%) (+25.0%)

local.: localization.
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Table 5.7: Effectiveness of delay fault-localization in the netcard and leon3mp benchmarks without response compaction.

Con�g.

[30] Proposed framework

Acc.
m(s)
resol.

m(s)
FHI

Tier
local.

GNN standalone GNN + [30]
Tier

local.Acc.
m(s)
resol.

m(s)
FHI

Acc.
m(s)
resol.

m(s)
FHI

netcard

Syn-1
96.4% 26.2 (27.6) 17.8 (20.9)

1.5%
96.0% 18.9 (20.2) 10.9 (14.0) 96.0% 18.0 (19.7) 10.6 (13.8)

95.4%
(-0.0%) (+6.8%) (+6.3%) (-0.4%) (+32.7%) (+42.6%) (-0.4%) (+35.9%) (+44.2%)

TPI
100.0% 7.6 (6.5) 5.3 (5.3)

6.1%
99.8% 7.5 (7.5) 4.2 (5.1) 99.5% 4.6 (5.7) 3.0 (3.9)

98.1%
(-0.0%) (+26.2%) (+24.3%) (-0.2%) (+27.2%) (+40.0%) (-0.5%) (+55.3%) (+57.1%)

Syn-2
97.4% 22.7 (23.4) 15.1 (18.1)

7.8%
97.2% 22.9 (21.7) 12.3 (14.2) 97.2% 20.0 (19.6) 10.7 (12.8)

95.9%
(-0.0%) (+28.8%) (+29.8%) (-0.2%) (+28.2%) (+42.8%) (-0.2%) (+37.3%) (+50.2%)

Par
88.6% 18.8 (20.7) 12.2 (16.9)

2.3%
87.1% 15.2 (16.6) 7.7 (10.1) 87.1% 14.3 (15.9) 7.3 (9.8)

94.5%
(-0.0%) (+10.5%) (+3.9%) (-1.5%) (+27.6%) (+39.4%) (-1.5%) (+31.9%) (+42.5%)

leon3mp

Syn-1
98.8% 11.2 (16.4) 7.7 (12.5)

5.3%
97.8% 9.7 (12.5) 6.2 (9.2) 97.8% 8.8 (12.0) 5.7 (8.8)

93.5%
(-0.0%) (+20.0%) (+21.4%) (-1.0%) (+30.7%) (+36.7%) (-1.0%) (+37.1%) (+41.8%)

TPI
99.8% 8.2 (10.0) 5.5 (7.5)

2.9%
99.0% 8.2 (9.8) 4.9 (6.8) 98.8% 6.9 (9.4) 4.3 (6.3)

88.2%
(-0.0%) (+24.1%) (+24.7%) (-0.8%) (+24.1%) (+32.9%) (-1.0%) (+36.1%) (+41.1%)

Syn-2
98.8% 9.6 (14.3) 6.0 (9.0)

2.7%
98.1% 8.8 (11.1) 5.1 (6.8) 98.1% 8.0 (10.6) 4.6 (6.3)

91.8%
(-0.0%) (+23.2%) (+25.0%) (-0.7%) (+29.6%) (+36.3%) (-0.7%) (+36.0%) (+42.5%)

Par
97.8% 9.9 (16.3) 7.4 (14.6)

8.7%
94.9% 8.2 (11.9) 5.2 (8.6) 94.9% 7.8 (11.7) 5.0 (8.4)

86.8%
(-0.0%) (+13.9%) (+12.9%) (-2.9%) (+28.7%) (+38.8%) (-2.9%) (+32.2%) (+41.2%)
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Table 5.6 and Table 5.7 show the results for each benchmark without response com-

paction, where the values in parenthesis are changes from the ATPG diagnosis reports

listed in Table 5.5. Note that the GNN models in our simulations are trained with datasets

from Syn-1 and two randomly partitioned netlists. Netlists with di�erent con�gurations

are evaluated to demonstrate the transferability of our framework. For AES and Tate, the

improvement in diagnostic resolution and FHI of the proposed framework with GNN stan-

dalone are less obvious than the improvement obtained from the baseline. This is because

ATPG diagnosis reports tend to provide good resolution with candidates only in the faulty

tier. Therefore, the candidate pruning and reordering process does not considerably bene�t

from the tier-level localization to improve the quality of diagnosis reports. In contrast,

the baseline approach analyzes each candidate one at a time to determine whether such a

candidate should be removed from the diagnosis report. It is expected that the baseline

can achieve better improvement in diagnostic resolution and FHI than the proposed frame-

work for small benchmarks. However, for netcard and leon3mp, ATPG reports are likely to

contain candidates in both tiers as the complexity of designs increases. By pruning and re-

ordering candidates based on the predictions of our GNN models, the proposed framework

can enhance the quality of diagnosis reports more signi�cantly than the baseline approach,

without any unacceptable loss in accuracy.

An important advantage of the proposed framework is its compatibility with existing

algorithms for conventional 2D designs to provide the resolution at the tier level and further

improve the quality of diagnosis reports. We �rst utilize the proposed framework to carry

out tier-level localization, followed by the baseline approach to evaluate the remaining can-

didates after the pruning and reordering process. Compared to the results with standalone

GNN and the baseline, the combined approach improves the diagnostic resolution and FHI

without additional loss of accuracy. Such improvements can achieve more than55%for the

netcard benchmark with the TPI con�guration. As the proposed framework can be carried

out alongside the ATPG diagnosis and the candidate pruning and reordering process can

be embedded in the candidate analysis step, no test time overhead is needed to combine
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the proposed framework with the baseline approach.

Note that the proposed candidate pruning and reordering policy may occasionally re-

move the ground-truth defect location from the diagnosis report. To compensate for the loss

of accuracy, we generate a backup dictionary, which records the candidates being pruned

corresponding to each failure chip. Diagnosis engineers can therefore search in the backup

dictionary for further analysis whenever the root cause of a failure is not found based on the

pruned report. With this compensation method, our framework is guaranteed to achieve

the same accuracy as ATPG. Although the backup dictionary requires additional memory,

its size depends on the number of candidates being pruned in each sample, which can be

estimated by the di�erence in diagnostic resolution between ATPG diagnosis reports and

reports generated by the proposed framework. As shown in Table 5.6 and Table 5.7, the

largest di�erence among the four benchmarks is Syn-2 for netcard; the size of the corre-

sponding backup dictionary is only 246 kilobytes. Therefore, the memory overhead of the

proposed method is within acceptable limits.

In addition to diagnostic resolution and FHI, the resolution at the tier level during di-

agnosis is important for M3D designs to facilitate yield learning. As the baseline approach

does not directly provide such a resolution, tier-level localization can be achieved by ana-

lyzing the remaining candidates after fault localization. If all candidates are in the faulty

tier, the corresponding report is successfully localized at the tier level; otherwise, tier-level

localization is not accomplished. For the proposed framework, tier-level localization is ob-

tained from the predictions of our Tier-predictor. Tier localization values in Table 5.6 and

Table 5.7 are the percentages of reports being localized at the faulty tier using the baseline

and the proposed framework, respectively. Note that we do not consider the reports that

have been localized during the ATPG diagnosis process (i.e., ATPG diagnosis reports only

contain candidates in one tier) in the calculation. Clearly, the proposed framework can

accurately identify the faulty tier for all benchmark M3D designs with various design con-

�gurations. The baseline approach is not e�ective for tier-level localization because the tier

structure and fabrication-related defects in M3D do not exist in 2D designs. Therefore, the
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Table 5.8: Quality of ATPG diagnosis reports for M3D benchmarks with response
compaction.

Design Con�g. Acc. mresol. s resol. mFHI s FHI

AES

Syn-1 98.8% 9.0 18.2 5.3 10.5
TPI 96.9% 10.6 20.7 4.8 8.0

Syn-2 97.1% 12.9 21.9 5.6 10.4
Par 98.4% 11.7 20.0 5.7 10.9

Tate

Syn-1 99.9% 5.7 10.0 4.1 5.5
TPI 100.0% 5.8 10.4 4.2 5.9

Syn-2 99.4% 6.7 14.0 4.5 7.2
Par 99.7% 6.1 14.4 3.4 6.1

netcard

Syn-1 94.8% 30.6 30.6 20.3 22.9
TPI 99.7% 11.8 12.8 8.0 8.9

Syn-2 93.5% 34.3 30.8 21.0 22.5
Par 87.8% 23.6 25.4 14.0 18.4

leon3

Syn-1 98.5% 14.8 19.1 10.0 13.8
TPI 99.8% 11.8 14.7 8.1 11.2

Syn-2 98.8% 13.1 16.7 8.4 10.8
Par 97.5% 12.0 18.0 8.6 15.3

tier-level location of each candidate is overlooked during fault localization. The e�ective-

ness of the baseline approach on tier-level localization decreases when the size of the CUD

becomes large as the number of candidates increases in diagnosis reports. Although the

diagnostic resolution and FHI are signi�cantly improved, candidates after fault localization

are likely to be located in both tiers. The evaluation of tier localization demonstrates that

the baseline approach is not su�cient to provide a high level of resolution at the tier level

for M3D designs. With the proposed framework, the faulty tier can be identi�ed early in

the diagnosis process to provide quick feedback to the foundry and facilitate yield learning.
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Table 5.9: Effectiveness of delay fault-localization in M3D benchmarks with response compaction.

Con�g.

[30] Proposed framework

Acc.
m(s)
resol.

m(s)
FHI

Tier
local.

GNN standalone GNN + [30]
Tier

local.Acc.
m(s)
resol.

m(s)
FHI

Acc.
m(s)
resol.

m(s)
FHI

AES

Syn-1
98.8% 4.9 (9.4) 2.6 (4.9)

47.4%
98.4% 8.2 (17.5) 4.0 (8.5) 98.4% 4.6 (9.0) 2.5 (4.7)

85.7%
(-0.0%) (+45.6%) (+50.9%) (-0.4%) (+8.9%) (+24.5%) (-0.4%) (+48.9%) (+52.8%)

TPI
96.9% 6.0 (11.5) 2.4 (3.8)

45.6%
96.3% 10.0 (20.5) 4.1 (8.0) 96.3% 5.8 (11.6) 2.4 (3.8)

82.0%
(-0.0%) (+43.4%) (+50.0%) (-0.6%) (+5.7%) (+14.6%) (-0.6%) (+45.3%) (+50.0%)

Syn-2
97.1% 7.9 (12.8) 3.2 (6.4)

32.1%
95.4% 12.2 (21.6) 5.1 (10.0) 95.4% 7.5 (12.5) 3.2 (6.6)

75.6%
(-0.0%) (+38.8%) (+42.9%) (-1.7%) (+5.4%) (+8.9%) (-1.7%) (+41.9%) (+42.9%)

Par
98.4% 7.5 (11.3) 3.3 (5.5)

33.7%
94.8% 10.7 (19.1) 4.6 (8.4) 94.8% 6.9 (10.9) 3.1 (4.9)

74.8%
(-0.0%) (+35.9%) (+42.1%) (-3.6%) (+8.5%) (+19.3%) (-3.6%) (+41.0%) (+45.6%)

Tate

Syn-1
99.9% 3.7 (5.5) 2.6 (3.3)

38.6%
99.2% 5.4 (9.9) 3.2 (5.1) 99.2% 3.6 (5.5) 2.5 (3.2)

83.6%
(-0.0%) (+35.1%) (+36.6%) (-0.7%) (+5.3%) (+22.0%) (-0.7%) (+36.8%) (+39.0%)

TPI
100.0% 3.6 (5.8) 2.5 (2.9)

38.3%
99.6% 5.4 (10.3) 3.3 (5.3) 99.6% 3.5 (5.8) 2.4 (2.9)

84.3%
(-0.0%) (+37.9%) (+40.5%) (-0.4%) (+6.9%) (+21.4%) (-0.4%) (+39.7%) (+42.9%)

Syn-2
99.4% 4.5 (8.7) 2.9 (4.5)

30.7%
99.2% 6.4 (14.0) 3.7 (7.6) 99.2% 4.4 (8.8) 2.8 (4.5)

80.3%
(-0.0%) (+32.8%) (+35.6%) (-0.2%) (+4.5%) (+17.8%) (-0.2%) (+34.3%) (+37.8%)

Par
99.7% 4.1 (7.5) 2.5 (4.0)

33.3%
98.7% 5.9 (14.4) 3.5 (8.2) 98.7% 4.0 (7.6) 2.5 (4.0)

73.8%
(-0.0%) (+32.8%) (+26.5%) (-1.0%) (+3.3%) (+2.9%) (-1.0%) (+34.4%) (+26.5%)
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Table 5.10: Effectiveness of delay fault-localization in M3D benchmarks with response compaction.

Con�g.

[30] Proposed framework

Acc.
m(s)
resol.

m(s)
FHI

Tier
local.

GNN standalone GNN + [30]
Tier

local.Acc.
m(s)
resol.

m(s)
FHI

Acc.
m(s)
resol.

m(s)
FHI

netcard

Syn-1
94.8% 29.5 (30.1) 19.4 (22.3)

0.2%
94.4% 22.9 (26.8) 12.3 (16.3) 94.4% 22.5 (26.6) 12.1 (16.2)

93.2%
(-0.0%) (+3.6%) (+4.4%) (-0.4%) (+25.2%) (+39.4%) (-0.4%) (+26.5%) (+40.4%)

TPI
99.7% 5.6 (9.4) 4.3 (6.6)

32.7%
98.7% 8.2 (10.6) 4.7 (6.5) 98.7% 5.2 (8.3) 3.5 (5.9)

96.0%
(-0.0%) (+52.5%) (+46.2%) (-1.0%) (+30.5%) (+41.2%) (-1.0%) (+55.9%) (+56.2%)

Syn-2
93.5% 29.8 (28.6) 17.7 (19.8)

1.4%
92.2% 24.6 (26.4) 12.1 (14.3) 92.2% 22.9 (25.5) 11.2 (13.7)

95.0%
(-0.0%) (+13.1%) (+15.7%) (-1.3%) (+28.3%) (+42.4%) (-1.3%) (+33.2%) (+46.7%)

Par
87.8% 20.0 (23.8) 12.8 (17.8)

5.1%
86.3% 20.2 (24.0) 9.6 (13.2) 86.3% 18.6 (23.2) 9.0 (12.7)

86.5%
(-0.0%) (+15.3%) (+8.6%) (-1.5%) (+14.4%) (+31.4%) (-1.5%) (+21.2%) (+35.7%)

leon3mp

Syn-1
98.6% 10.7 (17.1) 7.1 (12.1)

13.1%
97.0% 10.6 (14.9) 6.3 (9.2) 97.0% 9.4 (14.2) 5.6 (8.7)

91.2%
(-0.1%) (+27.7%) (+29.0%) (-1.5%) (+28.4%) (+37.0%) (-1.5%) (+36.5%) (+44.0%)

TPI
99.8% 6.3 (11.8) 4.5 (9.2)

29.9%
97.8% 9.3 (13.4) 5.3 (8.3) 97.8% 8.1 (13.2) 5.1 (9.6)

86.8%
(-0.0%) (+46.6%) (+44.4%) (-2.0%) (+21.2%) (+34.6%) (-2.0%) (+31.4%) (+37.0%)

Syn-2
98.8% 10.2 (14.9) 6.4 (9.4)

2.4%
97.6% 9.2 (12.0) 5.3 (7.3) 97.6% 8.4 (11.7) 4.9 (6.9)

91.0%
(-0.0%) (+22.1%) (+23.8%) (-1.2%) (+29.8%) (+36.9%) (-1.2%) (+35.9%) (+41.7%)

Par
97.5% 8.4 (15.8) 6.4 (13.1)

24.3%
93.8% 10.3 (16.9) 6.2 (11.6) 93.8% 9.5 (16.5) 5.9 (11.2)

76.3%
(-0.0%) (+30.0%) (+25.6%) (-3.7%) (+14.2%) (+27.9%) (-3.7%) (+20.8%) (+31.4%)
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The quality of ATPG diagnosis reports is shown in Table 5.8, and results for small and

large benchmark designs with response compaction are shown in Table 5.9 and Table 5.10,

respectively. Note that both the diagnostic resolution and accuracy of designs are worse

than the results without compaction. This is expected because the scan cells that cap-

ture erroneous responses cannot be pinpointed without bypass signals. The search space

is therefore increased, leading to a reduction in diagnostic resolution and accuracy. How-

ever, the proposed framework is shown to be e�ective with compressed patterns. Reports

generated by this framework achieve up to30.5% improvement in diagnostic resolution

and 42.4%improvement in FHI with a very low accuracy loss. For tier-level localization,

the proposed framework localizes faults at the tier level more e�ectively than the baseline

approach. Furthermore, our approach does not require additional hardware or test data

and is compatible with any combinational (e.g., XOR-based) response compactor. Evalua-

tion of netlists with di�erent con�gurations clearly demonstrates the transferability of our

framework. This advantage is signi�cant for the emerging M3D technology as there is no

standardized design �ow. Therefore, M3D netlists with various synthesis and partitioning

results can be generated. GNN models in our framework can be transferable to perform

diagnosis directly on such netlists without retraining.

5.5.2 Runtime Analysis

We next conduct the runtime analysis of the proposed framework, including the training

phase and the framework deployment. The training phase contains pre-processing steps

for feature construction and the training processes of the proposed GNN models. The

runtime for the deployment of our framework is shown in Figure 5.10. Given a failure log

�le, ATPG diagnosis and GNN model inferencing are carried out simultaneously, followed

by the candidate pruning and reordering process to update the ATPG diagnosis report.

Table 5.11 shows the runtime for training and deploying the proposed framework. Note that

the values for the deployment are the total runtime needed to complete diagnosing test sets

(i.e., 750 samples) for benchmarks with Syn-2 design con�guration. In the training phase,
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FIGURE 5.10: Runtime for the deployment of the proposed framework.

Table 5.11: Runtime analysis of the proposed framework for benchmark M3D designs.

Design

Training Deployment
Feature GNN

TATPG TGNN Tupdateconstruction training
(sec) (sec) (sec) (sec) (sec)

AES 1.8 k 1.8 k 152.7 55.4 11.0
Tate 2.0 k 906.9 340.6 51.1 11.6

netcard 213.9 k 823.3 536.8 227.7 15.4
leon3mp 140.9 k 1.7 k 1.0 k 252.7 3.8

the runtime for the feature construction is proportional to the size and the number of test

patterns of the CUD. However, feature construction is required to be conducted only once

and can be reused for every failure log �le during inferencing; therefore, the cost can be

amortized. For the framework deployment, GNN model inferencing is much faster than the

ATPG diagnosis process. The runtime overhead of adding our framework on commercial

tools is the subsequent candidate pruning and reordering process, which is relatively small

compared to TATPG.

To quantify the e�ectiveness of the proposed framework on the subsequent PFA, we

assume that the PFA requiresx seconds to analyze one candidate in a diagnosis report. Let

Ttotal be the total runtime to identify the ground-truth defect location. For the ATPG �ow,

Ttotal(ATPG ) can be calculated asTATPG + FHIATPG � x, whereFHIATPG is the FHI in the

ATPG diagnosis report. While for the proposed framework, Ttotal(proposed framework)

equals to max(TATPG, TGNN ) + Tupdate+ FHIupdate� x, where FHIupdate is the updated

FHI in the �nal report after candidate pruning and reordering. The di�erence Tdi f f =

Ttotal(ATPG ) � Ttotal(proposed framework) over the test set for each benchmark with Syn-2

con�guration is shown in Figure 5.11. Note that positive Tdi f f demonstrates that leveraging
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FIGURE 5.11: Difference in runtime for PFA between the ATPG �ow and the proposed
framework.

the proposed framework can save time for identifying the ground truth defects compared to

the ATPG tool. As the runtime for each candidate in the PFA process increases, the amount

of time saved from the proposed framework becomes more signi�cant. Our framework is

most e�ective in reducing runtime for the netcard benchmark because the improvement in

FHI after candidate pruning and reordering can achieve up to42.7%. For other bench-

marks, Tdi f f is at least 103 seconds whenx is larger than 10 seconds. The reduction in

runtime for PFA enables us to e�ciently identify the root causes of defective chips. This

is important for the emerging M3D integration technology to increase the manufacturing

processes and shorten the time-to-market.

5.6 Discussion
5.6.1 Diagnosis on Designs with Multiple Faults

In M3D, di�erent tiers su�er from di�erent fabrication-related systematic defects due

to immature manufacturing processes. Such defects tend to cause multiple delay faults

throughout the faulty tier, which signi�cantly impacts the timing of the circuit and increases

the complexity of logic diagnosis. Tier-level localization becomes important to identify the

faulty tier early in the diagnosis process to accelerate yield learning. Therefore, the proposed

framework is extended to perform diagnosis on defective designs that have multiple faults

in the faulty tier.
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Table 5.12: Effectiveness of multiple delay faults-localization in M3D benchmarks using
ATPG diagnosis and the proposed framework.

Design
ATPG diagnosis only Proposed framework

Acc.
m(s)
resol.

m(s)
FHI

Acc.
m(s)
resol.

m(s)
FHI

Tier
local.

AES 99.7% 6.0 (3.6) 3.8 (2.3)
99.6%
(-0.1%)

5.9 (3.6)
(+1.1%)

3.4 (2.1)
(+12.3%)

64.3%

Tate 97.7% 5.1 (3.6) 3.9 (2.9)
97.1%
(-0.6%)

4.8 (3.3)
(+5.9%)

3.0 (2.1)
(+23.0%)

78.1%

netcard 53.2% 35.5 (14.6) 18.2 (13.2)
52.8%
(-0.4%)

17.4 (11.3)
(+31.6%)

11.4 (9.0)
(+37.3%)

88.0%

leon3mp 88.1% 12.6 (8.7) 7.9 (5.4)
88.1%
(-0.0%)

12.6 (8.7)
(+0.0%)

5.7 (4.6)
(+28.7%)

79.0%

To simulate the designs with tier-speci�c systematic defects, we randomly inject 2 to

5 TDFs in one tier and carry out fault simulation to create the failure log �le. We gener-

ate 5000 failure log �les for each benchmark with Syn-1 con�guration for the purpose of

training. The testing datasets are composed of 750 samples for benchmarks with Syn-2

con�guration to demonstrate the e�ectiveness and transferability of the proposed frame-

work. Results of multiple delay faults localization are shown in Table 5.12. Note that a

diagnosis report is counted as accurate if all injected faults in the CUD are included in the

candidate list. ATPG reports for the netcard benchmark su�er from low accuracy because

the number of test patterns for netcard is much more than other benchmarks. Injecting

multiple faults in the design leads to failure log �les with a large number of failing pat-

terns and failure output responses, increasing the searching space and making it di�cult to

accurately narrow down candidate fault locations. Although diagnosis accuracy is limited

by ATPG reports, the proposed framework provides the resolution at the tier level with

88.0%accuracy. This advantage compensates for the low diagnosis accuracy as the foundry

can review its manufacturing processes directly based on predictions of the proposed Tier-

predictor even if the ground-truth defect locations cannot be identi�ed from the diagnosis

reports. Moreover, the quality of diagnosis reports for all benchmarks is enhanced by the

improvement in FHI. Such an improvement prevents the subsequent PFA from wasting time

on analyzing fault-free candidates. The analysis of multiple faults localization demonstrates

that the proposed framework is applicable to perform diagnosis on designs with tier-speci�c
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Table 5.13: Effectiveness of delay fault-localization with individual models of the
proposed framework.

Diagnosis
Acc.

m s m s
method resol. resol. FHI FHI

ATPG only 100.0% 4.9 5.3 3.6 4.2

Tier-predictor
98.5% 4.6

5.3
2.9

3.2
(-1.5%) (+6.1%) (+19.4%)

MIV-pinpointer
100.0% 4.9

5.3
3.6

4.2
(-0.0%) (+0.0%) (+0.0%)

Tier-predictor + 99.1% 4.7
5.3

2.9
3.2

MIV-pinpointer (-0.9%) (+4.1%) (+19.4%)

systematic defects. As such defects are needed to be eliminated before M3D can become

ready for commercial exploitation, feedback from the proposed framework is essential for

the foundry to accelerate yield learning and improve the immature fabrication processes.

5.6.2 Diagnosis with Standalone Tier-predictor and MIV-pinpointer

In the proposed framework, Tier-predictor is utilized to predict the faulty tier and pro-

vide guidance on the candidate pruning and reordering process; MIV-pinpointer aims at

identifying faulty MIVs. To evaluate their impacts on improving the quality of diagnosis re-

ports, we carry out a detailed analysis by performing diagnosis with each model standalone.

Note that in order to clearly demonstrate the in�uence of MIV-pinpointer, we augment the

size of the test set by10% with MIV fault-injected samples only.

Table 5.13 shows the e�ectiveness of fault localization with individual models and with

both models on the AES benchmark with Syn-1 con�guration. Tier-predictor achieves bet-

ter improvement in diagnostic resolution and FHI than MIV-pinpointer as the candidate

pruning and reordering process improves the quality of reports mainly based on tier-level

predictions. However, diagnosis with Tier-predictor standalone su�ers from more than1%

loss of diagnosis accuracy. This is because MIVs do not belong to any tiers in the M3D de-

signs. If an MIV fault is presented, the candidate pruning process may occasionally remove

such a faulty MIV from the diagnosis report when the prediction from MIV-pinpointer is

not considered. In contrast, the changes in the quality of diagnosis reports from MIV-

pinpointer are not obvious because MIV-pinpointer standalone only moves the predicted
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faulty MIVs to the top of reports without pruning or reordering the remaining candidates.

No improvement is achieved if such faulty MIVs have already been placed at the top of

candidate lists during ATPG diagnosis. However, predictions from MIV-pinpointer can

compensate for the loss of accuracy caused by Tier-predictor as we prioritize MIV faults

when updating the diagnosis reports. If an MIV is predicted to be faulty, it can no longer

be pruned by the subsequent candidate pruning and reordering process. This e�ect can be

clearly observed by the results when both Tier-predictor and MIV-pinpointer are applied.

Compared to Tier-predictor standalone, the loss of accuracy is improved to be below1%

when MIV-pinpointer helps in reserving susceptible MIV faults in the reports, which is sig-

ni�cant to prevent misleading candidates from the PFA. Therefore, both models are of the

same importance in the proposed framework to achieve tier-level localization and improve

the quality of diagnosis reports.

5.7 Conclusion

We have proposed a GNN-based framework to conduct tier-level fault diagnosis sim-

ply based on the CUD netlist and failure log �les from the tester. Two GNN models,

namely Tier-predictor and MIV-pinpointer, have been trained to predict which tier and

MIVs have defects. We have conducted the transferability analysis between various design

con�gurations and proposed a data-augmentation method to improve the transferability of

the proposed framework. We have also provided a GNN-based candidate reordering and

pruning algorithm using our predictions to improve the quality of ATPG diagnosis reports.

We have shown that with a very low accuracy loss, the diagnostic resolution and the FHI

are signi�cantly improved for the OpenCore and ISPD benchmarks. We have demonstrated

that our framework is e�ective for designs with test compression without additional resource

requirements, and it is compatible with commercial tools and existing algorithms to provide

the high level of resolution at the tier level. We have discussed the transferability of the

proposed framework between benchmark M3D designs and provided guidance on choosing

appropriate models for diagnosis. We have also provided a detailed analysis of performing
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diagnosis with individual Tier-predictor and MIV-pinpointer and highlighted their impacts

on improving the quality of diagnosis reports.
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6. Fault Diagnosis for Resistive Random-Access
Memory and Monolithic Inter-tier Vias

RRAM constitutes a promising technology for next-generation memory architectures

due to its simple structure, high on/o� ratio, and processing-in-memory ability. Its compat-

ibility with emerging M3D integration enables extremely high density using MIVs. However,

both RRAM and M3D are susceptible to high defect rates due to immature manufacturing

processes and process variations. Research e�orts have been devoted to RRAM testing,

while existing test solutions predominantly focus on fault detection. Fault diagnosis for

M3D-integrated RRAM and MIVs remains unexplored.

In this chapter, we propose a novel fault diagnosis framework for M3D-integrated RRAM

cells [108]. A preliminary version that assumes the presence of only one source of variation in

the defective RRAM was presented in [109]. The proposed method is able to generate unique

signatures that can localize faults in MIVs and RRAMs in the presence of concurrent process

variations, MIV opens, and MIV shorts. This capability helps in improving diagnostic

resolution when these faults yield equivalent output responses during memory testing. The

key contributions of this chapter are as follows:

• We characterize faulty behaviors of an M3D-integrated RRAM in practical scenar-

ios by considering concurrent process variations, MIV open defects, and MIV short

defects.

• We develop a diagnosis sequence with additional read/write operations with the ap-

propriate reference resistance and applied voltages needed to identify the root causes

of RRAM faulty behaviors.

• We show that the proposed solution is compatible with existing test algorithms to

improve diagnostic resolution without impacting fault coverage.

• We show that no additional DfT structure around MIVs is needed for MIV diagno-

sis; therefore, our solution can be applied to large-size high-density M3D-integrated

RRAM architectures.

The rest of the chapter is organized as follows. Section 6.1 provides an overview of
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FIGURE 6.1: Schematic of an 1T1R RRAM device.

an RRAM device. Section 6.2 presents a characterization of RRAM cells in the presence

of process variations and MIV defects. The proposed diagnosis process is derived in Sec-

tion 6.3. Section 6.4 shows a detailed comparison between our solution and existing test

algorithms In Section 6.5, the generalized solution for various design environments and the

approaches to identify the sizes of variations and defects are provided. Finally, Section 6.6

concludes the chapter.

6.1 Background
6.1.1 RRAM Fundamentals

In an RRAM cell, a memristor is typically used as the storage element. The memristor

is composed of a simple metal-insulator-metal (MIM) structure, which can be fabricated in

the conventional BEOL. Figure 6.1 shows the schematic of a 1T1R RRAM device, where

V2+
o is the positive-charged oxygen vacancy, andVset and Vresetrefers to the applied voltage

for the SET and RESET operations, respectively. Three terminals are connected to the bit

line (BL), the source line (SL), and the word line (WL) in an RRAM array, respectively, and

the transistor is a selector to control the memristor device. RRAM exhibits the memory

property based on the fact that the resistance in some insulators changes with the applied

electric �eld and retains its value when power is removed. This property has attracted at-

tention in recent years for the development of next-generation NVM architectures. Various

metal-oxide-based materials have been found to have the non-volatile resistance switching
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FIGURE 6.2: Illustration of RRAM switching mechanisms: (a) SET operation; (b) RESET
operation. The �gure is adapted from [38] and redrawn.

mechanism (e.g., hafnium oxide (HfOx), titanium oxide (TiO x), tantalum oxide (TaO x).

These insulators are typically sandwiched between two metal electrodes to establish a MIM

structure. The commonly used electrodes are made of platinum (Pt) or nitride-based ma-

terials such as titanium nitride (TiN) and tantalum nitride (TaN). Either the top electrode

(TE) or the bottom electrode (BE) must have a transition metal at its interface with the

oxide to form a switching �lm.

With a voltage applied across the top and the bottom electrode, the RRAM cell switches

from the high resistance state (HRS), often denoted as logic-0, to the low resistance state

(LRS), often denoted as logic-1, and vice versa. The switching mechanism of an RRAM cell

is based on the formation and rupture of the conduction �lament (CF) between electrodes.

After fabrication, an RRAM cell has an extremely high resistance state. A forming process,

i.e., a dielectric soft breakdown is therefore necessary to initialize the RRAM cell to the

LRS before normal operation. Under the high voltage in the forming process, the oxygen

atoms knocked out of the lattice become oxygen ions that drift toward the anode and

produce oxygen vacancies in the bulk oxide. The accumulation of the oxygen vacancies

forms the CF that enables current to �ow in the device; therefore, the RRAM cell switches

to the LRS. This process can be visualized as writing logic-1 to the RRAM cell, denoted

as the �SET� operation. To switch from the LRS to the HRS, a negative voltage is applied
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(a) (b)

FIGURE 6.3: Schematic ofn � n RRAM architectures: (a) 1T1R; (b) 1S1R.

to force the oxygen ions to migrate back to bulk oxide and recombine with the oxygen

vacancies, which ruptures the CF. This is denoted as the �RESET� operation. Figure 6.2(a)

and Figure 6.2(b) illustrate the SET and RESET switching mechanism in an RRAM cell,

respectively, with RRAM materials described in [110]. To read data from an RRAM cell, a

small voltage pulse, which is insu�cient to change the current state, is applied to determine

whether the cell is in the LRS or in the HRS. To ensure signal integrity, a safety margin

is typically de�ned to prevent an unexpected logic value from being produced during read

operations [111]. LetL be the length of an RRAM cell andG(t) be the depth of CF at time

t. Logic-1 is read out when1 ¥ G(t)
L ¥ 0.6, whereas logic-0 is read out when0.4¥ G(t)

L ¥ 0.

The region corresponding to0.6 ¥ G(t)
L ¥ 0.4 is de�ned as the unde�ned logic state. An

RRAM cell with CF in the unde�ned region results in an output indistinguishable by the

sense ampli�er, which can be randomly interpreted as either logic-0 or logic-1 during read

operations.

RRAMs are typically fabricated as a crossbar array; such a design has been demon-

strated to improve energy e�ciency in neuromorphic systems [112]. Two types of RRAM

array architectures have been explored recently, including (i) 1T1R crossbar arrays, and

(ii) one-selector-one-resistor (1S1R) crosspoint arrays. Figure 6.3(a) and Figure 6.3(b)
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show the schematic of a 1T1R array and a 1S1R array, respectively. In a 1T1R array, the

access transistor is introduced to help eliminate the sneak-path current when the cell is not

selected. Such an architecture also o�ers high write/read margins. However, the cell area

is constrained by the large transistor (¡ 8F2, where F is the feature size) needed to provide

su�cient current during normal operations [113]. The 1S1R array utilizes a BEOL selector

in series with the memristor to control the RRAM cell, which ensures that the cell size is

as low as4F2 and low power consumption is achieved. Nonetheless, the 1S1R array su�ers

from leakage current and read margin variability issues [114]. Increasing memory density

is challenging for both 1T1R and 1S1R arrays; a new architecture is needed to keep im-

proving area e�ciency. Among emerging technologies, M3D integration has been shown to

be especially promising for achieving high density without degrading memory performance

and latency [35].

6.1.2 RRAM Fault Models and Testing

Because RRAM array architectures are similar to static RRAM and dynamic RAM

arrays, conventional fault models for testing RAM are applicable to RRAM testing; these

fault models include stuck-at fault, transition fault, state coupling fault, and address de-

coder fault. RRAM-unique fault models have also been explored in recent years, including

deep fault [115], unde�ned state fault (USF) [40], and overforming fault [38]. Novel test

algorithms have been explored based on di�erent RRAM fault models and RRAM-based

neuromorphic architectures [38][39][116]. March testing schemes are popular in these algo-

rithms due to high fault coverage and optimized test time. However, conventional March

sequences are not su�cient for detecting RRAM unique faults related to the unde�ned

region (e.g., UR and USF) because such faults produce random values in the defective cells

to be read during testing.

To address this issue, [115] leveraged sneak-path current to distinguish faulty cells from

fault-free cells, but sneak paths lead to additional power consumption. [40] proposed a DfT

scheme for USF detection, but the proposed scheme may cause yield loss with process vari-
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ations. An enhanced March testing algorithm with multiple reference values was provided

in [117] as follows:
"

ò (rre f1,w0,w0); ò (r0, rre f0,w1,w1)
ó (rre f1,w0, rre f0,w0); ó (rre f0,w1, rre f1,w1)

*
(6.1)

where w0 (w1) refers to the write logic-0 (logic-1) operations, and r0 is the read operation

with the expected logic value equal to0. rre f0 and rre f1 are read operations with reference

resistance corresponding to the lower bound and the upper bound of the unde�ned re-

gion, respectively. The symbolò denotes the increasing address order, whileó denotes the

decreasing address order. By including rre f1 and rre f0 operations in the March sequence, ran-

dom values produced by faulty RRAM cells in the unde�ned region can be distinguished

from fault-free logic-0 and logic-1; therefore, UR and USF are detected. However, fault

origin identi�cation after fault detection was not discussed in [117]. Diagnosis is more sig-

ni�cant for the M3D-integrated architecture than for its planar counterpart because both

MIVs and RRAMs su�er from high defect rates. Localizing faults to MIVs and RRAM

devices is key to process optimization e�orts. However, existing testing algorithms cannot

provide such a level of resolution. This motivates us to design a diagnosis framework to

distinguish MIV defects from RRAM process variations. Our framework can �nd appro-

priate reference resistance values to identify faulty behaviors caused by di�erent RRAM

process variations and MIV defects. Additional write and read operations with appropri-

ate reference values and applied voltages are appended to the enhanced March algorithm

to improve the diagnostic resolution without any loss of fault coverage. Because no DfT

structure is needed for MIVs, the proposed solution is applicable to large-size high-density

M3D RRAM architectures.

6.2 Characterization of M3D-integrated RRAM with RRAM Process
Variations and MIV defects

In this section, we present the characterization of an M3D-integrated RRAM array in

the presence of RRAM process variations and MIV defects. We construct an 1T1R array

with 3� 3 RRAM cells in each tier using the partitioning method proposed in [36], in which
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FIGURE 6.4: Schematic of an M3D-integrated RRAM array with 3 � 3 cells in both tiers.

FIGURE 6.5: Margin of error in con�dence interval analysis.

access transistors are partitioned into two tiers. Access transistors are simulated using the

Nangate 45 nm open cell library. The schematic of the M3D-integrated array is shown in

Figure 6.4.

To understand the impacts of process variations on the resistance states and switching

operations of RRAM cells, we have carried out Monte Carlo simulations. Each parameter

is considered to follow a Gaussian distribution centered around its nominal value, with

the standard deviation equal to 15% of the nominal value. All parameters are varied

simultaneously in each trial during Monte Carlo simulations, where the number of trials
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Ntrial has been determined using con�dence interval analysis. The margin of error for a

con�dence interval is calculated as

Margin of error =
Z � strial?

Ntrial
(6.2)

where Z is the critical Z-value associated with a speci�c con�dence interval, andstrial

denotes the standard deviation of the calculated variables [118]. For a95% con�dence

interval, the critical Z-value Z is set to 1.96 and the maximum acceptable error is8% [119].

Figure 6.5 shows the margin of error in the con�dence interval analysis for both LRS and

HRS with various numbers of trials. With an increase inNtrial , the margin of error of LRS

and HRS consistently approach the values well below the acceptable threshold. As the

margin of error with 10000trails is much lower than the maximum acceptable error, all the

Monte Carlo trials reported in this chapter were performed with Ntrial = 10000.

To analyze the impacts of MIV defects and RRAM process variations, we conduct con-

secutive SET and RESET operations and read out the resistance state of the RRAM cell

to evaluate whether the RRAM cell switches appropriately. We assume that the RRAM

cells are successfully initialized during the forming process (i.e., the initial resistance state

is LRS). We �rst perform w0r0 operations to switch the resistance state of each cell from

LRS to HRS. The resistance value read out during r0 is denoted asRH . Next, we switch

back all the cells to LRS with w1r1 operations and obtain the corresponding resistance

value, denoted asRL. According to [39], these operations are su�cient to sensitize all

stuck-at faults and delay faults. Note that among the state-of-the-art RRAM technologies,

the Stanford model [110], the voltage threshold adaptive memristor (VTEAM) model [120],

and the Gonzalez-Cordero model [121] have been demonstrated to achieve high accuracy

for experimental memristor devices [122]. However, the validation of the Gonzalez-Cordero

model [121] is limited to experimental devices with a switch time on the microsecond scale.

Given that advanced memory devices (e.g., M3D-integrated RRAM) exhibit switching be-

havior in nanoseconds, we carry out SPICE simulations with the Stanford model [110] and

the VTEAM model [120] in our simulations.
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Table 6.1: Parameters used in SPICE simulation with the Stanford model [110].

Parameter Value Description

tox 12 nm Oxide thickness

Gmax 2 nm
Maximum gap distance

between CF and TE

Gmin 0.7 nm
Minimum gap distance

between CF and TE
Fmin 1.4� 109 V/m Minimum electric �eld to switch state
Rth 2.1� 103 K/W Thermal resistance

Ea 0.6 eV
Average activation energy

for oxygen vacancy generation
a0 0.25 nm Atom spacing

VSET 3 V Voltage of SET operation
VRESET � 3 V Voltage of RESET operation
VRead 0.8 V Voltage of read operation
Twrite 13 ns SET/RESET operation time period
Tread 5 ns Read operation time period
Rwire 12.78W Wire resistance [123]
Cwire 0.046 fF Wire capacitance [123]

6.2.1 Simulation Results with the Stanford model [110]

The parameters used in our simulation with the Stanford model [110] are shown in

Table 6.1. Note that variations in cell length and the cross-sectional area have been demon-

strated to impact the upper and the lower resistance limits of a memristor, determined

by Gmax and Gmin, respectively [115]. Variation in tox in�uences the electric �eld across

the memristor [110], which a�ects the write strength during SET and RESET operations.

Therefore, we vary Gmax, Gmin, and tox in our Monte Carlo simulations and characterize

the cell behavior. The process variation scenarios that lead to faulty RRAM cell behavior

are described as follows:

• Joint variations in Gmin and tox: Figure 6.6(a) illustrates two faulty behaviors caused

by joint variations in Gmin and tox. Note that Rcell is the equivalent resistance of the

1T1R cell, and the grey region denotes the unde�ned state. Variations inGmin in�u-

ence the resistance value when the RRAM cell is in the LRS, impacting the voltage

across the cell during write operations. Variations intox a�ect the electric �eld across

the memristor. If the electric �eld between TE and BE is not su�cient to displace the

CF in the insulator, the RRAM cell remains in its initial state (i.e., LRS), causing a

stuck-at-1 (SA1) fault. When the electric �eld is large enough to move the CF but not
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(a) SPICE simulation results. (b) Correlation between Gmin and tox.

FIGURE 6.6: Process variation scenarios leading to faulty behaviors due to joint
variations in Gmin and tox.

adequate to switch the RRAM's resistance state to logic-0, a slow-to-fall (SLF) fault

occurs. Figure 6.6(b) presents the correlation betweenGmin and tox from samples

leading to SA1 faults and SLF faults. Note that such samples also experience varia-

tions in Gmax; however, the faulty behaviors illustrated in Figure 6.6(a) are primarily

driven by the combined impacts ofGmin and tox, regardless of the value ofGmax. With

a constant value ofGmin, a signi�cant increase in tox leads to a substantial decrease

in the electric �eld, therefore causing SA1 faults. Conversely, even a small increase

in tox results in SLF faults.

• Decrease inGmax: A reduction in Gmax leads to a decrease inRH of the RRAM cell.

When RH is reduced to the extent that it falls within the unde�ned state, the RRAM

cell consistently experiences a USF following each w0 operation. If the reduction in

RH is even more substantial, causing it to fall below the unde�ned state and enter

the logic-1 state, the RRAM cell always retains a logic-1 value. Figure 6.7(a) and

Figure 6.7(b) show the simulation results and the distribution of variations in Gmax

that lead to SA1 faults and USFs. For samples with variations inGmin and tox that do

not cause the RRAM stuck at its initial state or lead to a SLF fault, Rcell can reach

its maximum state within the w0 period to complete the transition. However, when
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(a) SPICE simulation results. (b) Distribution of Gmax.

FIGURE 6.7: Process variation scenarios leading to faulty behaviors due to decrease in
Gmax.

(a) SPICE simulation results. (b) Correlation between Gmax and tox.

FIGURE 6.8: Process variation scenarios leading to SA0 faults due to the increase inGmax

and the decrease intox.

the reduction in Gmax is within the range of 26.0%and 38.5%, RH resides within the

unde�ned state and causes a USF. A decrease inGmax that is larger than 38.5%leads

to a SA1 fault.

• Increase inGmax and decrease intox: An increase inGmax combined with a decrease in

tox causes the RRAM cell to transition to HRS with an exceptionally largeRH . This

results in the scenario that the RRAM cell is unable to switch back to LRS using the
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Table 6.2: Parameters used in SPICE simulation with the VTEAM model [120].

Parameter Value Description

Ron 2 kW Memristor's minimum resistance
Ro f f 10 kW Memristor's maximum resistance

D 3 m Physical width of the memristor
VSET 1.4 V Voltage of SET operation

VRESET � 1.4 V Voltage of RESET operation
VRead 0.1 V Voltage of read operation
Twrite 40 ns SET/RESET operation time period
Tread 5 ns Read operation time period

Table 6.3: Faulty behavior due to process variations with the VTEAM model.

Variation Size of variations Fault model

Decrease inRon DRon ¥ 49.7% SA1

Decrease inRo f f
48.2%¡ DRo f f ¥ 32.1% USF

DRo f f ¥ 48.2% SA1
Decrease inRon 49.7%¡ DRon ¥ 40.1% &

SLF
and Ro f f 32.1%¡ DRo f f ¥ 23.3%

write strength supplied by the internal write circuit. Figure 6.8(a) and Figure 6.8(b)

demonstrate the simulation results and the correlation ofGmax and tox that lead to

stuck-at-0 (SA0) faults. Following the completion of the w0 operation,Rcell reaches

an exceedingly high resistance value. The electric �eld generated by the write circuit

fails to move the CF back towards BE, forcing the RRAM to be stuck in the logic-0

state after the w1 operation.

6.2.2 Simulation Results with the VTEAM model [120]

The parameters used in our simulation with the VTEAM model [120] are shown in

Table 6.2. Note that process variations in a memristor are manifested as shifts in the upper

and lower resistance limits. The VTEAM model [120] allows for the manipulation of these

two resistance values (i.e.,Ron and Ro f f). This capability permits us to directly simulate the

consequences of altering these two states and evaluate the RRAM behavior. Therefore, we

vary these two parameters in our Monte Carlo simulations. The observed faulty behaviors

are listed in Table 6.3 and described as follows:

• Decrease inRon: In contrast to the Stanford model [110], the VTEAM model [120]

relies on a threshold voltage instead of a minimum electric �eld to determine whether
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the resistance state can be switched. The voltage across the electrodes of a memristor

relies on the process of charge sharing between the memristor and the equivalent

resistance within the conduction path. This voltage reduces as the value ofRon

decreases. If the reduction inRon is greater than or equal to 49.7% of its nominal

value, the voltage across TE and BE becomes insu�cient to switch the state of the

RRAM and leads to a SA1 fault, regardless of the variation inRo f f.

• Decrease inRo f f: A reduction in Ro f f can lead to faulty behavior when it falls below

the upper limit of the unde�ned state. In such cases, the RRAM cell cannot be

identi�ed as logic-0, even if it reaches its highest resistance value. Speci�cally, when

the decrease inRo f f lies within the range of 32.1%and 48.2%of its nominal value, a

USF occurs. A SA1 fault is induced when the reduction inRo f f exceeds48.2%. As

the RRAM has successfully reached its maximum resistance value (i.e.,Rcell = Ro f f),

the variation in Ron has no impact on these faulty behaviors.

• Joint variations in Ron and Ro f f: Variations in the values of Ron and Ro f f have

a direct impact on the transition time required to switch the states of the RRAM

device. A decrease inRon ampli�es the di�erence in resistance required to complete

a transition from logic-1 to logic-0. Simultaneously, it diminishes the voltage across

the memristors, decelerating the movement of the CF in the insulator. Moreover,

when the write strength fails to propel the CF all the way to the opposite side of

the insulator, the equivalent resistance value can lie in the unde�ned state with a

reduction in Ro f f. These combined e�ects make the RRAM cell unable to switch

from logic-1 to logic-0 within a write period, leading to a SLF fault.

6.2.3 MIV Open Defects

Voids in MIVs due to manufacturing defects can lead to opens inside 1T1R RRAM

cells [28]. Such open defects are functionally equivalent to an additional resistanceRo

between the drain of bottom-tier access transistors and the BE of top-tier memristors.

To assess the impact ofRo on RRAM switching, we conduct SPICE simulations using
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