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Abstract
This thesis collects results regarding finite sample error bounds for sequential Monte

Carlo (SMC) methods and models of DNA evolution under site dependence. We first

provide novel finite sample error bounds for SMC estimators in settings where the tar-

get probability distribution is multimodal. Next, we turn to the problem of computing

marginal sequence likelihoods under models of DNA evolution that incorporate site depen-

dence. In particular, we propose a randomized approximation scheme for approximating

marginal sequence likelihoods using importance sampling ideas and derive explicit upper

and lower bounds on the sample size required to obtain an accurate estimate. In addition,

we extend the importance sampling approach to an SMC setting, provide finite sample er-

ror bounds for the corresponding estimator, and establish explicit conditions under which

SMC approximates marginal sequence likelihoods efficiently in non-trivial settings. Finally,

we develop a stochastic model of B cell affinity maturation to explore how site dependence

in DNA evolution may be leveraged to aid in the induction of HIV broadly neutralizing

antibodies using sequential vaccine design strategies.
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1. Introduction
Monte Carlo methods [96] are a large class of randomized algorithms used to solve diffi-

cult numerical integration and sampling problems. They appear in many disciplines, such

as Bayesian statistical inference, machine learning, statistical physics, theoretical computer

science, and computational biology, to name a few. Popular algorithms include rejection

sampling [105], Markov chain Monte Carlo (MCMC) (e.g. Metropolis-Hastings algorithm

[97]), and importance sampling [73], many of which were introduced in the statistical

physics community at least as early as the 1950s. This thesis concerns the design and

theoretical analysis of Monte Carlo algorithms, with a particular emphasis on problems in

computational biology. In particular, the theoretical focus of this work concerns sequential

Monte Carlo (SMC) algorithms, while the applied focus is on DNA evolutionary models

that incorporate site dependence. The topics covered in this thesis are broad: Chapters 2

and 3 concern the theoretical properties of SMC, while in Chapter 5 we develop a stochastic

model of B cell evolution to explore how site dependence may be used to inform the design

of HIV vaccines. Nonetheless, in Chapter 4 we bridge the theory and application by explor-

ing how importance sampling and SMC can be used to efficiently approximate marginal

sequence likelihoods under site-dependent evolutionary models. Indeed, the theoretical re-

sults in Chapter 4, part of which follow from the SMC complexity bounds discussed in

Chapter 2, will be seen to have close connections to the vaccine design problem considered

in Chapter 5. A broad overview of the problems considered in this thesis are given in

Sections 1.1 and 1.2 below. An outline of the results is given in Section 1.3.

1.1 Sequential Monte Carlo

In Chapter 3, we study the sequential Monte Carlo (SMC) algorithm, which has his-

torically been used to solve filtering problems that arise in complicated state-space models

(e.g. [53, 27]). However, SMC methods comprise a large class of stochastic approxima-

tion algorithms that may be used more generally to solve difficult numerical integration,

sampling, and optimization problems by combining Markov chain Monte Carlo (MCMC)
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methods and resampling ideas to sequentially sample from a series of probability distri-

butions. An SMC sampler is generally constructed as follows. Suppose π is a probability

distribution that we want to sample from. We embed π in a sequence of probability distri-

butions µ0, . . . , µV´1, µV = π chosen such that µ0 is easy to sample from and µv´1 is ‘close’

to µv for v = 1, . . . , V. Random variables (called particles) are initially sampled from µ0

and are propagated through the sequence of distributions sequentially via a combination

of time-inhomogeneous MCMC and resampling moves until step V, where the resulting

particles can be used to approximate expectations under π. For a comparison of various

resampling strategies, see [33]. For a discussion of different Markov kernels used for the

MCMC (mutation) step, see [27].

SMC samplers possess many desirable properties, making them particularly attractive

to practitioners. First, they can be parallelized easily, improving their scalability to high-

dimensional problems [38]. Second, SMC samplers are believed to perform well when π

has multiple, well-separated modes. In these situations, standard MCMC methods such as

random walk Metropolis [98], Hamiltonian Monte Carlo [104] and Gibbs samplers, often

exhibit metastable behavior, leading to slow mixing and poor approximation performance

(see e.g. [91]). SMC samplers are frequently applied to such multimodal targets across

different disciplines, see e.g. for applications to Bayesian statistics [38, 125, 145] and for

applications to spin models in statistical physics [108, 148, 149]. The performance of SMC

on multimodal problems has also been tested via simulation studies on various model prob-

lems in [67, 123, 136]. See also [147] for simulation studies comparing the performance of

SMC methods to parallel tempering (PT) and simulated tempering (ST) algorithms on the

Potts model. Finally, SMC samplers provide a natural estimator of the normalizing con-

stant of a probability distribution (often referred to as the marginal likelihood in statistical

contexts and partition function in statistical physics contexts) [28, 146, 36]. In this work,

we explore the extent to which SMC can be used to sample from multimodal probability

distributions and efficiently approximate marginal likelihoods for realistic, complex prob-

lems that have important applications in Bayesian statistical inference, statistical physics,

2



and computational biology.

1.2 Context-Dependent DNA Evolutionary Models

Chapters 4 and 5 concern context-dependent DNA evolutionary models, where DNA

sites have site-dependent mutation rates. Specifically, let x = (x1, x2, . . . , xn) denote a

DNA sequence and xt = (x1(t), . . . , xn(t)) the state of the sequence at time t. Standard

evolutionary models assume each site xi(t) evolves according to a continuous-time Markov

chain (CTMC) with rate matrix Q [45]. Some well-known choices for Q include the Jukes-

Cantor (JC69) [72] and generalized time reversible (GTR) [137] models. The independence

assumption is critical to the tractability of computations for reconstructing phylogenetic

trees and parameter estimation more generally (e.g. Felenstein’s pruning algorithm [45]).

While these models are appealing in their simplicity and computational convenience, they

are known to fail in capturing important features of biological evolution that create de-

pendence among sites; examples include CpG di-nucleotide mutability [2], structural con-

straints in RNA and proteins [116], and enzyme-driven somatic hypermutation in B-cell

affinity maturation [151]. A variety of dependent site models (DSMs) have been proposed

to relax this assumption [116, 1, 69, 78, 29, 54, 22, 4, 88], with varying amounts of depen-

dence. For example, Jensen and Pedersen [69, 109] describe a Markov random field model

where substitution rates at a given site can depend on neighboring codons, and Robinson

et al. [116] give a model of protein evolution that incorporates dependencies among codons

based on their spatial proximity in relation to the protein tertiary structure.

Chapter 4 explores the problem of computing marginal sequence likelihoods for context-

dependent DNA evolutionary models. Suppose y = (y1, y2, . . . , yn) is a DNA sequence

observed at a fixed time T. The marginal sequence likelihood corresponds to the proba-

bility that the initial sequence x transitions to y at time T (i.e. Pr(xT = y | x0 = x))

under a given CTMC model of DNA evolution. Calculation of such probabilities is re-

quired for evaluating likelihoods in a wide variety of evolutionary inference problems: the

reconstruction of phylogenetic tree topologies [46, 42, 45]; the estimation of divergence
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times (branch lengths) [126, 139, 75], mutation model parameters [120, 160], and selection

coefficients [55, 163]; and the reconstruction of ancestral sequences [106, 162], to name

just a few. Under the independent-site model (ISM) assumption, marginal sequence likeli-

hoods are straightforward to compute since the sequence likelihood factors into a product

of transition probabilities along each site:

Pr(xT = y | x0 = x) =
n
ź

i=1

p(yi | xi) =
n
ź

i=1

(eTQ)xi ,yi (1.1)

Unfortunately, computing marginal sequence likelihoods exactly under dependent-site mod-

els is difficult or intractable since the corresponding likelihood no longer factors as in (1.1).

The goal of Chapter 4 is to provide a fast approximation scheme for the marginal sequence

likelihood with quantifiable accuracy.

Chapter 5 explores a similar problem. Suppose y is an HIV broadly neutralizing anti-

body (bnAb) – an antibody that can neutralize a large range of HIV strains. Suppose that

a set of observed, but improbable, mutations (relative to a naive antibody x) have been

determined critical to the neutralization breadth of a bnAb. A key problem in sequential

vaccine design is to guide the evolution of a naive antibody x to acquire this set of critical

mutations via a vaccination regimen. However, B cell maturation is an interaction between

two forces: diversification through a process called somatic hypermutation, together with

selection, where B cells with high affinity are proliferated. The somatic hypermutation

process may be modeled as a CTMC as described earlier (e.g. [62]). However, there is

strong evidence that the independence assumption is grossly violated in B cell evolution

[151, 159] due to an enzyme called activation-induced cytidine deaminase (AID), which

preferentially targets a set of nucleotide motifs for mutation and creates strong depen-

dence among neighboring DNA sites. Chapter 5 explores the following question: How

can site dependence be leveraged to increase the probability that x acquires a given set of

critical, but improbable, mutations over multiple rounds (defined formally in Chapter 5)

of diversification and selection?

4



1.3 Outline

In Chapter 2, we briefly review SMC samplers and previous finite sample error bounds

for SMC estimators obtained in Marion, Mathews, and Schmidler [93, 94]. In Chapter 3

we derive explicit finite sample upper bounds on the number of interpolating distributions,

particles, and mutation steps needed to guarantee that the SMC estimator provides an

accurate approximation of Eπ[ f ] for | f | ď 1 when π has potentially multiple, well-separated

modes. In addition, we use our bounds to show that SMC samplers provide efficient

sampling schemes for non-trivial problems such as sampling from mixtures of log-concave

distributions and sampling from the mean-field Ising model. Finally, we use our bounds

to provide a rigorous comparison of SMC, PT, and ST using bounds for the PT and ST

algorithms obtained in Woodard, Schmidler, and Huber [156].

In Chapter 4, we turn to the problem of computing marginal sequence likelihoods for

DNA evolutionary models under site dependence. In particular, we propose an importance

sampling scheme for approximating marginal sequence likelihoods under a large class of

dependent-site models, and provide finite sample upper and lower bounds on the sample

size needed to obtain an accurate approximation. In addition, we provide an example of

how practical estimates on the required sample size can be obtained using our techniques.

The importance sampling approach is attractive in that many applications of DSMs (e.g.

phylogenetic tree reconstruction) require iterative sampling or optimization of the marginal

likelihood, and we require a highly computationally efficient estimator, ideally with quan-

tifiable accuracy, for use within the iterative loop. However, we will see that the sample

size required for the importance sampler to yield an accurate approximation grows, in

the worst case, exponentially in the number of observed mutations dH(x, y). To address

problems where dH(x, y) is large, we extend the importance sampling approach to an SMC

setting. We obtain error bounds on the resulting SMC estimator of the marginal likelihood

by appealing to the finite sample complexity results for SMC samplers discussed in Chap-

ter 2, and show that SMC provides a dramatic improvement over the importance sampler
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in terms of computational complexity. In establishing our error bound, we also prove a

mixing time bound for a componentwise Metropolis-Hastings (MH) algorithm for sampling

endpoint-conditioned paths under dependent-site models when initialized according to a

warm start. Importantly, the results in Chapter 4 provide a novel example of how SMC

may be used to approximate marginal likelihoods with quantifiable accuracy in a realistic,

non-trivial setting.

Finally, in Chapter 5 we explore the vaccine design problem introduced in Section 1.2.

As discussed earlier, a key problem in lineage-based vaccine design is designing immuno-

gens that encourage the elicitation of broadly neutralizing antibodies (bnAbs), and the

neutralization potency of HIV antibodies often depends on the acquisition of improbable,

yet critical, mutations [151]. We develop a stochastic model of the somatic hypermutation

process, which incorporates site dependence to account for AID, with a B cell population

model to capture clonal selection dynamics. We show that when key mutations are neigh-

boring along the DNA sequence, the probability of their co-occurrence is strongly affected

by the site dependence captured by our model, resulting in a preferred order in which they

should be targeted. Consequently, the results in Chapter 5 offer valuable insights into how

key mutations can be strategically targeted by immunologists to facilitate the induction of

HIV bnAbs.
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2. SMC Background and Previous Work
In this Chapter, we provide a brief overview of the sequential Monte Carlo algorithm and

recent finite sample complexity bound results for SMC samplers due to Marion, Mathews,

and Schmidler [93, 94]. These results serve as motivation for the complexity bounds for

SMC applied to multimodal target distributions derived in Chapter 3. In addition, the

results given in this chapter will be used in Chapter 5 when we apply SMC to the problem

of approximating marginal sequence likelihoods.

2.1 Sequential Monte Carlo

Let π be a target probability distribution defined on a state space X with corresponding

σ-field B. In a slight abuse of notation, we use the same letter to denote both the distri-

bution and its corresponding density (e.g. the density of π is π(x)). Let µ0, . . . , µV be a

sequence of distributions defined on X such that µV = π with common dominating measure

ρ. Write µv(x) = qv(x)/zv with qv(x) denoting the unnormalized density and zv the (of-

ten unknown) normalizing constant. Define the importance weight wv(x) := qv(x)/qv´1(x)

and let Kv be a µv-invariant ergodic Markov kernel (e.g. Metropolis-Hastings kernel). A

standard SMC algorithm proceeds as follows:

1. For v = 0, draw X1:N
0

iid
„ µ0

2. For v = 1, . . . , V,

(a) Set X̃i
v = Xk

v´1 with probability wv(Xk
v´1)/

řN
m=1 wv(Xm

v´1) independently for

i = 1, . . . , N.

(b) Draw Xi
v „ Kt

v(X̃i
v, ¨) for i = 1, . . . , N and t ě 1.

Steps (2a) and (2b) are often referred to as the resampling and mutation step, respec-

tively. The resampling procedure above is called multinomial sampling ; other resampling

strategies are possible [33].

Each iteration of the above algorithm generates a set of resampled particles X̃1:N
v :=

(X̃1
v, . . . , X̃N

v ) and mutated particles X1:N
v := (X1

v, . . . , XN
v ). The full algorithm then pro-

duces a total of N(2V + 1) particles defined on X 2N(V+1) that evolve according to the

7



following joint probability laws,

P0(X1:N
0 P B1 ˆ . . . ˆ BN) =

N
ź

i=1

µ0(Bi) (2.1)

P̃v(X̃1:N
v P B1 ˆ . . . ˆ BN | X1:N

v´1) =
N
ź

i=1

N
ÿ

k=1

wv(Xk
v´1)1Bi(Xk

v´1)
řN

j=1 wv(X j
v´1)

(2.2)

Pv(X1:N
v P B1 ˆ . . . ˆ BN | X̃1:N

v ) =
N
ź

i=1

Kt
v(X̃i

v, Bi), (2.3)

where Bi Ă X for i = 1, . . . , N. Denote the corresponding marginal laws of by

µ̃v := L(X̃i
v) µ̂v := L(Xi

v).

A key feature of the resampling step identified by Marion, Mathews, and Schmidler [93]

is that one can find a set C Ă X , whose probability can be made arbitrarily large for

appropriate choices of N and t, such that

sup
BĂX

µ̃v(B | C)
µv(B)

ď ω. (2.4)

Such a distribution is said to be ω-warm with respect to µv [143]. Let Mω(µv) denote the

set of all ω-warm distributions with respect to µv and define the warm mixing time of Kv

by

τv(ϵ, ω) := inf

#

t : sup
ηPMω(µv)

∥∥η Kt
v(¨) ´ µv(¨)

∥∥
TV

ď ϵ

+

, (2.5)

where η Kt
v(¨) :=

ş

X η(dx)Kt
v(x, ¨). Assuming that the initial distribution is ω-warm is

common among MCMC mixing time results (see e.g. [39, 85, 158]); however, choosing

such an initial distribution can be difficult in practice. Let f : X Ñ R be a measurable

function and define the SMC estimator of Eπ[ f ] as

f̂ :=
1
N

N
ÿ

i=1

f (Xi
V).

[93] provide explicit finite sample error bounds on f̂ assuming the following uniform bound

holds:

max
vPt0,...,Vu

sup
xPX

µv(x)/µv´1(x) ď ZW. (2.6)

8



Theorem 1. (Marion, Mathews, and Schmidler [93]) Assume (E.26) holds. Fix ϵ ą 0 and sample

X1:N
0 independently from µ0. Let

1. N ě 1
2 log

(
128V

)
¨ max

␣

9W2Z2, 1
ϵ2

(

2. t ě maxv τv
( 1

8NV , 2
)

.

Then for any measurable function f with | f | ď 1:

ˇ

ˇ f̂ ´ Eπ[ f ]
ˇ

ˇ ď ϵ

with probability at least 3/4.

(Note that 3/4 can be replaced with 1 ´ δ for δ P (0, 1) by running the SMC algorithm

O(log(1/δ)) times and taking the median of the estimates (see e.g. [70]). We make use

of this fact throughout this thesis.) The statement in Theorem 1 is with respect to the

probability measure of the full set of particles produced by the SMC algorithm; see [93] for

details.

The conditions in Theorem 1 may appear quite stringent. For example, Theorem 1

requires that t be chosen according to the warm mixing time of Kv. However, we will see

in Chapter 3 that a warm starting measure is not sufficient to guarantee fast mixing when,

for example, π has multiple well-separated modes. Nonetheless, as discussed in Chapter 1,

SMC has been observed to perform well even when π is multimodal, suggesting that this

assumption may be relaxed. In Chapter 3, we will show that this is indeed the case by

proving that t corresponding to the largest ‘local’ mixing time (formalized in Chapter 3) of

Kv is sufficient to obtain error bounds similar to those in Theorem 1 for multimodal target

distributions.

A second concern regarding Theorem 1 is the assumption (E.26), which may be difficult

to verify in practice. Indeed, in Chapter 4 we will consider a problem where such a uniform

bound does not hold. Fortunately, Marion, Mathews, and Schmidler [94] showed that (E.26)

may be relaxed to instead a uniform bound on the L2 ‘distance’ from µv and µv´1:

L2(µv, µv´1) :=
ż

X

(
µv(x)

µv´1(x)

)2

µv´1(x)ρ(dx).

9



The fact that only a uniform bound on maxv L2(µv, µv´1) is needed will be crucial in Chap-

ter 4 when we use SMC to approximate marginal sequence likelihoods. In particular, in

Chapter 4 we will bound the approximation error of the SMC estimator of the normalizing

constant defined recursively by

ẑv(X1:N
1:v ) = ẑv := z0

v
ź

v1=1

ẑv1 ,

where z0 denotes the (assumed known) normalizing constant of µ0, and so

ẑV(X1:N
1:V ) = ẑV := z0

V
ź

v=1

(
1
N

N
ÿ

i=1

wv(Xi
v´1)

)
.

The following result bounds the relative error of this estimator with high probability, and

follows directly by the bounds given in [94].

Theorem 2. (Marion, Mathews, and Schmidler [94]) Let ϵ P (0, 1) and δ P (0, 1) be fixed and

assume X1
0 , . . . , XN

0
iid
„ µ0. Let

1. N ě maxv L2(µv, µv´1)max
␣

18 log
(
5δ´1V

)
, 20δ´1ϵ´2V3

(

2. t ě maxv τv
(

δ
5NV , 2

)
.

Then with probability 1 ´ δ

|ẑV ´ zV | ď ϵzV .

Theorem 9 is a powerful result in that it provides finite sample error bounds for the

SMC estimator of the normalizing constant ẑV . Indeed, the fact that (E.26) may be relaxed

to a uniform bound on maxv L2(µv, µv´1) and µ̃v still provides a warm start (4.59) will prove

to be very useful in Chapter 4 where we apply Theorem 9 to obtain finite sample error

bounds for an SMC estimator of the marginal sequence likelihood.
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3. Finite Sample Complexity of Sequential Monte Carlo
Estimators on Multimodal Target Distributions

In this chapter, derive finite sample complexity bounds for SMC samplers targeting

multimodal probability distributions. These results are obtained by establishing upper

bounds on the number of particles and MCMC steps needed to closely approximate expec-

tations under the target distribution with high probability. Our approach builds on that

of [93], but here we emphasize settings where global mixing may be slow, as in multimodal

situations, but where the kernel can be assumed to mix locally. In particular, our approach

assumes particles are only mutated through restricted Markov kernels, corresponding to an

arbitrary partition of the state space. This ‘local mixing’ approach is similar to [130, 108],

but here we use this approach to obtain finite sample bounds rather than asymptotic ones.

We show that when SMC accurately approximates ‘local’ expectations (i.e. expectations

restricted to each partition element), global expectations can also be approximated accu-

rately. This approach also calls to mind the previous mixing time analyses of the PT and

ST algorithms in [156] (see also [79]), who used the state space decomposition approach

of [89]. We apply our bounds to mixtures of log-concave distributions and the mean field

Ising model. In addition, we use our bounds to provide a rigorous comparison of the SMC,

PT, and ST algorithms.

3.1 Problem Setup

As in Chapter 2, let π be a target distribution defined on a state space X with cor-

responding σ-field B and dominating measure ρ. In a slight abuse of notation we again

use the same letter to denote both the distribution and its corresponding density (e.g. the

density of π is π(x)). Let A = tAj : j = 1, . . . , pu be a partition of X . Typically A

will represent a partition of X into local modes of π, although our results apply for any

partition. While A is usually not specified in practice, the algorithm given in Section 3.1

serves as a useful theoretical model for understanding the behavior of SMC algorithms

when π is multimodal.
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Sequential Monte Carlo (SMC)

We again let µ0, . . . , µV be a sequence of distributions defined on X with dominating

measure ρ and µV = π and write µv(x) = qv(x)/zv with qv(x) denoting the unnormalized

density and zv the (often unknown) normalizing constant. Denote the importance weight

wv(x) := qv(x)/qv´1(x) as in Chapter 2. We assume make the same assumption as [93]

and assume that the density ratios are uniformly bounded.

Assumption 1.

µv(x)
µv´1(x)

=
zv´1

zv
¨

qv(x)
qv´1(x)

=
zv´1

zv
¨ wv(x) ď ZW,

where Z = maxvPt0,...,Vu
zv´1

zv
and W = maxvPt0,...,Vu supxPX wv(x).

Denote the minimum probability of all partition elements across all steps as µ‹ :=

minv=0,...,V minj=1,...,p µv(Aj). The algorithm we analyze is defined by the following proce-

dure:

1. For v = 0, draw X1:N
0

iid
„ µ0

2. For v = 1, . . . , V,

(a) Set X̃i
v = Xk

v´1 with probability wv(Xk
v´1)/

řN
m=1 wv(Xm

v´1) independently for

i = 1, . . . , N.

(b) Draw Xi
v „ Kt

v|A
ξi

v
(X̃i

v, ¨) for i = 1, . . . , N and t ě 1,

where ξ i
v =

řp
j=1 j1Aj(X̃i

v) is the (random) partition element index containing X̃i
v, and

Kv|A(x, B) = Kv(x, B) + Kv(x, Ac)1xPB for x P A, B Ă A, (3.1)

where Kv is a µv-invariant Markov kernel and Kv|A is the restriction of K to A Ă X . Note

that Kv|A is µv|A-invariant by construction and is assumed to be ergodic for any A Ă X ,

where

µv|A(B) =
µv(A X B)

µv(A)
, for B Ă X

The use of Kv|Aj
instead of Kv implies that the mutation kernel cannot cross between

modes/partition elements. Consequently, we have that Xi
v P Aj if and only if X̃i

v P Aj. Each

12



iteration of the algorithm above generates a set of resampled particles X̃1:N
v := (X̃1

v, . . . , X̃N
v )

and mutated particles X1:N
v := (X1

v, . . . , XN
v ). The full algorithm then produces a total

of N(2V + 1) particles defined on X 2N(V+1) that evolve according to the following joint

probability laws,

P0(X1:N
0 P B1 ˆ . . . ˆ BN) =

N
ź

i=1

µ0(Bi) (3.2)

P̃v(X̃1:N
v P B1 ˆ . . . ˆ BN | X1:N

v´1) =
N
ź

i=1

N
ÿ

k=1

wv(Xk
v´1)1Bi(Xk

v´1)

N
řp

r=1 ŵr
v

(3.3)

Pv(X1:N
v P B1 ˆ . . . ˆ BN | X̃1:N

v ) =
N
ź

i=1

Kt
v|A

ξi
v
(X̃i

v, Bi), (3.4)

where ŵj
v = N´1 řN

i=1 wv(Xi
v´1)1Aj(X j

v´1) and Bi Ă X for i = 1, . . . , N.

Mixing Times

Recall that a distribution η is said to be ω-warm with respect to a distribution µ if

supBĂX η(B)/µ(B) ď ω. Let Mω(µ) denote the set of all such distributions. Define the

ω-warm mixing time for j = 1, . . . , p by:

τv,j(ϵ, ω) := min

$

&

%

t : sup
ηPMω(µv|Aj

)

∥∥∥∥∥
ż

Aj

η|Aj
(dx)Kt

v|Aj
(x, ¨) ´ µv|Aj

(¨)

∥∥∥∥∥
TV

ď ϵ

,

.

-

(3.5)

Note that (3.5) depends on the partition element Aj.

Locally Warm Distributions

In later sections we will require a stronger notion of warmness than the standard defi-

nition above. We call this stronger version local warmness:

Definition 1. A distribution η is locally ω-warm with respect to a distribution µ and partition

A = tAj : j = 1, . . . , pu if,

sup
BĂAj

η|Aj
(B)

µ|Aj
(B)

ď ω.
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Note that this is a stronger notion of warmness since it requires that µ̃v assign suffi-

ciently large probability to each partition element. Local warmness is useful when con-

sidering potentially multimodal target distributions, because warmness of an initial dis-

tribution by the standard definition is insufficient to guarantee rapid mixing on multi-

modal distributions, as mentioned in Chapter 2. For example, consider the Gaussian

mixture µ(x) = 1
2N (x; ´1d, Id) +

1
2N (x; 1d, σ2 Id) studied by [157]. The initial distribution

η(x) = N (x; ´1d, Id) provides a 2-warm start but, as the authors show, a random-walk

Metropolis-Hastings algorithm still produces a torpidly mixing chain. A key step in our

analysis will be to show that the resampling step (2a) of the SMC algorithm produces a

distribution µ̃ that is locally warm for arbitrary partitions.

Coupling Constructions

The proof of Lemma 5 involves the construction of coupled random variables. We

briefly introduce some notation for this here but defer the detailed construction to Ap-

pendix A. Our analysis constructs coupled pairs of random variables (Xi
v, X̄i

v). The pairs

are conditionally independent given X̃i
v and satisfy for i = 1, . . . , N and j = 1, . . . , p,

(a) P(Xi
v P B | X̃i

v P Aj) = µ̂v|Aj
(B)

(b) P(X̄i
v P B | X̃i

v P Aj) = µv|Aj
(B)

(c) P(Xi
v ‰ X̄i

v | X̃i
v P Aj) = ||µ̂v|Aj

(¨) ´ µv|Aj
(¨)||TV

While the Xi
v’s represent the particles produced by the SMC algorithm as described above,

the coupled random variables X̄1:N
v := (X̄1

v, . . . , X̄N
v ) are simply a theoretical tool for our

analysis and are not constructed in practice. Note that the construction preserves L(Xi
v)

and so the behavior of the algorithm given in Section 3.1 is unchanged (see Section A).

Probability Space and Marginal Distributions

Going forward, it should be understood that expectations are taken with respect to

the joint probability measure defined by (3.2)-(3.4) and the coupling constructions up to

time V. We simply write a generic P (and similarly for E) to denote this joint probabil-
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ity measure. The corresponding state space is X N(3V+1) with product σ-field BN(3V+1).

Our analysis will focus on the marginal distribution of individual resampled, mutated, or

coupled particles. We denote these marginal distributions as

µ̃v(B) := P(X̃i
v P B)

µ̂v(B) := P(Xi
v P B)

µ̄v(B) := P(X̄i
v P B),

which are identical for i = 1, . . . , N by symmetry. Similarly, conditional distributions are

denoted by µ̃(B | H) = P(X̃i
v P B | H) for B Ă X and H P BN(3V+1). In addition,

we will use the convenient shorthand µ̃v|Aj
, µ̂v|Aj

, and µ̄v|Aj
to denote the corresponding

restricted distributions, e.g. µ̃v|Aj
(B) = µ̃v(B | X̃i

v P Aj), and the mixed notation µ̃v|Aj
(B |

H) = P(X̃i
v P B | X̃i

v P Aj, H) for restrictions of conditional distributions. We note

that µ̄v ‰ µv in general (see Appendix A for details). Finally, we define the filtration

Fv := σ(tX1:N
k , X̃1:N

k uv
k=1) with F0 = σ(X1:N

0 ) and denote the probability of resampling

into Aj as

P̂j
v := µ̃v(Aj | Fv´1) =

ŵj
v

řp
r=1 ŵr

v
,

where ŵj
v is defined in Section 3.1. That is, tP̂j

vu is a stochastic processes adapted to the

filtration tFvu.

3.2 Approach

Given some P-measurable function | f | ď 1, our goal is to show that the SMC estimator

f̂SMC = 1
N
řN

i=1 f (Xi
V) approximates Eπ[ f ] to high accuracy with high probability. The

challenge is to do so without requiring Xi
V „ π. Observe that

Eπ[ f ] =
p
ÿ

j=1

Eπ|Aj
[ f ]π(Aj) while E[ f̂SMC] =

p
ÿ

j=1

Eµ̂V|Aj
[ f̂ j] µ̂V(Aj)

where f̂ j =
1
N
řN

i=1 f (Xi
V)1Aj(Xi

V). Consequently, we must control two sources of error: the

deviation of f̂SMC from its expectation | f̂SMC ´ E[ f̂SMC]|, and the error in the expectation
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itself (bias) | E[ f̂SMC]´ Eπ[ f ]|. Controlling the latter source of error is the more delicate of

the two. To do so, we will define a sequence of events conditional upon which µ̂v|Aj
« µv|Aj

and µ̂v(Aj) « µv(Aj), and then show that this sequence of events occurs with sufficiently

high probability. This requires choosing N sufficiently large to sequentially control the

bias introduced by resampling. Previously, Marion, Mathews, and Schmidler [93] control

this by constructing a coupling to i.i.d. particles and invoking concentration properties

thereof. The main difficulty here is that, in the absence of assumptions of global mixing, the

coupling construction provides particles which are neither independent nor have the correct

distribution (L(X̄i
v) ‰ µv). As a result, establishing concentration properties involving

X̄1:N
v (and consequently X1:N

v ) is non-trivial.

For j = 1, . . . , p and v = 1, . . . , V, define the following events on the probability space

(X N(3V+1),BN(3V+1), P):

C j
1(i) =

"ˇ

ˇ

ˇ

ˇ

w̄j
1 ´

z1

z0
µ1(Aj)

ˇ

ˇ

ˇ

ˇ

ď λ ¨
z1

z0
µ1(Aj)

*

(3.6)

C j
v(i) =

!ˇ

ˇ

ˇ
w̄j

v ´ E[w̄j
v | Fv´2]

ˇ

ˇ

ˇ
ď λ ¨ E[w̄j

v | Fv´2]
)

for v ě 2 (3.7)

Cv(ii) =
!

X̄1:N
v = X1:N

v

)

, (3.8)

where w̄j
v = N´1 řN

i=1 wv(X̄i
v´1)1Aj(X̄i

v´1), and λ = ϵ
24V where ϵ P (0, 1

2 ) is the error

tolerance chosen by the user in the application of Theorem 3. The event C j
v(i) represents

the successful approximation by w̄j
k of its conditional mean to within desired relative error

bound λ. Note that E[w̄j
v|Fv´2] is a random variable; the event C j

v(i) corresponds to w̄j
v

being ‘sandwiched’ between two other random variables. Cv(ii) is the simultaneous coupling

event for all particles at step k. Our approach is to show that all of the events C j
v(i),

C j
v(ii), j = 1, . . . , p, k = 1, . . . , V, occur simultaneously with high probability, and that

conditional on their simultaneous occurrence we have µ̂v|Aj
« µv|Aj

and µ̂v(Aj) « µv(Aj)

for all v = 1, . . . , V.

In Section 3.3, we show that simultaneous occurrence of these events ensures µ̂v|Aj
«
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µv|Aj
and µ̂v(Aj) « µv(Aj), and hence that

řp
r=1 E[ŵr

v] closely approximates zv+1/zv. In

Section 3.3 we show that all of the events C j
v(i), C

j
v(ii), j = 1, . . . , p, k = 1, . . . , V, occur

simultaneously with high probability. We will do so by induction on k. In particular, let

C1:p
v (i) = X

p
r=1Cr

v(i). For each v and for a chosen λ we will show that the probability of

the following event is large:

Ev := Xv
k=1tC1:p

k (i) X Ck(ii)u.

Ev is the joint event that all (3.6), (3.7), and (3.8) occur for steps 1, . . . , v. It will also be

convenient to define the events Gv := Ev´1 X C1:p
v (i) for v ě 2 and G1 = C1:p

1 (i) so that

Ev = Gv X Cv(ii).

3.3 Results

Our main result for the algorithm in Section 3.1 is stated in the following Theorem.

Supporting lemmas used in the proof of Theorem 3 are given in Section 3.3 and Section 3.3.

Theorem 3. Suppose | f | ď 1 and (1) holds. Let ϵ P (0, 1
2 ) and δ P (0, 1

4 ] and choose

1. N ą 1
ϵ2 ¨ max

"

3456 ¨

(
VWZ

µ‹

)2
¨ log

( 16
V pδµ‹

)
, 72p2 ¨ log

(
8p2

δ

)*
2. t ą max

j=1,...,p
max

v=1,...,V
τv,j(

δµ‹

4NV , 7),

Then with probability at least 1 ´ δ,
ˇ

ˇ

ˇ
f̂SMC ´ Eπ[ f ]

ˇ

ˇ

ˇ
ď ϵ. (3.9)

Corollary 1. Under the same conditions as Theorem 3,

E
[
| f̂SMC ´ Eπ[ f ]|q

]
ď 4q maxtϵ, δu,

for q P t1, 2u.

Note that Theorem 3 provides bounds on the total number of Markov transition steps

NVt required to approximate Eπ[ f ] for an arbitrary bounded function f (x). For specific
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choices of f , improved bounds may be available. We see that for the SMC algorithm to

provide a polynomial-time randomized approximation scheme, we require that the distri-

bution sequence can be chosen such that V, ZW, and 1
µ‹ grow at most polynomially in

d. The latter requirement, that µ˚ decrease no faster than polynomially, was identified by

Woodard, Schmidler, and Huber [156] for tempered MCMC algorithms; this connection is

explored further in Section 3.5. (However when this condition is violated, Eπ[ f1Aj ] decays

exponentially in d and hence f̂SMC may still approximate Eπ[ f ] well even without ensuring

samples in Aj.)

Results Over Restricted Space

We establish three key lemmas. The first shows that P̂j
v closely approximates µv(Aj)

over Gv Ă Ev. The second shows that
řp

r=1 ŵr
v closely approximates zv+1/zv conditional

on Gv. The third shows that the distribution µ̃v(¨ | Gv) is locally 7-warm (see Definition 1)

with respect to A. Note that all of these results describe what happens conditional on Gv

holding. In Section 3.3, we use the results developed here to show also that Gv occurs with

high probability. The results in these two sections are then combined to obtain the proof

of Theorem 3.

Lemma 1. Let ϕ(λ) = ϕ = 1+λ
1´λ . For v = 1, . . . , V,

P
(

ϕ´vµv(Aj) ď P̂j
v ď ϕvµv(Aj) | Gv

)
= 1.

In particular, since µ̃(Aj | Gv) = P(X̃i
v P Aj | Gv) = E

[
P̂j

v | Gv

]
we have:

ϕ´vµv(Aj) ď µ̃v(Aj | Gv) ď ϕvµv(Aj).

Proof. (Lemma 1) First notice that given Gv we have

P̂j
v =

ŵj
v

řp
r=1 ŵr

v
=

w̄j
v

řp
r=1 w̄r

v
ď

(1 + λ)E[w̄j
v | Fv´2]

(1 ´ λ)
řp

r=1 E[w̄r
v | Fv´2]

= ϕ
E[w̄j

v | Fv´2]
řp

r=1 E[w̄r
v | Fv´2]

(3.10)
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where the second equality follows by recalling that

Cv´1(ii) = tX1:N
v´1 = X̄1:N

v´1u and Cv´1(ii) Ă Gv,

and the first inequality by recalling that C1:p
v (i) Ă Gv and C1:p

v (i) = t(1 ´ λ)E[w̄j
v|Fv´2] ď

w̄j
v ď (1 + λ)E[w̄j

v|Fv´2]u. Lemma 18 in Appendix A shows that

E[w̄j
v|Fv´2] =

zv

zv´1
¨

µv(Aj)

µv´1(Aj)
¨ P̂j

v´1 (3.11)

Intuitively, this means that E[w̄j
v|Fv´2] is the ratio of the normalizing constants of the

restricted distributions µv|Aj
and µv´1|Aj

but weighted by the probability that a particle is

resampled into Aj. We can think of the filtration as being summarized solely through P̂j
v´1

due to the conditional independence properties of the constructed particles (see Lemma 17

in Appendix A). Combining (3.10) and (3.11) and canceling, we have

ŵj
v

řp
r=1 ŵr

v
ď ϕ

µv(Aj)

µv´1(Aj)
P̂j

v´1
řp

r=1
µv(Ar)

µv´1(Ar)
P̂r

v´1

= ϕ

µv(Aj)

µv´1(Aj)
ŵj

v´1
řp

r=1
µv(Ar)

µv´1(Ar)
ŵr

v´1

(3.12)

Barring the constant terms, the right hand side of (3.12) is the same as the left hand side ex-

cept the index has been decremented by one. Recall that Gv ensures that the events C1:p
v (i)

and Cv´1(ii) which we appealed to for step v also hold for all previous steps 0, . . . , v ´ 1.

Thus given Gv the argument above can be repeated recursively to give

ŵj
v

řp
r=1 ŵr

v
ď ϕ

µv(Aj)

µv´1(Aj)
ŵj

v´1
řp

r=1
µv(Ar)

µv´1(Ar)
ŵr

v´1

ď ϕ2

µv(Aj)

µv´2(Aj)
ŵj

v´2
řp

r=1
µv(Ar)

µv´2(Ar)
ŵr

v´2

. . . ď ϕv´1

µv(Aj)

µ1(Aj)
ŵj

1
řp

r=1
µv(Ar)
µ1(Ar)

ŵr
1

Recall that C1:p
0 (i) Ă Gv is the event that ŵj

1 closely approximates the normalizing constant

of the restricted distribution µ1|Aj
; plugging this in gives

P̂j
v =

ŵj
v

řp
r=1 ŵr

v
ď ϕv

µv(Aj)

µ1(Aj)

z1µ1(Aj)
z0

řp
r=1

µv(Ar)
µ1(Ar)

z1µ1(Ar)
z0

= ϕvµv(Aj)
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Repeating the argument in the other direction (with ϕ´1 in place of ϕ) yields the result.

Remark 1. Note that the same argument implies

P
(

ϕ´vµv(Aj) ď P̂j
v ď ϕvµv(Aj) | Gv1

)
= 1

for any v1 ě v. To see this, notice that Gv Ă Gv1 and the above argument holds for any set

containing Gv.

To establish local warmness of µ̃v, we will use the following lemma which shows that

ř

j ŵj
v closely approximates zv/zv´1 over Gv. This establishes that, within the set Gv, the

algorithm given in Section 3.1 can be used to approximate zv for any v = 1, . . . , V when

the initial z0 is known.

Lemma 2. For v = 1, . . . , V we have

P

(
1

ϕv
zv

zv´1
ď

p
ÿ

r=1

ŵr
v ď ϕv zv

zv´1

ˇ

ˇ

ˇ
Gv

)
= 1.

Proof. Note that Cv´1(ii) Ă Gv and so ŵj
v = w̄j

v for j = 1, . . . , p given Gv. We then have

p
ÿ

j=1

w̄j
v ě

zv

zv´1

p
ÿ

j=1

(1 ´ λ)
µv(Aj)

µv´1(Aj)
P̂j

v´1 ě
(1 ´ λ)

ϕv´1
zv

zv´1

p
ÿ

j=1

µv(Aj)

ě
1

ϕv ¨
zv

zv´1
.

The first inequality follows since C1:p
v (i) Ă Gv and by Lemma 18 (see Appendix A). The

second inequality follows by Lemma 1. An identical argument can be repeated in the

other direction showing
řp

j=1 w̄j
v ď ϕv zv

zv´1
.

We now show that µ̃v(¨ | Gv) is a locally 7-warm distribution with respect to µv and

A. To do this, we first state an inequality regarding ϕv.

Proposition 1. Let ϕ(λ) = ϕ = 1+λ
1´λ and recall λ ď ϵ

6V . Then ϕv ă ϕ2v ă 1+ϵ
1´ϵ for v =

1, . . . , V,
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Proof.

ϕ2v =

(
1 + ϵ

6V
1 ´ ϵ

6V

)2v

ď
e

ϵ
3

1 ´ ϵ
3

ď
1 + ϵ

3 +
ϵ2

9
1 ´ ϵ

3
ď

1 + ϵ

1 ´ ϵ
,

where we used the elementary inequalities 1 + x ď ex, (1 + x)p ě 1 + xp for x ą ´1 and

p ą 1, and ex ď 1 + x + x2 for x P (0, 1).

Proposition 1 shows that taking λ to be O(V´1) suffices to ensure the bound in Lemma 1

is uniform over v = 1, . . . , V.

Lemma 3. Suppose P(Gc
v) ď

µ‹

4 and recall λ = ϵ
24V ď 1

6V . Then µ̃(¨ | Gv) is locally 7-warm

with respect to µv for partition A; that is,

sup
BĂAj

µ̃v|Aj
(B | Gv)

µv|Aj
(B)

ă 7, for j = 1, . . . , p.

Proof. Expand

µ̃v|Aj
(B | Gv)

µv|Aj
(B)

=
µ̃v(B X Aj | Gv)µv(Aj)

µ̃v(Aj | Gv)µv(B X Aj)
(3.13)

and consider first the term µ̃v(B X Aj | Gv) = P(X̃i
v P B X Aj | Gv). We have

P(X̃i
v P B X Aj | Gv) = E

[
1
N
řN

n=1 wv(X̄n
v´1)1AjXB(X̄n

v´1)
řp

r=1 w̄r
v

ˇ

ˇ

ˇ
Gv

]

ď ϕv E

[
µv(X̄i

v´1)

µv´1(X̄i
v´1)

1AjXB(X̄i
v´1)

ˇ

ˇ

ˇ
Gv

]

=
ϕv

P(Gv)
E

[
µv(X̄i

v´1)

µv´1(X̄i
v´1)

1AjXB(X̄i
v´1)1Gv(X1:N

1:v´1, X̄1:N
1:v´1)

]

ď
ϕv

P(Gv)
E

[
µv(X̄i

v´1)1AjXB(X̄i
v´1)

µv´1(X̄i
v´1)

ˇ

ˇ

ˇ
X̄i

v´1 P Aj

]
µ̄v´1(Aj)

=
ϕv

P(Gv)
µv(Aj X B)

µ̃v´1(Aj)

µv´1(Aj)

The first inequality follows by Lemma 2. The second inequality follows since the inte-

grand is non-negative and from the law of total probability. The latter is required because
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µ̄v´1 ‰ µv´1 but P(X̄i
v´1 P B1 | X̄i

v´1 P Aj) = µv´1|Aj
(B1) for B1 Ă X (see Appendix A).

This fact is also used in the final line, along with the fact that µ̄v(Aj) = µ̃v(Aj) holds for

all i, j, v by construction (see Appendix A). As a result, from (3.13) we have:

µ̃v|Aj
(B | Gv)

µv|Aj
(B)

ď
ϕv

P(Gv)

P(X̃i
v´1 P Aj)

µv´1(Aj)
¨

µv(Aj)

µ̃v(Aj | Gv)
.

Now by Lemma 1, µ̃v(Aj | Gv) ě ϕ´vµv(Aj) and therefore µv(Aj)

µ̃v(Aj|Gv)
ď ϕv provides a lower

bound on the relative marginal probability of undersampling partition elements. From

Lemma 1 we also have

P(X̃i
v´1 P Aj) = µ̃v´1(Aj) ď ϕv´1µv´1(Aj)P(Gv) + P(Gc

v).

Our assumptions on λ and P(Gc
v) then yield

sup
BĂAj

µ̃v|Aj
(B | Gv)

µv|Aj
(B)

ď
ϕ2v

P(Gv)µv´1(Aj)
P(X̃i

v´1 P Aj)

ď
ϕ2v

P(Gv)

[
ϕv´1µv´1(Aj)P(Gv) + P(Gc

v)

µv´1(Aj)

]

ď ϕ3v´1 +
ϕ2v

P(Gv)

ď 4 e
1
2 ă 7

The third inequality follows since µ‹ ď µv´1(Aj). The final inequality is obtained by

repeating the argument of Proposition 1 for the choice of λ to get ϕjv ă 6e
j
6

6´j , and using

P(Gv) ą 3/4.

Induction Argument

The remainder of the analysis is to show that Gv holds with high probability. We will

do so inductively by first establishing that P(Ev | Ev´1) is sufficiently large for all v.

Lemma 4. Let δ P (0, 1). Suppose (1) holds and N ą
2W2Z2ϕ2(v´1) log( 4p

δ )

λ2(µ‹)2 . Then

P(C1:p
v (i) | Ev´1) ě 1 ´

δ

P(Ev´1)
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Proof. Note that Gv´1 Ă Ev´1. By combining Lemma 18 (Appendix A) and Lemma 1, we

have over Gv´1,

E[w̄j
v | Fv´2] =

zv

zv´1
¨

µv(Aj)

µv´1(Aj)
¨ P̂j

v´1 ě
zv

zv´1
¨ ϕ´(v´1) ¨ µv(Aj)

Then

P((C j
v(i))c | Ev´1) =P

(ˇ
ˇ

ˇ
w̄j

v ´ E[w̄j
v | Fv´2]

ˇ

ˇ

ˇ
ą λ E[w̄j

v | Fv´2] | Ev´1

)
ď P

(
ˇ

ˇ

ˇ
w̄j

v ´ E[w̄j
v | Fv´2]

ˇ

ˇ

ˇ
ą λ

zv

zv´1
ϕ´(v´1)µv(Aj) | Ev´1

)

ď
1

P(Ev´1)
P

(
ˇ

ˇ

ˇ
w̄j

v ´ E[w̄j
v | Fv´2]

ˇ

ˇ

ˇ
ą λ

zv

zv´1
ϕ´(v´1)µv(Aj)

)

ď
δ

p P(Ev´1)

where the last line in Appendix A with N ą
2W2Z2ϕ2(v´1) log( 4p

δ )

λ2(µ‹)2 . By the union bound,

P(Y
p
j=1(C

j
v(i))c | Ev´1) ď

δ

P(Ev´1)

DeMorgan’s law gives the result.

To complete the inductive step, it remains to show that P(Cv(ii) | C1:p
v , Ev´1) is also

large. To do so, we use the local warmness result established in Lemma 3.

Lemma 5. Suppose P(Gc
v) ď

µ‹

4 and recall λ ď 1
6V . Let

t ą max
v=1,...,V

max
j=1,...,p

τv,j

(
δ

N
, 7
)

Then P(Cv(ii) | Gv) ě 1 ´ δ.

Proof. Since µ̂v(Aj) = µ̃v(Aj) for all v, j (see Appendix A), we have for j = 1, . . . , p and
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B Ă X ,

µ̂v|Aj
(B | Gv) =

P(Xi
v P B, X̃i

v P Aj | Gv)

P(X̃i
v P Aj | Gv)

=
1

µ̃v(Aj | Gv)

ż

Aj

µ̃v(dx | Gv)Kt
v|Aj

(x, B)

=

ż

X
µ̃v|Aj

(dx | Gv)Kt
v|Aj

(x, B)

By Lemma 3, µ̃v|Aj
(¨ | Gv) P M7(µv|Aj

). Hence, by our choice of t,∥∥∥µ̂v|Aj
(¨ | Gv) ´ µv|Aj

(¨)
∥∥∥

TV
ď

δ

N
for j = 1, . . . , p

It follows that we can construct (Xi
v, X̄i

v) conditional on X̃i
v independently for i = 1, . . . , N

such that

P(Xi
v ‰ X̄i

v | X̃i
v P Aj,Gv) ď

δ

N
, for j = 1, . . . , p

(see Appendix A for details). It follows that P(Xi
v ‰ X̄i

v | Gv) ď δ
N by the law of total

probability. Finally, taking a union bound gives us the stated result:

P(Cv(ii) | Gv) = P(X1:N
v ‰ X̄1:N

v | Gv) ď δ

Lemma 4 and Lemma 5 are enough to establish that P(Ev | Ev´1) can be made suffi-

ciently large, which gives us the following result.

Lemma 6. Let δ P (0, 1
4 ] and ϵ P (0, 1

2 ). Suppose (1) holds and choose

1. N ą 3456 ¨

(
VWZ
ϵµ‹

)2
¨ log

(
8Vp
δµ‹

)
2. t ą max

j=1,...,p
max

v=1,...,V
τv,j(

δµ‹

2NV , 7)

Then

P(EV) ě 1 ´ δµ‹
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Proof. First, suppose that P(Gc
k) ď

µ‹

4 for k = 1, . . . , v so that we can directly apply Lemma

3 and Lemma 5 for steps k = 1, . . . , v. Let δ1 = δµ‹

2V . Then by the definition of Ev and our

choice of N and t,

P(Ev) = P(C1:p
v (i) X Cv(ii) X Ev´1)

= P(Cv(ii) | C1:p
v (i) X Ev´1)P(C1:p

v (i) | Ev´1)P(Ev´1)

ě (1 ´ δ1)
(

1 ´
δ1

P(Ev´1)

)
P(Ev´1)

ě P(Ev´1) ´ 2δ1

The first inequality follows by Lemmas 4 and Lemma 5. (Note that the choice of N here

satisfies the bound required to apply Lemma 4 since ϕ2V ă 3 for ϵ ă 1
2 by Proposition

1). Since we have assumed P(Gc
k) ď

µ‹

4 for k = 1, . . . , v, we can apply this argument

recursively to obtain

P(Ev) ě P(E1) ´ 2(v ´ 1)δ1 = P(C1(ii) | G1)P(G1) ´ 2(v ´ 1)δ1

ě (1 ´ δ1)(1 ´ δ1) ´ 2(v ´ 1)δ1

ě 1 ´ 2vδ1

= 1 ´ δµ‹ v
V

(3.14)

The first inequality follows by Lemma 5 and because our choice of N guarantees

P(G1) = P(C1:p
1 (i)) ą 1 ´

δµ‹

2V
(3.15)

It is straightforward to check this using Hoeffding’s inequality since X1:N
0

iid
„ µ0.

However, as noted above the application of Lemma 5 is invalid unless P(Gc
v) ď

µ‹

4 .

We now show this holds for v = 1, . . . , V by way of induction. Indeed, the base case holds
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by (3.15). Now suppose P(Gc
k) ď

µ‹

4 for k = 1, . . . , v ´ 1. Then we have

P(Gv) = P(C1:p
v (i)|Ev´1)P(Ev´1)

ě P(Ev´1) ´
δµ‹

2V

ě 1 ´
δµ‹v

V

ě 1 ´
µ‹

4

The first inequality follows by Lemma 4 and choice of N. The second inequality follows

since the inductive hypothesis guarantees P(Ev´1) ě 1 ´ δµ‹ v´1
V by (3.14). It follows

that P(Gc
v) ď

µ‹

4 for v = 1, . . . , V. Hence (3.14) also holds for all v = 1, . . . , V and so

P(EV) ě 1 ´ δµ‹ as required.

Proof of Theorem 3

The proof of Theorem 3 uses the following additional lemma regarding the target ran-

dom variables X̄1:N
V .

Lemma 7. Let ϵ P (0, 1
2 ) and recall λ = ϵ

24V . For any f such that | f | ď 1,
ˇ

ˇ

ˇ

ˇ

ˇ

ˇ

p
ÿ

j=1

E
[

f (X̄i
V)1Aj(X̄i

V) | FV´1

]
´

(1 + ϵ2

16 )

(1 ´ ϵ2

16 )
Eπ[ f ]

ˇ

ˇ

ˇ

ˇ

ˇ

ˇ

ď
3
4

ϵ

Proof. Write f (x) = f+(x) ´ f ´(x), where

f+(x) = maxt f (x), 0u and f ´(x) = maxt´ f (x), 0u.

To be consistent with Proposition 1, write λ as ϵ̃
6V where ϵ̃ = ϵ/4. For j = 1, . . . , p we have

E
[

f (X̄i
V)1Aj(X̄i

V) | FV´1

]
= Eπ|Aj

[ f+]P̂j
V ´ Eπ|Aj

[ f ´]P̂j
V

ď
(1 + ϵ̃)

(1 ´ ϵ̃)
Eπ[ f+1Aj(X̄i

V)] ´
(1 ´ ϵ̃)

(1 + ϵ̃)
Eπ[ f ´

1Aj(X̄i
V)]

ď
(1 + ϵ̃2)

(1 ´ ϵ̃2)
Eπ[ f1Aj(X̄i

V)] +
2ϵ̃

(1 ´ ϵ̃2)
π(Aj),
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The first line follows by Lemma 18, the second by application of Lemma 1 followed by

Proposition 1 with our choice of λ, and the last since | f | ď 1. Summing over j gives

p
ÿ

j=1

E
[

f (X̄i
V)1Aj(X̄i

V) | FV´1

]
ď

(1 + ϵ2

16 )

(1 ´ ϵ2

16 )
Eπ[ f ] +

3
4

ϵ.

The argument for the lower bound is identical.

We are now ready to give the complete proof of Theorem 3.

Proof. (Theorem 3) Define the concentration event,

D j =

"

ˇ

ˇ

ˇ
f̄ j ´ E[ f (X̄i

V)1Aj(X̄i
V) | FV´1]

ˇ

ˇ

ˇ
ď

ϵ

6p

*

,

where f̄ j = 1
N
řN

i=1 f (X̄i
V)1Aj(X̄i

V). Note that over EV we have

f̂SMC =
1
N

N
ÿ

i=1

f (Xi
V) =

1
N

N
ÿ

i=1

p
ÿ

j=1

f (X̄i
V)1Aj(X̄i

V) =

p
ÿ

j=1

f̄ j

Let D1:p = X
p
j=1D j. By Lemma 7, it follows that over EV X D1:p,(

(1 + ϵ2

16 )

(1 ´ ϵ2

16 )
´ 1

)
Eπ[ f ] ´

11
12

ϵ ď
1
N

N
ÿ

i=1

f (Xi
V) ´ Eπ[ f ] ď

(
(1 + ϵ2

16 )

(1 ´ ϵ2

16 )
´ 1

)
Eπ[ f ] +

11
12

ϵ

Since | f | ď 1 and ϵ P (0, 1
2 ),(

(1 + ϵ2

16 )

(1 ´ ϵ2

16 )
´ 1

)
Eπ[ f ] +

11
12

ϵ ď ϵ

(
1

16 ´ ϵ2 +
11
12

)
ď ϵ

An identical argument holds for the lower bound as well. Consequently, over EV X D1:p,
ˇ

ˇ

ˇ

ˇ

ˇ

1
N

N
ÿ

i=1

f (Xi
V) ´ Eπ[ f ]

ˇ

ˇ

ˇ

ˇ

ˇ

ď ϵ

It remains to show P(EV X D1:p) ě 1 ´ δ. First, by Lemma 19,

P(Y
p
j=1(D

j)c) ď

p
ÿ

j=1

P

(
ˇ

ˇ

ˇ
f̄ j ´ E[ f̄ j|FV´1]

ˇ

ˇ

ˇ
ą

ϵ

6p

)
ď

δ

2
,
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for N ě
72p2

ϵ2 log( 8p
δ ). Note that P(EV) ě δ

2 by our choice of N and t after applying

Lemma 6. By the union bound,

P((D1)c Y . . . Y (Dp)c Y E c
V) ď

δ

2
+

δ

2
= δ.

The proof of Corollary 1 is very similar.

Proof. (Corollary 1) As in the proof of Theorem 3, we have by our choice of N and t that

over EV X D1:p

E
[
| f̂SMC ´ Eπ[ f ]|

]
ď E

[
| f̂SMC ´ Eπ[ f ]|1EVXD1:p(X1:N

1:V , X̄1:N
1:V )

]
+ 2 P((EV X D1:p)c)

ď ϵ + 2δ ď 4 maxtϵ, δu

where the first inequality follows by the law of total probability and | f̂SMC ´ Eπ[ f ]| ď 2

since | f | ď 1. By an identical argument, ( f̂SMC ´ Eπ[ f ])2 ď 4 and

E
[
( f̂SMC ´ Eπ[ f ])2

]
ď ϵ2 + 4δ ď 8 maxtϵ, δu.

3.4 Applications

In this section, we apply the results in the previous section to obtain bounds on the

complexity of using sequential Monte Carlo to approximate expectations for two specific

classes of multimodal distributions: mixtures of log-concave distributions and the mean-

field Ising model. Each problem defines a nested sequence of distributions indexed by a

dimension parameter d, and we consider the computational complexity, i.e. the growth

of the computational cost with increasing d. We characterize the computational cost of

applying the SMC algorithm given in Section 3.1 by the total number of Markov transition

steps NVt required to apply Theorem 3, since the Markov transition steps are typically

the most computationally expensive step of the algorithm. Throughout we will assume the

corresponding partition sequence A(d) satisfies π˚ = minjPt1,...,pu π(Aj) decays at most
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polynomially in d. (Otherwise, the contribution of Eπ[ f1Aj˚
] to Eπ[ f ] for the correspond-

ing j˚ is negligible for d large since | f | ď 1).

Mixtures of Log-Concave Distributions

Consider the mixture distribution

π(x)9wπ1(x)1H(x) + (1 ´ w)π2(x)1Hc(x) for x P Rd, (3.16)

where w P (0, 1), πj(x)9e´ f j(x), f j(x) ą 0 is a convex function for j P t1, 2u, and H is

a half-space. Throughout, we assume without loss of generality that H and Hc contain

Eπ1 [X] and Eπ2 [X], respectively. Note that π is a sum of log-concave functions, since H

and Hc being half-spaces means 1H and 1Hc are log-concave functions and log-concavity

is closed under multiplication.

Suppose we are interested in sampling from π(x) using SMC, and we set µv(x)9πβv(x)

for βv P (0, 1] and β0, . . . , βV a strictly increasing sequence with βV = 1. Since f j(x) ą 0,

it follows that wv(x) ď 1 uniformly in v. We will assume that the following equality holds:
ż

Rd
e´βv f1(x)dx =

ż

Rd
e´βv f2(x)dx for βv P (0, 1] (3.17)

For example, if f j(x) = (2σ2
j )

´1
∥∥x ´ µj

∥∥2
, as below in Section 3.4, then (3.17) requires that

σ1 = σ2. More generally, (3.17) holds when π1 and π2 are log-concave product distributions

that belong to the same location-scale family and have equal scales. Similar assumptions

have been made in previous analyses of these types of problems (see [156] and [79]), and it

is unclear whether the assumption (3.17) can be dropped. For example, if σ1 ą σ2 in the

problem considered in Section 3.4, then µ‹ decays exponentially in d [157].

Note that µv(x) can also be written as a sum of log-concave functions and assumption

(3.17) gives

µv(H) =
w
ş

H π
βv
1 (x)dx

w
ş

Rd π
βv
1 (x)1H(x)dx + (1 ´ w)

ş

Rd π
βv
2 (x)1Hc(x)dx

=
wπ1,v(H)

wπ1,v(H) + (1 ´ w)π2,v(Hc)
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where πv,j(x) = e´βv f j(x)/
ş

Rd e´βv f j(x)dx is an (untruncated) log-concave density function.

By [87], if h(x) is a log-concave density and H is a half-space containing the centroid

of h(x), then
ş

H h(x)dx ě e´1. Hence, µ‹ ě maxtw, 1 ´ wu/e = O(1). Since H and

Hc are convex sets and πv,j(x) is a log-concave density function, µv|H(x) and µv|Hc(x)

are log-concave density functions. Upper bounds on the mixing time of various Markov

kernels have been obtained in the literature for log-concave target distributions, assuming

a warm start. For example, [87] proved that both the ball walk and hit-and-run walk are

rapidly mixing when the target distribution is a C-isotropic log-concave density function,

and show that any d-dimensional log-concave density function can be brought into a C-

isotropic position in O˚(d5) time (see [143] for a survey of these results). Recall that both

µ‹ = O(1) and W = O(1). It follows that by plugging into the bound on N in Theorem 3

we obtain

NV
µ‹

= O
(

V3Z2

ϵ2 ¨ log(V)

)
, (3.18)

Therefore, by choosing Kv|Aj
to be either the ball walk or hit-and-run walk and applying

the results of [87], we conclude

max
j=1,...,p

max
v=1,...,V

τv,j

(
µ‹

16NV
, 7
)
= O(poly(d, V, log(V), Z, ϵ´1)) (3.19)

Combining (3.18) and (3.19) gives that the computational cost of applying SMC to this

problem is O(poly(d, V, log(V), Z, ϵ´1)).

Gaussian mixtures

We can provide more explicit bounds when f j(x) is known. Consider the Gaussian

mixture distribution f j(x) = (2σ2)´1
∥∥x ´ (´1)j+11d

∥∥2
2 for j P t1, 2u and H = tx : xJ1d ą

0u studied by Woodard, Schmidler, and Huber [156]. Here we assume w = 1
2 ; similar results

apply if w ‰ 1
2 . Since the components share a common scale σ ą 0, it is straightforward

to check that (3.17) holds and clearly both 1d P H and ´1d P Hc. Define the sequence of
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inverse-temperatures

βv =
1
d

(
1 +

1
d

)v

for v = 0, . . . , rd log(d)s ´ 1 and βV = 1.

Note β0 = d´1, which ensures rapid mixing for initialization (see [156] for details). To

bound the normalizing constants, notice

zv´1

zv
=

ş

Rd e´βv´1 f1(x)
1H(x)dx +

ş

Rd e´βv´1 f2(x)
1Hc(x)dx

ş

Rd e´βv f1(x)1H(x)dx +
ş

Rd e´βv f2(x)1Hc(x)dx

=
Φ(

?
dβv´1
σ )

(
2πσ2

βv´1

) d
2

Φ(
?

dβv
σ )

(
2πσ2

βv

) d
2

ď 2
(

βv

βv´1

) d
2

We see that Z ď 2e = O(1). Next, we have

µv(H) =

ş

Rd e´βv f1(x)
1H(x)dx

ş

Rd e´βv f1(x)1H(x)dx +
ş

Rd e´βv f2(x)1Hc(x)dx
ě

1/2
2

=
1
4

It follows that µ‹ ě 1
4 = O(1). Since V = O(d log(d)), by choosing Kv|Aj

to be the

hit-and-run walk the results of [87] imply

max
j=1,...,p

max
v=1,...,V

τv,j

(
µ‹

16NV
, 7
)
= O˚

(
d3V12

ϵ8

)
= O˚

(
d15

ϵ8

)
,

provided e´βs f j(x)
1H(x) is in a C-isotropic position (recall that this can be achieved by a

preprocessing step in O˚(d5) time, see [87]). (Here O˚ indicates that the dependence on

logarithmic terms is suppressed.) Since N = O˚
(
V2ϵ´2) = O˚(d2ϵ´2), incorporating the

preprocessing we obtain a computational complexity of

NVt = O˚

(
d18

ϵ10

)
.

Evidently, the complexity is dominated by the mixing time and preprocessing steps. How-

ever, we note that our bounds can be applied to any warm mixing time result for log-

concave distributions, and other mixing time bounds may become available and yield

tighter complexity bounds. For example, the mixing time result of [158] would reduce

the complexity here to O˚(d3.5/ϵ2), however this result is not immediately applicable as it

assumes a smoothness condition that is not satisfied by (3.16).
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Mean Field Ising Model

Let X = t´1, 1ud for d P N. The mean field Ising model is defined by the distribution

π(x) =
1
Z

exp

$

&

%

α

2d

(
d
ÿ

i=1

xi

)2
,

.

-

,

with normalizing constant Z =
ř

xPX expt α
2d (

řd
i=1 xi)

2u and interaction parameter α P R.

We will assume d is odd as in [156]. Let Kv be a Metropolis-Hastings chain with limiting

distribution µv(x)9πβv(x). We assume Kv uses a single site proposal distribution in which a

coordinate i P t1, . . . , du is chosen uniformly and the sign of xi is flipped. Letting V = d and

βv = v/d, it follows that both the parallel tempering and simulated tempering algorithms

are rapidly mixing [90, 156]. We will show that SMC also provides a polynomial time

approximation of Eπ[ f ] for | f | ď 1 using the same sequence of distributions, in that the

bounds on N, t required to apply Theorem 3 grow at most polynomially in d.

Our result is essentially a direct consequence of those from Madras and Zheng [90]

and Woodard, Schmidler, and Huber [156]. Let A1 = tx :
řd

i=1 xi ě 0u and A2 = tx :
řd

i=1 xi ă 0u. First, note that sampling from µ0(x)91 is trivial. Now, notice that π(x)

is symmetric with respect to this partition for µ0, . . . , µV if d is odd. It follows that

µv(A1) = µv(A2) = 1/2 for v = 0, . . . , V and so µ‹ = 1/2. Woodard, Schmidler, and

Huber [156] show that

µv(x)
µv´1(x)

P

[
exp

!

´
α

2

)

, exp
!α

2

)]
therefore ZW ď expt α

2 u. Since V = d, p = 2, µ‹ = O(1), and ZW = O(1), we have that

Theorem 3 requires

N ą
1
ϵ2 ¨ max

#

c1 ¨

(
VWZ

µ‹

)2

log
(

c2Vp
µ‹

)
, p2 ¨ log

(
c3 p2)+ = O˚(d2),

where c1, c2, and c3 are positive constants. To obtain the required bound for t, note also

that NV/µ‹ = O(d3 log(d)). A mixing time bound can be obtained [89, 156] by defining

the restricted kernel as in (3.1) with corresponding invariant distributions µv|Aj
. Madras
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and Zheng [90] show that minv,j SpecGap(Kv|Aj
) decays at most polynomially in d. Since

for j P t1, 2u we have (see [93])

τv,j(ϵ, ω) ď
1

SpecGap(Kv|Aj
)

[
log(2ϵ´1) + log(ω ´ 1)

]
(3.20)

ď
1

minv1=1,...,V
j1=1,...,p

SpecGap(Kv1|Aj1
)

[
log(2ϵ´1) + log(ω ´ 1)

]
, (3.21)

we obtain τv,j(ϵ, ω) = O(poly(d, log(d))). Hence, NVt = O˚(poly(d)). That is, the values

of N and t required to apply Theorem 3 grow at most polynomially in d.

3.5 Comparing SMC and Tempered MCMC

Throughout this section, we assume that the sequence of interpolating distributions is

a tempered sequence, i.e.,

µv(x)9πβv(x) for 0 ă β0 ă . . . ă βV = 1, (3.22)

and that µv(x)/µv´1(x) ď ZW. We let π‹ = minj=1,...,p π(Aj) and Kv|Aj
a restricted kernel

of the form (3.1).

Although population MC algorithms [67] such as SMC have been argued to perform

better on multimodal target distributions than existing MCMC algorithms, it is reasonable

to wonder whether the sequential, parallel nature of SMC plays a role, or whether any such

benefits are simply attributable to the use of the distribution sequence (3.22). If the latter,

then an MCMC algorithm that also takes advantage of the same distribution sequence may

be expected to succeed (or fail) on the same problems where SMC succeeds (or fails). The

following results support this conjecture under fairly relaxed assumptions.

Ideally, we would like to show that the bounds on N and t in Theorem 3 grow at most

polynomially in the problem size if and only if the parallel and simulated tempering algo-

rithms are rapidly mixing on the same problem. The results below allow us to partially

resolve the ‘if’ direction by relating the lower bounds of [156] on the spectral gap of swap-

ping chains to our results. To formalize this, we first relate certain quantities defined in

[156] to those appearing in Theorem 3. Two key quantities appearing in the mixing time
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bounds of Woodard, Schmidler, and Huber [156] are the persistence and the overlap. The

following two propositions relate these quantities to the µ‹ and ZW quantities appearing

in Theorem 3.

Proposition 2. Let µ0, . . . , µV be a distribution sequence and define the persistence [157] of

partition A by

γ(A) = min
j=1,...,p

V
ź

v=1

min
"

1,
µv´1(Aj)

µv(Aj)

*

(3.23)

Then µ‹ ą γ(A) ¨ π‹

Proof. For any v = 0, . . . , V and j = 1, . . . , p, we have that

µv(Aj) =
µv(Aj)

µv+1(Aj)
¨

µv+1(Aj)

µv+2(Aj)
. . .

µV´1(Aj)

µV(Aj)
¨ π(Aj) ě γ(A) ¨ π‹

Since this holds for any v and j, it must hold for µ‹ as well.

Controlling γ(A) is critical to the success of the PT and ST algorithms (see [157]). The

quantity γ(A) describes how the measure of the partition elements of A ‘persists’ under

tempering of the target distribution π. There is a close relationship between µ‹ and γ(A).

Recall that π‹ decays at most polynomially in d by assumption. It follows that polynomial

decay in γ(A) is enough to guarantee polynomial decay in µ‹ by Proposition 2.

Proposition 3. Define the overlap [156] for distribution sequence µ0, . . . , µV and partition A by

∆(A) = min
v=0,...,V´1

j=1,...,p

ş

Aj
mintµv(x), µv+1(x)udx

maxtµv(Aj), µv+1(Aj)u
(3.24)

Then,

∆(A) ě min
"

1,
1

ZW

*

¨ γ(A) ¨ π‹

Proof. Since µv(x)/µv+1(x) ě 1/ZW, it follows that for any v = 0, . . . , V ´ 1 and j =

1, . . . , p,
ż

Aj

min tµv(x), µv+1(x)u dx ě min
"

1,
1

ZW

*

¨ µv+1(Aj) ě min
"

1,
1

ZW

*

¨ µ‹
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The result follows by Proposition 2.

The overlap ∆(A) controls the rate at which temperature jumps occur in the simu-

lated tempering algorithm and lower bounds the probability of swapping states at adjacent

temperatures in the parallel tempering algorithm (see [156]). By Proposition 3, if both

γ(A) and (ZW)´1 decay at most polynomially in d, then the overlap decays at most

polynomially.

Both ∆(A) and ZW can often be controlled in practice by decreasing the inverse tem-

perature spacings. Conversely, γ(A) and µ‹ are highly dependent on the chosen form of

the interpolating densities and are potentially problematic. For example, Woodard, Schmi-

dler, and Huber [157] showed that γ(A) decays exponentially for the truncated Gaussian

mixture model of Section 3.4 and for the mean field Pott’s model, leading to torpid mixing

of PT and ST in both cases. Applying Proposition 2 and (3.20) allows us to restate Theo-

rem 3 with γ(A) ¨ π‹ in place of µ‹ and the mixing times bounded by SpecGap(Kv|Aj
)´1:

Corollary 2. Suppose | f | ď 1 and (1) holds. Let ϵ P (0, 1
2 ) and δ P (0, 1

4 ] and choose

1. N ą 1
ϵ2 ¨ max

"

3456 ¨

(
VWZ

π‹γ(A)

)2
¨ log( 16Vp

δπ‹γ(A)
), 72p2 ¨ log( 8p2

δ )

*

2. t ą log
(

48NV
δπ‹γ(A)

)
¨

[
minv=1,...,V

j=1,...,p
SpecGap(Kv|Aj

)

]´1

Then with probability at least 1 ´ δ,

| f̂SMC ´ Eπ[ f ]| ď ϵ

Comparing the complexity results for swapping chain algorithms (see Theorem 3.1 of

[156]) to the bounds in Corollary 2, we make the following observations. The dependence of

N on γ(A) is quadratic (up to logarithmic terms) in Corollary 2 rather than exponential in

|A| as in [156]. (This is similar to the results stated in [79], who proved a lower bound on the

spectral gap of a simulated tempering chain with quadratic dependence on the minimum

measure of a given partition (similar to µ‹)). In addition, the dependence in Corollary 2
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on the number of temperatures V is quadratic rather than quartic, and dependence on

|A | quadratic rather than cubic, compared to [156] (omitting logarithmic terms). (It may

also be possible to reduce the V dependence in [156] by use of a non-reversible chain in

the temperature space [134]). Note that SpecGap(K0) appears in the bound of Woodard,

Schmidler, and Huber [156] but not in ours, but our assumption in Section 3.1 that µ0 can

be sampled efficiently is equivalent to assuming SpecGap(K0) decays at most polynomially.

Unfortunately, we are currently unable to replace ∆(A) in Corollary 2 with ZW. Propo-

sition 3 suggests that (at most) polynomial growth of ZW may be a stronger requirement

than polynomial decay of ∆(A). This prevents us from concluding the ‘if’ direction of our

conjecture precisely. Nevertheless, we suspect that polynomial decay in (ZW)´1 and ∆(A)

can be guaranteed on many problems of interest by decreasing the temperature spacings.

We can summarize this discussion with the following corollary.

Corollary 3. Suppose | f | ď 1, (1) holds, and SpecGap(Kv|Aj
), SpecGap(K0), γ(A), π‹,

(ZW)´1 decay at most polynomially in d for v = 1, . . . , V = O(poly(d)) and j = 1, . . . , p.

Then

1. The parallel and simulated tempering algorithms provide a (ϵ, δ)-randomized approximation

in polynomial time for Eπ[ f ].

2. The SMC algorithm given in Section 3.1 provides a polynomial time (ϵ, δ)-randomized ap-

proximation for Eπ[ f ].

Proof. This is a direct consequence of Corollary 2 and the results from [156], along with

the remarks regarding SpecGap(K0) above.

Corollary 3 says that if the parallel and simulated tempering algorithms provide an

efficient Monte Carlo approximation, then the SMC algorithm in Section 3.1 will as well,

up to the approximate equivalence of (ZW)´1 and ∆(A) discussed above. (It is unclear

at this time if the latter distinction represents a meaningful difference in the algorithms,

or simply an artifact of different proof approaches.) Concluding the ‘only if’ direction of

our conjecture necessitates development of lower bounds on SMC which are comparable to
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those in Woodard, Schmidler, and Huber [157]. This is of interest but beyond the scope of

this work.
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4. Marginal Sequence Likelihood Approximation Under
Site Dependence

In this chapter, we first propose an importance sampling algorithm for estimating

marginal sequence likelihoods under a large class of dependent site models (DSMs), and de-

rive both upper and lower bounds on the sample size needed to obtain an accurate estimate.

As mentioned in Chapter 1, the marginal sequence likelihood under an independent site

model (ISM) is straightforward to obtain. In addition, sampling from endpoint-conditioned

continuous time Markov chains (CTMCs) under the independent site assumption is feasible

(see e.g. [60]). Therefore, we readily obtain an importance sampling estimator using an

ISM as an instrumental distribution. Next, we extend the importance sampling approach

to an SMC setting and derive finite sample upper bounds on the approximation error of

the resulting estimator.

Although the importance sampler considered here is relatively simple, there are several

reasons why rigorously establishing finite-sample complexity bounds for this algorithm is

valuable. First, as mentioned in Chapter 1, in many applications of DSMs we require

iterative sampling or optimization, where we require a highly efficient estimator of the

marginal likelihood to produce accurate approximations within the iterative loop. Current

approaches in the literature employ MCMC methods to solve this problem (e.g. [69] and

[116]). However, MCMC algorithms suffer from several undesirable properties in practice,

including the need to assess convergence empirically [48, 23] and challenges in doing so

in high-dimensional spaces [13, 141], lack of simple parallelization [142], and the extreme

difficulty of obtaining theoretical guarantees on the accuracy of the resulting estimators,

requiring rarely-obtained quantitative mixing bounds [121, 71]. In addition, estimation of

marginal likelihoods from MCMC output is notoriously difficult [155, 47, 19].

Conversely, the importance sampling algorithm yields a fast (parallelizable) approxi-

mation of the marginal sequence likelihood. Consequently, there is a strong interest in

establishing conditions under which this estimator is accurate as well. We first prove an

upper bound on the sample size required for this to be the case by providing a bound on
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the χ2-divergence between the corresponding independent and dependent site models. We

show that the χ2-divergence between the ISM and DSM grows no faster than exponential

in the number of observed mutations r := dH(x, y). In addition, we provide a matching

order lower bound on the KL-divergence of the independent and dependent site models,

providing a set of conditions under which our upper bound is near-optimal. We will also

demonstrate how our techniques may be used to obtain practical estimates on the required

sample size for the popular CpG model [60].

To address problems where dH(x, y) is large, we extend the importance sampling ap-

proach to a sequential Monte Carlo (SMC) setting and provide explicit conditions under

which SMC provably provides a fast approximation scheme for estimating marginal se-

quence likelihoods for non-trivial problems under realistic context-dependent models of

DNA evolution. In particular, the second main result of this chapter is a finite sample

error bound on the approximation error of the SMC estimator of the marginal sequence

likelihood, which we use Theorem 9 from Chapter 2 to establish. To apply Theorem 9,

we also prove a mixing time bound for a componentwise Metropolis-Hastings (MH) algo-

rithm introduced previously in the literature for sampling endpoint-conditioned evolution-

ary paths (e.g. [102]) initialized according to a warm start; to the best of our knowledge,

our result is the first quantitative mixing time bound for an MCMC algorithm for such

problems. Our results for the SMC sampler hold under models where the mutation rate

at a site depends on its neighboring sites, making our results for SMC broadly applicable

to a large class of DSMs such as the CpG model [59] and the S5F model [159] of B cell

evolution. Technical supporting details of the results given in this chapter are deferred to

Appendices C, D, and E.

4.1 Background and Notation

We first introduce notation and provide examples of some well known dependent-site

models from the literature. Next, we introduce the importance sampling estimator. The

definition of the SMC sampler will be given later in Section 4.4.1.
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4.1.1 Models of DNA Evolution

Let x = (x1, . . . , xn) denote a sequence where xi P A for some alphabet A (e.g.

A = tA,G,C,Tu) of size a := | A |. Let

x̃i = (xi1 , . . . , xik/2 , xi, xik/2+1 , . . . , xik)

denote the context of site xi. The case k = 0 corresponds to an independent site model.

We assume that sites evolve according to a time-inhomogeneous CTMC, where

γ̃i(b; x̃i) = γi(b; xi)ϕ(b; x̃i) for b P A zxi (4.1)

is the (context-dependent) rate at which xi P A mutates to b, with the context-dependency

given by the multiplier ϕ : A k+1
Ñ (0, 8) and the context-independent rate by γi : A 2

Ñ

(0, 8). The subscript on the rates indicates a possible dependence on the site at which

the mutation occurs. Let γ̃i(¨; x̃i) =
ř

b‰xi
γ̃i(b; x̃i) denote the rate at which site i exits

state xi, and γ̃(¨; x) =
řn

i=1 γ̃i(¨; x̃i) the total rate at which sequence x mutates. All of our

results are stated under the standard assumption that multiple substitutions cannot occur

simultaneously, a natural one for most sequence evolution models.

Example 1: Models of DNA evolution CpG models are DSMs that have been used to

account for low observed CG frequencies across codon boundaries in lentiviral genes [69]

and mammalian genomes [29] with rates

γ̃i(b; x̃i) = γi(b; xi)λ
1CG(xi´1,xi)+1CG(xi ,xi+1), (4.2)

where λ P (0, 8) is a constant reflecting the relative bias against formation of CG pairs

across codon boundaries [88, 4, 22].

Example 2: Models of antibody maturation DSMs have been used to account for sequence-

context-dependent somatic hypermutation (SHM) patterns in affinity maturation of anti-

body sequences [151], with γi ” 1 and ϕ corresponding to a set of 45 context-dependent

rates (i.e. k = 4) estimated from data [159].
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Example 3: Structure-dependent evolution of proteins DSMs have been used to model

dependence between codons arising from sequence-structure compatibility in protein evo-

lution [116] using a codon model with context-dependent parameter

ϕ(y; x̃i) = ϕSA(y; x̃i)ϕSC(y; x̃i),

where y is a codon and ϕSA and ϕSC are measures of energetic compatibility of the encoded

amino acid with the conserved 3D protein structure, specified in terms of solvent accessi-

bility and specific intra-sequence sidechain interactions. Note that x̃i are not necessarily

contiguous in the DNA sequence, allowing for long-range dependence in sequence positions

arising from 3D structure.

Let xt = (x1(t), . . . , xn(t)) denote the state of the sequence at time t. We are interested

in the calculation of probabilities of the form

Pr(xT = y | x0 = x) = (eTQ̃)x,y := p(T,Q̃)(y | x),

where T is a fixed observation time, Q̃ the an ˆ an rate matrix defined by the context-

dependent rates (4.1) of the Markov process operating on the space of all sequences:

Q̃x,x1 =

$

’

&

’

%

γ̃i(b; x̃i) for dH(x, x1) = 1 and x1
i = b ‰ xi

´γ̃(¨; x) for dH(x, x1) = 0
0 for dH(x, x1) ą 1,

(4.3)

and (eTQ̃)x,y denotes the element of the matrix eTQ̃ corresponding to the sequences x and

y. However, direct computation of eTQ̃ is intractable as rank(Q̃) grows exponentially in n.

Alternatively, we can write p(T,Q̃)(y | x) as a marginalization over latent paths that start

in x and end in y at time T. Specifically, let

P = (m, t1, . . . , tm, s1, . . . , sm, b1, . . . , bm)

denote a path of length m, where m P t0, 1, . . .u is the number of mutations occurring along

the path, t1, . . . , tm P R+ are the times of the mutation events satisfying t0 = 0 ă t1 ă . . . ă

tm ă T, s1, . . . , sm P t1, . . . , nu the sites at which the mutations occur, and b1, . . . , bm P A

are the values of the base changes. At times, we will make the length of the path explicit
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by writing P l and letting P l denote the set of all length l paths. Let

xj := x(tj) = x(j; s1, . . . , sm, b1, . . . , bm, m) x̃j
i := x̃i(tj) = x̃i(j; s1, . . . , sm, b1, . . . , bm, m)

denote the sequence and context at site i, respectively, following the jth jump along a given

path, i.e. in the interval t P [tj, tj+1), and let ∆t(j) := tj+1 ´ tj with ∆t(m) := T ´ tm

be the inter-arrival times between jumps. Let P = Y8
l=0 P l denote the set of all such

paths. Let νl := νl
t b νl

s b νl
b, where νl

t denotes the Lebesgue measure on [0, T]l, and νl
s

and νl
b the counting measures on t1, . . . , nul and A l, respectively, and define the measure

ν(dP) :=
ř8

l=0 1l(dm)νl(dtl , dsl , dbl). Then we can write

p(T,Q̃)(y | x) =
8
ÿ

l=0

ż

P l
P(T,Q̃)(y,P | x)νl(dP l) =

ż

P
P(T,Q̃)(y,P | x)ν(dP), (4.4)

where the conditional joint density of a path from x ending in y is given by

P(T,Q̃)(y,P | x) :=

m(P)
ź

j=1

γ̃sj(bj; x̃j´1
sj )e´∆t(j´1)γ̃(¨;xj´1)

 e´∆t(m)γ̃(¨;y)
1xm=y(P), (4.5)

if the times satisfy the ordering constraint 0 ă t1 ă . . . ă tm ă T, and zero otherwise. We

let r = dH(x, y) denote the Hamming distance between x and y, and S = ti : yi ‰ xiu

denote the set of observed mutated sites. Note that (4.5) is zero unless P Q S , so each

endpoint conditioned path P contains r required jumps and m(P) ´ r extra jumps.

It follows from (4.4) that p(T,Q̃)(y | x) can be approximated by Monte Carlo integration

by sampling from the distribution

π(P | x, y) :=
P(T,Q̃)(y,P | x)

p(T,Q̃)(y | x)
.

where we have suppressed the dependence of π on T for brevity; hereafter T will be

assumed fixed. However, generating samples from the joint distribution π(P | x, y) is not

straightforward: we must sample the evolution of all n sites jointly such that the endpoint

constraint xT = y is satisfied at time T but, as noted above, constructing the rate matrix of
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the joint process on the space of all sequences (of size an) is intractable for even moderate

n. However, under an independent site model (ISM), paths can be sampled efficiently on

a site-by-site basis by specialized algorithms [60], a fact which we will take advantage of

below.

4.1.2 Importance Sampling

We define the endpoint-conditioned distribution under the ISM as follows. Let Qi =

(γi(y; x)) for x, y P A be an a ˆ a rate matrix corresponding to the CTMC at site i (see

(4.1), with ϕ ” 1). Consider the endpoint-conditioned distribution

µ(P | x, y) = µ(P)9P(T,Q)(y,P | x), (4.6)

with rate matrix Q(n) = Ia b Q(n´1) + Qn b Ian´1 where Q(1) = Q1 and Ia is the a-

dimensional identity matrix. The density P(T,Q)(y,P | x) is given by (4.5) but with ϕ ” 1.

In this case the joint density (4.5) can be factored by site. Let

P i = (mi, t1
i , . . . , tmi

i , b1
i , . . . , bmi

i )

denote the path at site i defined by P . That is, (t1
i , . . . , tmi

i , b1
i , . . . , bmi

i ) = t(tj, bj) P P :

sj = iu and mi =
řm

j=1 1(s
j = i) is the number of jumps at site i. We let P l

i denote the

set of all length l paths, and P i = Y8
l=0 P l

i be the set of all paths, at the ith site. Define

∆t
i(j) := tj+1

i ´ tj
i with ∆t

i(mi) := T ´ tmi
i . The joint density of a path at site i that begins

at xi and ends at yi is given by

P(T,Qi)(yi,P i | xi) =

 mi
ź

j=1

γi(b
j
i ; bj´1

i ))e´∆t
i (j´1)γi(¨;b

j´1
i )

 e´∆t
i (mi)γi(¨;yi)1

tb
mi
i =yiu

(P i). (4.7)

Computing the transition probability (4.4) under the ISM is straightforward:

p(T,Q)(y | x) :=
ż

P
P(T,Q)(y,P | x)ν(dP) =

n
ź

i=1

ż

P i

P(T,Qi)(yi,P i | xi)νi(dP i) (4.8)

=
n
ź

i=1

(eTQi)xi ,yi . (4.9)
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where νi(dP i) :=
ř8

l=0 1dmi(l)ν
l
i (dtl

i , dbl
i) for νl

i = νl
t b νl

b.

Similarly, letting µi(P i | xi, yi)9P(T,Qi)(yi,P i | xi) denote the endpoint-conditioned

measure for site i, we have µ = π1 ˆ . . . ˆ µn under the ISM. As noted previously, sampling

paths from the endpoint-conditioned measure µ under the ISM is also straightforward [60].

We will use samples from µ to define an importance sampling estimator of p(T,Q̃)(y | x)

under the DSM (4.4). Define the importance weight of a path P by

w(P) := P(T,Q̃)(y,P | x)/P(T,Q)(y,P | x) (4.10)

and suppose P (1), . . . ,P (N) iid
„ µ. Then an unbiased estimator of p(T,Q̃)(y | x) is given by

p̂(T,Q̃)(y | x) :=
p(T,Q)(y | x)

N

N
ÿ

i=1

P(T,Q̃)(y,P (i)
| x)

P(T,Q)(y,P (i)
| x)

= w̄(P (1:N))p(T,Q)(y | x) (4.11)

for

w̄(P (1:N)) :=
1
N

N
ÿ

i=1

P(T,Q̃)(y,P (i)
| x)

P(T,Q)(y,P (i)
| x)

. (4.12)

Our goal is to quantify the number of samples N required to guarantee that the estimator

(4.11) has relative error at most ϵ P (0, 1). To do so, we bound the χ2-divergence of µ from

π, denoted χ2(π || µ) = Varµ(π/µ) = L2(π, µ) ´ 1, where

L2(π, µ) :=
ż

P

(
π(P | x, y)
µ(P | x, y)

)2

µ(dP | x, y)

is the squared L2(µ) norm of π/µ. The variance of the estimator (4.11) is given by p2
(T,Q)(y |

x)Var(w̄) = N´1 p(T,Q̃)(y | x)2χ2(π || µ) by Chebychev’s inequality

Pµ

(
ˇ

ˇp̂(T,Q̃)(y | x) ´ p(T,Q̃)(y | x)
ˇ

ˇ ą ϵ p(T,Q̃)(y | x)
)

ď
χ2(π || µ)

Nϵ2 . (4.13)

Therefore, N = N(ϵ) = O(ϵ´2L2(π, µ)) samples from µ suffice. Let

N‹(ϵ) = inftN : Pµ

(
|p̂(T,Q̃)(y | x) ´ p(T,Q̃)(y | x)| ą ϵ p(T,Q̃)(y | x)

)
ě 3/4u.

be the smallest sample size required to obtain an ϵ-relative error estimate of p(T,Q̃)(y |

x) with probability at least 3/4. Note that the L2 distance is related to the (squared)
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coefficient of variation of the importance weights under µ:

L2(π, µ) =

ş

P w2(P)µ(P | x, y)ν(dP)(ş
P w(P)µ(P | x, y)ν(dP)

)2 = Eµ[w2(P)]/
(
Eµ[w(P)]

)2 . (4.14)

In addition, by Jensen’s inequality we have

DKL(π || µ) = Eπ[log(π/µ)] ď log (Eπ[π/µ]) = log(L2(π, µ)). (4.15)

Chatterjee and Diaconis [17] proved upper and lower bounds on the mean absolute error

for general importance sampling estimators in terms of DKL(π || µ), showing that N‹

necessarily grows exponentially in DKL(π || µ). We apply this result by providing a lower

bound on DKL(π || µ) to obtain a lower bound on N˚ of matching order to our upper

bound on the right-hand side of (4.15), showing that this bound is tight.

4.2 Main Results

We now state the main results of the paper; supporting results are established in the

following sections. The first main result concerns the sample complexity of the importance

sample. It is obtained by establishing a bound on the χ2-divergence between the endpoint-

conditioned distribution over paths under a DSM (π) and the same distribution under the

corresponding ISM (µ), which will grow as a function of the problem size (sequence length)

n. As we will see, the number of observed mutations r = dH(x, y) and the time interval T

play important roles; thus we must also consider the relative growth of r(n) and T(n) as n

increases. We will adopt the following assumption, the justification for which is provided

below:

Assumption 2. The time interval T(n) = O( r(n)
n ) and the observed mutation count r(n) =

O(n
1
2 ).

We can now state our first theorem:

Theorem 4. Let ϕ‹ = ϕmax/ϕmin denote the ratio of the largest and smallest context-dependent

multipliers. For endpoint-conditioned independent-site process µ and dependent-site process π
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defined in Section 4.1, there exists a constant c P (0, 8) such that

χ2(π || µ) ď ϕ2r
‹ exp

(
c(k, ϕ‹) ¨ (rT + (n ´ r)T2)

)
´ 1,

for c(k, ϕ‹) = O(ϕ
4(k+1)
‹ ) and consequently under Assumption 2, the importance sampling esti-

mator (4.11) with

N‹(ϵ) = O(ϕ2r
‹ ec1(k,ϕ‹)ϵ´2)

for ϵ P (0, 1) and constant c1(k, ϕ‹) = O(ϕ
4(k+1)
‹ ) provides a randomized approximation scheme

for p(T,Q̃)(y | x).

The proof of Theorem 4 is given in Section 4.3.2. Theorem 4 says that, for T = O(r/n),

the required sample size (and hence runtime) of the importance sampler to approximate the

marginal sequence likelihood is at most exponential in the number of observed mutations

r when r2 ď n. Theorem 4 thus establishes that the importance sampler is substantially

more efficient than, for example, rejection sampling or matrix exponentiation when r ! n

and T = O(r/n).

The assumption r(n) = O(n
1
2 ) is reasonable in situations where x and y are close in

evolutionary distance (share a recent common ancestor, or correspond to highly conserved

regions of the genome). This assumption ensures that the mutational process is far from

equilibrium so that T can be reliably estimated [16, 99, 100] (for example, under the JC69

model [72], the MLE of T does not exist if r(n) ą 3n/4). In many applications (e.g.

genomic sequences) n is very large, but the fraction of sites with observed mutations is

low.

The efficiency of the importance sampler depends critically on the assumption that

T = O(r/n), i.e. that T not be too far from r/n. Because T and mutation rates are not

simultaneously identifiable, rate matrices are commonly scaled to one expected substitution

per site per unit time, making r/n – a well known measure of genetic distance often called

the p-distance – a natural estimate of T. However under DSMs, estimators of T such as the

maximum likelihood estimate (MLE) or posterior mean are not available in closed form and
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require iterative optimization or MCMC sampling, with the marginal likelihood evaluated

at each iteration. The following result shows that values of T far from r/n – by a factor

of log(n) or greater – can be safely omitted from consideration in such algorithms without

compromising their accuracy, under any “reasonable” prior distribution. Specifically, let

η0(T) be a prior distribution on T, and denote the corresponding posterior distribution of

T under the DSM by

η(t | y) :=
p(t,Q̃)(y | x)η0(t)

ş

p(t,Q̃)(y | x)η0(t)dt
.

We abuse notation slightly to let η denote both the probability measure and its density.

The following result is proven in Appendix B.

Theorem 5. Let J := ((1 ´ ϵ) r
n , (1 + ϵ) r

n ) for ϵ P (0, 1) and assume r log(n)
n = o(1). There

exists a constant c(ϵ) P (0, 8) and corresponding interval

I :=
(

0,
c(ϵ)r log(n)

n

)
(4.16)

such that for n sufficiently large

η(Ic | x, y) ď e´c1(ϵ)r log(n),

with c1(ϵ) P (0, 8) a constant, provided η0(J) does not decay exponentially in r.

See Appendix B for details. Theorem 5 says that the posterior probability that T lies

outside the interval I is exponentially small, so long as the prior is not pathological (i.e.

concentrates mass on Ic in a way that increases with data size overwhelm the signal in the

data). As a result, procedures for posterior sampling or iterative optimization of T during

phylogenetic inference need not consider values of T larger than O(r log(n)/n). Note that

this does not quite match the T = O(r/n) requirement of Theorem 4, due to the log(n)

term appearing in (4.16); we suspect that this term is unnecessary, but have not yet been

able to remove it. However, Appendix B shows that the log(n) factor can be removed

for ISM models with constant mutation rates (e.g. JC69 model). We suspect this can
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be extended to DSMs, but this appears to be non-trivial. As such, Theorem 5 should be

considered as an incomplete justification for Assumption 2.

Our next result, established in Section 4.3.3, shows that the upper bound in Theorem 4

is tight by establishing a matching lower bound :

Theorem 6. There exist T‹ = O(r/n) and sequences x‹ and y‹, such that under the CpG model

with rates (4.2):

DKL(π || µ) = Θ(r).

The proof of Theorem 6 is given in Section 4.3.3, with supporting details in Appendix D.

Chatterjee and Diaconis [17] provide conditions under which N‹(ϵ) must grow exponen-

tially in DKL(π || µ). Hence, their result together with Theorem 6 indicates that ex-

ponential growth in r is also necessary whenever log(π(P)/µ(P)) concentrates around

DKL(π || µ) under π. However, despite the exponential growth of the lower bound pro-

vided by Theorem 6, we show in Section 4.3.4 that practical values of N‹(ϵ) may still be

obtained even in this worst case.

Finally, we show that extending the importance sampling approach to a sequential

Monte Carlo (SMC) sampler can significantly reduce the computational complexity to be

exponential in the size of the largest contiguous block of observed mutations, denoted r‹,

which in practice is often significantly smaller that r. More precisely, let I = tI1, . . . , IBu

be a partition of the sites t1, . . . , nu into B blocks with non-overlapping contexts; we refer

to such a partition as a block-partition. Let rIj denote the number of sites in Ij with an

observed mutation and let r‹(I ) := maxj rIj . For the SMC algorithm given in Section 4.4,

we obtain the following result for nearest neighbor models such as the CpG model and the

S5F model [159] of somatic hypermutation:

Theorem 7. Suppose each site i depends on its immediate k/2 neighbors to the left and right, and

Assumption 2 holds. Then the marginal sequence likelihood p(T,Q̃)(y | x) can be approximated

with ϵ-relative error in time

O(exp(c ¨ min
I

r‹(I ))), (4.17)
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with c P (0, 8) a constant.

Theorem 7 says that SMC provides a significant improvement in computational com-

plexity compared to the importance sampler. Indeed, we show that SMC provides a fully

polynomial randomized approximation scheme (FPRAS) for the worst-case CpG model

problem used to establish the exponential lower bound for the importance sampler in The-

orem 4, thus providing an exponential speed-up in runtime.

4.3 Importance Sampling Results

In this section we provide bounds for the importance sampler which give rise to The-

orems 4 and 6. We begin by providing an overview of the proof strategy in Section 4.3.1.

The proofs of the upper and lower bounds are given in Sections 4.3.2 and 4.3.3, respectively.

Finally, in Section 4.3.4 we show how practical estimates can be obtained for a CpG model.

4.3.1 Approach

Theorems 4 and Theorem 6 are proved by establishing a connection between P and

Sym(S), the symmetric group on S the set of observed mutation sites. Specifically, let

s(P) = (s1, . . . , sm(P)) be the set of sites mutated on the path P and b(P) = (b1, . . . , bm(P))

the corresponding base changes, and for P P P define

Φ(s(P), b(P)) :=
m(P)
ź

j=1

ϕsj(bj; x̃j´1
sj ). (4.18)

Recall that at least r = |S | = dH(x, y) jumps must occur among any path satisfying

the endpoint constraint x(T) = y. Hence, for any path P r of length exactly r, we have

s(P r) P Sym(S) and

Φ(s(P r), b(P r)) = Φ(s(P r)) =
r
ź

j=1

ϕsj(ysj ; x̃j´1
sj ). (4.19)

In other words, paths of length r correspond to permutations of the order of the observed

mutations, and Φ can be viewed as a function defined over Sym(S) instead of P. At

times we will simply write Φ(sr) for sr P Sym(S). Normalizing (4.19) yields a probability
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measure on Sym(S):

Φ̃(sr) :=
Φ(sr)

ř

s̃rPSym(S) Φ(s̃r)
=

Φ(sr)

Zr
Φ

, (4.20)

where Zr
Φ :=

ř

s̃rPSym(S) Φ(s̃r) is the normalizing constant of Φ̃. Under the ISM (ϕ ” 1)

(4.20) is the uniform measure on Sym(S), which we denote as US . We will show that

L2(π, µ) ď exp
(
rTc + (n ´ r)T2c1

)
L2(Φ̃, US ) (4.21)

for constants c, c1 P (0, 8). Theorem 4 will follow as a special case of this result. The expo-

nential term on the right-hand side of (4.21) can be interpreted as the increase in variability

of the importance weights due to the m(P) ´ r extra jumps. Indeed, establishing (4.21) is

non-trivial precisely because the number of extra jumps is unbounded. We address this by

establishing a key bound on the MGF of m(P) under µ in Appendix C. To complement

(4.21), we also give a specific choice of sequences (x‹, y‹) which, evolving under the CpG

model, serves to establish a corresponding lower bound :

DKL(π || µ) = Ω(DKL(Φ̃ || US )).

Applying Jensen’s inequality and combining these upper and lower bounds then yields

log(L2(π, µ)) = Θ(log(L2(Φ̃, US ))).

The connection between L2(π, µ) and L2(Φ̃, US ) is made by observing that P can be

partitioned into equivalence classes defined by an equivalence relation „ on P, such that

P „ P 1 if the two paths agree on the order in which the final jumps among sites in S occur.

Let P [i] denote the ith equivalence class and sr
i P Sym(S) the permutation associated with

P [i]. For example, in the case of length r paths we obtain

Pr
X P [i] = tP : m(P) = r, (s1, . . . , sr) = sr

i , (b
1, . . . , br) = (ys1 , . . . , ysr)u,

with paths in Pr
X P [i] differing only by jump times, with jump order given by sr

i . We

can write Eµ[w2] in terms of the resulting r! equivalence classes as follows:

ż

P
w2(P)µ(dP) =

r!
ÿ

i=1

ż

Pr
[i]

w2(P r)µ(dP r)

1 +

ř

mąr
řr!

i=1
ş

Pm
[i]

w2(P)µ(dP)
řr!

i=1
ş

Pr
[i]

w2(P r)µ(dP r)

 (4.22)
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The term
řr!

i=1
ş

Pr
[i]

w2(P r)µ(dP r) can be viewed as the variance of Φ(s(P r), b(P r)) across

the r! possible orderings in which the required jumps occur. Indeed, in Appendix C.1 we

show that under Assumption 2 there exist constants 0 ă c ă c1 such that

Pµ (c ¨ Φ(s(P r), b(P r) ď w(P r) ď c1 ¨ Φ(s(P r), b(P r))) = 1.

The bracketed term in (4.22) can be viewed as an “inflation” in this variance due to the

presence of extra jumps. Controlling this inflation is critical and, as mentioned above,

we do so by bounding the MGF of m(P) under µ; the exponential term in (4.21) is the

resulting bound. A similar lower bound on the weights is obtained by noting(
ż

P
w(P)µ(dP)

)2

ě

(
r!
ÿ

i=1

ż

Pr
[i]

w(P)µ(dP)

)2

(4.23)

As we will show, combining (4.22) and (4.23) will lead to the upper bound (4.21) involving

L2(Φ̃, US ).

4.3.2 Proof of Theorem 4

We prove a general upper bound on χ2(π || µ), from which Theorem 4 follows as a

special case. Some supporting details are deferred to Appendix C. Denote the largest and

smallest context-dependent rate multipliers by

ϕmax = max
x̃PA k+1

max
yPA ztxu

ϕ(y; x̃) ϕmin = min
x̃PA k+1

min
yPA ztxu

ϕ(y; x̃),

where the outer max and min are over possible size k contexts x̃ = (x1, . . . , x, . . . , xk).

Similarly, let

γmax = max
iPt1,...,nu

max
xPA

max
yPA ztxu

γi(y; x) γmin = min
iPt1,...,nu

min
xPA

min
yPA ztxu

γi(y; x)

be the largest and smallest ISM rates across all sites, and

γ̃max := max
iPt1,...,nu

max
x̃PA k+1

max
yPA ztxu

γ̃i(b; x̃) γ̃min := min
iPt1,...,nu

min
x̃PA k+1

min
yPA ztxu

γ̃i(b; x̃)

be bounds on the largest and smallest rates under the DSM. Let

∆γ̃(j) := ∆γ̃(j;P) = γ̃(¨; xj) ´ γ̃(¨; xj´1)

∆γ(j) := ∆γ(j;P) = γ(¨; xj) ´ γ(¨; xj´1)
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denote the change in sequence mutation rate following the jth jump along path P . Observe

that we can express exponential term in the path density (4.5) as

e´
řm(P)

j=1 ∆t(j´1)γ̃(¨;xj´1) = e
řm(P)

j=1 tj∆γ̃(j)e´Tγ̃(¨;y). (4.24)

Therefore, for P drawn from µ, the importance weight (4.10) can be written

w(P) = Φ(s(P), b(P))e´T(γ̃(¨;y)´γ(¨;y))e
řm(P)

j=1 tj(∆γ̃(j)´∆γ(j)) (4.25)

and since e´T(γ̃(¨;y)´γ(¨;y)) is constant we have

L2(π, µ) = Eµ[w2(P)]/
(
Eµ[w(P)]

)2
= Eµ[w̃2(P)]/

(
Eµ[w̃(P)]

)2 , (4.26)

where

w̃(P) = Φ(s(P), b(P))eψ̃(s(P),b(P))´ψ(s(P),b(P)),

and

ψ̃(s(P), b(P)) :=
m(P)
ÿ

j=1

tj∆γ̃(j) ψ(s(P), b(P)) :=
m(P)
ÿ

j=1

tj∆γ(j)

We first bound w̃(P) from above and below by a function that depends only on m(P),

s(P), and b(P). To do so we use the following result, proven in Appendix C, which bounds

the change in the sequence mutation rates uniformly.

Lemma 8. Let q = a ´ 1 and define

δ := q(γmax ´ γmin) and δ̃ := q(k + 1)(γ̃max ´ γ̃min).

Then the following statements hold for the random variables ∆γ̃(j) and ∆γ(j):

1. Pµ(|ψ̃(s(P), b(P))| ď m(P)Tδ̃) = 1

2. Pµ(|ψ(s(P), b(P))| ď m(P)Tδ) = 1

3. Pµ(|ψ̃(s(P), b(P)) ´ ψ(s(P), b(P))| ď m(P)T(δ̃ + δ)) = 1.

Using Lemma 8 we obtain the following bound on w̃(P), again for P drawn from µ.

Lemma 9.

Pµ

(
Φ(s(P), b(P))e´m(P)T(δ̃+δ) ď w̃(P) ď Φ(s(P), b(P))em(P)T(δ̃+δ)

)
= 1. (4.27)
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The proof follows immediately by Lemma 8 and is given in Appendix C. We now apply

Lemmas 8 and 9 to obtain the following lower bound on Eµ[w̃(P)] in the denominator of

(4.26). Note that the bound involves

pr = Pµ(m(P) = r | x, y), (4.28)

the probability of exactly r mutations occurring in the transition from x to y under the

ISM; we provide an explicit lower bound on this quantity in Lemma 13 below.

Lemma 10. The following lower bound holds:

Eµ[w̃(P)] ě e´rT(δ̃+3δ)pr
Zr

Φ
r!

.

To prove Lemma 10, recall that P is the set of all paths from x to y, and recall that

the expectation of a measurable function f : P Ñ R can be expressed as a summation

over the equivalence classes P [1], . . . , P [r!] defined in Section 4.3.1:

Eµ[ f (P)] =
r!
ÿ

i=1

ż

P [i]

f (P)µ(dP).

In particular, since Φ(P) = Φ(s(P), b(P)) depends only on the site and base changes for

Φ(s(P), b(P)) defined in (4.18), Φ is constant over P [i] X Pr (since for any P r
P P [i] X Pr

we have b(P r) = (ysr
i (1)

, . . . , ysr
i (r)

) := ysr
i
and s(P r) = sr

i ) and therefore since Φ ą 0:

Eµ[Φ(P)] ě Eµ[Φ(P)1(m(P) = r)] =
r!
ÿ

i=1

ż

P [i] X Pr
Φ(s(P), b(P))µ(dP)

=
r!
ÿ

i=1

Φ(sr
i , ysr

i
)

ż

P [i] X Pr
µ(dP) (4.29)

= pr

r!
ÿ

i=1

Φ(sr
i , ysr

i
)µ|r(P [i]), (4.30)

where µ|r(B) denotes the restriction of the ISM to paths of length r, defined as µ|r(B) :=

µ(B X Pr)/µ(Pr) for B Ă P. Lemma 10 will follow by combining Lemmas 8 and 9.
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Proof. As in (4.30), we write Eµ[w̃(P)] =
řr!

i=1
ş

P [i]
w̃(P)µ(dP) and apply Lemma 9 to

obtain

Eµ[w̃(P)] ě e´rT(δ̃+δ) Eµ[Φ(P)] ě e´rT(δ̃+δ)pr

r!
ÿ

i=1

Φ(sr
i , ysr

i
)µ|r(P [i]). (4.31)

By Lemma 8 the restricted density µ|r(P r) ě e´r(2δT+log T) since

µ|r(P r) =

śr
j=1 γsj(bj; xj´1

sj )e
řr

j=1 tj∆γ(j)

ş

Pr
śr

j=1 γsj(bj; xj´1
sj )e

řr
j=1 tj∆γ(j)ν(dP)

=
e
řr

j=1 tj∆γ(j)

ş

Pr e
řr

j=1 tj∆γ(j)ν(dP)
ě

e´2rTδ

ş

Pr ν(dP)
=

e´2rTδ

r! ¨ Tr

r!

.

The second equality follows since
śr

j=1 γ(bj; xj´1) is invariant under permutations due to

site independence, and the last equality uses
ş

0ăt1ă...ătrăT dt1 . . . dtr = Tr/r!. It follows

that

µ|r(P [i]) =

ż

P [i] X Pr
µ|r(P)dν(P) ě T´re´2rTδ

ż

0ăt1ă...trăT
dt1 . . . dtr =

e´2rTδ

r!
. (4.32)

The stated bound follows by combining (4.31) and (4.32) since Φ(sr
i , ysr

i
) ” Φ(sr

i ):

E[w̃(P)] ě e´rT(δ̃+3δ)pr
Zr

Φ
r!

.

Lemma 10 provides a lower bound on Eµ[w̃(P)] in the denominator of (4.26). We will

now obtain an upper bound on Eµ[w̃2(P)] in the numerator of (4.26).

Lemma 11. Let θ = γ3
‹ϕ

2(k+1)
‹ ϕ2

maxe2T(δ̃+2δ). The following bound holds:

Eµ[w̃2(P)] ď e2rT(δ̃+2δ) Eµ[θ
m(P)´r]

ÿ

srPSym(S)

Φ2(sr)

r!
.

Note that the bound involves an expectation of the form Eµ[cm(P)] for some constant

c P (0, 8) that does not depend on P , effectively the MGF of m(P); Lemma 13 below

provides an explicit upper bound on this expectation.
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Proof. The proof of Lemma 11 is similar to that of Lemma 10 in that we will decompose

Eµ[w̃2(P)] into a sum over the equivalence classes P [1], . . . , P [r!] and find constants c, c1 P

(0, 8) that depend on Q̃, and Q such that

Eµ[w̃2(P)] =
r!
ÿ

i=1

ż

P [i]

w̃2(P)µ(dP) (4.33)

=
r!
ÿ

i=1

ż

P [i]

Φ2(s(P), b(P))e2(ψ̃(s(P),b(P))´ψ(s(P),b(P)))µ(dP)

ď

r!
ÿ

i=1

Φ2(sr
i )Eµ|Pi

[Φ2(s(P), b(P))

Φ2(sr
i )

e2Tm(P)(δ̃+δ)
]
. (4.34)

with the inequality coming from Lemma 8. Now for P P P [i] we have

Pµ

(
Φ(s(P), b(P))

Φ(sr
i )

1P [i]
(P) ď (ϕ

(k+1)
‹ ϕmax)

m(P)´r
1P [i]

(P)

)
= 1. (4.35)

To see this, note that each m(P) ´ r additional mutation along a path P has rate no larger

than ϕmax, and can change the context of at most k + 1 sites under the DSM. Applying this

to (4.34) gives

Eµ[w̃2(P)] ď e2rT(δ̃+δ)
r!
ÿ

i=1

Φ2(sr
i )

ż

P [i]

[
ϕ
(k+1)
‹ ϕmaxeT(δ̃+δ)

]2(m(P)´r)
µ(dP). (4.36)

To complete the proof, we will need to bound the integral on the right-hand side of (4.36);

this is provided by the following additional Lemma. Note that the integral in (4.36) cor-

responds to a bound on the increase in variance of Φ(s(P), b(P)) due to extra jumps as

discussed in Section 4.3.1 (see the expansion (4.22) of Eµ[w2]). The following lemma is key

to bounding this inflation factor.

Lemma 12. Let c P (0, 8) be a constant and γ‹ := γmax/γmin the ratio of the largest to smallest

ISM rates. Then
ż

P [i]

cm(P)µ(dP) ď

ż

P [j]

cm(P)γ
3(m(P)´r)
‹ e2m(P)Tδµ(dP) for i ‰ j.
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Proof. Recall µ(P)9 P(T,Q)(y,P | x) and

P(T,Q)(y,P | x) =

m(P)
ź

j=1

γsj(bj; xj´1
sj )

 e´Tγ(¨;y)e
řm(P)

j=1 tj∆γ(j),

for m(P) ě r and zero otherwise, where e´Tγ(¨;y) is a constant. Therefore, it suffices to

show
ż

P [i]

cm(P) f (P)g(P)ν(dP) ď

ż

P [j]

cm(P)γ
3(m(P)´r)
‹ e2m(P)Tδ f (P)g(P)ν(dP) for i ‰ j,

where

f (P) :=
m(P)
ź

j=1

γsj(bj; xj´1
sj ) g(P) := e

řm(P)
j=1 tj∆γ(j) = eψ(s(P),b(P)).

Let Γ := f (P r) denote the value of f for any length r path (which is invariant under

orderings). Since each of the m(P) ´ r additional mutations along a path P contributes a

multiple of at least γmin but at most γmax, and can change the context of at most one site

(its own) under the ISM, we get

Pµ

(
(γ´1

‹ γmin)
m(P)´r ď

f (P)

Γ
ď (γ‹γmax)

m(P)´r
)
= 1. (4.37)

Combining this with Lemma 8 gives

Pµ

(
(γ´1

‹ γmin)
m(P)´re´Tm(P)δ ď

f (P)g(P)

Γ
ď (γ‹γmax)

m(P)´reTm(P)δ

)
= 1. (4.38)

Applying (4.38) twice yields
ż

P [i]

cm(P) f (P)g(P)ν(dP) ď Γ
8
ÿ

m=r
cm(γ‹γmax)

m´reTmδ

ż

Pm
1P [i]

(Pm)ν(dPm)

= Γ
8
ÿ

m=r
cm(γ‹γmax)

m´reTmδ

ż

Pm
1P [j]

(Pm)ν(dPm)

ď

ż

P [j]

cm(P)γ
3(m(P)´r)
‹ e2Tm(P)δ f (P)g(P)ν(dP),

where the middle equality
ş

Pm 1P [i]
(Pm)ν(dPm) =

ş

Pm 1P [j]
(Pm)ν(dPm) follows by

symmetry.
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With Lemma 12 in hand, we are now ready to complete the proof of Lemma 11.

Proof. (Lemma 11, cont’d) Note that for any constant c P (0, 8) we have by Lemma 12

ż

P [i]

cm(P)µ(dP) =
1
r!

r!
ÿ

j=1

ż

P [i]

cm(P)µ(dP) ď
1
r!

r!
ÿ

j=1

ż

P [j]

cm(P)γ
3(m(P)´r)
‹ e2m(P)Tδµ(dP)

=
1
r!

Eµ[cm(P)γ
3(m(P)´r)
‹ e2m(P)Tδ].

Setting
(
ϕ
(k+1)
‹ ϕmaxeT(δ̃+δ)

)2 and combining with (4.36) gives the stated bound:

Eµ[w̃2(P)] ď e2rT(δ̃+2δ) Eµ[θ
m(P)´r]

r!
ÿ

i=1

Φ2(sr
i )

r!
,

where we recall that θ = γ3
‹ϕ

2(k+1)
‹ ϕ2

maxe2T(δ̃+2δ).

The following lemma, which is proved in Appendix C.1, will be used to obtain explicit

lower and upper bounds on the quantities pr and E[θm(P)´r], respectively, that appear in

Lemmas 10 and 11.

Lemma 13. Let θ P R and c = γ2
max/γminq2eTq(γmax´γmin). Then

Eµ[θ
m(P)] ď θr exp

(
rTθc exp(Tqθ) + (n ´ r)T2θ2cγmin exp(Tqθ)

)
.

In addition, the following lower bound on pr given in (4.28) holds

pr ě exp
(
´rTc exp(Tqγmax) ´ (n ´ r)T2c exp(Tqγmax)γmin

)
.

We now plug the bounds from Lemma 13 into the bounds obtained in Lemmas 10 and

11 to prove the following result relating L2(π, µ) and L2(Φ̃, US ). Theorem 4 follows as a

special case.

Theorem 8. Let θ = γ3
‹ϕ

2(k+1)
‹ ϕ2

maxe2T(δ̃+2δ) and

c =
γ2

max
γmin

q2eTq(γmax´γmin)[θeTqθ + 2eTqγmax ] + 2(2δ̃ + 5δ)

c1 = γ2
maxq2eTq(γmax´γmin)[θ2eTqθ + 2eTqγmax ].
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Then the follow upper bound holds:

L2(π, µ) ď exp
(
rTc + (n ´ r)T2c1

)
L2(Φ̃, US ).

In particular, under Assumption 2, the importance sampling estimator with

N(ϵ) = O(ϵ´2L2(Φ̃, US ))

for ϵ P (0, 1) provides a randomized approximation scheme for p(T,Q̃)(y | x).

Proof. Applying Lemmas 10 and 11 together with (4.26) gives us

L2(π, µ) ď e2rT(2δ̃+5δ) Eµ[θm(P)´r]

p2
r

L2(Φ̃, US ).

Applying Lemma 13 gives us the stated bound:

e2rT(2δ̃+5δ) Eµ[θm(P)´r]

p2
r

L2(Φ̃, US ) ď exp
(
rTc + (n ´ r)T2c1

)
L2(Φ̃, US ). (4.39)

Theorem 4 follows immediately from Theorem 8 by taking a uniform bound over the

context-dependent rates:

Proof. (Theorem 4) Apply Theorem 8 and note

L2(Φ̃, US ) =

ř

srPSym(S)
Φ2(sr)

r!

(
ř

s̃rPSym(S)
Φ(s̃r)

r! )2
ď ϕ2r

‹ .

4.3.3 Proof of Theorem 6

We now prove Theorem 6. Supporting details are given in Appendix D. Consider

the sequences x‹ = T-(TCAT)rI -T and y‹ = T-(TTGT)rI -T composed of repeating subse-

quences. As seen in Figure 4.1, the observed mutations make up a set of rI(n) := r(n)/2

repeating islands, each of size 2.
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x‹ = T ... T C A T T C A T ... T C A T ... T

1 2 rI

y‹ = T ... T T G T T T G T ... T T G T ... T

1 2 rI

FIGURE 4.1: Endpoint sequences used to establish lower bounds on KL(π}µ). Note the rI
islands corresponding to each (C, A) pair mutating to a (T, G) pair.

Definition 2 (Island problem). For the sequences given in Figure 4.1, consider x‹ evolving to

y‹ under the CpG model (4.2) with context-dependent rates given by

γ̃(b; x̃i) = γ(b; xi)λ
1CG(xi´1,xi)+1CG(xi ,xi+1) (4.40)

with γ(b; b1) ” 1 for b, b1 P tA, G, C, Tu and λ P (1, 8). Approximate p(T,Q̃)(y
‹ | x‹).

For the island problem µ is the JC69 model [72] with unit substitution rate, and CpG

pairs exhibit an increased mutation rate. In each island, the pair of observed mutations

can occur in one of two orders in paths of length r: one order produces a CpG-type mu-

tation event, while the other does not (see Figure 4.2). Theorem 4 (under Assumption 2)

gives

χ2(π || µ) = O(λ2r(n)). (4.41)

Consequently, N‹ = O(ϵ´2λ2r(n)) samples are sufficient to obtain an ϵ-relative error esti-

mate of the marginal likelihood. We now establish a corresponding lower bound for this

problem when T(n) = Θ(r(n)/n) and r(n) ď n
1
3 , by showing

DKL(π || µ) = Ω(r(n)). (4.42)

(Recall that this implies log(χ2(π || µ)) = Θ(r(n)) by (4.41) and Jensen’s inequality.) We

will obtain (4.42) using the following lemma, which establishes a key connection between

DKL(π || µ) and DKL(Φ̃ || US ).

Lemma 14. If T(n) = Θ( r(n)
n ) and r(n) ď n

1
3 , then for the island problem

DKL(π || µ) = Ω
(
DKL(Φ̃ || US )

)
.
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C ATime
´0

´T

1

1

T G

(a): An example of an island path with the left
site mutating before the right site.

C ATime
´0

´T

λ

1

T G

(b): An example of an island path with the right
site mutating before the left site.

FIGURE 4.2: Possible orderings for a length 2 path within an island, with mutation events
labeled by their corresponding rates. The sites immediately to the left and right of an
island are both T’s (see Figure 4.1).

The proof of Lemma 14 is given in Appendix D.3. We now compute DKL(Φ̃ || US )

exactly and establish (4.42). First observe that since there are only two orderings at a

given island (see Figure 4.2), each occurring with equal probability under US , we have

that Φ(sr) P t0, λ, λ2, . . . , λrI u and

PUS (Φ(sr) = λj) =
1

2rI

(
rI

j

)
. (4.43)

Similarly, by the definition of Φ̃

PΦ̃(Φ(sr) = λj) =

(
rI

j

)(
λ

1 + λ

)j ( 1
1 + λ

)rI´j

. (4.44)

That is, the number of islands which are ordered as in Figure 4.2(b) is binomially dis-

tributed under both the DSM and ISM models, with success probabilities λ/(1 + λ) and

1/2, respectively. For λ P (1, 8), these two binomial distributions diverge as rI grows.

This is formalized in Lemma 15, which requires the following identity:

Proposition 4. For any N P t0, 1, 2, . . .u and λ ą 0:

N
ÿ

i=0

iλi
(

N
i

)
=

λN(1 + λ)N

2
.

The proof is given in Appendix D.
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Lemma 15. For the island problem, there exists a constant c(λ) such that

DKL(Φ̃ || US ) ą r(n)c(λ).

Proof. By (4.43) and the binomial theorem

EUS [Φ(sr)] =
1

2rI

rI
ÿ

j=0

(
rI

j

)
λj =

(
1 + λ

2

)rI

.

Next, we have again by (4.43)

DKL(Φ̃ || US ) = EUS

[
Φ̃(sr)

US (sr)
log
(

Φ̃(sr)

US (sr)

)]

= EUS

[
log
(

Φ(sr)

EUS [Φ(sr)]

)
Φ(sr)

EUS [Φ(sr)]

]

=
rI
ÿ

i=0

(
rI

i

)
log
(

λi

((1 + λ)/2)rI

)
λi

(1 + λ)rI

=
log(λ)
(1 + λ)rI

rI
ÿ

i=0

iλi
(

rI

i

)
´ rI log((1 + λ)/2).

Finally, by Proposition 4

log(λ)
(1 + λ)rI

rI
ÿ

i=0

iλi
(

rI

i

)
´ rI log

(
1 + λ

2

)
= rI log(λ)

[
λ

2
´

log
( 1+λ

2

)
log(λ)

]
ą rc(λ)

for some c(λ) ą 0 since the function λ/2 ´ log
( 1+λ

2

)
/ log(λ) is continuous and monotone

increasing in λ P (1, 8).

Theorem 6 now follows by combining the upper bound on χ2(π || µ) given in Theo-

rem 4 with the lower bound on DKL(π || µ) given in Lemma 14.

Proof. (Theorem 6) First note that by Jensen’s inequality

DKL(π || µ) =

ż

P
log(π(P)/µ(P))π(dP) ď log

(
ż

P
(π(P)/µ(P))π(dP)

)
= log(χ2(π || µ) + 1).

61



By assumption (Lemma 14), T(n) = Θ(r(n)/n) and r(n) ď n
1
3 , satisfying Assumption 2.

Consequently, by Theorem 4 there exists a constant c ą 0 such that

DKL(π || µ) ď log(χ2(π || µ) + 1) = log(L2(π, µ)) ď r(n)c = O(r(n))

Conversely, Lemmas 14 and 15 imply that

DKL(π || µ) = Ω
(
DKL(Φ̃ || US )

)
= Ω(r(n)).

Consequently, DKL(π || µ) = Θ(r(n)).

4.3.4 Model-Specific Improvements: the JC69+CpG Model

The bound on χ2(π || µ) given in Theorem 4 holds for any pair of sequences under

arbitrary context-dependence. However, in some cases the resulting bounds on N‹(ϵ)

can be impractically loose; here we show how the argument may be tightened by taking

advantage of the context-dependency structure specific to a given DSM, yielding sharper

bounds on χ2(π || µ). We compare the bounds obtained with numerical results from

simulation experiments. Consider the JC69+CpG model studied in [59], where µ is given

by the JC69 model:

γ̃i(b; x̃i) =
1
3

λ1CG(xi´1,xi)+1CG(xi ,xi+1). (4.45)

so (Qi)b,b = ´1 for all i and all b P A . We now revisit the arguments in Section 4.3 to

demonstrate how a tighter bound on L2(π, µ) may be obtained for this model. We first

show that constants appearing in the bounds in Lemmas 10 and 11 can be improved:

Proposition 5. Consider the JC69+CpG model (4.45) and let

θCG := max(λ´2, λ2)e4T max(1´λ,λ´1)

Then

L2(π, µ) ď e8rT maxt1´λ,λ´1u
Eµ[θ

m(P)´r
CG ]

p2
r

L2(Φ̃, US ).

The upper bound in Proposition 5 can be significantly tighter than the bound in The-

orem 8 (see (4.39)). For example, θCG is much smaller than the quantity θ defined in
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Lemma 11 since for the model (4.45) if λ ą 1

θ = γ3
‹ϕ

2(k+1)
‹ ϕ2

maxe2T(δ̃+2δ) = λ6e12T(λ´1).

In Proposition 6 below we show how the upper bound in Proposition 5 can be computed

exactly for this model and compare the bound to numerical estimates of L2(π, µ).

Proof. Recall that δ = q(γmax ´ γmin) and δ̃ = q(k + 1)(γ̃max ´ γ̃min) in Lemma 8 are uni-

form bounds on the change in overall sequence mutation rate after a single substitution,

under the ISM (JC69) and DSM (JC69+CpG) models, respectively. Under (4.45), δ = 0

since the JC69 rates are constant. A sharper δ̃ can be obtained by noting that, in place of

Lemma 8

Pµ (|ψ̃(s(P), b(P))| ď 2m(P)T maxt1 ´ λ, λ ´ 1u) = 1. (4.46)

since the change in the number of CG pairs from x(tj) to x(tj+1) is at most one (a single

mutation can result in the net creation or removal of at most one CG pair). Thus the exit

rate of at most two sites can change, leading to the uniform bound:

|γ̃(¨; x(tj)) ´ γ̃(¨; x(tj+1))| ď 2 maxt1 ´ λ, λ ´ 1u.

Since this holds for “extra” mutations as well, we also have

Pµ

(
Φ(s(P), b(P))1P [i]

(P)

Φ(sr
i )

ď maxtλ´(m(P)´r), λm(P)´ru1P [i]
(P)

)
= 1. (4.47)

which provides an improvement on (4.35). Plugging (4.46) and (4.47) into the proofs of

Lemma 10 and 11 in place of (4.34) and (4.35) yields the stated bound.

The terms in the bound of Proposition 5 can be computed exactly. By site independence

we have

Eµ[θ
m(P)´r
CG ] =

1
θr

CG

n
ź

i=1

Eµi [θ
m(P i)
CG ] pr =

ź

iPS
Pµi(m(P i) = 1)

ź

iRS
Pµi(m(P i) = 0).

(4.48)

and under µi, the distribution of m(P i) is available in closed form:

Pµi(m(P i) = j) =
e´T T j

j! Rj
xi ,yi

p(T,Qi)(yi | xi)
, (4.49)
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where R is the jump chain corresponding to µi given by Rb,b = 0 and Rb,b1 = 1/3 for

b ‰ b1. Hence, both quantities in (4.48) can be computed exactly using (4.49). Below, we

consider the island problem from Section 4.3.3 and show how L2(Φ̃, US ) in Proposition 5

can be computed exactly in this case.

Proposition 6. For the island problem in Section 4.3.3:

L2(Φ̃, US ) =
2rI (1 + λ2)rI

(1 + λ)2rI
.

Proof. Let Ci denote the set of sites lying in the context of site i. Partition the set of observed

mutations S into rI islands I1, . . . , IrI defined as maximal subsets of observed mutation

sites having overlapping contexts, so:

tYiPIjCiu X tYiPIj1
Ciu = H for j ‰ j1

and let rj := |Ij|. For any path of length exactly r, the product of rates corresponding to

the rj jumps in the jth island can take on at most rj! values Φ1,j, . . . , Φrj !,j. That is, we can

write

L2(Φ̃, US ) =
1
r!
ř

srPSym(S) Φ2(sr)

( 1
r!
ř

srPSym(S) Φ(sr))2
=

r1! . . . rrI !
ř

i1,i2,...,irI
Φ2

i1,1Φ2
i2,2 . . . Φ2

irI ,rI

(
ř

i1,i2,...,irI
Φi1,1Φi2,2 . . . ΦirI ,rI )

2 . (4.50)

To see the second equality, note that there are r1! . . . rrI ! orderings of the mutations within

each island and Φ(sr) is invariant over the r!/r1! . . . rrI ! = ( r
r1,...,rrI

) permutations that agree

with the given suborders of the island mutations. For the sequences x‹ and y‹ we have

rj = 2, Φ1,j = 1 and Φ2,j = λ for all j = 1, . . . , rI so the right-hand side simplifies:

r1! . . . rrI !
ř

i1,i2,...,irI
Φ2

i1,1Φ2
i2,2 . . . Φ2

irI ,rI

(
ř

i1,i2,...,irI
Φi1,1Φi2,2 . . . ΦirI ,rI )

2 =
2rI

śrI
i=1(Φ

2
1,i + Φ2

2,i)
śrI

i=1(Φ1,i + Φ2,i)2 =
2rI (1 + λ2)rI

(1 + λ)2rI
.

Figure 4.3 gives bounds (dashed lines) on N‹ at a range of values of T obtained by

applying Chebychev’s inequality for ϵ = 0.01 using the upper bound on L2(π, µ) given

by combining Propositions 5 and 6, applied to the Island Problem (Definition 2) with
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n = 1600 and λ = 0.5. Empirical estimates (solid lines) computed from the estimated

relative variance of p̂(T,Q̃)(y | x) under importance sampling are shown for comparison.

Since ϵ´2 = 10000, Chebychev’s inequality requires N ě 10000 even when L2(π, µ) = 1.

We see that for T small, our bound nearly matches the empirically observed values across

the range of r values shown, while as T approaches r/n our bound becomes quite loose.

Observe that the empirical variances of the estimators grow exponentially beyond the

r = n
1
2 = 40 vertical line where Assumption 2 is violated, but remain quite small for

r ď n
1
2 despite our estimators being computed using N = 10000 instead of N‹; this is an

example of Chebychev’s inequality being overly conservative.

4.4 Sequential Monte Carlo for Endpoint-Conditioned CTMCs

The bound given in Theorem 4 is tight (as demonstrated by Theorem 6) and suffices

for many problems, but requires a sample size - and hence runtime of the importance

sampling algorithm - that grows exponentially in the number of observed mutations r. In

many applied problems, r will be sufficiently large to make this prohibitively expensive.

Here we introduce a sequential Monte Carlo (SMC) algorithm and show that it provides

a dramatic improvement in computational complexity under conditions satisfied in most

practical problems.

4.4.1 An SMC Algorithm for DSMs

The importance sampling scheme of Section 4.1.2 can be extended to a multi-stage pro-

cedure which more finely controls the variance, via a sequential Monte Carlo algorithm,

to form a telescoping product estimator of p(T,Q̃)(y | x) which reduces the L2 distance re-

quired by any individual IS estimation step. Here we denote the sequence of distributions

by µ = π0, π1, π2, . . . , πV = π all defined on P . As in Chapter 3, we let qv denote the

corresponding unnormalized densities for v P t0, . . . , Vu, so

πv(P) = qv(P)/zv, (4.51)
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FIGURE 4.3: Model-specific bounds (dashed lines) on N‹ with ϵ = 0.01 Chebychev’s
inequality using the L2(π, µ) bound of Proposition 5, for the JC69+CpG model with n =
1600 and λ = 0.5 and for various values of r and T. Solid lines and 95% confidence
intervals show sample sizes, estimates obtained from the estimated squared coefficient
of variation of p̂(T,Q̃)(y | x) under importance sampling estimates (30 replicates using

N = 10000 samples each). The vertical line marks r = n
1
2 , where Assumption 2 breaks

down.

with zv =
ş

P qv(P)dν(P) the normalizing constant of πv. The algorithm proceeds as

defined in Chapter 2:

1. (Initialization) Sample P̂ (1)
0 , . . . , P̂ (N)

0
iid
„ π0

2. For v = 1, . . . , V:
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(a) (Resampling) Sample P̃ (1)
v , . . . , P̃ (N)

v where

P̃ (i)
v = P̂ (i)

v´1 with probability
wv(P̂

(i)
v´1)

řN
i=1 wv(P̂

(i)
v´1)

,

for wv(P) = qv(P)/qv´1(P).

(b) (Mutation) Sample P̂ (1)
v , . . . , P̂ (N)

v where P̂ (i)
v | P̃ (i)

v „ Ks
v(P̃

(i)
v , ¨) and Kv is an

ergodic πv-invariant Markov kernel.

As in Chapter 3, we define the run time of the SMC sampler as NVs, which is the to-

tal number of Markov transition steps required in a single run of the algorithm. Here,

we choose π0, . . . , πV to be a sequence of ‘tempered’ DSMs with decreasing interaction

strength as follows. Let 0 = β0 ă β1 ă . . . ă βV = 1 denote a set of inverse temperatures

and define

γ̃i,v(b; x̃i) = γi(b; xi)ϕ
βv(b; x̃i) for b P A zxi. (4.52)

The (unnormalized) conditional joint density (4.5) of a path P from x to y under the tem-

pered model becomes

P(T,Q̃v)
(y,P | x) :=

m(P)
ź

j=1

γ̃sj,v(b
j; x̃j´1

sj )e´∆t(j´1)γ̃v(¨;xj´1)

 e´∆t(m)γ̃v(¨;y)1x(m(P))=y(P),

(4.53)

where Q̃v is the an ˆ an rate matrix obtained from (4.52). This defines a sequence of

endpoint-conditioned path distributions µ = π0, π1, . . . , πV = π with

πv(P) := πv(P | x, y) =
P(T,Q̃v)

(y,P | x)
ş

P P(T,Q̃v)
(y,P | x)ν(dP)

=
P(T,Q̃v)

(y,P | x)

zv
(4.54)

Note that zv = p(T,Q̃v)
(y | x) denotes the transition probability under the DSM corre-

sponding to πv. Recall from Chapter 2 the product estimator of zv by the recursion

ẑv(P̂
(1:N)
1:v ) = ẑv := z0

v
ź

v1=1

ẑv1
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and so an estimate of p(T,Q̃)(y | x) is obtained by

ẑV(P̂
(1:N)
1:V ) = ẑV := z0

V
ź

v=1

(
1
N

N
ÿ

i=1

wv(P̂
(i)
v´1)

)
. (4.55)

We define a πv-invariant mutation kernel K that randomly selects a block of mutated sites

and proposes a joint update to the paths at all sites in the block. Let I = tI1, . . . , IBu

denote a partition of all site indices t1, . . . , nu into B blocks and let PIj = tP i : i P Iju

denote the projection of the path P onto the index set Ij. Let K(j) be a Metropolis-Hastings

kernel defined on PIj that updates PIj jointly by proposing from the ISM µ:

K(j)(PIj , dP 1
Ij
) := µIj(dP

1
Ij
)αj(PIj ,P

1
Ij
) + δPIj

(dP 1
Ij
)

[
1 ´

ż

PIj

µIj(dP
1
Ij
)αj(PIj ,P

1
Ij
)

]
,

where µIj(PIj)9 P(T,Q)(yIj ,PIj | xIj) denotes the restriction of the ISM to the sites Ij, and

accepting or rejecting according to

αj(PIj ,P
1
Ij
) := min

#

1,
w(P 1

Ij
)

w(PIj)

+

, (4.56)

thus leaving the conditional distribution π(PIj | PI[´j]
, x, y) invariant. The mutation

kernel K chooses a partition element Ij uniformly at random and updates PIj via K(j),

yielding joint kernel

K(P , dP 1) :=
1
B

B
ÿ

j=1

K(j)(PIj , dP 1
Ij
)δPI[´j]

(dP 1
I[´j]

). (4.57)

Note that K is implicitly a function of the partition I but we do not make this dependence

explicit in the notation; the choice of partition is discussed below. Denote by K1, . . . , KV

the mutation kernels (4.57) targeting π1, . . . , πV , respectively.

4.4.2 Island Partitions

We will establish bounds for the SMC algorithm described above in the case of DSMs

with the context of a site is given by its k/2-nearest neighbors to the left and to the right.

We refer to this set of sites as a k-neighborhood. For example, the 2-neighborhood of a

68



site refers to its immediate left and right neighbors; the CpG model is an example of a

2-neighborhood DSM.

Assumption 3. The context at each site is contained in its k-neighborhood:

x̃i = (xi´ k
2
, . . . , xi´1, xi, xi+1, . . . , xi+ k

2
)

Under Assumption 3, each x̃i forms a set of contiguous sites. It will be natural to

choose a partition I of t1, . . . , nu in which the sites of each block are also contiguous.

When no observed mutations lie among the sites at the beginning and ending of each

contiguous block, we refer to such a partition as an island partition. More formally, let

Ci Ă t1, . . . , nuztiu denote the set of sites lying in the context of site i and define an edge

site of a partition element Ij to be a site in Ij whose context overlaps a neighboring block.

Let Dj be the set of edge sites for block j:

Dj = ti P Ij : (Ci X Ij´1) Y (Ci X Ij+1) ‰ Hu for j = 1, . . . , B, (4.58)

and let D = tD1, . . . ,DBu. We formalize this choice of partition in the following assump-

tion which will be used in stating our main results:

Assumption 4. I is an island partition, i.e., the sites in each of the blocks I1, . . . , IB are

contiguous and xi = yi for all i P D .

Establishing our result involves bounding the number of jumps that occur at sites in

S c, and in particular the number of jumps m(PDj) among the division sites D . Bounding

m(PDj) will also require bounding the number of jumps at the boundaries of the division

sites. Let BDj = YiPDjCizDj denote the division boundary for block j, and BD = YB
j=1BDj

the set of all such boundary sites. An example is shown in Figure 4.4.

4.4.3 Bounds for SMC

We state our main result for SMC as a consequence of the results given in Appendix E.

Before stating the main result, we develop notation and briefly review the SMC complex-

ity results from Chapter 2. Recall that a distribution η is said to be ω-warm with respect to
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x = A A G G A A A A A A A G G A A A A A A A G G A A

I1 I2 I3

D1 D2 D2 D3
BD1 BD2 BD2 BD3

y = A A T T A A A A A A A T T A A A A A A A T T A A

I1 I2 I3

D1 D2 D2 D3
BD1 BD2 BD2 BD3

FIGURE 4.4: Example of an island partition with B = 3 blocks showing D and BD for
k = 4.

πv if

sup
BĂP

η(B | C)
πv(B)

ď ω. (4.59)

and the warm mixing time of Kv by

τv(ϵ, ω) := inf

#

s : sup
ηPMω(πv)

∥η Ks
v(¨) ´ πv(¨)∥TV ď ϵ

+

, (4.60)

where η Ks
v(¨) :=

ş

P η(dP)Ks
v(P , ¨) and Mω(πv) denotes the set of all ω-warm distri-

butions with respect to πv. We restate the SMC finite sample complexity bound from

Chapter 2 for convenience, which will be used to establish the main result in this section:

Theorem 9. (Marion, Mathews, and Schmidler [94]) Let ϵ P (0, 1) and δ P (0, 1) be fixed and

assume P̂ (N)
0 , . . . , P̂ (1)

0
iid
„ π0. Let

1. N ě maxv L2(πv, πv´1)max
␣

18 log
(
5δ´1V

)
, 20δ´1ϵ´2V3

(

2. s ě maxv τv
(

δ
5NV , 2

)
.

Then with probability 1 ´ δ

ˇ

ˇ

ˇ
ẑV(P̂

1:N
1:V ) ´ zV

ˇ

ˇ

ˇ
ď ϵzV .

Main Result for SMC

The following result provides a bound on the runtime NVs of the SMC algorithm nec-

essary to approximate p(T,Q̃)(y | x) with ϵ-relative error. This result, which is established
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in Appendix E, follows by bounding L2(πv, πv´1) and the warm mixing time τv(ϵ, 2) and

applying Theorem 9.

Theorem 10. Suppose that (i) Assumption 2 holds, (ii) the context at each site is a k-neighborhood

(Assumption 3 holds), and (iii) I is an island partition (Assumption 4 holds). Then

1. There exists a sequence of inverse temperatures 0 = β0 ă β1 ă . . . ă βV = 1 such that

V = O(n) and maxv L2(πv, πv´1) = O(1).

2. The 2-warm mixing time of the blocked Markov chain (4.57) satisfies

max
v

τv

(
δ

5NV
, 2
)
= poly(δ´1, N, V, B) exp(O(max

j
rIj)).

Consequently, SMC provides a randomized approximation scheme for p(T,Q̃)(y | x) with ϵ-relative

error in time

O
(

poly
(

ϵ´1, r, B
)

exp(c(k, ϕ‹, γ̃‹)max
j

rIj)

)
, (4.61)

for model-dependent constant c P (0, 8) such that c(k, ϕ‹, γ̃‹) = O(k log(ϕ‹)maxtlog(γ̃‹), ku)

assuming maxtγ̃max, eu ! mintϕ‹, ku and Assumption 2 holds, where ϕ‹ = ϕmax/ϕmin, γ‹ =

γmax/γmin and γ̃‹ = ϕ‹γ‹.

Critically, the bound (4.61) does not grow exponentially in the observed mutation

count r but rather in the max island size maxj rIj . As a result, the SMC algorithm pro-

vides a substantial improvement in computational complexity over the base importance

sampler studied in Sections 4.2 and 4.3. Indeed, recalling the problem from Section 4.3.3

used to establish the lower bound (Theorem 6) for the base importance sampler, we now

see that the SMC algorithm provides a fully polynomial time randomized approximation

scheme (FPRAS) for this problem under an appropriately chosen I :

Corollary 4. Consider the island problem in Section 4.3.3 (Definition 2) Under the same settings

as Theorem 6, the SMC algorithm using rI = B blocks corresponding to each of the rI islands

provides a FPRAS for estimating p(T,Q̃)(y | x).
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Proof. Since maxj rIj = 2, SMC provides a FPRAS for approximating the marginal likeli-

hood by Theorem 10.
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5. Computing the Inducibility of Broadly Neutralizing
Antibodies Under a Context-Dependent Model of Affinity
Maturation

Recall that in Section 4.3 in Chapter 4 we established a fundamental connection be-

tween the performance of the importance sampler and the orderings in which the r =

dH(x, y) required mutations occur. In this chapter, we demonstrate that studying such or-

derings is of scientific interest as well. In particular, a key challenge in lineage-based vac-

cine design is understanding the inducibility of target neutralizing antibodies - the ability

of these antibodies to be elicited by presentation of an immunogen. Induction relies on

a combination of stochastic diversification and immunogen-based selection, and as a re-

sult is heavily dependent on the probabilistic accessibility of induction pathways. In this

chapter, we explore inducibility using a detailed stochastic model of the somatic hyper-

mutation process - which captures the critical context-dependence of sequence mutation

rates considered in Chapter 4 - coupled to a stochastic population model for B cell clonal

maturation. The model is used to calculate inducibilities for a set of critical mutations

required by the HIV broadly-neutralizing antibody CH235.12. The results provide insight

into barriers to the elicitation of HIV bnAbs and explain experimental results observed in

mouse models. Our models enable detailed analysis of maturation pathway probabilities,

allowing us to identify opportunities for the design of boosting immunogens aimed at

elicitation of CH235.12 via a sequential vaccination regimen.
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5.1 Problem Statement

Vaccination aims to induce antibodies – the secreted versions of B cell receptors – that

can neutralize pathogens and thus provide protection against infection. B cells evolve

their antigen receptors to specifically recognize pathogens through progressive rounds of

mutation and selection based on affinity to antigen. However, rapidly mutating viruses

such as HIV, influenza and SARS-CoV-2 can escape the B cell response through viral di-

versification. In such cases, it is of great interest to develop vaccination strategies to elicit

broadly neutralizing antibodies (bnAbs). However, bnAbs are rarely elicited in infection

due to a variety of factors [144]. For example, HIV bnAbs typically originate from B cells

with low precursor frequencies in the human B cell receptor repertoire [58, 65]. They also

typically have high numbers of mutations, some of which may be essential for broad neu-

tralization but are made infrequently by activation-induced cytidine deaminase (AID), the

enzyme responsible for mutating the B cell receptor [151]. Acquisition of these improbable

mutations is a key bottleneck for bnAb induction [151, 127]. In these situations, traditional

vaccine design strategies have proven ineffective at eliciting bnAbs. This has motivated

the development of advanced vaccine design strategies which aim to use known bnAbs as

templates to design immunogens that can direct B cell evolution towards their induction

[57, 66, 58, 132, 77].

One promising HIV vaccine design approach, called sequential prime-boosting, aims to

first induce low-frequency bnAb B cell precursors with a priming immunogen, and then

mature those clonal lineages with one or more additional, distinct boosting immunogens.

A key step of this approach is the inference of a reconstructed B cell receptor (BCR) se-

quence of the bnAb precursor, referred to as the unmutated common ancestor (UCA),

from observed, clonally-related sequences using statistical algorithms [74, 57]. Recent

progress has been made on the first component of this sequential prime-boost approach

through the design of priming immunogens that can initiate precursors of bnAb B cell

clonal lineages [128, 81]. However, the design of boosting immunogens that can select for
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sets of required, improbable mutations in the initiated bnAb B cell clonal lineages remains

a central challenge [58].

Current experimental approaches to develop sequential prime-boost vaccine regimens

are highly labor- and time-intensive, relying on cycles of immunogen design, immuniza-

tion of animal models, and B cell receptor repertoire sequencing to assess whether desired

mutations were elicited [127, 132, 14]. In this chapter, we propose the use of computa-

tional models to accelerate the vaccine design process. Specifically, we consider the use of

stochastic models of the somatic hypermutation process to calculate the “inducibility” -

the probability of induction - of various key BCR mutations along bnAb maturation path-

ways. We show that this approach can significantly inform the design of immunogens

for development of vaccine regimens aimed at efficiently guiding the affinity maturation

process towards a desired bnAb response.

Critical to our approach is the recognition that fixation of mutations is the product

of two separate forces: somatic hypermutation and antigenic selection. While vaccina-

tion with carefully chosen immunogens can introduce targeted selection, it is hypothe-

sized that one of the primary difficulties in eliciting bnAbs (in HIV, say) is the inherently

low frequency with which essential mutations occur [151]. If this frequency is too low,

there are unlikely to be any instances of the mutation in the B cell population on which

immunogen-induced selection can act. The use of stochastic modeling of the somatic

hypermutation process to understand this frequency is therefore critical. A key step in

formalizing this problem is answering the following question, which is very similar to the

one studied in Chapter 4. Given an ancestral B cell receptor sequence x within a B cell

clonal lineage, what is the probability Pr(y | x) of obtaining a target sequence y contain-

ing the required mutations along the lineage, under a realistic model of affinity matura-

tion. However, because mutation of B cell receptors is sequence context-dependent due to

biases in mutational targeting and substitution by AID, mutations do not arise indepen-

dently during B cell evolution. Our approach allows the vaccine designer to identify mu-

tations which have such low probability of occurrence that they are not readily inducible
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in realistic clonal population sizes in a germinal center by somatic hypermutation. We

term these “uninducible mutations” here. In addition, our modeling allows vaccine de-

signers to utilize the context-dependence of somatic hypermutation to their advantage,

overcoming the challenges of eliciting uninducible target mutations by selecting alterna-

tive mutations that ultimately increase the probability of acquiring the target mutation.

Finally, we show accounting for the impact of mutation ordering on inducibility can al-

low designers to optimize their vaccine regimens to maximize the probability of eliciting

sets of multiple required mutations, a critical step for the success of lineage-based vaccine

design strategies.

5.2 Computational Modeling of SHM+Selection Germinal Center
Cycles

In previous work, somatic hypermutation in B cell receptors was modeled through

forward simulation, using both targeting and substitution rates for the AID enzyme as

determined from Next-Generation Sequencing (NGS) data [151, 159]. The time-scale of

these simulations was chosen to reflect the mutation level observed in sequence data, in

order to assess the likelihood of specific amino acid changes for a defined number of mu-

tation events. Here we expand this approach to incorporate a model of the evolution

of a clonal B cell population under antigenic selection, with parameters of the forward

simulation process chosen to match experimentally observed properties of germinal cen-

ter biology. Specifically, we define our forward simulation duration by rounds, where (a)

one round of mutation represents time spent in the dark zone where B cell proliferation

and somatic hypermutation occur according to a Poisson distribution with rates informed

by experimental findings [95] (see below) and (b) one round of selection represents time

spent in the light zone, resulting in preferential passage of B cells back to the dark zone de-

pending on the presence of specific amino acids selected for by antigen. Together a round

of mutation and a round of selection results in a germinal center cycle. The probability

of mutation acquisition is then estimated by simulating the evolution of a population of
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NG B cells for multiple mutation/selection cycles and computing the fraction of cells that

have acquired the target amino acid mutation. Each simulation is repeated multiple times

to assess the variance of the estimated acquisition probabilities and obtain corresponding

95% confidence intervals.

In each mutation (dark zone) round, the B cells evolve according to a continuous-time

Markov chain (CTMC) with context-dependent rates [159], as in the evolutionary mod-

eled described in Chapter 4. During each selection (light zone) round, cells that have ac-

quired the targeted amino acid mutations are assigned a fitness weight ψ P (0, 8), while

the remaining cells are assigned a weight of one. The population of NG B cells is then

resampled with replacement, with probabilities proportional to their respective weights.

The parameter ψ controls the selection strength: cells assigned weight ψ are more likely

to be copied when ψ ą 1 and more likely to be removed when ψ ă 1. Setting ψ = 1 corre-

sponds to neutral drift. The duration of each mutation round was chosen based on the ex-

pected number of mutations and divisions for a single B cell during one passage through

the dark zone. Specifically, we assume that the number of mutations is distributed ac-

cording to a Poisson distribution with a mean of λ = 0.35 for an average heavy-chain

sequence of 350 nucleotides, with the value of λ obtained by assuming a mutation rate

of 1 nucleotide mutation per 103 bases per division [95]. Experiments indicate that the

number of divisions undergone by a B cell in the germinal center per dark zone cycle is

variable, ranging from 1 to 6 [51]; we model this variability by assuming the number of

cell divisions is 1 + Poisson(1), independently of the number of mutations per division.

Consequently, the expected number of mutations in one passage through the dark zone is

2 ˆ 0.35 = 0.70, and we determine the duration of a dark zone mutation round by finding

the time T that yields an expected number of mutations of approximately 0.70. Additional

details of the simulation methodology are provided in Appendix F.
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Mouse Model Immunizations and Sequencing

Experimental validation of the GC simulations was performed using BCR heavy chain

repertoire sequencing data (SRA:BioProject:PRJNA955686) generated in a previous study

[152]. Briefly, six mice in which the CH235 UCA heavy and light chains were knocked

into the mouse immunoglobulin loci [127] were immunized with a priming immunogen

(CH505.M5.G458Y.GNTI- HIV-1 Env SOSIP trimer) designed to activate the CH235 clonal

lineage. Heavy chain IgG libraries were prepared from RNA from homogenized unsorted

spleen samples and sequenced. Thus the sequenced B cells include both memory B cells

and germinal center B cells, with mutation frequency quantified at the BCR transcript-

level, allowing for qualitative comparison with simulation results regarding the presence

or absence of specific mutations. We previously observed that mice sequenced one week

after receiving a single immunization of the priming immunogen resulted in very low

recovery of class-switched CH235-knockin-derived sequences, likely due to inefficient ac-

tivation of the CH235 clonal lineage after only one immunization [152]. Therefore, we

compared the mutation frequencies obtained from simulations to frequencies observed

in mice immunized twice with the priming immunogen at an interval of 2 weeks where

BCR repertoire sequencing was performed on B cell splenocytes one week after the second

immunization.

5.3 Results

The goal of mutation-guided prime-boost vaccine design is to initiate clonal expansion

of target bnAb B cell lineages from a class of unmutated common ancestors (UCAs) with

a priming immunogen, and then select for descendant B cells where specific desired mu-

tations have occurred using boosting immunogens [152]. Since proliferation of germinal

center B cells is based on the affinity of a B cell’s receptor to antigen, B cells containing

mutations that confer strong binding to an immunogen have higher fitness and thus a

selective advantage over B cells lacking these beneficial mutations. However, antigenic

selection in the light zone cannot operate on mutations unless they are produced in dark
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FIGURE 5.1: Dots indicate that the nucleotide or amino acid is identical to the UCA se-
quence. The 5-mer associated with each nucleotide mutation is shown above the UCA
sequence with the central nucleotide in bold. In cases where a nucleotide mutation over-
laps with the 5-mer of a nucleotide mutation in a different codon, the 5-mer outline and
the nucleotides where mutations occur are shown in red. Codon numbers for amino acids
with multiple nucleotide changes are shown in blue.

zone SHM rounds and the empirical difficulty of eliciting bnAbs has been hypothesized

to be attributable to the fact that they contain improbable but functional mutations that

are critical for breadth of neutralization [58, 151, 127, 131, 68]. The stochastic modeling

approach described in the previous section is well suited to evaluate this hypothesis.

In addition, in sequential prime-boost vaccine strategies, multiple different immuno-

gens can be deployed each with their own unique affinity profiles for target mutations.

This possibility raises important questions about how to optimally design such regimens,

which immunogens to deploy, and the potential impact of immunogen ordering. These

questions can also be addressed using the approach described in the previous section.

Below, we apply this approach to evaluate a set of critical mutations in the CDRH2

region of the heavy chain of the CD4 binding site class HIV bnAb CH235.12[9] shown in

Figure 5.1, to ask the question: what is the probability for each mutation to occur in a

single round of somatic hypermutation? For critical mutations that are highly unlikely to

occur in a dark zone round, we may expect to encounter significant difficulties in inducing

these mutations. In subsequent sections, we consider the problem of designing sequential

vaccination regimens to overcome the challenge of uninducible mutations.
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Identifying “Uninducible" Mutations

As noted above, acquisition of improbable mutations is hypothesized to be a key bot-

tleneck for bnAb induction. Immunogen-induced selection cannot act upon mutations

until they arise via the stochastic SHM process. If key bnAb mutations are highly improb-

able, more probable mutations leading to strain-specific antibody recognition will very

likely come to dominate the germinal center B cell population.

The approach described in Section 5.2 can be used to estimate the probability of occur-

rence, within a single round of dark zone SHM, for any given mutation of a specified BCR

sequence. Figure 5.1 shows a fifteen amino acid long region of the HIV bnAb CH235.12

that includes the CDRH2 in which there are nine amino acid mutations [9]. Table 5.1

shows the results of applying our approach to each of these nine mutations. We see a

sharp division, with four of the mutations (I50Y, G55N, S54A, and S59D) estimated to be

at least two orders of magnitude less probable than the other five (W47L, T58P, N52D,

M48L, and S57R).

For comparison, Figure 5.2 shows results obtained experimentally for six mice with

the unmutated common ancestor (UCA) of the CH235 clone knocked-in that were immu-

nized with a priming immunogen designed to bind strongly to the UCA BCR and activate

CH235 lineages. Figure 5.2 shows the frequency of occurrence of these nine mutations in

the total population of BCR transcripts as obtained by bulk high-throughput sequencing

of the heavy chain BCR repertoires of the immunized mice. Five of the mutations – W47L,

T58P, N52D, M48L, and S57R – have non-zero medians. The agreement with Table 5.1 is

striking. (Since the simulations are at the B cell level, and the quantitative information

of the sequencing data is at the transcript level, simulation results and experimental data

can only be compared qualitatively.)

The probabilities in Table 5.1 are for a single BCR sequence undergoing a single round

of dark-zone SHM. However, each mouse spleen contains over a hundred germinal cen-

ters each containing a large population of B cells, thus dramatically increasing the chances
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of observing a given mutation. (If the mutation occurs in any sequence of any germinal

center, it has an opportunity to be amplified by selection.) Table 5.1 shows the expected

number of mutations observed for each mutation under estimates from the literature on

the number of germinal centers (150, [154]) and GC population size (NG = 1000, [64]).

When this expected count is less than one, the mutation cannot (on average) be amplified

by selection, and we refer to such mutations as uninducible. We see that the clear division

between “inducible” and “uninducible” mutations still holds, and the agreement with

the mouse data remains remarkably high. This serves as an important validation of our

model’s ability to reproduce qualitative experimentally-observed behavior.

Figure 5.3 shows the probability of mutation occurrence for the nine mutations as a

function of various germinal center population sizes NG, with an observation probability

threshold of 99%. We see that for a range of plausible germinal center B cell population

sizes around NG = 1000, the model calculations remain in strong agreement with the

mouse data. A germinal center B cell population size of 1000 is consistent with measure-

ments taken from germinal centers in mice [64].
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FIGURE 5.2: Immunized mouse model experiments validate computational modeling pre-
dictions. Shown are experimental results for six mice ordered by their probability esti-
mates in Table 1. The five mutations on the right side of the plot are have a non-zero
median frequency.
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Table 5.1: Single-round dark zone somatic hypermutation probability estimates for the 9
amino acid mutations in CDRH2 region of CH235.12. The first column denotes the amino
acid in the CDRH2 region of the CH235.12 sequence. The second column corresponds
to the minimum number of base substitutions required to obtain the amino acid starting
from the UCA codon. The third column gives the expected number of B cells with the
amino acid mutation in a population of 150 germinal centers, each of population size
NG = 1000 (i.e. a total population of 1.5 ˆ 105 B-cells). The fourth column gives the
estimated probability of observing the amino acid at the end of the first round of mutation.
Estimates are based on 200 simulation experiments, each consisting of 107 simulations
of a single B cell. The fifth column provides 95% confidence intervals for the estimated
probability.

Amino Acid Bases Expected Obs. Prob. 95% C.I.
I50Y 3 0 0.00 (0.00, 0.00)

G55N 2 0.180 1.20 ˆ 10´6 (5.17 ˆ 10´7, 1.96 ˆ 10´6)
S54A 2 0.186 1.24 ˆ 10´6 (6.20 ˆ 10´7, 1.86 ˆ 10´6)
S59D 2 0.695 4.63 ˆ 10´6 (3.41 ˆ 10´6, 5.89 ˆ 10´6)
W47L 1 37.5 2.50 ˆ 10´4 (2.40 ˆ 10´4, 2.59 ˆ 10´4)
T58P 1 55.4 3.69 ˆ 10´4 (3.58 ˆ 10´4, 3.80 ˆ 10´4)
N52D 1 100.5 6.70 ˆ 10´4 (6.53 ˆ 10´4, 6.85 ˆ 10´4)
M48L 1 208.5 1.39 ˆ 10´3 (1.36 ˆ 10´3, 1.40 ˆ 10´3)
S57R 1 1260 8.40 ˆ 10´3 (8.35 ˆ 10´3, 8.46 ˆ 10´3)

Targeting Intermediate Amino Acids with Sequential Vaccine Design
Can Improve Inducibility

Each of the CH235 amino acid substitutions that were identified as uninducible in

Table 5.1 require two or more base changes in the same codon (Figure 5.1). Table 5.1

shows that these are exceedingly unlikely to occur in a single dark zone round; B cells

that acquire these mutations will typically have undergone multiple cycles of mutation

and selection. During the light zone portion of those cycles, the intermediate amino acids

encoded by single base changes in the codon will be subject to selection. Because direct

(single dark zone round) mutation to the desired amino acid is extremely improbable,

these single base change intermediate amino acids represent critical evolutionary step-

ping stones along the B cell maturation pathway. If all of these intermediate amino acids

result in a loss of BCR affinity for the antigen, the maturation pathway to the target amino

acid may be blocked. It is therefore critically important for vaccine design to ensure that

the immunogens employed do not select against these intermediate amino acids.
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FIGURE 5.3: Presence of target mutations in GC simulations over a range of B cell pop-
ulation sizes. Mutations (rows) vs population size (columns), where cells filled in black
indicate that in a population of size N, there is ě 99% chance of observing the given amino
acid across all N ˆ 150 B cells in the first mutation round, based on single B cell probabil-
ities in Table 1.

Fortunately, these multiple-mutation transitions also present an opportunity for vac-

cine designers. It may be possible to accelerate elicitation of target amino acids by employ-

ing a strategy of designing immunogens to select for BCRs containing these intermediate

amino acids. Figure 5.4 provides an illustrative example. Differences in the probabili-

ties of distinct mutational pathways (through different intermediate amino acids) for the

uninducible mutation G55N in CH235 are clearly seen in Figure 5.4. Acquisition of the

G55N mutation requires two G Ñ A base changes, in the first and second positions of

the codon. A single G Ñ A mutation at the first base results in a serine (G55S), while a

single G Ñ A mutation at the second base results in an aspartic acid (G55D). The pathway

through the GAT codon that yields the G55D intermediate amino acid mutation nearly

doubles the conditional probability of reaching the target G55N mutation relative to the

pathway through the AGT codon that yields the G55S intermediate amino acid mutation

(Figure 5.4B). Therefore, designing an immunogen that preferentially selects for aspartic

acid over serine at this position will significantly increase the probability of inducing the

target G55N mutation (Figure 5.4C). CH235 belongs to a subclass of CD4-mimicking HIV

bnAbs that all use the VH1-46 gene to recognize the CD4 binding site [58]. The VH1-46

germline-encoded V gene segment is expected to be present in most humans with very

limited allelic variation [119], thus a vaccine strategy that includes an immunogen that
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selects for the G55N mutation could be applicable to a diverse population of vaccines and

part of a generalizable approach to accelerating bnAb elicitation. Figures 5.5, 5.6 and 5.7
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FIGURE 5.4: Pathways Through an Intermediate Amino Acid at Position 55. A. Two nu-
cleotide changes are required to obtain the targeted asparagine (N) at position 55. Single
base changes result in codons encoding intermediate amino acids serine (S) or aspartic
acid (D). B. Paths through the S and D codons are shown at selection strength of ψ = 1.
Arrows from the UCA to intermediate codons are labeled with their transition probabil-
ities under a single cycle of mutation and selection. Arrows from intermediate codons
to G55N are labeled by the conditional probabilities under an additional round of muta-
tion. For acquisition of G55N, selection of D in the first round is preferred because the
conditional probability of transitioning to N from D is nearly double that from S. Arrow
widths are proportional to probability. Paths through codons AGC and GAC (red arrows)
are below the inducibility cutoff established in Section 5.3. C. Informed by our stochastic
GC modeling, a sequential vaccine strategy that deploys an immunogen to select for the
intermediate G55D mutation first is predicted to accelerate induction of the targeted 55N
mutation.

demonstrate the mechanism by which preferential selection of a specific intermediate

amino acid can accelerate the induction of target mutations. Figure 5.5 shows the prob-

ability flux along the possible maturation pathways for a single B cell, in the absence

of antigenic selection. We see that the G55N mutation occurs at a very low frequency

(ă 10´6) over all mutation and selection rounds. Only codons obtainable from the UCA
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FIGURE 5.5: Probability flux through codon mutation/selection pathways for a single B
cell for the G55N mutation under neutral drift (ψ = 1). The target mutation N is unin-
ducible in a single dark zone round and therefore has negligible probability of occurrence
throughout.

codon via a single base substitution occur with non-negligible probability.

Figures 5.6 and 5.7 show how this flux is modified under two different selection strate-

gies targeting the G55N mutation. In Figure 5.6, the target N amino acid is selected for

during both cycles, corresponding to the use of an immunogen which preferentially binds

the target amino acid mutation. In Figure 5.7, the intermediate D mutation is selected for

in the first cycle, while N is selected for in the second cycle. Figure 5.7 thus corresponds to

a sequential vaccination strategy using immunogens that preferentially bind D and then

N, in that order. In each case, a selection strength of ψ = 25 was used.

As seen in Figure 5.6, selecting for N in both cycles does increase the marginal prob-

ability of observing the desired N mutation in a single B cell, since the small probability

of mutation to N is boosted by the selection round. However, this calculation does not

adequately convey the combined effects of low mutation probability and finite B cell pop-

ulation size in the germinal center, whereby if the mutation is too improbable it will with
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FIGURE 5.6: Probability flux through codon mutation/selection pathways for a single B
cell, for the G55N mutation under a standard vaccination strategy with positive selection
for N (ψ = 25). The target mutation N increases in marginal probability due to selection,
but the low inducibility means that it still will not appear in a finite GC population (Fig-
ure 5.9).

high probability never appear in the population to undergo selection. Figure 5.9 shows

the probability of observing at least one B cell with the N mutation in a population of

NG = 1000 cells after each mutation and selection round. Here we see that the probability

of acquiring N after two cycles is less then 10´2. This means that the expected number of

B cells that have acquired the N mutation among 150 germinal centers is less than one.

As a result, the strength of selection has no impact - see Figure 5.8(a) - nor does increas-

ing the number of GC cycles, because the small mutation probability ensures that in the

finite B cell population there are zero N-containing B cells for selection to act upon. Thus

the induction pathway is blocked regardless of the total duration of the germinal center

reaction. Only a dramatic increase in the number of B cell populations, corresponding to

engaging many more germinal centers, may improve the chances of obtaining the unin-

ducible mutation.

With this in mind, recall that Figure 5.4 suggests the potential for significantly in-
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FIGURE 5.7: Probability flux through codon mutation/selection pathways for a single B
cell, the G55N mutation under a sequential vaccination strategy with positive selection
for D (ψ = 25) in cycle 1 and N (ψ = 25) in cycle 2. The target mutation N reaches an
inducible level of probability at the GC population level (Figure 5.9), due to the creation
of a sufficiently high probability pathway flowing through the GAT codon for D.

creasing the probability of observing N after two cycles by selecting for D with the first

immunogen. Figure 5.7 shows the effect of this strategy on the relative maturation path-

way probabilities. We see that selecting for D in the first round creates a pathway to N by

boosting the marginal probability of the GAT (D) codon after the first light zone round,

which in turn creates a significant flux to the AAT (N) codon during the second dark zone

round. This in turn increases the flux from every (populated) codon to AAT in the second

selection round. By selecting for D first, a high frequency of B cells with the GAT codon

across all subsequent steps is created. The net result is that the marginal probability of a

given B cell acquiring N after two cycles is increased by almost an order of magnitude.

The effects of this increase have a dramatic effect at the population level, as shown in Fig-

ure 5.10, where we see that the probability of observing at least one B cell in a germinal

center with the N mutation is at least 10´2. As a consequence, the expected frequency

of observing a B cell with the N mutation among a population of 150 germinal centers is
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greater than one. Figure 5.8(b) shows this effect in greater detail, where we see that selec-

tion can significantly increase the probability of obtaining N after 2 cycles, with an effect

that is increasingly magnified by engaging multiple GCs.
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FIGURE 5.8: Effects of Immunogenic Selection and Germinal Center Engagement on Prob-
ability of Rare Mutation Induction. Probability of the target mutation occurring in least
one B cell after two GC cycles, shown as a function of immunogenic selection strength
and number of germinal centers, for standard vaccination strategy versus a sequential
strategy targeting intermediate amino acid D. Dashed vertical lines show the selection
strength (ψ = 25) used in Figures 5.6, 5.7, 5.9, and 5.10.

Choice of intermediate targets

The above results suggest that selection for an intermediate mutation can improve the

induction probability of a target mutation. However, as with G55N, there may be multiple

possible choices for which intermediate amino acid mutation to select. For example, in the

case of G55N, both S and D can be obtained from the UCA codon via a single base sub-

stitution and lie on a path to the desired target amino acid N. To explore the importance

of this choice, we compared transition probabilities from various possible on-pathway in-

termediate amino acids for the uninducible mutations G55N, S54A, and S59D identified

in the CH235 CDRH2 region in Section 5.3, each of which requires two base changes. For

each mutation, we calculated the probabilities of transitioning through each intermediate

amino acid to the mature target amino acid and compared these to the probability of se-
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lecting the target amino acid outright (Tables F.2, F.3, F.4 in Appendix F), similar to the

comparison in the probability flow diagrams above. For each pathway, we simulated two

rounds of mutation with an intervening round of selection, under a range of selection

strengths ψ (Figure F.1 in Appendix F). For all three uninducible mutations, pathways

through selected intermediates had substantially higher probabilities than those under

which the target amino acid was selected for throughout, with differences being great-

est when selection strength was high. These results suggest that if vaccine designers can

design immunogens that provide a large fitness advantage for B cells with intermediate

amino acids, it may be possible to overcome the inducibility barrier for many or most

uninducible mutations.

We observe a large difference in the probability of successfully inducing the target

amino acid N depending on the intermediate amino acid chosen, with mutational paths

through G55D having substantially higher probabilities than paths through G55S. In con-

trast, neither the S54A nor the S59D uninducible mutations demonstrated a strong path

preference through a specific intermediate amino acid (Figure F.1B and C in Appendix F),

although a slight preference for S59G over S59N was observed for S59D. These results

indicate that while preferential selection of specific intermediate amino acids can greatly

increase the probability of eliciting uninducible mutations in some cases, both the mag-

nitude of the benefit and the importance of intermediate choice depends on the sequence

context of the target mutations. Computational modeling to identify target mutations

which is amenable to this approach is therefore a critical tool for lineage-based vaccine

design.

The Importance of Ordering in Mutation Acquisition

In the same spirit as our findings in Chapter 4, when a target bnAb requires multi-

ple critical mutations and those mutations lie in neighboring sequence positions, it raises

the possibility that the order in which mutations are acquired may significantly affect the

inducibility of the bnAb. This is because a mutation at one site changes the sequence con-
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FIGURE 5.9: Probability of observing at least one B cell with a given codon at position 55
of CH235.12 in a GC population of NG = 1000 cells, under a standard vaccination strategy
that selects for N throughout. N fails to appear in the B cell population with sufficiently
high probability after the second cycle.

text, and hence mutation rate, of its neighboring sites. The CDRH2 in bnAb CH235.12 con-

tains multiple examples (see Figure 5.1), including the pairs (W47L, M48L), (S54A, G55N),

and (S57R, T58P). Indeed, clusters of mutations in CDR regions are commonly observed

in mature antibodies. As a result, we might be concerned that a standard immuniza-

tion strategy may lead to “dead ends”, by inducing early, more probable mutations which

then decrease the probability of other critical mutations below the point of inducibility. Ta-

ble 5.2 and Figure 5.11 show an example of this, demonstrating that it’s possible for the op-

timal immunization regimen to differ dramatically in the presence of context-dependence.

The (hypothetical) example consists of two neighboring non-synonymous mutations (see

Figure 5.11). Table 5.2 compares selection regimens, under both a model with context-

independent rates and a model with context-dependent rates. For each model, we used

the approach described in Section 5.2 to compute the probability of acquiring both target

amino acid mutations at the end of the second round of mutation, under three different
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FIGURE 5.10: Probability of observing at least one B cell with a given codon at position
55 of CH235.12 in a GC population of NG = 1000 cells, under a sequential vaccination
strategy that selects for D in the first cycle and for N in the second. N appears in the B cell
population with high probability after the second cycle.

selection strategies: (i) selection for D in round 1, (ii) selection for K in round one, and

selection for both D and K in round 1. (In all three regimens, round two selects for both D

and K.) Under the context-independence model, selecting for both D and K is the optimal

strategy. However, when accounting for context-dependence, selection for D only in the

first round is optimal, as selecting for both leads to a K mutation with high probability, and

therefore to a dead end (Figure 5.11), while acquiring D first does not significantly affect

the probability of subsequently obtaining K. In such a situation, employing an immuno-

gen (including the native antigen) that forms a favorable interaction with both mutations

may be counterproductive, while using an immunogen that preferentially binds D may

be more effective.

Effect of mutation order for CH235.12

To investigate the impact of acquisition order on inducibility for CH235.12, we calcu-

lated induction probabilities for the two neighboring single mutation changes (W47L,M48L)
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tations, under a traditional independent site model (A) and under the context-dependent
SHM model (B). When accounting for dependence, acquisition of the C Ñ A mutation
first is an order of magnitude more probable, but leads to a dead end in the maturation
path.

Table 5.2: Probability of observing both D and K mutations after the second mutation
round under three possible immunization strategies. The first column denotes the amino
acid selected for at the end of the first round of mutation. The remaining columns gives
the selection strength.

Independent Context-Dependent
Selection ψ = 1 ψ = 5 ψ = 10 ψ = 1 ψ = 5 ψ = 10

D 0.0035 0.0089 0.014 0.0028 0.0073 0.012
K 0.0034 0.0089 0.014 0.0027 0.0038 0.0041

Both 0.0034 0.011 0.017 0.0027 0.0048 0.0053

and (S57R,T58P). This was performed by simulating two germinal center dark/light cy-

cles (SHM + selection) followed by a final round of dark zone mutation, under three dif-

ferent selection scenarios. The selection scenarios were chosen to correspond to three dis-

tinct possible immunization strategies for acquiring a pair of mutations (A,B): in the first

scenario, round 1 uses an immunogen designed to target mutation A; in the second sce-

nario, an immmunogen is designed to target mutation B; and in the third, the immunogen

targets both desired mutations (A and B). In all scenarios, round 2 uses an immunogen
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targeting both mutations A and B. The goal is to understand what impact selection order

may have on inducibility. In particular, it is of interest to know whether selecting for all

desired mutations up front may lead to “dead ends” in the maturation process.

Figure 5.12 shows the results of these simulations for the critical mutation pairs W47L

and M48L, and S57R and T58P. In both cases, we observe a preferred ordering in the

case of sequential design (M48L before W47L, and S57R before T58P). At lower selection

strengths, one order is inducible while the other is not. However, we also see for both pairs

that it is preferable to select for both mutations in both rounds to maximize the probability

of success. (That this need not be the case; see the (hypothetical) example in Figure 5.11

and Table 5.2.) Thus in each of these cases, an immunogen should be designed to bind

favorably to both mutations simultaneously, if possible. However since the two mutations

are neighboring, interference may occur and it may prove easier to design an immunogen

targeting only one of the mutations, in which case our results indicate a clearly preferred

ordering.

5.4 Discussion

Our results demonstrate that computational modeling can provide important insights

into bottlenecks in the affinity maturation of target antibodies. In particular, the stochastic

modeling approach developed here shows that mutations can be uninducible because the

probability of their occurrence - as determined by their sequence context - is so low as to be

effectively zero in a finite clonal population. This result has important consequences both

for the development of bnAbs during infection and for vaccine design strategies aimed

at eliciting them. Our modeling identifies multiple uninducible mutations in the HIV

bnAb CH235.12 CDRH2 region that makes important contacts with conserved portions

of the HIV Env, and these results are well-supported by experimental verification in UCA

knock-in mice. The rarity of potent and very broad (ą 90% breadth) bnAbs like CH235.12

in people with HIV even after years of chronic HIV infection may be attributable to the

presence of these and other similarly critical uninducible mutations. As the goal of a
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FIGURE 5.12: Probability of observing a neighboring pair of target amino acids at the end
of the third round of mutation (following 2 cycles of mutation and selection) for different
strategies. In the first cycle, either one of the amino acids or both target amino acids are
selected for (e.g. either 47L (blue), 48L (green), or both 47L and 48L (red) in Figure 5.12(a)).
At the end of the second cycle, both target amino acids are selected for (e.g. both 47L and
48L). Note that the red curves correspond to the case where both target amino acids (e.g.
the 47L and 48L mutations) are selected for at the end of both the first and second cycle.
The largest value of ψ was chosen so that in no case did the population of NG B cells result
in a replacement rate of more than 15% after resampling.

protective HIV vaccine is to elicit precisely this type of bnAb, vaccine strategies that can

overcome the presence of uninducible mutations are urgently needed.

As we have shown, the uninducibility of many amino acid mutations appears to be

a consequence of the requirement for multiple nucleotide changes within a single codon.

(However, single base changes can also lead to uninducible mutations, see Table F.1). As

a result, intermediate amino acids encoded by single base changes will be visited first in

a germinal center cycle. These intermediate amino acids represent important transition

states during affinity maturation which, because they are not under antigenic selection,

may appear at insufficiently low rates and/or be quickly lost, making transition to the

desired multiple-change target amino acid exceedingly rare. Design of immunogens that

preferentially select for a carefully chosen one of these intermediate amino acids may be

an effective vaccine design strategy for accelerating bnAb elicitation. In all cases, careful

attention by the vaccine designer to ensure that an immunogen does not select against
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these intermediate amino acids is needed to avoid blocking the induction pathway of the

target mutation.

Our modeling also demonstrates that when critical amino acids mutations lie in neigh-

boring positions, sequence context-dependence of SHM may make some orderings of mu-

tation acquisition more probable, while others can even lead to uninducible “dead ends”.

In such situations, the use of computational modeling to identify accessible orderings and

inform sequential immunogen design may dramatically increase the probability of suc-

cessfully inducing the full set of mutations. Often, employing a single immunogen that

selects for both neighboring mutations will be the optimal strategy, as we observed with

the two pairs of mutations investigated in the CH235.12 CDRH2 region. However, it can

be very challenging to design immunogens that select for neighboring amino acids due

to the strong possibility of interference based on their 3D proximity. That is, the steric,

electrostatic, or hydrophobic characteristics of the immunogen that enable strong binding

to the first mutation may disrupt interactions between the second mutation and the im-

munogen. In this situation, two distinct immunogens delivered by sequential boosting

may be required, with the order of deployment informed by our approach.

An important point highlighted by our work is the effect of clonal population size

on inducibility. As indicated by Figure 5.8, increasing the size of the clonal population

should decrease the number of uninducible mutations for a given clone. Thus, strate-

gies to increase the number of germinal centers harboring clones of interest, or increase

the population size of the clone of interest within germinal centers, may provide an al-

ternative approach for eliciting uninducible mutations. This suggests that immunogens

that can traffic to multiple lymph nodes - engaging numerous germinal centers - may

have an inherent advantage in eliciting bnAbs with uninducible mutations. For example,

mRNA-LNP vaccines provide systemic delivery of immunogen to lymph nodes all over

the body, rather than just the draining lymph nodes near the injection site [107]. In our re-

cent study, a sequential prime-boost vaccine regimen delivered as mRNA outperformed

protein-based immunizations using the same regimen, for selecting critical multi-base
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change amino acid mutations [152]. Interestingly, an increase in clonal population may

also be an advantage of clonal maturation in infection versus conventional vaccination,

since acute infection typically activates multiple widespread lymph nodes, compared to

a bolus injection of protein which may primarily engage lymph nodes near the injection

site.
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6. Conclusion
In Chapter 2, we introduced SMC algorithms and reviewed recent finite sample com-

plexity bound results for SMC samplers to motivate the results in Chapters 3 and 4. In

Chapter 3, we provided conditions under which SMC algorithms can approximate global

expectations using a polynomial number of Markov transition steps without assuming

globally mixing mutation kernels. We then applied these results to two well known exam-

ple multimodal problems: sampling from mixtures of log-concave distributions and the

mean field Ising model. We found that the total number of mutation steps NVt required

to apply Theorem 3 is comparable to bounds on the spectral gap given in the literature for

seemingly similar algorithms.

In Chapter 4, we considered the problem of approximating marginal sequence likeli-

hoods under context-dependent models of DNA evolution. We first proposed an impor-

tance sampling scheme and showed that the number of samples needed for the impor-

tance sampler to approximate the marginal sequence likelihood grows exponentially in

the number of observed mutations, rather than the sequence length n. We then extended

the importance sampler to an SMC setting and showed that SMC provides a significant

improvement in computational complexity for approximating marginal sequence likeli-

hoods. In particular, the results in Chapter 4 suggest that the SMC algorithm performs

well when the observed mutated sites can be grouped into blocks consisting of neigh-

boring sites with observed mutations. To establish our error bounds, we also provided a

novel warm mixing time bound on a componentwise Metropolis-Hastings algorithm pre-

viously introduced in the literature for sampling endpoint-conditioned, site-dependent

DNA evolution paths. Future work in this area includes improving this warm mixing

time bound and exploring different MCMC algorithms for the mutation step of the SMC

algorithm. In addition, our results in Chapter 4 rely critically on the assumption that

T = O(r/n) and r ď n
1
2 (Assumption 2 in Chapter 4); relaxing these assumptions is of

strong interest as well.
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Finally, in Chapter 5 we investigated the connection between mutation orderings and

vaccine design. In particular, we defined a stochastic model of the somatic hypermu-

tation process that incorporates sequence context-dependence along with a population

model for B cell clonal maturation. This model can be used to infer high-probability mu-

tation pathways leading to the elicitation of HIV broadly neutralizing antibodies. We

found that the context-dependent sequence rates impose a strong ordering preference

when critical mutations requiring multiple base substitutions (e.g. within a single codon)

occur within a neighborhood (pentamer) of each other. For example, we demonstrated

that the probability of acquiring uninducible mutations requiring multiple base changes

can be increased by instead sequentially targeting the corresponding single base changes

over multiple rounds of mutation and selection. Hence, context dependency allows us

to establish preferred orderings for targeting these single base changes with a series of

immunogens, thereby increasing the probability of acquiring the desired mutations.
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Appendix A. Supporting Results for Chapter 3

In this section, we provide the construction of the coupled random variables X̄1:N
v . Let

j P t1, . . . , pu and define

dKt
v|Aj

(x, ¨)

dρx
:= f j

x
dµv|Aj

dρx
:= gj

x,

where ρx is some dominating measure. The subscript denotes the implicit dependence on

x P X , and the superscript denotes the partition element Aj. Now, let hj
x = mintgj

x, f j
xu

and set

aj
x =

ż

X
hj

xdρx, bj
x =

ż

X
( f j

x ´ hj
x)dρx, cj

x =

ż

X
(gj

x ´ hj
x)dρx

Each X̄i
v is constructed independently according to the following ‘coupling map’ C : X Ñ

X ˆX . Let Zi
v|j, Ui

v|j, and Vi
v|j denote random variables whose distributions have densities

hj
x/aj

x, ( f j
x ´ hj

x)/bx, and (gj
x ´ hj

x)/cj
x, respectively, for j P 1, . . . , p. The map C transitions

X̃i
v to (Xi

v, X̄i
v) as follows

1. Independently draw Zi
v|ξ i

v
, Ui

v|ξ i
v
, and Vi

v|ξ i
v
.

2. Set (Xi
v, X̄i

v) = (Zi
v|ξ i

v
, Zi

v|ξ i
v
) with probability aξ i

v
X̃i

v
. Else, set (Xi

v, X̄i
v) = (Ui

v|ξ i
v
, Vi

v|ξ i
v
).

Then for x P Aj we have

P(C(x) P B ˆ X ) = P(Ui
v|j P B X Vi

v|j P X )(1 ´ aj
x) + P(Zi

v|j P B X X )aj
x,

= P(Ui
v|j P B)P(Vi

v|j P X )(1 ´ aj
x) + P(Zi

v|j P B)aj
x

= Kt
v|Aj

(x, B)

and similarly, for x P Aj we have that P(C(x) P X ˆ B) = µv|Aj
(B).

We see then have that the new state (Xi
v, X̄i

v) satisfies

P(Xi
v P B | X̃i

v P Aj) =

ż

X
µ̃v|Aj

(dx)Kt
v|Aj

(x, B) = µ̂v|Aj
(B)

and µ̄v(B | X̃i
v P Aj) = P(X̄i

v P B | X̃i
v P Aj) = µv|Aj

(B). By the law of total proba-

bility, it follows that L(Xi
v) = µ̂v. That is, even though the constructions are performed
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conditionally on tX̃i
v P Aju, the marginal law of Xi

v is preserved. However, note that this

does not apply to coupled variable X̄i
v; that is, marginally L(X̄i

v) ‰ µv since in general

P(X̃i
v P Aj) ‰ µv(Aj). Instead we have

L(X̄i
v) =

p
ÿ

j=1

µv|Aj
P(X̃i

v P Aj) ‰

p
ÿ

j=1

µv|Aj
µv(Aj) = µv. (A.1)

Note also that by construction, P(Xi
v = X̄i

v | X̃i
v P Aj) = }µ̂v|Aj

(¨) ´ µv|Aj
(¨)}TV.

The next lemma shows that the random variables produced by C satisfy certain useful

conditional independencies.

Lemma 16. Let [´i] = t1, . . . , i ´ 1, i + 1, . . . , Nu. For i = 1, . . . , N we have:

(a) X̄i
v1X̃[´i]

v | X̃i
v

(b) X̄i
v1X̄[´i]

v | X̃i
v

(c) X̄i
v1(X1:N

k , X̃1:N
k )v´1

k=1 | X̃i
v

Proof. Let W i
v = (Zi

v|ξ i
v
, Ui

v|ξ i
v
, Vi

v|ξ i
v
). All three statements follow immediately from the fact

that

W i
v 1W [´i]

v | X̃i
v

for i = 1, . . . , N. That is, Zi
v|ξ i

v
, Ui

v|ξ i
v
, and Vi

v|ξ i
v

are, by construction, drawn independently

of ((W1:N
k , X̃1:N

k )v´1
k=1 , W [´i]

v , X̃[´i]
v ) conditional on X̃i

v for each i = 1, . . . , N.

Since the constructions are performed conditional on the event X̃i
v P Aj, the X̄1:N

v

random variables are conditionally independent but not marginally independent; this

is because the X̃1:N
v random variables are dependent. Nonetheless, we can still refine

Lemma 16(c) slightly as follows:

Lemma 17. For B Ă X ,

P(X̄i
v P B | Fv´1, X̃i

v P Aj) = P(X̄i
v P B | X̃i

v P Aj)
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Proof.

P(X̄i
v P B | Fv´1, X̃i

v P Aj) = E[P(X̄i
v P B | X̃i

v) | Fv´1, X̃i
v P Aj]

= E[µv|A
ξi

v
(B) | Fv´1, X̃i

v P Aj]

= µv|Aj
(B)

= P(X̄i
v P B | X̃i

v P Aj)

The first equality follows by iterated expectations and Lemma 16(c), the second by the

definition of C, and the third since the expectation is constant upon conditioning on X̃i
v P

Aj. The final equality follows since tX̃i
v P Aju = tX̄i

v P Aju by the definition of C.

The next result is a consequence of Lemma 17

Lemma 18. Let f : X Ñ R be a P-measurable function. Then

E[ f (X̄i
v)1Aj(X̄i

v) | Fv´1] = Eµv|Aj
[ f ] ¨ P̂j

v (A.2)

In particular,

E[w̄j
v+1|Fv´1] =

zv+1

zv
¨

µv+1(Aj)

µv(Aj)
¨ P̂j

v (A.3)

where w̄j
v+1 = N´1 řN

i=1 wv+1(X̄i
v)1Aj(X̄i

v) as before.

Note that if we had X̄i
v´1 distributed exactly according to µv´1 then we would have

Eµv´1 [wv(X̄i
v´1)1Aj(X̄i

v´1)] =
zv

zv´1
µv(Aj). However, L(X̄i

v´1) ‰ µv´1 as noted by (A.1)

above. Lemma 18 says however that if the sample history t(X̃1:N
s , X1:N

s , X̄1:N
s )uv´2

s=1 satisfies

conditions (3.6-3.8) for steps 1, . . . , v ´ 2, the sample estimator w̄j
v of this quantity is unbi-

ased up to a multiplicative error P̂j
v´1/µv´1(Aj) introduced by the fact that the marginal

probability of resampling into Aj at step v ´ 1 is P̂j
v´1 rather than exactly µv´1(Aj).

Proof. We show (A.2) for the case of f (¨) = wv+1(¨); the argument for the general case is

identical. The result (A.3) follows by linearity of expectation.
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Assume that P̂j
v ‰ 0, otherwise the result holds trivially since this implies

E[w̄j
v+1|Fv´1] = 0 = P̂j

v

(recall the events X̃i
v P Aj and X̄i

v P Aj are equivalent). Then we compute that

E[wv+1(X̄i
v)1X̄i

vPAj
| Fv´1]

=E[wv+1(X̄i
v) | Fv´1, X̃i

v P Aj]P(X̃i
v P Aj|Fv´1)

=E[wv+1(X̄i
v) | X̃i

v P Aj]P(X̃i
v P Aj|Fv´1)

=
zv+1

zv

µv+1(Aj)

µv(Aj)

řN
i=1 wv(Xi

v´1)1Xi
v´1PAj

řN
i=1 wv(Xi

v´1)


=

zv+1

zv
¨

µv+1(Aj)

µv(Aj)
¨ P̂j

v

The second equality follows by Lemma 17. The third equality follows since P(X̄i
v P B |

X̃i
v´1 P Aj) = µ̄v(B | X̃i

v´1 P Aj) = µv|Aj
(B) by the definition of C.

We conclude with the following concentration bound, which is a consequence of the

results derived so far.

Lemma 19. Let f : X Ñ (a, b) be a P-measurable bounded function and f̄ = N´1 řN
i=1 f (X̄i

v).

Then for λ ą 0,

P
(ˇ
ˇ f̄ ´ E[ f̄ | Fv´1]

ˇ

ˇ ą λ
)

ď 4e
´ Nλ2

2(b´a)2

Proof. Note that E[ f̄ | Fv´1] = E[E[ f̄ | X̃1:N
v ] | Fv´1] by Lemma 16. Applying the triangle

inequality and the union bound gives

P
(ˇ
ˇ f̄ ´ E[ f̄ | Fv´1]

ˇ

ˇ ą λ
)

ď P

(
ˇ

ˇ

ˇ
f̄ ´ E[ f̄ | X̃1:N

v ]
ˇ

ˇ

ˇ
ą

λ

2

)
+ P

(
ˇ

ˇ

ˇ
E[ f̄ | X̃1:N

v ] ´ E[E[ f̄ | X̃1:N
v ] | Fv´1]

ˇ

ˇ

ˇ
ą

λ

2

)
,

Notice that

E[ f̄ | X̃1:N
v ] = E

[
1
N

N
ÿ

i=1

f (X̄i
v)

ˇ

ˇ

ˇ
X̃1:N

v

]
=

1
N

N
ÿ

i=1

E[ f (X̄i
v) | X̃i

v] (A.4)
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where the second equality follows by Lemma 16. Since X̄1
v1 . . .1X̄N

v | X̃1:N
v by Lemma 16,

the first term can be controlled by the conditional form of Hoeffding’s inequality:

P

(
ˇ

ˇ

ˇ
f̄ ´ E[ f̄ | X̃1:N

v ]
ˇ

ˇ

ˇ
ą

λ

2

)
= E

[
P

(
ˇ

ˇ

ˇ
f̄ ´ E[ f̄ | X̃1:N

v ]
ˇ

ˇ

ˇ
ą

λ

2

ˇ

ˇ

ˇ
X̃1:N

v

)]

= E

[
P

(ˇ
ˇ

ˇ

ˇ

ˇ

N
ÿ

i=1

(
f (X̄i

v) ´ E[ f (X̄i
v) | X̃1:N

v ]
)ˇˇ
ˇ

ˇ

ˇ

ą
Nλ

2

ˇ

ˇ

ˇ
X̃1:N

v

)]

ď 2e
´ Nλ2

2(b´a)2

Next, note that the random variable E[ f (X̄i
v) | X̃i

v] is also a bounded function of X̃i
v. But

we always have that X̃1
v1 . . .1X̃N

v | Fv´1, so we can reapply an identical argument using

the conditional version of Hoeffding’s inequality:

P

(ˇ
ˇ

ˇ

ˇ

ˇ

N
ÿ

i=1

(
E[ f (X̄i

v) | X̃i
v] ´ E[E[ f (X̄i

v) | X̃i
v] | Fv´1]

)ˇˇ
ˇ

ˇ

ˇ

ą
Nλ

2

)
ď 2e

´ Nλ2

2(b´a)2

It follows that

P
(ˇ
ˇ f̄ ´ E[ f̄ |Fv´1]

ˇ

ˇ ą λ
)

ď 4e
´ Nλ2

2(b´a)2
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Appendix B. Supporting Results for Theorem 5 in Chap-
ter 4

Recall that η0(t) denotes a prior distribution on T and the corresponding posterior

distribution of T under the DSM is

η(t | y) :=
p(T,Q̃)(y | x)η0(t)

ş8

0 p(t,Q̃)(y | x)η0(t)dt
.

Our goal is to show that η concentrates within an interval around r/n, the observed frac-

tion of sites mutated. To do so, we will use the following key lemma:

Lemma 20. Let T‹ P J for J := ((1 ´ c) r
n , (1+ c) r

n ) and c P (0, 1). Assume r log(n)/n = o(1).

Then there exists a constant c1 P (0, 8) such that for any T P Ic with I := (0, rc1

n log(n)) and n

sufficiently large:

p(T,Q̃)(y | x)

p(T‹,Q̃)(y | x)
ď exp(´O(r log(n))). (B.1)

We now use Lemma 20 to establish Theorem 5.

Proof. (Theorem 5) Applying Lemma 20 we obtain

η(Ic | y) =

ş

Ic p(T,Q̃)(y | x)η0(T)dT
ş8

0 p(T,Q̃)(y | x)η0(T)dT
ď

ş

Ic p(T,Q̃)(y | x)η0(T)dT

infT‹PJ p(T‹,Q̃)(y | x)
ş

J η0(T)dT

ď exp(´O(r log(n)))
η0(Ic)

η0(J)
.

The condition on r/n in Lemma 20 holds for n sufficiently large provided r = o(n) (e.g.

r ď
?

n), which is the setting we consider in our main results in Chapter 4 (Assumption 2).

This condition requires that y not be too highly mutated with respect to x. This is neces-

sary because when r = Ω(n), the mutational process is approaching equilibrium and the

likelihood of T approaches a constant. For example, under the JC69 model (q = 3 and

constant mutation rates) an MLE of T does not exist when r/n ě 3/4. The above condi-

tion on r/n guarantees that an MLE of T exists and lies in the interval [0, r
n c(1 + log(n))).
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For the JC69 model this condition requires that r/n is strictly less than q/(q + 1) = 3/4.

To establish (B.1) it will be convenient to work with the uniformized version of tx(t)u,

which rescales a finite state CTMC rate matrix Q̃ by its fastest exit rate, resulting in a dis-

crete time Markov chain (the ‘jump chain’) R̃ with state transitions governed by a Poisson

process (see e.g. [122] Ch. 5). More precisely, recall that nq denotes the number of non-

zero off diagonal elements in a given row of Q̃. Let λ ě γ̃max be any upper bound on the

largest transition rate and define the probability transition matrix R̃ := Ian + Q̃/(nqλ).

Then the marginal likelihood of y given x under Q̃ can be written as

p(T,Q̃)(y | x) = e´nTqλ
8
ÿ

m=r

R̃m
x,y(nTqλ)m

m!
. (B.2)

To prove Lemma 20, we first establish a lower bound on the denominator of (B.1) by

obtaining a lower bound on (B.2). We can do so by considering only the first (m = r) term

in the summation in (B.2) and lower bounding the probability of any length r path from x

to y under R̃.

Lemma 21.

p(T,Q̃)(y | x) ě exp (´nTqλ + r log(Tγ̃min)) . (B.3)

Proof. Considering only length r paths, we have

p(T,Q̃)(y | x) ě e´nTqλ(nTqλ)r R̃r
x,y

r!
.

Recall that r = dH(x, y), so there are r! paths of length r from x to y. Every non-zero

off-diagonal element of R̃r is lower bounded by γ̃r
min/(nqλ)r. Hence,

e´nTqλ(nTqλ)r R̃r
x,y

r!
ě exp (´nTqλ + r log(Tγ̃min)) .

An upper bound on the numerator of (B.1) is more difficult to obtain. Again, we will do

so via an upper bound on (B.2). In particular, we will find a time t‹ ą r/n such that

p(T,Q̃)(y | x) ď e´O(n)t‹

for all T ą t‹, (B.4)
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provided r/n is sufficiently small. Lemma 20 then follows by combining the lower bound

(B.3) evaluated at T‹ = Θ( r
n ) with the upper bound (B.4) for t‹ = O( r

n log(n)).

To bound the sum (B.2) we will partition the terms into three different ‘mixing regimes’

of R̃, corresponding to the number of jumps (mutations). Let p(n) = poly(n) be some

polynomial in n (to be chosen later) and partition the set of possible mutation counts into

the three sets

M0(t) := tr, . . . , tntqλ/2uu (B.5)

M1(t) := ttntqλ/2u + 1, . . . , p(n)u (B.6)

M2 := tp(n) + 1, p(n) + 2, . . .u , (B.7)

for 2r
nqλ ă t ă

2p(n)
nqλ , and write (B.2) as

p(T,Q̃)(y | x) = e´nTqλ
ÿ

mPM0(t)

R̃m
x,y(nTqλ)m

m!
l jh n

(i)

+ e´nTqλ
ÿ

mPM1(t)

R̃m
x,y(nTqλ)m

m!
l jh n

(ii)

(B.8)

+ e´nTqλ
ÿ

mPM2

R̃m
x,y(nTqλ)m

m!
l jh n

(iii)

. (B.9)

Let tXmu be a Markov chain with transition matrix R̃ and initial state X0 = x. Regime

(i) contains values of m (numbers of “extra” mutations) that are improbable under the

Poisson process governing the number of jumps of tXmu. In particular, for all m P M0 we

have m ă λR̃, where λR̃ = nTqλ is the mean of this Poisson process. As a result, an upper

bound on (i) is straightforward to obtain from Poisson tail bounds (Lemma 22 below).

The approaches taken to bound (ii) and (iii) use similar but slightly different tech-

niques. In particular, we will bound (ii) and (iii) by obtaining upper bounds on the m step

transition probabilities R̃m
x,y. We do so by analyzing the marginal process tX̄mu of tXmu

defined by the Hamming distance from x

X̄m := dH(Xm, x) (B.10)
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rather than tXmu itself. Since X0 = x we have X̄0 = 0, and X̄m P t0, 1, . . . , nu for all m.

Recall that dH(x, y) = r and so

R̃m
x,y ď

ÿ

tx1:dH(x,x1)=ru

R̃m
x,x1 = P(X̄m = r). (B.11)

Therefore we will be interested in bounding transition probabilities of the marginal pro-

cess tX̄mu. Our first step is to define a (discrete time) birth-death process tȲmu on t0, . . . , nu

with transition matrix B and limiting distribution ν, such that

X̄0 = Ȳ0 = 0 and X̄m ľ Ȳm for m = 0, 1, 2, . . .

where ľ denotes stochastic dominance, i.e. P(X̄m ą t) ě P(Ȳm ą t) for all t P R. This

connection to the birth-death chain will be used to bound both (ii) and (iii), in each case

by bounding P(Ȳm = r) and then using P(X̄m = r) ď P(Ȳm = r) to bound (B.11). This

approach greatly simplifies the analysis as the tȲmu process is much simpler to analyze.

We will bound (ii) by bounding P(Ȳm = r) using hitting time arguments; the choice of

t in (B.5) will play an important role in this step. For (iii), we will bound P(Ȳm = r) by

bounding the spectral gap of B; p(n) in (B.5) will correspond to the resulting relaxation

time bound.

B.1 Poisson tail bound for (i)

As mentioned above, a bound for (i) is straightforward to obtain. The jumps of tXmu

are generated according to a Poisson process with mean λR̃ = nTqλ. Then we can apply

tail probability bounds for Poisson random variables and ignore terms smaller than λR̃.

Lemma 22. Let T P (t, 8) for t P (0, 8). Then

e´λR̃
ÿ

mPM0(t)

R̃m
x,yλm

R̃
m!

ď e´
ntqλ

8 .

Proof. Let Z „ Poisson(ntqλ). Note that the lower tail probability of a Poisson random

variable, viewed as a function of its mean, is decreasing monotonically. Since t ď T, this
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implies

e´λR̃
ÿ

mPM0

R̃m
x,yλm

R̃
m!

ď e´λR̃
ÿ

mď
nλtq

2

λm
R̃

m!
ď P

(
Z ď

ntqλ

2

)
ď e´

ntqλ
8 .

The last inequality follows by the concentration bound P(Z ď ρ(1 ´ ϵ)) ď e´ρh(ϵ) for

h(ϵ) = (1 ´ ϵ) log(1 ´ ϵ) + ϵ with ϵ P (0, 1) for any Poisson random variable Z „

Poisson(ρ) with ϵ = 1/2 by noting h( 1
2 ) ą 1

8 .

B.2 Coupling Construction for Bounding (ii) and (iii)

We first describe the time evolution of (B.10). X̄m decreases by one if Xm transitions to

a sequence in the (random) set:

S´
m(X̄m) = S´

m := tx1 : dH(x1, x) = X̄m ´ 1 and dH(x1, Xm) = 1u.

which is of size |S´
m| = X̄m since there are X̄m = dH(Xm, x) possible sites at which to

increase the agreement with x. X̄m remains unchanged if Xm transitions to a sequence in

the set

S0
m(X̄m) = S0

m := tx1 : dH(x1, x) = X̄m and dH(x1, Xm) ď 1u

which is of size
ˇ

ˇS0
m
ˇ

ˇ = (q ´ 1)X̄m + 1 accounting for (q ´ 1) = (a ´ 2) possible mutations

at each of the X̄m differing sites, plus the possibility of holding via a virtual jump. Let

Sm(X̄m) := tx1 : dH(x1, Xm) ď 1u denote the set of sequences corresponding to the positive

elements of R̃ along the row corresponding to Xm. X̄m increases by one if Xm transitions

to a sequence in the set

S+
m(X̄m) = S+

m := Sm(Xm)z(S´
m(Xm) Y S0

m(Xm)).

Note |Sm| = nq + 1. Therefore
ˇ

ˇS´
m Y S0

m
ˇ

ˇ = qX̄m + 1 and
ˇ

ˇS+
m
ˇ

ˇ = q(n ´ X̄m). (B.12)

Although tX̄mu is not a Markov process, we will relate it to a birth-death process. Call a

transition a ‘birth’ if X̄m+1 = X̄m + 1 and a ‘death’ if X̄m+1 = X̄m ´ 1. The corresponding
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birth and death probabilities are given by:

b(Xm) :=
ÿ

xPS+
m

γ̃im(x)(xim(x); x̃im(x))

nqλ
ě

γ̃min

λ

(
1 ´

X̄m

n

)
:= b1(X̄m) (B.13)

d(Xm) :=
ÿ

xPS´
m

γ̃im(x)(xim(x); x̃im(x))

nqλ
ď

γ̃maxX̄m

nqλ
:= d1(X̄m), (B.14)

where i(x, Xm) = im(x) denotes the site where x and Xm differ, and b1, d1 represent uniform

bounds. Conditional on the sequence Xm´1, the one step transition probability for the

distance X̄m is

P(X̄m = j | Xm´1) :=

$

’

’

’

’

&

’

’

’

’

%

d(Xm´1) if j = X̄m´1 ´ 1
1 ´ d(Xm´1) ´ b(Xm´1) if j = X̄m´1

b(Xm´1) if j = X̄m´1 + 1
0 otherwise

(B.15)

At times, we let A(Xm´1, ¨) denote the transition probability matrix (B.15).

Example: Consider the JC69 ISM model, so q = 3 and rates are constant γ̃i(b; x̃) ” γ P

(0, 8), and let λ ą γ. Then tX̄mu is a Markov chain and forms a true birth-death process, since

the off-diagonal elements of R̃ are identical, and so

P(X̄m = j | X̄m´1 = i) =

$

’

&

’

%

iγ
3nλ if j = i ´ 1
1 ´

γ
λ + 2iγ

3nλ if j = i
γ
λ (1 ´ i

n ) if j = i + 1.

(B.16)

We will bound the transition probabilities P(X̄m = r | X̄0 = 0) for the marginal process

tX̄mu in terms of a corresponding birth-death process of the form (B.16) constructed by

‘minorizing’ tX̄mu. In particular, we will define a birth-death process tȲmu such that

P(X̄m = r | X̄0 = 0) ď P(X̄m ď r | X̄0 = 0) ď P(Ȳm ď r | Ȳ0 = 0). (B.17)

holds for all m = 0, 1, 2, . . .. Notice that this will hold for any birth-death process tȲmu

having both a smaller birth probability and a higher death probability than the tX̄mu pro-

cess. Such a minorizing birth-death chain can therefore be obtained by assigning birth

and death probabilities given by the uniform lower and upper bounds b1(X̄m) and d1(X̄m)

on b(Xm) and d(Xm) given in (B.13), which depend only on X̄m as in (B.16).
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We will proceed to bound the transition probabilities of the marginal process tX̄mu in

terms of those of tȲmu as in (B.17). Before stating the result, we note that if X ľ Y for

X „ µ and Y „ ν, then there exists a coupling (X˚, Y˚) of µ and ν such that X˚ „ µ,

Y˚ „ ν, and Y˚ ď X˚ with probability one (see e.g. [122] Ch. 9).

Lemma 23. Let tXmu be a Markov chain with transition matrix R̃ with X0 = x and tX̄mu

its marginal process (B.15). Let λ ě max(γ̃max, γ̃maxq´1 + γ̃min) and consider the birth-death

process tȲmu with transition matrix B given by

Bij := P(Ȳm = j | Ȳm´1 = i) =

$

’

’

&

’

’

%

γ̃maxi
nqλ if j = i ´ 1

1 ´
γ̃maxi
nqλ ´

γ̃min
λ

(
1 ´ i

n

)
if j = i

γ̃min
λ

(
1 ´ i

n

)
if j = i + 1.

(B.18)

Then P(X̄m ď r | X0 = x) ď P(Ȳm ď r | Ȳ0 = 0) and as a consequence

R̃m
x,y ď P(X̄m ď r | X0 = x) ď P(Ȳm ď r | Ȳ0 = 0).

Proof. Let b1(Ȳm) and d1(Ȳm) be the birth and death probabilities defined in (B.13) and used

in (B.18). To bound the margin tX̄mu of tXmu in terms of tȲmu, we will define a coupling

(X˚
0 , . . . , X˚

m, Ȳ˚
0 , . . . , Ȳ˚

m) satisfying

X˚
j | X˚

j´1 „ R̃ and Ȳ˚
j | Ȳ˚

j´1 „ B (B.19)

with Ȳ˚
0 = Ȳ0 = X̄˚

0 = X̄0 = 0 and such that P(Xm
j=0tX̄˚

j ě Ȳ˚
j u) = 1. Note that (B.19) also

implies L(X̄1, . . . , X̄m) = L(X̄˚
1 , . . . , X̄˚

m) for X̄˚
j := dH(X˚

j , x).

The coupling construction will proceed inductively by setting (X˚
0 , Ȳ˚

0 ) = (x, 0) (so

X̄˚
0 = 0) and constructing (X˚

j , Ȳ˚
j ) | X˚

iăj, Ȳ˚
iăj for each subsequent time step j = 1, . . . , m.

At each step we first construct a conditional coupling (X̄˚
j , Ȳ˚

j ) | X˚
iăj, Ȳ˚

iăj between Ȳj

and the marginal X̄j of Xj, and then construct X˚
j | X̄˚

j conditionally to complete the

construction of the coupling tX˚
0 , . . . , X˚

j , Ȳ˚
0 , . . . , Ȳ˚

j u. Specifically, the coupled random

processes can be simulated as follows:

(a) Draw X̄˚
j | X˚

j´1 „ A(X˚
j´1, ¨) and Ȳ˚

j | Ȳ˚
j´1 „ B such that P(X̄˚

j ě Ȳ˚
j ) = 1 (see

below).
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(b) Draw X˚
j | X̄˚

j , X˚
j´1 from distribution

Pr(X˚
j = x1 | X̄˚

j , X˚
j´1) =

$

’

&

’

%

R̃X˚
j´1,x1

ř

x2 R̃X˚
j´1,x21X̄˚

j
(dH(x2,x)) if dH(x1,x) = X̄˚

j

0 otherwise

Marginalizing out X̄˚
j we see that X˚

j | X˚
j´1 „ R̃X˚

j´1,¨ since by definition

P(X˚
j = x1 | X˚

j´1) =
n
ÿ

k=0

P(X̄˚
j = k | X˚

j´1)P(X˚
j = x1 | X̄˚

j , X˚
j´1)

=
n
ÿ

k=0

A(X˚
j´1, k)

R̃X˚
j´1,x11k(dH(x1, x))

ř

x2 R̃X˚
j´1,x21k(dH(x2, x))

=
n
ÿ

k=0

R̃X˚
j´1,x11k(dH(x1, x)) = R̃X˚

j´1,x1 .

To show that step (a) is possible, we give an explicit construction for generation. To do

so, we will show stochastic dominance holds for the conditional distributions

X̄j | Xj´1 ľ Ȳj | Ȳj´1

whenever X̄j´1 ľ Ȳj´1. That is, we require to show that for t P t0, . . . , nu

P
(
X̄j ą t | Xj´1, X̄j´1 = x

)
´ P

(
Ȳj ą t | Ȳj´1 = y

)
ě 0 if x ě y. (B.20)

We consider the cases x ą y and x = y separately.

Case x ą y: Fix t P t0, . . . , nu. For y P t0, . . . , t ´ 1u, P
(
Ȳj ą t | Ȳj´1 = y

)
= 0 and so

(B.20) holds. Similarly, if y P tt + 1, . . . , nu, then x P tt + 2, . . . , nu, so

P
(
X̄j ą t | Xj´1, X̄j´1 = x

)
= 1

in which case (B.20) holds. Thus the only nontrivial situation occurs when y = x ´ 1 = t.
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Then we have

P
(
X̄j ą t | Xj´1, X̄j´1 = t + 1

)
´ P

(
Ȳj ą t | Ȳj´1 = t

)
= 1 ´ d(Xj´1) ´ b1(t)

ě 1 ´ d1(t + 1) ´ b1(t)

= 1 ´
γ̃max(t + 1)

nqλ
´

γ̃min

λ

(
1 ´

t
n

)
ě 0.

where the first inequality follows from (B.14) and the final inequality follows by our choice

of λ. It follows that for x ą y:

P
(
X̄j ą t | Xj´1, X̄j´1 = x

)
´ P

(
Ȳj ą t | Ȳj´1 = y

)
ą 0.

Case x = y: First consider x = y = t + 1 . Then we have

P
(
X̄j ą t | Xj´1, X̄j´1 = t + 1

)
´ P

(
Ȳj ą t | Ȳj´1 = t + 1

)
= 1 ´ d(Xj´1) ´ (1 ´ d1(t + 1))

ě 0.

The only other non-trivial case to consider is x = y = t, which we from (B.13) by

P
(
X̄j ą t | Xj´1, X̄j´1 = t

)
´ P

(
Ȳj ą t | Ȳj´1 = t

)
= b(Xj´1) ´ b1(t) ě 0.

Consequently, conditional on x = y

P
(
X̄j ą t | Xj´1, X̄j´1 = x

)
´ P

(
Ȳj ą t | Ȳj´1 = y

)
ě 0.

This establishes the second case. Since (B.20) holds in both cases, it follows that there

exists a coupling (X̄˚
j , Ȳ˚

j ) of A(X˚
j´1, ¨) and BȲ˚

j´1,¨ such that P(X̄˚
j ě Ȳ˚

j | X̄˚
j´1, Ȳ˚

j´1) = 1.

Hence, P(Xm
j=0X̄˚

j ě Ȳ˚
j ) = 1 for any m and, in particular,

P(X̄m ď r | X0 = x) = P(X̄˚
m ď r | X˚

0 = x) ď P(Ȳ˚
m ď r | Ȳ˚

0 = 0) = P(Ȳm ď r | Ȳ0 = 0).

Note that Lemma 23 is tight in the case γ̃max = γ̃min and q = 3 in (B.16). By Lemma 23,

it suffices to analyze the transition matrix B instead of R̃ in order to bound (ii) and (iii) in

(B.8).
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B.3 Bounding (ii) Using Hitting Times of Ȳm

Recall that (B.11) implies that a bound on (ii) can be obtained by bounding P(X̄m =

r | X̄0 = 0). However, by Lemma 23 there is a birth-death process tȲmu with Ȳ0 = 0 and

transition probabilities (B.18) such that

P(X̄m = r | X̄0 = 0) ď P(X̄m ď r | X̄0 = 0) ď P(Ȳm ď r | Ȳ0 = 0)

Consequently, it suffices to bound P(Ȳm ď r | Ȳ0 = 0) for all m P M1 in order to bound (ii).

For brevity we will write P(Ȳm ď r | Ȳ0 = 0) = P0(Ȳm ď r), with the subscript denoting

the initial state.

Let r˚ ą r be some reserved state (to be chosen later), and τr˚ := inftm1 : Ȳm1 = r˚u its

associated hitting time. We will bound P0(Ȳm ď r) by considering the cases m ď τr˚ and

m ą τr˚ , via

P0(Ȳm ď r) ď P0(τr˚ ą m) + P0(Ȳm ď r, τr˚ ď m). (B.21)

The state r˚ will be chosen later to be a ‘point of no return’ for state r, in the sense that

conditional on the event tτr‹ ď mu, the probability that Ȳm is less than r decays exponen-

tially in the sequence length n, allowing us to obtain an upper bound on the second term

P0(Ȳm ď r, τr˚ ď m) in (B.21). We will bound the first term P0(τr˚ ą m) by ‘minorizing’

tȲmu by a pure random walk process tW̄mu, following a similar argument to that used to

bound tX̄mu by tȲmu in Lemma 23, and then bounding the hitting time for the random

walk tW̄mu on r˚.

Lemma 24. Let r˚ = tnδu with δ ď
tqγ̃min

2t(γ̃max+q)+4 := δ1(t) = δ1, and let m˚ P M1(t). Then

P0(τr˚ ą m˚) ď exp(´ m˚γ̃2
min

8 ).

Proof. Consider a biased random walk tW̄mu on Z with W̄0 = 0 with transition probabili-

ties

Wi,j = P(W̄m = j | W̄m´1 = i) =

$

’

’

&

’

’

%

γ̃maxδ
qλ if j = i ´ 1

1 ´
γ̃maxδ

qλ ´
γ̃min

λ (1 ´ δ) if j = i
γ̃min

λ (1 ´ δ) if j = i + 1.

(B.22)
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given by uniform bounds on the Ȳ rates over the range of values 0, . . . , r˚. Define ηr˚ :=

inftm1 : W̄m1 = r˚u and the stopped processes

Ȳm^τr˚ =

#

Ȳm for m ă τr˚

r˚ for m ě τr˚

W̄m^ηr˚ =

#

W̄m for m ă ηr˚

r˚ for m ě ηr˚

Let τst.
r˚ and ηst.

r˚ denote the respective hitting times of the state r˚ for the stopped processes.

Note that the hitting times for the stopped processes have the same distribution as those

for the non-stopped processes:

P0(τr˚ ą m‹) = P0(τ
st.
r˚ ą m‹) P0(ηr˚ ą m‹) = P0(η

st.
r˚ ą m‹) (B.23)

In addition, note that since r˚ = tnδu, the birth and death probabilities of tȲmu and tW̄mu

satisfy

Bi´1,i =
γ̃min

λ

(
1 ´

(i ´ 1)
n

)
ě

γ̃min

λ
(1 ´ δ) = Wi´1,i (B.24)

Bi,i´1 =
γ̃maxi
nqλ

ď
γ̃maxδ

qλ
= Wi,i´1 for all i P t1, . . . , r˚u (B.25)

By (B.24) and recalling that Ȳ0^τr˚ = Ȳ0 = 0 and W̄0^ηr˚ = W̄0 = 0, a stochastic dominance

argument near identical to the one in the proof of Lemma 23 implies that we can define a

coupling t(Ȳ1
m^τr˚

, W̄1
m^ηr˚

)u on t0, . . . , r‹u ˆ Z such that Ȳ1
m^τr˚

ľ W̄1
m^ηr˚

, which implies

P0(τ
st.
r˚ ą m‹) ď P0(η

st.
r˚ ą m‹). (B.26)

By (B.23) and (B.26) we see that P0(τr˚ ą m‹) ď P0(ηst.
r˚ ą m‹), and so it suffices to bound

P0(ηst.
r˚ ą m‹). To bound this term, let ∆1, . . . , ∆m be the sequence of i.i.d. increments

∆i = W̄i ´ W̄i´1 with

P(∆i = i) =

$

’

’

&

’

’

%

γ̃maxδ
qλ if i = ´1

1 ´
γ̃maxδ

qλ ´
γ̃min

λ (1 ´ δ) if i = 0
γ̃min

λ (1 ´ δ) if i = 1.

Observe that if
řm˚

i=1 ∆i ą r˚ then ηst.
r˚ ď m˚ (since ηst.

r˚ = ηr˚), and so P0(
řm˚

i=1 ∆i ą r˚) ď

P0(ηst.
r˚ ď m˚). Let ρ := m´1 řm

i=1 E[∆i] =
γ̃min

λ ´ δ( γ̃max
qλ + γ̃min

λ ). Then since r‹ = tnδu, and
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m˚ ą nλtq/2 (since m˚ P M1), we have:

P0(η
st.
r˚ ą m˚) ď P

(
1

m˚

m˚
ÿ

i=1

∆i ´ ρ ď
nδ

m˚
´ ρ

)
ď P

(
1

m˚

m˚
ÿ

i=1

∆i ´ ρ ď
2δ

λtq
´ ρ

)
.

By our choice of δ we have that 2δ
λtq ´ ρ ď ´

γ̃min
2 . The stated bound follows by Hoeffding’s

inequality.

We now turn to bounding the term P0(Ȳm ď r, τr˚ ď m) in (B.21). Denote by ν the

stationary distribution of the birth-death process tȲmu with transition probability matrix

B. We now bound P0(Ȳm ď r, τr˚ ď m) using the following bound for discrete time

Markov processes on finite spaces (see e.g. [3] Ch.2, Lemma 7 and Corollary 8):

P(Ȳm = r, Ȳm´1 ‰ r‹, . . . , Ȳm1+1 ‰ r‹ | Ȳm1 = r˚) ď
ν(r)
ν(r˚)

for m1 ă m. (B.27)

Lemma 24 bounds the ‘escape time’ for the chain to hit the state r˚. We will use (B.27)

to show that the chain does not return to r for an amount of time exponential in n for

appropriately chosen δ. We will use the following lemma to show this.

Lemma 25. Let δ ď
q

q+eγ̃‹
:= δ2, where γ̃‹ := γ̃max/γ̃min. Then ν(r)

ν(r˚)
ď e´ nδ

2 +1 for r ď tnδu/2.

Proof. Note that for a birth-death chain we have ν(x)9
śx

i=1 Bi´1,i/Bi,i´1 (see e.g. [82] Ch.

2) and recall r˚ = tnδu. By the definition of B (Lemma 23)

Bi´1,i =
γ̃min

λ

(
1 ´

(i ´ 1)
n

)
Bi,i´1 =

γ̃maxi
nqλ

Observe that for any i P tr + 1, . . . , r‹u we have since r˚ = tnδu ď nδ,

Bi,i´1

Bi´1,i
=

γ̃‹

q

(
i

n ´ i + 1

)
ď

γ̃‹

q

(
r‹

n ´ r‹

)
ď

γ̃‹

q

(
δ

1 ´ δ

)
.

Note that γ̃‹

q ( δ
1´δ ) ď e´1 by our choice of δ and r‹ ´ r = tnδu ´ r ě tnδu ´

tnδu

2 = tnδu

2 . Thus

we obtain

ν(r)
ν(r˚)

=
r˚
ź

i=r+1

Bi,i´1

Bi´1,i
ď

(
γ̃‹

q

(
δ

1 ´ δ

))r˚´r

ď e´
tnδu

2 ď e´ nδ
2 +1,

where the final inequality follows since txu ě x ´ 1.
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We will now use the inequality (B.27) along with Lemma 25 to bound the term P0(Ȳm ď

r, τr˚ ď m) in (B.21).

Lemma 26. Assume that δ, n, and r satisfy the same assumptions as in Lemma 25. Then the

following bound holds:

P0(Ȳm ď r, τr˚ ď m) ď m2e´ nδ
2 +1.

Proof. First write by the law of total probability

P0(Ȳm ď r, τr˚ ď m) =
m
ÿ

j=0

P0(Ȳm ď r, τr˚ = j) =
m
ÿ

j=0

P(Ȳm ď r | τr˚ = j)P0(τr˚ = j).

(B.28)

Note that tτr˚ = ju = tȲ0 ă r˚, . . . , Ȳj´1 ă r˚, Ȳj = r˚u and by the Markov property

P(Ȳm ď r | τr˚ = j) = P(Ȳm ď r | Ȳj = r˚) = P(Ȳm´j ď r | Ȳ0 = r˚). (B.29)

Fix j P t0, . . . , mu and denote the number of times that the chain tȲmu returns to r˚ among

the times t1, . . . , m ´ ju by

Zj :=
m´j
ÿ

i=1

δr˚(Ȳi).

Let τz
r˚ be the time of the zth return to r˚. The joint event tZj = z, τz

r˚ = lu means that

there are in total z returns to r˚ in the first m ´ j steps of the tȲmu chain and this final return

to r˚ occurs at time l. Write by the law of total probability

P(Ȳm´j ď r | Ȳ0 = r˚) =

m´j
ÿ

z=1

m´j
ÿ

l=1

P(Ȳm´j ď r, Zj = z, τz
r˚ = l | Ȳ0 = r˚) (B.30)

=

m´j´1
ÿ

z=1

m´j´1
ÿ

l=1

P(Ȳm´j ď r, Zj = z, τz
r˚ = l | Ȳ0 = r˚). (B.31)

Next, note tZj = z, τz
r˚ = lu Ă tX

m´j
i=l+1tȲi ‰ r˚u, Ȳl = r˚u for l P t1, . . . , m ´ j ´ 1u, and so

P(Ȳm´j ď r, Zj = z, τz
r˚ = l | Ȳ0 = r˚) ď P(Ȳm´j ď r, X

m´j
i=l+1tȲi ‰ r˚u, Ȳl = r˚ | Ȳ0 = r˚)

ď P(Ȳm´j = r, X
m´j
i=l+1tȲi ‰ r˚u | Ȳl = r˚) ď e´ nδ

2 +1,
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where the equality follows by the Markov property and the final inequality follows by

(B.27). This implies by (B.30)

P(Ȳm´j ď r | Ȳ0 = r˚) =

m´j´1
ÿ

z=1

m´j´1
ÿ

l=1

P(Ȳm´j ď r, Zj = z, τz
r˚ = l | Ȳ0 = r˚) ď m2e´ nδ

2 +1.

Finally, recalling (B.28) and (B.29) we obtain the stated bound:

P0(Ȳm ď r, τr˚ ď m) =
m
ÿ

j=0

P(Ȳm´j ď r | Ȳ0 = r˚)P0(τr˚ = j) ď m2e´ nδ
2

m
ÿ

j=0

P0(τr˚ = j)

ď m2e´ nδ
2 +1.

With Lemmas 24 and 26 in hand, we now use (B.21) to bound (ii). Recall that M1(t) :=

tt
nλtq

2 u + 1, . . . , p(n)u, where p(n) is a polynomial in n that we will choose later.

Lemma 27. Assume r ă tnδ‹(t)u/2, where δ‹(t) = min (δ1(t), δ2) with δ1(t) and δ2 defined in

Lemmas 24 and 25. Then the following bound holds for T P (t, 8):

e´Tnqλ
ÿ

mPM1(t)

R̃m
x,y(nTqλ)m

m!
ď e´tnqλ(1´e´

γ̃min
8 ) + p2(n)e´

nδ‹(t)
2 +1. (B.32)

In particular, if t P (0, t0) with

t0 := min
(

1
γ̃max + q

,
q

q + eγ̃‹

)
, (B.33)

then δ‹(t) ě t min( qγ̃min
6 , 1) and (B.32) implies that there exists constants c, c1 P (0, 8) such that

e´Tnqλ
ÿ

mPM1(t)

R̃m
x,y(nTqλ)m

m!
ď e´tnc+c1 log(n)

Proof. Recall that by R̃m
x,y ď P0(Ȳm ď r) by Lemma 23. Since r ă tδ‹(t)u/2 and δ‹(t) =

min(δ1(t), δ2), both Lemmas 24 and 26 apply and we obtain using (B.21)

P0(Ȳm ď r) ď P0(τr˚ ą m) + P0(Ȳm ď r, τr˚ ď m) ď e´
mγ̃min

8 + m2e´ nδ‹

2 +1.
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It follows that

e´Tnqλ
ÿ

mPM1(t)

R̃m
x,y(nTqλ)m

m!
ď e´Tnqλ

ÿ

mPM1(t)

(e
´γ̃min

8 nTqλ)m

m!

+ p2(n)e´ nδ‹

2 +1e´Tnqλ
ÿ

mPM1(t)

(nTqλ)m

m!

ď e´tnqλ(1´e´
γ̃min

8 ) + p2(n)e´ nδ‹

2 +1.

where we used that m2 ă p2(n) since m ă p(n) for all m P M1(t). Finally, if t ă t0 then

δ‹(t) = min
(

tqγ̃min

2t(γ̃max + q) + 4
,

q
q + eγ̃‹

)
ą t min

(
qγ̃min

6
,

qt´1

q + eγ̃‹

)
ą t min

(
qγ̃min

6
, 1
)

,

where the first inequality follows since t ă t‹ ă (γ̃max + q)´1 and the second since t´1 ą

(t‹)´1 ą (q/(q + eγ̃‹))´1.

B.4 Bounding (iii) Using Stationarity of Ȳ

We now bound (iii). Again recall that it suffices to bound P0(Ȳm ď r) since by (B.11)

and Lemma 23

Rm
x,y ď P0(X̄m = r) ď P0(X̄m ď r) ď P0(Ȳm ď r). (B.34)

We will show that by our choice of p(n), we have L(Ȳm) « ν for m P M2. Hence, a bound

on P(Ȳm ď r) can be obtained by bounding
řr

j=0 ν(j) instead in this case. We will use the

following result (see [82] pg. 164). Since B is ν-reversible

Bm
0,k ď ν(k) +

e´SpecGap(B)m

minx ν(x)
,

where SpecGap(B) = 1 ´ λ2, and λ2 is the second largest eigenvalue of B. This implies

P0(Ȳm ď r) =
r
ÿ

k=0

Bm
0,k ď

r
ÿ

k=0

ν(k) +
re´SpecGap(B)m

minx ν(x)
. (B.35)

We now show that the stationary distribution ν is a binomial distribution, which will be

used later in our analysis.
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Lemma 28. The stationary distribution of B is a binomial distribution

ν(x) = Binomial
(

x; n,
q

q + γ̃‹

)
.

In addition, the following bounds hold:

1. minx ν(x) = min(γ̃n
‹,qn)

(γ̃‹+q)n .

2.
řr

k=0 ν(k) ď e´ n
2 (

q
q+γ̃‹

)2
provided r

n ă
q

2(q+γ̃‹)
.

Proof. Let θ := qγ̃min/γ̃max for brevity. Recall the definition of B (Lemma 23)

Bi´1,i =
γ̃maxi
nqλ

Bi,i´1 =
γ̃min

λ

(
1 ´

i ´ 1
n

)
(B.36)

Recall ν(x)9
śx

i=1 Bi´1,i/Bi,i´1 and notice
x
ź

i=1

Bi´1,i

Bi,i´1
= θx

x
ź

i=1

(
n ´ i + 1

i

)
= θx

(
n
x

)
.

Hence, ν(x) = θx(n
x)

(1+θ)n . The minimum probability is obtained at one of the extrema:

θx(n
x)

(1 + θ)n ě
min(1, θn)

(1 + θ)n = min
x

π(x).

Finally, let X „ Binomial(x; n, θ
1+θ ). By Hoeffding’s inequality and our assumption on r,

r
ÿ

k=0

π(k) = P(X ď r) = P

(
X ´

nθ

1 + θ
ď ´n

(
θ

1 + θ
´

r
n

))
ď e´ n

2 (
θ

1+θ )
2
.

Lemma 28 will allow us to bound the
řr

k=0 ν(k) and minx ν(x) terms in (B.35). We

now turn to bounding the e´SpecGap(B)m term in (B.35). To do this, we will obtain a lower

bound on SpecGap(B) using the canonical path method.

Theorem 11. (Diaconis and Stroock [32]) Let B be a Markov chain defined on a finite state space

X with stationary distribution ν. Let γx,y denote a directed path between each element x, y P X

with x ‰ y. Then

SpecGap(B) ě

 max
a‰b:Ba,b‰0

1
ν(a)Ba,b

ÿ

x‰y:(a,b)Pγx,y

ν(x)ν(y)|γx,y|

´1

. (B.37)
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We will use Theorem 11 to prove the following result.

Lemma 29. The following bound holds:

SpecGap(B) ě
min(γ̃maxq´1, γ̃min)

λn2(n + 1)2 .

Proof. Let x, y P t0, . . . , nu and γx,y denote a length |γx,y| directed path from x and y. Let

γx,y be the path of shortest distance between x and y, in which case |γx,y| ď n + 1. A

uniform lower bound on the transition probability corresponds to the transitions at the

t0, nu states (see (B.36)):

Bi,j ě
1

nλ
min

(
γ̃max

q
, γ̃min

)
for all i ‰ j. (B.38)

Let a, b P t0, . . . , nu and consider any path γx,y such that the edge (a, b) P γx,y. Since γx,y is

the path of shortest distance from x and y, any vertex visited along γx,y must lie between

x and y and so

x ď a ď y if x ă y, y ď a ď x if y ă x.

Without loss of generality, suppose x ă y and so x ď a ď y. Recall that ν is a binomial

distribution with mode t(n + 1) q
γ̃‹+q u. Hence,

ν(a) ě ν(x) if a ď t(n + 1)
q

γ̃‹ + q
u ν(a) ě ν(y) if a ě t(n + 1)

q
γ̃‹ + q

u, (B.39)

which implies that for any vertex a that lies inside γx,y we have ν(x)ν(y)/ν(a) ď 1. Finally,

note that there are in total n(n + 1) paths since there are |t0, . . . , nu| = n + 1 states, with a

directed path to each of the other n states. Hence,

ÿ

x‰y:(a,b)Pγx,y

ν(x)ν(y)
ν(a)

ď
ÿ

x‰y:(a,b)Pγx,y

(1) ď n(n + 1). (B.40)

Since a and b were arbitrary, we finally have by (B.38), (B.40), and using |γx,y| ď n + 1 that

max
a‰b:Ba,b‰0

1
ν(a)Ba,b

ÿ

x‰y:(a,b)Pγx,y

ν(x)ν(y)|γx,y| ď
λn2(n + 1)2

min( γ̃max
q , γ̃min)

.
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With the lower bound on SpecGap(B) in hand, we now use (B.35) to establish an upper

bound on (iii) in the following lemma. Recall that the function p(n) introduced in (B.5)

defines the lower bound m ě p(n) for all m P M2. Our choice of p(n) will correspond to

the upper bound on the relaxation time of B obtained in Lemma 29.

Lemma 30. Assume r
n ă

q
2(q+γ̃‹)

and set

p‹(n) =
4λn5

(
2 + log

(
γ̃‹+q

min(γ̃‹,q)

))
min (γ̃maxq´1, γ̃min)

.

Then

e´nλTq
ÿ

mPM2

R̃m
x,y(nTqλ)m

m!
ď 2e´ n

2 (
q

γ̃‹+q )
2
.

Proof. Applying (B.34) and (B.35)

e´nλTq
ÿ

mPM2

R̃m
x,y(nTqλ)m

m!
ď e´nλTq

ÿ

mPM2

řr
k=0 Bm

0,k(nTqλ)m

m!
ď

r
ÿ

k=0

ν(k) +
re´SpecGap(B)p(n)

minx ν(x)
.

where the final inequality follows since m ě p(n) for m P M2. By Lemma 29 and our

choice of p(n).

re´SpecGap(B)p(n)

minx ν(x)
ď r

(
(γ̃‹ + q)

min(γ̃‹, q)

)n

exp

(
´p(n)

min
(
γ̃maxq´1, γ̃min

)
λn2(n + 1)2

)
ď e´n,

where we used n2(n + 1)2 ď 4n4, n + log(r) ď 2n, and so(
n + log(r) + n log

(
γ̃‹ + q

min(γ̃‹, q)

))
n2(n + 1)2λ ď 4λn5

(
2 + log

(
γ̃‹ + q

min(γ̃‹, q)

))
.

Now applying Lemma 28 to bound
řr

k=0 ν(k) we obtain:

e´nλTq
ÿ

mPM2

R̃m
x,y(nTqλ)m

m!
ď

r
ÿ

k=0

ν(k) +
re´SpecGap(B)p(n)

minx ν(x)
ď e´ n

2

(
q

γ̃‹+q

)2

+ e´n ď 2e´ n
2 (

q
γ̃‹+q )

2
.
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B.5 Proof of Lemma 20

The following lemma is the final piece to prove (B.4) and provides an upper bound on

the numerator in (B.1) required to prove Lemma 20.

Lemma 31. Let t P (0, 8) and suppose T P (t, 8). Choose λ ě max(γ̃max, γ̃min + q´1γ̃max) in

(B.2). Recall

δ‹(t) = min
(

tqγ̃min

2t(γ̃max + q) + 4
,

q
q + eγ̃‹

)
defined in Lemma 27. Let M0, M1, M2 be defined as in (B.5) with p(n) = p‹(n) defined in

Lemma 30. Assume r ă tnδ‹(t)u/2. Then

p(T,Q̃)(y | x) ď e´
ntqλ

8 + e´tnqλ(1´e´
γ̃min

8 ) + (p‹(n))2e´
nδ‹(t)

2 +1 + 2e´ n
2 (

q
γ̃‹+q )

2

In particular, defining

c0 := min

(
qλ

8
, qλ(1 ´ e´

γ̃min
8 ), min

(
qγ̃min

12
,

1
2

)
,
( q

γ̃‹+q )
2

2

)

c1 := 2 log

4λ
(

2 + log
(

γ̃‹+q
min(γ̃‹,q)

))
min (γ̃maxq´1, γ̃min)

+ log(5) + 1

we have that if t ă t0, where t0 = min
(

1
γ̃max+q , q

q+eγ̃‹

)
was defined in (B.33), then

p(T,Q̃)(y | x) ď e´ntc0+10 log(n)+c1 .

Proof. Recall the expansion in (B.8):

p(T,Q̃)(y | x) = e´Tnqλ

[
ÿ

mPM0

R̃m
x,y(nTqλ)m

m!
+

ÿ

mPM1

R̃m
x,y(nTqλ)m

m!
+

ÿ

mPM2

R̃m
x,y(nTqλ)m

m!

]
(B.41)

To apply Lemmas 27 and Lemma 30, we require that r ă tnδ‹(t)u/2 and r ă
nq

2(q+γ̃‹)
,

respectively. The former is true by assumption and it is straightforward to check that

r ă tnδ‹(t)u/2 also implies r ă
nq

2(q+γ̃‹)
as well. Now applying Lemma 22, Lemma 27, and

Lemma 30 gives us

p(T,Q̃)(y | x) ď e´
ntqλ

8 + e´tnqλ(1´e´
γ̃min

8 ) + (p‹(n))2e´
nδ‹(t)

2 +1 + 2e´ n
2 (

q
γ̃‹+q )

2
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Recall from Lemma 27 that δ‹(t) ě t min( qγ̃min
6 , 1) for t ă t0. In this case, we have

p(T,Q̃)(y | x) ď e´
ntqλ

8 + e´tnqλ(1´e´
γ̃min

8 ) + (p‹(n))2e´tn min( qγ̃min
12 , 1

2 )+1 + 2e´ n
2 (

q
γ̃‹+q )

2
,

Consequently, p(T,Q̃)(y | x) ď e´ntc0+10 log(n)+c1 by our choice of c0 and c1.

We are now in a position to complete the proof of Lemma 20.

Proof. (Lemma 20) Let c0, c1 be defined as in Lemma 31. Suppose T‹ P ( r
n c2, r

n c3) with

c2 P (0, 1) and c3 P [1, 8). For the moment, assume r ă tnδ‹(t)u/2 so that Lemma 31

applies with t chosen to be

t = min(t0, h(n)) = min
(

1
γ̃max + q

,
q

q + eγ̃‹

, h(n)
)

where h(n) is function that we will choose momentarily. Lemma 21 provides us with the

lower bound

p(T‹,Q̃)(y | x) ě exp (´nT‹qλ + r log(T‹γ̃min))

ě exp (´rqλc3 + r log(c2rγ̃min) ´ r log(c2nγ̃min)) .

By Lemma 31, the following upper bound holds for any T P (t, 8):

p(T,Q̃)(y | x) ď exp(´tnc0 + 10 log(n) + c1) = exp(´ min(t0, h(n))nc0 + 10 log(n) + c1).

Choosing h(n) = 2r log(nc2γ̃min)
nc0

we have that min(t0, h(n)) = h(n) for n sufficiently large

since r log(n)/n = o(1) by assumption. In this case, we have

p(T,Q̃)(y | x)

p(T‹,Q̃)(y | x)
ď exp(´O(r log(n))) (B.42)

Moreover, the above choice of h(n) implies r ă tnδ‹(t)u/2 = O(r log(n)) for n sufficiently

large as well. Indeed, since t = min(t0, h(n)) = h(n) = O( r log(n)
n ) for n sufficiently large,

we see that

tnδ‹(t)u/2 = tnδ‹(h(n))u/2 = O(r log(n)).
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To obtain the bounded stated in Lemma 20, set c2 = 1 ´ c and c3 = 1 + c for c P (0, 1). In

this case, (B.42) holds provided

T ą min
(

t0,
2r log(n(1 ´ c)γ̃min)

nc0

)
= min

(
1

γ̃max + q
,

q
q + eγ̃‹

,
2r log(n(1 ´ c)γ̃min)

nc0

)
.

B.6 Removing the log(n) Term

We can improve the bound on T given in Lemma 20 from O(r log(n)/n) to O(r/n)

under further model assumptions. Recall

R̃m
x,y = P(Xm = y) = P(Xm = y | X̄m = r)P(X̄m = r), (B.43)

which implies the inequality R̃m
x,y ď P(X̄m = r) as in (B.11). Thus our analysis in the

preceding section ignored the term P(Xm = y | X̄m = r), which leads to an additional

log(n) term. Indeed, consider the JC69 model where each site has equal rates (γi(b; xi) ”

γ P (0, 8) and ϕ(b; x̃i) ” 1). Define the Hamming ball of radius r centered at x by H =

tz : dH(x, z) = ru. Then

P(Xm = y | X̄m = r) =
R̃m

x,y
ř

H R̃m
x,z

=
1

|H|
=

1
(n

r)q
r ,

where we used that R̃m
x,y = R̃m

x,z for z P H by symmetry. Now suppose c0, c1 are the

constants defined as in Lemma 31. Let c2 P (0, 1) and c3 P [1, 8) with T‹ P ( r
n c2, r

n c3).

Lemma 21 shows

p(T‹,Q̃)(y | x) ě exp
(

´rqλc3 + r log(
rγc2

n
)
)
= exp

(
´rc1

3 + r log(
rc1

2
n
)

)
(B.44)

The argument for the improved upper bound on p(T‹,Q̃)(y | x) is the same, except now

we include the P(Xm = y | X̄m = r) term that we originally unaccounted for in the

previous analysis (i.e. we use (B.43) instead of only P(X̄m = r) to bound R̃m
x,y). Note that

(n
r)q

r ě ( nq
r )

r. Let h(n) be a function of n (to be chosen) and let

t1 = min (t0, h(n))
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Consequently, δ‹(t1) ě t1 min( qγmin
6 , 1). using txu ě x ´ 1 we obtain

tnδ‹u/2 ě nδ‹/2 ´ 1/2 ě
nt1

2
min

(
qγ̃min

6
, 1
)

´
1
2

.

Hence, we seek h(n) such that

r
n

ď
min(t0, h(n))

2
min

(
qγ̃min

6
, 1
)

´
1

2n

Letting h(n) = cr/n for c sufficiently large satisfies this inequality. Therefore, we obtain

the updated bound for T ą t1

p(T,Q̃)(y | x) ď e´nt1c0´r log( n
rq )+10 log(n)+c1 .

Consequently,

p(T,Q̃)(y | x)

p(T‹,Q̃)(y | x)
ď expt´nt1c0 ´ r log(

r
nq

) + 10 log(n) + c1 + rc1
3 ´ r log(

rc1
2

n
)u

= expt´nt1c0 ´ r log(qc1
2) + 10 log(n) + c1 + rc1

3u

Then choosing

h(n) =
2cr
nc0

(log(qc1
2) + c1

3)

implies that
p(T,Q̃)(y|x)

p(T‹ ,Q̃)(y|x) ď e´O(r) for all T ą t1 = O(r/n).
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Appendix C. Supporting Results for Theorem 4 in Chap-
ter 4

Lemma 8. Let q = a ´ 1 and define

δ := q(γmax ´ γmin) and δ̃ := q(k + 1)(γ̃max ´ γ̃min).

Then the following statements hold for the random variables ∆γ̃(j) and ∆γ(j):

1. Pµ(|ψ̃(s(P), b(P))| ď m(P)Tδ̃) = 1

2. Pµ(|ψ(s(P), b(P))| ď m(P)Tδ) = 1

3. Pµ(|ψ̃(s(P), b(P)) ´ ψ(s(P), b(P))| ď m(P)T(δ̃ + δ)) = 1.

Proof. For the first claim, consider a path of length m, Pm, and let j P t1, . . . , mu. Recall

that exactly one mutation occurs at each tj P P , occurring at site sj, so all exit rates outside

the context x̃sj are constant over t P [tj´1, tj). Since the exit rates of at most k + 1 sites are

affected, with each rate changing by at most q(γ̃max ´ γ̃min) in absolute value, we obtain

Pµ

(
|ψ̃(s(P), b(P))| ď m(P)Tδ̃

)
= Pµ

ˇ

ˇ

ˇ

ˇ

ˇ

ˇ

m(P)
ÿ

j=1

tj∆γ̃(j)

ˇ

ˇ

ˇ

ˇ

ˇ

ˇ

ď m(P)Tδ̃

 = 1,

where we used tj ď T. This establishes the first stated bound. The second claim follows

from the first by setting k = 0 and ϕ ” 1. The third claim follows from the first two by the

triangle inequality.

Lemma 9.

Pµ

(
Φ(s(P), b(P))e´m(P)T(δ̃+δ) ď w̃(P) ď Φ(s(P), b(P))em(P)T(δ̃+δ)

)
= 1. (4.27)

Proof. Recall

w̃(P) =
m(P)
ź

j=1

ϕ(bj; x̃j´1
sj )e

řm(P)
j=1 tj(∆̃(j)´∆(j)) = Φ(s(P), b(P))e

řm(P)
j=1 tj(∆̃(j)´∆(j)).

By Lemma 8 and the triangle inequality

Pµ

(
ˇ

ˇ

ˇ

ˇ

m(P)
ÿ

j=1

tj(∆̃(j) ´ ∆(j))
ˇ

ˇ

ˇ

ˇ

ď m(P)T(δ̃ + δ)

)
= 1, (C.1)
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where we used that tj ď T. Hence,

Pµ

(
Φ(s(P), b(P))e´m(P)T(δ̃+δ) ď w̃(P) ď Φ(s(P), b(P))em(P)T(δ̃+δ)

)
= 1.

C.1 Proof of Lemma 13

The goal of this section is to derive an upper bound on expectations of the form

Eµ[θm(P)], where θ P R is a constant, µ is the joint distribution over paths under the

ISM (4.6), and m(P) is the number of mutations in path P , and to derive a lower bound

on pr = Pµ(m(P) = r). We first restate relevant notation from Section 4.1 and pro-

vide an overview of our approach. We then state the main result of this section in Lem-

mas 35 and 36; Lemma 13 follows as an immediate consequence.

Recall that the path at the ith site is denoted by

P i = (mi, t1
i , . . . , tmi

i , b1
i , . . . , bmi

i ).

We let P l
i Q P i denote the set of all length l paths at site i and Pi = Y8

l=0P
l
i all such

paths. Under the independence assumption, the joint density of a path P factors as

µ(P | x, y) = µ1(P1 | x1, y1) ˆ . . . ˆ µn(Pn | xn, yn),

where µi(P i | xi, yi) = P(T,Qi)(yi,Pi | xi)/p(T,Qi)(yi | xi) with

P(T,Qi)(yi,Pi | xi) =

 mi
ź

j=1

γi(b
j
i ; bj´1

i )

 e
řmi

j=1 tj
i(γi(¨;b

j
i )´γi(¨;b

j´1
i ))e´Tγi(¨;yi) (C.2)

if xi(T) = yi and zero otherwise, and

p(T,Qi)(yi | xi) = (eTQi)xi ,yi =

ż

Pi

P(T,Qi)(yi,Pi | xi)dνi(P i) (C.3)

is the transition probability from xi to yi at time T obtained by marginalizing over all

paths. For brevity, let bl
i = (b1

i , . . . , bl
i) and tl

i = (t1
i , . . . , tl

i) denote arbitrary length l

vectors of base changes and jump times, respectively. Let

T l = ttl : 0 ă t1 ă . . . ă tl ă Tu
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be the set of all l jump time vectors that satisfy the ordering constraint, and

Bl
i = tbl

i : bl
i = yi and bj

i ‰ bj´1
i for j = 1, . . . , lu

be the set of valid base change vectors satisfying the endpoint constraints, where we let

b0
i = xi. Below it will at times be useful to expand the integration over Pi using Pi =

Y8
l=0P

l
i into the following equivalent forms:

ż

Pi

θm(P i) P(T,Qi)(yi,Pi | xi)dνi(P i) =
8
ÿ

l=0

θl
ż

P l
i

P(T,Qi)(yi,Pi | xi)dνi(P i) (C.4)

=
8
ÿ

l=0

θl
ÿ

bl
iPBl

i

ż

T l
P(T,Qi)(yi,Pi = (l, bl

i , tl
i) | xi)dtl

i

(C.5)

=
8
ÿ

l=0

θl pl
i , (C.6)

where

pl
i :=

ż

P l
i

P(T,Qi)(yi,P i | xi)dνi(P i) (C.7)

denotes the probability that xi(T) = yi for a length l path. Note that choosing θ = 1

implies

p(T,Qi)(yi | xi) =
8
ÿ

l=0

ÿ

bl
iPBl

i

ż

T l
P(T,Qi)(yi,Pi = (l, bl

i , tl
i) | xi)dtl

i =
8
ÿ

l=0

pl
i . (C.8)

We will first derive an upper bound on

Eµi [θ
m(P i)] =

ř8
l=0 θl pl

i
ř8

l=0 pl
i

, (C.9)

and lower bounds on

Pµi(m(P i) = 1) =
p1

i
ř8

l=1 pl
i

for xi ‰ yi (C.10)

Pµi(m(P i) = 0) =
p0

i
ř8

l=0 pl
i

for xi = yi, (C.11)
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where the equalities follow by the representations (C.6) and (C.8). By appealing to site

independence under µ, we will then establish Lemma 13. Our first result establishes a

lower bound on p1
i and p0

i appearing in (C.10) and (C.11), respectively. Note that this also

provides a lower bound on p(T,Qi)(yi | xi) since for any j P t0, 1, 2, . . .u we have by (C.8)

p(T,Qi)(yi | xi) =
8
ÿ

l=0

pl
i ě pj

i . (C.12)

In particular, if m(P i) concentrates around dH(xi, yi) under µ, then choosing j = dH(xi, yi)

in the inequality above will yield a sharp lower bound on
ř8

l=0 pl
i .

Lemma 32. If xi = yi, then p0
i = e´Tγ(¨;xi) ě e´Tqγmax . If xi ‰ yi, then

p1
i =

$

&

%

γ(yi ;xi)
(

e´γ(¨;yi)T´e´γ(¨;xi)T
)

γ(¨;xi)´γ(¨;yi)
if γ(¨; xi) ‰ γ(¨; yi)

Tγ(yi; xi)e´Tγ(¨;yi) if γ(¨; xi) = γ(¨; yi)

+

ě Tγmine´Tqγmax .

Proof. The first statement follows directly from (C.2) and (C.7) by setting m = 0, the sec-

ond by direct integration.

As mentioned, the sharpness of these bounds depends on how concentrated m(P i)

is around dH(xi, yi). The following result bounds the probability that m(P i) exceeds l P

t1, 2, . . .u under µ.

Lemma 33. Let l P t1, 2, . . .u and θ P R be a constant. Then

pl
i ď e´qTγmin

(qTγmax)l

l!
.

Proof. Again using (C.2) and (C.7) note that
śl

j=1 γi(b
j
i ; bj´1

i ) ď γl
max and

e´γi(¨;yi)(T´tl
i)e´

řl
j=1(t

j
i´tj´1

i )γi(¨;b
j´1
i )

ď e´qγmin

(
řl

j=1(t
j
i´tj´1

i )+(T´tl
i)
)
= e´qTγmin .

providing the uniform upper bound P(T,Qi)(yi,P i | xi) ď e´qTγmin γl
max for all P i P P l

i . A

simple counting argument gives |Bl
i | ď ql , and using the representation (C.5) along with
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(C.7), we obtain

pl
i ď e´qTγmin γl

max

ż

P l
i

dνi(P i) = e´qTγmin γl
max

ÿ

Bl
i

ż

T l
dtl

i

= e´qTγmin
(γmaxT)l

l!

ÿ

Bl
i

ď e´qTγmin
(γmaxqT)l

l!
,

where the second equality follows by the identity
ş

0ăt1
i ă...ătl

iăT dt1
i . . . tl

i =
Tl

l! .

The following result summarizes Lemma 32 and Lemma 33.

Lemma 34. Let θ P R. Then
8
ÿ

l=2

θl pl
i

p0
i

ď T2γ2
maxθ2q2eTq((θ+1)γmax´γmin) for xi = yi

8
ÿ

l=2

θl pl
i

p1
i

ď T
γ2

max
γmin

θ2q2eTq((θ+1)γmax´γmin) for xi ‰ yi

Proof. Applying Lemma 32 and Lemma 33 we obtain for the xi = yi case

8
ÿ

l=2

θl pl
i

p0
i

ď eTq(γmax´γmin)
8
ÿ

l=2

(γmaxθqT)l

l!
ď T2γ2

maxθ2q2eTq((θ+1)γmax´γmin).

Similarly,

8
ÿ

l=2

θl pl
i

p1
i

ď T´1γ´1
mineTq(γmax´γmin)

8
ÿ

l=2

(γmaxθqT)l

l!
ď T

γ2
max

γmin
θ2q2eTq((θ+1)γmax´γmin).

The next result will be used to prove the first statement of Lemma 13.

Lemma 35. For θ P R,

Eµ[θ
m(P)] ď θr

(
1 + T

γ2
max

γmin
θq2eTq((θ+1)γmax´γmin)

)r

ˆ

(
1 + T2γ2

maxθ2q2eTq((θ+1)γmax´γmin)
)n´r

.
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Proof. First, consider a site without an observed mutation (where xi = yi). Then p1
i = 0

and we have by (C.9) and Lemma 34

Eµi [θ
m(P i)] ď

p0
i +

ř8
l=2 θl pl

i

p0
i

ď 1 + T2γ2
maxθ2q2eTq((θ+1)γmax´γmin). (C.13)

Similarly, for a site with an observed mutation (where xi ‰ yi), p0
i = 0 and again by (C.9)

and Lemma 34

Eµi [θ
m(P i)] ď

θp1
i +

ř8
l=2 θl pl

i

p1
i

ď θ

(
1 + T

γ2
max

γmin
θq2eTq((θ+1)γmax´γmin)

)
. (C.14)

Now by site independence:

Eµ[θ
m(P)] =

n
ź

i=1

Eµi [θ
m(P i)] =

ź

iRS
Eµi [θ

m(P i)]
ź

iPS
Eµi [θ

m(P i)]. (C.15)

Recall that x and y are sequences of length n with dH(x, y) = r. Applying (C.13) and

(C.14) to (C.15) yields the stated bound.

The next result follows similarly and will be used to prove the second statement of Lemma 13.

Lemma 36. The probability pr of exactly r mutations under µ satisfies:

pr ě

 1

1 + T γ2
max

γmin
q2eTq(2γmax´γmin)

r (
1

1 + T2γ2
maxq2eTq(2γmax´γmin)

)n´r

.

Proof. Note that the event tP : m(P) = ru occurs when exactly one mutation occurs in

each of the observed mutation sites S , and no others. Consider a site i R S , so xi = yi.

Then p1
i = 0 and we again have by (C.11) and application of Lemma 34 with θ = 1

Pµi(m(P i) = 0) =
1

1 +
ř8

l=2
pl

i
p0

i

ě
1

1 + T2γ2
maxq2eTq(2γmax´γmin)

. (C.16)

Similarly, consider a site i P S with observed mutation (so xi ‰ yi). Then p0
i = 0 and we

have by (C.10) and application of Lemma 34 with θ = 1

Pµi(m(P i) = 1) =
1

1 +
ř8

l=2
pl

i
p1

i

ě
1

1 + T γ2
max

γmin
q2eTq(2γmax´γmin)

. (C.17)
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By site independence

pr = Pµ(m(P) = r) =
ź

iRS
Pµi(m(P i) = 0)

ź

iPS
Pµi(m(P i) = 1). (C.18)

Applying (C.16) and (C.17) to (C.18) gives the stated bound.

The proof of Lemma 13 now follows directly by Lemma 35 and Lemma 36.

Proof. (Lemma 13) Let c1 = (γ2
max/γmin)q2eTq(γmax´γmin). We obtain by Lemma 35 and the

inequality 1 + x ď ex

Eµ[θ
m(P)] ď θr (1 + θTc1 exptTqθu)r (1 + θ2T2c1γmin exptTqθu

)n´r

ď θr exp
␣

rTθc1 exptTqθu + (n ´ r)T2θ2c1γmin exptTqθu
(

.

Similarly, letting

c2 =
γ2

max
γmin

q2eTq(2γmax´γmin) c3 = γ2
maxq2eTq(2γmax´γmin),

we have by Lemma 36

pr ě

(
1

1 + Tc2

)r ( 1
1 + T2c3

)n´r

ě exp
␣

´(rTc2 + (n ´ r)T2c3)
(

.
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Appendix D. Supporting Results for Theorem 6 in Chap-
ter 4
D.1 Proof of Supporting Lemma

Proposition 4. For any N P t0, 1, 2, . . .u and λ ą 0:

N
ÿ

i=0

iλi
(

N
i

)
=

λN(1 + λ)N

2
.

Proof.

N
ÿ

i=0

iλi
(

N
i

)
=

N
ÿ

i=1

λi
(

N
i ´ 1

)
(N ´ i + 1)

= λN
N
ÿ

i=1

λi´1
(

N
i ´ 1

)
´ λ

N
ÿ

i=1

λi´1(i ´ 1)
(

N
i ´ 1

)

= λN(1 + λ)N ´ NλN+1 ´ λ
N
ÿ

i=1

λi´1(i ´ 1)
(

N
i ´ 1

)

= λN(1 + λ)N ´

N
ÿ

i=0

iλi
(

N
i

)
,

which implies the result.

D.2 Lower Bound On π(m(P) = r | x, y)

We will first prove a lower bound on the probability of exactly dH(x, y) = r jumps

occurring under the dependent site model for sequences x, y of length n, denoted

p̃r := π(m(P) = r | x, y). (D.1)

Specifically, we will show that there exists a constant c ą 0, independent of n and r, such

that

p̃r ě exp
(
´c ¨ (rT ´ (n ´ r)T2)

)
.

D.2.1 Overview and Notation

Our approach will be analogous to that used to obtain a lower bound on p̃r in Ap-

pendix C.1, but whereas those results were under the ISM µ, here we do so with respect
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to the distribution of P i under the DSM conditional on x, y, and P [´i] , where

P [´i] = (P1, . . . ,P i´1,P i+1, . . . ,Pn).

Inequalities similar to those in Appendix C.1 will apply, but now hold almost surely as

the resulting bounds will be functions of P [´i].

Let Ci denote the set of sites lying in the context of site i (including site i) and let

C 1
i = Ciztiu. Write the number of jumps occurring among the paths tP i : i P Ciu at the sites

in Ci as m̄i := m(PCi) = m(P i) + m̄1
i, where

m̄1
i :=

ÿ

jPC1
i

m(P j).

is the total number of jumps occurring among the paths at sites in C 1
i . Denote the ordered

times of the m̄i jumps at sites in Ci by

t̄0
i = 0 ă t̄1

i ă . . . ă t̄m̄i
i ă T,

and let b̄j
l = xl(t̄

j
i) denote the value of the lth site at time t̄l

i , and ∆̄t
i(j) := t̄j+1

i ´ t̄j
i the time

interval between successive jumps, with ∆̄t
i(m̄i) := T ´ t̄m̄i

i . The joint density of y and P i

conditional on x and P [´i] is given by

P(T,Q̃)(y,P i | P [´i], x) (D.2)

=
ź

zPCi

m̄i
ź

j=1

[
!

γ̃z(b̄
j
z; x̃j´1

z )
)1(b̄j

z‰b̄j´1
z )

e´∆̄t
i (j)γ̃z(¨;x̃

j´1
z )

]
e´∆̄t

i (m̄i)γ̃z(¨;ỹz)1x=y(P), (D.3)

where ỹz = tyi : i P Czu is the context of site z in the terminal sequence y. The full

conditional distribution of P i under π is

π(P i | x, y,P [´i]) =
P(T,Q̃)(y,P i | P [´i], x)

ş

P i
P(T,Q̃)(y,P i | P [´i], x)ν(dP)

. (D.4)

As in Appendix C.1, we define the marginal probability of l jumps occurring at site i

resulting in xi(T) = yi, conditional on xi and P [´i], by

p̃l
i :=

ÿ

bl
iPBl

i

ż

T l
P(T,Q̃)(y,P i = (l, tl

i , bl
i) | P [´i], x)dtl

i for l ě 1, (D.5)
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and p̃0
i equal to (D.4) with m̄i = m̄1

i. Note that p̃l
i , viewed as a function of P [´i], is a random

variable. Consequently, inequalities involving p̃l
i hold almost surely under π; we will not

make this distinction explicit for brevity.

D.2.2 Proof of p̃r Bound

We first derive uniform bounds on the joint density function P(T,Q̃)(y,P i | P [´i], x).

Lemma 37.

Pπ(γ̃
m̄i
mine´T(δ̃m̄i+

ř

jPCi
γ̃j(¨;ỹj)) ď P(T,Q̃)(y,P i | P [´i], x) ď γ̃m̄i

maxeT(δ̃m̄i´
ř

jPCi
γ̃j(¨;ỹj))) = 1.

Proof. For any z P Ci, note that

γ̃
m(P z)
min ď

m̄i
ź

j=1

!

γ̃z(b̄
j
z; x̃j´1

z )
)1(b̄j

z‰b̄j´1
z )

ď γ̃
m(P z)
max .

In addition, the change in overall sequence mutation rate

|γ̃z(¨; x̃j
z) ´ γ̃z(¨; x̃j´1

z )| ď q(γ̃max ´ γ̃min)

and so

expt´Tγ̃z(¨; ỹz)u exp

#

m̄i
ÿ

j=1

t̄j
i(γ̃z(¨; x̃j

z) ´ γ̃z(¨; x̃j´1
z ))

+

ď exp tTqm̄i(γ̃max ´ γ̃min) ´ Tγ̃z(¨; ỹz)u .

Consequently, for any z P Ci we have by rewriting the exponential term e´
řm̄i

j=1 ∆̄t
i (j)γ̃z

(
¨;x̃j´1

z

)

as a difference between sequence rates:

m̄i
ź

j=1

[
!

γ̃z(b̄
j
z; x̃j´1

z )
)1(b̄j

z‰b̄j´1
z )

e´∆̄t
i (j)γ̃z

(
¨;x̃j´1

z

)]
e´∆̄t

i (m̄i)γ̃z(¨;ỹz) ď γ̃
m(P z)
max eTqm̄i(γ̃max´γ̃min)´Tγ̃z(¨;ỹz).

Taking a product over all z P Ci and recalling that |Ci| = k + 1 yields

P(T,Q̃)(y,P i | P [´i], x) ď e´T
ř

zPCi
γ̃z(¨;ỹz)γ̃m̄i

maxeTq(k+1)m̄i(γ̃max´γ̃min) = γ̃m̄i
maxeT(δ̃m̄i´

ř

zPCi
γ̃z(¨;ỹz)).

The lower bound is proved similarly.
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The next result is the analog of Lemma 32, lower bounding the probability of zero

or one jumps at site i, under the full conditional distribution of P i under π. Recall that

m̄1
i =

ř

jPC1
i
m(P j) denotes the number of jumps along the paths at sites in C 1

i = Ciztiu, and

see (D.5) for the definitions of p̃0
i and p̃1

i .

Lemma 38. If xi ‰ yi,

p̃1
i ě Tγ̃

m̄1
i+1

min e´T(δ̃(m̄1
i+1)+

ř

zPCi
γ̃z(¨;ỹz)).

If xi = yi,

p̃0
i ě γ̃

m̄1
i

mine´T(δ̃m̄1
i+

ř

zPCi
γ̃z(¨;ỹz)).

Proof. Consider a mutated site, so xi ‰ yi. Then |B1
i | = 1 in (D.5), and recalling m̄i =

m(P i) + m̄1
i, we have by Lemma 37,

p̃1
i ě γ̃

m̄1
i+1

min e´T(δ̃(m̄1
i+1)+

ř

zPCi
γ̃z(¨;ỹz))

ż T

0
1 dt1

i = Tγ̃
m̄1

i+1
min e´T(δ̃(m̄1

i+1)+
ř

zPCi
γ̃z(¨;ỹz)).

Similarly, if xi = yi we obtain by Lemma 37

p̃0
i ě γ̃

m̄1
i

mine´T(δ̃m̄1
i+

ř

zPCi
γ̃z(¨;ỹz)).

The next result, which also follows by Lemma 37, bounds the probability that the num-

ber of jumps at site i exceeds dH(xi, yi) under the full conditional distribution of P i. To

simplify notation, we define the random variable

φ(m̄1
i) := e2Tδ̃m̄1

i (γ̃max/γ̃min)
m̄1

i .

The proof of the following result is again very similar to Lemma 33 but holds for the full

conditional distribution of P i under π.

Lemma 39. Let l ą dH(xi, yi). If xi ‰ yi,

p̃l
i

p̃1
i

ď
φ(m̄1

i)e
Tδ̃

Tγ̃min

(Tqγ̃maxeTδ̃)l

l!
.
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If xi = yi,

p̃l
i

p̃0
i

ď φ(m̄1
i)
(Tqγ̃maxeTδ̃)l

l!
.

Proof. If P i P P l
i , then m̄i = l + m̄1

i. Applying Lemma 37 then gives

p̃l
i ď eT(δ̃¨(m̄1

i+l)´
ř

zPCi
γ̃z(¨;ỹz))γ̃

(m̄1
i+l)

max
ÿ

bl
iPBl

i

ż

T l
1 dtl

i ď eT(δ̃m̄1
i´

ř

zPCi
γ̃z(¨;ỹz))γ̃

m̄1
i

max
(Tqγ̃maxeTδ̃)l

l!
.

Recalling that φ(m̄1
i) = e2Tδ̃m̄1

i (γ̃max/γ̃min)m̄1
i , for an mutated site (xi ‰ yi), by Lemma 38,

p̃l
i

p̃1
i

ď
φ(m̄1

i)e
Tδ̃

Tγ̃min

(Tqγ̃maxeTδ̃)l

l!
.

Similarly, for an unmutated site (xi = yi) by Lemma 38

p̃l
i

p̃0
i

ď φ(m̄1
i)
(Tqγ̃maxeTδ̃)l

l!
.

The next result is the penultimate step to completing the proof of the lower bound on

p̃r, providing the analogs of equations (C.16) and (C.17) in the proof of the lower bound

for pr under the ISM µ in Appendix C, for the conditional of P i under the DSM π.

Lemma 40. Let

c = q2γ̃2
maxeT(qγ̃maxeTδ̃+2δ̃) maxt1, γ̃´1

minu.

Then for xi ‰ yi

Pπ(m(P i) = 1 | P [´i]) ě exp (´Tφ(m̄1
i)c) .

Similarly, for xi = yi,

Pπ(m(P i) = 0 | P [´i]) ě exp
(
´T2φ(m̄1

i)c
)

.

Proof. Suppose xi ‰ yi and write

Pπ(m(P i) = 1 | P [´i]) =
p̃1

i
ř8

l=0 p̃l
i
=

1

1 +
ř8

l=2
p̃l

i
p̃1

i

.
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Let c1 :=
(
γ̃2

max/γ̃min
)

q2eT(qγ̃maxeTδ̃+2δ̃). We first have

8
ÿ

l=2

p̃l
i

p̃1
i

ă
φ(m̄1

i)e
Tδ̃

Tγ̃min

8
ÿ

l=2

(Tqγ̃maxeTδ̃)l

l!
ď Tφ(m̄1

i)
(
γ̃2

max/γ̃min
)

q2eT(qγ̃maxeTδ̃+2δ̃) = Tφ(m̄1
i)c1.

Hence,

Pπ(m(P i) = 1 | P [´i]) ě
1

1 + Tφ(m̄1
i)c1

ě exp (´Tφ(m̄1
i)c1) .

Now suppose xi = yi. Then

8
ÿ

l=2

p̃l
i

p̃0
i

ď φ(m̄1
i)(Tqγ̃maxeTδ̃)2

8
ÿ

l=2

(Tqγ̃maxeTδ̃)l´2

l!
ď T2φ(m̄1

i)q
2γ̃2

maxeT(qγ̃maxeTδ̃+2δ̃)

= T2φ(m̄1
i)γ̃minc1.

By the same argument, Pπ(m(P i) = 0 | P [´i]) ě exp
(
´T2φ(m̄1

i)γ̃minc1
)
. Setting c =

c1 ¨ maxt1, γ̃minu yields the stated claim.

Finally, we now prove the desired lower bound on p̃r, by repeatedly applying the

tower rule (law of iterated expectation) and applying Lemma 40. Observe that for any

length r path, m̄1
i ď k with probability one under π and so the following bound holds

with probability one as well:

φ(m̄1
i) = e2Tδ̃m̄1

i (γ̃max/γ̃min)
m̄1

i ď e2Tδ̃k(γ̃max/γ̃min)
k = φ(k) for P P Pr . (D.6)

We will use this observation to establish the following result:

Lemma 41. We have the following lower bound:

p̃r ě exp
(
´cφ(k) ¨ (rT ´ (n ´ r)T2)

)
.

Proof. Recall that x and y are sequences of length n with dH(x, y) = r and S denotes the

set of observed mutated sites. Write,

Pπ(m(P) = r) = Eπ

 r
ź

iPS
1tm(P i)=1u(P i)

n
ź

iRS
1tm(P i)=0u(P i)

 .
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Recall the constant defined in Lemma 40

c = q2γ̃2
maxeT(qγ̃maxeTδ̃+2δ̃) maxt1, γ̃´1

minu.

For brevity, write 1tm(P i)=0u(P i) = 10(P i) and 1tm(P i)=1u(P i) = 11(P i). Let ℓi P S for

i = 1, . . . , r denote the ith mutated site. Using the tower rule and Lemma 40 we have

Eπ

 r
ź

iPS
11(P i)

n
ź

iRS
10(P i)

 = Eπ

Pπ(m(P ℓ1) = 1 | P´ℓ1)
r
ź

i=2

11(P ℓi)
n
ź

iRS
10(P i)



ě Eπ

e´Tφ(m̄1
i)c

r
ź

i=2

11(P ℓi)
n
ź

iRS
10(P i)



ě e´Tφ(k)c Eπ

 r
ź

i=2

11(P ℓi)
n
ź

iRS
10(P i)

 ,

where the last inequality comes from (D.6). Repeatedly iterating the expectation and ap-

plying Lemma 40 yields

Pπ(m(P) = r) ě e´rTcφ(k) Eπ

 n
ź

iRS
10(P i)

 ě exp
(
´cφ(k) ¨ (rT + (n ´ r)T2)

)
.

D.3 Proof of Lemma 14

This section provides a proof of Lemma 14, which we restate here for convenience.

Recall that we define for sr P Sym(S) (the symmetric group on S)

Φ(sr) :=
r
ź

l=1

ϕsl (ysl ; x̃l´1
sl ) Φ̃(sr) :=

Φ(sr)
ř

srPSym(S) Φ(sr)

and US denotes the uniform measure over Sym(S).

Lemma 14. If T(n) = Θ( r(n)
n ) and r(n) ď n

1
3 , then for the island problem

DKL(π || µ) = Ω
(
DKL(Φ̃ || US )

)
.
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The proof of Lemma 14 proceeds in two steps. The first step is to show that under the

settings of Lemma 14

DKL(π || µ) = Ω(DKL(π|r || µ|r)), (D.7)

where the restrictions of π and µ to the set of length r paths are defined by

π|r(P) :=
π(P)1Pr(P)

π(Pr)
=

P(T,Q̃)(y,P | x)1tm(P)=ru(P)
ş

Pr P(T,Q̃)(y,P | x)ν(dP)

µ|r(P) :=
µ(P)1Pr(P)

µ(Pr)
=

P(T,Q)(y,P | x)1tm(P)=ru(P)
ş

Pr P(T,Q)(y,P | x)ν(dP)
.

The next step is to show

DKL(π|r || µ|r) = Ω(DKL(Φ̃ || US )), (D.8)

which will complete the proof of Lemma 14 as (D.7) and (D.8) imply DKL(π || µ) =

Ω(DKL(Φ̃ || US )).

As previously mentioned, the first step is to establish (D.7). To do so, we write

DKL(π || µ) =

ż

Pr
log
(

π(P)

µ(P)

)
π(dP)

l jh n

(i)

+

ż

(Pr)c
log
(

π(P)

µ(P)

)
π(dP)

l jh n

(ii)

. (D.9)

We first show that (ii) is lower bounded by a constant (independent of n) in Lemma 43.

We then show in Lemma 44 that (i) is at least p̃rDKL(π|r || µ|r) + p̃r log( p̃r) for p̃r given

in (D.1). Finally, the lower bound on p̃r obtained in Lemma 41 will allow us to establish

(D.7), which we state formally in Lemma 45. To show Lemma 43, we use the following

result.

Lemma 42. Under the setting of Lemma 14, there exists a constant c, independent of n and r,

such that
π(P)

µ(P)
ě λ´r exp

(
´T(3n(λ ´ 1) + rc) ´ (n ´ r)T2c

)
.

Proof. First note that since ϕmin = 1 and γ ” 1, γ̃(¨; xj) ě 3n = γ(¨; xj) for any j P

t1, . . . , m(P)u (recall q = 3 here since A = tA, G, C, T}). Therefore for any length m path

e´
řm

j=1(t
j´tj´1)γ̃(¨;xj´1)e´(T´tm)γ̃(¨;y) ď e´3Tn = e´

řm
j=1(t

j´tj´1)γ(¨;xj´1)e´(T´tm)γ(¨;y). (D.10)
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Recalling that under the ISM γ(b; xi) = 1 for all b P A ztxiu and xi P A , we then obtain by

combining with (D.10)

P(T,Q̃)(y,P | x) =
m(P)
ź

j=1

[
ϕ(bj; x̃j´1

sj )e´(tj´tj´1)γ̃(¨;xj´1)
]

e´(T´tm(P))γ̃(¨;y) (D.11)

ď λm(P) P(T,Q)(y,P | x). (D.12)

In addition, observe that the whole-sequence rate increase between the DSM and ISM is

bounded by γ̃(¨; xj) ´ γ(¨; xj) ď 3n(λ ´ 1). Arguing as in (D.10) and using ϕmin = 1, we

see that the following lower bound holds as well:

P(T,Q̃)(y,P | x) ě P(T,Q)(y,P | x)e´3Tn(λ´1). (D.13)

Using the upper bound on P(T,Q̃)(y,P | x) obtained in (D.11) and applying Lemma 35, we

see that since γmax = γmin = 1 and λ ą 1 we have for c = (λq)2eTqλ

p(T,Q)(y | x)
p(T,Q̃)(y | x)

=

ş

P(T,Q)(y,P | x)ν(dP)
ş

P(T,Q̃)(y,P | x)ν(dP)
ě

ş

P(T,Q)(y,P | x)ν(dP)
ş

λm(P) P(T,Q)(y,P | x)ν(dP)

=
1

Eµ[λm(P)]
ě λ´r exp

(
´c ¨ (rT ´ (n ´ r)T2)

)
.

The stated bound follows by (D.13):

π(P)

µ(P)
:=

π(P | x, y)
µ(P | x, y)

=
P(T,Q̃)(y,P | x)

P(T,Q)(y,P | x)
p(T,Q)(y | x)
p(T,Q̃)(y | x)

ě λ´r exp
(
´T(3n(λ ´ 1) + rc) ´ (n ´ r)T2c

)
.

The next lemma shows that the second term in (D.9) can be lower bounded by a con-

stant that does not depend on n.

Lemma 43. Under the setting of Lemma 14, there exist a constant α ă 0 such that
ż

(Pr)c
log
(

π(P)

µ(P)

)
π(dP) ą α.
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Proof. Applying Lemma 42 yields that for some c ą 0
ż

(Pr)c
log
(

π(P)

µ(P)

)
π(dP) ě

[
r log(λ) + T(3n(λ ´ 1) + rc) + (n ´ r)T2c

]
( p̃r ´ 1).

(D.14)

By Lemma 41, there exists a constant c1 ą 0 (see Lemma 41 for the explicit value) such that

p̃r ě exp
(
´c1 ¨ (rT ´ (n ´ r)T2)

)
ě 1 ´ c1 ¨ (rT ´ (n ´ r)T2).

Since T = O(r/n) and r ď n
1
3 under the assumptions of Lemma 14, note that

O(r2T) = O(rnT2) = O(r2T2) = O(rnT3) = O(n2T3) = O(n2T4) = O(1).

Hence, the following quantity is O(1) and there exists a constant α ă 0 sufficiently small

such that [
r log(λ) + T(3n(λ ´ 1) + rc) + (n ´ r)T2c

]
( p̃r ´ 1) ą α. (D.15)

The stated bound follows by combining (D.14) and (D.15).

Having established a lower bound on (ii) in (D.9), we now turn to (i) in (D.9) and

connect this term to DKL(π|r || µ|r).

Lemma 44. We have the following bound
ż

Pr
log
(

π(P)

µ(P)

)
π(dP) ě p̃rDKL(π|r || µ|r) + p̃r log( p̃r).

Proof. Recall that

pr = µ(m(P) = r | x, y) =

ş

Pr P(T,Q)(y,P | x)ν(dP)
ş

P P(T,Q)(y,P | x)ν(dP)
=

ş

Pr P(T,Q)(y,P | x)ν(dP)

p(T,Q)(y | x)

and similarly p̃r = (
ş

Pr P(T,Q̃)(y,P | x)ν(dP))/p(T,Q̃)(y | x). Write

π(P) =
P(T,Q̃)(y,P | x)

p̃r

p̃r

p(T,Q̃)(y | x)
=

p̃r P(T,Q̃)(y,P | x)
ş

Pr P(T,Q̃)(y,P | x)ν(dP)
.

In addition, we have for any P P P

µ(P) =
P(T,Q)(y,P | x)

ş

P P(T,Q)(y,P | x)ν(dP)
ď

P(T,Q)(y,P | x)
ş

Pr P(T,Q)(y,P | x)ν(dP)
.
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Consequently,

ż

Pr
log
(

π(P)

µ(P)

)
π(dP) ě

ż

Pr
log
(

p̃rπ|r(P)

µ|r(P)

)
π(dP)

= p̃r

ż

Pr
log
(

p̃rπ|r(P)

µ|r(P)

)
π|r(dP)

= p̃rDKL(π|r || µ|r) + p̃r log( p̃r).

The next lemma combines Lemmas 41, 43, and 44 to summarize the results we have

obtained so far and states (D.7) formally.

Lemma 45. Under the setting of Lemma 14,

DKL(π || µ) = Ω
(
DKL(π|r || µ|r)

)
.

Proof. By (D.9), Lemma 43, and 44, there exists a constant α P R such that

DKL(π || µ) ě

ż

Pr
log
(

π(P)

µ(P)

)
π(dP) + α ě p̃rDKL(π|r || µ|r) + p̃r log( p̃r) + α.

Next, by Lemma 41 there exists a constant cφ(k) and hence c2 such that

p̃r ě exp(´c1 ¨ (rT + (n ´ r)T2)) ě exp(´c2)

since rT = O(1) and (n ´ r)T2 = O(1) by assumption, and so

DKL(π || µ) = Ω
(
DKL(π|r || µ|r)

)
.

We now obtain a lower bound on DKL(π|r || µ|r). We do so by finding uniform lower

and upper bounds on the restricted densities π|r(P r) and µ|r(P r), respectively. We first

establish uniform bounds the joint likelihoods P(T,Q̃)(y,P r
| x) and P(T,Q)(y,P r

| x) for

any length r path P r.
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Lemma 46.

e´rTδ̃e´Tγ̃(¨;y)Φ(s(P r)) ď P(T,Q̃)(y,P r
| x) ď erTδ̃e´Tγ̃(¨;y)Φ(s(P r))

e´rTδe´Tγ(¨;y) ď P(T,Q)(y,P r
| x) ď erTδe´Tγ(¨;y).

Proof. We prove the bound for the DSM; taking ϕ ” 1 provides the proof for the ISM. By

Lemma 8

e´rTδ̃ ď e
řr

j=1 tj(γ̃(¨;xj)´γ̃(¨;xj´1))
ď erTδ̃. (D.16)

Recalling Φ(s(P r)) :=
śr

l=1 ϕsl (ysl ; x̃l´1
sl ), we have

P(T,Q̃)(y,P r
| x) =

 r
ź

j=1

ϕ(ysj ; x̃j´1
sj )e

řr
j=1 tj(γ̃(¨;xj)´γ̃(¨;xj´1))

 e´Tγ̃(¨;y)

= e
řr

j=1 tj(γ̃(¨;xj)´γ̃(¨;xj´1))e´Tγ̃(¨;y)Φ(s(P r))

and applying (D.16) yields the stated bound.

We now apply Lemma 46 to obtain uniform bounds on the restricted densities π|r and

µ|r.

Lemma 47. The following bounds hold:

π|r(P r) ě
T´re´2rTδ̃Φ(s(P r))
1
r!
ř

srPSym(S) Φ(sr)
µ|r(P r) ď T´re2rTδ.

Proof. Applying Lemma 46 yields

π|r(P) =
P(T,Q̃)(y,P r

| x)
ş

Pr P(T,Q̃)(y,P r
| x)ν(dP r)

ě
e´2rTδ̃Φ(s(P r))

ş

Pr Φ(s(P r))ν(dP r)

=
e´2rTδ̃Φ(s(P r))

ř

srPSym(S) Φ(sr)
ş

T r 1 dtr

=
T´re´2rTδ̃Φ(s(P r))
1
r!
ř

srPSym(S) Φ(sr)
.

An identical argument applies for upper bounding µ|r by letting ϕ ” 1.
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We can relate the lower bound on π|r(P r) in Lemma 47 to the uniform measure on

Sym(S), denoted US by writing

1
r!

ÿ

srPSym(S)
Φ(sr) = EUS [Φ(sr)]

and noting that

DKL(Φ̃S || US ) = EUS

[
log
(

Φ(sr)

EUS [Φ(sr)]

)
Φ(sr)

EUS [Φ(sr)]

]
.

This connection to US is established in the next lemma.

Lemma 48.

DKL(π|r || µ|r) ě e´2rTδ̃DKL(Φ̃ || US ) ´ 2rT(δ̃ + δ).

Proof. Noting DKL(π|r || µ|r) =
ş

Pr log
(

π|r(P)

µ|r(P)

)
π|r(dP) and applying Lemma 47 twice

gives
ż

Pr
log
(

π|r(P)

µ|r(P)

)
π|r(dP) (D.17)

ě

ż

Pr
log
(

Φ(s(P r))

EUS [Φ(sr)]

)
π|r(dP r) ´ 2rT(δ̃ + δ)

ěT´re´2rTδ̃

ż

Pr
log
(

Φ(s(P r))

EUS [Φ(sr)]

)
Φ(s(P r))

EUS [Φ(sr)]
ν(dP r) ´ 2rT(δ̃ + δ). (D.18)

Next, using
ş

T r 1 dtr = Tr/r! we see that
ż

Pr
log
(

Φ(s(P r))

EUS [Φ(sr)]

)
Φ(s(P r))

EUS [Φ(sr)]
ν(dP r) (D.19)

=
ÿ

srPSym(S)
log
(

Φ(sr)

EUS [Φ(sr)]

)
Φ(sr)

EUS [Φ(sr)]

ż

T r
1 dtr

=Tr EUS

[
log
(

Φ(sr)

EUS [Φ(sr)]

)
Φ(sr)

EUS [Φ(sr)]

]
. (D.20)

Finally, combining (D.18) and (D.20) we obtain

DKL(π|r || µ|r) ě e´2rTδ̃ EUS

[
log
(

Φ(sr)

EUS [Φ(sr)]

)
Φ(sr)

EUS [Φ(sr)]

]
´ 2rT(δ̃ + δ).

145



The proof of Lemma 45 now follows immediately by Lemma 48.

Proof. (Lemma 14) Since T = O(r/n) and r ď n
1
3 we have O(rT) = 1. Hence, by Lem-

mas 45 and 48

DKL(π || µ) = Ω
(
DKL(π|r || µ|r)

)
= Ω

(
DKL(Φ̃ || US )

)
.
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Appendix E. Supporting Results for Chapter 5
E.1 MGF Bound on m(P) Under π

Lemma 13 provided a bound on the moment-generating function of the number of

mutation events m(P) under the ISM µ. Here we derive a bound on the MGF of m(P)

under the DSM π, which will be used repeatedly in our analysis of the SMC algorithm.

Recall that for a subset A Ă t1, . . . , nu we let xA and yA denote the corresponding subse-

quences and

nA := |A| rA := dH(xA, yA) ζA := rA + rAT + (nA ´ rA)T2. (E.1)

We state the bound for m(PA) for any contiguous subset of sites A; choosing nA = n

yields the bound for m(P).

Lemma 49. Let A Ă t1, . . . , nu be a set of contiguous site indices and θ P (0, 8). Define

λ1(θ) := q2eTq + θγ̃maxeTδ̃q2eTqθγ̃maxeTδ̃
+ qk(γ̃max ´ γ̃min)

λ2(θ) := log(θe2Tδ̃γ̃max/γ̃min)

λ3(θ) := q2eTq + θ2γ̃2
maxe2Tδ̃q2eTqθγ̃maxeTδ̃

Set λ(θ) := max tλ1(θ), λ2(θ), λ3(θ)u. If π is a k-neighborhood DSM (Assumption 3) then

Eπ[θm(PA)] ď eλ(θ)ζA .

Remark 2. Under Assumption 2, λ(θ) = O(maxtlog(γ̃‹), ku) when γ̃max ! mintγ̃‹, ku and

θ ! mintγ̃‹, ku, where γ̃max/γ̃min := γ̃‹ is the ratio of the maximum and minimum DSM rates.

Indeed, recall that Assumption 2 implies T = O(r/n) and r ď n
1
2 , in which case T = o(1).

Hence, λ(θ) is dominated by the O(log(γ̃‹)) term in λ2(θ) and the O(k) term in λ1(θ) upon

ignoring o(1) terms involving T.

The proof of the MGF bound proceeds by relating the DSM π to a modified DSM

where the subset of sites in A evolve according to a standard symmetric evolution model,

while the remaining sites in Ac continue to evolve under the original DSM rates. The
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standard symmetric evolution model Qsym is defined by

Qsym
x,x1 = 1 if dH(x, x1) = 1 Qsym

x,x1 = 0 if dH(x, x1) ą 1, (E.2)

For example, the standard symmetric evolution model for DNA (A = tA, G, C, Tu) is the

JC69 model [72] with unit rate (γ ” 1). Observe that any standard symmetric evolution

model is an ISM and the number of non-zero elements along a given row of Qsym is equal

to nq = n(|A | ´ 1).

Proof. We first define the modified DSM model; from there we can then apply Lemma 13.

Let π1 be a DSM with rate matrix Q̃1 such that Q̃1
x,x1 = 0 if dH(x, x1) ą 1, and define Q̃1

x,x1

for dH(x, x1) = 1 by

γ̃1
i(b; x̃i) =

#

γ̃i(b; x̃i) for i R A
1 for i P A.

(E.3)

so PA is distributed according to a standard symmetric evolution model with endpoint

constraints xA and yA. We will bound the likelihoods ratio P(T,Q̃)(y,P | x)/ P(T,Q̃1)(y,P |

x), considering the terms in (4.5) in turn. We first consider the product of rates, where we

have

m(P)
ź

l=1

γ̃sl (bl ; x̃l´1
sl ) =

ź

l:slPA
γ̃sl (bl ; x̃l´1

sl )
ź

l:slRA
γ̃sl (bl ; x̃l´1

sl ) ď γ̃
m(PA)
max

m(P)
ź

l=1

γ̃1
sl (bl ; x̃l´1

sl ), (E.4)

with the last inequality holding since
ś

l:slPA γ̃1
sl (bl ; x̃l´1

sl ) = 1. Similarly,

m(P)
ź

l=1

γ̃sl (bl ; x̃l´1
sl ) ě γ̃

m(PA)
min

m(P)
ź

l=1

γ̃1
sl (bl ; x̃l´1

sl ). (E.5)

Next we consider the exponential terms in (4.5). First let Ae = ti P A : Ci X Ac ‰ Hu

denote the edge sites of A, and Aint = AzAe the interior sites, so A = Aint Y Ae is a

partition of A. Note that |Ae| ď k since the sites in A are assumed to be contiguous, and

the context of each site is limited to its k-neighborhood (Assumption 3). Under π1, the rate

that site i P A mutates is γ1
i(¨; xi(t)) ” q = |A | ´ 1 since γ1

i(b; xi(t)) ” 1 for i P A and
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b ‰ xi(t) by (E.3). Therefore, the rate at which xA(t) mutates under the modified DSM π1

is
ÿ

iPA
γ1

i(¨; xi(t)) =
ÿ

iPA
q = q|A|.

Now returning to the exponential terms in (4.5), write

γ̃(¨; xl´1) =
n
ÿ

i=1

γ̃i(¨; x̃l´1
i ) = γ̃1(¨; xl´1) +

ÿ

iPA
γ̃i(¨; x̃l´1

i ) ´ q |A|

ď γ̃1(¨; xl´1) + q |Ae| γ̃max +
ÿ

iPAint

γ̃i(¨; x̃l´1
i ) ´ q |A| . (E.6)

Applying the upper bound (E.6) we obtain

m(P)
ÿ

l=1

∆t(l)γ̃(¨; xl´1) ď

m(P)
ÿ

l=1

∆t(l)γ̃1(¨; xl´1) + Tq(|Ae| γ̃max ´ |A|) (E.7)

+
m(P)
ÿ

l=1

∆t(l)
ÿ

iPAint

γ̃i(¨; x̃l´1
i ). (E.8)

We can upper bound the right hand side of (E.7) using Lemma 8 (recall δ̃ := q(k +

1)(γ̃max ´ γ̃min)):

m(P)
ÿ

l=1

∆t(l)
ÿ

iPAint

γ̃i(¨; x̃l´1
i ) =

m(P)
ÿ

l=1

tl
ÿ

iPAint

(γ̃i(¨; x̃l
i) ´ γ̃i(¨; x̃l´1

i )) ´ T
ÿ

iPAint

γ̃i(¨; ỹi)

=
m(P)
ÿ

tl:slPAu

tl
ÿ

iPAint

(γ̃i(¨; x̃l
i) ´ γ̃i(¨; x̃l´1

i )) ´ T
ÿ

iPAint

γ̃i(¨; ỹi)

ď Tδ̃m(PA) ´ T
ÿ

iPAint

γ̃i(¨; ỹi). (E.9)

The second equality follows since
ř

iPAint
(γ̃i(¨; x̃l

i) ´ γ̃i(¨; x̃l´1
i )) = 0 if sl R A = Ae Y Aint

as the mutation rates of sites in A are unchanged in this case. The final inequality follows

by Lemma 8 since
ÿ

iPAint

(γ̃i(¨; x̃l
i) ´ γ̃i(¨; x̃l´1

i )) ď γ̃(¨; xl) ´ γ̃(¨; xl´1) ď δ̃.
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For brevity, denote the constant c = T(q |A| +
ř

iPAint
γ̃i(¨; ỹi)). Using the bound (E.9), we

obtain by (E.7)

m(P)
ÿ

l=1

∆t(l)γ̃(¨; xl´1) ď

m(P)
ÿ

l=1

∆t(l)γ̃1(¨; xl´1) + Tq |Ae| γ̃max + Tδ̃m(PA) ´ c,

yielding a lower bound for the exponential terms in (4.5):

e´
řm(P)

l=1 ∆t(l)γ̃(¨;xl´1) ě e´
řm(P)

l=1 ∆t(l)γ1(¨;xl´1)e´Tq|Ae|γ̃max´Tδ̃m(PA)+c. (E.10)

A similar argument yields the upper bound

e´
řm(P)

l=1 ∆t(l)γ̃(¨;xl´1) ď e´
řm(P)

l=1 ∆t(l)γ1(¨;xl´1)e´Tq|Ae|γ̃min+Tδ̃m(PA)+c. (E.11)

Combining (E.4,E.5) and (E.10, E.11) and applying to (4.5) yields the uniform bounds

γ̃
m(PA)
min e´Tδ̃m(PA)e´Tq|Ae|γ̃max+c ď

P(T,Q̃)(y,P | x)

P(T,Q̃1)(y,P | x)
ď γ̃

m(PA)
max eTδ̃m(PA)e´Tq|Ae|γ̃min+c.

It follows that

Eπ[θ
m(PA)] =

ş

P θm(PA) P(T,Q̃)(y,P | x)ν(dP)
ş

P P(T,Q̃)(y,P | x)ν(dP)
ď eTq|Ae|(γ̃max´γ̃min)

Eπ1 [(θγ̃maxeTδ̃)m(PA)]

Eπ1 [(γ̃mine´Tδ̃)m(PA)]
.

Now recalling that PA has marginal distribution under the modified DSM π1 given by a

standard symmetric evolution model, we can apply Lemma 13 to the denominator. In par-

ticular, letting µSym(¨ | x, y) denote an endpoint-constrained ISM with rate matrix QSym

defined in (E.2) we have

Eπ1 [(γ̃mine´Tδ̃)m(PA)] = EµSym [(γ̃mine´Tδ̃)m(PA)] ě γ̃rA
mine´rATδ̃ Pµsym(m(PA) = rA | xA, yA).

By Lemma 13

Pµsym(m(PA) = rA | xA, yA) ě exp
(
´rAc1 exp(Tqγmax)T ´ (nA ´ rA)c1 exp(Tqγmax)γminT2)

= exp(´rAq2 exp(Tq)T ´ (nA ´ rA)q2 exp(Tq)T2),

where c1 = γ2
max/γminq2eTq(γmax´γmin) = q2 since γmax = γmin = 1 under Qsym. Applying

Lemma 13 again to the numerator, we obtain

Eπ1 [(θγ̃maxeTδ̃)m(PA)] = Eµsym [(θγ̃maxeTδ̃)m(PA)] ď erAc1+rATc2+(nA´rA)T2c3 ,
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where

c1 = log(θγ̃maxeTδ̃) c2 = θγ̃maxeTδ̃q2eTqθγ̃maxeTδ̃
c3 = θγ̃maxeTδ̃c2.

Finally, recall that |Ae| ď k. By the definition of λ(θ)

Eπ[θ
m(PA)] ď eTq|Ae|(γ̃max´γ̃min)

Eπ1 [(θγ̃maxeTδ̃)m(PQ)]

Eπ1 [(γ̃mine´Tδ̃)m(PA)]
ď eλ(θ)ζA .

The stated bound follows.

Lemma 49 provides a bound on the MGF of m(P) (taking θ = e). Applying the Cher-

noff bound Pr[m(PA) ą M] ď E[em(PA)]e´M with M P t0, 1, . . . , u gives that the number

m(PA) of jumps in A is bounded above by λ(e)ζA = O(ζA) with high probability, de-

caying as e´(M´λ(e)ζA), while applying Jensen’s inequality Eπ[em(PA)] ě eEπ [m(PA)] gives a

bound on the expected number of jumps in A:

Eπ[m(PA)] ď O(ζA). (E.12)

Therefore, the expected number of jumps in A is bounded by O(rA+ rAT +(nA ´ rA)T2),

which under Assumption 2 is O(1) when rA = 0. This fact will play an important role

in bounding the number of extra jumps among the edge sites D of a partition defined

in Section 4.4, recalling that rD = 0 for island partitions (Assumption 4). We will use

Lemma 49 in the proof of Theorem 12 and again in Lemma 53 to find a high probability

subset of paths P0 Ă P on which m(P) is uniformly bounded. The set P0 will play an

important role in bounding the warm mixing time of K to establish Theorem 13.

E.2 Bounds on maxv L2(πv, πv´1)

We will now prove the following result, which establishes the first statement of Theo-

rem 10.

Theorem 12. Let 0 = β0 ă β1 ă . . . ă βV = 1 be a sequence of inverse temperatures. For any

k-neighbor DSM (Assumption 3), there exists a constant c1 P (0, 1), independent of x and y, such

that if

∆β := βv ´ βv´1 ď
c1

ζ(n)
for v = 1, . . . , V
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then maxv L2(πv, πv´1) = O(1). Consequently, V = O(n) temperatures and N = O(V3) =

O(n3) particles suffice to satisfy the first condition of Theorem 9.

We will do so by obtaining a bound on L2(πv, πv´1) as a function of ∆β. Let

ψv(P) = ψv(s(P), b(P)) :=
m(P)
ÿ

l=1

tl∆γ̃v(l)

and note

wv(P) :=
P(T,Q̃v)

(y,P | x)

P(T,Q̃v´1)
(y,P | x)

= e´T(γ̃v(¨;y)´γ̃v´1(¨;y))
m(P)
ź

l=1

ϕ∆βv(bl ; x̃l´1
sl )eψv(P)´ψv´1(P).

Then we can write

L2(πv, πv´1) = Eπv´1 [w
2
v(P)]/

(
Eπv´1 [wv(P)]

)2
= Eπv´1 [w̃

2
v(P)]/

(
Eπv´1 [w̃v(P)]

)2 ,
(E.13)

where

w̃v(P) :=
m(P)
ź

l=1

ϕ∆βv(bl ; x̃l´1
sl )eψv(P)´ψv´1(P).

Lemma 50. Let

δ̃v := 2q(k + 1)γmax max(1, ϕmax)[max(1, ϕ
∆βv
max) ´ min(1, ϕ

∆βv
min)].

Then

Pπv´1

(
ϕ

m(P)∆βv
min e´Tm(P)δ̃v ď w̃v(P) ď ϕ

m(P)∆βv
max eTm(P)δ̃v

)
= 1.

Proof. First notice

ϕ
m(P)∆βv
min ď

m(P)
ź

l=1

ϕ∆βv(bl ; x̃l´1
sl ) ď ϕ

m(P)∆βv
max .

Next, write

∆γ̃v(l) ´ ∆γ̃v´1(l) =
n
ÿ

i=1

ÿ

a‰xl
i

(γ̃v(a; xl
i) ´ γ̃v´1(a; xl

i))

´

n
ÿ

i=1

ÿ

a‰xl´1
i

(γ̃v(a; xl´1
i ) ´ γ̃v´1(a; xl´1

i )).
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Note that there are at most 2q(k + 1) non-zero summands since dH(xl´1, xl) = 1. In

addition, for any l P t1, . . . , m(P)u:

γmaxϕ
βv´1
max (min(1, ϕ

∆βv
min) ´ 1) ď γ̃v(a; xl

i) ´ γ̃v´1(a; xl
i) ď γmaxϕ

βv´1
max (max(1, ϕ

∆βv
max) ´ 1).

By the triangle inequality

|∆γ̃v(l) ´ ∆γ̃v´1(l)| ď 2q(k + 1)γmax max(1, ϕmax)[max(1, ϕ
∆βv
max) ´ min(1, ϕ

∆βv
min)] = δ̃v,

using ϕ
βv´1
max ď max(1, ϕmax) since βv´1 P (0, 1). The stated bound follows by the definition

of w̃v(P).

The next lemma upper bounds the quantity δ̃v introduced in Lemma 50 by c∆β for

constant c P (0, 8) that depends on the DSM rates. This upper bound will be used to

prove Theorem 12.

Lemma 51. Suppose ∆βv ď 1/ log(1 + ϕmax). Then

[max(1, ϕ
∆βv
max) ´ min(1, ϕ

∆βv
min)] ď log

(
max(1, ϕ2

max)

min(1, ϕmin)

)
∆βv := ϕ̄∆βv,

and therefore δ̃v ď 2q(k + 1)γmax max(1, ϕmax)ϕ̄∆βv.

Proof. Write

max(1, ϕ
∆βv
max) ´ min(1, ϕ

∆βv
min) = (max(1, ϕ

∆βv
max) ´ 1) + (1 ´ min(1, ϕ

∆βv
min)).

Focusing on the right-hand term, when ϕ
∆βv
min ă 1, using 1 + x ď ex we obtain

1 ´ ϕ
∆βv
min ď log(1/ min(1, ϕmin))∆βv.

Next since ex ď 1 + x + x2 ď 1 + 2x for x ă 1 and ∆βv ď 1
log(1+ϕmax)

we have

ϕ
∆βv
max ´ 1 ď 2 log(max(1, ϕmax))∆βv.

It is straightforward to check that this implies the result.

With these lemmas in hand, we are now ready to complete the proof of Theorem 12.
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Proof. (Theorem 12) Let

θv = 4∆βv2Tγmax max(1, ϕmax)q(k + 1) log
(

max(1, ϕ2
max)

min(1, ϕmin)

)

+ 4∆βv max
!

log
(

ϕ´1
min

)
, log(ϕmax)

)

.

We have θv ą 0 (unless ϕ ” 1). Let l = 2λv´1(e)ζ, where λv´1(¨) is the function λ(¨)

defined in Lemma 49 for the DSM with rates γ̃v´1, and recall ζ = r + rT + (n ´ r)T2. By

Lemmas 50 and 51,

Eπv´1 [w̃
2
v(P)] ď Eπv´1 [e

θvm(P)
2 1m(P)ďl ] + Eπv´1 [e

θvm(P)
2 1m(P)ąl ]

ď e
θvl
2 + E

1
2
πv´1 [e

θvm(P)]P
1
2
πv´1(m(P) ą l)

where the second inequality follows by the Cauchy-Schwarz inequality. By Markov’s

inequality,

E
1
2
πv´1 [e

θvm(P)]P
1
2
πv´1(m(P) ą l) ď e

θvl
2 + Eπv´1 [e

θvm(P)]e´
θvl
2

= e
θvl
2 (1 + Eπv´1 [e

θvm(P)]e´θv l),

and applying Lemma 49 we obtain

Eπv´1 [e
θvm(P)]e´2θvλv´1(e)ζ ď eθvλv´1(e)ζe´2θvλv´1(e)ζ ď e´θvλv´1(e)ζ ď 1.

Hence, Eπv´1 [w̃
2
v(P)] ď 2eθvλv´1(e)ζ . By Lemmas 50 and 51 we have(

Eπv´1 [w̃v(P)]
)2

ě e´
θvl
2 (1 ´ Pπv´1(m(P) ą l))2.

By Markov’s inequality and Lemma 49

1 ´ Pπv´1(m(P) ą l) ě 1 ´ e´λv´1(e)ζ ě 1 ´ e´1.

Consequently,

L2(πv, πv´1) =
Eπv´1 [w̃

2
v(P)](

Eπv´1 [w̃v(P)]
)2 ď 2

(
e

e ´ 1

)2

e2θvλv´1(e)ζ ď 2e3,

where the final inequality follows by the definition of θv and choosing

∆βv ď
1
ζ

(
8λv´1(e) log

(
max(1, ϕ2

max)

min(1, ϕmin)

)
(1 + Tγmax max(1, ϕmax)q(k + 1))

)´1

,

and we use max(log
(

ϕ´1
min

)
, log(ϕmax)) ď log

(
max(1, ϕ2

max)/ min(1, ϕmin)
)
.
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E.3 Proof of Theorem 10

To establish the second condition of Theorem 10 and complete the proof, we prove a

warm mixing time bound for the componentwise Metropolis algorithm defined in Sec-

tion 4.4.1 targeting an arbitrary DSM π:

Theorem 13. For any δ P (0, 1) and any k-neighbor DSM (Assumption 3), there exist constants

c1, c2, c3 P (0, 8), independent of x and y, such that

max
v

τv

(
δ

5NV
, 2
)

ď B log
(

32000N2V2

δ2

)(
6000N2V2B

δ2

)c3

ˆ exp
(

c1[max
j

ζIj + ζD ] + c2T[ζD + ζB D ]

)
.

In particular, if I is an island partition (Assumption 4) and under Assumption 2

max
v

τv

(
δ

5NV
, 2
)
= poly(δ´1, N, V, B) exp

(
O(max

j
rIj)

)
.

Applying this mixing time bound to the kernels K1, . . . , KV and taking the max yields

the second statement in Theorem 10; the proof is given at the end of this section. We first

review notation and background material needed to prove Theorem 13.

E.3.1 Background and Notation

Recall from Section 4.4.3 that η is ω-warm with respect to π if for some ω ě 1

sup
AĂP

(η(A)/π(A)) ď ω

and the warm mixing time of a Markov kernel K with state space P is defined by

τ(ϵ, ω) := inf

#

s : sup
ηPMω(π)

∥η Ks(¨) ´ π(¨)∥TV ď ϵ

+

,

where Mω(π) denotes the set of all ω-warm distributions with respect to π and ∥¨∥TV

denotes total variation distance. Define the inner product x f , gyπ :=
ş

f (x)g(x)π(dx).

Our approach to bounding τ(ϵ, ω) will frequently involve the spectral gap of a Markov
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kernel K:

SpecGap(K) := inf
f PL2(π)

Vπ [ f ]‰0

EK( f , f )
Vπ[ f ]

, (E.14)

where EK( f , f ) = x f , (I ´ K) f yπ is the Dirichlet form and Vπ[ f ] = x f , f yπ ´ x f , 1yπ. The

spectral gap characterizes the rate at which K converges to π. For example, a standard

argument (see e.g. [93]) gives

τ(ϵ, ω) ď
log(2ϵ´1) + log(ω ´ 1)

SpecGap(K)
. (E.15)

Moreover, [5] showed that under a warm start it suffices to bound SpecGap(K|P0) for any

P0 Ă P satisfying π(P0) ě 9/10, where K|P0 denotes the restriction of K to the subset

P0:

K|P0(P , A) := K(P , A) + δA(P)K(P , P c
0) for A Ă P0 (E.16)

(Note that K|P0 is reversible with respect to π|P0 = π ¨ 1P0 /π(P0) when K is reversible

with respect to π.) For technical reasons, we will assume that K is lazy and remains in

its current state with probability 1/2 so that K(P ,P) ě 1/2; if necessary this can be

ensured by taking K1 = 1
2 (K + I). Note that bound on SpecGap(K) implies a bound on

SpecGap(K1) as the two quantities differ only by a factor of 1/2.

Theorem 14. (Atchadé [5]) Let ϵ P (0, 1) be fixed. Assume K is reversible and lazy. If π(P c
0) ď

ϵ2/(20ω2), then

τ(ϵ, ω) ď
log(2ϵ´2) + log(ω2)

SpecGap(K|P0)
.

We call the componentwise chain K given in in (4.57) (see Section 4.4.1) a product chain

in the special case that π = π1 ˆ . . . ˆ πB is a product distribution, with πj a distribution

defined on PIj . Later we will use the following result regarding product chains:

Theorem 15. (Diaconis and Saloff-Coste [31]) Let K be a product chain. Then

SpecGap(K) =
1
B

min
j

SpecGap(K(j)).
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E.3.2 Proof Overview

In light of Theorem 14, in order to upper bound the mixing time of K it suffices to

obtain a lower bound on SpecGap(K|P0) for some high probability set P0 Ă P . We

choose P0 to be a subset of paths where the number of jumps at each site is uniformly

bounded. We can then apply the following lemma, which is straightforward to verify.

Recall that I = tI1, . . . , IBu denotes a partition of t1, . . . , nu into B blocks.

Lemma 52. Let P0 = XB
j=1 P0,j where P0,j Ă PIj . Then

K|P0(P , dP 1) =
1
B

B
ÿ

i=1

K(j)|P0,j
(PIj , dP 1

Ij
)δPI[´j]

(dP 1
I[´j]

).

We will lower bound the spectral gap of K|P0(P , dP 1) by the spectral gap of a carefully-

chosen product chain which admits more direct analysis. This product chain is obtained

by omitting all context-dependence between partition blocks, by setting ϕ ” 1 for rates

defined at all edge sites D = tD1, . . . ,DBu (see (4.58) and Figure 4.4). In particular, let

γ̂i(b; x̃i) =

#

γi(b; xi) for i P D

γ̃i(b; x̃i) for i P t1, . . . , nuz D
(E.17)

Let Q̂ be the an ˆ an rate matrix with rates (E.17) and define π̂ for the corresponding DSM

by

π̂(P) := π̂(P | x, y)9 P(T,Q̂)(y,P | x).

Note that sites in IjzDj evolve under the same rates in both π and π̂, but PI1 , . . . ,PIB are

independent under π̂ since γ̂i = γi for i P D . Therefore π̂ is a product measure

π̂(P) = π̂1(PI1) ˆ . . . ˆ π̂B(PIB), (E.18)

where π̂j(PIj) := π̂j(PIj | xIj , yIj)9 P(T,Q̂)(yIj ,PIj | xIj) is an endpoint conditioned

model with rates (E.17). Consider the blockwise Metropolis-Hastings chain defined in

Section 4.4.1 with invariant distribution π. Let K̂ be the π̂-invariant modified chain which
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uses the same (blockwise) independent-site proposal distribution, but utilizes π̂ in place

of π in the acceptance (4.56):

K̂(P , dP 1) :=
1
B

B
ÿ

i=1

K̂(j)(PIj , dP 1
Ij
)δPI[´j]

(dP 1
I[´j]

). (E.19)

Then for any P0 = XB
j=1 P0,j with P0,j Ă PIj , K̂|P0 is a product chain by (E.18) and

Lemma 52, and hence Theorem 15 gives

SpecGap(K̂|P0) =
1
B

min
j

SpecGap(K̂(j)|P0,j
).

We will choose P0 such that all of π(P), π̂(P), and µ(P) are uniformly bounded, en-

abling us to define a function δ(x, y, Q̃, Q, T) such that, by a comparison argument,

SpecGap(K|P0) ě δ SpecGap(K̂|P0) =
δ

B
min

j
SpecGap(K̂(j)|P0,j

). (E.20)

Finally, since each K̂(j)|P0,j
is a Metropolized independence sampler with uniformly bounded

proposal and target densities, a bound on minj SpecGap(K̂(j)|P0,j
) follows easily. In what

follows we adopt the following notation for brevity

K|P0 = K0 K(j)|P0,j
= K0,j π|P0 = π0 πj|P0,j

= π0,j

and use analogous notation for K̂, K̂(j)|P0,j
, π̂|P0 , and π̂j|P0,j

as well (e.g. π̂|P0 = π̂0).

E.3.3 Main Results

We first define the state-space restriction P0. We restrict to a high-probability set

which limits the number of “extra” mutations in each island, thus bounding the density

(importance) ratio.

Lemma 53. Let ϵ P (0, 1) and for A Ă t1, . . . , nu define the event

Q(ϵ,A) = tP : m(PA) ď Mϵ(A)u, (E.21)

where Mϵ(A) = M(ζA, B, ϵ) := ζAλ(e)+ log(3B/ϵ), and λ(¨) and ζA are defined in Lemma 49

(section E.1). Let

P0,j(ϵ) := Q(ϵ, Ij) X Q(ϵ,Dj) X Q(ϵ, BDj) (E.22)
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and P0(ϵ) = P0 := XB
j=1 P0,j(ϵ). Then π(P0) ě 1 ´ ϵ.

Proof. The result follows immediately by application of the Chernoff bound (using the

MGF bound of Lemma 49) to obtain tail inequalities for each set:

Pπ(m(PDj) ą λ(e)ζDj + log(3Bϵ´1)) ď Eπ[e
m(PDj )]e´Mϵ(Dj) ď

ϵ

3B

and taking a union bound over all 3B events.

We will now establish the spectral gap bound for the restricted kernel given in (E.20). To

do so, We will use the following bound on the density ratio with respect to the invariant

distribution of the product chain K̂ defined above:

Lemma 54. Define the importance weight

ŵ(P) := P(T,Q̃)(y,P | x)/ P(T,Q̂)(y,P | x). (E.23)

Let ξ be a probability measure defined on the set of paths P . Then the following bounds hold with

probability one under ξ under Assumptions 3 and 4

Pξ

(
ϕ

m(PD)
min e´T(m(PD)+m(PB D))(δ̃+δ)+c ď ŵ(P) ď ϕ

m(PD)
max eT(m(PD)+m(PB D))(δ̃+δ)+c

)
= 1,

(E.24)

for constant c = ´T(γ̃(¨; y) ´ γ̂(¨; y)). In particular, letting

θD := exp
(
log(ϕ‹)Mϵ(D) + 2T(Mϵ(D) + Mϵ(B D))(δ̃ + δ)

)
, (E.25)

where Mϵ(A) = ζAλ(e) + log(3B/ϵ) and ζA := rA + rAT + (nA ´ rA)T2 for A Ă t1, . . . , nu

as in (E.1), gives the following uniform bound for P0 given in Lemma 53

Pξ

(
θ´1
D ď

π0(P)

π̂0(P)
ď θD

)
= 1. (E.26)

Proof. Recall that the substitution rates under π̂ given in (E.17) are identical to those under

π except at sites in D , which follow the rates of the ISM µ. From the path density (4.5), we

see that

ŵ(P) =

 ź

tl:slPDu

ϕ(bsl ; x̃l´1
sl )

 eψ̃D(s(P),b(P))+c, (E.27)
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where the term in the exponent corresponding to the difference between the exit rates

under π and π̂ for sites i P D is denoted by ψ̃D (s(P), b(P)) :=
řm(P)

l=1 tlΓl
D (P) where

Γl
D (P) :=

ÿ

iPD

(
γ̃i(¨; x̃l

i) ´ γi(¨; xl
i) ´ γ̃i(¨; x̃l´1

i ) + γi(¨; xl´1
i )

)
.

For the bracketed term in (E.27), note that for any path P we have |tl : sl P Du| =

ř

iPD m(P i) = m(PD ) and so

Pξ

ϕ
m(PD)
min ď

ź

tl:slPDu

ϕ(bsl ; x̃l´1
sl ) ď ϕ

m(PD)
max

 = 1.

Turning to the exponential term in (E.27), observe that Γl
D (P) is non-zero only when sl P

D YB D . When sl P D YB D , the context of at most k + 1 sites change (the k sites lying in

the context of site sl , and sl itself). An argument identical to the one given in the proof of

Lemma 8 yields:

Pξ

(
|ψ̃D (s(P), b(P))| ď T(m(PD ) + m(PB D ))(δ̃ + δ)

)
= 1.

The first stated bound (E.24) follows. The second statement (E.26) follows from the first

and the uniform bounds on m(PD ) and m(PB D ) used in proving Lemma 53, which hold

for P P P0.

With the bounds on π0/π̂0 from Lemma 54 in place, we are now in a position to lower

bound the spectral gap of K0 by the spectral gap of K̂0. This is done in the following

lemma. Later we will obtain an explicit lower bound on the spectral gap of K̂0 itself.

Lemma 55. Recall that the spectral gap of a π-invariant Markov kernel K is defined by

SpecGap(K) := inf
f PL2(π)

Vπ( f )‰0

EK( f , f )
Vπ( f )

= inf
f PL2(π)

Vπ [ f ]‰0

ş ş

π(dx)K(x, dy)( f (x) ´ f (y))2
ş ş

π(dx)π(dy)( f (x) ´ f (y))2 . (E.28)

Let K̂ be a π̂-invariant Markov kernel, with π̂(x) and π(x) densities defined on a common state

space X and with respect to a common dominating measure ρ, i.e., π̂(A) =
ş

A π̂(x)ρ(dx) and

π(A) =
ş

A π(x)ρ(dx) for A Ă X . Suppose further that
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1. The ratio of each density with respect to ρ is bounded: a0 ď π(x)/π̂(x) ď a1 for all x P X

for some a0, a1 P R+ with 0 ă a0 ď a1.

2. There exists a2 ą 0 such that for all f P L2(π)
ż

A
K(x, dy)( f (x) ´ f (y))2 ě a2

ż

A
K̂(x, dy)( f (x) ´ f (y))2 for all x P X and A Ă X .

Then SpecGap(K) ě
a0a2
a1

SpecGap(K̂).

Proof. Note that Vπ[ f ] ‰ 0 ðñ Vπ̂[ f ] ‰ 0 and f P L2(π) ðñ f P L2(π̂) since

a0 ă π(x)/π̂(x) ă a1 uniformly for all x P X . By assumption Vπ[ f ] ď a1 Vπ̂[ f ] and

EK( f , f ) ě a0a2EK̂( f , f ).

Taking the infimum over all non-constant f P L2(π) yields the stated bound.

We now lower bound SpecGap(K0) by minj SpecGap(K̂0,j); later we will obtain a

lower bound on minj SpecGap(K̂0,j) as well. The constants in the following result involve

the ratio ϕ‹ = ϕmax/ϕmin of the maximum and minimum context-dependent rates as well

as λ(e) with λ(¨) defined in Lemma 49. Recall from Lemma 49 that λ(e) is a constant

which satisfies the following bound on the MGF of the number of jumps m(P) under π:

Eπ[em(PA)] ď eλ(e)ζA with ζA = rA + rAT + T2(nA ´ rA) and A Ă t1, . . . , nu.

Recall also that by definition, the number of total jumps m(P) for any P P P0 is no

more than λ(e)(ζIj + ζD + ζB D ) + 3 log(3Bϵ´1), where Ij, D , and B D denote the jth block

of sites, set of division sites, and boundary of the division sites, respectively, defined in

Section 4.4.2. This property of P0 will enable us to obtain uniform bounds on the density

ratio π(P)/π̂(P), thus satisfying the conditions of Lemma 55. We can then appeal to

Theorem 15 to establish the following result.

Lemma 56. Recall θD defined in (E.25):

θD := exp
(
log(ϕ‹)Mϵ(D) + 2T(Mϵ(D) + Mϵ(B D))(δ̃ + δ)

)
.

The following lower bound holds:

SpecGap(K0) ě
minj SpecGap(K̂0,j)

Bθ4
D

.
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We will use the following lemma to establish Lemma 56. For brevity we define the

following shorthand notation for all f P L2(π)

(∇ f (P ,P 1))2 := ( f (P) ´ f (P 1))2.

Lemma 57. The following bound holds for any P P P0 and A Ă P0:
ż

A
K0(P , dP 1)(∇ f (P ,P 1))2

1P0(P) ě
1

θ2
D

ż

A
K̂0(P , dP 1)(∇ f (P ,P 1))2

1P0(P). (E.29)

for θD defined in (E.25):

θD := exp
(
log(ϕ‹)Mϵ(D) + 2T(Mϵ(D) + Mϵ(B D))(δ̃ + δ)

)
. (E.30)

Proof. Let P P P0 and A Ă P0. We have
ż

A
K0(P , dP 1)(∇ f (P ,P 1))2

1P0(P)

=

ż

A
K(P , dP 1)(∇ f (P ,P 1))2

1P0(P)

=

ż

A

(∇ f (P ,P 1))2
1P0(P)

B

B
ÿ

j=1

µIj(dP
1
Ij
)αj(PIj ,P

1
Ij
)δPI[´j]

(dP 1
I[´j]

)

ě

ż

A

K̂(P , dP 1)(∇ f (P ,P 1))2

θ2
D

1P0(P)

=

ż

A

K̂0(P , dP 1)(∇ f (P ,P 1))2

θ2
D

1P0(P).

The first and final equalities follows since K and K̂ share the same proposal distribution.

To see why the inequality holds, recall that the acceptance ratio for the K̂0,j chain is given

by

α̂j(PIj ,P
1
Ij
) := min

#

1,
P(T,Q̂)(yIj ,P

1
Ij

| xIj ,P
1
I[´j]

)

P(T,Q̂)(yIj ,PIj | xIj ,PI[´j]
)

P(T,Q)(yIj ,PIj | xIj)

P(T,Q)(yIj ,P
1
Ij

| xIj)

+

, (E.31)

and by Lemma 54 we have

αj(PIj ,P
1
Ij
)1P0(P)1P0(P

1) ě
α̂j(PIj ,P

1
Ij
)1P0(P)1P0(P

1)

θ2
D

@j P t1, . . . , Bu.
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We are now ready to prove Lemma 56.

Proof. (Lemma 56) We claim that by Lemma 55, we have for K0 = K|P0 (with K defined

in Section 4.4.1):

SpecGap(K0) ě
1

θ4
D

SpecGap(K̂0). (E.32)

with θD as defined in (E.25). Indeed, the first condition of Lemma 55 is satisfied by the

bound (E.26) from Lemma 54 with a0 = θ´1
D and a1 = θD , and the second condition of

Lemma 55 with a2 = θ´2
D holds by Lemma 57. Hence Lemma 55 with a0 = θ´1

D , a1 =

θD , and a2 = θ´2
D implies (E.32). Finally, recalling K̂0 is a product chain and applying

Theorem 15 gives the result.

It remains to bound minj SpecGap(K̂0,j). We will again do so by obtaining uniform

bounds on the density ratio appearing in the acceptance probability, which apply on the

subspace P0,j having a bounded number of extra mutations. That is, we will obtain con-

stants a0, a1 ą 0 satisfying

a0 ¨ 1Q(Ij,ϵ)(PIj) ď
π̂0,j(PIj)

µIj(PIj)
¨ 1Q(ϵ,Ij)(PIj) ď a1 ¨ 1Q(Ij,ϵ)(PIj). (E.33)

for Q(ϵ, Ij) := tP : m(PIj) ď Mϵ(Ij)u the event (E.21) that the number of extra mutations

in Ij is bounded by Mϵ(Ij) = ζIj λ(e) + log(3B/ϵ). Once (E.33) is established, recalling

that µIj is the proposal distribution used by K̂0,j, a lower bound on SpecGap(K̂0,j) follows

immediately.

Lemma 58. Define the quantity

θIj := exp
(
log(ϕ‹)Mϵ(Ij) + 2TMϵ(Ij)(δ̃ + δ)

)
. (E.34)

For any j P t1, . . . , Bu:

SpecGap(K̂0,j) ě
2

θ4
Ij

.
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Proof. Let c = ´T(γ̃(¨; yIj) ´ γ(¨; yIj)) and By an identical argument to that used to show

Lemma 9, we obtain the following uniform bound on the density ratio:

PξIj

(
ϕ

m(PIj )

min e´Tm(PIj )(δ̃+δ)+c
ď

P(T,Q̂)(yIj ,PIj | xIj)

P(T,Q)(yIj ,PIj | xIj)
ď ϕ

m(PIj )

max eTm(PIj )(δ̃+δ)+c
)

= 1,

(E.35)

where ξIj is any probability measure supported on PIj . Consequently

PξIj

(
1Q(ϵ,Ij)(PIj)

θIj ¨ µIj(P0,j)
ď

π̂0,j(PIj)

µIj(PIj)
¨ 1Q(ϵ,Ij)(PIj) ď

θIj ¨ 1Q(ϵ,Ij)(PIj)

µIj(P0,j)

)
= 1. (E.36)

Recall that by definition

SpecGap(K̂0,j) = inf
f PL2(π̂0,j)

Vπ̂0,j [ f ]‰0

EK̂0,j
( f , f )

Vπ̂0,j [ f ]
. (E.37)

Recalling from (E.22) that P0,j Ă Q(ϵ, Ij), we have by (E.36) that

Vπ̂0,j [ f ] ď θIj µIj(P0,j)VµIj|P0,j
[ f ].

Next, by the definition (E.31) of α̂j(PIj ,P
1
Ij
) we see again using (E.36) that

α̂j(PIj ,P
1
Ij
) ¨ 1Q2(Ij,ϵ)

(PIj ,P
1
Ij
) ě

1
θ2
Ij

¨ 1Q2(Ij,ϵ)
(PIj ,P

1
Ij
),

and so

EK̂0,j
( f , f ) =

ż

P0,j

ż

P0,j

π̂0,j(dPIj)K̂0,j(PIj , dP 1
Ij
)(∇ f (PIj ,P

1
Ij
))2

=

ż

P0,j

ż

P0,j

π̂0,j(dPIj)µIj(dP
1
Ij
)α̂j(PIj ,P

1
Ij
)(∇ f (PIj ,P

1
Ij
))2

ě
µIj(P0,j)

θ3
Ij

ż

P0,j

ż

P0,j

µIj|P0,j
(dPIj)µIj|P0,j

(dP 1
Ij
)(∇ f (PIj ,P

1
Ij
))2

=
2µIj(P0,j)VµIj|P0,j

[ f ]

θ3
Ij

.
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It follows that for any non-constant f P L2(π̂0,j) we have

EK̂0,j
( f , f )

Vπ̂0,j [ f ]
ě

2
θ4
Ij

. (E.38)

Taking the infimum on both sides gives the stated bound by (E.37)

Combining Lemmas 56 and 58 provides us with a lower bound on SpecGap(K|P0).

Consequently, we immediately obtain a bound on the spectral gap of the lazy chain K1 :=

1
2 (K+I) restricted to P0.

Lemma 59. Let θD and θIj be defined as in (E.30) and (E.34), respectively. Then

SpecGap(K1
0) ě

1
B

(
1

θD maxj θIj

)4

.

Proof. It suffices to lower bound SpecGap(K0) since SpecGap(K1
0) =

SpecGap(K0)
2 . Recalling

(E.20) and applying Lemmas 56 and 58

SpecGap(K0) ě
1

θ4
D

SpecGap(K̂0) ě
1

Bθ4
D

min
j

SpecGap(K̂0,j) ě
2

Bθ4
D maxj θ4

Ij

.

The stated bound follows.

Lemma 60. Define the constants

c1 = 4λ(e) log(ϕ‹) c2 = 8λ(e)(δ̃ + δ) c3 =
2

λ(e)
(c1 + c2)

Then for any ϵ P (0, 1)

τ(ϵ, ω) ď B log
(

80ω4

ϵ2

)(
60Bω2

ϵ2

)c3

exp
(

c1[max
j

ζIj + ζD ] + c2T[ζD + ζB D ]

)
.

Proof. We will apply Theorem 14 to the lazy (reversible) chain K1
0. From Lemma 53 we

have π(P0(ϵ2/20ω2)) ě 1 ´ ϵ2/20ω2 satisfying the conditions of Theorem 14. Lemma 59

gives

SpecGap(K1
0) ě

1
B

(
ϵ2

60ω2B

)c3

exp
(

´c1[max
j

ζIj + ζD ] ´ c2T[ζD + ζB D ]

)
.
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for the chosen c1, c2, c3 ą 0. Applying Theorem 14 yields the result. To obtain the lower

bound on SpecGap(K1
0), recall that for A Ă t1, . . . , nu

Mϵ1(A) = ζAλ(e) + log(3B/ϵ1) ζA := rA + rAT + (nA ´ rA)T2,

where we set ϵ1 = ϵ2/20ω2 so that π(P0(ϵ2/20ω2)) ě 1 ´ ϵ2/20ω2 by Lemma 53 to

satisfy the condition of Theorem 14. It follows by Lemma 59 that for θD and θIj defined in

(E.30) and (E.34), the lower bound on SpecGap(K1
0) in Lemma 59 is equal to

B´1θ´4
D max

j
θ´4
Ij

=B´1 exp
(

´4 log(ϕ‹)(max
j

Mϵ1(Ij) + Mϵ1(D)) ´ 8T(δ̃ + δ)(Mϵ1(D) + Mϵ1(B D))

)

=B´1 exp
(

´4λ(e)
[

log(ϕ‹)(max
j

ζIj + ζD ) ´ 2T(δ̃ + δ)(ζD + ζB D )

]
´ c3 log(3B/ϵ1)

)

=B´1 exp
(

´c1[max
j

ζIj + ζD ] ´ c2T[ζD + ζB D ] ´ c3 log(3B/ϵ1)

)

=B´1 exp
(

´c1[max
j

ζIj + ζD ] ´ c2T[ζD + ζB D ]

)(
ϵ2

60Bω2

)c3

,

where the final equality follows using log(3B/ϵ1) = log(60Bω2/ϵ2).

We now prove Theorem 13, which states a bound on maxv τv
(

δ
5NV , 2

)
, where τv(ϵ, ω)

is the ω-warm mixing time for Kv defined in (4.60). Hence, the proof of Theorem 13

follows almost directly by Lemma 60.

Proof. (Theorem 13) Lemma 60 holds for K targeting an arbitrary DSM π. Consider Kv tar-

geting πv (4.51) and let cv,1, cv,2, and cv,3 be the corresponding constants from Lemma 60.

Applying the bound of Lemma 60 with c1
1 = max cv,1 and c1

2 = maxv cv,2, and c1
3 = max cv,3

and choosing the warmness parameter ω = 2 and N = δ/5Vϵ for δ P (0, 1), yields the

stated result.

The following result follows immediately by combining Theorem 9, Theorem 12, and

Theorem 13; Theorem 10 is a direct consequence.
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Theorem 16. For a k-neighbor DSM (Assumption 3), the SMC algorithm given in Section 4.4.1

provides a randomized approximation scheme for p(T,Q̃)(y | x) in time

O
(

poly
(

ϵ´1, ζ, B
)

exp(c(max
j

ζIj + ζD (1 + T) + ζBD T))
)

,

where ζA was defined in (E.1) for a subset A Ă t1, . . . , nu and c P (0, 8) is a model-dependent

constant. In particular, if I is an island partition (Assumption 4) and Assumption 2 holds,

p(T,Q̃)(y | x) can be approximated with ϵ-relative error in time

O
(

poly
(

ϵ´1, r, B
)

exp(c1 max
j

rIj)

)
, (E.39)

for model-dependent constant c1 P (0, 8).

Note that c1 in Theorem 16 is O(maxtlog(γ̃‹) log(ϕ‹), k log(ϕ‹)u) under certain con-

ditions. Specifically, assuming maxtγ̃max, eu ! mintϕ‹, ku, then we have under Assump-

tion 2 that for c1
1, c1

2 and c1
3 defined in the proof of Theorem 13

maxtc1
1, c1

2, c1
3u = O(k log(ϕ‹)maxtlog(γ̃‹), ku),

where we used Remark 2, which implies λ(e) = O(maxtlog(γ̃‹), ku) and so (note δ̃ =

O(k))

c1
1 = O(maxtlog(γ̃‹), ku log(ϕ‹)) c1

2 = O(maxtlog(γ̃‹), kuk)

where we used Lemma 60.
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Appendix F. Supporting Details for Chapter 5
F.1 Intermediate Mutation Probabilities

Table F.1: Example of an uninducible mutation resulting from a single base change in a
kappa light chain sequence.

Amino Acid Bases Expected Obs. Prob. 95% C.I.
R24L 1 0.939 6.26e-6 (6.05e-6, 6.48e-6 )

Tables F.2, F.3, and F.4 give first- and second-step probability transition estimates with

ψ = 1 for the S59D, S54A, and G55N acquisition scenarios described in Section 5.3. In each

table, the first column denotes the intermediate codon and corresponding amino acid and

the second column denotes the distance from the initial codons (AGC, AGT, GGT for the

S59D, S54A, and G55N cases, respectively). The first-step probability (third column) is

the probability of obtaining a given amino acid at a specific codon after the first cycle

(i.e. after the first round of mutation and selection). The second-step probability (fifth

column) gives the probability of obtaining the target amino acid after the second round of

mutation, following the first cycle, conditional on acquiring the intermediate amino acid

for a specific codon value. Intermediate mutations with a ‘‹’ indicate that the mutation is

uninducible and thus the second step is not considered.

Table F.2: Probability transition estimates for S59D.
AA. Bases First Step First Step 95% C.I. Second Step Second Step 95% C.I.

AAC (N) 1 2.98e-3 (2.93e-3, 3.03e-3) 1.35e-3 (8.00e-4 ,1.95e-3)
GGC (G) 1 1.06e-3 (1.04e-3, 1.10e-3) 4.15e-3 (3.12e-3, 6.14e-3)
AAT‹ (N) 2 6.53e-6 (3.54e-6, 9.28e-6) – –
GGT‹ (G) 2 2.37e-6 (9.77e-7, 4.64e-6) – –

Tables F.6 and F.7 give the first and second step transition probability estimates for the

pair of amino acid acquisition problems considered in Section 5.3. In particular, column 2

gives the marginal probability that a given AA (designated by the first column) was ob-

served at the end of the first cycle. Note that this value depends on the selection strength

ψ with ψ = 1 being ‘neutral selection’ and ψ ą 1 ‘strong selection’. The fifth column gives
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Table F.3: Probability transition estimates for S54A.
AA. Bases First Step First Step 95% C.I. Second Step Second Step 95% C.I.

GGT (G) 1 1.50e-3 (1.46e-3, 1.53e-3) 8.45e-4 (3.42e-4, 1.61e-3)
ACT (T) 1 5.69e-4 (5.46e-5, 5.93e-4) 2.13e-3 (8.49e-4, 3.86e-3)

ACA‹ (T) 2 1.53e-7 (0.00, 6.10e-6) – –
ACC‹ (T) 2 2.67e-7 (0.00, 1.10e-6) – –
ACG‹ (T) 2 1.08e-7 (0.00, 6.10e-7) – –
GGA‹ (G) 2 4.58e-7 (0.00, 1.22e-6) – –
GGC‹ (G) 2 1.31e-6 (3.66e-7, 2.69e-6) – –
GGG‹ (G) 2 7.28e-7 (1.22e-7, 1.59e-6) – –

Table F.4: Probability transition estimates for G55N.
AA. Bases First Step First Step 95% C.I. Second Step Second Step 95% C.I.

GAT (D) 1 1.20e-3 (1.17e-3, 1.24e-3) 1.38e-3 (5.18e-4, 2.35e-3)
AGT (S) 1 8.17e-4 (7.86e-4, 8.45e-4) 7.64e-4 (1.49e-4, 1.76e-3)

AGC‹ (S) 2 3.63e-7 (0.00, 9.77e-7) – –
GAC‹ (D) 2 1.08e-6 (1.22e-7, 2.44e-6) – –

Table F.5: Joint probability of obtaining the S54A, G55N, or S59D mutation at the end
of the second round of mutation and its corresponding intermediate amino acid/codon
mutation at the end of the first cycle. For example, the probability of both observing the
S54A mutation at the end of the second round of mutation and the GGT (G) mutation
at the end of the first cycle in a population of NG = 1000 B-cells is 1.28 ˆ 10´6. The
ratio (third column) is the larger of the two joint probabilities divided by the smaller for
each amino acid (e.g. 1.28/1.23 « 1.04). Results are given for ψ = 1. Note that only
intermediate codons distance one from the initial codon are considered as the other cases
are uninducible (see Tables F.2, F.3, and F.4).

AA. Joint Probability 95% C.I. Ratio
S54A - - 1.04

GGT (G) 1.23e-6 (4.25e-7, 2.15e-6) -
ACT (T) 1.28e-6 (5.31e-7, 2.00e-6) -

G55N - - 2.65
GAT (D) 1.75e-6 (6.29e-7, 2.92e-6) -
AGT (S) 6.60e-7 (1.87e-7, 1.55e-6) -

S59D - - 1.02
AAC (N) 4.26e-6 (2.18e-6, 6.11e-6) -
GGC (G) 4.36e-6 (3.10e-6, 7.37e-6) -

the probability of obtaining both targeted amino acid mutations (W47L and M48L in Ta-

ble F.6 and S57R and T58P in Table F.7) at the end of the second round of mutation (i.e.
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before the second round of selection) conditional on obtaining the amino acid mutation

targeted during the first cycle. Note that these probabilities do not depend on ψ. Values

in the third and sixth columns correspond to 95% confidence bands.

Table F.6: Probability transition estimates for W47L and M48L.
AA. First Step First Step 95% C.I. ψ Second Step Second Step 95% C.I.

W47L 2.51e-4 (2.32e-4, 2.72e-4) 1 1.17e-3 (4.20e-4, 2.44e-3)
W47L 3.16e-2 (3.00e-2, 3.30e-2) 150 – –
M48L 1.42e-3 (1.38e-3, 1.46e-3) 1 3.75e-4 (1.76e-4, 6.86e-4)
M48L 1.59e-1 (1.56e-1, 1.62e-1) 150 – –

Table F.7: Probability transition estimates for S57R and T58P.
AA. First Step First Step 95% C.I. ψ Second Step Second Step 95% C.I.
S57R 8.32e-3 (8.23e-3, 8.42e-3) 1 8.40e-4 (6.31e-4, 1.05e-3)
S57R 2.88e-1 (2.86e-1, 2.89e-1) 50 – –
T58P 3.69e-4 (3.50e-4, 3.93e-4) 1 1.24e-2 (8.47e-3, 1.84e-2)
T58P 1.73e-2 (1.66e-2, 1.83e-2) 50 – –

F.2 Simulation Methods

Let x = (x1, . . . , xn) and y = (y1, . . . , yn) be two length n nucleotide sequences (i.e. xi P

tA, C, G, Tu) that differ only at the ith position, i.e. xi ‰ yi and xj = yj for i ‰ j. Let Q̃ be

the 4n ˆ 4n rate matrix with Q̃x,y = γ̃(b; x̃i), where γ̃ is the context-dependent substitution

rate from [159] for the corresponding pentamer x̃i = (xi´2, xi´1, xi, xi+1, xi+2). We assume

Q̃x,y = 0 if x and y differ at more than one site. Let Ti denote the time of the end of

mutation round i for i = 1, . . . , R rounds. We evolve a germinal center population of NG

B-cells over the R mutation and selection rounds according to the following procedure:

1. Initialization:

• Sample x(1)(T1), . . . , x(NG)(T1) via forward simulation of NG independent CTMCs

each with rate matrix Q̃ and initialized at common UCA x.

2. For i = 2, . . . , R:

170



• Apply selection (see below) to the population
␣

x(1)(Ti´1), . . . , x(NG)(Ti´1)
(

to

obtain a new population
␣

x̃(1)(Ti´1), . . . , x̃(NG)(Ti´1)
(

.

• Sample x(1)(Ti), . . . , x(NG)(Ti) via forward simulation of NG independent CTMCs,

each with rate matrix Q̃, but initialized at x̃(1)(Ti´1), . . . , x̃(NG)(Ti´1), respec-

tively.

The selection step is performed by multinomial resampling, with B cells that have ac-

quired a desired amino acid mutation assigned weight proportional to fitness parameter

ψ P (0, 8) and the population resampled with replacement. Specifically, if A is the tar-

geted amino acid at codon number c, we define the weight function

v(x(j)(Ti)) =

#

ψ if (x3(c´1)+1(Ti), x3(c´1)+2(Ti), x3(c´1)+3(Ti)) P CA

1 otherwise

where CA denotes the set of codons encoding amino acid A. Resampling then selects B

cells for the updated population by choosing

x̃(k)(Ti) = x(j)(Ti) with probability pi(j) =
v(x(j)(Ti))

řNG
j1=1 v(x(j1)(Ti))

.

for k = 1, . . . , NG. The probability that a B cell has acquired A after R rounds is then

obtained by computing the fraction of the population that has acquired A at codon c at

the end of round R.

F.3 Estimators for Figures 5.5, 5.6, 5.7, 5.9, 5.10

Denote the set of nucleotide sequences whose 55th codon (nucleotide positions 165,

166, and 167) is equal to codon Ck for k P t1, . . . , 64u (e.g. AAT, AAC, etc.) by

X (Ck) := tx : (x165, x166, x167) = Cku

Let X (Ti) = (x(1)(Ti), . . . , x(NG)(Ti)) denote a population of NG B cells at the end of the

mutation round of cycle i, and X̃ (Ti) = (x̃(1)(Ti), . . . , x̃(N)(Ti)) the population after the

selection round of cycle i, for i P t1, 2u. Marginal probabilities are estimated by forward

Monte Carlo sampling, i.e. by simulating S = 32000 independent populations, each of
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size NG = 1000. Denote by X (s)(Ti) and X̃ (s)(Ti) the sth population after the ith mutation

and selection round, respectively, and write the set of B cells in the sth population as

X (s)(Ti) = (x(s,1)(Ti), . . . , x(s,NG)(Ti)) X̃ (Ti) = (x̃(s,1)(Ti), . . . , x̃(s,NG)(Ti)).

F.3.1 Marginal B cell codon probabilities

Figures 5.5, 5.6, and 5.7 show the marginal probability of observing codon Ck at posi-

tion 55 in a B cell randomly chosen from the population immediately after the first mu-

tation round. This probability is estimated by the fraction of the population’s NG B cells

exhibiting this mutation, averaged across all S simulated populations. In particular define

the event

C1
i,k = tThe ith B cell contains mutation Ck after mutation round 1u

= tx(i)(T1) P X (Ck)u

and the estimator

pPr
(
C1

i,k
)

:=
1
S

S
ÿ

s=1

 1
NG

NG
ÿ

j=1

1X (Ck)(x
(s,j)(T1))

 . (F.1)

Similarly, define the event

C̃1
i,k = tThe ith B cell contains mutation Ck after selection round 1u

= tx̃(i)(T1) P X (Ck)u.

The marginal probability of observing codon Ck at position 55 after the first selection

round is estimated by the frequency of B cells with Ck after resampling, averaged across

all S simulated populations:

pPr
(
C̃1

i,k
)

:=
1
S

S
ÿ

s=1

 1
NG

NG
ÿ

j=1

1X (Ck)(x̃
(s,j)(T1))

 . (F.2)
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To estimate the marginal probability that a B cell transitions from C1
k to Ck (at codon posi-

tion 55) in a single mutation round (the second)

Pr(x(T2) P X (Ck) | x̃(T1) P X (Ck1)) =

ÿ

wPX (Ck),w1PX (Ck1 )

Pr(x(T2) = w | x̃(T1) = w1)Pr(x̃(T1) = w1 | x̃(T1) P X (Ck1)) (F.3)

by sampling, we perform the following:

1. Simulate sequences z̃(1)(T1), . . . , z̃(S)(T1) each obtained after the first selection round

by simulating a single cycle.

2. Group the sequences by the codon appearing at position 55. Let Dk denote the set

of sequences for codon Ck, so z̃(i)(T1) P Dk iff z̃(i)(T1) P X (Ck).

3. Estimate the probability that a sequence transitions from X (Ck1) to X (Ck) in the

second mutation round by:

(a) Simulate y(s)(T2) via forward simulation for a single mutation round, initial-

ized at sequence y(s)(T1) in |Dk1 | for s = 1, . . . , |Dk1 |.

(b) Define the event

C2
i,k = tThe ith B cell contains mutation Ck after mutation round 2u

= tx(i)(T2) P X (Ck)u.

Then the conditional probability that a B cell transitions from X (Ck1) to X (Ck)

in the second mutation round is estimated by

pPr(C2
i,k | C̃1

i,k1) :=
1

|Dk1 |

|Dk1 |
ÿ

s=1

1X (Ck)(y
(s)(T2)). (F.4)

We then obtain the marginal probability estimate for the second mutation round by (F.2)

and (F.4):

pPr(C2
i,k) :=

64
ÿ

k1=1

pPr(C2
i,k | C̃1

i,k1) pPr(C̃1
i,k1).
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Finally, the marginal probability of codon Ck at the end of the second selection round

is nearly identical to (F.2), except we use the resampled cells at the end of the second

selection step:

pPr(C̃2
i,k) :=

1
S

S
ÿ

s=1

 1
NG

NG
ÿ

j=1

1X (Ck)(x̃
(s,j)(T2))

 .

F.3.2 Figures 5.9, 5.10

Define the event that there is at least one B cell, in a population of NG B cells, that has

acquired codon Ck at position 55 at the end of the ith mutation round by

Ai,k := Y
NG
j=1tx(j)(Ti) P X (Ck)u

and the event that there is at least one B cell in the population that has acquired codon Ck

at position 55 at the end of the ith selection round by

Ãi,k := Y
NG
j=1tx̃(j)(Ti) P X (Ck)u.

We simply estimate the probabilities of these events by the fraction of the S simulated

populations in which these events occur:

pPr(Ai,k) :=
1
S

S
ÿ

s=1

1Ai,k(X
(s)(Ti)) pPr(Ãi,k) :=

1
S

S
ÿ

s=1

1Ãi,k
(X̃ (s)(Ti)).
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FIGURE F.1: Probability of observing a target terminal amino acid requiring two base
changes at the end of the third mutation round (following 2 cycles of mutation and selec-
tion) for different strategies. In the first cycle, either one of the intermediate amino acids
or the target amino acid is selected for (e.g. either intermediate D (blue), intermediate S
(green), or target N (red) in Figure F.1(b)). At the end of the second cycle, the target ter-
minal amino acid is selected for. Note that the red curves correspond to the case where
the target amino acid (e.g. the N mutation) is selected for at the end of both the first and
second cycle. The largest value of ψ was chosen so that in no case did the population of
NG B cells result in a replacement rate of more than 15% after resampling.
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