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Abstract

In my dissertation, I have developed computational methods for high dimensional
inference, motivated by the analysis of omics data, mainly for two biomedical appli-
cations. The first application is flow cytometry data analysis, where a key goal is to
identify rare cell subpopulations that are activated by viruses or other interventions.
I developed an algorithm called multiple Testing Embedded on an Aggregation tree
Method (TEAM) to locate where distributions differ between two samples. Regions
containing differences can be identified in layers along the tree: the first layer searches
for regions containing short-range, strong distributional differences, and higher layers
search for regions containing long-range, weak distributional differences. TEAM is
able to pinpoint local differences and under mild assumptions, asymptotically con-
trol the layer-specific and overall false discovery rate (FDR). Simulations verify our
theoretical results. When applied to real flow cytometry data, TEAM captures cell
subtypes that are activated by cytomegalovirus pp65 stimulation vs. control. In
addition, I have extended the TEAM algorithm so that it can incorporate informa-
tion from more than one cell attribute, allowing for more robust conclusions. The
second application discussed in my dissertation is rare variant association studies,
where a key goal is to identify regions of rare variants, which are associated with dis-
ease. This problem is addressed via a flexible method called stochastic aggregation
tree-embedded testing (SATET). SATET embeds testing of genomic regions onto an
aggregation tree, which provides a way to test association at various resolutions. The
rejection rule at each layer depends on the previous layer, and leads to a procedure
that controls the layer-specific FDR. Compared to methods that search for rare-
variant association over large regions, such as protein domains, SATET can pinpoint

sub-genic regions associated with disease. Numerical experiments show FDR control
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for different genetic architectures and superior performance compared to domain-
based analyses. When applied to a case-control study in amyotrophic lateral scle-
rosis (ALS), SATET identified sub-genic regions in known ALS-related genes, while

implicating regions in new genes not previously captured by domain-based analyses.
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Chapter 1
Introduction

My dissertation focuses on developing computational methods for high dimen-
sional inference, with applications to omics studies. Scientifically, these methods are
motivated by problems in flow cytometry and statistical genetics. Statistically, these
methods view the problem of localizing sparse signals of interest as a multiple test-
ing problem. In the first part of the dissertation, I introduce a new framework for
multiple testing that embeds hypotheses on an aggregation tree. This framework can
help identify regions where the distributions of two groups differ, while controlling
the false discovery rate. In the second part of the dissertation, I adapt the multiple
testing framework on the aggregation tree to localize sets of rare-variants that are

associated with disease, while also controlling the false discovery rate.

The first project introduces a novel multiple TEsting on the Aggregation tree
Method (TEAM) to locate where the densities differ between two samples. A mo-
tivating example is in flow cytometry, where cell samples are collected under exper-
imental conditions, such as treatment versus control. A key goal of flow cytometry
data analysis is to identify the subpopulation of cells whose attributes are responsive
to the treatment. These cells are expected to be sparse among the entire repertoire
of immune cells. Mathematically, this translates to pinpointing where the density
of the treated cells exceeds that of the controls. Cell attributes are first partitioned
into bins, which are coupled with hypotheses. TEAM has a bottom-up hierarchical
structure. On the bottom layer, we search for the short-range spiky distributional dif-
ferences; while on the higher layers, we search for the long-range weak distributional

differences. Starting from layer 2, nested hypotheses are formed based on the testing



results from the previous layers, and the rejection rule will also depend on the previ-
ous layer. Under mild conditions, TEAM yields consistent layer-specific and overall
false discovery proportion. When there are sufficient long-range weak distributions
differences, TEAM yields better power compared with the signal-layer multiple test-
ing methods. The simulations under different settings verify the theoretical results.
As an illustration, TEAM is applied to a flow cytometry study where we successfully

identified the cell subpopulation that are responsive to the cytomegalovirus antigen.

The second project extends TEAM for identifying differences between multivari-
ate distributions and discusses practical considerations of TEAM. In particular it
addresses the practical problem of simultaneously using more than one cell attribute
or marker to identify the subpopulation of cells that are responsive to treatment. A
sequential partitioning strategy divides the p attributes into p-dimensional, hyper-
rectangular bins, such that each bin has an equal number of cells. The strategy first
chooses the attribute with the highest variance and divides it into bins with equal
number cells. The equal-sample binning continues along the attribute with the next
highest variance, and so on, until all the desired attributes have been partitioned.
This partitioning strategy, coupled with the aggregation tree framework leads to con-
sistent layer-specific and overall false discovery proportion. Additional simulations

and data analysis in the two-dimensional setting (i.e. two attributes) are shown.

The third project presents a new method for rare variant association testing using
Stochastic Aggregation Tree Embedded Testing (SATET). SATET tests for associ-
ations between a trait and regions of a given genetic sequence using a sequential,
bottom-up fashion along the tree. At the bottom layer, each leaf represents the finest
resolution for rare-variant association testing. Hypotheses associated with the leaves
are tested and the FDR is controlled. In higher layers, leaves that were not rejected

at the previous layer are combined to form larger testing units, which we test for
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further association, while controlling the FDR at that layer. Similar to TEAM, this
process results in identifying strong, but short-range associations at the lower layers,
and weak, but spread-out associations at higher layers. The SATET algorithm is
able to identify sets of rare variants that are associated with a given complex trait at
different genomic resolutions, while controlling the FDR for the different resolutions.
Simulations show good control of the FDR. We apply SATET to the data analysis
of genotyped rare variants from whole-exome sequencing of amyotrophic lateral scle-
rosis (ALS) cases and non-ALS controls. In particular, we identified genetic regions,
comprised of rare variants, at the sub-genic level that were associated with ALS.
Regions within novel genes were implicated using SATET that were not previously

identified by competitive methods.



Chapter 2

Multiple Testing Embedded in an
Aggregation Tree to Identify Where Two
Univariate Distributions Differ

2.1 Introduction

A key problem in statistics is identifying where two underlying probability density
functions (PDFs) differ with observed samples. The PDFs can be multimodal or
skewed. In many applications, these two PDFs only differ in some regions with
varying span or effect size (i.e., the level of difference). Classic two-sample tests
such as Cramér-von Mises test or Kolmogorov-Smirnov test focus on testing global
distribution differences and usually have limited power when those difference regions
has short span or small effect size. More importantly, these global tests cannot
pinpoint the locations of those difference regions. Ideally, we would hope that the
identified regions 1) cover as more as possible the true difference regions, and 2) cover
as few as possible the regions without difference.

A motivating example is in flow cytometry (FCM) analysis. FCM is the stan-
dard assay for single-cell analysis in solution, and used ubiquitously in biology and
medicine, especially for characterizing the immune system. In the assay, single cells
tagged with fluorochrome-labeled monoclonal antibodies against specific cell surface
or intra-cellular proteins, give off light signals with wavelengths (“colors”) charac-
teristic for particular fluorochrome when activated by lasers. The intensity of each
color is proportional to the number of fluorochrome-labeled monoclonal antibodies

bound to the cell, and hence to the concentration of marker protein that the anti-
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body is targeting. In general, the number of cells N could range from 10° to 107 or
even larger, and the number of protein markers range from fewer than 10 up to 50.
The profile of colors emitted by each cell is then used to identify the cell type. The
ability to quantify the distribution of cell types is useful since it provides a profile of
the immune response, important in applications from evaluation of autoimmunity to
monitoring of cancer immunotherapy. One challenge of characterizing the immune
response is that the cell types are heterogeneous, and many important subsets, such
as antigen-specific memory CD4 and CD8 T-cells are often present in very low fre-
quencies (usually < 1%), making their identification and quantification a challenging
problem. Framing it statistically, the goal is to identify where the distributions of
the protein marker expressions differ across the treated and control sample of cells.
In practice, only a small proportion of cells (usually < 1%) are expected to exhibit
the difference. Thus, we expect the treated and control distributions would differ in

a few local regions.

In general, this problem has raised much attention in the statistical field over the
past two decades. [Roederer and Hardy, 2001] proposed the frequency difference gat-
ing method, which partitioned the control-sample space into subregions with equal
number of control cells cells, and then use chi-square test statistics to identify regions
with significant differential densities. [Duong, 2013] used kernel density estimators
to estimate the density, and then proposed a chi-square test statistic to identify lo-
cal distributional difference at any given location. [Antoniadis et al., 2015] divided
the samples into equal length subintervals, and then modeled the number of case
samples and control samples falling into each subinterval to follow Poisson distribu-
tions. After that, they used the mean-matching root transformation to Gaussianize
the distributions, and applied the existing multiple testing methods to identify the

differential density subintervals.



Recently, [Soriano and Ma, 2017] proposed a multi-resolution scanning (MRS)
method, which can be viewed as a testing method on the partition tree. The MRS
method starts from the whole sample space and view it as the coarsest unit of testing.
On a current layer, MRS partition each parent bin on the previous layer into two child
bins and test the any bin contains distribution differences. To save computation time,
some parent bins are pruned in the process so that their child bins will not be further
explored. Although both TEAM and MRS are testing methods embedded in the

tree, there are several fundamental differences between these two methods.

o Tree structure. TEAM is embedded in an aggregation tree. It starts from the
finest bin for testing and gradually aggregate these bins to borrow information
across local regions. In contrast, MRS is embedded in the partition tree. It
starts from the coarsest bin for testing and gradually partition the bin to identify

local differences.

o Ability to pinpoint the regions with distribution difference. TEAM prioritizes
identification of small bins and pinpoints the regions with distribution difference
at the finest possible resolutions. In contrast, MRS focuses on global visualiza-
tion. It is likely that the distribution difference only spans a very small region.
When we examine the small region itself, it has large enough signal to noise ra-
tio to be identified; but when we examine a large bin containing this small bin,
the signal to noise ratio will be reduced so that it cannot be identified. MRS
will prune some nonsignificant regions in the early stage to be computationally
efficient. It is likely that such a large region will be pruned and the small region

inside it will not be further examined.

e Candidate hypotheses and false discovery rate (FDR). TEAM only considers
the leaf hypotheses coupled with the finest resolution bins on the bottom layer

6



as candidate hypotheses. These bins are non-overlapping. Although some dif-
ference regions may span multiple neighboring bins, they stand alone and are
liberal to be null or alternative by themselves. In contrast, MRS considers all
the hypotheses, including both fine resolution and coarse resolution bins, as
candidate hypotheses. These bins could be nested, so that the coupled hy-
potheses also have nested structures. For example, if a parent bin is coupled
with an alternative hypothesis, at least one of its child bins is also coupled
with the alternative hypothesis. The difference in how TEAM and MRS define
the candidate hypotheses also leads to the difference in how they define FDR,
which is the the expectation of falsed rejected candidate hypotheses over the

total number of candidate hypotheses.

e [nterpretability. Because the candidate hypotheses have more liberal structures
for TEAM than for MRS, the testing results of TEAM are generally easier to
interpret. With MRS it is possible to claim a parent bin as alternative but all
of its child bins as null; or it is possible to claim a parent bin as null but some of
its child bins as alternative. The nesting structure of its candidate hypotheses

induces difficulties in interpretation.

To summarize our contributions, we propose a novel TEsting on the Aggregation
tree Method (TEAM), which has a bottom-up hierarchical structure. On the bottom
layer, we partition the common support of two distributions into equal-sample-size
leaf bins with the finest resolution level. These bins are the finest unit where the
distribution differences can be identified. Each leaf bin is coupled with a leaf null
hypothesis assuming no distributional difference exists in that bin. On higher layers,
we aggregate the nearby non-rejected child bins into larger parent bins, and couple

each parent bin with a parent hypothesis assuming no distributional difference in



that parent bin. If a parent hypothesis is rejected, then all of its bottom-layer de-
scendant hypotheses are rejected. In other words, although on higher layers parent
hypotheses will be generated for the convenience of testing, only the leaf hypotheses
(on the bottom layer) are referred as the hypotheses of interest. With respect to
those leaf hypotheses, the TEAM method will asymptotically control the false dis-
covery. Unlike other existing methods that test each hypothesis once, TEAM can
test each hypothesis multiple times until it is rejected or the algorithm ends. While

still controlling the FDR, TEAM can substantially boost the testing power.

The rest of the chapter is organized as follows. In Section 2.2, we introduce our
model and show how we construct the bottom layer of our tree. In Section 2.3,
we introduce the aggregation tree framework and the TEAM algorithm. We then
compare the numerical performance of TEAM with the single-layer method and the
partition tree-based method, MRS in Section 2.4, and show that TEAM controls FDR
and has much higher power in identifying local density differences. In Section 2.5,
we apply TEAM on a flow cytometry data and identified the cells responsive to the
cytomegalovirus antigen. The proportion of cells identified by TEAM makes more
biological sense compared with those identified by MRS. A general discussion on

TEAM is provided in Section 2.6.

2.2 Model

Let f; and fy be the the PDF's of two cohorts. Denote the common support of f;
and fo by 2. We are interested in identifying the region where the cohort 2 density
exceeds that of cohort 1: fo(y) > fi(y), i.e., {y € Q: fo(y) > fi(y)}. We consider a
one sided test here because it fits the need of flow cytometry studies. Often, cohort

1 consists of cells measured at baseline and cohort 2 consists of cells measured after



treatment. Clearly, [ fs(y)dy = 1 for both s € {1,2}. This means that if there exists
any treatment cell abundance region, there must also exist a reference cell abundance
region. In flow cytometry studies, our goal is to find cell subpopulations that were
stimulated by the treatment. Therefore it is reasonable to focus on the treatment
cell abundance regions. In case both baseline cell abundance and treatment cell
abundance regions are of interest, we will first run the one-sided test, then flip the

labels of reference and treatment groups, and run the one-sided test again.

In practice, f, is unknown. Instead, N, independent samples from the s™ cohort
are collected, s € {1,2}. We partition the Q into m disjoint, consecutive, almost
equal-pooled-sample-size bins €2, ..., $2,,. Each bin contains n; pooled samples with
n; = |[N/m| or n; = [N/m], where N = Ny + Ny = ¥", n;. Recall that our
analytical goal is to identify the region where fo > fi, i.e., {y € Q: foly) > fi(y)}.
This can be achieved when the partition gets finer and finer with m — oo. However,
if the partition gets too fine, the number of samples falling into each bin will be too
low, and we will not have much power in detecting the distribution differences. In
practice, we can choose m =< N°7, or equivalently n =< N%3. Here “<” is the symbol

for asymptotic same order.

Let X; be the count of case samples in bin 7. Assume X; approximately indepen-

dently follows the distribution Binom(n,, 6;), where

Ny [o, fo(y)dy

(91' == .
Ny Jo, f2(y)dy + N1 fq, f1(y)dy

(2.1)

If foly) < fi(y) for all y € Q;, then §; < 6y = Ny/N. Therefore, we set up the
hypotheses:
Hnul,i : HZ < 90 versus Halt,i : 91 > ‘90. (22)

Because the pooled sample size are about the same across all bins, when the

9



population density f = % fo+ % f1 is non-uniform, the length of each bin also
varies. The bins in the high density regions (where f is large) are shorter. In other

words, alternative regions with higher densities can be pinpointed more accurately.

2.3 TEAM: Multiple Testing on the Aggregation

Tree

2.3.1 Controlling the false discovery rate on layer 1 (bottom
layer)

We propose the method TEAM to perform large scale multiple testing on an
aggregation tree. First, we discuss TEAM for the bottom layer. Let H = {1,...,m},
Hpa = {i : Hyu is true}, and Haye = H\ Hupu. As in other multiple testing problems,

the false discovery proportion (FDP) and false discovery rate (FDR) are defined as

ZieHnul I<Hnu1,7; ls I'GJeCted)
>ien I (Hyuri is rejected) V 17

FDP = FDR = E(FDP). (2.3)

We start from the test similar to the Benjamini-Hochberg (BH) procedure to control
FDR at level a. Quantities at layer 1 (the bottom layer) are indicated by a (1)
superscript. Let G((fi) be the marginal complement CDF of Binom(n;, 6y). Let PO(,IZ-) =

G&) (X;), a random variable close to the P-value. Define the threshold ¢V as

max {Zie?—l I(Po(,li) <o), 1} ~a} . (2.4)

é(l):sup{ag\l,)gcga:cg
m

(1) (1)

Here ay’ = (mlogm)~t. If such ¢V does not exist, set ¢ = ay’. We will reject

Hy if Py < .

10



2.3.2 Aggregating statistics and testing along the aggrega-

tion tree

Traditional multiple testing procedures such as the BH procedure stop after the
above procedure, while TEAM will proceed by aggregating unrejected regions and
testing again. The underlying assumption is, for any alternative bin, its neighbor-
ing bins are more likely to be alternative bins. This assumption is reasonable under
many circumstances, especially when the probability density functions are sufficiently
smooth (e.g.bounded first derivatives). Under this assumption, our method hierar-
chically aggregates the statistics so that signals can be combined and amplified. It is
likely that a true distribution difference region spanning multiple bins that are missed
on low layers will be identified on higher layers. Specifically, the testing procedure
defined by (2.4) can be viewed as the testing on layer 1 (bottom layer). On higher
layers, we merge the neighboring unrejected bins layer by layer to form a stochastic
aggregation tree with each node coupled with a hypothesis set. From now on, we will

use the tree graph terminology to describe the algorithm.
Figure 2.1 summarizes the TEAM algorithm using a toy illustration.

Now, let m® be the number of aggregated statistics on layer £. In the above
toy example, m® = 5. Since the region we wish to detect is often sparse and m is
often very large, we have m®¥) ~ m /2= using our adjacent-bin combining strategy.
Denote the set coupled with node ¢ by Si(e), i=1,...,m®. The number of bottom-

layer leaf node indices contained in Si(e) is Card(S,L-(é) ) = 271 To build up immediate

©

nul; s the null

connections between hypotheses on layer ¢ and on layer 1, we use H
hypotheses on layer ¢. Correspondingly, we define the overall set of node i bins,
B ={1,...,m“}, the null set Br(fl)l ={i:vVjeSs", 6; < 0o}, and the alternative
set B = BO\ BY

nul*
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TEAM with three layers Final rejection set: R = {1,2,3,4,7,8,9}

RO ={j:jes? Py <P} ={1,2,3,4}

Layer3'-

R? ={j:jes? Py <t?}={7,9}

Layer 2

RM = {i: P) <} = (8}

Layer 1

My 3 D) (D) g () () (D) () 3Dyl 4]
Xl X2 X3 X4 XS X6 X7 XS X9 XlO Xll X12

015-
Cohort

2010 Cohort 1

Density

0.05- == Cohort 2

000~ ; i ) ; : :
0.0 25 5.0 75 10.0 125

Figure 2.1: An illustrating example of TEAM with three layers. The non-rejected
bins are aggregated at the beginning of layer 2 and layer 3, and each parent bin is
coupled with a parent hypothesis. If a parent hypothesis is rejected, the rejection
is mapped back to the bottom layer. For example, at the beginning of layer 2, the
non-rejected leaf bin set is H® = {1,2,3,4,5,6,7,9,10, 11,12}, and the parent bin
set is A®) = {{1,2},{3,4},{5,6},{7,9},{10,11}}. On layer 2, the null hypothesis
coupled with the parent bin {5, 6} is rejected. The rejection is mapped to the bottom
layer so that Hy, 5 and Hy, 6 are rejected.

12



On layer /¢, after we aggregated the leaf bins into larger bins, coupled with the
index set S (i € {1,...,m®}), we define

HY :vje Si“),ej <6, versus Hfﬁl :3j€ SZ-(Z),GJ- > 0. (2.5)

nul,z

First, it is likely that some true alternative hypotheses are not identified on lower
layers because of the weak signal to noise ratio; but when aggregated with nearby
true alternative hypotheses, the overal hypotheses will be rejected. Second, when Hl(»e)
is rejected, all Hyy ; with 7 € Si(g) are rejected. This rejection rule is very aggressive.
Yet, it makes sense under the assumption that null (alternative) hypotheses tend
to cluster together along the order. In other words, if Hyuy; (Hak,) is true, then
its neighboring hypotheses are more likely to be null (alternative). This underlying
assumption is reasonable for identifying difference regions of two density functions f;
and f, as long as these two functions satisfy some regularity conditions (e.g.bounded
first derivatives) and because of the way we constructed our bins as regions with

equal samples.

Now that we have shown the link between the bottom layer and higher layers, we

now show how we can use the aggregated statistics to construct a procedure that will

asymptotically control the FDR at higher layers. For Xi(e) = x &Y

1

+ Xi(f_l), neither

Xfffl) nor XZ-(f ) are rejected on layer ¢ — 1. Therefore, for those XZ-(E) remaining on

level ¢, their null distribution when OZ@ = ¢y can be well approximated by G((fg (- e=0)

in (2.6). Node bin ¢ on layer ¢ will contain total samples of ny) = ZjeSi(Z) XJ(I), among
which Xi(g) = Zje g0 X j(-l) are from cohort 2. Note that for any node 7 on layer ¢
(¢ >2), XZ»(E) = XZ»(f_l) + X,L»(f_l), where Xi(f_l) and X,ff_l) are sample counts from

cohort 2 in bins ¢; and 75 on the previous layer. They are aggregated because their

coupled hypothesis HY Y and HY were not rejected on the previous layer. Sup-

nul,i nul,io
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pose Zfl_l and ZZ-(f - independently follows Binom(n(g ,6p) and Bmom( 90)
respectively. It can be shown that the joint distribution of (Zi(f_l), Zz(f _1))’ well ap-
proximates (Xff b , X, (= 1))’ . This approximation is a fundamental one and greatly
simplifies how we construct our procedure and how consistency is proved (not dis-
cussed in this dissertation).

Let 29 = 7™ + 29 follow Binom(n{”, ) with n{” = n{"™ + n{™ We
now define G((), (c; ) be the complement CDF of Binom(n!", 6,). For ¢ > 2, we
define G((fz)- (c; e=Y) recursively:

G (e e V) = Py, (21 > ¢ | G0 (215 6072) > ) G V(27D ) > el

i1 2

(2.6)
Now define P, (@ = G(g J(xY et=1) a random variable close to the P-value. The
rejection threshold on layer / is
o)
max Y 1<<mo [{F; <cf,1
é(e)(a):sup{a%) <c<a:c< { = (g){ o s } 'a}, (2.7)
m
with a%) = (m® logm )=t If such &® does not exist, set &) = a%) because
P | sup Po(z) < agv) — 0.
168([)1

For all ¢ satisfying Po(y) <é®andje SZ , we reject Hpy ;. In other words, if Hnull

rejected, we trace back all its child bins on the bottom layer and reject all their null
hypotheses Hyy ; with j € Si(e)

From one perspective, this procedure is similar to the BH procedure which thresh-
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olds the p-values. From another perspective, ¢ can also be formulated as

¢ © mOc
é():sup ay <c<a: @ <ay,.
max {EieB(@ I(Fy; <o), 1}

Because P ; asymptotically follows Unif(0, 1) under the null, s 1 {Pé? < c}is
nul ’

(0) O

close to my’c with mée) = Card(B,,;). Because the alternative hypotheses are sparse,

we can assume m((f) ~m® Then
Zz‘egff) 1 (Hfffu is rejected)

~ ul — (Z)
max {ZiE’H (P <o), 1} Yieno T(Hyy , is rejected)

mc

nul,g

2.3.3 Comment on asymptotic properties

TEAM satisfies two important asymptotic properties, which we state here. The
proofs are shown elsewhere. First, under mild conditions on the underlying PDFs,
the bin construction, and the alterative signal structures, we have that FDPY — «in
probability as the total number of cells N — oco. Thus, it can be shown that FDRY) —
« for large N. However, this result does not necessarily guarantee consistency of the
overall FDR. This is because the alternative hypothesis on layer ¢ with ¢ > 2 is

HY : 35 e 59 0, > 6,.

alt,i

Even if SZ-(K) is a true rejection on layer ¢, it is likely that only one of its 6; > 6, and
the rest 0; < ). Based on the definition of null and hypothesis on layer 1, one true
rejection set Si(g) on layer ¢ does not necessarily turns into 2°=! true rejections on the
bottom layer, while our algorithm will map all the higher layer rejection set Si(e) to the

(1)

nul,j

bottom layer and reject all the null hypothesis H with j € Si(e). This procedure

will usually introduce too many false positives. However, when the alternative 6;s
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have certain local smoothness in their values (i.e.neighboring alternative ;s will not

vary too much), we will not make too many false rejections.

Denote by Rgu)l, Rgg, and R the index sets of false discoveries, true discoveries,

and total discoveries, respectively, on layer ¢. The overall false discovery rate is

defined as
_ Xi, Card(Ryy)

FDP(I:L)
sL Card(R)

Under similar mild conditions used to prove the first asymptotic property, and assum-

ing the local smoothness of alternative 6;s, this quantity converges to « in probability.

2.3.4 TEAM algorithm
The general algorithm of TEAM is as follows.

1. Set flag = 0 and ¢ = 1. The procedure will stop when flag = 1 or when the

prespecified, maximum number of layers L is reached.

2. On layer 1, define the leaf set Si(l) = {i} fori=1,...,mY with m®) =m. Let
the rejection set be

RW = {i: P <oy
with ) defined in (2.4).

3. Check the stopping rule. If it is satisfied, set flag = 1 and go to Step 4;
otherwise, increase ¢ by 1 and continue perform the following sub-steps on

layer ¢ (¢ > 2).

(a) Let H® = HE=D\ RE-D.

(b) Based on the pre-defined aggregation rule, let SZ-(Z) = Si(f_l) U Si(f_l) for
i=1,...,m®. Here Card(S{”) = 2/ — 1 and m® = |Card(H©®) /2~ |.
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(c) Set HO =um SO 1O =3O A HLy, and 7Y = HO N Hyy.

nu

(d) Obtain the rejection set
RO ={j:jes?, B <e)

with & defined in (2.7).

4. Let the overall rejection set be R = U{;lR(f). We reject Hpy; for all ¢ € R.

2.4 Numerical Experiments

We considered the following four simulation settings. We use Y to denote the

distribution of the samples in each cohort.

S1. One-dimensional local shift. We randomly generate N; = Ny = 1,474,560

random samples in each cohort. Assume

0.97A(0.2,0.042) + 0.03N(0.88,0.012)  in cohort 1
Y Y

0.97N(0.4,0.042) + 0.03N(0.89,0.012)  in cohort 2.

S2. One-dimensional local dispersion difference. We randomly generate N; =

Ny = 1,474,560 random samples in each cohort. Assume

0.97N(0.4,0.04%) 4+ 0.03N(0.8,0.02%)  in cohort 1
Y ~

0.97A/(0.4,0.042) + 0.03A/(0.8,0.032)  in cohort 2.

S3. One-dimensional local shift plus dispersion difference. We randomly
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generate N; = Ny = 1,474,560 random samples in each cohort. Assume

0.97N(0.4,0.042) + 0.03N(0.8,0.042)  in cohort 1
Y Y

0.97N(0.4,0.042) + 0.03A(0.82,0.05%)  in cohort 2.

For each setting, we generated Ny = 1,474,560 cells from the treated distribution
and Ny = 1,474,560 cells from the reference distribution. On the bottom layer, we
specified m = 2 bins, such that each bin contains n = 180 pooled samples. The
number n is set such that n ~ {2(Ny + N;)}/?. Our numerical experiments show
that the choice of n will not impose large impact on the analysis. We also tried
numbers between 120 and 200, the results are similar. The number of layers L is
chosen so that 1000 < m™) < 2000. In these simulation settings, the bottom layer
has m = 2 bins; assuming only a small proportion of hypotheses will be rejected, at
layer 5, m® ~ 219 = 1024. Thus, we run TEAM up to five layers. We also tried six
layers in practice, but many times TEAM stopped to reject more null hypotheses on
layer 6, indicating that running five layers is sufficient. The experiment is repeated
1000 times. TEAM is very computationally efficient. One repetition only takes less
than 5 seconds on a 2.6 GHz Intel Core i5 processor with 16Gb memory. The code
for running TEAM is available at https://github.com/jbp7/TEAM.

Figure 2.2 shows the empirical FDR (average realized FDP), the average FN
(number of false negatives), and the average total discoveries for the three simulated
scenaria. Clearly, TEAM method can control FDR under the designed level. As
the number of layers goes up, some regions with contingent signals are identified,
resulting in more and more true discoveries (See the fourth row of Figure 2.2). In
Setting 3, as layers went up, TEAM identified many true alternatives so that the

empirical FDP goes down.
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Figure 2.3 shows the average sensitives of the TEAM stratified by different values
of alternative 8,s. The null value in the simulation is 8, = 0.5. When 6; is close
to 0.5, the signal is weak; otherwise, the signal is strong. The average sensitivity
should depend on the distribution of alternative signals, the desired FDR level, and
the number of layers. In practice, we found number of layers has higher impact on

sensitivity than the pre-specified FDR level.

We also compared the performance of TEAM with the MRS method proposed
by [Soriano and Ma, 2017]. When we ran MRS, we set the MRS-type FDR at the
level 0.05, 0.10, 0.15, and 0.20. Notably, this MRS-type FDR is not the same as the
FDR defined on those hypotheses on the finest resolution level. The differences are
described in Section 2.1. Because MRS is a two-sided testing method embedded in
the collapsing tree, to conduct a fair comparison, we perform the following procedure
to obtain comparable effective discoveries. First, we ran MRS up to 14 layers for all
three scenarios. Second, we summarize discoveries made in the last 5 layers. This
is to make sure that the layers we compared in TEAM and MRS had comparable
resolution levels. Third, among those discoveries, we summarize those with effect
size favoring cohort 2. This is because MRS performs two-sided test while TEAM
perform one-sided test. Fourth, we map those discoveries to the finest resolution
layer (the last layer). We call those discovered bins the “effective” discoveries. This
is to mimic the mapping step in TEAM to calculate the empirical FDR on the finest
layer.

Each experiment is repeated 1000 times. Unfortunately, most of the time, MRS
did not report any discoveries when applied to 1000 simulated datasets, across the
different settings. In table 2.1, we report the percentage of repetitions where MRS
made at least one rejection, and among those repetions with one or more rejections,

the average number of rejections and the empirical FDR when mapping discovereis
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Figure 2.2: Two-sample problems and the performance of our algorithm based on
averaged FDP, FN and total discoveries. (First row) Univariate densities correspond-
ing to each of the three simulation scenarios. The case density is in solid red, while
the control density is in dotted black. (Second row) Average FDP, (third row) Av-
erage FN and (last row) Average TD (total discoveries) versus nominal FDR, «. In
the local shift, dispersion, and shift+dispersion models, there were 246, 160, and 329
non-null bins, respectively.
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to the the finest resolution layer. This empirical FDR has the same definition as
the TEAM algorithm. It is easy to see that at fine-resolution levels, MRS is not
very stable in many discoveries. Under S1-S3, MRS fails to identify any bins in
the last 5 fine resolution layers, in most repetitions. Among those repetitions with
identified bins, the empirical FDR is inflated. This suggests that MRS cannot be
used favorably as a tool for pinpointing regions with distribution differences; it is
designed for visualizing two-sample distribution differences. Other possible reasons

why this MRS has this performance were discussed in Section 2.1.

MRS-type FDR level
0.05 0.10 0.15 0.20

% Avg. Emp.| % Avg. Emp.| %  Avg. Emp.| % Avg. Emp.
Rej Rej FDR | Rej Rej FDR | Rej Rej FDR | Rej Rej FDR

S1 0.8 10 052 | 3.0 85 044 | 9.8 980.5 0.54 | 256 39999 0.63
52 09 1.1 011 |14 13 014 (27 15 0.16 | 54 1.4 0.22
S3 19 1.3 016 |33 14 017 |76 629 0.23 | 164 21472 0.31

Table 2.1: Performance of MRS in S1-S3. Each setting has 1000 repetitions. “%
Rej” is percentage of repetitions where MRS made at least one effective discoveries;
“Avg. Rej” is, among those repetions with one or more effective discoveries, the
average number of discovered bins when MRS’s effective discoveries are mapped to
the finest resolution layer; “Emp. FDR” is, among those repetitions with one or more
effective discoveries, the empirical FDR after MRS’s effective discoveries are mapped
to the finest resolution layer.

2.5 Application: Multi-color Flow Cytometry Study

We illustrate the proposed method using data from the External Quality Assur-
ance Program Oversight Laboratory (EQAPOL) proficiency program by the Duke
Immune Profiling Core (DIPC) [Staats et al., 2014]. This data set comes from 11
healthy volunteers who provided blood samples for flow cytometric intra-cellular cy-
tokine staining (ICS) experiments. Blood samples from each individual was used as a
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negative control (“Costim”) or treated with a peptide mixture from the immunodom-
inant cytomegalovirus (CMV) pp65 protein. Each sample contains approximately
200,000 cells for which 11 attributes, protein markers for discriminating between T
cell basic, maturational and functional subsets, have been measured. The expecta-
tion is that T cells specific for the CMV pp65 would be activated and show elevated
intra-cellular levels of some or all of the functional markers, which are the cytokines
TNF-a, IL-2, and IFN-7, and CD107 (a protein associated with cytotoxic activity).
We also expect that CMV-specific T cells are a small fraction of total T cell (< 1%)
and hence generate a weak signal for detection in the data. To this end, statisti-
cally, we compare the density of functional marker intensity levels, and identify those
regions where the densities differ in the treated and control samples. Cells with

functional markers fall into this range are the candidates of the stimulated cells.

ICS data was preprocessed using manual gating in FlowJo software (v9.9.6) to
remove monocytes, debris, doublet, and aggregate cells. There are 11 individuals
with paired treated and control samples. To apply our procedure, we partitioned the
common range of the 401,294 pooled stimulated and control cells into 2! bins, such
that each bin contained approximately 200 cells. The desired FDR is set at 0.05. As
an illustration, we mainly display the analysis results for one individual. The analysis
results of the other 10 individuals are displayed in the Supplementary Material. As
an illustration, we discuss the results for a single individual. The Kernel density
estimates of TNF-a, IL-2, IFN-v, and CD107 are shown in Figure 2.4. The results
for the remaining 10 subjects can be found in the Supplementary Material.

To apply our procedure, we partitioned the common range of the 401,294 pooled
stimulated and control cells into 2! bins, such that each bin contained approximately
200 cells. Using an FDR of 0.05, we applied our procedure to identify the cell subsets

associated with an increase in CMV-stimulated density for each of the four protein
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markers. We then located the stimulated cells that are in the identified region, and
plotted the upset chart (the left panel of Figure 2.5) of these cells, labeling the number
of cells with one, two, three, or four protein markers in the identified regions. Most
cells with only one or two protein markers located in the density differential regions
could still be non-stimulated cells. We target those stimulated cells with three or
four protein markers that are located in the differential regions. The TEAM method
identified 3631 such cells, comprising about 1.9% of stimulated cells and 0.9% of all

cells.

We also applied the MRS method to the same data set. MRS is a top-down
method which starts from the low-resolution level. It is also a two-sided method.
MRS stopped after six layers. We also marked the number of cells with one, two,
three, or four protein markers located in the density differential regions (the right
panel of Figure 2.5). It identified 49325 stimulated cells that have three or four
protein makers in the differential regions, comprising 25.64% of the total stiulated
cells. In most situations, only 1% of the cells that are expected to be stimulated
by the CMV antigen. Compared with TEAM , MRS does not perform as well in

narrowing down those cells.

2.6 Discussion

We presented TEAM, a new framework of multiple testing embedded in the ag-
gregation tree. Although in this paper TEAM focused on identifying those region
where two distributions differ, the same idea can be extended to other multiple testing
problems. Almost all existing multiple testing procedures are single-layer methods.
They can be easily adapted to the first layer of TEAM. Compared to these single-

layer methods, TEAM will have at least the same power as long as the first layer
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Figure 2.4: Kernel density estimates of the four protein markers, TNF-«, IL-2,
IFN-v, and CD107, in case samples (solid red) and control samples (dotted black).
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testing procedure is the same. Any additional layers of TEAM will likely to increase
the power. TEAM is in favor of those situations where the true alternatives are ad-
joining. Compared to the single-layer methods, the disadvantage of using TEAM is
that it slightly increases the computation burden, but the computation complexity
is still at the same order.

The performance of TEAM will be affected by some preset numbers, such as the
number of cell samples included in each bin on the bottom layer n, and the total
number of layers L. Based on theoretical results (shown elsewhere) and Section 2.4,
we suggest choosing n ~ (2N)/3, where N is the total number of cells. The theory
suggests that the power of TEAM will go up when there exists many long segments
of weak signals. Heuristically, if TEAM stops to reject additional null hypotheses
on a specific layer, this can be viewed a stop sign. Also, when L is too large, the
asymptotic convergence of FDP could be affected so that the overall FDR might
be inflated. To make sure the asymptotic validity of TEAM, the maximum (top)
layer should have enough number of nested hypotheses to be tested. Based on our
experience, we suggest having at least 500 nested hypotheses on the maximum layer.

Examples of stopping rules include:

e We can set up a pre-determined number L as the maximum layer. Then TEAM

will stop when after L layers.

e After the testing procedure on layer ¢ for any ¢ > 2, we can calculate rejection

number on layer ¢. If the number is less than a pre-specified level, we will stop.

e After the testing procedure on layer ¢ for any ¢ > 2, we can calculate the ratio
between the rejection number of layer ¢ and on layer ¢ — 1. If the ratio is below

a pre-specified level, we will stop.

In terms of the FCM analysis, researchers find that it is more powerful to compare
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the joint distributions of two or more protein markers among the treated and the
control cell samples. The TEAM method proposed in the paper can be extended to
identify the joint distribution differences. We can sequentially binning along each
direction to make sure each multi-dimensional rectangle bin contains approximately
same number of cells. The testing procedure is similar. This discussion is the main

topic of the next chapter.
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Chapter 3

Extending TEAM to Identify Differences
Between Multivariate Distributions

3.1 Introduction

In Chapter 2, we introduced the TEAM method as a flexible multiple-testing
framework for identifying sparse, local difference regions that differ between two
samples coming from univariate distributions. We showed that it can be an impor-
tant tool in flow cytometry (FCM) data analysis, where a key goal is to identify cell
subsets that respond to a stimulus or treatment relative to baseline. This was done
on the basis of a single marker, for which we obtained densities of the intensities
corresponding to treatment and baseline. We then identified regions where the den-
sity of the treatment cells exceeded that of the baseline using TEAM. However, in
flow cytometry (FCM) analysis, this may not lead to robust findings, as comparing
the univariate densities reduces the potential information content and may preclude
identification of differences that occur coordinately in two or more of the measured
markers. For pinpointing local differences, analyzing multiple markers together is
important because it is conceivable that the regions where local differences exist can
be completely resolved in multivariate space, but unresolvable in any combination of
univariate analyses. Therefore as the dimensionality of FCM data increases, there is

increased demand for multivariate algorithms.

We have already mentioned several such algorithms that can be applied to the
two-sample problem in multivariate distributions, including the frequency gating

difference method of [Roederer and Hardy, 2001] and the multi-resolution scanning
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(MRS) method in [Soriano and Ma, 2017]. However, the former does not adjust for
the multiple-hypothesis testing incurred over multiple bins, while the latter cannot
always precisely pinpoint the locations of sparse differences between two samples and

is primarily a tool for visualizing possible difference regions.

One key technical hurdle to developing multivariate algorithms is in partitioning
the sample space. In the one-dimensional setting of Chapter 2, this was achieved
through bins having the same number of pooled cells from both cohorts. This par-
titioning scheme is useful in that the most bins are devoted to the regions in which
density is the highest (and consequently, the confidence in the density is also the
highest); less dense regions receive relatively large bins. In this chapter, we general-
ize this idea to multivariate distributions by using a sequential partitioning strategy
that partitions the sample space along dimensions of decreasing variance. Using this
partition scheme, we extend TEAM to pinpoint fine resolution differences between
two-sample problems in multivariate space. It turns out that this partitioning strat-
egy not only leads to computationally efficient analysis, but also preserves the TEAM
procedure and the mathematical properties of TEAM specified in Section 2.3. In par-
ticular, we show through simulation that it can control the layer-specific and overall
FDR under the stochastic aggregation tree framework. In addition, we preserve the
ability of TEAM to increase power by aggregating unrejected bins across layers, as
long as true alternatives have some adjoining structure (e.g.long segments of weak
signals).

We discuss the sequential partitioning strategy and extend TEAM in Section 3.2.
In Section 3.3, we show the perfomance of TEAM for simulations involving bivariate
data. In Section 3.4, we reapply the TEAM to identify cells responsive to CMV-
antigen stimulation on the basis of two markers, to mimic what is done in practice.

Finally, we wrap up the discussion on TEAM and potential avenues of future research
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in Section 3.5

3.2 Methods for Extending TEAM in Multivariate

Samples

3.2.1 Sample Space Partition

Let Q be the sample space and p be the Lebesgue measure on 2. Consider a
partition of the sample space {€y,...,€,,} such that U™ ,Q; = Q, pu(Q;NQ;) =0
if i # j. Partitioning the sample space can be conducted using various ways. We

discuss below two examples.

e Probability Binning Using one of the samples (e.g.control sample), we choose the
dimension with the largest sample variance and partition the sample space into
hyper-rectangular regions along this marker dimension by its median. With
in each sub-region, we repeat by the partitioning along the largest variance
dimension by its median. After /m times, we will have m = 2™ bins. See

[Roederer et al., 2001a] and [Roederer et al., 2001b] for details.

e Sequential Partition. Based on the pooled samples, we first order the p dimen-
sions (7.e. markers) by their variance from the largest to the smallest. We first
partition the first dimension by 7 bins, based on its sample quantiles at level
{1/m}, ..., {(m —1)/m}. Within each bin on the first dimension, we partition
the second dimension by its quantiles at level {1/m}, ..., {(m — 1)/m}. We
then sequentially partition all other dimensions until all dimensions are parti-
tioned. This results in a total of m = m” bins. Please see Figure 3.1(a) for an

illustration when p = 2.
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In this chapter, we focus on the sequential partition strategy. The probability
binning approach is similar to the recursive binary partitioning used by Classification
and Regression Trees (CART) ([Breiman et al., 1984]). Binary partitioning means
that the sample space is fragmented quite quickly. It has a tendency to divide uniform
populations down the middle of the population, thereby emphasizing subtle shifts in
the position of the bulk population rather than subtle shifts in the outlying cell events.
The regions with local differences that we want to identify are often not in the bulk
of the population, but rather are sparse and likely to reside in these outlying cell
events (i.e. at the tails of the distribution). Therefore, the sequential partitioning
strategy is a useful one in our problem. In practice, we can choose m =< N%7, or
equivalently n =< N%3 where N is the total number of cells. Here “<” is the symbol
for asymptotic same order. This is the same heuristic for TEAM in the univariate

setting.

3.2.2 TEAM

Here, we discuss the additional strategies used to apply TEAM in the multivariate
setting. The testing procedure and algorithm are exactly the same as in Sections 2.2

and 2.3.

To facilitate the discussion, we refer to Figure 3.1. Note that the partition is
first done along Marker 1 because it had the highest variance along that dimension.
However, when searching along the bottom-layer bins and aggregating to create higher
layer bins, we do so in reverse order of the partitioning. In other words, we search
in a “serpentine”-like fashion along the Marker 2 dimension. First, performing the
aggregation in reverse order promotes combining bins that are more homogeneous

(lower variance), thus increasing signal to noise. Second, by specifying the bins in
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Figure 3.1: An illustrating example for partition and aggregation of 2-dimensional
sample space. We partition the sample space into 64 bins to facilitate visualization.
(a) Partition the two-dimensional sample space using the sequential partition strat-
egy: first along Marker 1 (highest variance) and then along Marker 2. Then all the
bins are sequentially ordered. (b) On layer 1, the rejection set R\ = {2,10, 53, 55}.
(¢) On layer 2, the remaining bins are aggregated with their neighbors along the
order. The index in the bin is the index of the bin set SZ-(Q). After the testing pro-
cedure, null hypotheses coupled with bin set 20 and 28 are rejected. After mapping
the rejections to layer 1, we got the rejection set R?) = {41,42,59,60}. (d) On layer
3, we further aggregate the neighboring bin sets. After the testing procedure, null
hypotheses coupled with bin set 13. After mapping the rejections to layer 1, we got
the rejection set R(®) = {54, 56,57, 58}. After three layers, the overal rejection set is
R = {2,10, 53,54, 55,56,57,58,59,60}.
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a serpentine fashion, we transform the complicated problem of searching the sample
space into something familiar as the univariate setting. Therefore, we may apply
TEAM, in which the bottom layer consists of the up-and-down sequence of bins.

As before, these search and aggregation strategies work best when differences are
local and sparse. On the other hand, the aggregation method still operates linearly
along the Marker 2 axis, so that bins which may be close to each other in the sample
space, may never be combined (e.g. bins 33 and 48) because they are not on the
“serpentine” search path. Alternative ways to aggregate the bins could be based on

distance maps, briefly discussed in Section 3.5.

3.3 Numerical Experiments

In our simulation, we consider a two-dimensional Gaussian mixture with extra
cohort 2 samples in pre-specified subregions of the sampele space. We generate
N; = N, = 500,000 random samples for each cohort. For all cohort 1 samples and
495,000 cohort 2 samples, Y ~ Z?Zl p;iN(pj, X;), where

(p1,...,ps) = (0.03,0.14,0.17,0.26, 0.40),

M1 = (9a9)7 H2 = (34329)7 M3 = (87a _5'8)a 2 (_0'473'5)7 Hs = (_67 _6'5)7
2.1 0.6 0.71 0.14 2.08 0.87
Y = ; Mg = , Xy = ;
0.6 0.9 0.14 2.12 0.87 1.39
2.8 0.6 1.34 —-0.45
Y= , Y5 = .
0.6 1.2 —-0.45 3.13

For the remaining 5,000 samples in cohort 2 (0.5% in the pooled total samples),
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Y follows the uniform distribution in the R? subregion

{(6,8.5) ® (9,11)} U{(8,10) ® (7,8)} U {(10,11) ® (9, 12)}.

An example simulated dataset is plotted in Figure 3.2. We applied the Sequential
Partition algorithm to obtain m(Y = 90? = 8100 bins. Each bin has about 120
samples. Based on the same L selection criterion, we run TEAM up to layer 4. Each

experiment is repeated 1000 times.

104

Marker 2

_lo.

-10 -5 0 5 10
Marker 1

Figure 3.2: An example dataset in R? generated using the scheme above. Open
red circles represent cells from the control group; open blue triangles represent cells
from the treated group, but are not part of the difference regions (black rectangles),
which contain filled blue triangles. Points were subsampled to 10,000 observations
for better visualization.

Figure 3.3 shows the empirical FDR (average realized FDP), the average FN
(number of false negatives), and the average total discoveries for the four settings.
TEAM controls FDR under the designed level. As the number of layers goes up,

neighboring regions with weak signals are aggregated and identified. Therefore, the
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empirical FN decreases as layers go up. In Setting 3, as layers go up, TEAM identified

many true alternatives so that the empirical FDP also goes down.

Avg FDP Avg FN Avg Tot. Disc.

0.20 80
90

0.15
80
ol o -//.
| §
0.10 70
60
[
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0.05 0.10 0.15 0.20 0.05 0.10 0.15 0.20 0.05 0.10 0.15 0.20

0.05

Max Layer L=1 4 L=2 = L=3 L=4

Figure 3.3: Performance of TEAM on 2D data in terms of average false discovery
proportion (FDP), average false negatives (FN), averaged total discoveries, averaged
over 1000 datasets. Each dataset had an average of 131 nonnull regions.

As in the one-dimensional settings in Chapter 1, we compared the performance
of TEAM with the MRS method proposed by [Soriano and Ma, 2017]. When we ran
MRS, we set the MRS-type FDR at the level 0.05, 0.10, 0.15, and 0.20. Recall that
this MRS-type FDR is not the same as the FDR defined on those hypotheses on the
finest resolution level. The differences are described in Section 2.1. To conduct a
fair comparison, we first ran MRS up to 13 layers. Second, we summarize discoveries
made in the last 4 layers. This is to make sure that the layers we compared in
TEAM and MRS had comparable resolution levels. Third, among those discoveries,
we summarize those with effect size favoring cohort 2. This is because MRS performs
two-sided test while TEAM perform one-sided test. Fourth, we map those discoveries
to the finest resolution layer (the last layer). We call those discovered bins the
“effective” discoveries. This is to mimic the mapping step in TEAM to calculate the

empirical FDR on the finest layer.

The experiment is repeated 1000 times. Unlike the one-dimensional settings,
MRS will identify bins for most repetitions, but the empirical FDR is extremely
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high. The fundamental reason is that MRS is a tool designed for visualizing two-
sample distribution differences; it is not a tool for designed for pinpointing regions

with distribution differences.

Table 3.1: Performance of MRS in R?. Results are summarized over 1000 repeti-
tions. “% Rej” is percentage of repetitions where MRS made at least one effective
discoveries; “Avg. Rej” is, among those repetions with one or more effective discov-
eries, the average number of discovered bins when MRS’s effective discoveries are
mapped to the finest resolution layer; “Emp. FDR” is, among those repetitions with
one or more effective discoveries, the empirical FDR after MRS’s effective discoveries
are mapped to the finest resolution layer.

MRS-type FDR level
0.05 0.10 0.15 0.20

% Avg. Emp.| % Avg. Emp.| % Avg. Emp.| % Avg. Emp.
Rej Rej FDR | Rej Rej FDR | Rej Rej FDR | Rej Rej FDR

95.8 297.7 0.69 | 96.9 285.8 0.68 | 97.3 252.7 0.68 | 98.2 2389 0.67

3.4 Application: Multi-color Flow Cytometry Study

(Bivariate Analysis)

Using the extensions we discussed in this chapter, we reapplied TEAM to the
EQAPOL data described in Section 2.5. To locate those cells that likely responded
to CMV-stimulation, we compare the density of protein expressions, and identify
those regions where the densities differ in the stimulated and the control samples.
Cells with the protein expressions falling into those identified regions are likely to be
the stimulated cells. We will follow the common practice in flow cytometry to focus

the joint density of two protein markers in each experiment; and we will identify
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the two-dimensional regions where stimulated sample has elevated joint densities on
these two protein markers. Because we expect densities differences in four protein
markers (TNF-a, IL-2, IFN-v, and CD107), we will have six experiments, each of
which jointly analyzes one pair of protein markers. If a cell falls in the identified

regions across all six experiments, it is likely CMV-specific T-cells.

We applied TEAM in these six experiments. Using the sequential partitioning
algorithm each time with a maximum of three layers, a nominal FDR of 0.05, and
66 bins along each dimension (total 662 = 4,356 bins; about 90 cells in each bin), we
first recorded the identified regions, and then summarized the percentage of cells (out
of the cells in the stimulated sample) that fall in the identified regions in exactly one,
two, ..., six experiments. For example, in Figure 3.4(A), 1.7% of stimulated (0.83%
of all cells) fall in the identified regions across all six experiments. This matches
our expectation that close to 1% stimulated cells will be activated. To compare, we
also ran MRS by setting the depth of the tree to 12 (to roughly match TEAM’s
finest resolution) and the MRS-type FDR at 0.05. Figure 3.4(B) shows that < 0.01%
stimulated cells (0.01% of all cells) were contained in the identified regions across all
six experiments, much smaller than 1%. On the other hand, MRS identified 34.4% of
stimulated cells (16.5% of all cells) that fall in the identified region once, while TEAM
identified 4.6% of stimulated cells (2.2% of all cells) that fall in the identified region
once. This indicates that MRS identified much more cells in a single experiment
but when we look across those experiments, most of those cells do not overlap. This

indicates that the identified regions of MRS are more likely to be false positives.
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Figure 3.4: Bar plot indicating the percentage of unique CMV-stimulated cells
captured by the various combinations of functional markers, using A) TEAM and B)

MRS

3.5 Discussion

In this work, we have generalized the TEAM framework, introduced in Chapter
1, in order to pinpoint multivariate differences between two-samples. We accomplish
this using a sequential partition strategy that pools the samples and partitions along
the dimension in decreasing order of variance. In particular, this translates the
problem of searching along a multivariate space to a univariate space, where TEAM
can be applied. Additional research directions include 1) understanding the specific
scenarios/data structures for which the sequential partitining strategy yields better
performance compared to other partitioning strategies, and 2) incorporating external
information to merge bins along the aggregation tree.

The sequential partitioning strategy we proposed in this chapter is a simple
method that simplifies the computational and mathematical details necessary to
guarantee TEAM’s performance. However, other partitioning strategies are perfectly
viable, but may be context-dependent, as we discussed in Section 3.2. Furthermore,
most partitioning strategies force partitions along each marker /dimension, which may
limit the number of observations available for each bin. This would certainly impact
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the asymptotic properties of TEAM, unless more observations are collected. While
including dimensions that are do not contain differences between samples does not
necessarily impede the ability of TEAM to pinpoint difference regions, it significantly
reduces the number of times other dimensions can be divided. The more divisions
that can be applied to a dimension, the better we can identify local differences in the
distributions along that marker. This is particularly important when we believe that
cells involved in the difference are often rare. Analytical refinements that perform
partitions on a dimension-by-dimension basis would be a very important contribution
to FCM analysis, particularly when analyzing a large number of markers (8+) and

the number of cell observations is limited.

Secondly, additional work is needed for data-adaptive ways to merge unrejected
bins along the aggregation tree. TEAM relies on data structures that can be sum-
marized linearly. For example in the univariate setting, the strategy of adjoining
neighboring bins is a simple, but effective way of identifying difference regions along
a density, which can be viewed from left to right. However, in other contexts, this
linear merging may not optimal. In other applications, signal to noise ratio may be
improved by merging bins that are distant in physical space, but close in biologi-
cal function. Therefore, nonlinear merging strategies would need a way to calculate
distance maps between bins based on some external metric. It remains to be seen

whether TEAM can be generalized to these situations.
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Chapter 4

Localizing Rare-Variant Association
Regions via Multiple Testing Embedded
in an Aggregation Tree

4.1 Introduction

Rare variants, typically defined as those occuring less than 1% in the population,
have been found to play an important role in both common and complex human
diseases. For example, many diseases can be explained by individual, highly pene-
trant alleles that reduce reproductive fitness and prevent the variant from becoming
common in the population ([Cirulli and Goldstein, 2010]; [Gibson, 2012]). Advances
in sequencing technologies have enabled more complete assessments of low-frequency
and rare genetic variants, and more powerful statistical methods specifically config-
ured for rare-variant association (RVA) analysis have led to deeper insights in the
role of rare variation in human diseases.

The analysis of rare variants is more challenging than that of common variants.
Due to their low frequency, the standard analytic strategy in RVA studies is to pool
information across multiple variants in a pre-specified genetic region and evaluate the
association of their aggregate with a given trait. Such methods include burden testing
and variance-component testing (e.g.SKAT). Burden tests aggregate the information
across variants in a region into a dosage variable, while variance component tests
evaluate the distribution of the aggregated score test statistics (possibly with weights)
of individual variants using a random effects model. The power of these methods in

RVA studies depends on specific conditions, such as the proportion of causal variants
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and whether variants have the same or different association directions in a region

([Lee et al., 2012]).

A limitation of these variant set-based tests is that they require one to pre-specify
the genetic regions to be used for analysis. There is no single standard definition of
a variant set and the finest resolution one should consider for these regions may vary
based on the data and the analysis goal. Typically, studies aggregate rare variants
within a gene, which is a natural unit for pooling information and allows inclusion
of more candidate causal variants. However, this strategy is also limited by the
inclusion of a large number of neutral, non-causal variants that contribute background
noise and reduce statistical power ([Li and Leal, 2008]). Recent studies have used
a regional approach based on conserved protein domains as the unit for pooling
information over rare variants ([Gelfman et al., 2019]). These protein domains can
be smaller than an exon within a gene or can cover multiple exons in the same gene.
The idea is that pathogenic variants (e.g. missense variants) may preferentially reside
in specific parts of the gene, such as domains, so that summarizing over domains can
further minimize background variation and lead to higher power in discovering novel

disease-associated genes.

The goal of pinpointing genomic regions in RVAS presents us with two main
challenges: 1) defining a useful resolution at which to aggregate variants, while be-
ing able to identify associations, and 2) dealing with the multiplicity from testing
over many variant sets. Methods using fixed-width or dynamic-width scan statis-
tics over windows of variants have been proposed to address the first challenge
([Morrison et al., 2017]; [Li et al., 2019]). However, these generally tend to incur ad-
ditional multiple-testing burden by considering all possible variant locations and win-
dow sizes. Multiple-testing in these methods has been largely addressed through spec-

ifying a single threshold calculated from standard Bonferroni correction or through
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resampling to control the family-wise error rate. However, given the typical number
of searching windows being tested, which increase with sample size, these approaches
may be too conservative. The interpretation of these genomic regions may also obfus-

cated by the fact that discovered regions (i.e. declared significant) can be overlapping.

In this work, we propose a novel multiple-testing framework that allows us to pin-
point regions of association, while controlling an appropriate error rate for discovered
variant sets that leads to a more liberal testing procedure. We partition the collection
of variants into fine-resolution sets, which we call leaves, and embed multiple-testing
of these leaves onto a hierarchical structure. The hierarchical structure helps us
sequentially group and test leaf hypotheses, thereby automatically adapting to the
different resolutions containing association, without the need to pre-specify the pre-

cise form of the groups.

The hierarchical testing framework has two important features: 1) bottom-layer,
fine-resolution leaves are grouped into larger leaf sets with coarser hypotheses, only if
they were not rejected in the previous layer and 2) proper control of the false discovery
rate (FDR) across the tree structure. First, our framework allows us to pinpoint leaf
sets where an association exists. Strong associations that are concentrated in the
smaller genomic regions are likely captured in lower layers, while weaker associations
that are spread out larger genomic regions are likely to be captured in coarser leaf sets
by further combining information from finer units. Second, our framework involves
controlling an appropriate error rate that can be thought of as the expected value of
the path-weighted, average FDP within rejected leaf sets. The FDP is with respect to
the leaves within rejected leaf sets, so that the rejections can be assigned a biological
interpretation. We believe that controlling this error rate helps with interpretation of
results and gives some confidence about the rejected leaf sets. Overall, our method

prioritizes identification of the finer resolutions, and provides multiple chances to
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identify such associations, as leaves which were not rejected earlier can be merged
in higher layers to borrow signal strength from neighboring leaves. This ability to

perform multiple looks is a valuable property in exploratory settings.

The outline of this chapter is as follows. The SATET framework is introduced in
Section 4.2. We then continue with a discussion of some of the test statistics that
can be used in SATET. In Section 4.3, we demonstrate through simulations that
SATET controls the desired FDR level in a range of settings. Furthermore, under
the settings in which signal is localized in smaller regions, it is more powerful than
the domain-based collapsing approach, which only searches for associations over the
entire domain. Our approach is efficient and scalable to a large collection of variants.
In Section 4.4, we illustrate our method on a whole exome/genome sequencing study
of amyotrophic lateral sclerosis. Finally, in Section 4.5, we conclude with a general

discussion of SATET, including practical considerations.

4.2 Methods

Suppose the data are from N unrelated individuals and these individuals con-
tribute a total of J genotyped variants. We assume that the variants have been
selected based on a specific criteria (e.g. missense variants below a specified MAF),
so that these variants are often referred to as qualifying variants (QV). Let ¥ =
(Y1, ...,Yyn) denote the phenotype values for the N individuals, G; = (Gy1, ..., Giy)’
denote the variant genotypes for individual ¢ = 1,..., N and G, = (Gy,,...,Gn;)
denote the genotype vector for variant 7 = 1,...,J. For the remainder of this paper,
we will focus on the case where Y; is dichotomous. However, the methods presented
in this work can be easily extended to continuous traits. Additionally, we assume,

for simplicity, that G;; denotes whether the rare allele is present (G;; = 1) or absent

43



(Gi; = 0). It is straightforward to consider an additive model, where G;; is the num-
ber of copies (0,1,2) of the rare allele for variant j; for typical study sample sizes,
there will be no or very few individuals with two rare alleles.

Under no population structure, we assume that the phenotype Y; is generated by

the following generalized linear model:

logitP(V; =1 | Z;,Gy) =g+ Ziv + G8 (4.1)

where o is an intercept, Z; = (Z,...,Z;,)" are ¢ individual-level covariates with
q x 1 vector of covariate effects, v, and B is a J x 1 column-vector of genotype effects.

We now present our SATET framework. We first discuss how we summarize
variant sets into fine-resolution testing units, and then how to combine the hypotheses
for these units with respect to an aggregation tree. We discuss the error rate that
we wish to control in multiple-testing of these units, and finally describe a procedure

that controls the error rate across layers of the tree.

4.2.1 SATET Framework

Construction of Leaves

To define the resolution at the bottom layer, we partition the collection of variants
1,...,J, into m disjoint leaves L, C {1,...,J}, k=1,...,m, which correspond to
sets of contiguous variants. One useful way of constructing this partition is having
each leaf contain roughly an equal number of individuals with qualifying variants.

That is, £, N Ly = 0 for k # k' and

Z](subj. i contains a QV in leaf L) =np~n, k=1,....m

=1
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Note that this scheme allows for defining a leaf at the single-variant resolution, which
can happen when the sample size is sufficiently large. Nevertheless, the number of
individuals having a qualifying variant in any given leaf should be the same across

all leaves, resulting in an “equal-power” scenario.

Alternative partitioning schemes are possible, such as those based on having an
accumulated allele frequency in each leaf. The choice is generally study-dependent,
but the primary goal is to increase the signal-to-noise ratio. For example, in the
collapsing paradigm, the aim is to achieve an effective balance between sensitivity
and specificity in the inclusion of clinically relevant variants ([Povysil et al., 2019]).
The choice of n above is tied to this aim. Choosing too small of a value for n
may result in a leaf containing too few variants, reducing sensitivity to capture true
genetic-risk alleles. Additionally, a small n may affect the asymptotic properties of
the tests statistics we use to test each leaf hypothesis. On the other hand, choosing n
too large may result in lack of specificity, due to potentially including many neutral
variants in a leaf, which increases background variation relative to signal. It may also
be of interest to form partitions with respect to meaningful sub-genic regions, such
as conserved protein domains. We consider this setup in the simulations.

We now summarize the pooled information in a given leaf. For subject i =
1,..., N, define X;; = f(Ly), where f is a function applied to the genotypes of the
variants in leaf k. For example, in burden-based methods, f(Lx) = > jcr, w;Gij,
where w; is a weight for each variant in leaf £;. In collapsing approaches, w; =
(Zjeﬁk Gij)_l, so that X, = 1 if individual ¢ has at least one variant in leaf £
and X;; = 0 otherwise. Now let X = (Xy, ..., Xng) denote the summarized leaf
information. Assuming no linkage disequilibrium, which is reasonable in the context

of rare variants, and unrelated individuals, the X s are mutually independent. The
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marginal null hypothesis coupled with leaf Ly is

Hnul’leJ.LXk, kzl,...,m (42)

If Hai 1 is true we call £, an alternative leaf; otherwise it is a null leaf. With the fine
partition, the original problem is translated to a multiple testing problem: based on

{X1,..., X}, we test the m hypotheses in (4.2).

Hypothesis Testing of Leaves and Leaf Sets on a Tree

Let H ={1,...,m}, Hpm = {k : Hpu is true}, and Ha = H \ Hypw denote the
index sets for all leaves, alternative leaves, and null leaves, respectively. Suppose we
have a procedure that assigns a subset R C H as rejections/discoveries. As in other
multiple testing problems, the false discovery proportion (FDP) and false discovery

rate (FDR) are traditionally defined as

|R N /Hnu]‘

FDP= ——MMM—
max{|R|, 1}

FDR = E(FDP) (4.3)

We start from a Benjamini-Hochberg (BH)-type procedure to control FDR, above
([Benjamini and Hochberg, 1995]). Let p1,...,p, be the observed p-values associ-
ated with testing (4.2). Since we assume that the leaf summary statistics X’s are
mutually independent, the p-values are also independent, which allows us to use BH
procedure. We will discuss in the next section specific test statistics that can be
used to obtain these p-values. In order to control the quantity in (4.3), we define the

data-driven threshold p(V) as

ﬂ”zﬂm{m”épﬁlz i <a} (4.4)

max {> pey (P < p),1} —
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Here p&l) = (m+/logm)~! and the superscript indicates that we are at the first layer.

If such pV) does not exist, set ) = p"). The above testing procedure can be
viewed as the BH procedure with pre-thresholding, where we automatically reject
any pp < pil) prior to estimating p(!), and subsequently rejecting (4.2) for all k
satisfying pr, < pV). For a fixed p, the denominator in (4.3) can be viewed as the
rank of p, when the p,’s are sorted in ascending order. In the searching range of
p, it is important to threshold p at pg}) so that the numerator in (4.4) can better
approximate the numerator in (4.3). This is particularly seen in multiple-testing

under sparse settings ([Liu et al., 2014];[Xie and Li, 2018]).

Now suppose that the leaf hypotheses H are organized on a tree structure. An
example is in Figure 4.1. This structure suggests a way to further aggregate leaves
and their corresponding hypotheses. At the beginning of layer ¢ = 1,... L, let
HE C H be the index set of the remaining null leaf hypotheses. In the second layer,
¢ = 2, combine contiguous leaves two at a time into leaf sets (in the case of an odd
number of leaves, consider the last three as their own leaf set). For £ > 2, we combine
2 or 3 child leaf sets that were not rejected in the previous layer into larger, parent
leaf sets. Specifically, a parent at layer ¢ will always have 2 or 3 children from layer
¢ — 1. In the literature on hierarchical multiple testing, our leaf sets are also referred

to as families.

Denote m® as the number of leaf sets in layer ¢, and S = {S{é), e ST(,?@} as
the collection of leaf sets, Sg) CHO, t=1,...,m®. The null hypothesis coupled
with leaf set Sg) is:

HY Y 1L (X, ke SY) (4.5)

nul,t

Note that this is a hypothesis regarding independence between the outcome and the

joint collection of leaf statistics X indexed by SEE). We argue that using this hier-

47



O null D nonnull [l rejection

Figure 4.1: An illustrating example of the hierarchical tree with three layers. The
bottom-layer leaves are the elements in H = S, Leaves that were not rejected
(i.e. everything except {8}) are merged into leaf sets based on linear adjacency with
neighboring leaves. Note that the three leaves, {9,11,12} at the end are merged
together in a single leaf set at layer 2. At layer 2, leaf set Sf) is rejected and contains
leaves {9, 11,12}, one of which is null (circle corresponding to {12}). The leaf sets
{SP), 552), S?EQ), Sf)} are further merged into larger leaf sets, S§3) and 5'53). At layer
3, only the leaf set Sf3) e 8@ is rejected.
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archical structure and testing on leaf sets can help us identify coarser sets containing
association. Our main assumption is that in RVAS, clustered signals with certain
signal /association levels exist, such that shorter genomic segments (comparable to
leaves) that have strong signal, while longer genomic segments (comparable to leaf
sets) may have weak to moderate signal, but sufficient signal when aggregated. This
is a reasonable assumption, as some rare variants may be locally acting (e.g. missense
variants), so that their aggregate may exhibit strong associations in short regions,
while others may act over larger genomic regions and their association is more moder-
ate and spread out. Under this assumption, we can expect to make further rejections
by aggregating leaves into leaf sets and testing coarser hypotheses about those leaf

sets.

Now we derive the test statistics for testing (4.5). Assuming that the leaf statistics
are mutually independent, the statistics in a leaf set at layer ¢ only depend on the
tests statistics of its immediate children at layer £ — 1. Without loss of generality,
let us assume that each parent leaf set in ¢ is constructed by combining two child
leaf sets that were not rejected in £ — 1. Denote the p-value of the two child leaf sets

(e~
1

0-1)
as Py

2

Y and pg To test (4.5), we perform the following steps to compute the

corresponding p-value:

1. Using Fisher’s method ([Fisher, 1992]), transform the p-values into x*(2) (i.e. x?
distribution with 2 degrees of freedom) random variables: Q=) = —2log p{=1,
1,2. This transformation assumes that the p-values have Unif(0,1) distribu-

tion.

2. For each t = 1,...,m®, obtain the test statistic for layer ¢ as the sum of

independent variables, ge) = foi_l) + fo;_l).

3. Under the null hypothesis (4.5), compute a conditional right-tail probability for
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QEZ) (conditional on not rejecting its two child leaf sets):

? _ ¢ _ _ _ _
(g0, = P(QYY > ¢ | QU < ¢l QU < gt ) (4.6)

q1 q2

® and ¢~ are positive numbers. In the case of three child leaf sets,

where ¢
we would condition on three inequalities. This conditional probability can be

computed using numerical integration on x?(2) random variables.

It is important to note that the appropriate p-value to test (4.5) is no longer
a marginal one, as in layer 1, but a conditional one shown in (4.6), because we are
combining p-values for hypotheses that were not rejected in the previous layer. Using
p-values to perform testing on the leaf sets has the advantage of placing all tests (4.5)
on a common scale, especially as parent leaf sets may have different number of child
leaf sets (2 or 3).

Our goal now is to specify a multiple-testing procedure that will control an appro-
priate error rate for the relevant rejections on the tree. We discuss the appropriate

error rate first, and then discuss the resulting procedure that will control it.

Controlling an Appropriate Error Rate

In our application, the units which we consider discoveries are the sets on which
we are able to find associations, whether they are in fine-resolution leaves or coarser
leaf sets. We will define a useful error rate for our application that takes into account
the testing along the aggregation tree and reflects the relative amount of signal in
the rejected leaf sets.

To facilitate the discussion, consider the example in Figure 4.1. Leaf sets S{Q) and
ng) are rejected across three layers of the tree. If we control some measure of the
leaf-based FDP by mapping all of the null and nonnull leaves of the rejected leaf sets,
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we obtain, 0/1 = 0, ?ié = 0.25, and ?iéﬁ 0.33, for layers 1, 2, and 3, respectively.

This error is a natural choice if we did not have the hierarchical structure among our
hypotheses. However, defining the error rate this way ignores the proportion of nulls
(i.e. the amount of signal) in each of the rejected leaf sets. In general, the null leaves
in rejected leaf sets are not uniformly distributed. We suggest weighting each rejected
leaf set by the proportion of nulls it contains. Effectively, we obtain a layer-specific
FDP over the rejected leaf sets, where the FDP is with respect to the leaves in a
given rejected leaf set. Finally, because the results at layer L depend on the “path”
to that layer, we should sum over the FDP and rejections from the previous layers

in the numerator and denominator, respectively. Reapplying this error rate to our

0+1/3 0+1/3+1/2 _
i = 017, and =75

example, we obtain an FDP of 0/1 = 0, = (.28, for layers
1, 2, and 3, respectively.

Formally, for layer ¢, define the rejection set R() = {t : leaf set SEZ) c SU is rejected}.
Recall that H,, is the set of null leaves. For Sg) € R, the corresponding leaf-based

FDP in ng) is
0 _ |S§Z) N Hnul|

FDP - 4.7
Y max{|SY), 1} @0

Proceeding through L layers, the leaf-set FDP and corresponding FDR we aim to

control is:
(L) ZeLzl D teR® FDP%Z) (L) (L)
FDPLEAFSET - max{2£:1 ‘R(e)‘, 1} FDRLEAFsET =E (FDPLEAFSET) (48)
Note that we can rewrite F DPI(QFSFT as
L —
FDP) o = > w¥FDP (4.9)
=1

where w® = |[RO|/ max{3% , [R®|,1} and FDP"” = ¥,y FDPY / max{|R®)|, 1}
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is the averaged, leaf-based FDP in rejected leaf sets at layer £. At the bottom layer,
FDP) = FDP in (4.3) since |St(1)] = 1. The random weights take into account
the path taken to reject the leaf sets layer L. If we reject more leaf sets in a given
layer, compared to previous layers, then we should assign a relatively higher weight
to the average FDP contributed by the rejected leaf sets in that layer. The error
rate (4.8) has the interpretation of being the expected value of the weighted, average
FDP within rejected leaf sets. For exploratory settings, this is a meaningful error rate
to control because we are willing to tolerate some false rejections at the leaf level, as
long as we can find larger leaf sets where association is present and as long as the
average leaf-based FDP within those rejected leaf sets is small. In general, this error

rate is not equal to the leaf-based FDR we would achieve if we mapped back to the

bottom-layer leaves nested within rejected leaf sets:

SE S iero 158 N Houl
FDR(), = E | ==L=tER o o (4.10)
max{zezl 2 teR®) |St ’a 1}

If the leaf-based FDP in (4.7) among rejected leaf sets is non-increasing (can be

constant) across layers, then FDR'®)  can be less than FDR®)

LEAF LEAFSET" Thus, a proce-
dure controlling FDR%AFSET instead of FDR%;F would be more conservative. On the
other hand, if the leaf-based FDP in (4.7) is increasing with the number of layers, a

procedure controlling FDRI(Q\FSET is less stringent.

Hierarchical Multiple-Testing Procedure

Let ng), e ,pg()L) be the observed conditional p-values (4.6) corresponding to

testing each of the leaf set hypotheses (4.5) at layer L. We set ¢/*~" = —21og pL=1
in (4.6), where we suppose that p(‘=V is given from the previous layer (we will

recursively define it shortly). Our testing procedure at L is similar to (4.4), in
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that we will estimate the threshold $™), and reject (4.5) if and only if ng) < pb),

t=1,...,m®". We define

Zf i mt ()er(L)p <ayp (411)
max { S5 RO|+ 20 1" <p),1} ~

P = sup {pff) <p<1:

where we pre-threshold the searching range of p at p{*) = (m®)y/logm@)~! in order
to have good approximation, m*p ~ ¥, crw) FDP). 1f p&) does not exist, then set

A L

4.2.2 Selection of Test Statistics

There is a rich literature on the development of test statistics for RVAS, par-
ticularly in the context of linear models. Two classes of test statistics are often
used: burden/linear test statistics and variance component/quadratic test statistics
([Lee et al., 2014]; [Derkach et al., 2014]). Our goal in this work is not to evaluate
the most powerful tests, but rather to develop strategies to adjust for multiple-testing
given any collection of valid p-values for the hypotheses in the tree.

Here, we highlight two popular statistics that have been effective in identifying
genomic regions associated with a given disease. We first discuss Fisher’s exact test
(FET) for 2 x 2 contingency tables. Suppose we collect data from Ny controls and Ny
case individuals. In the collapsing approach, X is an indicator for whether individual
¢ has a qualifying variant in leaf k. Thus, each leaf defines a 2 x 2 contingency table.
Under the null hypothesis (4.2) of independence and fixed margins, the number of
case individuals who have qualifying variants, denoted by Cy, k =1, ..., m, follows a
HyperGeom(n, N1, Ny) distribution, where n is based on our leaf construction earlier.

Since the FET tends to be overly conservative, we use the mid-p formulation, given
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n = > P(Cr=c)+ ; > P(Cr=rc¢) (4.12)

C:P(Ck:C)<P(Ck:Ck) C:P(Ck:’r’):P(Ck:Ck)

Note that if the leading factor second term is 1 instead of 1/2, then we have the orig-
inal two-sided FET p-value. The mid-p formulation has been shown to have several
good properties, such as mimicking the p-values of continuous test statistics, which
leads to less conservative testing ([Routledge, 1994]; [Rubin-Delanchy et al., 2019)]).
However, it does not allow for covariate adjustment.

To adjust for covariates, we may consider the marginal score statistic, which has
been fundamental to linear regression-based methods in RVAS. Let us assume the
case-control model in (4.1), where Gj; is a binary indicator of whether an individual
i =1,..., N has that qualifying variant at position j = 1,...,J. To use SATET, we
first partition the collection of J variants into m leaves, such that each leaf contains
n individuals with qualifying variants. Let X = >Z;c., Gy be the burden in each
leaf Ly, k=1,...,m and X} = (Xy, ..., Xni) be the vector of leaf burden for the
N individuals. We construct the score test on the marginal logistic model containing

only leaf L, k=1,...,m:

Using this model, we are interested in testing the genetic association of a leaf region
with the outcome by testing the null hypothesis Hyy : B =0, k = 1,...,m. Let
& = (fi1,...,ny) be the vector of estimates of u; = P(Y; = 1|Z;), which is the
probability of being a case under H,, ;. Note that the null model only needs to be

fit once, which lends to the computational efficiency of the score test in large-scale
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testing problems.

A score statistic for each Sy is ¢z = X1 (Y — f1). Let Z be the N x (g + 1) design
matrix of covariates (including intercept) and W is a diagonal matrix with fi;(1 — f;)
as the ith element, i = 1,...,N. Denote X, = X, — Z(Z"TWZ)'Z"TW X, as
the vector of residuals after projecting out the covariate effects from the leaf burden
statistics, X . Now, note we can write ¢, = X1(Y — 1) = XZ(Y — [1) since fi is
the maximum likelihood estimator under the null model above and Z* (Y — f1) = 0.
Finally, under the null, the mean of (} is zero and the variance of (, is given by

X zWX k- Thus, the asymptotic distribution of {; under the null is
G RN N (0, X, WX k;> (4.14)

We use the saddlepoint approximation to better approximate the tails of normal dis-
tribution ([Dey et al., 2017]). Specifically, we only apply the normal approximation
for values of the score within 2 standard deviations of the mean, as the saddlepoint

approximation can be numerically unstable close to the mean of the distribution.

4.3 Numerical Experiments

4.3.1 Simulated Data

We generated data by mimicking the structure of 39,246 unique variant locations
nested within 2000 domains. This structure was obtained by randomly sampling the
domains and their variant locations from the whome-exome sequencing data of ALS
cases and non-ALS controls ([Gelfman et al., 2019]). Our goal to include domain in-
formation is to show that if the domain level is indeed the resolution at which we want
to capture association, then SATET will be more powerful in identifying such an asso-
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ciation compared to the domain-based collapsing approach in [Gelfman et al., 2019],

while controlling the error rate FDRZ) . On the other hand, it may also identify

PATH*
associations before reaching the domain level, because we partition the domain into

finer-resolution leaves.

In our data, twenty of the 2000 domains were randomly selected as alternatives,
i.e. they contain alternative locations that are associated with the trait. We ran-
domly assigned contiguous signal locations of cluster sizes 4, 8, 16, and 32 to the
20 alternative domains by randomly selecting 5 domains for each cluster size. In
other words, each of these locations was associated with the outcome. An alternative
domain was selected for a given cluster size if that domain had at least 5 times the
number of locations. This was to ensure that the proportion of signals was not too
high in the alternative domains. In total, there were 300 alternative locations across
the 39,246 locations. The data structure described above was fixed for all simulation

settings.

We assume a binary phenotype generated by the following regression model:

where X; is a vector of binary indicators, where X;; = 1 if individual ¢ has the
qualifying variant j = 1,...,39,246. the covariates are independent draws from
Zi1 ~ N(0,1) and Z;5 ~ Bern(0.5), and «y is set so that the disease prevalence, py,
is 1%. Specifically, starting from ag = log(po/(1 — po)), we decrement «p until the
expected probability, logit™ (v, + 0.25 + ?iol piB;) = po.

We considered two data generation (DGP) settings for the effects of the 300 signal
locations: DGP1) the effect of the jth location, /3; is generated independently of p;,

the underlying proportion of individuals with at least one qualifying variant at the
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jth location, and DGP2) §; is a decreasing function of p;: 8; = —clogy, p;, for a
constant c. In the first situation, we sampled f3; ~ log Unif(3, 6) for signal locations,
and set the remainder to 0. The second situation simulates the often hypothesized
scenario that rarer variants tend to exert stronger effects on disease. We set ¢ = 1.2
so that when p; = 1072 the odds ratio is OR = exp(3). In both situations, we
sampled log;, p; ~ Unif(—2.5, —2.1). The lower bound for p; was chosen to increase
the likelihood each variant is present in at least 1 individual; the upper bound was

selected to stay below the usual rare variant threshold of 1%.

Within these two DGP settings, we simulated the binary outcome above assum-
ing no covariates (effects of Z;;, Z;» set to zero) and assuming weakly informative
covariates. To obtain p-values, we used the Fisher’s exact test mid-p and score-
based p-values with and without saddlepoint approximation. We generate a total of
N; = 1000 cases and varied the ratio of controls to cases (Ny/N7) from 1 (balanced

case) to 4. The total sample sizes ranged from 2000 to 5000.

To analyze the simulated data, we treated each variant location as a leaf, so
that can illustrate running our hierarchical tree to at least 3 layers. In practice, we
would not analyze the data on an individual variant basis; rather we would aggregate
variants to form leaves as mentioned previously. We may think of each location
in the simulated data as a proxy for a leaf that would have been derived from a
partition. The values we have chosen for 3; and p; are reasonable and comparable to
the signal strength in leaves with multiple variants. In other words, we ensured that
the expected number of individuals with qualifying variants for each location was
large enough (at least 10). All experiments were repeated 50 times and the tree was
propagated to a maximum of L = 4 layers. Our nominal FDR was 0.05. Performance

of the methods was analyzed via average FDPand sensitivity over the 50 repetitions.
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4.3.2 Empirical Power of SATET

Due to the randomness in testing along the tree, we will get a different number of
alternatives across the different layers for different datasets. Thus to fairly compare
the power/sensitivity, we map any discovery in a higher layer to the leaves at the
bottom layer. In this case, the number of alternatives is always 300, corresponding

to the 300 variant locations that are associated with the outcome.

4.3.3 Domain-based Collapsing Analysis

In the domain-based analysis, we treated each domain as a leaf and ran SATET
with Fisher’s exact mid-p and score test statistics. We also looked at the inclusion
of covariates. FDR control for this analysis is simply the bottom-layer procedure in
(4.4).

To fairly compare power, we declared a rejection from SATET a true positive if
the discovered leaf or leaf set is contained in any of the 20 alternative domains. While
this setup benefits SATET, it can help us illustrate the improvement in identification
of disease-associated domains overall, while potentially localizing smaller disease-

associated regions.

4.3.4 Simulation Results

Plots of the performance of SATET are displayed below. Overall, SATET shows
good control of the average FDP across the different study designs (Figures 4.2 and
4.3). In particular, Fisher’s exact mid-p (FETmp) and score-based p-values with
saddlepoint approximation (scoreSPA) show good control up to four layers of the
procedure, with and without covariates. However, without saddlepoint approxima-
tion, the p-values from using the normal approximation lead to inflated error rate as
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the imbalance in total sample size increases.
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Figure 4.2: Average FDP for SATET under DGP1. N; = 1000 case individuals.
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Figure 4.3: Average FDP for SATET under DGP2. N; = 1000 case individuals.

From the average sensitivity plots (Figures 4.4 and 4.5), p-values based on all
three statistics tend to perform similarly. This may be due to the possibility that
the covariate effects are very weak compared to the variant effects. Nevertheless, the
plots show that as we increase the number of layers, we can capture more of the true
association regions. Referring back the average FDP plots (Figures 4.2 and 4.3), the
sensitivity profiles align with the fact that that our procedure is less conservative as
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we increase the number of layers on the tree.
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Figure 4.4: Average Sensitivity for SATET under DGP1. N; = 1000 case individu-
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Figure 4.5: Average Sensitivity for SATET under DGP2. N; = 1000 case individu-

als.

Compared to domain-based collapsing, our method shows FDR control based on
the average FDP plots (Figures 4.6 and 4.8) and outperforms in terms of average sen-
sitivity in nearly all settings (Figures 4.7 and 4.9). Indeed this is expected because a
layered approach can adapt to wider association regions easily, using multiple passes.

The average FDP is also generally controlled near the nominal level for FETmp, but
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there is large inflation in using the score p-values, and slight inflation in using the
scoreSPA statistics. The inflation for score statistics can be explained primarily by
the fact that the score is calculated from a marginal model (4.13), while the data is
generated from a joint model. Thus the model misspecification may be leading to
poor p-value estimation. On the other hand, the FETmp tests are generally robust
to such a misspecification. These results suggest that using FETmp, even in the
presence of covariates may not lead to appreciable power loss and has the advantage

of controlling the error rate at the nominal value.
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Figure 4.6: Average FDP for domain-based collapsing and SATET under DGP1.
N; = 1000 case individuals.

4.3.5 Computational Time

SATET is very computationally efficient. When we used SATET with FETmp
p-values, analyzing over 400,000 variants and nearly 15,000 individuals took less than
15 seconds on a 2.6 GHz Intel Core i5 processor with 16Gb memory. SATET with

the scoreSPA p-values took 22 seconds on the same platform.
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Figure 4.7: Average Sensitivity for domain-based collapsing and SATET under
DGP1. N; = 1000 case individuals.
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Figure 4.8: Average FDP for domain-based collapsing and SATET under DGP2.
N; = 1000 case individuals.
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Figure 4.9: Average Sensitivity for domain-based collapsing and SATET under
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4.4 Application: Amyotrophic lateral sclerosis whole

exome study

We illustrate our approach through an analysis of data from a whole exome/genome
sequencing study comprised of 3239 ALS patients (sporadic and familial) and 11808
controls of diverse ancestry ([Gelfman et al., 2019]). The details of the patient select
and sample preparation have previously been published in [Gelfman et al., 2019] and
some information may be found at http://www.alsdb.org. We considered qualify-
ing variants to be non-synonymous single nucleotide polymorphisms (SNPs) with an
internal control MAF< 0.04% and internal case MAF< 0.1%. The data contains

around 406,905 SNPs spanning 36,730 domains.

For our analysis, we considered aggregated variants into leaves, which was defined
as as a variant or region spanning multiple variants within a domain, for which at least
25 different individuals was observed. A leaf may contain less than 25 individuals if
a domain does not contain many typed variants, or if the leaf was constructed at the

end of the domain. In the latter, we merge the leaf with the closest leaf within the
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domain. In this way, we can obtain more than 25 individuals per leaf. We selected
this number based on a balance between having sufficient cumulative MAF in each
leaf (2.5% based on the 0.1% case MAF filter) and the distribution of the number of
unique individuals with qualifying variants in each domain (mean of 11). A maximum
of L = 3 layers and a nominal FDR value of 0.05 were used in the analysis.

At the first layer, we identified two genes, which have been reported in the lit-
erature as key players in ALS: TARDBP and SOD1 ([Renton et al., 2014]). These
genes had a high enrichment of cases, with 24 cases out of 32 individuals having
qualifying variants in two domains of the TARDBP gene and 41 cases out of 48
individuals having qualifying variants in a single domain of the SOD1 gene. Fur-
thermore, these regions were captured in the first layer using FETmp and scoreSPA
p-values.

In the second layer, we were able to localize a sub-domain region of a different
gene, FMN2 (13 cases out of 76) using FETmp p-values. This gene has previ-
ously been reported in dbGAP to be associated with ALS ([Rouillard et al., 2016]).
However, it is unknown if the association has been further localized to the spe-
cific sub-domain region we identified. The sub-domain regions were individually not
enough to be significant at the first layer, but after merging in the second layer,
they were deemed significant. Additionally, an entire domain within the COL5A1
gene was discovered (10 cases out of 109). Using deep neural networks, the promoter
region in the COL5A1 gene has recently been identified to be associated with ALS
([Yin et al., 2019]). No additional discoveries were made using the scoreSPA p-values
at the second layer.

Finally, the FETmp p-values did not result in any additional discoveries on the
third layer, but the scoreSPA p-values were able to uncover the entire F'AM/ N2 domain,

which was partly identified using FETmp p-values in the 2nd layer.
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Table 4.1 summarizes the results of our analysis. We identified two additional
genes, and their sub-genic regions, which were not previously identified using domain-
based collapsing method in [Gelfman et al., 2019]. Interestingly, the genes we iden-
tified were enriched among control individuals with qualifying variants. Additional
quality control tests are needed to ascertain if this control enrichment is a potential

signal and not background noise that is unaccounted for.

Table 4.1: Comparison of identified genes with significant sub-genic regions using
domain-based collapsing and SATET. An entire domain in COL5A1 was identified
using SATET with the Fisher’s exact test mid-p p-value. Furthermore, a sub-domain
region of FM N2, with a 13/76 enrichment ratio was identified with the same statistic.
On the other hand, an entire domain containing 50 cases out of 203 was identified
using SATET with score-based p-values with saddlepoint approximation.

Gene with Domain- SATET Case/Total
significant based Collapsing Enrichment in
sub-genic region  ([Gelfman et al., 2019]) significant
sub-genic region
TARDBP Yes Yes 24/32
SOD1 Yes Yes 41/48
COLbAl No Yes 10/109
FMN2 No Yes 13/76 (50/203)

4.5 Discussion

We have presented a flexible, multiple-testing strategy that is motivated by finding
disease-associated regions in rare variant association studies. Our strategy involves
embedding the testing of variant sets, called leaves onto an aggregation tree, which
provides us a way to further combine the information from unrejected leaves into
larger testing units called leaf sets. Our framework provides proper error rate con-
trol of the expected average false discovery proportion in rejected leaf sets, while

accounting for the randomness in traversing the tree. We believe that this is a use-
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ful contribution to exploratory analysis of rare variant association, as it gives us a

measure of confidence in our findings.

Unlike the gene or domain-based collapsing methods that test each hypothesis
about the gene or domain once, SATET can test the same bottom-layer hypothesis
multiple times until it is rejected in a larger set or a stopping criterion is met. Indeed
this is a unique feature that can be powerful for uncovering the genetic architecture
that influences disease. Variant regions that act locally or those that act on a more

global scale can be captured at different layers of tree.

Using our framework, we were able to implicate several new sub-genic regions in
ALS disease. However, additional work, such as adjusting for relevant covariates and

possible population stratification is needed to get a full understanding of our findings.

There are several practical considerations we suggest for the user. First, when
constructing leaves, one may use different criteria, which should be driven by the
analysis goal. However, even if the partition into leaves is suboptimal, leaves can
be merged in higher layers, so that our framework is not too sensitive to the chosen
partition. As long as there still exist some signals that are spread out over larger
regions, our method can make additional rejections and control the overall error rate.
Choosing when to stop aggregating can be based on some heuristics: one can specify
L until either the number of leaf sets at that layer is low (~1000) or if the procedure
stops making additional rejections.

Another aspect that is important to mention is our merging strategy, in which we
combined linearly adjacent variant sets that were not rejected. We primarily used this
strategy as a means to illustrate our method. Regions do not necessarily influence
trait in a contiguous manner. Rather, they may act locally or distally with other
regions. Alternative ways of merging could be based on functional annotation to
create a distance matrix between variants sets and merging those sets that are close
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in functional distance. However, specifying such a distance matrix is likely difficult

for rare variants.

In future work, we wish to address several technical aspects of framework. First,
we did not explore settings with signal heterogeneity in our simulations. To some
extent, we expect that using different test statistics and different methods to merge
p-values may help. This is because the burden and collapsing based methods tend to
work well when the signals are in the same direction. The same is true for Fisher’s
method for combining p-values. Fisher’s method does not take into account the
directionality of the effects, and tends to reject if at least one p-value is low. Another
aspect we wish to address is potential dependence among the leaves - specifically,
the dependence in the test statistics associated with the leaves. We expect that
such a dependence would be local, so that we may still be able to bound an overall

FDR measure.
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Chapter 5

Conclusions

In this work I presented novel methodological contributions for the analysis of
high-throughput omics data. In Chapter 2, I presented a flexible framework called
TEAM. The framework localizes regions where the univariate distributions of two
groups differ by casting the problem as a multiple testing problem on a hierarchical
aggregation tree. Our method is scalable and provides good power for identifying
the regions of interest. We provide asymptotic guarantees on the false discovery rate
control at each layer of the aggregation tree and overall. Our method was applied
to flow cytometry data and was able to identify key cell subpopulations involved in
viral activation.

The work in Chapter 3 was also motivated by flow cytometry data analysis and
extended the work in Chapter 2 to identify where multivariate distributions differ
between two groups. Our approach used a particular partitioning strategy to interro-
gate the common multivariate support between two distributions. While this strategy
was shown to preserve the asymptotic properties of our hierarchical aggregation tree
framework, our framework can incorporate other partitioning strategies that can be
tailored to the analysis goal.

In Chapter 4, I presented a novel method for rare variant association testing called
SATET. SATET was developed for identifying associations between a binary trait
and sets of rare variants by casting the testing problem on a hierarchical aggregation
tree. Strong associations concentrated in small variant sets can be identified in lower

layers, while weaker associations spread out over larger variant sets are identified in
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higher layers. Our method is highly scalable to millions of variants, and can control
false discovery rate at each layer of the tree. When applied to whole-exome/genome
data in the context of ALS, I was able to identify subregions within genes that may

be linked to development of ALS.

For future work, TEAM may be extended to identify differences between multi-
variate distributions across more than two samples. This would require calibration
for cross-sample differences prior to partitioning the data on a common support. An-
other aspect that can further explored in TEAM is regarding non-linear aggregation
of bins in higher layers. This was further discussed in Section 3.5. For SATET, I

have mentioned some possible avenues for future research in Section 4.5.
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