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Abstract
This dissertation includes three microeconomic theory essays on information design and

industrial organization.

The essay in Chapter 2 considers optimal information structures in restricting the in-

formation of the sender in a cheap talk game. Monotone partitional information structures

might not obtain optimality, and some signals that the sender receives are required to be

partially garbled together in order to relax the sender’s incentive constraints. We pro-

vide a partial characterization of the optimal structure and show that it is from a class

of structures that are more general than monotone partitional, but only exhibit certain

local non-monotonicity of the information structure. Our analysis builds on the graphical

characterization of feasible information structures in Gentzkow and Kamenica (2016) and

shows that this methodology can be used in complex information design problems with

large state and action spaces. In an extension we use the same approach to solve problems

with capacity constraints on communication.

The essay in Chapter 3 studies how an information designer can influence experimenta-

tion with a new product of unknown quality. The designer commits to a history-contingent

recommendation policy. A sequence of consumers arrives, not knowing their positions in the

sequence or past outcomes, observing only the designer’s recommendations. The designer

learns from a noisy signal of quality generated from each purchase. When the designer

maximizes expected consumer surplus, the first-best level of experimentation is achievable

under general conditions. With alternative objectives – such as internalizing externalities

on non-consumers or maximizing profit – the first best may fail, and at least one consumer

incentive constraint must bind. We characterize the optimal second-best mechanisms under

perfect good news and perfect bad news learning processes. With perfect good news, the

designer can increase or decrease experimentation relative to the consumer-welfare bench-

mark until the relevant incentive constraint binds, and optimal policy may involve mixing

before stopping. With perfect bad news, a designer with weaker experimentation incentives

cannot do better than delaying experimentation, while a designer with stronger experimen-
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tation incentives cannot extend experimentation but may increase adoption by occasionally

recommending a product already revealed to be of low quality.

The essay in Chapter 4 investigates dynamic duopoly competition in quality and price.

The firms invest in product quality and generate endogenous vertical differentiation. They

compete in a Hotelling market, which exhibits exogenous horizontal differentiation. De-

pending on the cost of quality investment, firms either sustain low quality levels through up-

grading deterrence or engage in fierce direct competition. These two modes of competition

generate non-monotonic patterns in upgrading frequency and investment efficiency. I also

show that horizontal and vertical differentiation interact in cost-dependent ways: when up-

grading is cheap, they are substitutes – greater horizontal differentiation strengthens market

power, raises profits, and intensifies quality rivalry while keeping qualities balanced. When

upgrading is expensive, they are complements – greater horizontal differentiation makes

leadership less profitable, softening quality rivalry and sustaining vertical gaps. My results

provide a parsimonious framework for non-monotonic investment incentives and highlight

how horizontal and vertical differentiation jointly shape the dynamics of competition and

welfare in markets.
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1. Introduction

This dissertation includes three microeconomic theory essays on information economics

and industrial organization. The essays discuss pure theories of information economics,

applications of information economics to industrial organization problems, and applied in-

dustrial organization with real-world motivations. Together, the essays contribute to the

literature of information design, strategic information transmission, strategic experimenta-

tion, dynamic duopoly competition, and product differentiation.

Many economic environments involve agents making decisions under imperfect infor-

mation and strategic interactions that evolve over time. Two fundamental themes that

arise in such settings are asymmetric information and dynamic incentives. Asymmetric

information shapes how agents communicate, acquire, and manipulate information, while

dynamic incentives determine how decisions today affect learning and strategic behavior

in the future. These issues arise in a wide range of economic environments, including

expert advice, online recommendation systems, and dynamic market competition. The

three essays in this dissertation study these themes from different perspectives. The first

essay develops a methodological framework for analyzing optimal information structures.

The second essay studies how an information designer balances exploration and exploitation

when recommending products of unknown quality. The third essay examines dynamic qual-

ity competition in differentiated product markets. Taken together, the essays contribute to

our understanding of how information and dynamic incentives interact in strategic economic

environments.

The first essay, Optimal Information Structures with Information Control, studies a

methodological problem in information design in the context of an information control

problem. It is well known from Crawford and Sobel (1982) that many economic problems

involve a decision maker (Receiver) who has only limited information. An external expert

(Sender) is then consulted to provide relevant information, but the Receiver recognizes
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that the Sender’s preferences may be biased and that the Sender therefore has incentives

to report inaccurate or even misreport information. Information control (Ivanov, 2010b)

allows the Receiver to reduce the Sender’s ability to misreport by restricting the Sender’s

information. Such situations are commonly observed in practice: for example, a client may

provide only coarse customer data to a consulting firm, or governments may restrict the

amount of user data that websites are allowed to collect.

The central problem is to design an information structure that restricts the information

available to the Sender. The key trade-off is that the Sender’s information cannot be too

restricted, otherwise the Sender cannot provide useful information to the Receiver. At

the same time, the Sender’s information cannot be too abundant, otherwise the Sender

may misreport information and mislead the Receiver. The optimal information structure

therefore provides just enough information to balance these concerns.

The main contribution of this essay is the development of a graphical framework that

greatly simplifies the derivation of the optimal information structure. Extending the results

of Gentzkow and Kamenica (2016), the essay identifies connections between the features

of an information structure and the graphical properties of the integrated CDF of the

corresponding information structure. In particular, the area below the integrated CDF

is proportional to the Receiver’s payoff, the kinks of the integrated CDF correspond to

posterior means, and if the integrated CDF curve is tangent to its upper bound at a point,

the information structure must include a partition point at the tangency point. Using

these connections, the essay provides a simpler and more intuitive characterization of the

Receiver’s optimal information structure.

The graphical framework can be applied to many other information design problems that

employ the posterior mean approach. The essay also provides extensions to information

transmission problems with modified setups, such as noisy priors, restricted numbers of

signals, or entropy constraints, where the graphical framework can be applied.

The second essay, Strategic Feedback Mechanisms and Experimentation, combines the-
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ories of information design and strategic experimentation with an industrial organization

problem: how an information designer, interpreted as a platform, recommends a product of

unknown quality to potential consumers in order to maximize the designer’s objective. Two

main features distinguish the model from existing literature (such as Che and Hörner (2018)

and Kremer et al. (2014)). First, the designer does not possess additional prior information

about the product. Second, consumers do not observe their arrival time or reviews from

previous customers. Instead, each purchase generates a signal of product quality that is

observed only by the designer. These assumptions capture recommendation environments

such as pop-up or mailed advertisements, where consumers have limited knowledge about

the product and cannot observe past purchase history.

Because the designer does not have superior prior information, the designer faces two

competing incentives. The exploration incentive encourages the designer to recommend

purchases in order to learn the product’s quality. The exploitation incentive encourages

the designer to use the information already obtained to make accurate recommendations

that maximize expected welfare. These incentives are inherently dynamic. Exploration

incentives typically dominate early in the process, when little information about the prod-

uct is available, and the designer may sacrifice the welfare of current consumers to learn

more about product quality. As the designer learns more, recommendations become more

accurate and benefit consumers more. If consumers were aware of their arrival time, early

consumers would reject purchasing recommendations while later consumers would follow

them. However, because consumers do not observe their arrival time, they must infer prod-

uct quality solely from the designer’s recommendation. This allows the designer to balance

exploration and exploitation incentives and implement welfare-enhancing experimentation

that would not be possible if consumers knew their position in the sequence.

Theoretically, the assumption that consumers do not know their arrival time imposes

global incentive compatibility constraints that distinguish the problem from standard op-

timal stopping or optimal starting problems. While the designer’s first-best problem –

assuming consumers always follow recommendations – remains a Markov decision problem,
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the second-best problem is no longer stationary. The essay employs occupancy measures as

the main analytical tool. The use of occupancy measures abstracts away from potentially

complex histories in recommendation policies and reformulates the designer’s problems as

linear programming problems.

The essay shows that the designer’s first-best recommendation policy is always a thresh-

old policy and that this policy is always implementable when the designer maximizes the

expected sum of consumer surplus. When the designer has either stronger or weaker explo-

ration incentives, the first best may no longer be feasible. The essay analyzes two special

cases in which learning occurs through either perfect good-news signals or perfect bad-

news signals. In these cases, the second-best policies are uniquely characterized under the

occupancy measure representation and may involve mixed strategies.

The third essay, Invest or Fall Behind: Maintaining Quality in Hotelling Markets, stud-

ies a dynamic duopoly competition problem in a differentiated product market. The main

innovation of the essay is to consider multiple dimensions of product differentiation. In par-

ticular, the essay considers both vertical differentiation (quality differences) and horizontal

differentiation (preference differences). This setting reflects many real-world markets. For

example, television shows target different consumer tastes through genres while also facing

quality shocks such as the departure of key actors.

To capture these two dimensions of differentiation, the essay studies a dynamic Hotelling

model in which two firms compete over time while facing random quality shocks. Each

firm must decide whether and when to invest in product quality restoration following such

shocks.

When quality investment is neither prohibitively expensive nor extremely cheap, firms

engage in two possible modes of competition: direct competition and upgrading deterrence.

Direct competition arises when quality investment is relatively costly. In this case, firms

use mixed investment strategies to manage their rivals’ incentives. An investment by one

firm is typically not immediately followed by the other firm. Firms invest strategically in
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order to avoid falling behind and to preserve future opportunities to become the market

quality leader and earn higher profits.

Upgrading deterrence arises when quality investment is relatively inexpensive. In this

case, a quality leader is quickly matched by the follower, so maintaining higher quality no

longer provides a persistent competitive advantage. Instead, investment merely triggers

costly quality competition without increasing market share. As a result, firms choose not

to invest aggressively in product quality.

The essay highlights several important effects of horizontal differentiation. First, while

the direct competition mode can arise even without horizontal differentiation, upgrading de-

terrence occurs only when horizontal differentiation is present. Second, horizontal differen-

tiation also affects the nature of direct competition. As horizontal differentiation increases,

the two dimensions of product differentiation can act either as substitutes or complements,

depending on the cost of quality investment.

These theoretical insights help explain several real-world patterns of competition. For

instance, restaurants in a large food court often offer diverse cuisines but do not compete

aggressively on quality, consistent with upgrading deterrence. By contrast, the current

competition among large language model developers resembles direct competition with

limited horizontal differentiation. Despite the high cost of improving model quality, firms

invest heavily in computing infrastructure because achieving technological leadership yields

substantial profits and strategic advantages.

The three essays in this dissertation examine important themes in microeconomic the-

ory, particularly asymmetric information and dynamic incentives. The remainder of the

dissertation is organized as follows. Chapter 2 presents the first essay, which develops

a graphical framework for solving information design problems under the posterior mean

approach. Chapter 3 presents the second essay, which studies how an information de-

signer balances experimentation and exploitation in recommendation systems. Chapter

4 presents the third essay, which analyzes dynamic quality competition in differentiated

5



markets. Chapter 5 concludes.
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2. Optimal Information Structures for Strategic
Communication1

2.1 Introduction

There are many economically important contexts in which an uninformed decision maker

needs to seek advice from an informed but biased expert before making a decision, such as

when a policymaker consults with an advisor with specialized knowledge or when corporate

headquarters gather information from a particular organizational unit. Starting with the

seminal work of Crawford and Sobel (1982), there is a large literature investigating such

interactions, focusing on the case when communication between the parties takes the form of

cheap talk: an informed Sender sends a cheap talk message to a Receiver who subsequently

chooses an action.2 Most of this literature assumes that the information of the Sender is

exogenously given. However, there are many settings in which the Receiver can restrict

the information that the Sender can learn before the communication takes place. For

example, organizational headquarters can impose restrictions on what processes the head

of an organizational unit can monitor and keep records. A regulatory agency collecting

information on demand conditions from firms in a market can restrict the type of data that

firms are allowed to collect on their consumers. More recently, Fischer and Stocken (2001)

and Ivanov (2010b) showed that such reductions in the quality of the information of the

Sender can be beneficial to the Receiver (and indeed to both parties from an ex ante point

of view). The main intuition is that coarser information can ease the incentive constraints

of the Sender and hence can facilitate credible communication of more information.3

The main focus of the current paper is characterizing the optimal way of restricting the

1 This chapter is based on joint work with Attila Ambrus (Department of Economics, Duke University).

2 See also Green and Stokey (2007) the first version of which was written around the same time.

3 A paper related is Austen-Smith (1994), which demonstrates that making information acquisition costly for the
Receiver can improve the efficiency of communication, and Ivanov (2010a) and Ambrus et al. (2013) show that commu-
nication via strategic Mediators, where the information of a Mediator is endogenously coarse relative to the Sender, can
have similar effects.
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information of the Sender.4 Ivanov (2010b) characterizes the optimal information structure

in the uniform-quadratic specification of the Crawford and Sobel model subject to the

assumption that the optimal information structure is monotone partitional, but leaves the

question open whether restricting attention to such information structures results in sub-

optimality. We show that indeed it is, even in the uniform-quadratic specification of the

cheap talk model. Our leading example features a range of bias parameters of the Sender

for which the optimal partitional structure involves partitioning the state space (the unit

interval in R) to three equal size cells, and the Sender only learns which cell the state falls

in, or equivalently only learns the conditional expectation of the state given the cell where

the state is. For biases in the range we consider in this example, there is no partitional

structure with more than three cells for which it is incentive compatible for the Sender to

truthfully reveal the observed cell for all of the possible cell realizations. Inevitably, when

partitioning the state space into four or more cells, conditional expectations of at least two

neighboring cells would be close enough to each other such that the biased sender would have

an incentive to claim that the state is from the neighboring cell, not from the one that the

Sender observed. On the other hand, it is possible to construct non-partitional information

structures with four signal realizations, each signal associated with different conditional

expectations of the state, such that the Sender can truthfully reveal his information to the

Receiver without violating incentive compatibility constraints. These structures resemble a

partitional structure with four information cells, but with some garbling of the information

from the two middle cells: with some small probability the signal of the Sender being the

second highest one even when the true state is from the third highest cell, and vice versa.

Relative to a partitional structure restricted on the same states, this garbling pulls the

conditional expectations associated with the two signals closer to each other, away from

the conditional expectations associated with the extreme signals. This in turn makes it

4 In our context ex ante the Sender and the Receiver have aligned interests over information structures (both would
like to minimize the conditional variance of the Receiver’s action choice relative to the true state), hence the optimal
information structures are the same for both players. Therefore our results are valid no matter whether the Sender or the
Receiver chooses the information structure.
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possible to add two other information cells at the extremes without violating incentive

compatibility. The trade-off associated with this is that while a higher number of signals

is credibly conveyed to the Receiver, the quality of some of the signals is reduced by the

garbling in the middle, but for a range of biases the garbled information structure with

more signals yields higher payoffs.

For an example how such a garbling of the Sender’s information can be welfare im-

proving, consider a search committee in an academic department in a setting where a job

candidate can only be evaluated by the committee member who is from the same field as

the candidate. Assume that candidates can be lumped into four categories: Unacceptable,

Mediocre, Good, and Excellent, and ideally the committee would like to learn from the ex-

pert committee member which category the candidate falls into. However, the committee

member is biased towards her own field and has an incentive to claim that a candidate is

Excellent even when she knows that the candidate is only Good. In this case, instead of

providing information to the committee member that lets her accurately identify a candi-

date’s category, it might be better to provide information that garbles the Mediocre and

Good categories to some extent: in particular one which implies that with positive prob-

ability some Mediocre candidates seem Good to the committee member. This makes the

committee member less positive about candidates that seem Good to her, and with enough

garbling the committee member does not have incentive to pretend that she observed an

Excellent signal instead of a merely Good one (assuming that her bias is not too large).

The upside is that the committee can learn the true information of the expert member,

while the downside is that the expert’s information is of lower quality by identifying some

Mediocre candidates as Good and vise versa. But if the required garbling is not too much,

it improves welfare relative to an alternative information structure that allocates candidates

only into three ranked categories and accurately indicates it to the expert member to which

category the candidate belongs.

Our main result is a partial characterization of the optimal information structure for
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quadratic preferences and general state distributions.5 Just like in Ivanov (2010b), we can

restrict attention to information structures in which the signals are just conditional expec-

tations of the state that are far away from each other such that the Sender is willing to

truthfully convey them to the Receiver (implying a finite upper bound on the number of

signals, determined by the magnitude of the Sender’s bias). We show that the optimal

information structure always takes the following form. The state space is partitioned into

a finite number of interval regions, and there are two types of regions. The first one is

standard information partition cells, in which the same signal is generated from every state

of the cell, and this signal is not generated at any state from outside the cell. The second

one is bi-pooling regions in which there are two different signals are generated, in a non-

monotone fashion, that is, the region cannot be divided into two subintervals such that each

signal is only generated in one subinterval, and both signals are only generated within the

region. Therefore, the type of garbling in optimal structures is limited to garbling informa-

tion between two neighboring signals. It cannot involve more complicated non-monotone

garbling three or more signals. A special case of this class of information structures is the

standard partitional structure in which each region is an information cell that generates

only one signal. We also show that the lowest and highest region in an optimal information

structure always has to be an information cell generating only one signal, and the Sender’s

incentive compatibility constraints must bind around a garbling region.

The partial characterization result can also be used to exactly characterize the optimal

information structure for concrete specifications of the cheap talk game. We do this for

the uniform-quadratic specification of the game for biases that are not too small. We show

that regions of parameter values alternate for which the optimal information structure is

monotone partitional and for which the optimal information structure requires regions with

garbled information.

Our analysis builds on the graphical characterization of all feasible information struc-

5 We are motivated by examples in which the information designer is the Receiver, but with quadratic preferences
the optimal information structures are the same for the Sender and the Receiver: they are the ones that minimize the
conditional variance of the state around implemented actions.
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tures in terms of integrated cumulative distribution functions of conditional expectations

(posterior means) in Gentzkow and Kamenica (2016), which in turn combines insights from

Blackwell (1953) and Rothschild and Stiglitz (1970). In our setting with a finite number

of signals (implied by the incentive compatibility conditions), these cumulative distribution

functions are piecewise linear, making it easier to work with them. The analysis shows

that the graphical characterization of Gentzkow and Kamenica can help solving informa-

tion design problems with large state and action spaces in more general settings than what

they considered – it is not necessary to restrict the Sender’s preferences over the Receiver’s

actions to be state-independent. Also, certain graphical features of integrated cumulative

distribution functions can be associated with the features of information structures, allow-

ing the graphical method to be utilized when the number of posterior means is larger than

what Gentzkow and Kamenica originally showed.

We further demonstrate the usefulness of working with integrated cumulative distribu-

tion functions by showing how it can be used in solving information design problems in

which instead of incentive compatibility constraints on the side of the receiver, participants

face exogenous technological constraints, in the form of either an upper bound on the num-

ber of messages that can be used in communication or an upper bound on the entropy of

the information structure (motivated by having a budget constraint on communication in

a setting where more informative structures are more costly).

A paper using similar techniques as ours, in a different context that combines infor-

mation design and voluntary disclosure, is Shishkin (2024). In particular, it investigates

a setting in which a sender is trying to persuade a receiver to accept a project, and the

signal realization produces a hard evidence with some probability. The sender then can

decide whether to disclose this hard evidence. Our setting differs from this in many as-

pects, one being that the receiver has a much richer action space, and we demonstrate

that the techniques introduced in Gentzkow and Kamenica (2016) can also be used in such

settings. More generally, our work builds on insights from the literature on Bayesian per-

suasion starting with Rayo and Segal (2010) and Kamenica and Gentzkow (2011). In the
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latter literature Kolotilin (2018), Dworczak and Martini (2019), Ivanov (2021) and Mensch

(2021) identify sufficient conditions for the optimality of monotone partitional information

structures.

A recent paper investigating a similar framework to our benchmark model, except fea-

turing costly information acquisition, is Kreutzkamp (2023). It derives similar results to

the current paper, but using completely different techniques from the literature on extreme

points and majorization,6 instead of working with the graphical representation of feasible

information structures as in the current paper. Kreutzkamp and Lou (2024) further builds

on these techniques in a variation of the model in which the sender, after choosing an in-

formation structure, can cheat by either manipulating the realization of the signal or lying

about the realization. A further related paper is Lou (2023), which investigates a setting

in which a principal delegates decision-making to an expert but can both control the ex-

pert’s information and restrict the set of actions that can be chosen and shows that under

some assumptions the optimal information structure is monotone partitional. The current

paper does not consider delegation and assumes cheap talk communication following the

information design phase.

Another paper investigating optimal information design in a cheap talk setting is Kräh-

mer (2021). The main difference between the approaches is that the latter paper allows

the principal to design information structures that give him information about the realiza-

tion of a random variable that the agent does not learn. Equivalently, he can randomize

between information signals for the expert in a way that the expert does not know the

scope of information she can possibly learn, but the principal does. We instead focus on

situations in which the expert has substantially superior knowledge and expertise relative

to the principal, and assume that it is not feasible for the principal to randomize the in-

formation structure in a way that provides him extra information relative to the expert.

That is, the outcome of any randomization in the mechanism is either not observed di-

rectly by either party, or if it is observed by the principal then it is also observed by the

6 See Kleiner et al. (2021) for an introduction to these techniques.
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expert: the latter, using her superior knowledge of the environment, fully recognizes what

information structure got randomly selected. In Krähmer (2021), the principal can use his

superior information to cross-check reports from the agent, which allows him to achieve

the first best, full revelation of information.7 In contrast, in our model information design

improves over communication with unconstrained information on the side of the expert,

but the principal’s payoff is bounded away from the first best.

For an earlier paper that analyzes how the amount of information transmitted in cheap

talk depends on the Sender’s information in a finite state space context, see Fischer and

Stocken (2001). For a more recent paper investigating information design in a finite state

space context, see Q. Lyu and Suen (2024).

A paper obtaining some similar results to ours in a different setting is Arieli et al.

(2023). They show that in a class of persuasion problems (with no cheap talk component)

the optimal information structure has similar features as in our model: the state space is

partitioned into intervals such that at most two signals are associated with each interval.

They call this feature bi-pooling. Again, they work with a different methodology to obtain

this result.

2.2 The Model

There are two players, a Sender and a Receiver. The state of the world is stochastic,

distributed according to a commonly known prior distribution F on support Θ = [0,1].

Suppose that F has a continuous density function f bounded away from 0. Let µ be the

prior mean.

The timeline of the game is as follows. At the beginning of the game, the Receiver

first chooses an information structure π : θ → ∆(S), where S is the set of possible signal

realizations. The true state of the world θ then realizes according to F , and a signal

realization is sent to the Sender according to π(· | θ). The Sender then sends a message

m ∈ M to the Receiver, where M is the set of possible messages. After receiving m, the

7 See also Watson (1996) for a similar construction.
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Receiver then chooses an action y ∈ R. That is, the information control game is a classic

cheap talk game with an additional information design layer at the beginning. Compared

with the classic cheap talk model, this additional information design layer now grants some

power to the Receiver to control the information.

Given the state θ and the action a, the Sender’s and the Receiver’s utilities are quadratic,

US(y,θ ,b) =−[y− (θ +b)]2 and UR(y,θ) =−(y−θ)2,

where b represents the Sender’s state-independent bias in the perspective of the Receiver.

Without loss of generality, we assume that b > 0. As Lou (2023) pointed out, and as we

will show in detail later, such preferences are equivalent to preferences that are linear in

states. For example, we can replace the Receiver’s utility as

V R(y,θ) = 2θy− y2.

This equivalence offers special convenience when considering the information design problem

(Gentzkow & Kamenica, 2016). The key implication is that we can consider the distribution

of posterior means in the information design phase, instead of the complete distribution of

posterior beliefs. This simplifies the problem by reducing the dimension of posteriors.

The equilibrium concept used is perfect Bayesian equilibrium (PBE). In general, a

Sender’s strategy is a map from the set of signal realizations S to the set of probability

distributions ∆(M). A Receiver’s strategy consists of two parts, an information structure

π, and a map from the set of messages M to the set of probability distributions ∆(Y ) on the

set of possible actions Y . Nevertheless, we can vastly reduce the generality of this problem

due to the quadratic preferences. First, there is no need to consider mixed actions. For any

posterior belief induced by a signal realization, the Receiver has a unique optimal action

given the quadratic preference. Second, as Ivanov (2010b) shows, a revelation-principle

type of argument establishes that we can without loss of generality consider truth-telling

equilibria in which the Sender truthfully reveals her posterior mean after receiving a signal

realization. Given that the Sender reports the truth, the Receiver should always choose
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the posterior mean reported as the optimal action. For this reason, it is also equivalent to

consider the Sender as the information designer in this game. One can consider the Sender

recommending actions to the Receiver by truthfully reporting the posterior means, and the

Receiver is willing to follow the recommendations.

In order for the Sender to truthfully report her posterior mean, the information structure

must be finite, meaning that it can generate at most finitely many posterior means. To see

this, suppose that x and x′ are two of the posterior means generated under π. In order for

the Sender who gets the posterior mean x not to report x′, it must be the case that

|x− x′|⩾ 2b.

Since x and x′ are arbitrarily chosen, this means that there must be at least 2b distance

between any two posterior means, which further implies that one can fit only finitely many

posterior means in [0,1]. Therefore, it suffices to consider information structures that induce

finitely many posterior means. For a given bias b, let Nmax(b) = ⌈1/2b⌉ be the maximum

number of posterior means that can be fitted within [0,1]. For an information structure π

that induces N posterior means, let the posterior means be ordered

0 < x1 < · · ·< xN < 1.

Although the Receiver can use as many signal realizations as possible to induce these

posterior means, it suffices for the Receiver to use N signal realizations. In particular, the

Receiver can combine the signal realizations that induce the same posterior means into a

single new signal realization. Let si be the signal realization that induces xi. When looking

for the optimal information structure, we can restrict attention to structures satisfying the

incentive compatibility constraints in terms of posterior means

xi − xi−1 ⩾ 2b, i = 2, · · · ,N, (IC)

that maximizes the ex-ante expected utility of the Receiver

EUR(π) =
N

∑
i=1

∫
Θ
−(xi −θ)2 f (θ)π(si | θ)dθ . (2.1)
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Notice that truthful reporting of the Sender and the optimal action choice of the Receiver

given the truthful report are already incorporated into (2.1).

Before we start the formal analysis, note that our goal is to find a Receiver-optimal

information structure in terms of ex-ante payoffs. Given the continuous state space, there

are some technicalities that need to be mentioned. For one thing, for an information

structure π, one can change π(si | θ) for some θ ∈ Θo without changing the ex-ante payoffs

as long as Θo has measure 0. It should be understood later that if we claim that an optimal

structure must have certain features, we have ignored such alternations. For another,

in a similar fashion, one can add more signal realizations that have zero probability to be

realized into an information structure without changing the ex-ante payoffs. For this reason,

we assume that in all information structures considered below, all signal realizations can

be realized with positive total probabilities.

2.3 Mixing Signal Realizations: An Example

In the canonical cheap talk game (Crawford & Sobel, 1982), Sender partitions the space

into small intervals in an equilibrium, and Receiver only learns the interval that contains

the true state. If this is still the case in an information control model, the analysis can be

vastly simplified. Nevertheless, in this section, we provide a simple example to show that

even with a simple prior such as Uniform[0,1], a partition structure may not be optimal.

As a preparation, we first rewrite the Receiver’s ex-ante expected payoff. We can write

(2.1) as

EUR(π) =
N

∑
i=1

∫
Θ

(
2xiθ − x2

i −θ 2) f (θ)π(si | θ)dθ

=
N

∑
i=1

∫
Θ

(
2xiθ − x2

i
)

f (θ)π(si | θ)dθ −
N

∑
i=1

∫
Θ

θ 2 f (θ)π(si | θ)dθ

=
N

∑
i=1

∫
Θ

(
2xiθ − x2

i
)

f (θ)π(si | θ)dθ −
∫

Θ
θ 2 f (θ)dθ .

Observe that in the last line, the second term does not depend on the information structure,

so it can be omitted when we only aim to compare different structures. This also implies
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that only 2xiθ − x2
i matters.

Consider the integral that depends on information structures. The first term is

∫
Θ

2θxi f (θ)π(si | θ)dθ = 2xiwi

∫
Θ

θ
f (θ)π(si | θ)

wi
dθ = 2wix2

i .

where

wi ≡
∫ 1

0
π(si | θ) f (θ)dθ

is the overall probability, or the weight of signal realization si is sent according to π.

The second term is∫
Θ
−x2

i f (θ)π(si | θ)dθ =−x2
i

∫
Θ

f (θ)π(si | θ)dθ =−wix2
i .

Substitute these results back to (2.1),

EUR(π) =
N

∑
i=1

wix2
i . (2.2)

The Receiver’s goal is to choose an information structure that maximizes (2.2).

We now consider an example that shows that mixing between different signal realizations

in some states can improve the Receiver’s ex-ante expected payoff. Let F be Uniform[0,1],

and b = 0.126. Notice that the bias is just slightly larger than 1/8, implying that it is

impossible to fit four partition cells while maintaining (IC). To see this, suppose xi are all

generated by partition cells (ai−1,ai], with a0 = 0 and a4 = 1.8 (IC) implies that

x2 − x1 =
a2 +a1

2
− a1 +a0

2
⩾ 2b,

where the first equality follows from the uniform prior. This shows

a2 −a0 = a2 ⩾ 4b.

Similarly, since x4 − x3 ⩾ 2b, we also have

a4 −a2 = 1−a2 ⩾ 4b.

8 Throughout this paper, following the notation in Crawford and Sobel (1982), we will use ai to denote partition points.
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Together, we have 8b ⩽ 1, which shows that if b > 1/8, a partition structure with four

posterior means cannot satisfy all (IC) constraints.

However, if one allows mixing signal realizations in some states, fitting four posterior

means is still possible. For instance, we can consider the following structure:

• Partition cells [0,a1] and [a3,1] induce the first and last posterior means, x1 and x4,

respectively. Ideally, to fit four posterior means, the Receiver wants to push a1 closer

to 0 and a3 closer to 1 compared with a partition structure.

• In the middle region [a1,a3], the states can send s2 or s3, inducing x2 and x3, respec-

tively.

• Let x2 − x1 = 2b and x4 − x3 = 2b for simplicity of the calculation.

This structure is shown in Figure 2.1.

x1 x40 a1 a3 1x2 x3

2b 2b

FIGURE 2.1: A Class of Information Structures with Mixing

One particular information structure that fits the description above is as follows.

• a1 = 0.244, a3 = 0.756, so that x1 = 0.122 and x4 = 0.878.

• For states between 0.244 and 0.4446, s2 is sent for sure. For states between 0.5554

and 0.756, s3 is sent for sure.

• For states between 0.4446 and 0.5554, both s2 and s3 are sent with positive probability.

The probability of sending s2 decreases linearly from 1 at θ = 0.4446 to 0 at θ = 0.5554.

This structure is visualized in Figure 2.2. The horizontal axis represents the states, the

vertical axis represents the probabilities signals are sent at a state. Later, we will refer to

mixing parts of a structure similar to the mixing within [a1,a3] as mixing regions.

We can then use (2.2) to calculate the Receiver’s payoff, which is approximately 0.328.

The best partition structure, since a four-cell partition is not possible, is the three-cell even-

partition structure that induces posterior means 1/6,1/2,5/6 with equal probability. The

Receiver’s payoff in this case is 35/108 ≈ 0.324. Therefore, the best partition structure is
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0.244 0.5554

0.4446 0.756

s1 s2 s3 s4

FIGURE 2.2: An Example Structure with Four Signals

worse than the mixing structure considered above. We will revisit this example in section 2.6

after introducing some more general results regarding optimal information structures.

2.4 The Integrated CDF Framework

The example above shows that it is not sufficient to consider partition structures only.

As mixing may lead to higher payoffs, we necessarily need to formally consider the Receiver’s

optimization problem in its full generality.

2.4.1 Feasibility

Gentzkow and Kamenica (2016) pointed out that not every distribution of posterior

means {(xi,wi)} such that ∑wixi = µ can be generated by an information structure and

provided a tool – the integrated CDFs – to identify posterior mean distributions that can

be induced by information structures. Let G be some potential distribution of posterior

means. The integrated CDF is

c(x) =
∫ x

0
G(t)dt.

There are two extreme cases: the most informative information structure that reveals the

true state, denoted by π, and the least informative information structure that reveals no

information at all, denoted by π. The distribution of the posterior means of the former is
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just the prior F , while the latter is a degenerate distribution with singleton support at µ .

Therefore, the integrated CDFs are

cπ(x) =
∫ x

0
F(t)dt and cπ(x) =

{
0 if 0 ⩽ x < µ,
x−µ if µ ⩽ x ⩾ 1.

Then G is feasible if and only if c(x) is a convex function between cπ and cπ everywhere in

[0,1].

In our case, we only need to consider information structures that induce finite posterior

means. Given {(xi,wi)}, the integrated CDF is a (N +1)-segment piecewise linear function

cπ(x) =



0 if 0 ⩽ x < x1, · · · Segment 0
w1x−w1x1 if x1 ⩽ x < x2, · · · Segment 1

...(
i

∑
j=1

w j

)
x−

i

∑
j=1

w jx j if xi ⩽ x < xi+1, · · · Segment i

...

x−
N

∑
j=1

w jx j if xN ⩽ x ⩽ 1, · · · Segment N.

(2.3)

Notice that the segments are numbered starting from 0. Segment 0 is constantly 0 for

all integrated CDFs, so the second segment, Segment 1, is the first “meaningful” segment.9

Formally, Segment k is the line segment between (xk,cπ(xk)) and (xk+1,cπ(xk+1)), with x0 = 0

and xN+1 = 1.

2.4.2 Connections between the Integrated CDF and the Objective Func-
tion

Following the observation that cπ is strictly above cπ , it is reasonable to conjecture that

the relative locations of the integrated CDF have implications on the informativeness of

the information structures. This is indeed the case since the integrated CDFs are strongly

related to the concept of mean preserving spread (See, for example, Machina and Pratt

9 Observe that the last segment, which is just x− µ , is also the same among all integrated CDFs. In other words, the
piecewise linear integrated CDF must start and end on cπ .
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(1997)). Here, by making a “spread”, the signal becomes more informative, and at the same

time, the integrated CDF becomes higher. This intuition then leads us to the idea that the

area below the integrated CDF can be related to the Receiver’s payoff.

Proposition 2.1. The Receiver’s expected utility is higher if the area below cπ is larger.

The proof is algebraic and given in section A.1. This is a stronger result than the

mean-preserving spread since it does not require the integrated CDF of one distribution to

be higher than that of the other pointwise. Notice that this means that we can make yet

another transformation of the objective function. Starting from (2.1), apart from the already

simple algebraic expression in (2.2), we can also use the geometric result in Proposition 2.1

to compare two information structures.

2.5 Features of Optimal Structures

The integrated CDF framework, in particular, Proposition 2.1, enables us to obtain

useful insights to characterize the optimal information structures.

2.5.1 Graphical Observations

Geometrically, the Receiver’s task is to find a (N + 1)-piece piecewise linear convex

function between cπ and cπ that has as large area below as possible, while keeping (IC) by

separating each pair of posterior means at least 2b away. This naturally means that the

Receiver should push the segments up so that they are tangent to cπ – the highest positions

possible. A special case is Nmax(b) ⩽ 3, in which case tangency must be achieved at each

segment of the integrated CDF. Formally,

Lemma 2.2. In an optimal information structure, Segments 1 and N−1 must be tangent to cπ . If at

most two or three posterior means can be induced in all truth-telling information structures, then

the integrated CDFs of all optimal information structures must be tangent to cπ at all segments.

Proof. Here we consider the case where there can be at most three posterior means, which shows

the idea. Since Segments 0 and 3 are fixed and tangent to cπ at x = 0 and x = 1, respectively, we

only need to consider Segments 1 and 2. Suppose Segment 1 is not tangent to cπ , as shown in the
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left panel of Figure 2.3. In Figure 2.3, the opaque lines are cπ (above) and cπ (below), and the solid

line is the integrated CDF being examined.

Now consider the following modifications. Move x1 to the left slightly, as shown in the right

panel of Figure 2.3. For small enough change, the new Segment 1 is still under cπ . The IC condition

is preserved since the distance between x1 and x2 is larger, and finally the area below the integrated

CDF is larger, implying that the ex-ante payoff of the Receiver is higher.

Similar arguments can be made if Segment 2 is not tangent to cπ , in which case one can move

x3 slightly to the right.

x

cπ

1x1 x2 x3
x

cπ

1x1 x2 x3x1 x2 x3

FIGURE 2.3: Proof of Lemma 2.2

When more possible posterior means are possible, we cannot claim that all segments

are tangent to cπ due to IC constraints. Still, we can still make some observations regard-

ing segments that are not tangent to cπ , if such segments can ever appear in an optimal

structure. Consider an optimal information structure π⋆ with N posterior means. Let cπ⋆

be the corresponding integrated CDF. Moreover, we have the following two observations.

Lemma 2.3. Let π be an optimal structure. cπ⋆ cannot have two consecutive segments that are not

tangent to cπ .

Proof. See the left panel of Figure 2.4. Consider the modification that increases the vertical coor-

dinate of cπ⋆ at xi slightly. For small increases, the new cπ⋆ is still convex and under cπ , yet the

area below the new cπ⋆ is strictly larger. Notice that the (IC) condition is still preserved since the

location of xi’s are not changed under this modification.
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Lemma 2.4. Let π be an optimal structure. If Segment i in cπ⋆ is not tangent to cπ , (IC) must bind

at Segments i−1 and i+1.

Proof. See the right panel of Figure 2.4. Suppose xi+2 − xi+1 > 2b. Consider the modification that

moves xi+1 slightly to the right. That is, the modification fixes the locations of xi−1, xi and xi+2 but

raises the slope of Segment i, so that the intersection of Segment i and i+1 is now higher and more

to the right. Since the IC constraint between xi+1 and xi+2 is not binding, if the move is small, (IC)

is not violated anywhere, and the area below the new cπ⋆ is strictly larger.

xi´1 xi xi+1

cπ cπ‹

xi´1 xi xi+1 xi+2

cπ

cπ‹

FIGURE 2.4: Proofs to the Graphical Observations

2.5.2 Partitions

The results above show that the integrated CDF of optimal structures are repeatedly

tangent to the upper bound cπ . This leads to the question: what does tangency mean for

an information structure? It turns out that tangency is closely related to a feature of the

information structure being quasi-partitional.

Proposition 2.5. Let π be a finite information structure. The following are equivalent:

• Segment i of the integrated CDF of π is tangent to cπ at (m,cπ(m)).

• The signal realizations in π never cross over m: a signal realization is sent only from states

below m or above m, but never both.
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An example is pictured in Figure 2.5 using the prior Uniform[0,1]. The corresponding

partition structure is the even-partition structure, with the partition point at 1/3 and 2/3.

The three posterior means are x1 = 1/6, x2 = 1/2 and x3 = 5/6, respectively.

x

cπ

1x1 x2 x3

y2

y3

cπ(1)

FIGURE 2.5: An Example with Three Possible Posterior Means

The proof of Proposition 2.5 is in section A.1. The intuition is that whenever there

is a tangency point (m,cπ(m)), one can “cut” the integrated CDF at x = m, so that the

integrated CDF in [0,m] and the integrated CDF in [m,1] both become a new qualified

integrated CDF that represents the same information structure as before restricted to the

corresponding subinterval. Proposition 2.5 is the bridge between the graphical observations

of the integrated CDF and the features of the information structure being represented.

Using the graphical observations in Lemma 2.2, Lemma 2.3 and Lemma 2.4, together with

Proposition 2.5, we have the following partial characterization of the optimal information

structures.

Theorem 2.6. For any optimal information structure of the Receiver:

• There are only two types of components in the structure: partition cells that contain one

posterior mean each, or “mixing regions” that contain two posterior means each.

• If the optimal structure contains a mixing region that induces xi and xi+1, then the IC con-

straints between xi and xi−1, and between xi+2 and xi+1 must bind.

• Each posterior mean will not be induced by any state outside its cell or its mixing region.
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• The optimal structure must start and end with partition cells.

This result states that there are only two types of possible components in an optimal

structure and indicates additional features regarding how the structure starts or ends, as

well as how the structure behaves around mixing regions. The first feature corresponds to

the graphical observation that there are no two consecutive segments of the integrated CDF

of an optimal information structure that are not tangent to cπ . For example, if Segment

i−1 and Segment i are both tangent (at ai and ai+1, respectively), then xi is induced by the

partition cell [ai,ai+1]. If Segment i of the integrated CDF is not tangent, then Segments

i−1 and i+1 must be tangent, and xi and xi+1 are induced by a mixing region. The second

feature also corresponds to the observation that states the IC constraint must bind around

a non-tangent segment. The third feature is directly from Proposition 2.5. The last feature

is an implication of Lemma 2.2.

We should note that the result that IC conditions are binding around mixing regions

does not depend on prior distributions (although placing a mixing region in a particular

place depends on the prior distribution.). Intuitively, mixing is inferior compared with

partition cells by generating less clear signal realizations; that is, the posterior means are

less “spread”. Without binding IC conditions around it, the Receiver would have some

flexibility to reduce the extent of mixing and in turn improve the informativeness of the

structure by increasing the extend of spread within the mixing region.

Using Lemma 2.2 and Theorem 2.6, we in particular observe that if bias is relatively

large and Nmax ⩽ 3, the optimal structure does not involve mixing.

Corollary 2.7. If b ⩽ 1/6, then the optimal information structure must be a partition structure.

Another implication of Theorem 2.6, together with the observation that the Receiver’s

payoff in (2.2) only depends on (wi,xi)
N
i=1 is as follows.

Corollary 2.8. For each optimal structure, there is a payoff-equivalent structure (hence also opti-

mal) such that a deterministic signal realization is sent at each state.

25



The proof is again delegated to section A.1. To illustrate the idea, consider a mixing

region [ℓ,h] that induces xi and xi+1. Suppose xi is induced with weight wi. Pick some ℓ̃∈ [ℓ,h]

and find h̃ such that
∫ h̃
ℓ̃ f (θ)dθ = wi. If we pick ℓ̃ = ℓ, [ℓ̃, h̃] is the set of the lowest states

within [ℓ,h] that has weight wi. Therefore, when sending si in [ℓ̃, h̃], the induced posterior

mean x̃i must be weakly smaller than xi. Similarly, if we pick ℓ̃ such that h̃ = h and send

si in [ℓ̃, h̃], these states are the highest states within [ℓ,h] that have weight wi, so that the

induced posterior mean x̃i must be weakly larger than xi. In turn, by the intermediate value

theorem, there must be some ℓ̃ in between such that exactly xi is induced. Since we only

have two signal realizations, what left, [ℓ, ℓ̃]∪ [h̃,h] must have weight wi+1 and induce xi+1.

Of course, any structure that induces this distribution will be optimal, and there is no

need to use a “linear” probability or “straight line division” between two signal realizations

involved in a mixing. For example, the structure in Figure 2.6 is a four-signal structure

such that when a state mixes between s2 and s3, they are mixed with equal probability.

One can verify that this structure is payoff-equivalent to the structure in Figure 2.2.

0 1
θ

w

0.244 0.532

0.468 0.756

s1 s2 s3 s4

FIGURE 2.6: Another Example of Four-Signal Optimal Structures
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2.6 Full Characterization of Optimal Information Structure with
Uniform Prior

In this section, we show how the partial characterization of the optimal information

structures in Theorem 2.6 can help find the optimal structure by revisiting the uniform

prior example first introduced in section 2.3. We will also discuss scenarios where more

posterior means (i.e., signal realizations) are possible.

The case with Nmax = 4 revisited. First, notice that the class of the structures introduced

in section 2.3 indeed satisfies all the features in Theorem 2.6. Also, since the mixing regions

cannot be placed at the beginning or the end of the support, the structure is also the only

possible class of structure that is optimal and involves mixing.

Since the structure begins and ends with partition cells, the total probability weights

of s1 and s4 sent (or equivalently, that x1 and x4 are induced) are

w1 = 2x1 and w4 = 2(1− x4).

To calculate the other two weights, the following two relations are used:

4

∑
i=1

wi = 1 and
4

∑
i=1

wixi =
1
2
.

Substitute w1 and w4 back and solve the system of equations to get

w2 =
1
2 − x3 −2x1(x1 − x3)−2(1− x4)(x4 − x3)

x2 − x3
,

w3 =
1
2 − x2 −2x1(x1 − x2)−2(1− x4)(x4 − x2)

x3 − x2
.

Substitute x2 = x1 +2b and x3 = x4 −2b to get

w2 =
(2x4 −2x1 −1)(1−2x1 −4b)

2(x4 − x1 −4b)
,

w3 =
(2x4 −2x1 −1)(2x4 −4b−1)

2(x4 − x1 −4b)
.

(2.4)

The algebra here shows that the Receiver in fact only needs to consider two parameters:

x1 and x4. All other parameters in the optimization can be written as functions of x1 and
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x4. This is due to the fact that the optimal information structure is already largely pinned

down by Theorem 2.6.

The Receiver’s optimization problem is to find the optimal four-signal structure de-

scribed above and to compare it with the optimal three-signal structure, which is the

three-cell even partition structure.

Theorem 2.9. Let 1/8 < b < 1/6. There exists b̄ ∈ (1/8,1/6) such that if b < b̄, the Receiver’s

optimal information structure is a four-signal structure that satisfies:

• The incentive compatibility constraint is binding everywhere.

• The first posterior mean is x1 =
1
2 −3b.

• Both x1 and x4 are induced by partition cells, while x2 and x3 are induced by a mixing region.

If b > b̄, the optimal structure is the three-cell even-partition structure. Both structures are optimal

if b = b̄.

The proof uses arguments that involve standard Kuhn-Tucker conditions and is in sec-

tion A.1. If we set b = 0.126, the optimal structure is the one presented in section 2.3.

It may be helpful to consider why mixing could be useful in more detail. For now,

assume that IC is binding everywhere. For a given pair (x2,x3) such that x3 = x2 + 2b, if

it is generated by a symmetric10 mixing region, then mixing feasibility – x2 and x3 can be

generated by a mixing region, meaning that x2 and x3 cannot be too far away – implies

x2 −a1 > b and a3 − x3 > b. This in turn shows that a1 − x1 < b and x4 −a3 < b, so that the

first and last cells are smaller. This shows that (i) the mixing region itself does not save

space; instead, it captures more space (size larger than 4b) than two partition cells (total

size equal to 4b); and (ii) the mixing region fits more signal realizations by shifting the

conditional expectations of the state after signals in the mixing region closer to each other,

away from the state boundaries.

If b = 1/8, the structure is the four-cell even-partition structure. When b is slightly

10 In the sense that x2 −a1 = a3 −x3 and the two posterior means are induced with the same weight. There is no reason
to consider asymmetric mixing region given the uniform prior, although we did not impose symmetry when showing
Theorem 2.9. We also did not impose that IC constraints are binding everywhere.
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larger, as shown in Figure 2.1 or Figure 2.6 for b = 0.126, the optimal four-signal structures

are very close to the four-cell even-partition structure. Intuitively, the partition structures

with more cells minimize the conditional variances, and the even partitions then guarantee

all states are valued equally, which is ideal given the uniform distribution. Therefore, the

Receiver prefers the four-cell even-partition structure if possible. However, when b > 1/8,

the IC constraints rule out the four-cell even-partition structure, so the best the Receiver

can do is to mimic the four-cell even-partition structure by adding minimal mixing in the

middle and slightly squeezing the boundary cells. However, if b is significantly larger and

closer to 1/6, the mixing structures less resemble the four-cell even-partition structure,

meaning that the Receiver has to mix heavily in the middle and reduce the size of the

boundary cells by a lot. The mixing and unevenness then lead to worse payoffs than having

one fewer signal realizations, and the three-cell even-partition structure indeed performs

better.

The same logic applies when b is slightly smaller than 1/8. In this case, a five-signal

structure is available, but it is rather uneven. The Receiver would like to use the four-cell

even-partition structure instead. As b further decreases, the Receiver would switch to a

five-signal structure. This is shown in Figure 2.7.

b
1
8 b̄ 1

6

four-cell even-partition

four-signal mixing

three-cell even-partition

FIGURE 2.7: Optimal Information Structure of the Receiver for Different Biases

Theorem 2.9 also shows in general how one can use Theorem 2.6 to solve optimal infor-

mation structures. Since the optimal structure can contain only two types of components,

the Receiver should first consider the possibilities of numbers and locations of mixing re-

gions (i.e., the classes of structures). In the uniform example, when Nmax = 4, there is at
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most one mixing region that must be located in the middle. For larger Nmax, the Receiver

could use more mixing regions or place the mixing regions in different locations. The way

that Theorem 2.6 helps simplify the Receiver’s problem is by (i) reducing the possibilities

of structures that need to be considered, and (ii) reducing the number of choice variables

in the optimization problem.

The case with Nmax = 5. Suppose that 1/10 < b < 1/8, so that Nmax = 5. We first

note that unlike the case with Nmax = 4, the optimal partitional information structure is

an uneven partition structure with smaller and larger cells alternating, as shown in Ivanov

(2010b).

For general optimal structures, we also need to consider mixing regions. By Theorem 2.6,

as the mixing regions cannot be at the boundaries, there can be at most one mixing region

– a region either induces x2 and x3 or induces x3 or x4. We should note that these two

possibilities are symmetric given the uniform prior, so it is sufficient to consider a mixing

region that induces, say, x2 and x3. That is,

• x1 is generated by partition cell [0,a1], x4 is generated by partition cell [a3,a4], and x5

is generated by partition cell [a4,1].

• x2 and x3 are generated in mixing region [a1,a3].

An example of such structures is shown in Figure 2.8, and the states in the shaded area

are in the mixing region.

0 a1 a3 a4 1x1 x2 x3 x4 x5

2b 2b

FIGURE 2.8: A Five-Signal Example

Using the uniform prior,

a1 = 2x1, a3 = 2x4 −2x5 +1, and a4 = 2x5 −1.

Because the IC constraints must bind around the mixing region, x2 = x1+2b and x3 = x4−2b.
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In order for x2 and x3 to be able to be generated by an information structure,

2x2 −a1 ⩾ 2x3 −a3,

which simplifies to

2x5 −1 ⩽ 8b. (2.5)

There are also two remaining IC constraints,

x5 − x4 ⩾ 2b

x4 − x1 ⩾ 6b,
(2.6)

where the second equation is the IC constraint x3−x2 ⩾ 2b, combined with the two binding

constraints. It is also easy to solve the weights,

w1 = 2x1, w4 = 4x5 −2x4 −2, w5 = 2−2x5.

The other two weights are solved by

w2 +w3 = a3 −a1,

w2x2 +w3x3 =
1
2
(a2

3 −a2
1),

which gives

w2 =−(4b+2x1 −2x5 +1)(2x1 −2x4 +2x5 −1)
2(4b+ x1 − x4)

,

w3 =
(−4b+2x4 −2x5 +1)(2x1 −2x4 +2x5 −1)

2(4b+ x1 − x4)
.

Notice that the Receiver only has three choice variables: x1,x4, and x5. The Receiver max-

imizes ∑5
i=1 wix2

i subject to (2.5) and (2.6). Let λ1,λ2,λ3 be the three Lagrange multipliers,

we can construct the Lagrange function and get

x1 =
1−8b

2
, x4 =

1+4b
2

, x5 =
1+8b

2
, and

λ1 = b−8b2, λ2 = 8b(10b−1), λ3 = 4b(10b−1).
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Notice that all three Lagrange multipliers are positive given 1/10 < b < 1/8. This implies

that all three constraints are binding. In particular, a binding (2.5) implies that the mixing

is degenerate, i.e., both x2 and x3 are also generated by partition cells. This is the partition

structure suggested by Ivanov (2010b). Therefore, the general optimal structure is either

this uneven five-cell partition structure when b is closer to 1/10, or the four-cell even-

partition structure when b is closer to 1/8. We should highlight that with Theorem 2.6,

solving the optimal structure when 1/10 < b < 1/8 again reduces to a single Lagrange

problem with limited number of choice variables.

We plot the Receiver’s optimal expected payoff under the optimal structures derived

above for b not too small, which is the blue curve in Figure 2.9. For comparison, the

Receiver’s optimal expected payoff in canonical cheap talk model without an information

design layer is the orange curve. Not surprisingly, when b < 0.25 and informative equilibria

are possible, the optimal structures with information design perform strictly better than

the best structures in canonical cheap talk setting, which are always partition structures.

In our setting, there are ranges of b where an even-partition structure is optimal, and the

optimal expected payoffs for such a range are constant. These are the flat parts of the

graph. For other b’s, the optimal structure is either a structure with mixing regions or a

structure with uneven partitions. In such cases, the way of mixing or the unevenness of

the partitions depend on b, and the expected payoff is strictly decreasing in such b. Under

the canonical model, Crawford and Sobel (1982) has shown that although the numbers of

partition cells in the optimal structures can remain constant for a range of b, the specific

partition points depend on b, leading to a curve that is strictly decreasing in b. Moreover,

notice that the canonical setting usually allows for much fewer cells (regions). For example,

for b around 1/12, the optimal structure with information design has 6 cells (regions), yet

the optimal structure without information design has 3 cells when b < 1/12, and only 2

cells when b > 1/12.
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FIGURE 2.9: Receiver’s Optimal Expected Payoff in Models with and without Information Design

2.7 Extensions

In this section, we consider several extensions, aiming at showing that the graphi-

cal framework can be applied in different setups of information design problems with the

posterior mean approach. In subsection 2.7.1, we consider another complication of the in-

formation control problem: the realized state cannot be observed directly; instead, only

a noisy signal is available. In subsection 2.7.2, we turn to the problems of information

transmission when there are some exogenous capacity constraints, such as the number of

available signals or the entropy of the information structure.

2.7.1 Noisy Priors

Until now, we have assumed that the Receiver can observe the realized state, and the

information structure sends a signal based on the realized state. It is often more realistic to

consider that the realized state is not directly observable, and instead the players can only

observe a noisy proxy11 of the realized state. For instance, the realized state is revealed by

11 “Proxy” here should be simply interpreted as a signal of the realized state. We use the term proxy so that it does not
confuse with the signal realization from the information structure.
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an experiment, but the experiment results may inevitably contain errors. In this extension,

we will show that under some reasonable assumptions regarding the noise, the graphical

method can still be applied.

Formally, let Ω = [0,1] be the set of proxies and p(· | θ) be the density function that

maps the state θ to the set of proxies.

Assumption 1. p(· | θ) is continuous in ω for each θ and positive for each ω ∈ [0,1]. The proxies

are unbiased; that is, for each ω and each θ ,

E(θ | ω) =
∫

Θ
θ

f (θ)p(ω | θ)∫
Θ f (θ)p(ω | θ)dθ

dθ = ω.

We will discuss the interpretation of this assumption at the end of this section. Since

the Receiver now cannot observe the true state, we assume that the information structure

π now maps a proxy ω of the realized state θ to some signal realization s. That is, a generic

information structure is

π : Ω → ∆(S).

The rest of the setup remains the same. We would like to study the optimal information

structure of the Receiver in this modified information control problem. We will continue to

assume that the Sender and the Receiver’s utilities are quadratic.

First, consider the Sender. For a given π and realized signal, the Sender infers what

proxy is received by the Receiver. Given the quadratic utility function and the unbiasedness

of the proxy from Assumption 1, only the expectation of the realized state matters, and it

is exactly the realized proxy. Therefore, using the revelation principle again, π can sends

only finitely many signals, and the IC constraint xi − xi−1 ⩾ 2b, i = 2, · · · ,N still applies,

where xi is again the posterior mean of the realized state after observing si. In fact, it is

worth noting that xi is the posterior mean of the realized state and the posterior mean of

the realized proxy. To see this, we first write xi as the posterior mean of the realized state

after observing si,

xi ≡
∫

Θ
θ

f (θ)
∫

Ω π(si | ω)p(ω | θ)dω∫
Θ f (θ)

∫
Ω π(si | ω)p(ω | θ)dωdθ

dθ , (2.7)
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where the fraction in the integrand is the conditional density of θ if the observed signal

is si. In particular, the denominator is the total probability that si is observed across all

possible θ and ω . Next, consider the posterior mean of ω after observing si,

∫
Ω

ω
π(si | ω)

∫
Θ f (θ)p(ω | θ)dθ∫

Ω π(si | ω)
∫

Θ f (θ)p(ω | θ)dθdω
dω, (2.8)

where the fraction in the integrand is the conditional density of ω if the observed signal is

si. In particular, the denominator is again the total probability that si is observed across

all possible θ and ω . Since the two denominators are the same probability, to show that

(2.7) and (2.8) are the same, it suffices to show the following,

∫
Θ

θ f (θ)
∫

Ω
π(si | ω)p(ω | θ)dωdθ =

∫
Ω

ωπ(si | ω)
∫

Θ
f (θ)p(ω | θ)dθdω. (2.9)

Consider the LHS, which is∫
Ω

∫
Θ

θ f (θ)π(si | ω)p(ω | θ)dθdω

=
∫

Ω
π(si | ω)

[∫
Θ

f (θ)p(ω | θ)dθ
]∫

Θ
θ

f (θ)p(ω | θ)∫
Θ f (θ)p(ω | θ)dθ

dθdω

=
∫

Ω
ωπ(si | ω)

∫
Θ

f (θ)p(ω | θ)dθdω.

The first equality uses the Fubini’s theorem, and the last equality uses Assumption 1.

We next consider the Receiver’s expected utility, which is

EUR(π) =
N

∑
i=1

∫
Θ

f (θ)
∫

Ω
−(xi −θ)2 p(ω | θ)πi(siω)dωdθ

=

[
N

∑
i=1

∫
Θ

f (θ)
∫

Ω
(2xiθ − x2

i )p(ω | θ)π(si | ω)dωdθ

]

−
∫

Θ
θ 2 f (θ)

(
N

∑
i=1

∫
Ω

p(ω | θ)π(si | ω)dω

)
dθ

Notice that the second term is
∫

Θ θ 2 f (θ)dθ , which again does not depend on the information
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structure π, so it suffices to consider the terms in the brackets. Notice that∫
Θ

f (θ)
∫

Ω
xiθ p(ω | θ)π(si | ω)dωdθ

= xi

∫
Ω

∫
Θ

θ f (θ)p(ω | θ)dθπ(si | ω)dω

= xi

∫
Ω

[∫
Θ

f (θ)p(ω | θ)dθ
]∫

Θ
θ

f (θ)p(ω | θ)∫
Θ f (θ)p(ω | θ)dθ

dθπ(si | ω)dω

= xi

∫
Ω

ω
∫

Θ
f (θ)p(ω | θ)dθπ(si | ω)dω

= xi

[∫
Ω

ω
∫

Θ f (θ)p(ω | θ)dθπ(si | ω)∫
Ω
∫

Θ f (θ)p(ω | θ)dθπ(si | ω)dω
dω
]

×
[∫

Ω

∫
Θ

f (θ)p(ω | θ)dθπ(si | ω)dω
]

= ŵix2
i ,

where

ŵi ≡
∫

Ω

∫
Θ

f (θ)p(ω | θ)dθπ(si | ω)dω

is the total probability that signal si is sent under π. The last equality uses (2.9) and

the fact that xi is the posterior mean of the proxy. Therefore, if we ignore the constant∫
Θ θ 2 f (θ)dθ , we can again write

EUR(π) =
N

∑
i=1

ŵix2
i ,

just as (2.2).

It should be clear that we can consider the Receiver’s problem in a similar way. In fact,

instead of considering the realized true states, the Receiver considers the “prior” of realized

proxies,

f̂ (ω)≡
∫

Θ
f (θ)p(ω | θ)dθ .

Both the objective function and the IC constraint now work on this transformed prior.

Intuitively, since it is common knowledge that the Receiver (or more precisely, the informa-

tion structure) cannot observe the realized state, and the proxies are good approximations
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of the true state due to unbiasedness, it is sufficient for both players to consider the proxies

as “true” states. The transformed problem under prior f̂ now shares the same structure as

the problem where the Receiver observes the true state and can be solved with the same

graphical method discussed previously.

We end this extension by briefly discussing Assumption 1. Conceptually, the noise can

impose two issues. First, the noise can break the ordering of the states. That is, there exist

some ω1 and ω2 such that while ω1 < ω2, the average state regarding ω1 is in fact larger.

This will be problematic for the pseudo-partition structure of the equilibrium, especially

when some proxies preserve the order of the states, while the others would not. By assuming

unbiasedness, we rule out this possibility and require that the average state of a larger proxy

is also larger. In fact, unbiasedness is an overly strong assumption for this issue. If this

is the only concern, assuming the monotone likelihood ratio property (MLRP) for p(· | ·)

can be sufficient. However, the noise also creates a second issue: it may twist the bias

on different proxies. Without any noise, the Sender’s bias is assumed constant throughout.

With an MLRP noise, it is still possible that the biases on different proxies are different. By

assuming unbiasedness, the translated biased on proxies still remain constant throughout.

2.7.2 Exogenous Capacity Constraints on Communication

We will next show that the graphical framework can be useful in more information

design problems where the posterior mean approach is applicable. In the information con-

trol problem, the Receiver (the principal, or the information designer) faces endogenous

constraints, namely, incentive compatibility constraints, that prevent the designer to use a

perfectly informative information structure. In what follows, we will consider a principal

restricted by exogenous or technical constraints. Such constraints are commonly observed

in engineering problems (see Gray and Neuhoff (1998) for a survey). Below we consider the

case where there is an upper bound on the number of signals available, and when there is

an upper bound on the entropy of the information structure. In both problems, we assume

that the agent has the perfectly aligned preference as the principal, so the only relevant
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constraints stem from bounded capacity.

2.7.2.1 Upper Bounds on Signal Numbers

Suppose that the principal can only include at most K signals in any information struc-

ture, where K is finite. An easy argument establishes that the optimal information structure

is partitional using the graphical framework.

Proposition 2.10. The optimal information structure is partitional.

Proof. Suppose not. Proposition 2.5 then suggests that the integrated CDF induced by the optimal

structure must have a piece that is not tangent to cπ , as shown in Figure 2.10. But then the principal

can make a (slight) parallel shift of the non-tangent piece and achieve a strictly better payoff, which

is a contradiction.

cπ

ai−1 xi xi+1 ai+1

x̃i x̃i+1

FIGURE 2.10: Parallel Shift

The Quadratic Utility Example. Once we determine that the optimal information struc-

ture is partitional, we can study the problem further by considering, for example, what

specific features an optimal information structure has with a specific utility function. Here,
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we consider the quadratic utility. Since the optimal structure is partitional, we can just

consider the K-cell partitional structures characterized by the partition points

0 = a0 < a1 < · · ·< aK−1 < aK = 1.

Under quadratic utility, (2.2) gives the principal’s objective function, which is

K

∑
k=1

[∫ ak
ak−1

ω f (ω)dω
]2

∫ ak
ak−1

f (ω)dω
. (2.10)

For a generic k = 1, · · · ,K −1, there are only two terms in (2.10) that contain ak. That is,

[∫ ak
ak−1

ω f (ω)dω
]2

∫ ak
ak−1

f (ω)dω
+

[∫ ak+1
ak

ω f (ω)dω
]2

∫ ak+1
ak

f (ω)dω
.

Since the density is assumed to be positive everywhere, the first order condition can be

simplified to

ak =
xk + xk+1

2
. (2.11)

This is summarized as follows.

Proposition 2.11. Suppose that the utility is quadratic. In an optimal structure, the partition points

must be the average of the two neighboring posterior means.

In the case of quadratic utility and uniform prior, (2.11) simply gives even-partition

structures as expected. However, we should point out that under general prior distributions,

the optimal structure does not assign equal weights to each cell, nor does it keep the

conditional variances equalized among all cells.12

2.7.2.2 Upper Bounds on Information Entropy

A different type of constraint on the information structure that can be used by the

Sender is a cap on its entropy, a commonly used measure of the informativeness of the

12 As an example, consider the prior density f (θ) = 2−2θ , and let K = 2. The optimal partition point is approximately
0.382, and the weights of the two cells are approximately 0.618 and 0.382, respectively. The conditional variances are
approximately 0.012 and 0.021, respectively.
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structure. This can be the case if there is a fixed budget for establishing the information

structure, and more informative structures are more expensive.

For an information structure that induces (discrete) distribution of posterior means

(wk,xk)
K
k=1, the information entropy is defined by13

E(π) =−
K

∑
k=1

wk lnwk.

Consider the problem where the principal chooses an information structure π to maxi-

mize the expected utility under the induced posterior distribution subject to the constraint

E(π)⩽ E. (2.12)

Proposition 2.12. The optimal information structure is partitional. In addition, the entropy con-

straint (2.12) must bind in an optimal structure.

To see that the optimal structure is partitional, recall that Segment i of the integrated

CDF has the expression (
i

∑
j=1

w j

)
x−

i

∑
j=1

w jx j,

so the slope of the integrated CDF only depends on weights of each signal. Also notice

that the entropy of an information structure, given the fixed number of signals, depends

only on the weights of each signal. Therefore, as long as the slopes of the integrated CDF

are not altered, the entropy will not change. Then, the parallel shift argument in the

proof of Proposition 2.10 applies again: if a segment is not tangent to the upper bound of

the integrated CDF, the Sender can always apply a small enough upward parallel shift and

increase the expected payoff without changing the entropy of the information structure. For

the proof that the entropy constraint must bind, see section A.1. The idea is also simple:

13 For the ease of notation, we adopt the natural logarithm. Changing the base of the logarithm will not alter the
qualitative results below. Also, since the definition of differential entropy (or continuous entropy) is known to be not
fully compatible with the discrete version, we will rule out any information structure that induce truth-telling in a non-
trivial subset of the state space by setting the entropy of such information structure to be +∞, which is the limit of the
entropy of finer and finer partition structures.
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partitioning an existing cell always provides more information and increases the entropy.

The entropy capacity E in (2.12) then acts as a budget constraint: if the constraint does not

bind, the principal can always partition an existing cell further, leading to a higher payoff.

The Quadratic Utility Example. As we now know that the optimal structure is parti-

tional, we again consider the special case where the utility function is quadratic.

The Lagrangian is

L =
K

∑
k=1

[∫ ak
ak−1

ω f (ω)dω
]2

∫ ak
ak−1

f (ω)dω
+λ

[
E +

K

∑
k=1

∫ ak

ak−1

f (ω)dω ln
(∫ ak

ak−1

f (ω)dω
)]

.

The first order condition with respect to ak simplifies to (again using f (·)> 0 everywhere)

ak =
xk + xk+1

2
+λ

lnwk − lnwk+1

xk+1 − xk
. (2.13)

Compared with (2.11), i.e., the optimal ak when the only constraint is the number of cells,

the first term of (2.13) is exactly (2.11), while there is a second term adjusting the partition

points to satisfies the constraint of entropy. Due to the fact that (2.12) always binds in

optimum, λ > 0. Since xk+1 > xk by construction, the sign of the second term is determined

by the sizes of wk and wk+1.

However, the optimal structure can be more easily solved by reformulating the objective

function. Importantly, since the values of posterior means do not enter the entropy, the

problem can be further simplified if the conditional variances depend on the weights of the

cells. This is satisfied, for example, by a uniform prior. Assume that the prior is uniform

for the remainder of this section, so that the ex-ante expected payoff is

− 1
12

K

∑
i=1

w3
i .

We can also without loss consider the upper bound of the entropy takes the form of ln(K+ε)

for some ε ∈ [0,1). Not only {[lnK, ln(K+1))}K covers the R+ space, lnK is also the entropy

of the K-cell even-partition structure. That is, for each K, we know that the optimal

structure should perform at least as well as the K-cell even-partition structure.
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Proposition 2.13. Suppose that the prior distribution is uniform on [0,1], and the principal’s payoff

function is quadratic. If the upper bound of the entropy is lnK for some K = 1,2,3, · · · , the optimal

structure is a K-cell even-partition structure. If the upper bound of the entropy is ln(K + ε) for

some ε ∈ (0,1), the optimal structure is a (K +1)-cell partition structure such that:

• All but one cell share the same cell size.

• The remaining one cell has a smaller cell size compared to all other cells.

The proof is in section A.1. To show this result, we start by establishing the standard

Lagrangian for a generic k-cell structure (where k is at least K). The first order condition

indicates that the optimal structure can have at most two cell sizes, and all but one cell

must share the same size. We can then focus on the structures with this feature. It is easy

to check that with ε ∈ (0,1), there exists a (K + 1)-cell structure such that it contains K

equi-length, larger cells and one additional smaller cell. However, for any structure with

more cells (and the aforementioned feature), the equal-length cells must be smaller than

the one remaining cell (which holds for (K + 1)-cell structures when ε = 0). One example

with K = 3 and ε ∈ (0,1) is shown in Figure 2.11. By further checking the second order

condition, if the structure is at least locally optimal, the cell size shared by all but one cells

must be at least as large as the size of the remaining one cell. This rules out the possibility

that the optimal structure has (K+2) or more cells when ε ∈ (0,1), or the optimal structure

has (K +1) or more cells when ε = 0.

0 1
(a) A Four-Cell Structure

0 1
(b) A Five-Cell Structure

FIGURE 2.11: Fitting One More Cell
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3. Strategic Feedback Mechanisms and
Experimentation Control1

3.1 Introduction

Experimentation and adoption of new products and technologies have been investigated

extensively in the Economics literature, both theoretically and empirically. A key issue in

experimentation is that individual incentives typically do not align with the social value of

experimentation. Experimentation with a new product can generate valuable information

for future consumers, a positive externality that is typically not internalized by agents in the

decision whether to experiment. This implies that starting experimentation with a product

might not be individually rational, even when experimentation has a positive social value.

There is a line of literature, in both computer science and economics, on providing

incentives to people to experiment.2 Some of this literature examines incentives provided

by information, both theoretically and empirically.3 In particular, Che and Hörner (2018)

show that an information designer (hereafter designer) who has some extra information

relative to consumers about a new product can gradually kickstart experimentation through

information design.4 In this paper, we examine what such a designer can achieve when he

does not have extra information besides feedback from past consumers, in a context where

the designed information structure determines how much a consumer knows about past

purchases and consumer experiences. In particular, a consumer might not know (unless

the information structure designed by the designer reveals it) how many other consumers

1 This chapter is based on joint work with Attila Ambrus (Department of Economics, Duke University) and Runxin
Zhi (Department of Economics, Duke University).

2 For recent contributions in computer science, see for example Immorlica et al. (2018), Mansour et al. (2022), Slivkins
(2023) and Simchowitz and Slivkins (2024).

3 For empirical investigations on how providing information can boost adoption of new technologies, see for example
Hanna et al. (2014) and Ayalew et al. (2022). The latter paper considers targeted recommendations to different agents,
which is a central feature of our analysis, too.

4 More precisely, the designer learns about the product’s quality from past consumers’ experiences, the speed of which
depends on the volume of consumption, but also from some independent sources that does not depend on consumption.
See also C. Lyu (2026) for a related paper with a more general information structure in which the designer receives an
initial private information about product quality.
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purchased the product before her, that is, whether she is an early adopter or whether

there is already a considerable amount of information generated about the product by

past consumers.5 Such environments naturally emerge when consumers receive private

recommendations to buy products that might depend on past consumers’ feedback about

the product (on top of the given consumer’s purchase history), and there are many new

products arriving to the market, making it difficult for a consumer to judge exactly how

recently a product was introduced. Examples for such private recommendation systems

include Amazon’s Recommender System, and recommendations sent by email by AliExpress,

featuring relatively new products like electronic gadgets and games. A different scenario

is that a physician decides whether to recommend a medical substance that has not yet

received FDA approval to patients who do not know how much feedback the physician

already observed about the effects of the medical substance.

Our model features a sequence of consumers (she) arriving in the marketplace, each

deciding whether to purchase a good of unknown quality. If the product is good, the

consumer gets a utility of 1 when purchasing it, and if it is bad, she gets a utility of

−1. Not purchasing the product gives a sure utility of 0. The consumers have a common

prior belief regarding the quality. After a consumer arrives, there is a 1− δ probability

that consumers potentially interested in the product stop arriving, for example because

the product becomes obsolete, so the total number of arriving consumers is random. An

arriving consumer does not know her place in the sequence; instead, she can only draw

inferences about it.

If she purchases the product, she receives a signal about its quality and then leaves

feedback about her experience.6 For the recommendations received by different consumers,

5 Gershkov and Szentes (2009) make a similar assumption in a different context, with costly information acquisition
and voting by a sequence of agents.

6 For simplicity, we assume that leaving feedback is costless and that consumers leave truthful feedback about their
experience with the product. In reality, leaving feedback might be driven by other factors, including preferences towards
future customers, a desire for bad products to give way to good products if there is a possibility of repeat purchasing
needs in the future, or platforms providing monetary incentives, such as randomly awarded gift certificates, to consumers
leaving feedback.
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we employ an information design approach. In particular, the designer can publicly commit

to a recommendation mechanism that recommends the purchase of the product with some

probability as a function of the history of previous purchases and feedback.

We first demonstrate how the designer can use a recommendation mechanism to affect

experimentation in a two-period example. Suppose that the prior belief that the product

is good is less than 1/2, but not by much. Suppose also that if the product is good, a

consumer who purchases it has a good experience (thereby proving that the product is

good) with high probability. Without a recommendation mechanism, consumers would not

purchase the product, since starting experimentation is not individually rational. One way

the designer can kickstart experimentation is by recommending purchase to the consumer

arriving in Period 1 and to the consumer arriving in Period 2 only if the first consumer left

positive feedback. A consumer who is recommended to buy the product knows that with

some probability she is the very first consumer (in which case she would rather not buy

the product), but she also assigns some probability to the event that someone has already

tested the product and verified it to be good, which makes her more willing to follow the

recommendation to purchase the good.

The central focus of our investigation is how close the designer can get to achieving

his first best experimentation policy via recommendation mechanisms. This, of course,

depends on what the objective function of the designer is. Our first result is that if the

designer’s goal is to maximize the expected intertemporal consumer surplus, that is, the

sum of expected payoffs of consumers discounted by arrival probabilities, then the designer

can achieve the first best for general specifications of the model. This simply follows from

the fact that for any recommendation mechanism, the expected payoff of a consumer from

purchasing conditional on a purchase recommendation is a fixed fraction of the designer’s

payoff resulting from consumers following the recommendations of the mechanism. That

is, the designer’s and the consumers’ payoffs go hand in hand. In particular, if the optimal

experimentation plan generates a strictly positive consumer surplus, and if the recommen-

dation mechanism follows the plan that maximizes consumer surplus, a consumer who is
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recommended to purchase the good expects a strictly positive payoff when following the

recommendation.

In general, a recommendation mechanism needs to satisfy two Incentive Compatibility

(IC) constraints. One is that if a consumer is recommended to purchase the product,

her payoff from the purchase has to be nonnegative. The second one is that if she is not

recommended to purchase the product, then her payoff from buying it is non-positive. Since

consumers do not know their position in the sequence of arrivals, these constraints are not

the standard local constraints that pertain to a consumer arriving in a certain period, but

are global, meaning that they depend on whether purchasing on average given a certain

recommendation yields a positive payoff or not. This means that the techniques needed to

solve the designer’s problem are different from those in the related literature.

For general objective functions of the designer, and for general learning signal struc-

tures from experimentation, we show that either the designer can achieve his first best,

or exactly one of the two IC constraints needs to bind at the second best optimal recom-

mendation mechanism of the designer. For a more concrete characterization of the second

best recommendation mechanism, we investigate two particular learning signal structures

popular in the literature, perfect good news and perfect bad news. Perfect good news

means that after purchasing the product, a consumer can either receive a good signal or

no signal, and there is only a positive probability of receiving a good signal if the product

is good. An example is a medicine that has a positive probability of curing the patient

if it is good, but a zero probability of curing the patient if it is bad. Perfect bad news,

on the other hand, means that a consumer buying the product can either receive a bad

signal or no signal, and the bad signal only has a positive probability when the product

is bad. An example would be a television that has some probability of exploding if it is a

bad product, but not if it is a good product. For both of these learning signal structures,

we investigate cases when the designer prefers experimentation beyond the level that max-

imizes consumer surplus (over-experimenting designer) and cases when the designer prefers

less experimentation (under-experimenting designer). One reason why the designer’s goals
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might be different from maximizing consumer surplus is the existence of positive or nega-

tive externalities from consuming the product on agents not consuming the product. An

extreme case of over-experimenting designer is that of a product maximizing seller, who

only cares about the total amount of sales, independent of whether the product is good or

bad. On the other extreme, a designer might really want to discourage consumers to buy

a product like an addictive substance, so in the first best he would want to recommend

no purchase to every consumer. But if given this blank do-not-purchase recommendation

the product is too tempting to acquire for consumers, the designer needs to recommend

purchase to some consumers, in order to make a do-not-purchase recommendation IC.

In the perfect good news case, first we consider over-experimenting designers. We show

that if the over-experimentation incentives of the designer are not too strong, he can still

implement his first best under most prior beliefs. The resulting experimentation might be

excessive from the consumers’ perspective, but if the relevant IC constraint is loose, the de-

signer can increase experimentation. At some point though, when the over-experimentation

incentives of the designer become too high, the IC constraint for consumers when recom-

mended to buy the product becomes binding. Typically, this is achieved by keeping on

recommending to purchase the product with probability 1 to consumers in the absence of

good feedback beyond the point that would be optimal for maximizing consumer surplus,

and then recommending it to a consumer arriving at some critical period with some prob-

ability less than 1. If good news still does not arrive, the designer stops recommending

the product. This recommendation mechanism remains optimal when further increasing

over-experimentation incentives of the designer. For under-experimenting designers, again

the first best is achievable if the under-experimentation incentives are not too strong. If the

under-experimenting incentives become strong enough though, an IC constraint becomes

binding again, but in this case the IC constraint corresponding to not recommending pur-

chase. And again, typically the last consumer that can get a recommendation to purchase

is recommended to purchase with a probability less than 1, with the probability that makes

the IC constraint belonging to not recommending to buy the product binding.
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The perfect bad news case is qualitatively different. Here we show that an over-

experimenting designer cannot do much as long as he would not want purchases of a bad

product. In this case if the consumer surplus is maximized by no experimentation then the

designer’s second best involves no experimentation, and if the consumers’ surplus is max-

imized by recommending the product until bad news arrives then the over-experimenting

designer cannot do better than implementing that. Things change when the designer would

like purchase even in the bad state, such as in the case of the designer being a profit maxi-

mizing seller. In this case the seller might recommend purchase even in some cases when bad

news arrived and the low quality is revealed to the seller. And for an under-experimenting

designer, we show that if he cannot achieve no experimentation then his potential impact

on experimentation is very limited: he cannot do better than postponing the start of ex-

perimentation by one period with some probability.

We derive most of our results through reformulating the problem of the designer in terms

of occupancy measures, that is, the expected number of periods that the game is in a certain

state, namely that at the beginning of the period the belief about the product being good is

at a certain value, and the expected number of periods that at that belief purchase is being

recommended. This representation summarizes the long-run behavior of a recommendation

policy in terms of state-action frequencies, which simplifies both the designer’s objective

function and the consumers’ IC constraints. In particular, the designer’s problem can be

reformulated as a linear programming problem in occupancy measures. Moreover, typically

the designer’s second best policy is unique with respect to occupancy measures, but not

in terms of recommendation policy, making the characterization in terms of occupancy

measures cleaner.

In an extension, we also examine the relaxation of the assumption that a consumer

does not know her place in the sequence of arrivals in a simple version of the model.

In particular we assume that a consumer, besides receiving a recommendation from the

mechanism, receives a noisy signal about her place in the arrival sequence. We show that if

this signal is not too informative then our conclusions remain valid. In a different extension
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we investigate the impact of not all consumers leaving feedback. We show that this leads to

a slower learning technology about product quality, reducing the incentives of the designer

to facilitate experimentation, but otherwise leaves our qualitative conclusions intact.

Besides the aforementioned paper Che and Hörner (2018), the most closely related paper

to ours is Kremer et al. (2014), similarly considering a sequence of consumers experimenting.

A key difference is that in their setting there are two goods, initially both with unknown

quality, and every consumer buys one of the goods. A simple learning technology is adopted,

in which consuming a good just one time immediately reveals its quality. While the paper is

mainly concerned about a setting where consumers are aware of their place in the sequence

of arrivals, there is an extension examining relaxing this, assuming that consumers only

know which block they arrived, when the arrival sequence is partitioned into blocks. For the

particular learning technology of the model the paper informally mentions that if consumers

know little information about their positions in the sequence then the first best can be

achieved, which we formally show for general learning processes.

More generally, our paper builds on the literature on strategic experimentation (Bolton

and Harris (1999), Keller et al. (2005), Keller and Rady (2010, 2015)), information design

(see Rayo and Segal (2010) and Kamenica and Gentzkow (2011), and for a more recent

survey Bergemann and Morris (2019)), and information cascades (see Banerjee (1992),

Bikhchandani et al. (1992), and for a more recent survey Bikhchandani et al. (2024)).

Papers in the latter literature assume that the information of consumers about previous

purchases and consumer experiences are exogenously given, while in this paper we assume

that they are endogenously determined by the designer’s choice of the recommendation

mechanism.

3.2 The Model

Time is discrete and infinite, t = 1,2, · · · . There is a product with persistent quality

q that is either good or bad. That is, q ∈ Ω ≡ {G,B}. The potential consumers of the

product arrive sequentially, and let consumer t denote the consumer who arrives at time t.
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Consumer 1 arrives for sure. If consumer t arrives, consumer t +1 arrives with probability

δ ∈ (0,1). If consumer t +1 does not arrive, then no more consumers arrive afterwards. A

consumer does not know the time of her arrival, and her belief regarding her arrival time

follows a geometric distribution with parameter 1− δ . That is, she believes that she is

consumer t with probability δ t−1(1− δ ). All consumers share the same common prior µ0

that the product is good. A consumer’s payoff is 1 if she purchases a good product, −1 if

she purchases a bad product, and 0 if she does not purchase. If consumer t purchases the

product, she receives a signal about the quality

π : Ω → ∆(S),

where S is the set of all possible signal realizations. We assume that the signal is independent

across consumers, conditional on the state.

In this context, we consider the problem of a designer who gets to observe the signal

realizations of consumers who buy the product, via feedback that these consumers leave after

using the product, and can commit to a recommendation mechanism that can recommend

a newly arriving consumer either to purchase (Y ) or not to purchase (N) the product, as

a function of the history of signals of previous consumers.7 At the beginning of the game,

the designer also shares the same prior µ0. For each consumer, the designer gets

vt =


1 if she purchases a good product,
0 if she does not purchase,
a if she purchases a bad product,

where a ∈ (−∞,1] is a parameter. The designer’s total expected payoff is

∞

∑
t=1

δ t−1E(vt).

A special case is a = −1, where the designer’s payoff regarding a consumer coincides with

the consumer’s payoff. This is referred to as the non-paternalistic baseline. If a > −1,

7 In general, the designer could generate a richer set of messages for the consumers, but because the action set of a
consumer is binary, standard revelation principle arguments establish that it is without loss of generality to focus on
structures with two messages, with meanings of recommending or not recommending purchase.
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the designer has a stronger experimentation incentive. In particular, if a > 0, the designer

always prefers a consumer to purchase the product, even if the product is of bad quality. If

a = 1, the designer can be considered as a profit-maximizing seller trying to maximize sales

of the product, independent of the state. On the other hand, if a <−1, the designer has a

weaker experimentation incentive. In the limit case of a →−∞, the designer never wants

any consumer to purchase, unless the product is known to be of good quality.

A history includes all previous recommendations, all previous consumer purchasing

decisions, and all realized signals. In general, the designer’s strategy maps any history to a

recommendation.

3.2.1 A Motivational Example

We start with a simple example to show how the designer can facilitate experimentation.

For this example, suppose that there are only two periods. Consumer 1 arrives for sure,

while Consumer 2 arrives with probability δ . The signal is perfect good news,

[
P(g | G) P(n | G)
P(g | B) P(n | B)

]
=

[
α 1−α
0 1

]
.

In other words, if the state is G, the good news g arrives with a positive probability α .

Otherwise, there is no news (denoted by n). Let a =−1 in this example. Suppose µ0 < 1/2

so that persuading consumers to purchase is not trivial.

We solve the designer’s first best by backward induction. If Period 2 is reached, the

designer should recommend Y if and only if g is received from Consumer 1’s purchase. To

see this, notice that if Consumer 1 did not purchase, or b is received, the designer holds a

belief at most µ0. Since there is no further consumer (the game ends there), recommending

a product that is more likely to be bad is not beneficial. If g is received, the product is

known to be good, so that Y should be recommended.

Given this, recommending Y in the first period yields

µ0 ×1+(1−µ0)× (−1)︸ ︷︷ ︸
Immediate Payoff

+ δαµ0 ×1︸ ︷︷ ︸
Experimentation Benefits

.
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The designer should recommend Y in the first period if this is nonnegative, since no purchase

yields 0. This gives

µ0 ⩾
1

2+δα
= µ

0
. (3.1)

Notice that µ
0
< 1/2. Therefore, the designer’s first best recommendation policy is as

follows:

• If µ0 ⩾ µ
0
, recommend Y at Period 1. If g is received, recommend Y at Period 2.

Otherwise, recommend N at Period 2.

• If µ0 < µ
0
, recommend N at both periods.

It turns out that this recommendation mechanism is also incentive compatible. It is

easy to see that the consumers follow the recommendation N, which only happens when

the designer’s belief is strictly below 1/2. When the designer recommends Y , consumers

cannot tell whether they are at the first or the second period. The expected belief is then

1
1+δ µ0α

×µ0 +
µ0αδ

1+δ µ0α
×1 =

1+µ0αδ
1+δ

.

A consumer chooses to follow the recommendation Y if this is at least 1/2, which is equiv-

alent to µ ⩾ µ
0
. We will show that this is not a coincidence: When a = −1, the recom-

mendation mechanism corresponding to the designer’s first best experimentation plan is

incentive compatible.

3.3 The designer’s First Best

This section considers the designer’s first best problem, in which the consumers always

follow the designer’s recommended action. Clearly, if a ⩾ 0, the designer should always

recommend Y , since purchasing is always better than not purchasing. In what remains, we

consider the case that a < 0.

Suppose that µt is the belief of the designer at the beginning of period t, and consumer

t arrives. Let the designer recommend Y , and let s ∈ S be the realized signal. The posterior

52



belief is

µt+1 =
µtπ(s | G)

µtπ(st | G)+(1−µt)π(s | B)
. (3.2)

(3.2) shows the distribution of the next state depends on history only through µ and the

current action. Also, the signal structure π is stationary, the action set {Y,N} is fixed at

each state µ , the designer’s payoff depends on µ and current action only, and the consumer

arrival process is memoryless. By standard results (Puterman, 1994; Stokey & Lucas,

1989), the designer’s problem is a stationary Markov decision problem with state µ , and

there exists an optimal policy that is Markov, r : [0,1]→ ∆{Y,N}.

The designer’s Bellman equation is

W (µ) = max{δW (µ),(1−a)µ +a+δEπ [W (µ ′) | µ]}.

If δW (µ) > (1 − a)µ + a + δEπ [W (µ ′)], then W (µ) = δW (µ), so that W (µ) = 0. Intu-

itively, if the designer finds it optimal not to experiment now, the belief remains un-

changed, and the designer (under Markov strategies) stays away from experimentation

in all future periods. The designer chooses to experiment for sure if the continuation payoff

(1− a)µ + a+ δEπ [W (µ ′)] is strictly positive. Here, (1− a)µ + a is the direct payoff from

purchasing the product at the current period, and δEπ [W (µ ′)] is the option value from

experimenting. In general, the designer may still be willing to experiment if the direct pay-

off is negative, since experimenting now helps the designer learn about the quality of the

product and make better recommendations in all future periods. The designer can choose

a mixed strategy if the continuation payoff is exactly 0.

We next show that the designer’s first best policy is always a threshold policy.

Theorem 3.1 (Threshold Policy). There exists a threshold µ ∈ (0,1) such that the designer recom-

mends Y for sure if µ > µ and N for sure if µ < µ .

The proof is delegated to section A.2, which adopts the contraction mapping approach,

and the fact that the signal structures have FOSD properties automatically under the binary

quality states. Intuitively, when a ⩾ 0, the threshold µ = 0. When a < 0, as the belief
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decreases, eventually the loss from recommending a potentially bad product overwhelms

the informational benefits of continuing the experimentation. The designer then would like

to stop recommending Y to future consumers.

3.4 The Designer’s Second Best for General Signal Structures

Now suppose the consumers can choose whether or not to follow the designer’s recom-

mendation. In this section, we will discuss results that apply to general signal structures.

As discussed previously, by the revelation principle, the designer faces two incentive

compatibility constraints: the incentive compatibility constraint after a recommendation

Y (hereafter ICC-Y), and the incentive compatibility constraint after a recommendation

N (hereafter ICC-N). For ICC-Y, it means the consumers’ expected payoff of purchasing

after observing a recommendation Y must be weakly positive. Equivalently, the consumers’

posterior belief after observing a recommendation Y is at least 1/2. ICC-N can be expressed

similarly.

3.4.1 Non-paternalistic Baseline

We first consider the case when a = −1. This means the stage payoff of the designer

under belief µ is µ×1+(1−µ)×(−1) = 2µ−1, which coincides with the consumers’ payoff.

In this section, we will show that the designer with a =−1 can always achieve the first best

even if consumers can choose whether or not to follow the designer’s recommendation.

To establish this result, we introduce the concept of occupancy measures over beliefs,

which significantly simplifies the analysis and underpins many of our subsequent findings.

Rather than tracking entire histories, occupancy measures capture the expected number of

periods in which each belief is held along the path, as well as the expected frequency with

which action Y is recommended under each belief. This formulation enables us to recast

the designer’s problem as a linear programming problem. Formally, define the following

notations:

• Let x(µ) be the expected number of periods for which the belief at the beginning of

the period is µ , and there is a consumer arriving.
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• Let y(µ) be the expected number of periods for which the belief at the beginning of

the period is µ , there is a consumer arriving, and Y is recommended.

The occupancy measures depend on the prior, signal structure, and the designer’s policy.

Theorem 3.2. The designer’s first best recommendation policy is incentive-compatible.

See section A.2 for the proof. Instead of working directly with the probabilities of

recommending Y after different histories, in the proof we employ a strategy of working with

occupancy measures of states in the game with different starting beliefs at the beginning of

the period and purchases of the good with such beliefs.8 The idea is as follows. Ultimately,

the designer and the consumers only care about how often Y is recommended at different

beliefs, once these frequencies are adjusted according to the arrival probabilities of the

consumers. For example, a recommendation plan is IC if Y is recommended often when the

product is good with high probability and less often when it is more likely to be bad.

It is intuitive why the first best policy is IC when a = −1. Since the designer does

not hold any prior information advantage, when knowing the designer’s recommendation

policy, each consumer can fully trace out the potential belief evolution the same way as

the designer at the beginning of Period 1. When the designer recommends N, the designer

gets 0. When he recommends purchasing, he gets the same expected stage payoff as the

corresponding consumer. Therefore, a consumer’s expected payoff is just a scaled version

of the value of the designer under the prior belief.

Example 3.1. As an example, we consider the perfect-good-news signal again. This simple form

of the signal structure allows us to solve for the closed form of µ . At µ , if the designer recommends

purchasing, either g is realized with probability µα , and the belief jumps to 1, or n is realized with

probability 1−µα , and the belief falls below µ . At the boundary, using the Bellman equation,

0 =W (µ) = 2µ −1+δ
[

µα
1

1−δ
+(1−µα) ·0

]
,

8 For a classic reference on occupancy measures, see Puterman (1994).
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which gives

µ =
1−δ

2(1−δ )+δα
. (3.3)

If µ0 > µ , the designer recommends for a fixed number of periods. If there is good news arriving in

these periods, the quality is revealed to be G, and the designer recommends purchasing the product

forever. If no good news arrives after the enough number of periods, the belief drops below µ , and

the designer recommends N in all future periods. ■

3.4.2 Paternalistic Designer

We now consider designers with stronger (a >−1) or weaker (a <−1) experimentation

incentives. The designer’s problem differs from a standard stopping time problem due to the

IC constraints. Specifically, the IC constraint is a global constraint, not local, as consumers

are time-blind.

With the IC constraint, the first best policy may or may not be implementable for

such designers. For example, for a > −1, the designer in the first best would sometimes

like consumers to experiment even when it decreases expected consumer surplus. This

decreases the expected payoff of a consumer when getting a Y recommendation. If the

resulting expected payoff is still above 0, the first best is implementable. But for high

enough a, the first best policy of the designer over-recommends purchase to the extent that

the expected payoff conditional on a Y recommendation becomes negative, meaning that

the first best becomes unattainable. The following result formalizes this argument.

Proposition 3.3. Suppose a > −1 (a < −1) and the designer’s first best policy cannot be imple-

mented. Then ICC-Y (N) is binding, while ICC-N(Y) is slack.

The proof is in section A.2. The core idea of the proof is as follows: if the corresponding

IC constraint is not binding in a proposed second best policy, it is always feasible for the

designer to mix at the beginning of the game between the proposed second best recommen-

dation policy and the first best policy. This mixed policy offers strictly higher payoff, so

that the proposed second best policy cannot be a second best.
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While an exact characterization of the designer’s second best policy under generic signal

structures is difficult due to the nonstandard global constraint, in the next two sections we

work out the second best policy for two specific signal structures common in the literature.

3.5 The Designer’s Second Best for Perfect Good News

Consider the signal structure of perfect good news from Example 3.1, but now in the

infinite horizon framework of our base model. Given this signal structure, there are only

countably many possible beliefs on path, and the belief monotonically decreases when no

good news arrives after purchasing. This also allows us to abstract away from specific

histories, as the belief itself contains the relevant experimentation information. Let µn be

the belief at the beginning of a period if there were n−1 purchases before but no good news

having arrived. Let µ1 = µ0 be the belief at the beginning of Period 1.

We will again employ the occupancy measure approach to define and solve the designer’s

problem. We will use the same definitions as before, although the notation can be further

simplified given the monotonic belief evolution. Formally, define xn as the expected number

of periods when there is a consumer present and the designer’s belief at the beginning of

the period is µn. Define yn as the expected number of purchases made when the belief is

µn. In this way, recommendations at histories with a given belief are implicitly reflected by

the relation between xn and yn. In particular, if yn = xn, we know that Y is recommended

whenever the belief is µn. If 0 < yn < xn, then at some periods where the belief is µn and

there is a consumer, N is recommended. If yn = 0, then N is always recommended at belief

µn. By definition,

x1 = 1+δ (x1 − y1),

xn+1 = δ (1−αµn)yn +δ (xn+1 − yn+1), n > 1.
(3.4)

Consider n > 1. The first term on the RHS is the inflow of xn+1: it counts the expected

number of periods when xn+1 is reached via experimentation. The second term considers

if the designer mixes and the realization is recommending N, so that the belief at the

beginning of the next period is still µn+1. For n = 1, since the first consumer arrives for
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sure, and µ1 = µ0, the inflow term is 1. For concreteness, we show the law of motion for

n = 1. Let ρt be the probability of recommending Y to consumer t assuming that the belief

at the beginning of Period t is µ1. Then,

x1 = 1+(1−ρ1)δ +(1−ρ1)(1−ρ2)δ 2 +(1−ρ1)(1−ρ2)(1−ρ3)δ 3 + · · ·

y1 = ρ1 +(1−ρ1)δρ2 +(1−ρ1)(1−ρ2)δ 2ρ3 + · · ·

For x1, the t-th term on the RHS is the probability that the belief at the beginning of

Period t is µ1. Since the first consumer arrives for sure, this probability is 1 for t = 1. For

Period 2, the belief is µ1 if the designer recommends N (note that an experiment will change

the belief for sure), which happens with probability 1−ρ1, and a consumer arrives with

probability δ . y1 is formulated in the similarly way, with the t-th term on the RHS being

the probability of recommending Y at Period t under belief µ0. It is easy to see that

x1 − y1 = 1−ρ1 +(1−ρ1)(1−ρ2)δ + · · · ,

hence x1 = 1+δ (x1 − y1).

With perfect good news, the arrival of good news implies that the belief jumps up to

1. Let xG be the expected number of periods staying at belief 1 with a consumer arrival.

Then,

xG = δxG +δ ∑
n⩾1

αµnyn.

This gives

xG =
δ

1−δ ∑
n⩾1

αµnyn.

The designer always recommends purchasing at belief 1 in any second best policy, since

increasing the probability of recommending purchasing at belief 1 both strictly increases

the designer’s objective function and relaxes the corresponding IC constraint.

The use of occupancy measures simplifies the designer’s problem. As we will show next,

the designer’s problem reduces to a linear programming problem, and the designer’s second

best recommendation policy is unique when described by occupancy measures.
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3.5.1 The Designer’s Problem

We start with the IC constraints. The expected belief after recommendation Y is

∑n⩾1 µnyn +1 · xG

∑n⩾1 yn + xG

A consumer follows the recommendation Y if this is at least 1/2. Plugging in xG ICC-Y can

be rewritten as

∑
n⩾1

[
µn

(
2+

αδ
1−δ

)
−1
]

yn ⩾ 0. (3.5)

The expected belief after recommendation N is

∑n⩾1(xn − yn)µn

∑n⩾1(xn − yn)
,

and this needs to be less than 1/2 for incentive compatibility, which corresponds to

0 ⩾ ∑
n⩾1

(xn − yn)(2µn −1)

= (2µ1 −1)(x1 − y1)+ ∑
n⩾2

(xn − yn)(2µn −1)

= (2µ1 −1)
(

1−δy1

1−δ
− y1

)
+ ∑

n⩾2
(2µn −1)

(
δ

1−δ
[(1−αµn−1)yn−1 − yn]− yn

)
,

where the last line uses (3.4). Multiplying both sides by (1− δ ) and collecting terms, we

get

0 ⩾ 2µ1 −1+ ∑
n⩾1

[δ (1−αµn)(2−µn −1)− (2µn+1 −1)]yn

= 2µ1 −1+ ∑
n⩾1

(
1−δ − [2(1−δ )+αδ ]µn

)
yn, (3.6)

where the last line uses µn+1 = µn(1−α)/(1−αµn) under the perfect good news signal.

Equation (3.6) is the ICC-N. Since {µn} is a decreasing sequence under the perfect good

news signal, the coefficient of yn is increasing in n, so a positive yn hurts ICC-N when n is

sufficiently large. A positive yn at such µn means recommending Y with positive probability,
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which reduces the probabilities of recommending N in such low beliefs. In turn, both IC

constraints are harder to satisfy.

The objective function of the designer is also straightforward to express using xG and

yn:

∑
n⩾1

[(1−a)µn +a]yn + xG,

which simplifies to

∑
n⩾1

[
µn

(
1−a+

αδ
1−δ

)
+a
]

yn. (3.7)

The designer’s problem is to choose {xn,yn} to maximize (3.7), subject to the feasibility

constraint 0 ⩽ yn ⩽ xn, the law of motion (3.4), and the IC constraints (3.5) and (3.6).

Notice that by Proposition 3.3, (3.5) and (3.6) are never binding simultaneously. When

a > −1, either the first best is IC, or (3.5) binds in the second best policy. When a < −1,

either the first best is IC, or (3.6) binds in the second best policy.

Observe that when a = −1, the objective function (3.7) coincides with the LHS of the

IC constraint (3.5). This verifies that the first-best policy can be implemented when the

designer and consumers have aligned preferences.

3.5.2 The Second Best Policies

The reformulated problem is a linear programming problem since the objective and all

constraints are linear. This implies that in general there can at most be one yn that is not

either xn or 0, unless under knife-edge cases where the shadow values of some yn coincide.

But we can show that such knife-edge cases cannot happen here.

Theorem 3.4. Suppose the first-best policy is not incentive-compatible, the designer’s second-best

policy takes the following form: for some n ⩾ 0,

• Recommend purchasing for sure if µ > µn.

• Recommend not purchasing if µ < µn.

• Recommend purchasing for sure or with a positive probability if µ = µn.
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The proof is in section A.2.Intuitively, since the designer and consumers weigh good

and bad products differently, ym and ym+k, when adjusted by the IC constraint, do not

contribute to the designer’s objective function in the same way, and the designer should

front-load the experimentation, to histories where the belief is higher. This shows that the

mixing can only happen at the end of the experimentation phase.

Of course, the designer’s second best policy may not involve mixing (even if the IC

constraint binds and the first-best policy cannot be implemented). Theorem 3.4 indicates

that when the second-best policy involve mixing, it can only mix at one belief level. For

a > −1, observing from (3.7) and (3.5), at the mixing belief, purchasing still generates

positive value to the designer due to his stronger experimentation incentive, but consumers

get strictly negative payoff. For a <−1, this is reversed: at the mixing belief, the designer

already gets a negative expected payoff and would like to stop experimenting, but the

consumers still prefer purchasing at this belief. At the lowest belief of experimentation, the

designer recommends purchase with the probability that makes the IC constraint exactly

binding.

The designer’s second best policy is unique under the perfect good news case in terms

of occupancy measures for any a. When the first best policy is implementable, the first

best policy is the second best policy. Since the threshold µ is unique, the first best policy

is unique. When the first best policy is not implementable, let µn be the smallest belief at

which Y is recommended with a positive probability in a second best policy. By Theorem 3.4,

for m < n, ym = xm. Given this, xm (so that ym) are determined by the exogenous parameters

δ and α . For m > n, ym = 0. This means ym’s are uniquely determined for all m ̸= n, and

xm’s are uniquely determined for all m ̸= n+1. But either ICC-Y (for a >−1) or ICC-N (for

a <−1) binds, so that n, yn, and xn+1 are uniquely determined by the binding constraint.

Nevertheless, when the designer’s second best policy involves a (non-degenerate) mixed

recommendation at µn, there are multiple ways to implement the same occupancy measure.

In general, when the second best involves mixing before recommending N for sure, the de-

signer can choose to front-load the experiment by mixing only once at the first period when
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µn is reached, or delay and spread the experiment for a few periods while the belief is still

at µn. Notice that this does not contradict Theorem 3.4, since the delayed experimentation

happens at the same belief. In other words, while the belief is µn, two recommendation

policies yield the same designer’s payoff and keep the same incentive compatibility as long

as the expected numbers of consumers who receive recommendations Y and N are the same.

Also, delaying the experiment is only feasible when there is non-degenerate mixed recom-

mendation. For belief µm where ym = xm, the designer cannot delay experimentation, since

there is a strictly positive probability that the consumers stop arriving in future periods.

Following Theorem 3.4, for all a, the designer adopts a (pseudo) threshold policy: the

designer experiments for sure until the belief drops below a threshold. If the first best

is not implementable, the second best policy in general involves mixing at the end of the

recommendation phase, where the occupancy measure of the mixing is determined by the

binding IC constraint. We next offer a characterization of the designer’s second best policy.

For simpler notation later, define

µ(n) =
−aδ n−1(1−δ )

−aδ n−1(1−δ )+ [1−δ (1−α)] [δ (1−α)]n−1 ,

w(n) =
1

(1−α)n +1
,

s(n) =
1−δ n

2− [δ (1−α)]n −δ n .

Here, as we will show later, µ(n) is the lowest belief at which the designer would like to

experiment n times without arrival of good news. In particular, µ(1) = µ , the first best

boundary to start any experimentation. w(n) is the boundary determined by ICC-N. If

the prior is w(n), the posterior belief after n experiments is exactly 1/2. In other words,

the recommendation policy must recommend Y for at least n times before recommending

N forever. s(n) is the boundary determined by ICC-Y, which is the lowest prior belief at

which the consumer is willing to accept Y from a policy that experiments exactly n times.

Theorem 3.5. If a < −1, define µ(0) = 0, and let w(0) = 1/2. For µ(n) ⩽ µ0 < µ(n+ 1), n =
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0,1, · · · ,

• If µ0 ⩽ w(n), the first best policy can be implemented. y j = x j for all j ⩽ n, and y j = 0

otherwise.

• If µ0 > w(n), then there exists k ⩾ 0 such that w(n+ k)< µ0 ⩽ w(n+ k+1). A second best

policy satisfies y j = x j for all j ⩽ n+ k, y j = 0 for j ⩾ n+ k+2, and

yn+k+1 =
δ n+k −µ0

(
[δ (1−α)]n+k +δ n+k

)
1−δ − [2(1−δ )+αδ ]

µ1(1−α)n+k

µ1(1−α)n+k +1−µ1

.

If −1 < a < 0, define µ(0) = 0, and for µ(n)⩽ µ0 < µ(n+1), n = 0,1, · · · ,

• If µ0 ⩾ s(n), the first best policy can be implemented as the second best. y j = x j for all j ⩽ n,

and y j = 0 otherwise.

• If µ0 < s(n), then there exists k ⩾ 0 such that s(k) < µ0 ⩽ s(k+ 1). If µ0 < s(1), the only

second best policy is to recommend N to all consumers. For k ⩾ 1, a second best policy

satisfies y j = x j for all j ⩽ k, y j = 0 for j ⩾ k+2, and

yk+1 =

[
µ0

2− [δ (1− k)]k −δ k

1−δ
− 1−δ k

1−δ

]/[
1− µ0(1−α)k

µ0(1−α)k +1−µ0

2−2δ +αδ
1−δ

]
.

If a ⩾ 0, the second best policy is to recommend N to all consumers if µ0 < s(1). For s(k)⩽ µ0 <

s(k+1), k = 0,1, · · · , a second best policy satisfies y j = x j for all j ⩽ k, y j = 0 for j ⩾ k+2, and

yk+1 is the same as defined above. If µ0 ⩾ 1/2, the second best policy is to recommend Y to all

consumers.

The proof is in section A.2. We illustrate the designer’s second best policies in Fig-

ure 3.1. As shown in Theorem 3.5, the designer’s second best policies are defined by

{µ(n),w(n),s(n)}n, displayed on the graph. As the color shifts from gray to orange, the

designer gradually increases the periods of experimentation. At the regions shaded with

solid colors, the designer’s first best policies are implemented. Also, the first best policy is

always implementable in the region of µ0 ⩾ 1/2 and a > −1. At the regions shaded with

vertical patterns, the first best cannot be implemented, and the designer in general employs
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mixing at the end of the experimentation phase. In such regions, the occupancy measure

corresponding to mixing increases as µ increases but does not depend on a, since it is by

the IC constraints only.

µ(1)

s(1)

w(1)

µ(2)

s(2)

w(2)

µ(3)

s(3)

w(3)

µ(4)

s(4)

w(4)
µ(5)

s(5)

w(5)

a

µ

−4 −2 0 1

0.5

1

−1

FIGURE 3.1: The Second Best Policy under Perfect Good News

Note: Drawn at α = 0.5,δ = 0.6. The designer can implement the first best policies in regions shaded with solid colors,

while the second best policy with mixing (in general) are implemented in regions shaded with vertical line patterns. The

regions with the same color (solid filled or filled with patterns) has the maximum number of periods of experiments for

sure. For readability, the largest n drawn is n = 5. Regions above curves corresponding to n = 5, as well as the region

where Y can always be recommended, are not shaded.

The equilibria characterized in Theorem 3.5 also yield intuitive comparative statics. The

designer is more willing to initiate experimentation when a is higher (reflecting stronger

experimentation incentives), when α is higher (as more precise experiments improve the

information values of experimentation), or when δ is higher (implying a larger expected

number of consumers). Consumers are also more willing to accept the recommendation

when α is higher, since greater accuracy enables the designer to provide better recommen-

dations, or when δ is higher, as a consumer believes that it is more likely that she arrives
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after perfect news has already arrived.

3.6 The Designer’s Second Best with Perfect Bad News

In this section, we investigate the designer’s second best recommendation mechanism

when learning about the product takes the form of perfect bad news. More specifically, if

the product is of bad quality, then following a purchase of the consumer (and the feedback),

the designer receives bad news (b) with probability β > 0; otherwise, there is no news (n).

The signal structure is: [
P(b | G) P(n | G)
P(b | B) P(n | B)

]
=

[
0 1
β 1−β

]
.

The perfect bad news structure again yields a simple belief process: there are only count-

ably many on-path beliefs, and the belief monotonically increases in the absence of news.

This means the designer’s first best policy is either recommending Y until bad news arrives

if µ0 ⩾ µ, or recommending N to all consumers if µ0 < µ . However, an increasing belief sug-

gests potentially different mixing behavior when the first-best policy is not implementable.

Loosely speaking, because consumers always prefer good products to bad ones, any mixing

induced by IC constraints should occur at the lowest belief at which Y is recommended with

positive probability. Unlike the perfect good news case, relatively low beliefs now occur at

the beginning of the game (except following the arrival of bad news when the belief drops

to 0). This intuition suggests that mixed recommendations, if any, should occur early.

If a <−1, so the designer is less willing to recommend Y and can mix by recommending

N with positive probability in early periods. Because consumers cannot distinguish between

such N recommendations and an N recommendation following bad news, this mixing can

increase the designer’s payoff. By contrast, for a > −1, early mixing may not benefit the

designer. In what follows, we again use occupancy measures to formalize this intuition.

3.6.1 The Designer’s Problem

We again let xn denote the expected number of periods in which a consumer arrives, and

the belief at the beginning of the period is µn, where µn is the belief after n−1 purchases
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and no bad news has arrived yet. Let yn be the expected number of periods in which Y is

recommended at belief µn. Similarly, define xB as the number of periods in which the belief

is 0 and a consumer arrives, and yB as the number of periods in which a belief-0 product is

recommended. The law of motion for the occupancy measure can be formulated similarly

to subsection 3.5.1:

x1 = 1+δ (x1 − y1) ,

xn+1 = δ yn [1− (1−µn)β ]+δ (xn+1 − yn+1) , n ⩾ 1,

xB = δxB +δ ∑
n⩾1

yn (1−µn)β .

(3.8)

ICC-N requires that consumers’ expected belief after observing N is at most 1/2, that

is,

∑n⩾1 µn(xn − yn)+(xB − yB) ·0
∑n⩾1(xn − yn)+ xB − yB

⩽
1
2
.

Equivalently,

∑
n⩾1

(2µn −1)(xn − yn)− (xB − yB)⩽ 0.

By Proposition 3.3, this IC binds only if a <−1, and in that case yB = 0. Substituting for

xn and xB using (3.8), setting yB = 0, and collecting terms by yn yields

2µ1 −1+ ∑
n⩾1

{1−2µn −δβ (1−µn)+δ [1− (1−µn)β ](2µn+1 −1)}yn ⩽ 0.

Since µn+1 = µn/[1− (1−µn)β ], this simplifies to

2µ1 −1+ ∑
n⩾1

(1−δ )(1−2µn)yn ⩽ 0, (3.9)

which is ICC-N under perfect bad news.

ICC-Y is similarly written as

∑n⩾1 µnyn +0 · yB

∑n⩾1 yn + yB
⩾

1
2
.
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Unlike ICC-N, this IC binds only if a >−1. If a ⩾ 0, the designer has incentives to recom-

mend Y even when the product has belief 0, i.e., is known to be bad. Thus, we cannot in

general set yB = 0. The constraint can be rewritten as

∑
n⩾1

(2µn −1)yn − yB ⩾ 0. (3.10)

The designer’s objective function is

∑
n⩾1

[(1−a)µn +a]yn +ayB. (3.11)

The designer’s problem is to maximize (3.11) subject to the feasibility constraints 0⩽ yn ⩽ xn,

0 ⩽ yB ⩽ xB, the law of motion (3.8), and IC constraints (3.9) or (3.10) (only one of them

being relevant, as shown earlier), depending on the value of a.

3.6.2 The Second Best Policies

As noted above, unlike the perfect good news case, mixing need not appear in the

second-best policy depending on the value of a. In this subsection, we consider the cases of

a <−1 and a >−1 separately.

3.6.2.1 Designers with Weaker Experimentation Incentives

We start with the case a < −1, where ICC-N (3.9) is the relevant IC and yB = 0. The

designer’s problem is again a linear programming problem, and the solution is typically an

extreme point. In particular, for sufficiently large n such that (1− a)µn + a > 0, we must

have 1−2µn < 0 because a <−1. Then, setting yn = xn is optimal. This implies that, if the

designer mixes, mixing occurs only in early periods (more precisely, at lower beliefs). We

can use an arbitrage argument to show that mixing can occur only at the prior belief in the

second-best policy.

Lemma 3.6. In any designer’s second best policy, if y1 > 0, then yn = xn for all n ⩾ 2.

Proof. Suppose that the designer mixes at belief µm+1 for some m ⩾ 1. In other words, suppose

ym+1 < xm+1 (which implies ym > 0). Below we propose a modification of y that keeps respecting
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the IC constraints. Let

ŷm = ym − ε and ŷm+1 = ym+1 +
1−2µm

1−2µm+1
ε.

It is easy to verify that the LHS of (3.9) is unchanged. This modification is feasible if ε is suffi-

ciently small. By (3.11), the change in the objective function has the sign the same as

β µm(a+1)(1−µm)

β µm −β −2µ +1
.

The numerator is negative. For the denominator, it is negative if

µ >
1−β
2−β

.

Notice that the mixing happens if µ > 1/2, and (1−β )/(2−β )< 1/2, so that the denominator is

indeed negative. Therefore, the value after the modification is strictly higher. Therefore, mixing at

any µn, except at µ1, cannot be optimal.

We can now use Lemma 3.6 to characterize the designer’s second best policies.

Theorem 3.7. Let a <−1. The designer’s second best policy is

• recommend Y until bad news arrives if µ0 ⩾ µ .

• recommend N to all consumers if µ0 ⩽ min{µ,1/2}.

• a policy corresponding to

y1 =
2µ0 −1

µ0

(
1

1−δ + 1
1−(1−β )δ

)
− 1

1−(1−β )δ

and yn = xn for all n ⩾ 2, if 1/2 < µ0 < µ .

Proof. First suppose that µ0 ⩾ µ . Since a < −1, ICC-Y is satisfied under the first best policy

(which is recommending Y until bad news arrives). Since N is recommended only for known bad

products, ICC-N is also satisfied. Therefore, the first best policy is implemented as the second best

policy when µ0 ⩾ µ . This is the first bullet point.

68



When µ0 < µ , the designer’s first best policy is to recommend N to all consumers, which is

implementable only if µ0 ⩽ 1/2. This is the second bullet point.

For the remaining cases, by Lemma 3.6, the designer needs to choose y1 so that ICC-N binds.

Given that yn = xn for n ⩾ 2,

(2µn −1)yn = δ n−1[µ1 − (1−µ1)(1−β )n−1]y1,

so that the LHS of ICC-N now is

2µ0 −1+ y1 ∑
n⩾1

δ n−1 [µ0 − (1−µ0)(1−β )n−1] ,
Set this to 0 to get

y1 =
2µ0 −1

µ0

(
1

1−δ + 1
1−(1−β )δ

)
− 1

1−(1−β )δ

,

as in the claim.

With perfect bad news, if consumers are willing to experiment (µ0 > 1/2), then the

designer cannot do better than discouraging experimentation with some probability at the

starting belief.

3.6.2.2 Designers with Stronger Experimentation Incentives

Consider now a > −1. The relevant IC constraint is ICC-Y (3.10). We again start by

showing that mixed recommendations, if any, can only appear at the beginning of the game.

Formally,

Lemma 3.8. In any designer’s second best policy, if y1 > 0, then yn = xn for all n ⩾ 2.

Proof. Consider ICC-Y (3.10) first. Write it as

−yB +(2µ1 −1)y1 + ∑
n⩾2

(2µn −1)yn ⩾ 0.

Notice that the third term of the LHS must be strictly positive. To see this, notice that the first term

is weakly negative. If the second term is weakly positive, since µn increases in n, the third term is
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strictly positive. If the second term is negative, given the whole LHS is weakly positive, the third

term is strictly positive.

Suppose that y2 < x2 in the second best policy. Pick ε > 0 sufficiently small so that (1+ε)y2 <

x2. We argue that for all n ⩾ 2, y′n = (1+ ε)yn are feasible and satisfy ICC-N. We will use x′n, x′B,

y′n, and y′B to denote the occupancy measures under this revised policy. Consider the law of motion

(3.8) for n ⩾ 1 first. Rewrite it as

(1−δ )xn+1 = δyn[1− (1−µn)β ]−δyn+1.

Since y′n = (1+ε)yn and y′n+1 = (1+ε)yn+1, the correspondingly revised x′n+1 = (1+ε)xn+1. Since

yn < xn, y′n < x′n for all n ⩾ 2. This shows the feasibility constraints are satisfied. ICC-Y is now

−yB +(2µ1 −1)y1 + ∑
n⩾2

(2µn −1)y′n =−yB +(2µ1 −1)y1 +(1+ ε) ∑
n⩾2

(2µn −1)yn.

As we have shown above, ∑n⩾2(2µn − 1)yn is strictly positive, so the expression above is strictly

larger than the LHS of the original ICC-Y. This shows that the revised recommendation policy still

satisfies ICC-Y.

The revised recommendation plan also offers a higher payoff to the designer. By (3.11), the

designer gets

ayB +[(1−a)µ1 +a]y1 +(1+ ε) ∑
n⩾2

[(1−a)µn +a]yn

under the revised recommendation plan. Since (1−a)µn +a > 2µn −1 given a > −1, ∑n⩾2[(1−

a)µn +a]yn > ∑n⩾2[2µn −1]yn, and we already show that the latter is strictly positive. This shows

that the designer’s payoff is also strictly higher. This means that by slightly increasing y2, the

designer can achieve a feasible and incentive compatible recommendation plan with strictly higher

payoff. This contradicts the assumption that the original policy is a second best. The same argument

can be applied to all n ⩾ 2.

We now use Lemma 3.8 to show that mixing at µ1 = µ0 can never happen in any second

best policy.

Proposition 3.9. In any second best policy, y1 = 0 or y1 = 1.
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Proof. By Lemma 3.8 and (3.8), for n ⩾ 1,

yn+1 = δ [1− (1−µn)β ]yn.

In particular, this shows y1 is a common factor of all yn for n ⩾ 2. We can now write ICC-Y as

−yB + y1 ∑
n⩾1

(2µn −1)ỹn ⩾ 0,

where

ỹ1 = 1, ỹ2 =
y2

y1
= δ [1− (1−µ1)β ], and ỹn+1 =

yn

y1
= δ [1− (1−µ1)β ]ỹn,

for n ⩾ 2. Observe that ỹn does not depend on y1 for each n. Instead, it is determined by exoge-

nous parameters µ0, δ , and β . Therefore, the sign of ∑n⩾1(2µn −1)ỹn is determined by the same

exogenous parameters.

If ∑n⩾1(2µn−1)ỹn < 0, the only way to satisfy ICC-Y is to set y1 = 0 and yB = 0. If ∑n⩾1(2µn−

1)ỹn ⩾ 0, since a >−1,

∑
n⩾1

[(1−a)µn +a]ỹn > 0,

so that setting y1 = x1, the largest value possible, contributes to higher payoffs for both the designer

and consumers who receive recommendations Y . By (3.8), if y1 = x1, then y1 = 1.

Mixing at the initial belief is meaningless when the designer has a stronger incentive to

experiment, since a consumer receiving a recommendation Y can deduce that the mixing

at the beginning of the game resulted in a Y recommendation, and she can condition her

belief on that event. More formally, one can show that for any recommendation policy in

which y1 < x1, there is a payoff-equivalent recommendation policy that the designer chooses

to play a mixed strategy at µ1 only in Period 1. If N realizes, the designer will recommend

N to all future consumers. But then a consumer who receives a recommendation Y knows

that the realized recommendation in the first period must be Y and uses this information

to calculate the posterior belief of the product. In turn, the posterior belief is exactly the

same as the posterior belief if the designer simply recommends Y for sure in the first period.
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We proceed by providing a characterization of the second best policies using occupancy

measures.

Theorem 3.10. Define

µ⋆ ≡ 1−δ
2−2δ +βδ

.

For −1 < a < 0, the designer’s second best recommendation policy is to

• recommend Y until bad news if µ0 ⩾ µ⋆. This is also the designer’s first best policy.

• recommend N to all consumers if µ0 < µ⋆.

For a ⩾ 0, the designer’s second best recommendation policy is to

• recommend Y to all consumers if µ0 ⩾ 1/2. This is also the designer’s first best policy.

• recommend Y until bad news, and recommend known bad product with occupancy measure

yB = µ0

[
1

1−δ
+

1
1− (1−β )δ

]
− 1

1− (1−β )δ

if µ0 ⩾ µ⋆. In particular, yB = 0 if µ = µ⋆.

• recommend N to all consumers if µ0 < µ⋆.

The proof is in section A.2. Figure 3.2 illustrates the designer’s the first and second

best policies. Both policies take the form of recommending N forever when the prior is

sufficiently low, and recommending Y until bad news for higher prior. The first best and

the second best policies differ only at intermediate priors, namely, µ0 ∈ (µ,µ⋆).

0 1
µ0

FB
µ

N forever Y until a bad news

SB
µ⋆

N forever Y until a bad news

FIGURE 3.2: The First- and Second-Best Policies for Possible Priors, Negative a

When a ⩾ 0, in the first best policy, µ = 0, and Y is always recommended. However, in

the second best, recommending Y to all consumers is only incentive compatible if µ0 ⩾ 1/2.

72



µ⋆ again gives the boundary between recommending N forever and recommending Y to some

consumers. For µ0 ∈ (µ⋆,1/2), the designer always recommends Y as long as there is no bad

news and occasionally recommends Y after the arrival of bad news so that the consumers

are exactly indifferent between purchasing or not after observing a recommendation Y . For

all µ0 < 1/2, the first best policy is no longer implementable.

0 1
µ0

FB Y forever

SB N forever Y at all µt
some 0 belief

Y forever

Y until a bad news

µ⋆ 1
2

FIGURE 3.3: The First- and Second-Best Policies under Different Priors, Positive a

We can now summarize the second best policies for all a’s under the perfect bad news

signal structure. Just as in the perfect good news case, for both a < −1 and a > −1

cases, whenever 0 < y1 < x1 or 0 < yB < xB, the second best policy is unique with respect to

occupancy measures but not unique with respect to the recommendation policy. As long

as the same occupancy measures are maintained, all recommendation policies are payoff-

equivalent and satisfy the IC constraints. In particular, there are many ways in which the

occupancy measure for purchases at 0 belief can be designated (that is, at which histories

following bad news the product gets recommended).

The equilibria again offers intuitive comparative statics. We can picture the designer’s

second best policies on the a-µ0 plane for a given pair (β ,δ ), which is shown in Figure 3.4.

We consider how the second best policy changes as a ranges from −∞ to 1:

• For µ0 ∈ [1/2,1), when a is small, the second best policy involves mixing that deter-

mined by the IC constraint. That is, the mixing behavior depends on µ0 but not on

a (Region II-A). As a increases and crosses µ , the designer can implement his first

best policy, which is either recommending Y until bad news arrives (for a < 0, Region

I-A) or recommending Y to all consumers (for a ⩾ 0, Region I-B).

• For µ0 ∈ (µ⋆,1/2), the first best policies are implementable when a< 0, which is either
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recommending N for all consumers (before crossing µ , Region I-C) or recommending

Y until bad news arrives (after crossing µ , Region I-A). When a ⩾ 0, the second best

policy involves mixing again determined only by µ0 (Region II-B).

• For µ ∈ (0,µ⋆], the only implementable policy is to recommending N to all consumers,

which is the first best before a crossing µ (Region I-C), but only the second best after

a crossing µ (Region II-C).

a

µ

−4 −2 0 1

0.5

1

−1

I-A

II-AII-AII-AII-AII-AII-AII-AII-AII-AII-AII-AII-AII-AII-AII-AII-AII-A

I-B

II-BII-BII-BII-BII-BII-BII-BII-BII-BII-BII-BII-BII-BII-BII-BII-BII-B

I-C II-CII-CII-CII-CII-CII-CII-CII-CII-CII-CII-CII-CII-CII-CII-CII-CII-C

µ

µ⋆

FIGURE 3.4: The Second Best Policy under Perfect Bad News

Note: Drawn at β = 0.6,δ = 0.55. The designer can implement the first best policies in I regions (shaded with solid

colors), while the first best policies cannot be implemented in II regions (shaded with line patterns). Color gray represents

the policy that recommends N to all agents (Regions I-C, II-C), blue represents the policy that recommends Y until bad

news arrives (Region I-A), and orange represents the policy that recommends Y to all consumers. In regions with vertical

patterns (Regions II-A and II-B), the second best policies involves mixing.

We can also consider how the second best policy changes as µ ranges from 0 to 1. In

general, as µ increases, the designer can experiment more in the second best policy. More

specifically:

• For a ≪ −1, the designer can implement the first best policy, recommending N to

all consumers, if µ0 ⩽ 1/2. For µ ∈ (1/2.µ), while the designer would like no ex-

perimentation, he has to play a mixed strategy to satisfy ICC-N. The occupancy of

recommending Y at µ0 is increasing in µ . When µ0 ⩾ µ , the designer is willing to

74



recommend Y until bad news, and the first best is implementable as the second best.

• For a < −1 but close to −1, the designer can implement his first best as the second

best across all µ . This means recommending N for all consumers when µ < µ , and

recommending Y until bad news for µ ⩾ µ .

• For −1 < a < 0, the first best cannot be implemented if µ < µ0 < µ⋆, where the

designer must recommend N to all consumers to satisfy ICC-Y. The first best policies

are implementable at other µ0 values.

• For a ⩾ 0, the first best is to recommend Y to all consumers and only implementable

if µ0 ⩾ 1/2. Again, if µ < µ⋆, the designer is constrained by ICC-Y and has to

recommend N to all consumers. If µ0 = µ⋆, the designer recommends Y until bad

news as the second best policy. If µ⋆ < µ < 1/2, the designer again uses mixing,

this time by sometimes recommending Y when the product is known to be bad. The

occupancy measure of recommending Y at 0 belief, yB, increases in µ0.

3.7 Extensions

In this section, we introduce two extensions of the model. In subsection 3.7.1, we

consider consumers with noisy signals of their arrival time. While the consumers still do

not fully learn their arrival time, and the IC constraints are still global, the consumers are

no longer homogeneous. Instead, there are different types of consumers depending on their

information of arrival time. Since consumers prefer arriving late to exploit the designer’s

information, the type of consumers with signals suggesting their arrival time is likely to be

early imposes stronger IC constraints. Using the motivating example in subsection 3.2.1

again, we show that the first best is still mostly achieved if the signal of arrival time is not

too accurate. In subsection 3.7.2, we consider some consumers may not leave any feedback

after purchase. This corresponds to the scenarios where some consumers may have a higher

cost leaving feedback. For simplicity, we assume that whether a consumer leaves feedback is

independent of the quality of the product. It follows that the designer has a lower learning

speed if some consumers do not leave feedback.
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3.7.1 Noisy Signal on Arrival Time

Until now, we assumed that the only information a consumer receives is the recommen-

dation generated by the system that the designer commits to. In many real-world scenarios

though, consumers might have some information about how recently the product was in-

troduced to the market, and in turn, how early adopters they are. Here, we consider an

extension in the context of the simple example from subsection 3.2.1, in which consumers

also receive a noisy signal about which period they arrive.

Suppose that consumers in the 2-period example in subsection 3.2.1, besides receiving

a recommendation from the system whether to purchase the product, observe a signal k

about their arrival time, where for some p > 1/2,

k(t) =

{
t with probability p,
3− t with probability 1− p,

together with the designer’s recommendation. We would like to check if the designer’s first

best is still implementable. Suppose the designer recommends Y to the first consumer. The

designer recommends Y to the second consumer only if good news arrives. The beliefs of

the consumers are

P(t = 1 | k = 1,Y ) =
1

1+δ p
1

1+δ p+ δ
1+δ (1− p)αµ0

=
p

p+δ (1− p)αµ0
.

P(t = 1 | k = 2,Y ) =
1

1+δ (1− p)
1

1+δ (1− p)+ δ
1+δ pαµ0

=
1− p

(1− p)+δ pαµ0
.

These allow us to write the IC constraints for consumers who receive k = 1 and k = 2.
p

p+δ (1− p)αµ0
(2µ0 −1)+

δ (1− p)αµ0

p+δ (1− p)αµ0
×1 ⩾ 0,

1− p
(1− p)+δ pαµ0

(2µ0 −1)+
δ pαµ0

(1− p)+δ pαµ0
×1 ⩾ 0,

which simplify to

µ0 ⩾
1

2+δα
(

1−p
p

) and µ0 ⩾
1

2+δα
(

p
1−p

) ,
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respectively. Notice that p > 1/2, hence

1

2+δα
(

1−p
p

) ≡ µp > µ
0
=

1
2+δα

>
1

2+δα
(

p
1−p

) ,
where µ

0
, defined in (3.1), is the lowest belief that the designer recommends Y in the first

period under the first best policy. In other words, the binding IC is the IC of the consumers

who receive the signal k = 1.

Therefore, the designer’s first best is no longer implementable if

µ0 ∈

µ
0
,

1

2+δα
(

1−p
p

)
=

[
µ

0
,µp

)
.

Inside this range, if the designer keeps the recommendation plan unchanged, only consumers

who receive k = 2 follow the recommendation Y . Such consumers believe that they are more

likely to be the second consumer, who is recommended to purchase only when the product

is revealed to be good. Consumers who receive k = 1 instead believe that it is more likely

that they arrived in the first period and are asked to experiment a product of unknown

quality. This example shows that once consumers have additional information about their

arrival time, the designer may not be able to implement the first best policy as often even

if their per-period payoff coincides with the consumers’ payoffs. Notice that the bound

µp < 1/2 changes intuitively with p. As p → 1/2, consumers receive imprecise information

regarding the timing of their arrival, and µp → µ
0
. At the extreme p = 1/2, consumers

have no information about their arrival time, and the original first-best policy is recovered

with µp = µ
0
. Conversely, as p → 1, consumers become increasingly aware that they are

asked to experiment, and µp → 1/2. In the limiting case p = 1, the first consumer knows

with certainty that the designer possesses no additional private information; here, µp = 1/2,

reflecting the fact that no experimentation can be induced.

Another interesting feature of this example is that the designer may be able to experi-

ment even if the original first best policy (when the consumers have no information about
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their arrival time) is not IC. More specifically, signal k = 2 is beneficial for the designer as

it strengthens the confidence of the consumer that it is more likely that she is not asked to

experiment but to exploit the known information. If the first consumer receives signal k = 2,

the designer can induce some experimentation at a belief even lower than µ
0
. Generally

speaking, the signal about the arrival time breaks the homogeneous consumer setup and

creates types of consumers with different beliefs regarding arrival time. Each type has a

different posterior regarding their arrival time, leading to a different set of IC constraints,

which reflect different trade-offs between exploration and exploitation. The IC constraints

for consumers who believe they arrive early based on their arrival time signal usually require

a higher prior to accept recommendation Y as they believe that they are more likely to be

asked to explore rather than exploit, while consumers who believe that they are more likely

to arrive later can accept Y at a lower prior.

3.7.2 Some Consumers not Leaving Feedback

In this subsection we consider an extension of the model in which we relax the assump-

tion that all consumers leave feedback about their experiences with the product. We focus

on the case of a non-paternalistic designer and a perfect good news signal structure.

Formally, for each consumer purchase, we assume that with probability κ ∈ (0,1) the

consumer does not leave feedback for the system. For simplicity we assume that the signal

that the consumer receives after purchasing the product and whether the consumer leaves

a feedback are independent. Therefore if a consumer does not leave feedback, the belief

regarding the product’s quality remains the same.

The possibility of no feedback introduces exogenous delay to experimentation. That is,

while every purchase leads to belief jumping to 1 or updating to a lower belief if feedback is

always available, an experiment now can lead to no change in belief. Such delay slows down

learning and reduces the value of experimentation. In turn, the designer stops experimenting

at a higher belief. We show this by solving the designer’s first best problem.

First, by applying the same argument in the proof of Theorem 3.1, we can show that the
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designer’s first best policy is still a threshold policy. Let µκ be the threshold. For µ ⩾ µκ ,

the designer’s Bellman equation is

W (µ) = 2µ −1+δ
{

κW (µ)+(1−κ)
[

µα
1−δ

+(1−µα)W
(

µ(1−α)

1−µα

)]}
,

which simplifies to

(1−δκ)W (µ) = 2µ −1+δ (1−κ)
[

µα
1−δ

+(1−µα)W
(

µ(1−α)

1−µα

)]
.

At µκ , W (µκ) and W (µκ(1−α)/(1−µκα)) are both 0, so that

µκ =
1−δ

2(1−δ )+δα(1−κ)
.

Comparing this to µ from Example 3.1, since (1−κ) ∈ (0,1), µκ < µ . That is, the designer

stops experimentation at a strictly higher belief.

It is also straightforward to show that this first best policy is IC given that a = −1.

Intuitively, consumers understand that feedback is not always provided and adjust the belief

update after observing a recommendation Y , which again aligns the payoff of consumers

after observing a recommendation Y with the designer’s expected payoff before Period 1

W (µ0). We can show this formally using occupancy measures. Notice that the on path

beliefs are the same as before, only the occupancy measure for each belief is different. In

particular, instead of (3.4), we now have

x1 = 1+δ [x1 − (1−κ)y1],

xn+1 = δ (1−κ)(1−αµn)yn +δ [xn+1 − (1−κ)yn+1] ,

xG = δxG +δ ∑
n⩾1

(1−κ)αµnyn.

Since µκ < 1/2, it is sufficient to check that ICC-Y is satisfied. From the law of motions

above, both the designer’s objective and the consumer’s expected payoff after observing Y

under the first best policy (i.e., the LHS of ICC-Y) are

∑
n⩾1

[
µn

(
2+

α(1−κ)δ
1−δ

)
−1
]

yn.
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Since the designer chooses to experiment only if the expected payoff of experimenting is

weakly positive, this is weakly positive for µ0 > µκ . Therefore, ICC-Y is satisfied.

Just as in subsection 3.5.1, the coefficient of yn can be considered as the value of ex-

perimentation at belief µn, by considering both the current period payoffs and all possible

continuation payoffs. For each n, the coefficient here is smaller than the corresponding one in

subsection 3.5.1 due to the additional (1−κ) factor, which shows that the experimentation

value is lower at each belief due to the possibility of no feedback and no learning.
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4. Invest or Fall Behind: Maintaining Quality in Hotelling
Markets

4.1 Introduction

Competition among firms in markets with heterogeneous consumers is a classic topic in

economics (Hotelling, 1929; Launhardt, 1885; Salop, 1979). Firms frequently serve distinct

market niches to appeal to consumers with specific preferences. Restaurants offer different

ethnic foods and types of dishes to attract specific types of consumers. Streaming plat-

forms are often categorized by genres of programming. Note-taking applications emphasize

either efficient organizational tools or refined handwriting interfaces to attract business

professionals and students, respectively.

Catering to consumers’ heterogeneous tastes, however, is just one dimension of competi-

tion. Firms also compete and maintain product quality, a task that is subject to unexpected

shocks and requires constant vigilance and frequent rounds of investment. For restaurants,

an example of a quality shock is equipment malfunction, which degrades the flavor or visual

appeal of the food. For TV shows, a quality shock can be a leading star departing a series

for personal reasons.1 For apps, a quality shock can be software bugs that reduce usability.2

Alternatively, even if a firm maintains its own quality, it may nevertheless fall behind when

rivals upgrade their products, thereby altering the relative ranking in the market.

Formally, firms compete along multiple dimensions of differentiation. In the examples

above, horizontal differentiation reflects differences in heterogeneous consumer tastes, while

vertical differentiation captures differences in product quality. In this paper, I examine how

firms invest in and sustain product quality when facing diverse consumers. More specifically,

the questions addressed are as follows: Does consumer heterogeneity intensify or dampen

1 As an example, Two and a Half Men (CBS, 2003 – 2015) replaced Charlie Sheen with Ashton Kutcher in 2011 and
survived for another four seasons.

2 As an example, Notability recognized performance issues that lead to overheating users’ devices and draining battery
life. Some other apps experienced more significant issues, such as “the Sonos app fiasco”, which even led to Sonos’
chief marketing officer, the chief product officer, and eventually the CEO leaving the company.
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quality competition? How does the interaction between the two dimensions of product

differentiation depend on the cost of quality investment? In terms of welfare, when facing

heterogeneous consumers, do competing firms invest in quality efficiently, over-invest, or

under-invest?

To answer these questions, I develop a dynamic Hotelling model, in which two firms

engage in quality and price competition. Horizontally, duopolists are located at either

end of the spectrum of tastes, and consumers incur exogenous linear transportation costs.

Vertically, the firms endogenously determine their quality levels over time. High-quality

products may experience unanticipated deterioration due to quality shocks (equipment

failure, loss of key personnel, discovery of software bugs), whereas low-quality products can

be restored to high quality through costly investment, which is referred to as a product

upgrade hereafter.

The two firms engage in quality competition in discrete time over an infinite horizon.

In each period, firms with low-quality products first decide whether to upgrade. If both

products are of low quality, these upgrading decisions are made simultaneously. After the

firms’ upgrades, nature randomly and independently places shocks on high-quality products.

The period’s quality levels are then realized, and consumers arrive. Firms set prices, and

each consumer chooses whether to purchase at most one unit. The period ends once all

purchasing decisions are made and current consumers exit the market. Both the firms’

upgrades and nature’s shocks are publicly observed. I focus on symmetric Markov perfect

equilibria of this dynamic game.

My main findings are as follows. First, firms’ upgrading frequencies are non-monotonic

in upgrading costs. Specifically, two distinct competition modes emerge: upgrading deter-

rence when quality investment is relatively cheap, and direct competition when it is relatively

costly. In the upgrading-deterrence mode, when one firm possesses a high-quality product,

the firms engage in “quality wars,” where the low-quality firm actively upgrades to catch

up. This costly rivalry serves as a deterrent, leading both firms to refrain from upgrading

when both products are of low quality. As quality investment becomes more expensive,
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such wars cease to be a credible deterrent, and the firms shift to direct competition. In

this mode, the firms employ mixed investment strategies to manage their rivals’ quality-

upgrading incentives by shaping the rivals’ future investment prospects. When quality is

low, each firm invests with positive probability to gain either an immediate or future quality

advantage. The observed non-monotonic pattern arises precisely from the switch between

these two modes: in the upgrading-deterrence regime, firms abstain from upgrading when

both offer low-quality products, whereas in the direct-competition regime – especially when

upgrading costs are moderately low – they always upgrade in that state.

Second, related to the non-monotonicity in upgrading frequency, I show that firms

under-invest at relatively low or relatively high upgrading costs compared with an efficient

social planner. Two distinct forces drive this under-investment. At relatively low upgrading

costs, firms under-invest because of deterrence from costly quality wars. At relatively high

upgrading costs, firms under-invest because of the failure to internalize consumer surplus.

When the upgrading cost is intermediate, firms engage in direct competition and over-invest.

Finally, my model demonstrates that horizontal differentiation influences firms’ compet-

itive behavior via the upgrading cost, which in turn modifies the level of vertical differen-

tiation. The interactions between the two dimensions of product differentiation are driven

by fully dynamic forces. When upgrades are cheap and firms have similar quality levels,

greater horizontal differentiation strengthens market power, raises profits, and intensifies

quality competition, thereby reducing vertical differentiation. When upgrades are expen-

sive, however, one firm is more likely to emerge as the quality leader. Greater horizontal

differentiation then erodes the leader’s profits from market dominance, making leadership

less attractive and discouraging rivals from catching up, reinforcing vertical differentiation.

In other words, the dynamic effect of horizontal differentiation is dominant-competition-

state-enhancing: it intensifies the competition if the competition is relatively intense, and it

dampens the competition if the competition is relatively weak. That is, the two dimensions

of differentiation exhibit substitution effects at lower upgrading costs and complementary

effects when upgrading costs are higher.
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In this paper, I highlight the effects of horizontal differentiation in firms’ dynamic qual-

ity competition with a parsimonious framework. By introducing horizontal differentiation,

the model generates under-investment in quality and explains why persistent low-quality

levels can be maintained in real-world competition scenarios, neither of which is possible if

horizontal differentiation is absent. As an example of under-investment with low upgrading

costs, consider restaurants in a food court inside a shopping mall, which typically provide

mediocre food. A restaurant finds it unprofitable to improve quality by installing new equip-

ment or hiring a new chef, since such improvements are inexpensive and easily replicated

by competitors, yielding no gain in market share. As an example of under-investment with

high upgrading costs, consider the recent iterations of iPhones and Galaxy phones. Mean-

ingful quality improvements that could expand market share require major technological

innovation, which is prohibitively costly in the mature smartphone market.

I also identify a new mechanism, the dominant-state-enhancing effect, through which

horizontal differentiation influences quality competition in oligopoly. Quality competition

generates similar or differentiated quality levels between firms. The equilibrium quality

investment behavior, in turn, generates a steady-state time distribution over quality lev-

els. Increasing horizontal differentiation dynamically modifies this behavior, reinforcing

the quality level that already dominates the time distribution before the change. This

effect induces a dynamic substitution or complementarity between horizontal and vertical

differentiation, anchored by the cost of quality investment.

While the analysis primarily assumes that quality shocks are independent across firms,

the model can also accommodate correlated shocks. In an extension, shocks are taken to

be positively correlated, and the two modes of competition still emerge, albeit in modified

form. More specifically, positively correlated shocks can reset both firms’ quality and offer

the opportunity to restart evenly. For upgrading deterrence, this restarting effect can end

quality wars faster and make deterrence less effective, leading firms to choose a higher up-

grading frequency in the quality war to compensate. For direct competition, the restarting

effect lowers competitive incentives by reducing the possibility of becoming a market leader,
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which reduces upgrading frequency.

Literature. This paper studies quality investment dynamics in a duopoly setting. A

large theoretical literature studies dynamic quality investment, often in oligopoly compe-

tition settings (Maskin & Tirole, 1987, 1988a, 1988b; Rosenkranz, 1995), frequently incor-

porating additional features such as firm entry or exit (Abbring et al., 2018; Doraszelski

& Markovich, 2007; Doraszelski & Satterthwaite, 2010; Ericson & Pakes, 1995), learning

by doing (Besanko et al., 2010), or reputation concerns (Board & Meyer-ter-Vehn, 2013).

Empirical studies also document dynamic competition with heterogeneous consumers and

non-monotonic patterns of investment (Aghion et al., 2005; Eizenberg, 2014; Gowrisankaran

& Rysman, 2012; Ryan, 2012). Related to this paper, Besanko et al. (2010) analyzes how

firms reduce production costs through higher sales but suffer from organizational forgetting,

which together shape their competitive edge. Consumer heterogeneity is modeled by an

idiosyncratic preference shock with a Type I extreme value distribution. By contrast, the

model in this paper generates non-monotonic dynamics without relying on additional fea-

tures such as scrap values, learning-by-doing, or reputation. Instead, this non-monotonicity

is generated by modeling horizontal differentiation with a familiar Hotelling setup.3

In terms of inefficiencies in quality investment, it is well known that competition can lead

to excessive investment, for example, through excessive entry (Mankiw & Whinston, 1986),

and that investment incentives are shaped by uncertainty, appropriability, and spillovers

(Ahuja & Novelli, 2017; Bloom et al., 2013; Jones & Williams, 2000). Over- or under-

investment is also documented in empirical research on, for example, semiconductor chips

(Goettler & Gordon, 2011) and automobiles (Esteban & Shum, 2007). Compared with the

existing literature, my model shows that firms may under-invest in two disjoint quality-

investment cost ranges for different reasons: deterrence from quality wars at low cost levels,

and the failure to internalize consumer surplus at high cost levels.

The dynamic interaction between different dimensions of product differentiation is a

3 Few papers have studied dynamic Hotelling competition problems, with one example being Lambertini (2012),
although that paper investigates the location decisions of the firms; that is, endogenizing the horizontal differentiation.
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topic that is less studied in the extant literature. Shaked and Sutton (1982) and Motta

(1993) examined how quality differentiation is used to attenuate price competition, but

consumers are essentially homogeneous, and quality competition is one-shot. Some papers

also employ Hotelling models with additional features to represent multiple dimensions

of differentiation, such as product positioning based on consumers’ recognition (Irmen &

Thisse, 1998), or non-uniform consumer distributions (Gabszewicz & Wauthy, 2012), but

these models are largely static. Along this line, Vanhaecht and Pauwels (2005) considered

two competing universities facing both horizontal (location) and vertical (education quality)

competition in a one-shot game. To my best knowledge, this is the first paper to examine

the dynamic interactions of multiple dimensions of product differentiation.

The remainder of the chapter is structured as follows. Section 4.2 introduces the model.

Section 4.3 analyzes the case without horizontal differentiation, where firms engage in dy-

namic Bertrand competition in price and quality. Section 4.4 studies the full model with

both horizontal and vertical differentiation. In both cases, outcomes under duopoly com-

petition are compared with outcomes under a social planner to illustrate possible efficiency

losses. While the main results are presented under symmetric equilibria, Section 4.5 con-

siders the extent to which the results continue to hold under asymmetric equilibria. Section

4.6 discusses extensions.

4.2 The Model

Two firms engage in dynamic competition in a Hotelling market. Time is discrete and

infinite, and the period length is ∆. ∆ is used to model how fast firms can react to nature

or to each other.4 The analysis primarily focuses on scenarios where firms can react swiftly,

and equilibrium behaviors are described in the limit as ∆ → 0. This approach provides an

approximation of the equilibria, streamlines expressions by removing higher-order terms to

offer clearer insights, yet still keeps the easier interpretation of a discrete-time model.5

4 In particular, ∆ does not affect consumer dynamics. As we will formally establish, consumers are transient and will
leave the market by the end of their arrival period. The total mass of consumers is also not affected by ∆.

5 It may be perceived that we are studying a continuous-time model here by taking the limit ∆→ 0. Still, there are a few
reasons to consider a discrete-time model instead. First, it is more reasonable to believe that firms’ strategic decisions
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We start by discussing the static competition environment, which follows a standard

Hotelling setup. The two firms are located at the boundaries of the Hotelling market [0,1],

and are referred to as Firm 0 and Firm 1, respectively. Firms’ locations are exogenously

fixed. Each firm produces a product with quality that can be high (H) or low (L). Let vq

be the value of the product with quality q, and

vH = 1, and vL = α ∈ (0,1).

The production costs are normalized to 0.

In each period, there is a mass ∆ of consumers uniformly distributed on [0,1]. Each

consumer can choose to purchase from Firm 0, Firm 1, or the outside option (no purchase).

If a consumer purchases, she pays a transportation cost in addition to the price charged

by the firm. The transportation cost is linear in the distance between the consumer and

the firm, measured by an exogenous coefficient k. If the consumer does not purchase, she

receives an outside option normalized to 0. Formally, suppose the quality level and price

of Firm i, i = 0,1, are qi and pi, respectively. Consumers at location ℓ ∈ [0,1] choose by

solving

max{q0 − p0 − kℓ,q1 − p1 − k(1− ℓ),0} .

Unless stated otherwise, assume 0 < k ⩽ 1/3. The restriction on the size of k guarantees

that firms engage in meaningful competition rather than acting as separate monopolists

when quality levels are not too low.6

The transportation cost coefficient k represents the level of horizontal differentiation.

The higher k is, the higher the transportation cost a consumer must pay to reach a distant

firm. As a result, consumers are more inclined to purchase from the nearer firm (under

comparable quality-price combinations). This means the market is more horizontally dif-

ferentiated, in the sense that the options provided by the two firms are more differentiated

are discrete. Second, starting from a discrete model helps avoid some technical issues associated with continuous-time
models.

6 The choice 1/3 also involves concerns about static-game equilibria when quality levels are lower. In subsection A.3.1,
we discuss how the size of k and α affect static Hotelling game equilibria.
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from a consumer’s perspective.

Comparative statics of firms’ quality-competition behavior with respect to k show the

interaction between horizontal and vertical differentiation.

Quality evolves as follows. In each period, when the quality of a product is high, the

corresponding firm cannot further upgrade the product, yet nature can place a shock with

probability b = 1− e−β∆ for some β > 0.7 When the quality is low, nature does not place

shocks, and the firm can upgrade the product by paying a lump-sum cost c to restore

high quality. Shocks are assumed to be independent across firms in the baseline model.

Correlated shocks are considered in an extension in section 4.6.

In an arbitrary period n, let (qn
0,q

n
1) be the state at the beginning of the period. If

(qn
0,q

n
1) ̸= (H,H), firms first make upgrade decisions, which modify the state to the inter-

mediate (q̃n
0, q̃

n
1). If (q̃n

0, q̃
n
1) ̸= (L,L), nature then decides whether to place shocks, and the

state after nature’s shock is (qn+1
0 ,qn+1

1 ). This is the state faced by consumers in period

n, the state under which firms make pricing decisions for period n, and the state at the

beginning of period n+ 1. This stage-game order also allows nature to cancel out firms’

upgrading efforts. The stage-game timeline is shown in Figure 4.1. Firms discount future

payoffs using a common discount factor δ = e−r∆.

tn tn+1 = tn +∆

(qn
0, qn

1) (qn+1
0 , qn+1

1 )

Firms’ upgrade decisions

(q̃n
0, q̃n

1)

Firms’ pricing

Nature’s shock(s)

(qn+1
0 , qn+1

1 )

Consumers purchasing

FIGURE 4.1: Stage Game Timeline

Firms play Markov strategies with the quality pair (q0,q1) as the quality-relevant state.

In general, for a fixed period length ∆, Firm i’s strategy is a map:

{(qi,q j)}→ [0,1]×R+.

7 When ∆ → 0, the shock behaves as if it were a Poisson arrival process with parameter β .
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The first dimension is the upgrading probability. It is meaningful only when qi = L. Firm

i can play a mixed strategy by choosing an upgrading probability between 0 and 1. The

second dimension is price.

In general, the order in the stage game has strategic effects on outcomes. For instance,

it matters whether nature can cancel out firms’ upgrading efforts. To see this, consider a

social planner who would like to maximize consumer surplus when k = 0. If, as opposed

to the order above, nature moves first, the social planner should never have an incentive

to duplicate the high-quality product: the social planner can guarantee a high-quality

product for consumers in each period by simply keeping one high-quality product after

nature’s shocks. Given that there are no transportation costs, this is sufficient to keep

consumer surplus at the highest possible level. However, if the social planner moves first

as stated above, the social planner could duplicate high-quality products, with the second

high-quality product serving as insurance against nature’s shocks. Nevertheless, in the limit

as ∆ → 0, the order of moves does not affect equilibrium outcomes. In particular, this is

because nature’s shock probability decreases in ∆ and converges to 0 when ∆ → 0. In the

social planner example, this means the probability that both products receive shocks is 0,

so duplication is not profitable.8

Because firms can adjust prices each period after observing the realized state at no

cost, pricing is reduced to a static problem. Firms play static Nash-equilibrium pricing

strategies, which are briefly discussed in subsection 4.2.1. For this reason, I focus mainly

on upgrading strategies, denoted by σi : {(qi,q j)}→ [0,1]. For a given σ j and nature’s shock

probability b, σi determines state-transition probabilities. Let

m(σi,σ j,b)
(
q′i,q

′
j | qi,q j

)
denote the probability of transitioning from (qi,q j) to (q′i,q

′
j). Let πi(qi,q j) be Firm i’s

stage payoff at state (qi,q j), and let Firm i’s expected payoff Vi(qi,q j) at state (qi,q j) be

8 In subsection A.3.6, I considered an alternative stage-game timeline and showed that the results of the paper remain
robust under this alternative timeline.
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recursively defined as

Vi(qi,q j) = πi(qi,q j)∆+ e−r∆ ∑
(q′0,q

′
1)

m(σi,σ j,b)
(
q′i,q

′
j | qi,q j

)
Vi(q′i,q

′
j).

Both firms are expected-payoff maximizers.

The equilibrium concept I use is symmetric Markov perfect equilibrium (MPE). One

potential concern is firms’ collusive behavior, i.e., whether more general equilibrium con-

cepts, such as subgame perfection, should be selected instead of MPE. While a general SPE

can possibly achieve the highest joint profit, it is a long tradition in both theoretical and

empirical research to focus on MPE when considering industry dynamics (Aguirregabiria et

al., 2021; Doraszelski & Satterthwaite, 2010; Maskin & Tirole, 1987, 1988a, 1988b). MPE

is often favored for the following reasons. First, it is conceptually simpler because it does

not rely on the full history of the game. This also suggests that it is easier to compute and

apply in empirical research. Second, collusion is often considered less plausible in many

industries. Collusion may be impossible for policy reasons (i.e., the prohibition of cartels)

or because of industry structure (such as low entry barriers).

The following reasons support the focus on symmetry. First, given that the game envi-

ronment and the firms are perfectly symmetric, symmetric equilibria are considered more

reasonable under the Harsanyi Symmetry-Invariance Criterion9. In particular, this guar-

antees that equilibria do not persistently favor one firm over the other. Second, symmetric

equilibria are also more robust if there is a fixed flow cost of staying in the market. In

asymmetric MPE, there is usually a “strong” firm and a “weak” firm, and the weak firm

cannot survive with a (possibly small) fixed cost. As an example, in particular investment-

cost ranges, one asymmetric MPE is a Chicken MPE, and the equilibrium outcome is that

only one firm keeps its product at high quality. In turn, the weak firm gets a payoff of 0,

and this MPE cannot exist with any positive fixed cost. Finally, it is also traditional in

the strategic-investment literature to consider symmetric equilibria (Besanko et al., 2010;

9 This criterion suggests that the solution concept of a symmetric game should also be symmetric. See Harsanyi and
Selten (1988) for details.
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Pakes & McGuire, 2001).10 If there are multiple symmetric MPE, the MPE that offers the

highest joint profit is considered for welfare implications.

4.2.1 The Stage Game

Before turning to dynamic competition, it is useful to briefly examine the static stage

game, as it clarifies the upgrading incentives that drive the later analysis. A formal treat-

ment of the stage game, including proofs of the results, is provided in subsection A.3.1.

First, consider the special case of k = 0, where the market reduces to Bertrand compe-

tition. When the quality levels of the products are the same, both firms charge price 0 in

the Nash equilibrium, and

π0(H,H) = π0(L,L) = 0.

When quality levels differ, the firm producing the high-quality product (the quality leader)

has a competitive advantage. Consider (q0,q1) = (H,L) as an example. In the unique Nash

equilibrium, p0 = 1−α and p1 = 0, leading to

π0 = 1−α, π0 = 0.

In equilibrium, consumers are indifferent between the two firms and break ties in favor of

the higher-quality firm. In particular, a firm must be the quality leader to earn positive

profit when k = 0.

Next, consider k > 0, where the market is Hotelling. Here, I assume a relatively small k to

maintain sufficient competition and a relatively small α so that shocks remain meaningful.11

Formally,

Lemma 4.1. Suppose that 0 < k ⩽ 2/9 and 0 < α ⩽ 1−3k. In the stage-game Nash equilibrium:

• If (q0,q1) = (H,H), p0 = p1 = k, and π0 = π1 = k/2.

• If (q0,q1) = (H,L), p0 = 1−α − k, p1 = 0, and π0 = 1−α − k, π1 = 0.

10 In section 4.5, I discuss how the results under symmetric MPE can partially extend to asymmetric MPE.

11 This is the range for the results of comparative statics in later sections. For results under more general parameter
settings, see subsection A.3.1.
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To build intuition, first consider (q0,q1) = (H,H). With a positive k, firms have market

power and can charge a positive price even in the balanced state (H,H). Suppose Firm 1

still charges 0, as in the equilibrium under k = 0. Even then, a consumer at location 0 gets

only 1− k from Firm 1. Firm 0 therefore has an incentive to charge a positive price, say

ε > 0, since it attracts consumers in [0,(k− ε)/2k] and earns a positive payoff. As Firm

0 raises its price, Firm 1 faces weaker competition and likewise has an incentive to raise

its price. In equilibrium, both the equilibrium price and the stage payoff increase in k.

Intuitively, firms earn higher profits when they have greater market power.

If (q0,q1) = (H,L), given small k and α , the quality leader, Firm 0, prices aggressively

and captures the entire market. This is the same as when k = 0. As k increases, however,

capturing the entire market becomes more difficult. Firm 0 must charge a lower price to

compensate for the higher transportation costs of distant consumers. In turn, the price and

stage profit decrease as k increases.

4.3 Vertical Differentiation with Homogeneous Consumers

A simpler problem is to consider firms’ upgrading strategies when consumers are ho-

mogeneous. More specifically, this section considers the special case k = 0 and removes

horizontal differentiation. This simplification allows for a clearer interpretation of firms’

incentives and provides useful contrasts with the case featuring both vertical and horizontal

differentiation, discussed in the next section.

4.3.1 The Social Planner Benchmark

As a benchmark, a social planner who maximizes total surplus, defined as

Consumer surplus+Producer surplus−Upgrading costs,

is analyzed first. The social planner is utilitarian: for a given state (q0,q1), the allocation of

surplus is irrelevant, so the planner should always have consumers purchase from the firm

offering the higher trading surplus.12 One simple price strategy that implements this is to

12 The trading surplus for each consumer is always positive since α > 0 and k = 0. In turn, the social planner covers the
whole market under any optimal policy.
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set p0 = p1 = 0, which allows consumers to choose the higher-quality product. The stage

social surplus is then

w(q0,q1) = max{vq0 ,vq1}.

The social planner’s optimal policy is as follows.13

Proposition 4.2. The social planner’s optimal policy is as follows:

• Upgrade one product at (L,L) and no other upgrade if c ⩽ (1−α)/(r+β ).

• No upgrade if c > (1−α)/(r+β ).

The proof is in Appendix A.3.2. The threshold has a clear interpretation: if the social

planner upgrades one product at (L,L), the state is maintained at (H,L) (or (L,H)) in

the limit. The flow payoff is vH = 1. If the social planner does not upgrade at all, the

state remains (L,L) forever, and the flow payoff is vL = α . The threshold, (1−α)/(r+β ),

represents the increase in the present value of social welfare from making the upgrade. If

this increase exceeds the cost, the social planner upgrades.

Notice that the social planner never upgrades both products and duplicates high-quality

products in the limit. As mentioned in subsection 4.2.1, flow social welfare does not benefit

from a second high-quality product: consumers do not benefit from it when there is no

transportation cost, and the social planner can respond instantly to nature’s shock.

4.3.2 Duopoly Competition Equilibria

Now consider duopoly competition. As with the social planner, firms do not upgrade

when the upgrading cost is too high. In fact, the threshold at which firms stop upgrading

is the same as that of the social planner. To see this, suppose Firm 1 never upgrades. Firm

0’s problem is then whether to upgrade at state (L,L). If Firm 0 chooses not to upgrade,

the stage payoff is 0. If Firm 0 upgrades, it becomes the pseudo-monopolist, occupying

the whole market and earning stage profit 1−α . The gain from upgrading, in present

value, is (1−α)/(r +β ). If the cost is higher, then even if the opponent chooses not to

13 Unless stated otherwise, the optimal policy and all later results are stated in the limit as ∆ → 0.
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upgrade, Firm 0 should also refrain from upgrading, since pseudo-monopolist profit is still

not sufficient to cover the upgrading cost. If the cost is lower, the present value of the gain

from upgrading is higher than the upgrading cost, given that the opponent firm chooses

not to upgrade, so no-upgrading cannot be an equilibrium. This constitutes the range of

no-upgrading MPE.14

Lemma 4.3. If c > (1−α)/(r+β )≡ c̄, both firms never upgrading is an MPE.

The proof is included in Appendix A.3.2, which formalizes the argument above.

Low Cost Levels. When costs are lower, firms have incentives to make at least some

upgrades. Nevertheless, there is no MPE in which both firms always upgrade whenever pos-

sible when c > 0. Intuitively, if each firm upgrades whenever a shock occurs and the state

remains (H,H), firms earn no stage payoff because of Bertrand competition. Yet upgrades

are costly, implying that firms would have strictly negative expected payoffs. Therefore,

when c < c̄, firms must employ “occasional” upgrading strategies in any equilibrium. Specif-

ically, each firm faces two upgrading decisions: whether to upgrade when the opponent’s

quality is H, and whether to upgrade when the opponent’s quality is L. The questions are:

(i) in which state should a firm upgrade, and (ii) what should the upgrading frequencies

be? Without loss of generality, consider Firm 0:

• At state (L,H), if Firm 0 upgrades, the state becomes (H,H), and Firm 0 receives no

immediate profit from the upgrade.

• At state (L,L), if Firm 0 upgrades, then as long as Firm 1 does not upgrade for sure,

Firm 0 can reach (H,L), where it earns positive profit. Even if Firm 1 upgrades for

sure, the state becomes (H,H), the same outcome as when upgrading at (L,H).

Thus, the immediate outcome after upgrading at (L,L) is weakly better than upgrading at

(L,H). It is therefore natural to conjecture that both firms should upgrade at (L,L) when

c is sufficiently low. This leads to the following MPE. For symmetric MPE in this and the

following sections, it is sufficient to list Firm 0’s strategy.

14 Note that the social planner’s threshold and the firms’ threshold coincide only at k = 0. More details are discussed at
subsection 4.3.3.
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Proposition 4.4. The following is an MPE if the upgrading cost

0 < c ⩽
β (1−α)

(2β + r)(r+β )
≡ c̃ :

• At (L,L), Firm 0 upgrades for sure.

• At (L,H), Firm 0 upgrades with rate

f (c) =
(1−α)β − (r+β )(r+2β )c

(r+β )c
.

Moreover, f is strictly decreasing in c.

The proof is in Appendix A.3.2. To understand the upgrading incentives, consider how

Firm 0 reaches state (H,L), the only state in which Firm 0 earns positive stage profit under

this MPE. Given that Firm 1 always upgrades at state (L,L), if Firm 0 also upgrades at

(L,L), the state becomes (H,H), which yields no immediate profit. Instead, Firm 0 profits

only if nature places a shock on Firm 1’s product and changes the state to (H,L). Firm 1’s

strategy at (H,L) therefore matters, because it determines the expected duration for which

Firm 0 remains in its only profitable state, (H,L).

If Firm 1 upgrades at state (H,L) for sure, the state transitions to (H,H) immediately.

As ∆ → 0, the expected duration spent at (H,L) converges to zero. For any positive up-

grading cost that remains constant as ∆ → 0, such an aggressive strategy does not provide

sufficient incentive for Firm 0 to upgrade at (L,L). Hence, an equilibrium in which both

firms upgrade at (L,L) cannot be supported. Conversely, if Firm 1 never upgrades at (H,L),

the only way Firm 0 exits state (H,L) is through nature’s exogenous shock. The expected

duration of (H,L) is then the longest possible, which strictly incentivizes Firm 0 to upgrade

at (L,L) for sufficiently low c. But this also means Firm 0 always upgrades at state (L,H),

which reduces the duration of state (L,H) to zero. To see this, note that Firm 0’s upgrading

incentive at (L,H) is the same as at (L,L), since upgrading in either state leads to (H,H) at

the same cost c, and staying at (L,H) also yields zero payoff. Thus, if Firm 0 has a strict

incentive to upgrade at (L,L), it must also have a strict incentive to upgrade at (L,H). Since
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state (L,H) is the only state where Firm 1 earns positive profits, Firm 0 always upgrading at

(L,H) eliminates Firm 1’s incentive to upgrade at (L,L). By symmetry, Firm 1 would then

not find upgrading at (L,L) optimal. This again cannot support the candidate equilibrium.

Therefore, Firm 1 cannot adopt a pure strategy of never upgrading at (H,L).

(L,L) (H,H) (H,L) · · ·

(L,H) (L,H) · · ·

shock

shock

FIGURE 4.2: State evolution when the opponent upgrades at (L,L)

The only remaining possibility is that Firm 1 plays a mixed strategy at (H,L). The idea

is to control Firm 0’s upgrading incentive so that Firm 0 does not always upgrade at (L,H),

which in turn supports Firm 1’s upgrading at (L,L). In other words, Firm 0 must also mix

at (L,H). This suggests that Firm 1 must choose its mixing probability at (H,L) exactly

so that Firm 0 is indifferent between upgrading and not upgrading at (L,L) and (L,H).

The indifference condition yields the function f (·) specified in Proposition 4.4. Given this

indifference, Firm 0 upgrades for sure at (L,L) and uses the same mixing strategy at (L,H).

Symmetrically, Firm 1 then finds it optimal to upgrade at (L,L) and mix at (H,L), which

supports the candidate equilibrium.

One feature of this MPE is worth emphasizing: upgrading incentives are not generated

by the immediate payoff from upgrading. In fact, state (H,H) provides no profit under

Bertrand competition. Instead, incentives are derived from expected future profits. In this

sense, the vertical-differentiation-only problem is relatively simple: upgrading incentives

are determined solely by the expected duration of the profitable state. For Firm 0, the

expected future duration at (H,L) alone provides the incentive to upgrade at (L,L), and

this incentive is fine-tuned by Firm 1’s mixed strategy.

As c increases, upgrading at (L,L) becomes more costly. In turn, stronger incentives are

needed to induce upgrading. This requires a longer expected duration in the profitable state,
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which is achieved through a lower upgrading rate. Intuitively, a firm views the opponent’s

mixed upgrading strategy as an additional "shock" that ends its profitable state, in addition

to nature’s shock. A lower mixing rate reduces this effective shock probability, extending

the expected duration. At the boundary c̃, f (c̃) = 0, so the opponent does not upgrade at

the firm’s profitable state. The duration of the profitable state is then determined solely

by nature’s shock rate and is the longest possible.

Intermediate Cost Levels. Since c̃ < c̄, some upgrades are still possible. When c̃ < c < c̄,

the upgrading incentive must be stronger, yet firms cannot further lower the mixing rate to

provide stronger incentives, since f (c̃) = 0 already. In turn, if firms still upgrade at (L,L),

there must be another channel to strengthen the upgrading incentive.

To achieve this, note that state (H,H) is less ideal for each firm. Firms have no im-

mediate profit. Instead, a firm must wait for nature’s shocks to reach the profitable state.

However, this is uncertain: the next shock from nature may strike the firm’s own product,

benefiting the rival, and the firm still earns no profit after the shock. Even if the next shock

hits the opponent, the probability of an immediate shock is zero, so the firm must wait, and

discounting reduces the present value of the resulting profits. Due to discounting, this wait

already depreciates future profits. If firms can bypass state (H,H) and land at either (H,L)

or (L,H), upgrading incentives can indeed be enlarged. This can be achieved by adopting

mixed strategies at (L,L), as shown in Figure 4.3.
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(L,L)
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FIGURE 4.3: Mixing at (L,L)

When firms mix at (L,L), the realized state can be (L,H), (H,L), (L,L), or (H,H). In

the first two cases, the firm that upgrades avoids the wait and uncertainty at (H,H) and
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arrives at the preferred state immediately, which provides a stronger incentive to upgrade.

If the realization is (L,L), the firms mix again (since they play a Markov strategy). Because

both play mixed strategies, the firms can still clash and both upgrade, leading to state

(H,H).

One particular issue is how to interpret the mixed strategy in the limit as ∆ → 0.

Traditionally, under a complete continuous-time perspective, a mixed strategy is expressed

by a cumulative distribution function (CDF), which under Markov strategies corresponds

to a constant hazard rate. This is exactly what happens in Proposition 4.4, when firms

play mixed strategies at (H,L) and (L,H). By contrast, that reduction to a constant rate

does not apply here. Let ĝ(∆,c) be the mixing probability before taking the limit, and let

us temporarily suppress the argument c for ease of notation. If the mixed strategy here

also converges to a rate, this means there must exist ĝ > 0 such that

lim
∆→0

ĝ(∆) = 0 and lim
∆→0

ĝ(∆)
∆

= ĝ.

However, such mixed strategies cannot be supported in an MPE. To illustrate why, consider

Firm 0’s upgrading incentives at (L,L) when Firm 1 mixes in a rate fashion. When ∆ is

small, the probability that Firm 1 upgrades at (L,L) is small. Then, instead of also playing

rate mixing, if Firm 0 upgrades at (L,L) for sure, Firm 0 can land at (H,L) with probability

almost 1 (and exactly 1 in the limit). This means that (H,H) is perfectly bypassed, and

Firm 0 also lands at its profitable state (H,L) for sure. Given the candidate profile in which

Firm 1 does not upgrade at (H,L), Firm 0 can enjoy the positive-profit state for the longest

possible expected duration. This represents a profitable deviation from the rate-mixing

strategy, which breaks the candidate equilibrium. In other words, in a rate-mixing profile,

firms have a first-mover advantage and an incentive to front-load upgrading probabilities,

so such profiles cannot be MPE.

The mixed strategy that sustains an MPE satisfies

lim
∆→0

ĝ(∆) = g ∈ [0,1].
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In other words, the mixing probability converges to a positive number in the limit. This

maintains the possibility that both firms upgrade and reach state (H,H), or that the state

lands in the opponent’s favorite state. These possibilities balance out the first-mover ad-

vantage of upgrading at (L,L), restoring indifference and sustaining mixing equilibria rather

than certain upgrading. The MPE is summarized in Proposition 4.5 below.

Proposition 4.5. The following is an MPE if the upgrading cost c̃ ⩽ c < c̄:

• At (L,L), Firm 0 upgrades with a probability g(c), where

g(c) =
r+2β
r+β

(1−α)− (r+β )c
1−α

.

• At (L,H), Firm 0 does not upgrade.

Moreover, g is strictly decreasing in c.

The proof is in Appendix A.3.2. Some technical details regarding probabilistic mixing

at (L,L) are in order. First, this should be viewed as a limit of discrete-time MPE rather

than as a purely continuous-time MPE. In a continuous-time setup, it is difficult to define

probabilistic mixing without encountering a measurability issue15 (unless one is willing to

employ a non-standard strategy space). Interpreted as a discrete-time limit, the result

approximately describes the mixing behavior when ∆ is sufficiently small but positive. Sec-

ond, under probabilistic mixing, the outcome of the game in the limit has the following two

features:

• (L,L) is not on-path. The remaining three states are all on-path.

• g determines the relative duration of states on path.

To better understand these two features, consider Figure 4.3 again. For ∆ close to 0, for any

positive time duration at (L,L), firms would need to mix "almost infinitely many" times

during any positive time spent at (L,L) if neither upgrades. But as ∆ → 0, the law of large

15 In a simplified argument, imagine that each firm may potentially mix for many rounds before one firm finally up-
grades. In particular, as long as no one upgrades, mixing must be repeated indefinitely. As ∆ → 0, the law of large
numbers suggests that each firm should have an upgrading probability of 1 rather than a positive number strictly be-
tween 0 and 1.
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numbers implies that some firm(s) must have upgraded. In the limit, this implies that (L,L)

cannot be sustained on the equilibrium path. In each round, the probability mass on (L,L)

is redistributed across the remaining three states. Therefore, the outcome distribution of

(H,H), (H,L), and (L,H) is then

g2

g2 +2g(1−g)
,

g(1−g)
g2 +2g(1−g)

, and
g(1−g)

g2 +2g(1−g)
,

respectively.

From the perspective of this outcome distribution, the MPE profile in Proposition 4.5

provides stronger incentives than the profile in Proposition 4.4 by replacing part of the

probability mass of landing at (H,H) with probability mass of landing at (H,L)/(L,H).

Taking Firm 0 as an example, replacing (H,H) with (L,H) does not hurt Firm 0, since

neither state provides any profits, and replacing (H,H) with (H,L) is strictly beneficial. As

g decreases, the probability of landing at (H,H) decreases, so incentives increase, which

helps counter the increasing upgrading cost. Hence, decreasing g shifts probability mass

from (H,H) to (H,L), lengthening the expected tenure in the profitable state and offsetting

higher costs.

The aforementioned three MPE in Lemma 4.3, Proposition 4.4, and Proposition 4.5

cover the cost range, with upgrading frequency gradually decreasing. At the boundaries

between two MPE, the upgrading profile transitions smoothly. That is, the two MPE at

the corresponding boundary coincide. The three MPE and the corresponding upgrading

rates/probabilities are illustrated in Figure 4.4, and it turns out that these are the only

symmetric MPE for positive upgrading costs.

Theorem 4.6. There exists a unique symmetric MPE for each c > 0.

The proof is in Appendix A.3.2. Conceptually, since there are only four states, the proof

enumerates all possible profiles and checks, for each, the cost ranges under which it can be

an MPE.
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Mixing at (L,H)
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No upgrade at (L,H)

No Upgrade at (L,L)
No Upgrade at (L,H)

FIGURE 4.4: MPE with Vertical Differentiation Only

The two types of MPE discussed above share a common feature: firms need to act

simultaneously when the state hits (L,L). More realistically, this should be interpreted as

firms investing in product quality within a short period, since these equilibria are limits

of discrete-time MPE. There are real-world examples in which multiple firms upgrade (al-

most) simultaneously, often anticipating that other firms are investing in similar projects:

PlayStation and Xbox, COVID vaccines from Pfizer and Moderna, and the artificial intelli-

gence (AI) race among OpenAI, Google, and Meta. Duplicated investment is also observed

in other innovation papers, such as Akcigit and Liu (2016).

Additional Symmetric MPE. Apart from the MPE above, there are additional symmetric

MPE at c = 0 and asymmetric MPE when c > 0. When c = 0, multiple MPE are possible.

It is straightforward to verify that always upgrading is an MPE, given the trivial upgrading

cost. It also turns out that the corresponding profile in which firms upgrade at (L,H) and

(H,L) while no firm upgrades at (L,L) is an MPE. Such MPE and related multiplicity are

discussed later in subsubsection 4.4.2.2. The game also has asymmetric MPE, which are

discussed in section 4.5.
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4.3.3 Investment Efficiency

In this section, I consider firms’ investment efficiency. In particular, compared with the

social planner who maximizes social surplus, do firms upgrade too frequently, not frequently

enough, or at the efficient level? Following the MPE profiles, it is clear that when 0 < c < c̄,

the competitive outcome is a distribution over three states, (H,H), (H,L), and (L,H).

Moreover, (H,H) occurs with strictly positive duration. The social planner, however, never

duplicates high-quality products.16 When (H,H) is on-path (and (L,L) is not), firms over-

upgrade relative to the social planner.

Corollary 4.7. If 0 < c < c̄, firms over-upgrade and never under-upgrade.

As in the prior literature, over-upgrading (or over-investment in general) is driven by

competition between the two firms. As the upgrading cost c increases, competition softens,

and upgrading frequency gradually decreases, reducing the extent of over-upgrading. When

c reaches c̄, firms stop upgrading.

In addition, in this vertical-differentiation-only case (k = 0), the social planner and

firms stop upgrading at the same bound c̄. This is specific to the vertical-differentiation-

only case. For the social planner, let w(q0,q1) be stage social welfare, and the highest cost

that supports upgrading is

w(H,L)−w(L,L)
r+β

.

For firms, let π0(q0,q1) be Firm 0’s stage profit, and the highest cost that supports upgrading

is

π0(H,L)−π0(L,L)
r+β

.

When k = 0, w(H,L)−w(L,L) = π0(H,L)− π0(L,L). Intuitively, the gain from upgrading

is the value difference between high-quality and low-quality products. Under the social

16 The social planner’s policy may appear asymmetric since the high-quality product is never duplicated. Nevertheless,
this outcome can also be achieved by a symmetric policy: Each time nature places a shock and the state reaches (L,L), the
social planner can randomize with equal probability to upgrade Firm 0’s product or Firm 1’s product. This is a symmetric
policy that never duplicates high-quality products. In fact, this clearly shows that the inefficiency is generated by the
lack of coordination between firms in duopoly competition.
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planner, this gain becomes part of consumer surplus. Under duopoly competition, this gain

becomes part of the quality leader’s profit. When there is horizontal differentiation (k > 0),

the boundaries where all upgrading behaviors stop generally do not coincide. To see this,

note that the social planner and firms may not split the market at the same place. For

example, at state (H,L), the quality leader generally serves more consumers under duopoly

competition than under the social planner, which creates efficiency loss.

4.3.4 Firms’ Long-Run Average Joint Profits

The social planner can also be viewed as a consumer-surplus maximizer. From this

perspective, it is useful to evaluate firm welfare in terms of joint profits. Although this

welfare measure can be computed directly from the value functions, value functions depend

on the initial state. For example, in the MPE profile in Proposition 4.4, both firms upgrade

when the state reaches (L,L). Relative to the value at (H,H), the value of either firm at

(L,L) therefore includes an immediate upgrading overhead cost c. This large cost effect can

obscure the underlying insights about joint profits. To avoid this issue, this subsection uses

firms’ long-run average profits. Specifically, long-run average joint profit is the expected

joint profit per unit of time in the distant future, when the state distribution has converged

and no longer depends on the initial state. This is the steady state, characterized by its

stationary distribution. In this setting, under either the MPE in Proposition 4.4 or the

MPE in Proposition 4.5, a fraction τB of time is spent in the balanced high-quality state

(H,H), while the remaining fraction τI is spent in the imbalanced states (H,L) and (L,H)17.

The shock rate and the MPE together determine transition probabilities across states and

the frequency with which firms incur upgrading costs.

Another reason for using this approach is that it yields τB and τI, which are useful

for analyzing interactions between the two dimensions of product differentiation in the

next section. τB measures the time spent in state (H,H), where firms’ products are not

vertically differentiated, while τI = 1− τB measures the time spent in states with vertical

17 For joint profits, these two states yield the same joint payoff and are therefore treated as one state.
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differentiation. Hence, τI (or equivalently τB) serves as an indicator of the extent of vertical

differentiation.

As an example, consider the MPE profile in Proposition 4.4 and compute the time

shares and joint profit. For clarity, temporarily distinguish the time spent in (H,L) and

(L,H), denoted by τHL and τLH . Under this MPE, state (H,L) arises when nature places

the corresponding shock at (H,H) (with rate β ). State (H,L) ends either when Firm 1

upgrades (with rate f (c)) or when nature places another shock (with rate β ). In steady

state, inflow equals outflow, implying

βτB = [ f (c)+β ]τHL.

The expression for τLH is analogous. Given that τB + τI = 1 and τI = τHL + τLH ,

τB =
f (c)+β

f (c)+3β
and τI =

2β
f (c)+3β

.

This yields the long-run distribution of time across states. To compute upgrading frequency,

note that no upgrading occurs at (H,H). At (H,L) and (L,H), either the lagging firm

upgrades at rate f (c), or both firms upgrade when a shock moves the state to (L,L).

Therefore, upgrading frequency—that is, the frequency with which firms incur upgrading

costs—is

τHL [ f (c)+2β ]+ τLH [ f (c)+2β ] =
2β [ f (c)+2β ]

f (c)+3β
.

The firms’ long-run average joint profit is then

[π0(H,H)+π1(H,H)]
f (c)+β

f (c)+3β︸ ︷︷ ︸
τB

+[π0(H,L)+π1(H,L)]
2β

f (c)+3β︸ ︷︷ ︸
τI

−2β [ f (c)+2β ]
f (c)+3β

c. (4.1)

The corresponding time distribution and joint profit under the MPE in Proposition 4.5 can

be derived similarly. The results are summarized below.

Proposition 4.8. For 0 < c < c̄, firms’ long-run average joint profit is increasing in c.
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The proof is in Appendix A.3.2. Intuitively, as c increases, the mixing rate/probability

decreases to maintain the correct upgrading incentives. As upgrading becomes less frequent,

firms pay upgrading costs less often, and τI increases, allowing firms to enjoy positive profits

for longer periods. Both effects raise joint payoffs. However, joint profits fall to 0 once c> c̄,

because in the long run both firms remain at (L,L), where Bertrand competition eliminates

profits. Figure 4.5 plots the time distribution and joint profits as functions of c.
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FIGURE 4.5: Time Distribution and Joint Profits

Note: Left: τB as a function of c. Right: Joint profit as a function of c. Calculated at r = 1,β = 1,α = 0.5.

Remark. Although the two MPE in Proposition 4.4 and Proposition 4.5 are technically

distinct, they can be interpreted as a unified equilibrium structure. First, their core mech-

anism is the same: firms compete to become the market’s quality leader, which is the only

way to earn positive profits. In the first MPE in Proposition 4.4, firms upgrade to preserve

future opportunities for quality leadership, and this motive already provides sufficient up-

grading incentives. As upgrading costs rise, the second MPE in Proposition 4.5 instead

provides opportunities to obtain quality leadership immediately after upgrading. Second,

in terms of outcomes, upgrading frequency is monotonically decreasing in upgrading cost.

For these reasons, I use the term direct competition to refer to both MPE hereafter.

4.4 Interactions of Vertical and Horizontal Differentiation

This section analyzes the general model with both vertical and horizontal differentiation.

As a benchmark, I first characterize the social planner’s optimal policy.
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4.4.1 The Social Planner Benchmark

Unlike the case with vertical differentiation alone, the social planner has an incentive

to duplicate high-quality products when horizontal differentiation is present (i.e., k > 0).

Consider the upgrade decision at state (q0,q1) = (H,L). If the social planner chooses not

to upgrade further, consumers located near Firm 1 must either settle for the low-quality

product or incur a high transportation cost to purchase the high-quality product from

Firm 0. If the social planner upgrades to (H,H), these consumers can access a high-quality

product without incurring high transportation costs. Therefore, when upgrading costs are

sufficiently low, the social planner prefers to maintain both products at high quality.

Proposition 4.9. Define

csp
H =



k(2− k)−2α2

2k(β + r)
if α <

k
2
,

4−4α − k
4(β + r)

, if
k
2
⩽ α < 1− k,

(1−α)2 +2k(1−α)

4k(β + r)
if 1− k ⩽ α.

and

csp
L =


k

4(β + r)
, if α < 1− k,

−(1−α)2 +2k(1−α)

4k(β + r)
if 1− k ⩽ α.

The social planner’s optimal policy is:

• Never upgrade if c ⩾ csp
H ;

• Upgrade one product at (α,α) and do not upgrade elsewhere if csp
L ⩽ c < csp

H ;

• Always upgrade if 0 ⩽ c < csp
L .

The proof is in Appendix A.3.3. Proposition 4.9 shows that the social planner’s optimal

policy is characterized by three cost regions—low, intermediate, and high—separated by

the thresholds csp
L and csp

H . In the low-cost region, the social planner keeps both products at
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high quality. In the intermediate-cost region, although duplicating high-quality products

remains beneficial, higher costs prevent the planner from doing so, so only one product is

maintained at high quality. In the high-cost region, upgrading becomes too expensive, so

the planner ceases upgrading altogether. The optimal policy is illustrated in Figure 4.6.

c

csp
L csp

H
Keep (H,H) Keep (H,L) Keep (L,L)

FIGURE 4.6: The Social Planner’s Optimal Policy

It is also straightforward to verify that the optimal policy is continuous at k = 0:

csp
H =

1−α
β + r

and csp
L = 0 when k = 0.

When k = 0, the policy in Proposition 4.9 reduces to that in Figure 4.5.

As shown in Proposition 4.9, some policies are never optimal. In general, the plan-

ner has six pure policy options:18 at (L,L), upgrade none, one, or both products; and at

(H,L)/(L,H), upgrade the low-quality product. The policies excluded by the social plan-

ner’s optimum are internally inconsistent. There are three such policies: (i) upgrading both

products at (L,L) but not at (H,L), (ii) upgrading one product at (L,L) and also upgrading

at (H,L), and (iii) upgrading at (H,L) but not at (L,L). For policy (i), upgrading both

products at (L,L) implies that the marginal benefit of the second high-quality product ex-

ceeds the upgrading cost, so choosing not to upgrade at (H,L) cannot be optimal. Similarly,

for policy (ii), upgrading only one product at (L,L) implies that the marginal benefit of the

second high-quality product is below cost, whereas upgrading at (H,L) implies the oppo-

site. For policy (iii), suppose the gain in social welfare from upgrading (L,L) to (H,H) is

2δ . Consider a two-step path in which the social planner first upgrades Firm 0’s product,

moving the state to (H,L), and then upgrades Firm 1’s product. If consumers in [0,1/2]

always purchase from Firm 0 and the remaining consumers from Firm 1, the gain from each

18 Since this is the social planner’s decision problem, it suffices to consider pure policy options. As before, any seem-
ingly asymmetric policy has an outcome-equivalent symmetric version via randomization.
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step is δ . However, in the stage-game equilibrium, demand is reallocated: upgrading Firm

0 first draws some consumers away from Firm 1, so the gain from (L,L) to (H,L) is strictly

greater than δ , while the gain from (H,L) to (H,H) is strictly less than δ .19 Therefore, if

the planner is willing to upgrade from (H,L) to (H,H), she must also be willing to upgrade

from (L,L) to (H,H). After ruling out these three policies, the remaining candidates are

exactly the three policies in Proposition 4.9.

4.4.2 Duopoly Competition Equilibria

I now examine quality dynamics under duopoly competition with horizontal product

differentiation. The no-upgrading MPE in Lemma 4.3 and the two direct-competition

MPE in Proposition 4.4 and Proposition 4.5 continue to exist as k increases, although their

properties change when k > 0. First, the cost range that supports direct-competition MPE

varies with k. In particular, for k > 0, the lower bound for direct competition becomes

c3(k) > 0. Second, firms’ mixing behavior also changes with k: as k increases, quality

competition may either intensify or weaken.

With horizontal differentiation, the game also admits a second competition mode—

upgrading deterrence—in the lower-cost range c1(k) < c < c3(k). Under this MPE, firms

recognize that a lagging rival can frequently upgrade to catch up because of low upgrading

costs. As a result, choosing to upgrade can trigger a costly quality war, which deters

upgrading and allows firms to sustain low quality levels in equilibrium.

The two competition modes, along with the no-upgrading MPE when cost is sufficiently

high and the always-upgrading MPE when cost is sufficiently low, are summarized in Fig-

ure 4.7. I now discuss the two competition modes in detail.

4.4.2.1 Direct Competition: Interaction between the Two Dimensions of Product Dif-
ferentiation

Consider the direct-competition region, c3 < c < c̄. As discussed in section 4.3, under

equilibrium the steady state can involve (H,H), (H,L), and (L,H), and the time shares

19 In the extreme case, when k is not too large, all consumers purchase from Firm 0. When the two firms split the
market, the indifferent consumer is still in (1/2,1).
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Direct
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FIGURE 4.7: Duopoly Competition MPE with Horizontal Product Differentiation

across these states—τB and τI—capture the degree of vertical differentiation. This subsec-

tion studies how firms’ mixing behavior changes with k and, in turn, how τI (or equivalently

τB) changes as k increases. These changes reveal how vertical differentiation responds to

greater horizontal differentiation.20

Following section 4.2, one change is that firms can now earn positive stage payoffs in

multiple states, rather than only in the quality-leader state. In particular, both firms earn

positive profits at (H,H), and these profits increase with k, while the stage-game profit of

the quality leader at (H,L)/(L,H) decreases in c when α is small. Such changes in stage

payoffs imply changes in upgrading incentives. Nevertheless, firms still benefit most from

being the quality leader. That is,

π0(L,H)< π0(L,L)⩽ π0(H,H)< π0(H,L).

To simplify the analysis, attention is restricted to the case 0< k ⩽ 2/9 and 0<α ⩽ 1−3k.

A relatively small α makes shocks economically meaningful by generating a substantial gap

between the value of a high-quality product and that of a low-quality product, while also

ensuring the monotonicity of stage profits stated above. For larger α , firms in states

(H,L)/(L,H) still split the market, though not exactly at the midpoint. In that case, firms’

competitive behavior in (H,L)/(L,H) is similar to behavior in (H,H), and shocks have

mainly quantitative rather than qualitative effects. Under smaller α , by contrast, shocks

are more consequential: they can push the quality follower out of the market, forcing firms

to respond in qualitatively different ways.

20 As shown later, under MPE other than direct-competition equilibria, the steady state is mostly concentrated on (H,H)
or (L,L). Competition is then extreme: firms either compete intensely when upgrading costs are low or avoid competition
when upgrading costs are high. Intuitively, interaction between the two dimensions of product differentiation arises when
upgrading costs are intermediate, which corresponds to the direct-competition region under symmetric MPE.
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Under this parameter range, there exists a threshold ĉ such that

• The two dimensions of differentiation exhibit substitution relations in equilibria if

c3 ⩽ c < ĉ.

• The two dimensions of differentiation exhibit complementary relations in equilibria if

ĉ ⩽ c < c̄.

Formally, these substitution and complementarity relationships are characterized by how τI

varies with k. The result is summarized below.

Theorem 4.10. Suppose that 0 < k ⩽ 2/9 and 0 < α ⩽ 1− 3k. There exists ĉ ∈ (c3, c̄) such that

for a given upgrading cost c,

∂τI

∂k
< 0 if c ∈ (c3, ĉ) and

∂τI

∂k
> 0 if c ∈ (ĉ, c̄).

And ∂τI/∂k = 0 only at c = ĉ.

The proof is in Appendix A.3.3. To interpret this result, note that k measures the degree

of horizontal differentiation. As k increases, horizontal differentiation becomes stronger. As

discussed in the previous section, τI is the fraction of time spent in the imbalanced states

(H,L)/(L,H), where vertical differentiation is present. Therefore, a decrease in τI corre-

sponds to weaker vertical differentiation. Consequently, if τI decreases with k, vertical dif-

ferentiation declines as horizontal differentiation rises, implying a substitution relationship

between the two dimensions of differentiation.

To identify the driving force behind substitution and complementarity relationships,

consider how upgrading incentives change with k when firms upgrade from the quality-

follower state. With horizontal differentiation, firms earn positive profits in states (H,H)

and (H,L),21 so both states contribute to upgrading incentives.

First, consider cost levels close to c3 and focus on Firm 0. Since c is relatively low

and firms use high upgrading rates (for a concrete illustration, see Figure 4.5), both firms

frequently maintain high quality. As a result, τB is substantially larger than τI, and state

21 Under the parameter setting of Theorem 4.10, Firm 0 still gets flow payoff 0 at state (L,H).
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(H,H) provides most of the upgrading benefits. This is illustrated in Panel (a) of Figure 4.8,

where the total area of the light-gray rectangles represents upgrading benefits. Although

the stage-game profit from being the quality leader, π0(H,L), is higher, τB is much larger,

so the rectangle associated with τB has a larger area. Now consider an increase in k,

initially holding the time distribution fixed. Since π0(H,H) increases with k, the upgrading

benefit from state (H,H) increases; this is shown by the darker gray rectangle in the figure.

At the same time, π0(H,L) decreases with k, so the area above the white dashed line no

longer represents upgrading benefits. Because τB > τI, total upgrading benefits increase

with k. However, since upgrading cost c is unaffected by k, upgrading benefits become

strictly larger than upgrading costs, violating the indifference condition in the MPE. To

restore indifference, total upgrading benefits must fall. This requires reducing the time

τHL = τI/2 spent in the more profitable state (H,L).22 This adjustment is shown in Panel

(a) of Figure 4.8. The solid arrows indicate the direction of time redistribution in the

new equilibrium. Overall, an increase in k reduces τI, implying a substitution relationship

between the two dimensions of product differentiation.

Next, consider cost levels close to c̄, again focusing on Firm 0. Since c is relatively high

and firms use low upgrading probabilities, one firm is more likely to emerge as the quality

leader. As a result, τI is substantially larger than τB, and state (H,L) provides most of the

upgrading benefits. This is illustrated in Panel (b) of Figure 4.8. As k increases, stage-

game profits change in the same way as before; however, because τI > τB, total upgrading

benefits now decrease with k. This means that upgrading benefits become strictly smaller

than the upgrading cost, again violating the indifference condition in the MPE. To restore

indifference, firms must receive larger upgrading benefits, so the time τHL = τI/2 spent in the

more profitable state (H,L) must increase. The solid arrows in the figure, now pointing in

the opposite direction, indicate the direction of time redistribution in the new equilibrium.

Overall, an increase in k raises τI , implying a complementary relationship between the two

22 Note that the direction of incentive changes is determined by ∂πi(q0,q1)/∂k, while the overall incentive level depends
on πi(q0,q1).
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dimensions of product differentiation.

πi

τB τI/2
(a) Smaller c

πi

τB τI/2
(b) Larger c

FIGURE 4.8: Interactions of Differentiation and Upgrading Incentives

Note: The width of each bar is the corresponding time distribution. The height of each bar represents the upgrading

incentive, or the benefits from upgrading. The total gray area represents the overall incentive of upgrading. The dashed

lines, borders, and arrows show how the stage payoffs change as k increases. For example, as k increases, π0(H,H)

increases, and it is represented by the darker area within the dashed boarder. The solid arrow shows how the time

distributions change as k increases.

More intuitively, when upgrading costs are low, firms compete more aggressively and

are more likely to remain at similar quality levels. As market power increases, firms can

charge higher prices and earn higher profits. This, in turn, intensifies quality competition,

making persistent differentiation harder to sustain. When upgrading costs are high, by

contrast, firms upgrade less frequently, and a quality leader is more likely to emerge and

dominate the market. If market power rises in this case, the weaker firm has a stronger

incentive to catch up, and the leader must forgo more profits to preserve market dominance.

This dampens quality competition, further reduces upgrading frequencies, and makes the

emergence of a persistent quality leader more likely than both firms’ convergence to the

high-quality state.

4.4.2.2 Upgrading Deterrence

For c ⩽ c3, equilibrium behavior is qualitatively different from the equilibria charac-

terized in section 4.3. Before discussing these MPE, it is useful to introduce the always-

upgrading MPE. As k increases, firms gain market power even in balanced-quality states. In
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particular, under the assumed parameter range with small k, firm profit at (H,H) increases

with k, so the balanced high-quality state (H,H) can also provide upgrading incentives for

a quality follower. As upgrading cost c falls below the threshold c3, the upgrading incentive

from (H,H) can become sufficient for the quality follower to invest and catch up. This

yields the always-upgrading MPE.

Proposition 4.11. Always upgrading is an MPE if

0 ⩽ c ⩽
π0(H,H)−π0(L,H)

r+β
≡ c3.

The proof, which involves solving the value functions and ruling out profitable devi-

ations, is relatively straightforward and is therefore omitted. Note that the condition in

Proposition 4.11 is exactly the no-profitable-deviation condition at (L,H). The right-hand

side is the present value of the upgrading gain; if the upgrading cost is lower than this

value, firms optimally upgrade from the quality-follower state.

Interestingly, there is no second condition corresponding to the no-profitable-deviation

condition at (L,L). The logic is easier to see in the limit as ∆→ 0. If Firm 1 always upgrades

(at least at (L,L)), then when Firm 0 follows the strategy and upgrades, the state moves

immediately to (H,H). If Firm 0 does not upgrade at (L,L) instead, the state moves to

(L,H). However, the condition in Proposition 4.11 then implies that Firm 0 should upgrade

at (L,H), which also leads to (H,H). As ∆ → 0, these two paths yield no payoff difference.

Therefore, the no-profitable-deviation condition at (L,L) is always satisfied. This is a self-

fulfilling outcome: both firms believe the opponent will upgrade at (L,L), which makes

(L,L) off path, so each firm is willing to upgrade there as well.

Such self-fulfilling features usually indicate equilibrium multiplicity, which is also true

here: there are additional MPE that overlap with the always-upgrading MPE. Define

c1 =
π0(H,H)−π0(L,L)

r+β
and c2 =

1
r+β

[
π0(H,H)− β

r+β
π0(L,L)−

r
r+β

π0(L,H)

]
,

and it is easy to see that 0 ⩽ c1 < c2 < c3.
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Proposition 4.12. The following is an MPE if c1 ⩽ c < c2:

• Firm i does not upgrade at (L,L).

• Firm i upgrades for sure at (L,H).

The following is an MPE if c2 ⩽ c < c3:

• Firm i does not upgrade at (L,L).

• Firm i upgrades at (L,H) with a rate h(c), where

h(c) =
(β + r) [π0(H,H)(β + r)+βπ0(H,L)]

(β + r)2c−π0(H,H)(β + r)+π0(L,H)r+βπ0(L,L)

− (β + r) [π0(L,H)(β + r)+βπ0(L,L)+(β + r)(2β + r)c]
(β + r)2c−π0(H,H)(β + r)+π0(L,H)r+βπ0(L,L)

.

Moreover, h(c) is decreasing in c. Also, in the corresponding cost range, the MPE here yield higher

joint profits than the always-upgrading MPE.

The proof is in Appendix A.3.3. Rather than exploiting low costs by always upgrading,

firms play “upgrading deterrence” in these MPE. Consider the first MPE in Proposition 4.12.

Both firms effectively “agree” to remain at the low-quality state as long as neither upgrades.

However, once one firm upgrades, both firms enter a perpetual quality war by always

upgrading immediately at low-quality states, given that (L,L) is reached with probability

0. For this MPE to be sustained, the upgrading cost must be in a proper range, c1 < c < c2.

Specifically, the upgrading cost cannot be too low. In particular, c ⩾ c1, so the quality

war serves as a meaningful deterrent. When c < c1, the upgrading incentive from moving

from (L,L) to (H,H) is already large relative to the upgrading cost, and no deterrence can

sustain (L,L). The upgrading cost also cannot be too high: fighting an indefinite quality

war after an upgrade at (L,L) is itself costly, so deterrence is no longer credible when costs

are too high. The threshold c = c2 is the highest cost at which a perpetual quality war can

be sustained.

As upgrading costs increase further, a perpetual quality war becomes too costly, and

firms switch to weaker deterrence through mixed upgrading strategies. Unlike the MPE

above, in which the state remains at (H,H) once a quality war begins, the steady state
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under this MPE is (L,L): during a quality-war phase such as (H,L), nature will eventually

place a shock before Firm 1 upgrades, returning the system to the absorbing state (L,L).

Thus, for c2 < c < c3, the quality war is finite in expected length and therefore provides

weaker deterrence. Even so, this weaker deterrence is sufficient for equilibrium. A firm

tempted to upgrade faces a higher upgrading cost and can be deterred by a finite-length

quality war. Likewise, for a firm that is supposed to fight after the opponent upgrades, a

finite-length quality war is more affordable than an infinite-length war at higher upgrading

costs. At c = c3, even this mixed-strategy punishment becomes too costly to sustain.

We refer to the MPE in Proposition 4.12 as upgrading deterrence. As in the direct-

competition case, these are technically two distinct MPE, but their underlying forces are

similar. These equilibria also resemble trigger-punishment strategies in repeated games. For

example, when c1 < c < c2, the MPE is analogous to a grim-trigger strategy: a deviation

leads to a perpetual quality war. That said, it is important to clarify that these are still

MPE, and the strategic incentives differ from those in repeated games. In repeated games,

punishment is based on past behavior that is not payoff-relevant in itself. For instance, in

a repeated prisoner’s dilemma, players punish a deviation to defection in any history, yet

that deviation does not alter the payoffs of current or future stage games. Players continue

to face the same stage game with the same payoff matrix, and punishment is sequentially

rational given the history. That is not the case here. By deviating and upgrading at (L,L),

the deviating firm changes a payoff-relevant state variable for both firms, namely product

quality. Subsequent incentives are therefore determined by payoff-relevant states alone. In

other words, firms engage in quality wars not to punish deviations per se, but because doing

so is optimal once the state has changed, even if both would prefer no one to upgrade at

(L,L) ex ante. For this reason, the seemingly trigger-like strategy may more accurately be

called a “competition trigger.”

Such equilibria can also exist when k = 0, but only in a trivial sense, because sustaining

them requires exactly c = 0. To see this, consider the first upgrading-deterrence profile (the

perpetual quality war). There is no profitable deviation at (L,H) or (H,L), since play is

115



identical to always upgrading. At (L,L), not upgrading keeps the state at (L,L) forever,

yielding payoff 0 for both firms. If Firm 0 deviates and upgrades, the state remains at (H,H)

forever, and the payoff is also 0. Because upgrading is free, Firm 0 is exactly indifferent

between upgrading and not upgrading, and can therefore choose not to upgrade there.23

This equilibrium is therefore knife-edge and cannot be sustained for c > 0. The presence of

market power is what allows deterrence-type equilibria to exist under nontrivial parameter

values: the upgrading incentive from (L,L) to (H,H) is smaller than the upgrading incentive

from (L,H) to (H,H), creating a nontrivial cost range that supports perpetual or finite-

length quality-war MPE.

The equilibrium regions are illustrated in Figure 4.9.24

c
c̃ c̄c1 c2 c30

Always
Upgrading

Upgrading
Deterrence

Direct
Competition

Never
Upgrade

(L,L)

(H,L)/(L,H)

Upgrade

Mix

Mix

No

No

No

Upgrade

Upgrade

Upgrade

No

Mix

No

FIGURE 4.9: The Summary of Joint-Profit-Maximizing Symmetric MPE

Note: Above axis: Competition modes. Both the upgrading-deterrence mode and the open-competition mode contains

two types of MPE. Below axis: upgrading strategies of firms when at low quality.

It is also useful to examine how the bounds above change with parameters r, β , and

k. For r and β , the effects on c1, c3, and c̄ are straightforward: as either r or β increases,

all three bounds decrease. A higher discount rate or shock rate makes upgrading today

relatively less attractive. When firms discount the future more heavily, future flow profits

are lower relative to the current upgrading cost. When the shock rate is higher, the ex-

pected duration during which a product remains high quality after an upgrade is shorter,

23 Under k = 0 and c = 0, the finite-length quality-war MPE converges to the perpetual quality-war MPE.

24 There is another symmetric MPE, under which both firms engage in probabilistic mixing at (L,L) while upgrading
for sure at (H,L)/(L,H). Although this is a technically different MPE, it is outcome equivalent to always upgrading in
the limit. We leave the details to Appendix A.3.3, where we also compare the joint profits for the MPE in Figure 4.9 in
case of multiplicity.
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again lowering profit per upgrade. As a result, the upgrading regions shrink, while the

no-upgrading region expands.

For k, under the condition in Theorem 4.10, both c1 and c3 increase with k, while c̄

decreases with k. To see why, first consider c slightly above c1, where firms in upgrading-

deterrence equilibria are tempted to deviate to (H,H). As k increases, the flow payoff at

(H,H) rises, making upgrading deterrence harder to sustain and pushing c1 upward. Next,

for c slightly below c3, the higher flow payoff at (H,H) implies that firms can afford a more

costly quality war, which raises c3. By contrast, for c below c̄, firms upgrade infrequently

and mostly remain in leader-follower states. In that region, the flow payoff at (H,L) (or

(L,H)) is lower, so upgrading incentives are weaker, and firms stop upgrading sooner, which

lowers c̄.

As in the case of k = 0, firms generally do not invest in quality efficiently. Additionally,

firms can now under-invest, which is not possible when k = 0. As before, we consider the

long-run state distributions.

Corollary 4.13. Assume that 0< k ⩽ 2/9 and 0<α ⩽ 1−3k. The firms over-upgrade if c3 < c< c̄.

There also exist costs cℓ < c3 and cu > c̄ such that firms under-upgrade in (cℓ,c3) and (c̄,cu).

The proof is in Appendix A.3.3, which establishes that csp
L < c3 and c̄< csp

H . The intuition

for over-upgrading is unchanged: competition between firms induces excessive investment.

Note that the existence of two disjoint under-upgrading regions implies that efficiency is

not monotonic in cost: under-upgrading can arise at both low and high cost levels, driven

by distinct forces. At cost levels just below c3, firms under-upgrade because upgrading

deterrence creates de facto collusion. Firms upgrade less frequently than the social planner

because quality wars are too costly. In this sense, under-upgrading at low costs arises

precisely because potential competition is too intense. At cost levels above c̄, firms do not

upgrade, so dynamic quality competition disappears. Firms stop upgrading earlier than

the social planner because they do not internalize consumer surplus. Although the social

planner still finds upgrading worthwhile from a social-surplus perspective, joint profits are
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insufficient to cover the upgrading cost required to sustain quality competition.

Notably, the existence of both under-upgrading regions requires horizontal differentia-

tion. In the low-cost region, where under-upgrading is generated by upgrading deterrence,

deterrence relies on the fact that the flow gain from (L,H) to (H,H) strictly exceeds the gain

from (L,L) to (H,H); this inequality does not hold without horizontal differentiation. In the

high-cost region, where under-upgrading is driven by failure to internalize consumer surplus,

firms’ competition reallocates consumers inefficiently only when horizontal differentiation

is present.

4.4.3 Firms’ Long-Run Average Joint Profits

While firms’ long-run average joint profits increase in c when k = 0 (until c becomes

too large), joint profits under k > 0 can be non-monotonic in two regions. First, when c

is sufficiently small and the equilibrium is always upgrading, joint profit decreases in c.

Second, when c is close to c̄ with c < c̄, joint profit decreases in c if β is large.

To understand this pattern, note that increasing c has two effects in general. The direct

effect is the cost effect: firms pay more to upgrade products, which lowers joint profits.

There is also an indirect effect: higher costs dampen competition, making it more likely

that one firm becomes the quality leader and earns higher profits, while both firms also pay

upgrading costs less frequently. This indirect effect raises joint profits.

When c is small and firms always upgrade, only the direct effect is active. Once c is

sufficiently low, firms always upgrade, so upgrade frequency is determined solely by the

shock frequency. A marginal increase in c therefore does not dampen competition (for any

interior c). In direct-competition equilibria, the indirect effect usually dominates, and this

is indeed what occurs when k = 0. When k > 0, however, the indirect effect can weaken

when c is close to c̄, where the two dimensions of differentiation are complementary. As k

rises, τB falls, so firms spend more time in imbalanced quality states. In these states, any

shock requires at least one firm to upgrade. If shocks occur sufficiently often, the direct

cost effect dominates the indirect competition-dampening effect, so joint profits decrease.
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4.5 Asymmetric Equilibria

In this section, I characterize the set of MPE and examine which results extend to asym-

metric MPE of the model. I show that under asymmetric MPE: (i) upgrading frequencies

remain non-monotonic in upgrading cost c; (ii) all but one asymmetric MPE still generate

inefficiencies; and (iii) interactions between the two dimensions of product differentiation

persist.

There are three types of asymmetric MPE in this game:

• Case A. In the upgrading-deterrence region, there exist the following MPE:

– One firm mixes at (L,L) with some rate and upgrades for sure when it is the

quality follower.

– The other firm does not upgrade at (L,L) and upgrades with some rate when it

is the quality follower.

• Case B. In the first direct-competition region (c3 ⩽ c < c̃), there exist the following

MPE:

– One firm upgrades for sure at (L,L) and mixes with some rate when it is the

quality follower.

– The other firm mixes at (L,L) with some probability and mixes with some rate

when it is the quality follower.

• Case C. In the second direct-competition region (c̃ < c < c̄), there exist the following

MPE:

– One firm upgrades for sure at (L,L).

– No other upgrading occurs.

The formal statements of the asymmetric MPE are provided in subsection A.3.4. Below is

a brief summary.

In Case A, the upgrading-deterrence feature is largely preserved, especially for the less

active firm, which does not upgrade at (L,L). This MPE captures a situation in which

one firm is more inclined to initiate quality competition, but that inclination is partially
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restrained by the prospect of a severe quality war. As a result, (L,L) remains on path in

the steady state.

In Case B, one firm adopts the same strategy as in the symmetric MPE, leaving the

opponent indifferent at (L,L). In the symmetric MPE, the opponent has an equally strong

incentive to upgrade and therefore uses the same strategy; here, the opponent’s incentive

is weaker, so it upgrades less frequently at (L,L). In Case C, competition takes the form of

the classic game of Chicken.25

Naturally, the specific upgrading frequencies, inefficiencies, and interaction patterns

between the two dimensions of product differentiation differ under asymmetric equilibria.

However, as argued below, the results obtained under symmetric equilibria can be extended

qualitatively to asymmetric settings.

Non-monotonicity of the upgrading frequency. This remains non-monotonic under

asymmetric equilibria. In Case A, as discussed above, (L,L) lies on path in the steady

state. In Case B, however, (L,L) is no longer on path, because at least one firm upgrades as

soon as the state reaches (L,L). In other words, for c < c3, upgrading frequencies are rela-

tively low to keep the lowest-quality state (L,L) on path, whereas for c > c3, firms upgrade

more frequently to eliminate (L,L) from the steady state.

Inefficiencies. In Case A, for c that is not too low, the social planner’s optimal policy is

to keep the quality state at (H,L). By contrast, Case A generates a steady state in which

all four quality states are present; in particular, both (L,L) and (H,H) occur. In Case

B, (H,H) is on path, as in the symmetric equilibria, whereas (L,L) is not. This implies

that firms’ upgrading behavior is dynamically inefficient, because the social planner prefers

to maintain exactly one high-quality product. The Chicken MPE in Case C is the only

asymmetric MPE that is dynamically efficient. Relative to Corollary 4.13, where efficiency

occurs at a single cutoff c̄ (the transition from over-upgrading to under-upgrading), Case

25 This is the MPE that will be eliminated if there is a (small) flow cost of staying in the market, especially under small
k and α , as assumed in Theorem 4.10.
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C expands the transition set from a point, c̄, to an interval, (c̃, c̄].26

This shows that, except for the Chicken MPE, asymmetric MPE cannot avoid dynamic

inefficiencies. Moreover, the sources of inefficiency are largely the same as in symmetric

MPE. In Case A, under-upgrading still arises from the partial-deterrence mechanism. In

Case B, over-investment is again driven by firms’ competitive incentives, as in symmetric

MPE.

Interactions of two dimensions of product differentiation. The discussion is restricted

to c1 < c < c̃ (i.e., Cases A and B) for the following reasons:

• Interactions can arise in the original upgrading-deterrence region c1 < c < c3 (Case

A), because the outcome distribution is no longer trivially concentrated on (L,L).

However, since (L,L) remains on path, there are now two states with no vertical

differentiation; accordingly, τB includes time spent at both (H,H) and (L,L).

• In the second direct-competition region c̃ < c < c̄ (Case C), interactions disappear

under the asymmetric Chicken MPE, where the outcome is always a quality-leader–

follower state, implying τB = 0.

Because calculations under asymmetric equilibria are complex, I adopt parameter-range

simplifications. For example, under small k, one can show that ∂τB/∂k > 0 when c < c3

(Case A), whereas for c near c3 and for c > c3, ∂τB/∂k < 0. Thus, the two dimensions

of product differentiation can still exhibit a substitution relationship at lower c and a

complementary relationship at higher c. See subsection A.3.4 for details.

More generally, interactions between the two dimensions of product differentiation are

less clear-cut and more parameter-dependent. The sign of ∂τB/∂k depends on k, r, β , and

α , so the substitution-then-complementarity pattern need not always hold. Nevertheless,

the economic intuition remains the same: as k increases, firms face either stronger or

weaker upgrading incentives through changes in stage payoffs, and the steady-state time

distribution τB under the relevant MPE adjusts to restore incentive compatibility. This

26 Under the symmetric direct-competition equilibria, as c → c̄, firms’ mixing probability at (L,L) decreases to 0. Thus,
when c is close to c̄, simultaneous upgrading is rare, and one firm almost always emerges as the quality leader. In the
limit at c̄, this yields dynamic efficiency.
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adjustment raises or lowers equilibrium product differentiation, generating substitution or

complementarity between the two dimensions of product differentiation.

4.6 Extensions

This section develops an extension in which shocks are no longer independent. Instead,

if nature places a shock on one firm, it is more likely to place a shock on the other firm as

well. This is plausible in the real world. For example, if one restaurant’s fryer breaks and

fries are removed from its menu, consumers may substitute toward competitors, overloading

and potentially damaging their fryers as well. Technological change can generate similar co-

movement by making existing products obsolete industry-wide: film cameras were rapidly

displaced by portable digital cameras in the early 21st century, and digital cameras were

later largely displaced by smartphones.

More generally, I assume a symmetric correlation structure between the two shocks, as

shown in Table 4.1. In each period, each firm’s marginal shock probability remains b, but

shocks are now correlated with correlation coefficient ρ ∈ [0,1]. This correlation is relevant

only at state (H,H). At (H,L) or (L,H), only one product can be shocked, so the shock

probability remains the marginal probability b.

Table 4.1: The Distribution of Correlated Shocks

Shock to Firm 1 No Shock to Firm 1

Shock to Firm 0 b2 +ρb(1−b) b(1−b)(1−ρ)
No Shock to Firm 0 b(1−b)(1−ρ) (1−b)2 +ρb(1−b)

The main goal of this section is to verify whether the two major competition modes –

upgrading deterrence and direct competition – still hold under correlated shocks and, if so,

how they change with correlation.27

Because the results above focus on limiting equilibrium behavior, it is worth noting that

ρ is assumed to remain constant as ∆ → 0.28 If ρ → 0, the baseline results are recovered.

27 It is also straightforward to verify that the always-upgrading MPE and the never-upgrading MPE still exist over the
same parameter ranges, and that c1 and c̄ do not vary with ρ .

28 More generally, it is sufficient to assume that ρ has a strictly positive limit.
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I begin with the two upgrading-deterrence equilibria.

Proposition 4.14. The two upgrading-deterrence MPE still exist for ρ ∈ (0,1). Also,

• c1,c3 do not change with ρ .

• c2 increases in ρ and coincides with c3 when ρ = 1.

• h(·) increases in ρ .

The proof is in Appendix A.3.5. For intuition, note that correlated shocks make up-

grading deterrence more difficult. In the upgrading-deterrence MPE with finite expected

length (c2 < c < c3), if shocks are uncorrelated, (H,H) can only move to (H,L) or (L,H) as

∆ → 0, and firms then upgrade at those states with some rate, potentially extending the

quality-war phase. With correlated shocks, however, (H,H) can move directly to (L,L) with

positive probability. In other words, correlation creates a restarting effect : it resets quality

levels to a balanced low-low state and restarts competition. Once the state reaches (L,L),

the quality-war phase terminates immediately. Therefore, correlation effectively shortens

the expected duration of a quality war. To preserve sufficient deterrence, firms must then

upgrade at a higher rate at (L,H) or (H,L). This lowers the opponent’s payoff not only by

reducing the expected time spent in its preferred state, but also by lowering the probabil-

ity that a shock arrives before upgrading at (L,H) or (H,L), which increases the expected

duration of the quality-war phase. As a result, as ρ increases, both c2 and h(·) increase

continuously in ρ , and when ρ = 1, only the competition-trigger MPE survives.29

Next, consider the direct-competition equilibria.

Proposition 4.15. The two direct-competition MPE still exist for ρ ∈ (0,1). Also,

• c3, c̄ do not change with ρ .

• c̃ decreases in ρ and coincides with c3 when ρ = 1.

• f (·) and g(·) decrease in ρ .

29 We should note that with positive correlation, “competition trigger” is no longer a literal trigger: because (H,H) can
transition directly to (L,L) and firms stop upgrading at (L,L), the quality-war phase need not last forever. We retain the
term for consistency.
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The proof is in Appendix A.3.5. To understand this result, recall that the mixing rates

or probabilities in direct-competition MPE must deliver the correct upgrading incentives.

As shocks become more correlated, expected durations at the imbalanced states (H,L) and

(L,H) fall. Correlation again creates a restarting effect by reducing firms’ opportunities to

become future quality leaders. Because (H,L) and (L,H) provide key upgrading incentives

(especially when k is small), mixing rates and probabilities must decrease to lengthen ex-

pected time at imbalanced states and offset the loss induced by correlation. As ρ → 1, these

incentive-providing states become less likely to occur, so their contribution to upgrading

incentives declines. When ρ = 1, (H,L) and (L,H) are no longer on path, and the only way

to sustain upgrading incentives is to lower upgrading probabilities at (L,L); consequently,

the first direct-competition MPE disappears. Figure 4.10 summarizes how the MPE set

changes under correlated shocks, and the black arrows on the graph show how the MPE

change as ρ increases.

c

c3c1

Upgrading Deterrence

c2
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(L,H):
Mixing with f
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Upgrading
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No Upgrading

(L,L):
Mixing with g

FIGURE 4.10: MPE with Correlated Shocks

While the discussion above focuses on positive correlation, the results and intuition

extend symmetrically to negative correlation. Negative correlation increases the expected

durations of the imbalanced states (H,L) and (L,H), yielding adjustments opposite to those

in Proposition 4.14 and Proposition 4.15.
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5. Conclusions

This dissertation consists of three microeconomic theory essays, focusing on problems in

information economics and industrial organization. These essays address two central prob-

lems in microeconomics: asymmetric information and dynamic incentives under strategic

interaction.

The first essay, Optimal Information Structures with Information Control, explores a

new methodology for studying information control problems by extending the graphical

framework first introduced in Gentzkow and Kamenica (2016). Gentzkow and Kamenica

(2016) show that the integrated CDF function must be convex and lie between a lower

bound corresponding to an information structure with no information and an upper bound

corresponding to an information structure with full information. This essay further shows

that the graphical features of the integrated CDF function directly reflect the informational

properties of the information structure. More specifically, if the integrated CDF is tangent

to its upper bound at point x, then x is a partition point of the information structure. That

is, signals sent at states below x will not be sent at states above x, and vice versa.

This graphical framework provides a simple and intuitive way to solve the information

control problem. In particular, we show that the designer’s optimal information structure

contains only two types of components: partition cells and mixing regions with two signals.

An optimal information structure must start and end with partition cells. In addition,

when there is a mixing region, the incentive compatibility constraints must bind around

the mixing region.

The graphical framework can also be employed in many other information design prob-

lems where the posterior-mean approach is applicable. In the essay, we provide three ex-

tensions in which the graphical framework is applied: (i) the sender observes noisy signals

instead of the true state in the information control problem, (ii) an information transmission

problem with a restricted number of signals, and (iii) an information transmission problem
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with constrained entropy.

The second essay, Strategic Feedback Mechanisms and Experimentation Control, employs

information design models to analyze an industrial organization problem: how a designer

learns about and credibly recommends a product of unknown quality to a sequence of

consumers, where the designer can be interpreted as either a welfare-maximizing government

or a profit-maximizing seller.

Our results demonstrate that in an environment where agents do not know how many

others have previously experimented with a product, an information designer can have

relatively greater flexibility to encourage or discourage experimentation, in contrast to

existing results that assume consumers know their arrival time (Che & Hörner, 2018; C. Lyu,

2026). In particular, if the objective of the designer is to maximize expected intertemporal

consumer surplus, the first best can be achieved when consumers do not observe their

arrival time. When the designer has a different objective, the first best may or may not be

achievable, depending on the extent of the misalignment of preferences between the designer

and the consumers, the informativeness of the signal structure, and the arrival rate of the

consumers.

From the perspective of the designer, the fact that consumers do not know their arrival

time offers flexibility in information design. Consumers evaluate recommendations accord-

ing to the average belief conditional on the recommendation, so the designer only needs to

guarantee that the recommendation is rational on average. This allows the designer to trade

off consumer surplus across time and engage in more exploration early in the game. From

the perspective of consumers, especially when the designer aims to maximize intertemporal

consumer surplus, not knowing their arrival time can actually be beneficial, since early

exploration is not individually rational for early consumers but positively contributes to

average consumer surplus.

We leave it to future work to examine learning in similar information environments

when there are multiple products of unknown quality and when there are different types of

consumers with potentially different valuations for goods.
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The third essay, Invest or Fall Behind: Maintaining Quality in Hotelling Markets, stud-

ies an applied theoretical problem in industrial organization: how firms dynamically invest

in and compete over product quality when facing heterogeneous consumers. The essay

shows that horizontal differentiation can significantly alter firms’ quality-investment be-

havior, joint profits, and social welfare.

More specifically, while investment frequency decreases monotonically with investment

costs when consumers are homogeneous, heterogeneous consumers enable upgrading de-

terrence, allowing firms to sustain lower investment frequencies even when upgrading is

relatively inexpensive. When investment becomes more expensive, deterrence is no longer

sustainable, and firms switch to direct competition, in which the upgrading frequency once

again declines with higher costs. This non-monotonicity in upgrading frequency also cre-

ates non-monotonicity in investment efficiency, leading to under-investment at both low

and high cost levels. The quality evolution patterns are robust to correlated quality shocks.

It is further demonstrated that horizontal and vertical differentiation can exhibit substi-

tution or complementarity depending on the cost of investment. Higher horizontal differen-

tiation can either intensify or dampen quality competition. When investment is inexpensive

and firms tend to have similar quality levels, stronger horizontal differentiation intensifies

competition by enhancing market power. When investment is costly and firms are more

vertically differentiated, stronger horizontal differentiation dampens quality competition

because maintaining a leadership position becomes less profitable.

Future research could further explore dynamic competition along two dimensions by

considering asymmetric firms or settings with more than two quality levels. Since consumers

are transient in our model, it would also be valuable to examine durable goods markets in

which past consumers periodically return.

More broadly, this dissertation highlights how informational frictions and dynamic con-

siderations jointly shape strategic behavior and economic outcomes. By developing new

theoretical tools for information design and studying environments with learning, experi-
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mentation, and dynamic competition, the essays contribute to a deeper understanding of

how information structures and incentives interact over time. These interactions are central

to many economic environments, ranging from market competition to policy design, sug-

gesting fruitful directions for future research at the intersection of information economics

and industrial organization.
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Appendix A. Proofs of Results
A.1 Proofs of Results in Chapter 2
Proof of Proposition 2.1

We are interested in the area below cπ , which is characterized by the intersection points

of segments of cπ . It is clear that Segment i and Segment (i+1) intersect at xi+1, the (i+1)-

th posterior mean. Let yi+1 be the corresponding vertical coordinate of the intersection

point. Substitute xi+1 back to either Segment i or Segment (i+1), we get that

yi+1 =
i

∑
j=1

w j(xi+1 − x j). (A.1)

In general, the area below cπ can be decomposed naturally into a triangle and several

trapezoids, by vertically slicing at each xi. An example with N = 3 is showing in Fig-

ure 2.5. Working towards a general conclusion, let’s first consider the area excluding the

last trapezoid (i.e., the trapezoid with the edge (xN ,0) – (1,0)), denoting it by SN .

When N = 2, the area excluding the last trapezoid is just the triangle, with the area

S2 ≡
1
2
(x2 − x1)y2 =

1
2
(x2 − x1)w1(x2 − x1) =

1
2

w1(x2 − x1)
2.

For N = 3,

S3 ≡
1
2
(x2 − x1)y2 +

1
2
(x3 − x2)(y2 + y3)

=
1
2

w1(x2 − x1)
2 +

1
2
(x3 − x2) [w1(x2 − x1)+w1(x3 − x1)+w2(x3 − x2)]

=
1
2
[
w1(x3 − x1)

2 +w2(x3 − x2)
2] .

This naturally leads to the following: For any finite N,

SN =
1
2

N−1

∑
j=1

w j(xN − x j)
2.
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We can show this by induction. This has been verified for N = 2. Suppose that this

holds for N = k,

Sk =
1
2

k−1

∑
j=1

w j(xk − x j)
2.

Consider N = k+1. Observe that

Sk+1 = Sk +
1
2
(xk+1 − xk)(yk + yk+1)

=
1
2

k−1

∑
j=1

w j(xk − x j)
2 +

1
2
(xk+1 − xk)

[
k−1

∑
j=1

w j(xk − x j)+
k

∑
j=1

w j(xk+1 − x j)

]
. (A.2)

The first line follows from the fact that Sk+1 can be decomposed into the last trapezoid it

includes (i.e., the trapezoid with the edge (xk,0) – (xk+1,0)) and what left. Yet what left is

the same “shape” as the shapes included in SN . The second line follows from the induction

assumption and (A.1).

For any i = 1, · · · ,k−1, let’s collect the terms in (A.2) that contains the coefficient wi.

For now, let’s also omit the coefficient 1/2 for the ease of notations. These terms are

wi(xk − xi)
2 +wi(xk+1 − xk) [(xk − xi)+(xk+1−xi)] = wi(xk+1 − xi)

2.

What left is just the term contains the coefficient wk, which is just wk(xk+1−xk)
2. Substitute

these back to (A.2) and put the coefficient 1/2 back,

Sk+1 =
1
2

k

∑
j=1

w j(xk+1 − x j)
2,

which is exactly what we need.

Now let’s consider the last trapezoid. The area, denoted by TN , is

TN ≡ 1
2
[yN + cπ(1)] (1− xN),
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where

cπ(1) = cπ(1) =
∫ 1

0
F(t)dt

= F(t)t|10 −
∫ 1

0
t f (t)dt

= 1−
N

∑
j=1

w jx j.

Following the expressions above,

2(SN +TN) =
N−1

∑
j=1

w j(xN − x j)
2 +(1− xN)

[
N−1

∑
j=1

w j(xN − x j)+1−
N

∑
j=1

w jx j

]
. (A.3)

Notice that we consider 2(SN +TN) to remove the coefficient 1/2 from the right hand side.

Collect terms that contains the coefficient wi, for i = 1, · · · ,N −1,

wi(xN − xi)
2 +wi [(xN − xi)− xi] (1− xN) = wixN −2wixi +wix2

i .

This shows, by substituting this back to (A.3),

2(SN +TN) =
N−1

∑
j=1

(
w jxN −2w jx j +w jx2

j
)
+(1−wNxN)(1− xN)

= 1+

(
N−1

∑
j=1

w j

)
xN − xN −wNxN −2

N−1

∑
j=1

w jx j +wNx2
N +

N−1

∑
j=1

w jx2
j

= 1−2
N

∑
j=1

w jx j +
N

∑
j=1

w jx2
j .

Therefore,

SN +TN =
1
2

EUR(π)+
1
2
−µ,

where µ is the prior mean. This concludes the proof. ■

Proof of Proposition 2.5

We start by noting that the conclusion in Gentzkow and Kamenica (2016) is not re-

stricted to the case that the prior distribution has the support [0,1]. Instead, it works on

all closed intervals. The details are as follows:
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• The part showing that the integrated CDF of an information structure must be be-

tween cπ and cπ uses the property of mean-preserving spread, which is not a concept

restricted on [0,1].

• The part showing that a convex function between cπ and cπ corresponds to an infor-

mation structure uses Proposition 1 from Kolotilin (2014), which is shown under a

more general interval [r,r].

In particular, we will later use Gentzkow and Kamenica (2016) on [0,m] for some m < 1.

Let cπ be the integrated CDF for some finite π such that segment i of cπ is tangent to

cπ at some horizontal coordinate m ∈ (0,1). This implies the tangency point is

(
m,
∫ m

0
F(t)dt

)
.

Segment i is a straight line passes through this point, with the slope of F(m), the slope of

cπ at this point. Therefore, we can write Segment i as

cπ(x) = F(m)x+ c

for some constant c. Substitute the coordinate of the tangency point,

c =
∫ m

0
F(t)dt −mF(m)

= tF(t)|m0 −
∫ m

0
tdF(t)−mF(m)

=−
∫ m

0
tdF(t)

=−F(m)E(θ | θ ∈ [0,m]).

The second line uses integration by parts, the third line uses the fact that F(0) = 0, and

the last line uses the definition of conditional expectation of θ on [0,m]. Therefore, the

expression of Segment i is

cπ(x) = F(m)x−F(m)E(θ | θ ∈ [0,m]). (A.4)
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Let’s now take a detour and consider an information structure on [0,m]. Let the prior

distribution on [0,m] be

F̃(x) =
F(x)
F(m)

.

That is, we consider the original prior distribution F conditioned on [0,m]. An information

structure based on F̃ has the upper bound

c̃π(x) =
∫ x

0
F̃(t)dt =

1
F(m)

cπ(x).

The lower bound c̃π is a piecewise linear function which is 0 before E(θ | θ ∈ [0,m]), and

x−E(θ | θ ∈ [0,m])

for x ∈ [E(θ | θ ∈ [0,m]),m]. Notice that c̃π and c̃π coincide at m.

Now consider cπ again, but scaled by 1/F(m). After this constant scaling, the new

Segment 0 is still on the horizontal axis, and the new Segment i is, by using (A.4), exactly

c̃π . Considering cπ only on [0,m], the scaled version

cπ

F(m)

is a (i+ 1)-segment piecewise linear convex function between c̃π and c̃π . This implies the

scaled version, cπ/F(m), defines an information structure on [0,m]. Correspondingly, cπ

then also defines an information structure such that no signal realization sent at the states

below m is also sent above m. (To further confirm this, one can check that the weighted

average of xi before m, using the scaled cπ/F(m), is E(θ | θ ∈ [0,m]).)

Conversely, consider an information structure such that, for some m ∈ (0,1), no signal

realization sent at the states below m is also sent above m. One can imagine that there is a

“straight line” that divide [0,1] into two independent parts, [0,m] and (m,1]. Suppose that

there are i posterior means induced before m; that is,

0 < x1 < · · ·< xi < m.
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(Immediately, it is impossible that xi = m for some xi. Otherwise, given that we have ruled

out posterior means with zero weights, the signal realization that induces xi must be sent

above and below xi.)

What is the expression of Segment i? Recall that in general, Segment i has the expression

cπ(x) =

(
i

∑
j=1

w j

)
x−

i

∑
j=1

w jx j.

Because of the straight line formulation,

i

∑
j=1

w j = F(m),

since the signal realizations that induce x1, · · · ,xi are sent on and only on [0,m], and no

other signal realizations are sent on [0,m]. For the same reason, ∑i
j=1 w jx j must be the

conditional mean on [0,m] scaled by the weight, namely,

i

∑
j=1

w jx j = F(m)E(θ | θ ∈ [0,m]).

But this means the expression of Segment i is exactly (A.4), which then shows that Segment

i is tangent to cπ . ■

Proof of Corollary 2.8

It suffices to show the following lemma.

Lemma A.1. Suppose xi and xi+1 are induced and only induced on states [ℓ,h]. Let the weight of

si (si+1) being sent be wi (wi+1). Regardless of the original information structure, the following

modification leads to a payoff equivalent structure:

• In states [ℓ̃, h̃], signal si+1 is sent, such that ℓ < ℓ̃ < h̃ ⩽ h, and

∫ h̃

ℓ̃
f (θ)dθ = wi+1, and

1
wi+1

∫ h̃

ℓ̃
θ f (θ)dθ = xi+1.

• In states [ℓ, ℓ̃)∪ (h̃,h], signal si is sent.
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We first consider the existences of ℓ̃ and h̃. Let h̃(t) be an implicit function defined by

∫ h̃(t)

t
f (θ)dθ = wi+1.

Since f is assumed to have full support, h̃(t) is strictly increasing. It is also clear that h̃(·)

is continuous. To show this, first recall that f is continuous on [0,1], so that there exists

m and M such that m ⩽ f ⩽ M for all θ ∈ [0,1]. Let ε > 0 be given. We show that for any

t1, for t2 satisfying |t2 − t1|< δ , |h̃(t2)− h̃(t1)|< ε , where δ = εm/M. For simplicity, we show

only when t2 > t1, and the other side is similar.

By definition,
∫ h̃(t1)

t1 f (θ)dθ =
∫ h̃(t2)

t2 f (θ)dθ , or equivalently,

∫ t2

t1
f (θ)dθ =

∫ h̃(t2)

h̃(t1)
f (θ)dθ .

The left hand side is less than δM. Substitute δ = εm/M, this means

∫ h̃(t2)

h̃(t1)
f (θ)dθ < εm.

Since f ⩾ m, h̃(t2)− h̃(t1)< ε .

Define function

x̃(t) =
1

wi+1

∫ h̃(t)

t
θ f (θ)dθ ,

which is the posterior mean induced by the cell [t, h̃(t)]. Notice that this is also continuous

(which can be shown similarly and the details are omitted). Let t̄ be the point in [ℓ,h] such

that h̃(t̄) = h. Since x̃(ℓ) < xi+1 < x̃(t̄), by the intermediate value theorem, there exists ℓ̃

such that xℓ̃ = xi+1. In turn, this is exactly the ℓ we are looking for. Also, h̃ = h̃(ℓ).

The rest of the proof is clear: since the structure after modifications keeps the same

xi+1, wi+1, it must keep the same wi, which then shows xi must be unchanged as well. Given

(2.2), this is all we need. ■
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Proof of Theorem 2.9

The Receiver’s ex-ante expected payoff under a four-signal structure is

4

∑
i=1

wix2
i .

Substitute x2 = x1 + 2b, x3 = x4 − 2b, w1 = 2x1, w4 = 2(1− 2x4), and w2 and w3 from (2.4),

the payoff is half of the following (That is, for simplicity, we drop the coefficient 1/2 in the

payoff in the remaining part of the proof.)

x1 + x4 −2x1x4 −8b2(1+2x1 −2x4)−4b(x1 +2x2
1 −4x1x4 + x4(2x4 −1)). (A.5)

The Receiver chooses x1 and x4 to maximize this subject to 0 < x1 < x4 < 1 and

x4 − x1 ⩾ 6b.

This is because the Receiver must also fit x2 and x3 in between, so that the IC condition

implies there must be at least 6b distance between x1 and x4. The Hessian matrix of the

objective (i.e., payoff) function in (A.5),

H =

[
−16b 16b−2

16b−2 −16b

]
Given the range of b, H is negative definite, showing that (A.5) is strictly concave in both

variables. This implies that we can use the Kuhn-Tucker conditions to solve the optimzer.

The Lagrange function is

L (x1,x4,λ ) = x1 + x4 −2x1x4 −8b2(1+2x1 −2x4)−4b(x1 +2x2
1 −4x1x4 + x4(2x4 −1))

+λ (x4 − x1 −6b).

The Kuhn-Tucker conditions are
∂L

∂x1
= 1−16b2 −4b(1+4x1 −4x4)−2x4 −λ = 0,

∂L

∂x4
= 1+16b2 +4b(1+4x1 −4x4)−2x1 +λ = 0,

λ · ∂L

∂λ
= λ (x4 − x1 −6b) = 0, λ ⩾ 0.
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Notice that the conditions are slightly simplified since we know that x1 and x4 must be

strictly between 0 and 1. We also know that the solution must exist since the objective

function is strictly concave and the feasible region is convex. The Kuhn-Tucker conditions

give

x1 =
1
2
−3b, x4 =

1
2
+3b, and λ = 10b(8b−1).

Notice that since λ > 0, the constraint must bind, which implies that the IC condition binds

everywhere. Therefore,

x2 =
1
2
−b, x3 =

1
2
+b,

w2 = w3 = 6b− 1
2
.

Notice that when b = 1/8, the distribution of posterior mean here is exactly the one induced

by the four-cell even-partition structure.

We then need to verify that such distribution of posterior means can be induced by an

information structure. Of course, one can check that the corresponding integrated CDF

lies below cπ(x) = x2/2. Alternatively, since all mixing regions only induces two posterior

means, a mixing region [ℓ,h] that induces xi and xi+1 can be generated by an information

structure if and only if

xi +(xi − ℓ)⩾ xi+1 − (h− xi+1),

and the equality holds if the mixing is degenerate; that is, xi and xi+1 are induced by two

partition cells. The idea is as follows. Imagine xi and xi+1 were induced by partition cells.

If the right boundary of the cell induces xi was smaller than the left boundary of the cell

induces xi+1, the two posterior would be two spreaded from each other such that even-

partition structures could not generate such posterior means. In turn, the two cells must

overlap with each other in a mixing structure. It turns out that this is also all one need for

feasibility. It can be verified that the structure above is always feasible.

Given the Receiver’s payoff is ∑N
i=1 wixi, the payoffs of the structure propsed in Theo-
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rem 2.9 is

−96b3 +17b2 +
1
4
. (A.6)

The payoff of the three-cell even-partition strucuture is 35/108. Notice that in (1/8,1/6),

(A.6) is strictly monotone decreasing. When b = 1/8, (A.6) is 21/64, greater than 35/108.

When b= 1/6, the structure proposed in Theorem 2.9 reduces to a two-signal structure with

payoff 5/18, lower than 35/108. The existence of b̄ is then guaranteed by the intermediate

value theorem, and it must be unique. To solve for b̄, let

−96b3 +17b2 +
1
4
=

35
108

,

which gives b̄ ≈ 0.134309. ■

Proof of Proposition 2.12

To see that (2.12) must bind, suppose the contrary. That is, if π⋆ is the optimal structure,

E −E(π⋆) = ε > 0. Pick an arbitrary signal realization sk (that induces xk in π⋆). Since g(·)

is continuous, there exists z̄ > 0 such that

0 < g(z̄)− (−wk lnwk)<
ε
2
.

We now proposed the following modified information structure π ′. Pick some m ∈ (0,1)

(defined later), and create a new signal s′k. Then,

π ′(s | ω) =


π⋆(s | ω) if s ̸= sk or s′k,
π(sk | ω) if s = s′k,
0 if s = sk

if ω < m,

and

π ′(s | ω) =

{
π⋆(s | ω) if s ̸= s′k,
0 if s = s′k

if ω ⩾ m.

That is, we split the signal realization sk in two by replace sk by s′k for all states below m.

m is defined such that the overall weight of sending s′k is less than z̄, i.e.,

∫ m

0
π⋆(sk | ω) f (ω)dω < z̄,
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which is always feasible since f is continuous and every signal realization is assumed to be

generated with positive weights. This modification only increase the entropy less than ε/2

so that (2.12) is still satisfied. Yet it is clear that the designer is better off. ■

Proof of Proposition 2.13

Consider a k-cell structure for some arbitrary k ⩾ 3. (The problem is more or less trivial

if there are at most two cells.) For a given upper bound E on the entropy, the information

designer’s problem is

min
w1,··· ,wk−1

k−1

∑
i=1

w3
i +

(
1−

k−1

∑
i=1

wi

)3

subject to −
k−1

∑
i=1

wi lnwi −
(

1−
k−1

∑
i=1

wi

)
ln

(
1−

k−1

∑
i=1

wi

)
⩽ E,

and wi ⩾ 0 for all i = 1, · · · ,k−1. The Lagrangian is

L =
k−1

∑
i=1

w3
i +

(
1−

k−1

∑
i=1

wi

)3

+λ

[
−E −

k−1

∑
i=1

wi lnwi −
(

1−
k−1

∑
i=1

wi

)
ln

(
1−

k−1

∑
i=1

wi

)]
.

For a generic i, the FOC is

∂L

∂wi
= 3w2

i −3

(
1−

k−1

∑
i=1

wi

)2

+λ

[
ln

(
1−

k−1

∑
i=1

wi

)
− lnwi

]
= 0. (A.7)

Let 1−w1 −·· ·−wk−1 = wk. The FOC indicates that, if wi ̸= wk for all i = 1, · · · ,k−1,

λ =
3(w2

i −w2
k)

lnwi − lnwk
.

This further implies that for i ̸= j,

(wi/wk)
2 −1

(w j/wk)2 −1
=

ln(wi/wk)

ln(w j/wk)
.

Since the function

g(x) =
x2 −1

lnx
(A.8)

139



is strictly increasing, wi/wk = w j/wk, or simply, wi = w j. This shows that in an optimal

structure, there are at most two cell sizes, and all but one cell share the same size.

Let’s further check the second order conditions. Using (A.7),

∂ 2L

∂w2
i
= 6wi +6wk −

λ
wi

− λ
wk

,

∂ 2L

∂wi∂w j
= 6wk −

λ
wk

.

We can then write the bordered Hessian matrix HB
k . Since w1 = · · ·= wk−1 in the solution

of the FOCs, we will write all wi as w1 for i = 1, · · · ,k−1. Then,

HB
k =


0 ln wk

w1
ln wk

w1
· · · ln wk

w1

ln wk
w1

6w1 +6wk − λ
w1

− λ
wk

6wk − λ
wk

· · · 6wk − λ
wk

ln wk
w1

6wk − λ
wk

6w1 +6wk − λ
w1

− λ
wk

· · · 6wk − λ
wk

...
...

...
. . .

...
ln wk

w1
6wk − λ

wk
6wk − λ

wk
· · · 6w1 +6wk − λ

w1
− λ

wk


To calculate the determinant of this matrix, we first subtract Row 2 from Rows 3,4 · · · ,k.

We then subtract Column k from Columns 2,3 · · ·k−1. All these operations do not change

the determinant. The matrix has been transformed into the following matrix,



0 0 0 0 · · · 0 ln wk
w1

ln wk
w1

6w1 − λ
w1

0 0 · · · 0 6wk − λ
wk

0 −6w1 +
λ
w1

6w1 − λ
w1

0 · · · 0 0
0 −6w1 +

λ
w1

0 6w1 − λ
w1

· · · 0 0
...

...
...

...
. . .

...
...

0 −6w1 +
λ
w1

0 0 · · · 6w1 − λ
w1

0
0 −12w1 +

2λ
w1

−6w1 +
λ
w1

−6w1 +
λ
w1

· · · −6w1 +
λ
w1

6w1 − λ
w1


We can then expand this matrix from the first column. It suffices to consider the determi-
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nant of the following matrix



0 0 0 · · · 0 ln wk
w1

−6w1 +
λ
w1

6w1 − λ
w1

0 · · · 0 0
−6w1 +

λ
w1

0 6w1 − λ
w1

· · · 0 0
...

...
...

. . .
...

...
−6w1 +

λ
w1

0 0 · · · 6w1 − λ
w1

0
−12w1 +

2λ
w1

−6w1 +
λ
w1

−6w1 +
λ
w1

· · · −6w1 +
λ
w1

6w1 − λ
w1


(A.9)

Add Column 2, · · · ,k−2 to the first column, and then switch Column 1 and Column k−1

to get



ln wk
w1

0 0 · · · 0 0
0 6w1 − λ

w1
0 · · · 0 0

0 0 6w1 − λ
w1

· · · 0 0
...

...
...

. . .
...

...
0 0 0 · · · 6w1 − λ

w1
0

6w1 − λ
w1

−6w1 +
λ
w1

−6w1 +
λ
w1

· · · −6w1 +
λ
w1

(k−1)
(
−6w1 +

λ
w1

)


This is a triangular matrix, and the determinant is the product of the diagonal elements,

−(k−1) ln
wk

w1

(
6w1 −

λ
w1

)k−2

.

Also, as we have switch columns once, the determinant of (A.9) needs to be multiplied by

an additional (−1). The overall determinant of HB
k is then

−(k−1)
(

ln
wk

w1

)2(
6w1 −

λ
w1

)k−2

. (A.10)

We should note that all principal minor of HB
k share the same structure, since they are

just HB
k−1, HB

k−2, etc. Therefore, if the determinant HB
k and the determinant of all principal

minors of HB
k are negative as required by the second order conditions, it must be the case

that

6w1 −
λ
w1

> 0,
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so that (A.10) is negative for all k. We already know that λ = 3(w2
1 −w2

k)/ ln(w1/wk), so

that we need to consider the sign of

6w1 −
3(w2

1 −w2
k)

w1 ln w1
wk

= 3w1

2+
1−
(

wk
w1

)2

ln wk
w1

 .
Notice that the terms in the bracket is 2− g(wk/w1). Since limx→1 g(x) = 2, and g(· · ·) is

strictly increasing, we know that 6w1 − (λ/w1) > 0 if and only if wk/w1 < 1, or wk < w1.

Therefore, any solution with wk > w1 will violate the second order conditions, implying that

the solution does not attain a local minimum. That is, the optimal structure must have

the following features:

• It is either a even-partition structure; or

• It is a partition structure with two types of cell sizes. All but one cell share the same,

larger cell size, and the one cell left has the smaller cell size.

Let’s now return to the case where the entropy upper bound E is − ln(K + ε) for some

ε ∈ [0,1). Consider a (K + 2)-cell structure with wK+2 = δ , so that w1 = · · · = wK+1 =

(1−δ )/(K +1). The entropy of the structure is

−
[
(K +1)

1−δ
K +1

ln
1−δ
K +1

+δ lnδ
]
=−(1−δ ) ln

1−δ
K +1

−δ lnδ .

If δ < (1−δ )/(K +1),

−(1−δ ) ln
1−δ
K +1

−δ lnδ >−(1−δ ) ln
1−δ
K +1

−δ ln
1−δ
K +1

= ln
K +1
1−δ

> ln(K +1).

More generally, for any generic k, the structure such that k−1 cells share a larger cell size,

and the remaining one cell has a smaller cell size must have an entropy greater than lnk.

In other words, for the upper bound − ln(K + ε) for some ε ∈ [0,1), a structure with K +2

or more cells that satisfies the first and the second order conditions above must exceed

the upper bound of the entropy. Thus, the optimal structure is at most K +1 cell. When

ε = 0, the (K + 1)-cell structure is also impossible (since it must have an entropy strictly
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greater than lnK), while we have known that among structures with K or fewer cells, the

K-cell even-partition structure performs the best. When ε ∈ (0,1), a (K +1)-cell structure

is possible, leading to a structure with two cell sizes described above. ■

A.2 Proofs of Results in Chapter 3
Proof of Theorem 3.1

We first show that π satisfies first order stochastic dominance. That is, for µ1 < µ2,

the posterior distribution of µ under π with prior µ2 first order stochastically dominates

the posterior distribution of µ under π with prior µ1. Let G1 and G2 be the CDF of the

posterior distribution when the priors are µ1 and µ2, respectively. We want to show that

for any x ∈ (0,1), G1(x)⩾ G2(x). Pick x ∈ (0,1). If x is a posterior following prior µ2, then

for some signal s,

x =
µ2π(s | G)

µ2π(s | G)+(1−µ2)π(s | B)
=

[
1+

1−µ2

µ2

π(s | B)
π(s | G)

]−1

.

Therefore, if we define

S2
x ≡

{
s ∈ S :

π(s | B)
π(s | G)

⩾
1− x

x
µ2

1−µ2

}
,

which is the set of signals that leads to a posterior at most x under the prior µ2, then

G2(x) = µ2Pπ(s ∈ S2
x |G)+(1−µ2)Pπ(s ∈ S2

x |B),

where Pπ(s ∈ S2
x |G) is the probability that s ∈ S2

x given the signal structure π and quality

state G, similarly for Pπ(s ∈ Sx|B).

Since µ1 < µ2, if we define S1
x as the set of signals that leads to a posterior at most x

under the prior µ1, S2
x ⊆ S1

x , since for each given signal, the posterior of that signal under a

higher prior is higher. It follows that

G1(x) = µ1Pπ(s ∈ S1
x |G)+(1−µ1)Pπ(s ∈ S1

x |B)

⩾ µ1Pπ(s ∈ S2
x |G)+(1−µ1)Pπ(s ∈ S2

x |B).
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Therefore,

G1(x)−G2(x)⩾ (µ2 −µ1)
[
Pπ(s ∈ S2

x |B)−Pπ(s ∈ S2
x |G)

]
,

and the sign is determined by the terms in the bracket. Notice that S2
x gathers all the signals

with an (inverse) likelihood ratio π(s|B)/π(s|G) greater than the threshold (1− x)µ2/x(1−

µ2). Since Pπ(s ∈ S|B)−Pπ(s ∈ S|G) = 1− 1 = 0, gathering the signal with larger inverse

likelihood ratio must make this difference larger. This shows the terms in the bracket is

positive, so that FOSD indeed holds.

We now show the main claim by showing that W is increasing in µ . Let T be the

Bellman operator, i.e.,

(T f )(µ) = max{0,(1−a)µ +a+δEπ [ f (µ ′) | µ]},

for f : [0,1]→R. We first show that T preserves monotonicity. That is, if f is an increasing

function, so is T f .

Again let µ1 < µ2 be given. We want to show T f (µ1)⩽ T f (µ2). There are two cases:

• T f (µ1) = 0. Then, since T f (µ2)⩾ 0, T f (µ1)⩽ T f (µ2) holds.

• T f (µ1) > 0. Consider (1 − a)µ + a + δEπ [ f (µ ′) | µ]. Since a < 0, (1 − a)µ1 + a <

(1−a)µ2 +a. Since π satisfies FOSD and f (·) is an increasing function, δEπ [ f (µ ′) |

µ1]⩽ δEπ [ f (µ ′) | µ2].

Therefore, T preserves (increasing) monotonicity as desired.

Define W0(µ) = 0 for all µ . Let Wn+1(µ) = TWn(µ) for all µ and n ⩾ 1. Each Wn is

an increasing function since T preserves monotonicity. By Blackwell’s contraction mapping

theorem, T is a contraction mapping, and Wn →W , which shows W is an increasing function.

Suppose that at some µ3 the designer recommends Y with positive probability. It follows

that

W (µ3) = (1−a)µ3 +a+δEπ [W (µ ′) | µ3]⩾ 0.

Consider any µ4 > µ3. Similar to the argument above, we know that (1− a)µ4 + a > (1−

a)µ3 +a (since a < 0) and δEπ [W (µ ′) | µ4]⩾ δEπ [W (µ ′) | µ3] (by FOSD and monotonically
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increasing W ). This shows

(1−a)µ4 +a+δEπ [W (µ ′) | µ4]> 0,

which in turn shows that W (µ4) = (1−a)µ4+a+δEπ [W (µ ′) | µ4]> 0 and Y is recommended

for sure. Therefore, if Y is recommended with positive probability at some belief, then Y

should be recommended for sure at all higher beliefs. ■

Proof of Theorem 3.2

We will show that ICC-Y and ICC-N are both satisfied in the first best policy if a =−1.

We start with ICC-N. Notice that when N is recommended in the first best, the designer

must have a belief at most 1/2. In other words, r(µ)> 0 if µ > 1/2. To see this, suppose

the contrary that at some µ > 1/2, r(µ) = 0 in the first best. But then the designer has

a profitable deviation by recommending Y for sure at µ at this period and recommend N

at all future periods regardless of the realized signal. This guarantees a strictly positive

expected payoff, while r(µ) = 0 yields a zero payoff for sure. This shows r(µ) = 0 cannot be

a first best. Therefore, whenever N is recommended, consumers know that the designer’s

belief is at most 1/2, and following the recommendation N by not purchasing is incentive

compatible.

Next, consider ICC-Y. Assume that Y is recommended with positive probability, which

means W (µ0)⩾ 0. The goal is to show that the consumer’s expected posterior payoff after

observing Y is proportional to W (µ0).

Given the first best policy is Markov, the occupancy measure is always well-defined and

depends on the prior. Specifically,

y(µ) = r(µ)x(µ),

x(µ) = I(µ = µ0)+δ
∫

y(µ̂)dπ(µ | µ̂)+δ [1− r(µ)]x(µ).

For y(µ), r(µ) is the first best policy of recommending Y at belief µ . For x(µ), the first

term considers whether or not µ is the prior, given that prior is where the game starts

and naturally have one more period in the occupancy. The second term considers the cases
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where an experiment at previous period yields a signal that leads to posterior µ . The

last term considers the cases that no experiment was recommended and the belief remains

constant for the next consumer. The designer’s expected payoff under the first best policy

is

W (µ0) =
∫

y(µ)(2µ −1)dµ ⩾ 0

since r(µ0)> 0.

On the other hand, the consumer’s posterior belief after observing Y is described by

∫ y(µ)µ∫
y(µ̂)dµ̂

dµ,

and the consumer purchases if this is at least 1/2. This means

2
∫

y(µ)µ ⩾
∫

y(µ̂)dµ̂.

Move the RHS to the LHS, use the same integral variable, and collect terms to get

∫
y(µ)(2µ −1)dµ ⩾ 0,

which was our starting assumption. ■

Proof of Proposition 3.3

For simplicity of notations, we let γr(Y ) and γr(N) be the posterior beliefs of consumers

after observing recommendation Y and N, respectively, under recommendation policy r. In

what follows, we will use r′ and r′′ to denote a first best and a second best recommendation

policy in a given game.

Case 1: a>−1. Suppose that the designer’s first best policies are not implementable. If

the designer commits to a second best policy in which Y is never recommended, any claim

regarding ICC-Y, including that it is binding, is vacuously true. Here, ICC-N is indeed

slack, since never recommending Y cannot be the second best if µ0 ⩾ 1/2.1 Given µ0 < 1/2

and N is always recommended, γr′′(N) = µ0 < 1/2.

1 In fact, when a>−1 and µ0 ⩾ 1/2, the designer can always implement a first best policy: since a>−1, γr′(N)< 1/2
for any first best policy r′. Bayesian consistency suggests that γr′(Y )> 1/2 since µ0 ⩾ 1/2.
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In what follows, we consider the cases when Y is recommended with positive probability

after some history in a second best policy r′′.

First, we argue that ICC-N cannot bind in r′′. Otherwise, γr′′(N) = 1/2. Since a second

best policy must be IC, γr′′(Y )⩾ 1/2. Bayesian consistency then implies µ0 ⩾ 1/2. But this

suggests a first best policy is implementable.

Next, we argue that ICC-Y must bind in r′′. Suppose the contrary that γr′′(Y ) > 1/2.

Define a new recommendation policy r1 as follows:

• At the beginning of Period 1, the designer randomizes between r′′ and a first best

policy r′. The designer plays r′ with probability ε > 0.

The designer gets higher expected payoff under r1 (since the first best payoff is strictly

higher). For sufficiently small ε ,

γr1(Y ) = (1− ε)γr′′(Y )+ εγr′(Y )⩾ 1/2.

And we know that γ r1(N)< 1/2 since both γr′(N) and γr′′(N) are less than 1/2. Therefore, r1

is also IC. This shows the “second best policy” is in fact not the second best, a contradiction.

Case 2: a <−1. If N is never recommended in a second best policy, ICC-N binding is

again vacuously true. To see that ICC-Y is slack, note that the designer recommends Y

at the first period if the ex-ante expected payoff at µ0 is weakly positive. Since a < −1,

an (imaginary) designer with a =−1 under the same recommendation policy must have a

strictly positive ex-ante expected payoff at µ0. By Theorem 3.2, the consumers payoff after

observing recommendation Y has the same sign as the ex-ante payoff of the designer with

a =−1, so that the sign is strictly positive. This shows ICC-Y is slack.

Suppose that N is recommended with positive probability after some history in a second

best policy r′′. We first argue that ICC-Y is slack. If Y is never recommended, it is again

vacuously true that ICC-Y is slack. If Y is recommended with positive probability, it must

be recommended with positive probability at Period 1. Then the argument above again

shows ICC-Y is slack.

Finally, we show that ICC-N must bind. Suppose not, that is, both ICC-Y and ICC-N
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are slack in the second best policy. Similar to the cases of a >−1, the designer can adopt a

new recommendation policy by randomizing between the second best policy (with a large

probability) and a first best policy (with a small enough probability). The new policy yields

a strictly higher payoff and is IC. Therefore, the “second best policy” is in fact not a second

best policy, which is a contradiction. ■

Proof of Theorem 3.4

Below we consider cases when a >−1. The arguments for cases a <−1 are analogous,

with ICC-N replacing ICC-Y as the relevant constraint.

Suppose a >−1. We will show that if the designer chooses to play a mixed strategy in

the second best policy, mixing between Y and N only happens at the lowest belief where

Y is still recommended with positive probability. To see this, notice that given a > −1,

the coefficients of yn in both the objective function (3.7) and ICC-Y (3.5) are decreasing

in n. Therefore, choosing ym = xm at a small m where both coefficients are positive both

increases the planner’s objective function and the LHS of ICC-Y. Similarly, for sufficiently

large m, both coefficients are negative, and setting ym = 0 is optimal. Mixing can happen

at intermediate beliefs where the two coefficients have different signs.

What is left to show is that mixing can happen for at most one belief. For simplicity of

notation, let

An = µn

(
1−a+

αδ
1−δ

)
+a and Cn = µn

(
2+

αδ
1−δ

)
−1

denote the coefficient of yn in the objective function (3.7) and the IC constraint (3.5). In

what follows, we argue that the shadow values of yn do not coincide for different n. In

particular, it is always strictly beneficial for the designer to front load the recommendation.

Suppose not, that is, in the second-best policy, for some m > 0 and k > 0, ym < xm and

ym+k < xm+k. In other words, the designer plays a mixed strategy at µm and µm+k. Notice

that An >Cn for all n, so that if Cm ⩾ 0, choosing ym = 1 weakly relaxes the IC and strictly

increases the objective. Given the policy is optimal, 0 >Cm >Cm+k. Also, if Am < 0, ym = 0
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is a strict improvement that is IC, so that Am > Am+k ⩾ 0.

Now consider the following modification: let ε > 0 be sufficiently small, so that ym+k −

ε > 0 and

ym +
Cm+k

Cm
ε ⩽ xm.

That is, we reduce ε from ym+k and increase ym by Cm+kε/Cm. All other yn are kept un-

changed. Notice that this is feasible since an increase in ym implies an increase in xm+1, and

all future x’s until xm+k+1 are unchanged since the corresponding y’s are unchanged. The

modification is still IC by construction. The change of the objective function under this

modification is

ε
[

Am
Cm+k

Cm
−Am+k

]
.

It suffices to consider the terms in the bracket. It is positive if (notice that Cm+k < 0)

Am

Cm
<

Am+k

Cm+k
.

Both the LHS and the RHS can be written as the following form

g(µ)≡
[

µ
(

1−a+
αδ

1−δ

)
+a
]/[

µ
(

2+
αδ

1−δ

)
−1
]
.

Take the partial derivative with respect to µ , the sign is determined by

−(1+a)
[

1+
αδ

1−δ

]
,

which is negative since a > −1. Therefore, g is strictly decreasing in µ. Since µm > µm+k,

the modification indeed provides strictly higher payoff for the designer. ■

Proof of Theorem 3.5

By induction, it is easy to show that

µn =
µ0(1−α)n−1

µ0(1−α)n−1 +1−µ1
,
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and if y j = x j for all j ⩽ n,

yn = δ n−1[µ0(1−α)n−1 +1−µ1].

First consider a < −1, where only ICC-N (3.6) potentially matters. Substitute µn and yn

just derived to the RHS of the ICC-N, the RHS is

µ0([δ (1−α)]n +δ n)−δ n.

Set this to 0 to get µ0 = w(n). That is, the ICC-N is binding if the prior is w(n) and the

designer experiments exactly n times. One can verify that, by substituting w(n) into the

equation of µn, µn+1 |µ0=w(n)= 1/2. Intuitively, this means the designer will experiment as

long as the belief at the beginning of the period is above 1/2. The consumers realize that

a product is recommended with N only if the designer’s belief is at 1/2 or below, which

satisfies ICC-N.

If µ(n) ⩽ µ0 < µ(n + 1), the designer would like to experiment n times in the first

best. If µ0 ⩽ w(n), this means the belief after n experiments without good news is at

most 1/2, suggesting that the first best is implementable. Otherwise, the first best is

not implementable, and the second best is determined by ICC-N. For w(n + k) < µ0 ⩽

w(n+ k+ 1), must experiment at the first n+ k belief and mix at the belief n+ k+ 1. By

letting y j = x j for j ⩽ n+ k, setting ICC-N to be 0 gives yn+k+1 in the claim.

Next consider −1 < a < 0, where only ICC-Y (3.5) potentially matters. Substitute µn

and yn at the beginning of the proof to the LHS of the ICC-Y,

µ0
2− [δ (1−α)]n −δ n

1−δ
− 1−δ n

1−δ
.

Set this to 0 to get µ0 = s(n). That is, if µ0 = s(n), under a policy in which the designer

experiments exactly n times without good news, the expected payoff of purchasing the

product after a recommendation Y is exactly 0.

If µ(n)⩽ µ0 < µ(n+1), the designer again would like to experiment n times in the first

best. This is implementable if µ0 ⩾ s(n) by construction. Otherwise, the belief is too low
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to implement the first best. In particular, for µ0 < s(1), the consumers cannot accept any

recommendation Y . For k ⩾ 1 and s(k)< µ0 < s(k+1), ICC-Y is slack after k experiments

without good news arrival but is violated after k+ 1 experiments (by the construction of

s(n) again). The designer then use mixed strategy such that ICC-Y binds exactly. By

letting y j = x j for j ⩽ k and setting the LHS of ICC-Y to be 0, we have yk+1 in the claim.

Finally, consider a⩾ 0. The designer would like to recommend Y to all consumers, which

is only IC if µ0 ⩾ 1/2. For µ0 < 1/2, ICC-Y binds, and the second best policy is pinned

down by ICC-Y. Again, for s(k) ⩽ µ0 < s(k + 1), the designer can at most experiment k

times for sure while keeping ICC-Y. yk+1 is again solved by letting y j = x j for j ⩽ k and

setting the LHS of ICC-Y to be 0. ■

Proof of Theorem 3.10

First consider −1 < a < 0. The designer sets yB = 0 in the second best policy. By

Proposition 3.9, there are only two candidate second best policies: recommend Y until bad

news, or recommend N to all consumers. Given y1 = 1, yn = xn, by (3.8) and the law of

motion of beliefs,

∑
n⩾1

(2µn −1)yn = ∑
n⩾1

δ n−1 [µ1 − (1−µ1)(1−β )n−1]

= µ0

[
1

1−δ
+

1
1− (1−β )δ

]
− 1

1− (1−β )δ
≡ Γ,

so that ICC-Y is

−yB +Γ ⩾ 0. (A.11)

If Γ ⩾ 0, (A.11) is satisfied at yB = 0. Also, since ∑n⩾1[(1−a)µn+a]yn > ∑n⩾1(2µn−1)yn = Γ,

recommending Y until bad news achieves strictly positive expected payoff (instead of 0 by

always recommending N). Therefore, the second best policy is to recommend Y until bad

news. If Γ < 0, (A.11) is violated even if yB = 0. This indicates the only incentive feasible

policy is to recommend N to all consumers, which is the designer’s second best policy.

Next, consider a ⩾ 0. yB is no longer automatically 0 since the designer still gets a

positive profit from a consumer purchasing a known bad product. If µ0 < µ⋆, the argument
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is the same as the cases of −1 < a < 0. When µ⋆ ⩽ µ0 < 1/2, while the designer always

wants to recommend Y given a ⩾ 0, ICC-Y binds, and yB is at most −Γ. When µ0 ⩾ 1/2,

the designer can recommend Y to all consumers. The posterior belief remains at µ0 = 1/2,

so that ICC-Y is satisfied. ■

A.3 Proofs of Results in Chapter 4 and Additional Discussions
A.3.1 The stage game
The Social Planner

We first solve the social planner’s stage game.

Stage games (1,1) and (α,α). We consider (q,q) for some generic q. If k is not too

large, consumers in [0,1/2) purchase from firm 0, consumers in (1/2,1] purchase from firm

1, and the consumer at 1/2 is indifferent. For the indifference consumer, she purchases if

q− (k/2)⩾ 0, or k ⩽ 2q. The social surplus is

2×
∫ 1

2

0
(q− kx)dx = q− k

4
.

Note that here we utilize the fact that the environment is symmetric.

If k > 2q, some buyers in the middle chooses not to purchase. Let x be the location of

the last consumer who purchases from firm 0. Then,

q− kx = 0 ⇒ x =
q
k
.

The social surplus is

2×
∫ q

k

0
(q− kx)dx =

q2

k
.

Stage game (1,α). There are three cases:

• Firm 0 and firm 1 split the market at some x∗ (and the whole market is covered).

• Firm 0 dominates the market.

• Firm 0 serves the consumers at location [0,x], firm 1 serves the consumers at location

[x,1], and x < x.
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Let’s consider the first case. The location x∗ of the indifference consumer is defined by

q0 − kx∗ = q1 − k(1− x∗) ⇒ x∗ =
1
2
+

1−α
2k

.

It is clear that x∗ > 1/2, and x∗ ⩽ 1 if 1−α ⩽ k, or α ⩾ 1− k. The indifference consumer

gets

1− kx∗ =
1+α − k

2
.

This consumer gets nonnegative payoff if 1+α ⩾ k, or α ⩾ k−1. Therefore, if α ⩾ |1− k|,

the two firms split the market at x∗. The social welfare is

∫ x∗

0
(1− kx)dx+

∫ 1

x∗
[α − k(1− x)]dx =

1+α
2

+
(1−α)2

4k
− k

4
.

The second case happens if x∗ > 1, or 1−α > k. To verify that firm 0 indeed dominates

the market, consider the consumer at location 1. Purchasing from firm 0 gets 1− k. Since

1−α > k, the consumer gets more than α (so that more than 0), which shows that firm 0

indeed dominates the market. The social surplus is

∫ 1

0
(1− kx)dx = 1− k

2
.

The last case happens if the consumer at x∗ has negative payoff. Formally, x = 1/k as

we defined above. For x, it is defined by

α − k(1− x) = 0 ⇒ x = 1− α
k
.

We need x < x, which implies α < k− 1. Notice that this is indeed the condition for the

consumer at location x∗ gets negative payoff if purchasing. The social surplus is

∫ x

0
(1− kx)dx+

∫ 1

x
[α − k(1− x)]dx =

1+α2

2k

Duopoly Firms

We first state the best responses of Firm 0, in terms Firm 1’s quality q1 and price p1:
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1. If q1 − p1 ⩾ k:

(a) If q0 > 3k+q1 − p1: BR0 = pD
0 = q0 −q1 + p1 − k.

(b) If −k+q1 − p1 ⩽ q0 ⩽ q1 − p1 +3k: BR0 = pS
0 = (q0 −q1 + p1 + k)/2.

(c) If q0 <−k+q1 − p1: BR0 is any price higher than q0 −q1 + p1 − k so that firm 0

has zero demand.

2. If 0 ⩽ q1 − p1 < k:

(a) If q0 > 3k+q1 − p1: BR0 = pD
0 = q0 −q1 + p1 − k.

(b) If 3k−3(q1 − p1)⩽ q0 ⩽ 3k+q1 − p1: BR0 = pS
0 = (q0 −q1 + p1 + k)/2.

(c) If 2k−2(q1 − p1)⩽ q0 ⩽ 3k−3(q1 − p1): BR0 = pF
0 = q0 +q1 − p1 − k.

(d) If q0 < 2k−2(q1 − p1): BR0 = pM
0 = q0/2.

3. If q1 − p1 < 0:

(a) If q0 ⩾ 2k: BR0 = q0 − k.

(b) If q1 < 2k: BR0 = pM
0 = q0/2.

In general, there are four possible cases: (i) one firm dominates the market, (ii) two firms

split the market with FOC pricing, (iii) two firms split the market with corner solutions, and

(iv) two firms are separated small monopolists. Case (iii) may not be obvious: FOC pricing

may not always leave the middle consumer positive consumer surplus. If this happens, and

the quality levels are not too low, firms will still compete, since the profits of covering a

larger market is still higher than the profits of charging a higher price and losing some

markets.

We can now use the best responses above to formulate the stage game equilibria. The

cases where the quality levels are the same are relatively easy and we state the result directly

in Table A.1.

Table A.1: Stage Game Equilibria in (q,q)

Each Firm’s Price Each Firm’s Profit

3k/2 ⩽ q k k/2
k ⩽ q < 3k/2 q− (k/2) (q/2)− (k/4)
q < k q/2 (q2)/4k
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Stage game (1,α). Since α ∈ (0,1), there are three possible cases in this subgame

• Firm 0 dominates the market.

• The two firms split the market. This includes two scenarios: the indifference consumer

has positive surplus, or the indifference consumer has zero surplus.

• The two firms leave some buyers not served.

We should note that it is impossible that firm 1 dominates the market, given that firm 0

has higher quality. Also, it is not possible that for some x, consumers in [0,x] purchase

from firm 0, and the remaining consumers choose not to purchase. Here, firm 1 can always

charge ε < α and attract consumers close to 1 to purchase, which is a profitable deviation.

Let’s start from the case that firm 0 dominates the market. We argue that p1 = 0 in such

equilibria. Since firm 0 dominates the market and q1 = α > 0, we must be in Case 1(a) or

Case 2(a) regarding firm 0’s best response, meaning that p0 = pD
0 (p1)= q0−q1+ p1−k. That

is, the consumer at location 1 is indifferent. Suppose that p1 = p̃1 > 0. Given p0 = pD
0 (p1),

firm 1 can charge p̃1/2 instead, so that consumers closer to 1 will purchase from firm

1, leading to a positive profit. This is a profitable deviation exists for any positive p1.

Therefore, in any equilibrium that firm 0 dominates the market, firm 1’s price p1 must be

0. Then, following the best response function of firm 0, firm 0 dominates the market if

q0 −q1 = 1−α > 3k. Firm 0 charges 1−α − k, which is also firm 0’s equilibrium profit.

Next, consider the case that they split the market. Depending on parameters, we may

be in Cases 1(b), 2(b), or 2(c) of firm 0’s best response. For Cases 1(b) and 2(b), the

indifference consumer has (weakly) positive surplus, and firms chooses the FOC price. This

leads to

p0 = k+
q0 −q1

3
, and p1 = k+

q1 −q0

3
.

Note that if 1−α > 3k, firm 0 will dominate the market. Therefore, the prices here are

nonnegative. The indifference consumer is

x∗ =
1
2
+

q0 −q1

6k
.
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Again, if 1−α ⩽ 3k, x∗ is between 1/2 and 1. And the indifference consumer gets

q0 − p0 − kx∗ =
q0 +q1 −3k

2
.

Therefore, the indifference consumer has nonnegative surplus if 1+α ⩾ 3k. In this case,

both firms split the market at x∗.

If 1+α < 3k, the firms cannot split the market at the FOC prices. We consider the last

case first, that is, the case where two firms act as monopolists. Firm 0 charges q0/2 and

serves consumers in [0,x], where x = q0/2k, while firm 1 charges q1/2 and serves consumers

in [x,1], where x = 1− (q1/2k). If both firms act as monopolists, we must have x < x, or

q0 +q1 = 1+α < 2k.

Therefore, the case left is 2k ⩽ 1+α < 3k. This is the case that two firms still split the

market at some x∗, but this indifference consumer has zero surplus. In other words, firm

0’s best response at Case 2(c), and similar for firm 1. We should note that there are many

equilibria. Both firms are now restricted by the same constraint – the boundary consumer

must have zero consumer surplus, which leads to multiplicity. It is possible to pick a natural

equilibrium pricing profile, for 1+α = mk, m ∈ [2,3),

p0 =
m−1

m
and p1 =

(m−1)α
m

,

which take the uniform functional form of the equilibria at both boundaries, and the equi-

librium pricing is also continuous. Still, as the condition assumed in the paper, this case is

not used in the analysis.

We can summarize the results in Table A.2.

A.3.2 Proof of Results in Section 4.3
Proof of Proposition 4.2

If the social planner chooses not to upgrade at (L,L), the value function is

WN(L,L) = α∆+ e−r∆WN(α,α).
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Table A.2: Stage Game Equilibria in (1,α)

p0 p1 Firm 0’s profit Firm 1’s profit

1−α > 3k 1−α − k 0 1−α − k 0

1−α ⩽ 3k, 1+α ⩾ 3k k+
1−α

3
k− 1−α

3
(3k+1−α)2

18k
(3k+α −1)2

18k

1−α ⩽ 3k, 2k ⩽ 1+α < 3k 1− k
1+α

α − kα
1+α

1+α − k
(1+α)2

(1+α − k)α2

(1+α)2

1−α ⩽ 3k, 1+α < 2k
1
2

α
2

1
4k

α2

4k

This gives WN(L,L) = α/r in the limit. If the social planner chooses to upgrade instead, the

value function is

WU(L,L) =−c+ e−β∆ [1dt + e−r∆WU(1,α)
]
+
(

1− e−β∆
)[

αdt + e−r∆WU(α,α)
]

WU(H,L) = e−β∆ [1dt + e−r∆WU(1,α)
]
+
(

1− e−β∆
)[

αdt + e−r∆WU(α,α)
]

In the limit, this gives

WU(L,L) =
1
r
− (β + r)c

r
.

The result is obtained by comparing WN(L,L) and WU(L,L). ■

Proof of Lemma 4.3

For this and the next two proofs, we consider the more general k > 0 since such MPE

also exist under k > 0. The results under k = 0 are obtained by setting k = 0 in the proofs.

Define

δ = e−r∆, b = 1− e−β∆, and ξ =
1− e−r∆

r
.

In particular, ξ acts as ∆, only it has discount baked in.

Also, notice that firms always have no action at (H,H), so that the value function at
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(H,H) is always the same.

V0(H,H) = (1−b)2(π0(H,H)ξ +δV0(H,H))+b(1−b)(π0(H,L)ξ +δV0(H,L))

+b(1−b)(π0(L,H)ξ +δV0(L,H))

+b2(π0(L,L)ξ +δV0(L,L)).

(A.12)

In case that firms never upgrades, the remaining value functions of Firm 0 are

V0(H,L) = (1−b)(π0(H,L)ξ +δV0(H,L))+b(π0(L,L)ξ +δV0(L,L)),

V0(L,H) = (1−b)(π0(L,H)ξ +δV0(L,H))+b(π0(L,L)ξ +δV0(L,L)),

V0(L,L) = π0(L,L)ξ +δV0(L,L).

Since this is a symmetric profile, it is sufficient to consider firm 0 only. We omit the solutions

of the value functions as they are usually too long (by including many higher order terms).

No profitable deviations at (L,H) means

V0(L,H)− [−c+V0(H,H)]⩾ 0,

which is just the application of one-shot deviation principle. Substitute the value function

solutions to the LHS, then take the limit to get

2β 2c+ cr2 +3βcr−π0(H,H)(β + r)−βπ0(H,L)+π0(L,H)(β + r)+βπ0(L,L)
(β + r)(2β + r)

,

so that we need

c(β + r)>
(π0(H,H)−π0(L,H))(β + r)

2β + r
+

β (π0(H,L)−π0(L,L))
2β + r

. (A.13)

No profitable deviations at (L,L) means

V0(L,L)− [−c+V0(H,L)]⩾ 0.

The procedure of simplication is the same, and we acquire the condition

c(r+β )> π0(H,L)−π0(L,L).
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Notice that the RHS is larger than the RHS of (A.13), so that this is the condition needed.

In particular, notice that this gives c̄ = [π0(H,L)−π0(L,L)]/(r+β ). It is also easy to verify

that the value functions are always positive under this condition. ■

Proof of Proposition 4.4

Let xh be the upgrade probability of Firm 1. Since Firm 0 is indifferent between up-

grading or not at (L,H), we can first assume Firm 0 does not upgrade at (L,H) to solve the

value function, then use the indifference condition to solve for xh.

Recall that V0(H,H) is given in (A.12). The value remaining functions are

V0(H,L) = xhV0(H,H)+(1− xh) [(1−b)(π0(H,L)ξ +δV0(H,L))+b(π0(L,L)ξ +δV0(L,L))]

V0(L,H) = (1−b)(π0(L,H)ξ +δV0(L,H))+b(π0(L,L)ξ +δV0(L,L)),

V0(L,L) =−c+V0(H,H).

And the indifference condition is

V0(L,H) =−c+V0(H,H).

This gives the expression of xh. (The exact expression contains many terms due to the

discrete-time setup and is omitted.) Substitute this back to the value functions, we get the

expression of the value functions under the equilibrium. In the limit, xh → 0, so that it

sufficient to check that the limit of xh/t,

−2β 2c− cr2 −3βcr+π0(H,H)(β + r)+βπ0(H,L)−π0(L,H)(2β + r)
c(β + r)−π0(H,H)+π0(L,H)

is positive to ensure xh is a well-defined probability when ∆ is sufficiently small. This is one

of the conditions to establish MPE. The other two conditions are no-profitable deviation

condition, but they are most trivial here. Notice that the incentives of upgrading at (L,L)

and (L,H) are the same, which reduces the two conditions to just one and is guaranteed

by the indifference condition. The same upgrading incentive does not rely on k = 0. To see

this:
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• At (L,L), if Firm 0 upgrades, the state before nature’s decision is (H,H). If Firm 0

does not upgrade, Firm 1 upgrades, and the state before nature’s decision is (L,H).

• At (L,H), if Firm 0 upgrades, the state before nature’s decision is (H,H). If Firm

0 does not upgrade, Firm 1 does not have any action, and the state before nature’s

decision is (L,H).

Since the interim states before nature’s shock(s) are the same, the distributions of states

after nature’s decision are also the same, meaning that the stage payoffs and continuation

states are the same, which completely aligns upgrading incentives.

Therefore, it suffices to consider that xh/t has a positive limit, which requires

π0(H,H)−π0(L,H)< c(β + r)<
π0(H,H)(β + r)

2β + r
+

βπ0(H,L)
2β + r

−π0(L,H). ■

Proof of Proposition 4.5

The idea is similar to the proof of Proposition 4.4: start by assuming that Firm 1 mixes

at (L,L) with probability xl . Formulate the value functions under the assumption that Firm

0 does not upgrade. The value functions are

V0(H,L) = (1−b)(π0(H,L)ξ +δV0(H,L))+b(π0(L,L)ξ +δV0(L,L)),

V0(L,H) = (1−b)(π0(L,H)ξ +δV0(L,H))+b(π0(L,L)ξ +δV0(L,L)),

V0(L,L) = xlV0(L,H)+(1− xl)(π0(L,L)ξ +δV0(L,L)).

The indifference condition is

V0(L,L) =−c+ xlV0(H,H)+(1− xl)V0(H,L).

This gives xl.2 After taking the limit,

xl =
(2β + r)(−c(β + r)+π0(H,L)−π0(L,H))

(π0(H,L)−π0(H,H))(β + r)
.

Observe that xl does not converge to 0, so that the strategy is a probabilistic mixing instead

2 Technically, this is a quadratic equation of xl and has two solutions. Nevertheless, the other solution is 0.
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of rate mixing. This also means the limit must be between 0 and 1. This gives

π0(H,H)(β + r)
2β + r

+
βπ0(H,L)

2β + r
−π0(L,H)< c(β + r)< π0(H,L)−π0(L,H).

There is no profitable deviation at (L,L) due to the indifference condition. At (L,H),

the no profitable deviation is that

V0(L,H)− (−c+V0(H,H))⩾ 0.

After taking the limit, this simplifies to

π0(H,H)(β + r)
2β + r

+
βπ0(H,L)

2β + r
−π0(L,H)< c(β + r).

Therefore, the profile is an MPE in the limit if

π0(H,H)(β + r)
2β + r

+
βπ0(H,L)

2β + r
−π0(L,H)< c(β + r)< π0(H,L)−π0(L,H). ■

Proof of Theorem 4.6

This is shown by exhausting all possibilities of symmetric MPE. Here, we discuss the

pure strategy symmetric profiles only and leaving the mixed strategy symmetric profiles to

online appendix so that the proof is not overly long.

As we have discussed after Theorem 4.6, there is no always-upgrading MPE. Next,

consider that both firms upgrade at (L,L) but not at (H,L)/(L,H). It can be verified that

the limits of the value functions of Firm 0 are

V0(H,H) =−β (α +2βc−1)
r(3β + r)

,

V0(H,L) =−αβ 2 +3αβ r+αr2 +2β 3c+3β 2cr−β 2 +βcr2 −3β r− r2

r(β + r)(3β + r)
,

V0(L,H) =−αβ 2 +2β 3c+3β 2cr−β 2 +βcr2

r(β + r)(3β + r)
,

V0(L,L) =−αβ +2β 2c+3βcr−β + cr2

r(3β + r)
.
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We can then verify that the two no-profitable-deviation conditions result to the direct

opposite signs. The only c that maintain this MPE is

c =
β −αβ

(β + r)(2β + r)
,

but this is the cost level at the boundary of the two MPE in Proposition 4.4 and Proposi-

tion 4.5, and this is exactly the limiting MPE at the boundary.

We have also discussed the upgrading deterrence MPE after Theorem 4.6, which also

only exists at c = 0. The final pure symmetric profile is always upgrading, which is covered

in Lemma 4.3. ■

Proof of Proposition 4.8

We have shown the calculation of joint profits under the MPE in Proposition 4.4 before

Proposition 4.8. Substitute flow payoffs and mixing rates into (4.1), the joint profit is

2βcr(−α + c(β + r)+1)
−αβ +β + c(β 2 − r2)

.

We now consider the MPE in Proposition 4.5. Let

y(c) =
g(c)(1−g(c))

2g(c)(1−g(c))+g2(c)

be the probability that the realized outcome is a quality differentiated state. The state

transition must satisfy

βτB +βy(c)τLH = [β (1−2y(c))+βy(c)]τHL.

And the expression regarding τLH is symmetric. This gives

τB =
1−2y(c)
3−2y(c)

, and τHL = τLH =
1

3−2y(c)
.

The upgrading cost is paid at rate

β (τHL + τLH) [y(c)+ y(c)+2(1−2y(c))] .
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Together, we get the joint profit

2(1−α)r(α − c(β + r)−1)
2β (α −βc−1)+3r(α −βc−1)− cr2 .

The remaining part is to verify that both joint profits are increasing in c and is continuous

at the boundary, which are just algebra and omitted here. ■

A.3.3 Proof of Results in Section 4.4
Proof of Proposition 4.9

We show the case that 0<α < k/2. For the case that α is larger, the method is the same.

The only change is the stage social surplus at (L,L) and (L,H), as shown in subsection A.3.1.

Consider the never-upgrading policy. The social planner’s value function is formulated

in the similar fashion. For example,

W (H,H) = (1−b)2 [w(H,H)ξ +δW (H,H)]+2b(1−b) [w(H,L)ξ +δW (H,L)]

+b2 [w(L,L)ξ +δW (L,L)] .

At (L,L), no profitable deviation to (H,L) requires

W (L,L)− (−c+W (H,L))⩾ 0,

which, in the limit, simplifies to

c >
−2α2 − k2 +2k

2k(β + r)
.

Similarly, no profitable deviation to (H,H) requires, in the limit,

c >
−4α2(3β + r)+βk(12−5k)− (k−4)kr

8k (2β 2 + r2 +3β r)

At (H,L), no profitable deviation to (H,H) requires, in the limit,

c >
−4α2β + k2(r−β )+4βk

4k(β + r)(2β + r)
.
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All three conditions must be satisfied, and the RHS of the three conditions need to be

compared. It turns out the the RHS of the first condition is the largest, which means it is

the condition needed.

The procedure for the other policies are similar. Here, we state the limit of the value

functions under the other two optimal policies. For the policy that upgrades one product

at (L,L) and does not upgrade at (H,L), the value functions W (H,H),W (H,L), and W (L,L)

in the limits are

−4β (2βc+ k−2)+(k−4)r
4r(2β + r)

, −2βc+ k−2
2r

, and − 2c(β + r)+ k−2
2r

.

For the always upgrading policy, the same value functions, in the limits, are

−8βc+ k−4
4r

, −4c(2β + r)+ k−4
4r

, and − 8c(β + r)+ k−4
4r

.

For each policy, the cost range is determine by three no-profitable-deviation conditions at

two states, just as the argument above. We also checked the policies that are not consistent,

as mentioned after Proposition 4.9, and they are indeed never optimal. ■

Proof of Theorem 4.10

The expressions of the time distributions and rate of upgrading costs are shown in the

proof of Proposition 4.8. We here state the time distributions and long-run joint profits

directly (using the values under k > 0). In the MPE where both firms upgrade at (L,L) and

mixing at the quality-follower state,

τB =
k(r−2β )−2

(
(α −1)β + c(β + r)2

)
−2β (α +2k−1)+2β 2c+ r(k−2cr)

.

And the long-run joint profit is

r
(
−4βc(−α + c(β + r)+1)+2ck(5β + r)− k2

)
2β (α +2k−1)−2β 2c+ r(2cr− k)

.

164



In the MPE that both firm probabilistically mixing at (L,L) and do not upgrade at the

quality-follower states,

τB =− (2β + r)(a+ c(β + r)+ k−1)
−(a+ k−1)(2β +3r)+ c(2β + r)(β + r)−2k(β + r)

And the joint profits are

− r(2α +3k−2)(a− c(β + r)+ k−1)
2β (α −βc+2k−1)+ r(3α −3βc+5k−3)− cr2 .

What remains is taking derivatives. It turns out the same factor, 1−α −3c(r+β ), deter-

mines the sign of the derivatives ∂τB/∂k, which is a strictly decreasing function of c, positive

at the lower bound of the MPE c3, and negative at the upper bound c̄. More specifically,

at lower bound c3, (r+β )c3 = πi(H,H)−πi(L,H) = k/2, and the factor is

1−α − 3k
2

⩾ 3k− 3k
2

> 0,

where the second inequality follows from the assumption that α ⩽ 1− 3k. At the upper

bound, (r+β )c̄ = πi(H,L)−πi(L,L). Depending on α , this is



−2+2α +
9k
2
, if

3k
2

⩽ α ⩽ 1−3k,

−2+
7α
2

+
9k
4
, if k ⩽ α <

3k
2
,

−2+2α +
3α2

4k
+3k, if 0 < α < k.

In the first case, since −2+ 2α ⩽ −6k, it is negative. In the second case, notice that it is

increasing in α and k, so that the maximum is obtained at α = k and k = 2/9, which is

−1/3 < 0. At the last case, first observe that it is increasing in α , so that it is less than

−2+23k/4, by setting α = k. Then, this is increasing in k, and the maximum is obtained

at k = 2/9, which gives −13/18 < 0. The existence of ĉ follows from the intermediate value

theorem, and the uniqueness of ĉ follows from the fact that 1−α − 3(r + β )c is strictly

decreasing in c. ■

165



Proof of Proposition 4.12

We show the simpler first MPE here, and leaving the second mixed strategy deterrence

to the online appendix. The value functions are

V0(H,L) =V0(H,H), V0(L,H) =−c+V0(H,H), and V0(L,L) = π0(L,L)ξ +δV0(L,L).

The no-profitable-deviation condition at (L,L) simplifies to c> (π0(H,H)−π0(L,L))/(r+β ),

which is just c > c1. The no-profitable-deviation condition at (L,H) involves higher order

terms (as the first order terms converge to exactly 0)3 and simplifies to

c(β + r)< π0(H,H)− π0(L,H)r
β + r

− βπ0(L,L)
β + r

.

Notice that the RHS is (r+β )c2.

In the mixed-strategy deterrence MPE, the procedure still involves first solving the

value function (by assuming that Firm 0 does not upgrade), and then use the indifference

condition of Firm 0 to solve the mixing probability of Firm 1 in the equilibrium. This

is similar to the procedure in the proof at Appendix A.3.2. It is then shown that the

probability converges to a rate in the limit, and one need to check (i) the rate is weakly

positive, and (ii) there is no profitable deviation at (L,L) (state (L,H) is covered by the

indifference condition). ■

Discussions of Symmetric MPE

The remaining symmetric MPE mentioned at the end of subsubsection 4.4.2.2 is the

following:

3 Checking higher order terms when the first order terms converge to 0 is necessary: this guarantees that the equilibrium
in consideration is indeed supported in a discrete time setup, namely, when ∆ is small but strictly positive.
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• At (L,L), both firms upgrade with probability

π0(H,L)−π0(H,H)−π0(L,H)+π0(L,L)
2(π0(H,L)−π0(H,H))

−

√√√√√


4(π0(H,L)−π0(H,H))(−βc− cr+π0(H,H)−π0(L,L))

+(−π0(H,H)+π0(H,L)−π0(L,H)+π0(L,L))2


2(π0(H,L)−π0(H,H))

• At (L,H)/(H,L), the corresponding firm upgrades for sure.

This is an MPE if π0(H,H)−π0(L,L) ⩽ c(r+β ) < π0(H,H)−π0(L,H). Observe that this

range is fully covered by the alway-upgrading MPE. Also, this MPE is outcome equivalent

to the always-upgrading MPE, given that the upgrade is probabilistic. For this reason, it

suffices to consider the always-upgrading MPE.

We also need to note that the joint profits in joint-profit-maximizing MPE selection

standard are not the same as the long-run average joint profits. In the previous case, it

can be considered as a firm’s decision problem. As an equilibrium refinement, it considers

the possible choice of the firms, and firms make decisions based on the value functions.

The joint-profit maximization standard there means that state by state, the sum of the two

firms value functions is the largest among all such sums. Importantly, firms discount the

future under this refinement. In this sense, the front-load upgrading costs at lower-quality

states can have a significant impact on the firms’ value functions. It then can be verified

that when there is a multiplicity, firms always prefer the equilibria with fewer upgrades.

In the latter case, the term “long-run average joint profits” is a welfare consideration.

It is considered from the planner’s perspective when the initial state does not matter any

longer. It utilize the Abel-Cesaro equivalence so that it seems that there is no discount. In

particular, the upgrading costs are not front loaded.

We now consider firms’ standard (i.e., value function) to resolve multiplicity. Multiplic-

ity exists under three regions: two deterrence region, and the higher-cost no upgrade region.

We here consider the first deterrence region, where the two MPE in considerations are: (i)

Always upgrading, and (ii) Pure-punishment upgrading deterrence in Proposition 4.12. We
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will use c1, which indicates that in this multiplicity region, (r+β )c ⩾ π0(H,H)−π0(L,L).

Notice that the two MPE coincide as long as the initial state is not (L,L), which suggests

that it suffices to consider the difference of V0(L,L). Below, we consider

V D
0 (L,L)−V A

0 (L,L), (A.14)

where the superscript D means “deterrence” and the superscript A means “always upgrad-

ing”. The difference is evaluated at ∆ → 0. Since π0(L,L) depends on α , we need to consider

three cases:

• 3k/2 < α < 1−3k. The difference in (A.14) is 2c(r+β )/r. This is always positive.

• k < α < 3k/2. The difference in (A.14) is

2α −3k+4c(r+β )
2r

,

which is increasing in c. Substitute the lower bound (r+β )c ⩾ π0(H,H)−π0(L,L),

and since π0(L,L) = (α/2)− (k/4) in this case, the difference is exactly 0 at the lower

bound of c and become positive in the multiplicity region.

• k < α < 3k/2. The difference in (A.14) is

α2 −2k(k−2c(β + r))
2kr

which is again increasing in c. Given that π0(L,L) = α2/4k in this case, the difference

is again exactly 0 at the lower bound of c and become positive in the multiplicity

region.

The comparisons for the remaining two regions are similar and mostly algebraic, which

we omit here.

Proof of Corollary 4.13

For the ease of notations, instead of considering c directly, we consider c(r+β ) instead.

We start with the upper boundaries. The firms stop upgrading at π0(H,L)−π0(L,L). To

avoid too many case-by-case discussions involved at π0(L,L), we consider a large π0(H,L)−
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π0(L,H) = 1−α −k, and show this is still lower than the cost where the social planner stops

upgrading. If α < k/2, the social planner’s boundary is

−2α2 − k2 +2k
2k

and the difference between the social planner’s boundary and the firms’ boundary is

α − α2

k
+

k
2
,

which is positive under the given range. When α > k/2, the social planner’s boundary is

1−α − k/4, which is obviously higher.

For the lower bound, notice that the social planner starts to upgrade at k/4, while the

firms’ threshold is (r+β )c3 = k/2. ■

A.3.4 Discussions of Asymmetric MPE

There are also asymmetric MPE in this game, which are summarized in section 4.5. In

this section, I first give the specific mixing probabilities or rates and then discuss the details

of the substitution and complementary relations presented in section 4.5.

Mixing behaviors in asymmetric MPE. In Case A, for the firm who upgrades at (L,L)

with a rate, the rate is

β 2c+ cr2 +2βcr−π0(H,H)(β + r)+π0(L,H)r+βπ0(L,L)
−c(β + r)+π0(H,H)−π0(L,H)

.

For the firm who upgrades at the quality-follower state with a rate, the rate is

(β + r)((π0(H,L)−π0(L,L))− c(β + r))
c(β + r)− (π0(H,H)−π0(L,L))

.

In Case B, let zl p be a constant between 0 and 1. an MPE as described in Case B exists

if

π0(H,H)−π0(L,H)< c(β + r)<
π0(H,H)(β + r)

β + r+β zl p
+

π0(H,L)(β zl p)

β + r+β zl p
−π0(L,H).
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For the firm upgrades at (L,L) for sure, the mixing rate at the quality-follower state is

−2β 2c− cr2 −3βcr+π0(H,H)(β + r)+βπ0(H,L)−π0(L,H)(2β + r)
c(β + r)−π0(H,H)+π0(L,H)

.

For the firm who plays a mixed strategy at (L,L), the mixing probability is zl p. The rate

of upgrading at the quality follower state is

β 2c+ cr2 +2βcr+βcrzl p +β 2czl p −π0(H,H)(β + r)−βπ0(H,L)zl p +π0(L,H)(β + r+β zl p)

−c(β + r)+π0(H,H)−π0(L,H)
.

In this case, one firm plays the exact same strategy as in the symmetric MPE, leaving

the opponent firm indifferent between upgrading or not at (L,L). In the symmetric MPE,

the opponent firm has the strongest inclination zl p = 1 to upgrade, but in general an MPE

can exist for the opponent with any upgrading inclination.

In Case C, firms play pure strategies, so that the mixing behaviors are irrelevant.

Substitution and complementary relations. For Case A, in the case that 0 < α < k and

k → 0, the sign of ∂τB/∂k is determined by

−4β (β + r)(βc− (1−α))

α2r2 .

Since r > 0, (r+β )c < 1−α = π0(H,L), this is positive. Alternatively, pick any k ∈ (0,2/9),

and let α → 0, the sign of the same derivative is determined by

−8k4(β + r)3(3c(β + r)−1)(k−2c(β + r))2,

and this is again positive since 3c(β + r) < 3k/2 < 1, given the range of c under Case A.

Therefore, under Case A, for small enough α , or small enough k (and α < k), the two

dimensions of product differentiation exhibits substitution relations.4

For Case B, pick the simple case such that the firm mixes at (L,L) will not choose to

upgrade at (L,H). Let this firm be firm 0, without loss of generality. The mixing probability

zl p is now

zl ≡
r+β

β
c(r+β )− (π0(H,H)−π0(L,H))

π0(H,L)−π0(L,H)− c(r+β )
.

4 The general expressions of ∂τB/∂k are rather complicated, and it is difficult to determine the exact sign.
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Firm 1’s strategy is the same as in the symmetric direct-competition MPE. τB is defined in

the same way: the time spent at (H,H) in the equilibrium. It turns out that for c(r+β )

close to k/2, the lower bound, ∂τB/∂k < 0.5

To see why the sign is opposite to the sign under the symmetric MPE, observe that

∂ zl/∂k < 0. That is, while firm 1 still upgrades more as k increases, firm 0 now upgrade

less as k increases. This is because firm 0 is the disadvantageous player who is dominated

in competition. As firm 1 becomes more aggresive given the higher k, firm 0 is closer to a

chicken player.

A.3.5 Proof of Results in Section 4.6
Proof of Proposition 4.14

The proof uses the same idea: solving the value functions and check the one-shot devia-

tions. The value function V (H,H) is different though because of correlations. In particular,

one needs to use the probabilities in Table 4.1 to replace the probabilities under indepen-

dence.

This procedure gives the same c1 and c3, and

(r+β )c2 = π0(H,H)− π0(L,H)(βρ + r)
β + r

− π0(L,L)(β (1−ρ))
β + r

.

Then it is easy to see that c2 is increasing in ρ and becomes c3 when ρ = 1, since (r+β )c3 =

π0(H,H)−π0(L,H). h(c) is a bit longer, but the derivative ∂h/∂ρ has the following relatively

simple form

β (β + r)2(c(β + r)−π0(H,H)+π0(L,H))(c(β + r)−π0(H,L)+π0(L,H))

(c(β + r)2 −π0(H,H)(β + r)+π0(L,H)(βρ + r)−βπ0(L,L)ρ +βπ0(L,L))
2

The denominator is clearly positive. The two factors containing (r+β )c are both negative

since c ⩽ c3. It follows that the derivative is positive. ■

5 And for larger c, the sign in general depends on the relative size of r and β .
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Proof of Proposition 4.15

The proof starts with the same idea again by solving the value functions and check the

indifference condition, just as the case where ρ = 0. This gives the same c3 and c̄, and

(r+β )c̃ =
π0(H,H)(β + r)
−βρ +2β + r

+
π0(H,L)(β −βρ)
−βρ +2β + r

−π0(L,H).

It is easy to see that c̃ is decreasing in ρ and becomes c3 when ρ = 1.

We also have

∂ f
∂ρ

=
β (c(β + r)−π0(H,L)+π0(L,H))

c(β + r)−π0(H,H)+π0(L,H)
.

The denominator is positive since c > c3, and the numerator is negative since c < c̄, so that

the derivative is negative.

∂g
∂ρ

=
β (c(β + r)−π0(H,L)+π0(L,H))

(π0(H,L)−π0(H,H))(β + r)

The denominator is positive, and the numerator is negative since c< c̄, so that the derivative

is negative. ■

A.3.6 Robustness of Results under Alternative Stage Game Timeline

In this section, I show that the results of the paper are robust under an alternative stage

game timeline, once the period length ∆ is taken at the limit 0.

The alternative stage game timeline is as follows. Let (q0,q1) be the quality at the

beginning of the period.

1. Firms choose prices p0, p1 and acquire stage-game payoffs.

2. Firms make upgrading decisions based on (q0,q1). Simultaneously, nature place shocks

on firms based on (q0,q1).

The main difference of this timeline is to remove the possibility that an upgrade can be

cancelled out by nature’s shock at the same period. In other words, an upgrade at this

period will guarantee that the quality at the beginning of the next period is high.
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I will only verify the first direct competition MPE in this section, just to prevent this

section becomes overly long. That is, I consider the MPE candidate “upgrading at (L,L)

for sure, and mixing while lagging behind”.

Let b,δ , and ξ defined the same as before. Let xh be the probability that the opponent

upgrades at (H,L). The value functions are

V0(H,H) = π0(H,H)ξ

+δ
[
(1−b)2V0(H,H)+(1−b)bV0(H,L)+b(1−b)V0(L,H)+b2V0(L,L)

]
,

V0(H,L) = π0(H,H)ξ

+δ [bxhV0(L,H)+(1−b)xhV0(H,H)+b(1− xh)V0(L,L)+(1−b)(1− xh)V0(H,L)] ,

V0(L,H) = π0(L,H)ξ +δ [bV0(L,L)+(1−b)V0(L,H)] ,

V0(L,L) = π0(L,L)ξ − c+δV0(H,H).

Notice that it is assumed in the formulation of V0(L,H) that Firm 0 does not upgrade

at (L,H). This is because Firm 0 is indifferent between upgrading or not. In fact, the

indifference condition determines xh. Formally,

V0(L,H) = π(L,H)ξ − c+δ [bV0(H,L)+(1−b)V0(H,H)] .

These equations together gives the expression of xh. Without taking the limit, it takes the
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following form

eβ (−∆)



e3∆(β+r)(cr+π0(H,H)−π0(H,L)−π0(L,H)+π0(L,L))

+ e2∆(β+r)(2cr−2π0(H,H)+π0(H,L)+2π0(L,H)−π0(L,L))

+ e2r∆+3β∆(−cr+π0(H,H)−π0(H,L))

+ e∆(β+r)(−2cr+π0(H,H)−π0(L,H))

+ e∆(2β+r)(cr−π0(H,L)+π0(L,L))

− cre4∆(β+r)−2cre∆(β+2r)+ cre3r∆+2β∆ + crer∆

− (π0(H,H)−2π0(H,L)+π0(L,L))e∆(3β+r)

+(π0(H,H)−π0(H,L))e∆(4β+r)+2(π0(H,H)−π0(L,H))e2β∆

+(π0(L,H)−π0(H,H))eβ∆ +(π0(L,H)−π0(H,H))e3β∆

+(π0(L,L)−π0(H,H))e2∆(2β+r)+(π0(H,L)−π0(L,L))e3r∆+4β∆


− e2∆(β+r)(−2cr+π0(H,H)−2π0(L,H)+π0(L,L))

+ e∆(β+r)(−2cr+π0(H,H)−π0(L,H))

+ e∆(2β+r)(cr−π0(H,H)+π0(L,L))

− e2r∆+3β∆(cr+π0(L,H)−π0(L,L))

−2cre∆(β+2r)+ cre3r∆+2β∆ + crer∆

+2(π0(H,H)−π0(L,H))e2β∆ +(π0(L,H)−π0(H,H))eβ∆

+(π0(L,H)−π0(H,H))e3β∆ +(π0(H,H)−π0(L,L))e∆(3β+r)

.

This is different than the mixing probability acquired under the original stage game timeline.

However, once letting δ → 0, xh → 0, and xh/∆ converges to

(2β + r)(c(β + r)+π0(L,H))−π0(H,H)(β + r)+β (−π0(H,L))
π0(H,H)−π0(L,H)− c(β + r)

.

This is the same limiting rate as in the original stage game. Similarly, one can verify that
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the limit of the value function, under xh above, are

V0(H,H) = c+
π0(L,H)

r
,

V0(H,L) =
cr(r+2β )+π0(L,H)(r+β )−π0(H,H)r

rβ
,

V0(L,H) =
π0(L,H)

r
,

V0(L,L) =
π0(L,H)

r
.

These are also the same as in the original stage game. Therefore, the range of c at which

this MPE candidate is indeed an MPE must remain the same as well. This shows under

this alternative setup, the first direct competition MPE is still the MPE under the same

range of upgrading cost c.
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