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Abstract 

A well-known challenge of modern high-capacity recognition models, such as 

deep neural network models, is their need for large quantities of real-world data collected 

for training and testing purposes. One potential solution to this problem is the use of 

synthetic data, either collected from a simulator or generated from neural network models. 

The use of synthetic data to train or test recognition models has grown rapidly in recent 

years, and it has been found to be effective for a variety of tasks. My research investigates 

the utility of synthetic data for training and testing deep learning models using three 

classes of design strategies: i) image stylization, ii) domain randomization and iii) meta 

learning. 

My first set of work focuses on utilization of synthetic data generated from image 

stylization methods for testing of autonomous driving perception systems. Autonomous 

driving perception systems require robust testing that includes many abnormal 

conditions (e.g., severe weather conditions) to ensure safety. Such necessary validation 

requires large amounts of testing data collected under abnormal conditions, i.e., those that 

rarely occur, which is expensive to obtain in practice. Industry guiding the development 

of autonomous driving systems has collected large quantities of images after years of on-

road testing, however, most of them are obtained under normal driving conditions. The 

images that have been obtained under abnormal conditions are still insufficient for 
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accurate validation of the perception systems. In my work, generative adversarial 

networks were trained to stylize the existing real-world images to reflect abnormal 

conditions. Novel adversarial training techniques were proposed to reduce the sim-to-real 

gap and ensured the imagery fidelity. The stylized synthetic images were applied to test 

the object detection models in autonomous driving perception systems under abnormal 

conditions, e.g., heavy fog density and low light intensity. The experimental results 

revealed the capability of generative adversarial networks to generate high-fidelity 

synthetic images with important characteristics of real-world images collected in the 

abnormal conditions. The proposed data synthesis method can benefit car companies by 

reducing costs and time associated with the necessary testing under abnormal conditions. 

A domain randomization method was implemented in my second set of work for 

training building recognition models for overhead imagery applications, where the 

available real-world data is extremely insufficient. The visual characteristics of overhead 

imagery vary tremendously due to numerous factors: imaging conditions, environmental 

conditions, and geographic location. To train a robust recognition model, a large set of 

training data in the target domain is required, however, it is extremely expensive to obtain 

such data in real applications, due to the cost of imagery, and the required manual pixel-

wise labeling of the imagery. In my work, an efficient framework was implemented for 

automatic generation of large quantities of synthetic overhead imagery from virtual world 

simulators with randomized content (e.g., buildings, trees, etc.) and design parameters 
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(e.g., light intensity, sun angle, etc.). Then, borrowing the key hypothesis of domain 

randomization, it is assumed that the simulation design space is large enough that the 

target domain is likely to be a subset of the simulation design space. The synthetic images 

were used for augmenting the training of building recognition models in overhead 

imagery. The experimental results showed that virtual world simulators have the 

capability to generate synthetic images with important characteristics of real images and 

benefit the training of building recognition models, which confirmed the hypothesis of 

domain randomization. 

To continue this path of research, I next investigated meta learning methods in my 

third effort for a more efficient data synthesis approach. Since domain randomization 

methods typically incur a long training period and lead to models that are too 

conservative, I implemented a meta learning-based method, called Neural-Adjoint Meta-

Simulation (NAMS), to learn how to accurately generate synthetic data in the target 

domain from virtual world simulators. Fast design parameter inferences of target data 

were learned based on a novel Neural-Adjoint technique which makes the optimization 

differentiable. Synthetic data from the target domain was then efficiently generated based 

on the fast inferred design parameters. I showed in several synthetic and real-world 

experiments that, by using NAMS, synthetic images with the target design can be rapidly 

and accurately generated for the training of building recognition models. The proposed 

method is amortized: after an upfront computational cost at the learning stage, parameters 
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of new target data can be inferred efficiently. To my knowledge, this is the first work in 

the data synthesis area that emphasizes the amortization property, for an important fact 

in real applications, that is, the number of unique target domains are typically large. 
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1 Introduction 

Deep learning has been widely applied for computer vision tasks in recent years, 

including applications in object recognition, detection, and segmentation [1]–[7]. 

However, deep learning requires a substantial amount of training data for the models to 

perform well in real applications [8]–[10]. In many application areas, such data is difficult 

to collect (e.g., self-driving vehicles [9], satellite imagery [8], etc.) due to the costs 

associated with procuring and annotating imagery. Hence, it is difficult to collect data that 

represents the full diversity of data that is present in the real-world. As a result, deep 

learning models often encounter data under detection/recognition during testing that is 

unique compared to the training data that was supplied – this mismatch between training 

and testing data is sometimes called domain shift [11], [12]. It has been shown that, similar 

to traditional data-driven machine learning models, deep networks are very sensitive to 

these domain shifts, and that their performance can drop substantially when processing 

data that exhibits domain shift, and thereby represents a unique “domain” [13], [14]. Such 

a domain shift problem of deep learning has arisen in many real-world application 

domains, e.g., autonomous driving [15]–[20], overhead imagery analysis [8], [21], [22] and 

medical diagnosis [23]–[25], etc. 

Substantial research has been devoted to overcoming the problem of limited data. 

Some examples include the improved model architectures (e.g., that generalize better 

from less data) [26], data augmentation [4], [27], transfer learning [28], [29], or domain 
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adaptation methods [9]-[18]. In other recent work, the use of synthetic data has 

demonstrated tremendous success for overcoming data limitations and has garnered 

increasing attention in recent years in the literature, with applications such as recognition 

and planning in driving [30]–[36], indoor scene recognition [37]–[43], robotic control [44]–

[47], optical flow estimation [48], [49], home robotics [50]–[52], surveillance system design 

and evaluation [53]–[55], and more. 

Synthetic data can be generated by artificially altering the properties of real-world 

data (e.g., image stylization [56], and data augmentation [4], [27]). Synthetic data can also 

be generated by capturing imagery with a camera operating in a virtual world. In this 

work I considered both of these approaches. In principle these approaches can be used to 

generate large quantities of diverse training imagery without the need for manual data 

collection (e.g., with a real-world camera). 

Despite its promise, the effectiveness of synthetic imagery is undermined by the 

so-called “sim-to-real” gap; this gap refers to differences in the visual characteristics of 

simulated (or synthetic) and real-world data [57]–[60]. These differences, or gaps, cause 

the synthetic imagery to be less effective for the training and testing of deep learning 

models compared to real-world imagery. There are two main types of sim-to-real gaps: 

visual and content gaps. Visual gaps refers to differences between real-world and 

synthetic imagery in low-level features such as colors, textures, and shading [58]. Low-

level gaps are often caused by the limited visual fidelity of modern graphics engines, 
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which are unable to accurately render perfectly all of the potential lighting conditions, 

textures, and other features of real-world imagery. 

Content gaps are differences in high-level features such as the types of objects in 

the scene, their material composition, and their spatial arrangement [58]. In contrast to 

visual gaps, content gaps are primarily influenced by the choices of the synthetic data 

designer. The designer can substantially reduce the content gaps through careful design 

of the virtual world so that its content is realistic and/or matches the features of a 

particular target domain. Even though generating synthetic data from a virtual world is 

typically much faster than collecting imagery from the real world, designing realistic 

content for large virtual worlds is still very time-consuming, substantially undermining 

the value of using synthetic imagery [8]. 

In my thesis work, I also considered the use of synthetic data to overcome the sim-

to-real gap problem. I investigated three general strategies to effectively (e.g., with little 

time, cost, or computation) reduce the “sim-to-real” gaps of synthetic imagery, thereby 

dramatically improving the value of synthetic imagery: i) image stylization, ii) domain 

randomization, and iii) meta-learning. 

    
Normal conditions                  Abnormal conditions 

Figure 1: A real world image collected under normal conditions (left) and another real 

world image collected under abnormal conditions are shown. 
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Image Stylization. The first strategy that I investigated, image stylization, focuses 

on stylizing existing real-world imagery so that it looks like it was collected under 

different environmental conditions. This strategy was inspired by an important real-

world application: visual perception systems in autonomous vehicles. In this application, 

large sets of real-world imagery collected under normal weather conditions are typically 

available, as many automotive companies have been testing their autonomous driving 

vehicles on public roads for years [61]. However, since on-road testing suffers from data 

sparsity, especially for more extreme conditions that rarely occur [9], the data under 

extreme weather conditions is always insufficient.  For this particular scenario, similar to 

the existing works in [62], [63], I leveraged the fact that there is no content gap between 

the existing real-world imagery and the required imagery under abnormal conditions, 

and therefore the challenge is to reduce the visual gap between normal real-world 

imagery, and real-world imagery collected under different weather conditions.   This can 

be achieved by matching the low-level features, e.g., the fog intensity in the images, as 

shown in Figure 1.   

To address this problem, Generative Adversarial Network (GAN) models [62], [63] 

were proposed to modify the style of existing real world imagery collected under normal 

conditions to match the target abnormal conditions. In my work, I proposed an image 

stylization method based on a Cycle-consistency Generative Adversarial Netowrk 

(CycleGAN) model [56] to avoid mode collapse by regularizing the training process. I 
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further proposed a Parameterized CycleGAN (PCGAN) model for operational conditions 

that vary continuously. As is shown in the experiments, the proposed methods can output 

high quality synthetic images after being trained with a small dataset of real-world 

imagery under normal and abnormal conditions. Then, I transformed the existing imagery 

that was obtained under normal conditions to the target abnormal conditions by using the 

trained generators, and this resulted in a large dataset of synthetic images under target 

abnormal conditions. Then, this synthetic dataset was used for the task of testing 

recognition models in the presence of domain shift. The numerical experiments 

demonstrated that the CycleGAN model is able to reduce the testing error by up to 100× 

given a limited data set of real-world images collected under abnormal conditions, and 

the PCGAN model is able to generate high-quality synthetic datasets to facilitate accurate 

validation in the applications where existing methods do not work. 

Domain Randomization. This work was inspired by an important real-world 

application: building recognition in overhead (e.g., satellite) imagery. In overhead 

imagery, real-world training imagery is limited; creating an overhead image dataset that 

captures even a small fraction of real-world variability is very expensive, due to the cost 

of imagery, and the required manual pixel-wise labeling of the imagery [8]. Recent 

benchmark datasets in overhead imagery, e.g. DSTL [64], DeepGlobe [65], and Inria [21], 

all encompass just a few geographic locations, and each location is imaged under 

relatively uniform conditions. In such a situation, the existing real-world imagery dataset 
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is so small that it does not contain all of the possible image content (e.g., roof textures), 

thus a content gap exists between the available real-world training data and the unlabeled 

target dataset. For example, the roof textures in the target city might be different from 

those in the training dataset. To address both the content and visual gap, instead of using 

existing real-world imagery, several existing works  used synthetic data generated by 

virtual world simulators, e.g., City Engine [8], Unreal Engine 4 [66], Unity game engine 

[30], [34], CARLA [35] and GTA5 [31]. However, in these works, the design of virtual 

world requires prior knowledge of the target domain for manually setting the simulation 

parameters.  

To address this problem, in my work I proposed to generate large and diverse 

synthetic data from a virtual world simulator, i.e., CityEngine, inspired by the idea of 

domain randomization [57], [67]. The basic hypothesis of domain randomization is that 

as long as the variability in simulation is significant enough, models trained with 

simulated data will generalize to the real-world conditions [67]. Based on this hypothesis, 

a large set of synthetic imagery was generated with high diversity: diverse road networks, 

building types, shapes, and roof textures, etc. An automated data synthesis framework 

was developed for fast generation of the synthetic images and easy control of content and 

design parameters. Then, the generated dataset is applied to augment the training dataset 

for building recognition models. The results indicated that the domain randomization 

method does improve the performance of the building recognition method in the target 
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domain by 1.1% compared with the existing methods. However, generating such a large 

synthetic dataset to adequately represent all the possible real-world conditions is still time 

consuming, and potentially leads to sub-optimal recognition performance. 

Meta-learning. To address the limitations of domain randomization, in the final 

part of my research, I implemented a method to automatically choose synthetic imagery 

to form a training dataset with a strategy known as meta-learning [68]. This approach 

attempted to adjust the content and design parameters in the simulator in order to 

generate synthetic images that looks similar to the unlabeled target images, for 

augmenting the training of the downstream models. There have been recent works on 

meta-learning methods for simulation design parameters [58], [59], [69]–[78]. However,  

[71], [78] do not work for discrete/categorical parameters and cannot be applied in many 

real applications. Some recent methods [73], [77] rely on a validation dataset of labeled 

target images for guiding the meta-learning, which might not be practically feasible. Other 

meta-learning methods [59], [69], [70], [72], [74]–[77] require iteratively invoking 

simulators for each target domain, which is not ideal for satellite imagery applications 

where the simulator is very slow, and there are many target domains. To address this, I 

developed a novel approach, termed NAMS, which scales better (in terms of computation) 

with respect to the number of target domains and simulator speed, making it suitable for 

satellite imagery meta-learning. The proposed method was evaluated by using several 

synthetic and real-world experiments in multiple applications. The experimental results 
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demonstrated that NAMS increased the performance of the building recognition method 

by 5.9% in synthetic experiments and 1.3% in real-world experiments compared with the 

baseline augmentation method. 

1.1 Contributions  

The work described in this dissertation explored several methods for synthetic 

data generation and applied them to the training and testing of recognition models in 

autonomous driving and overhead imagery applications. 

In the first set of work, I implemented two image stylization methods for target 

image synthesis. The contributions I made in this work are outlined below. First, I 

implemented a CycleGAN-based data synthesis framework, with the ability of translating 

a nominal image into any given target domain by using a small set of training data. 

Second, based on the aforementioned framework, I further developed a novel method, 

termed PCGAN, for applications with continuous-varying target environmental 

parameters. 

In my second set of work, I implemented a domain randomization method for 

robust training of building recognition methods for overhead imagery. The contributions 

are listed as follows. First, I implemented a fully automatic synthetic data generation 

framework, offering simple controls for many imagery properties, and yielding precise 

building labels. Second, I implemented a substantially larger and more effective dataset, 
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Synthinel-2, than the existing datasets in the literatures, which is beneficial for 

augmenting real-world training datasets. 

In my third set of work, I investigated a meta learning method, named NAMS, for 

the automated design of synthetic overhead imagery. First, I implemented NAMS, a novel 

meta-learning approach, which scales more efficiently with simulation time and the 

number of target domains than the existing methods in the literature, making more 

problems accessible to meta-learning. Second, I demonstrated the effectiveness of NAMS 

on novel and previously-inaccessible problems. I showed that NAMS is effective for 

solving two meta-learning tasks: (i) synthetic satellite imagery segmentation and (ii) a 

challenging real-world satellite imagery segmentation task. These tasks are unique 

because the simulator is relatively slow, and there are many unique target domains, 

making previous approaches impractical. 

1.2 Thesis Outline 

The rest of this thesis is organized as follows: In Chapter 2, the background is 

introduced. In Chapter 3, the challenges of robust testing of autonomous driving 

perception systems are first described, and then two proposed domain adaptative design 

methods based on CycleGAN and PCGAN models for testing data synthesis are described 

in two sub-chapters successively, followed by the experiments results, correspondingly. 

In Chapter 4, I introduce the challenges associated with training building recognition 

methods in overhead imagery, describe the proposed domain randomization method, 
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Synthinel-2, for training data synthesis, and then demonstrate the recognition 

performance. In Chapter 5, I further describe and demonstrate the performance of the 

proposed meta learning method, NAMS, for intelligent target domain data simulation. 

Finally, I conclude in Chapter 6. 
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2 Background Methods 

2.1 Cascade classifiers 

Cascade classifiers have frequently been used for image recognition tasks such as 

face recognition [79], or stop sign detection that will be explored in Chapter 3 of this thesis.  

I consider stop sign detection as an example and briefly review its algorithm flow based 

on cascade classifiers [79], as shown in Figure 2. In such a system, a camera is mounted in 

front of the vehicle, and it captures the front-view video in real time. Each video frame is 

cropped into a set of image blocks and each image block is sent to the cascade classifiers 

to decide whether it contains the target traffic sign or not. 

 

Figure 2. An algorithm flow is shown for traffic sign detection using cascade 

classifiers. 

Cascade classifiers are composed of a sequence of classifiers. If one stage of the 

classifiers decides that the input image block does not contain a stop sign, this image block 

is rejected and will not be further passed to the next stage. For more details about the 

cascade classifiers, please refer to [80]. 

2.2 Generative adversarial networks 

Recently, GAN models became very popular in the literature for synthetic data 

generation [62]. They have also been applied in the autonomous driving area in [63], [81] 
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to stylize existing images with the target features. The key idea of a GAN model is to form 

a competition game of a generator and a discriminator. The generator aims to create 

realistic synthetic target-domain images from the training-domain images, while the 

discriminator aims to distinguish if an image is a real target-domain image or synthetic. 

The generator and the discriminator compete with each other during the training process 

and improve. In the end, the generator can generate realistic images that even a good 

discriminator cannot distinguish.  

 

Figure 3. A generator is composed of three major components: (i) encoder, (ii) 

transformation, and (iii) decoder. 

A generator takes the input images from one class (e.g., images collected under 

normal environmental conditions) and creates the synthetic images corresponding to the 

other class (e.g., images collected under a particular environmental condition, for example 

high circuit temperature). Figure 3 shows an example of the typical architecture of a 

generator composed of three major components: (i) encoder, (ii) transformation, and (iii) 

decoder [56]. 
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An encoder aims to extract important features from a given image through a CNN. 

Its first convolutional layer extracts local features from the image directly, and then each 

following convolutional layer extracts feature maps from the output of the previous layer, 

progressively leading to the high-level features embedded in the image. Unlike a 

conventional CNN, the fully connected layer is not applied here, because the encoder does 

not perform any classification task. 

As is discussed in [62], convolutional layers are suitable for detecting and 

recognizing objects with two unique characteristics: (i) local correlation and (ii) spatial 

invariance. These two characteristics are also applicable to the environmental conditions 

in autonomous driving. For example, rain drops pose local distortion patterns and can 

appear anywhere in the image. Therefore, the convolutional layers adopted by an encoder 

can help to extract both the low-level and high-level features from an image. These 

features will be further used to synthesize the abnormal cases of interest in the following 

steps. 

Next, a transformation based on ResNets [82] is applied to modify the extracted 

features. Deep neural networks can be built based on ResNets to achieve high complexity 

and accurate refinement for feature extraction. As the image data passes through the 

residual blocks, their important characteristics, such as the sizes and shapes of both the 

target and background objects, can be appropriately extracted. 
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Finally, a decoder takes the modified features after transformation and generates 

the corresponding image from these features. Deconvolution is an important operation 

performed by the decoder. The deconvolutional layers enhance the resolutions of feature 

maps, in contrast to the convolutional layers [56]. Therefore, the decoder can be 

conceptually considered as an inverse function of the downsampling operation adopted 

by the encoder, and the modified features are transformed back to an image with its 

original resolution. 

Based on the aforementioned procedure, important features of an input image 

from the source domain are extracted by the encoder and then modified by the 

transformation. Next, a new image is generated from these modified features by the 

decoder. The synthesized image is expected to appropriately carry the important features 

belonging to the target domain, while other fundamental characteristics of the image (e.g., 

the sizes and shapes of background objects) should be retained.  

Training such a generator is a critical yet challenging task. In a GAN model, a 

discriminator is trained together with the generator. A discriminator takes the input 

image, and outputs a scalar representing the probability that the image is true (i.e., real) 

from the target domain. In other words, the discriminator is expected to distinguish 

real/synthetic target-domain images. 

A typical discriminator is also formed with several layers of convolutional layers, 

followed by a fully connected layer. Similar to the generator, the input image are down-
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sampled as they pass through the convolutional layers. With the fully connected layer in 

the end, the discriminator outputs one scalar. If the input image is likely to be true (or 

false), the output value should be close to 1 (or 0). 

Different from the traditional classifiers, no sigmoid function will be added at the 

output so that the gradient is smooth and it facilitates fast convergence during training 

[56]. Otherwise, if a sigmoid function is used, it saturates to 0 or 1 quickly and the gradient 

value vanishes, thereby resulting in slow convergence. 

2.3 Cycle-consistency GAN 

 

Figure 4. A CycleGAN model is composed of: (i) forward generator, (ii) backward 

generator, (iii) forward discriminator, and (iv) backward discriminator. 

Training the original GAN model requires paired data from the source domain 

and the target domain. Otherwise, mode collapse is very likely to happen, which means 

multiple source-domain data will be mapped to the same target-domain data, and the 

diversity in the synthetic target-domain data will reduce [56]. To address this, a 

CycleGAN model was recently proposed in [56].  
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Figure 4 shows an example of a CycleGAN model, which maps image data 

between normal (source-domain) and abnormal (target-domain) styles. As shown in 

Figure 4, the CycleGAN model is formed with four major components. First, a forward 

generator 𝑔𝐹 : 𝐱 → 𝐲 synthesizes the abnormal case 𝐲𝑆𝑌𝑁 from a real nominal image 𝐱𝑅𝐸𝐴𝐿. 

Second, a backward generator 𝑔𝐵: 𝐲 → 𝐱 synthesizes the nominal data 𝐱𝑆𝑌𝑁  from a real 

abnormal case 𝐲𝑅𝐸𝐴𝐿 . Moreover, two discriminators 𝑑𝐹 and 𝑑𝐵 judge if the input image is 

real (i.e., 𝑑𝐹(𝐲𝑅𝐸𝐴𝐿) = 1  and 𝑑𝐵(𝐱𝑅𝐸𝐴𝐿) = 1 ) or synthesized (i.e., 𝑑𝐹(𝐲𝑆𝑌𝑁) = 0  and 

𝑑𝐵(𝐱𝑆𝑌𝑁) = 0). 

The generators and the discriminators have opposite objectives. The generators 

aim to create “realistic” synthetic images to fool the discriminators, while the 

discriminators aim to distinguish synthesized images, i.e., 𝐲𝑆𝑌𝑁 or 𝐱𝑆𝑌𝑁, from real images, 

i.e., 𝐲𝑅𝐸𝐴𝐿  or 𝐱𝑅𝐸𝐴𝐿 . The generators and the discriminators were carefully trained in an 

adversarial manner competing with each other and will improve together during 

competition. Such a two-player game can be formulated by using the loss functions below: 

1 
𝑓𝐿𝑂𝑆𝑆,𝐹 = 𝐄 [(1 − 𝑑𝐹(𝐲𝑅𝐸𝐴𝐿))

2
] + 𝐄 [(𝑑𝐹(𝐲𝑆𝑌𝑁))

2
]

𝑓𝐿𝑂𝑆𝑆,𝐵 = 𝐄 [(1 − 𝑑𝐵(𝐱𝑅𝐸𝐴𝐿))
2

] + 𝐄 [(𝑑𝐵(𝐱𝑆𝑌𝑁))
2

]
, (1) 

where 𝑓𝐿𝑂𝑆𝑆,𝐹(•) and 𝑓𝐿𝑂𝑆𝑆,𝐵(•) stand for the forward and backward loss functions and 

𝐄[•] represents the expectation. 

Here, an ideal discriminator 𝑑𝐹 (or 𝑑𝐵) aims to minimize the loss function 𝑓𝐿𝑂𝑆𝑆,𝐹 

(or 𝑓𝐿𝑂𝑆𝑆,𝐵 ), while an ideal generator 𝑔𝐹  (or 𝑔𝐵 ) aims to fool the corresponding 
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discriminator and maximize the loss function 𝑓𝐿𝑂𝑆𝑆,𝐹  (or 𝑓𝐿𝑂𝑆𝑆,𝐵 ). Based upon these 

observations, the generators and the discriminators should be trained by solving the 

following optimization problem: 

2 max
𝑔𝐹 ,𝑔𝐵

min
𝑑𝐹 ,𝑑𝐵

𝑓𝐿𝑂𝑆𝑆,𝐹 + 𝑓𝐿𝑂𝑆𝑆,𝐵, (2) 

In addition, the training of the generators should also take cycle consistency into 

account. With cycle consistency, a real image 𝐱𝑅𝐸𝐴𝐿  passed through 𝑔𝐹  and 𝑔𝐵  

successively should be transferred to a synthetic data 𝐱𝐶𝑌𝐶 = 𝑔𝐵(𝑔𝐹(𝐱𝑅𝐸𝐴𝐿)) that is close 

to 𝐱𝑅𝐸𝐴𝐿 , since they represent the same scene and the same condition. Similar cycle 

consistency 𝐲𝐶𝑌𝐶  =  𝑔𝐹(𝑔𝐵(𝐲𝑅𝐸𝐴𝐿)) ≈ 𝐲𝑅𝐸𝐴𝐿  should also hold for 𝐲𝑅𝐸𝐴𝐿 . The 

aforementioned constraints can be formulized as a cycle-consistency loss function: 

3 𝑓𝐿𝑂𝑆𝑆,𝐶𝑌𝐶 = 𝐄 [‖𝐱𝑅𝐸𝐴𝐿 − 𝑔𝐵(𝑔𝐹(𝐱𝑅𝐸𝐴𝐿))‖
2

] + 𝐄 [‖𝐲𝑅𝐸𝐴𝐿 − 𝑔𝐹(𝑔𝐵(𝐲𝑅𝐸𝐴𝐿))‖
2

], (3) 

where ‖•‖2 stands for the L2-norm of a vector. 

With the cycle-consistency loss function, different nominal recordings must be 

mapped to different target cases by the forward generator 𝑔𝐹 . Otherwise, if the same 

target data is synthesized from different nominal recordings, it is impossible to transform 

a single target case back to multiple different nominal recordings by the backward 

generator 𝑔𝐵  without violating the cycle consistency. In other words, the cycle-

consistency loss function in equation (3) can efficiently increase the diversity in the target 

dataset. 

Based on equation (1) and (3), the full loss function can be expressed as: 
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4 𝑓𝐿𝑂𝑆𝑆 = 𝑓𝐿𝑂𝑆𝑆,𝐹 + 𝑓𝐿𝑂𝑆𝑆,𝐵 − 𝜆 ∙ 𝑓𝐿𝑂𝑆𝑆,𝐶𝑌𝐶  , (4) 

where 𝜆 > 0 is a user-defined parameter controlling the weight of the cycle-consistency 

loss function. The final optimization problem can be written as: 

5 max
𝑔𝐹 ,𝑔𝐵

min
𝑑𝐹 ,𝑑𝐵

𝑓𝐿𝑂𝑆𝑆,𝐹 + 𝑓𝐿𝑂𝑆𝑆,𝐵 − 𝜆 ∙ 𝑓𝐿𝑂𝑆𝑆,𝐶𝑌𝐶  , (5) 

Note that the overall cost function 𝑓𝐿𝑂𝑆𝑆  in (5) should be maximized over the 

generators 𝑔𝐹 and 𝑔𝐵  and, therefore, there is a negative sign before the cycle-consistency 

term. 

2.4 Synthetic overhead imagery generation with 
CityEngine 

Virtual-world simulators, e.g., Unreal Engine 4, Unity game engine, and existing 

video game GTA5, have recently been used in the literature to generate synthetic images 

for different tasks. As shown in Figure 5, virtual worlds are built with high fidelity in these 

simulators, and images are captured using virtual cameras. A virtual city and two virtual 

cameras from different viewpoints are shown in Figure 5(a). The images captured by the 

two cameras are shown in Figure 5(b) and Figure 5(c), correspondingly. Moreover, since 

the virtual worlds are under full control of the designers, labeled data can be easily 

obtained from the virtual worlds, with no need of time-consuming manual labelling. The 

buildings in the overhead image Figure 5(c) are labeled by setting the building roof top to 

white color and the rest to black color, as shown in Figure 5(d). 
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Figure 5. Synthetic image generation in virtual world are shown for illustration 

repurposed from [8]. 

In most of the existing simulators, building a realistic virtual world requires highly 

designed and detailed models of all the objects in the scene. Therefore, the best 

applications of the existing simulators are for relatively small-scale scenes, e.g., indoor 

scenes, street views and etc. Designing a relatively large city with hundreds of roads and 

thousands of buildings would be time-consuming. To create a large-scale overhead 

imagery dataset, a novel method based on CityEngine software 1  is proposed in [8], 

providing rapid generation of randomized large-scale virtual cities. 

 

1 https://www.esri.com/en-us/arcgis/products/esri-cityengine/overview  
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Figure 6. Illustration of the synthetic overhead imagery generation in [8]. 

The overhead imagery data generation process in [8] is illustrated in Figure 6. As 

shown in Figure 6, CityEngine takes the user inputs, including the road network design 

parameters, object type distribution, textures, environmental condition parameters and 

the camera specification from yellow boxes. With the road network design parameters, 

e.g., number of roads, road length distributions, etc., CityEngine first generates the 

corresponding road networks. Then, it samples the object type (e.g., office buildings, 

apartment buildings, trees, parking lots and etc.) from the given distribution in each lot 

and generates the objects. Next, textures will be added to the objects, and the 

environmental conditions (e.g., the sun angle and the light conditions) will be set. Finally, 

a virtual satellite camera will be built with the given specification. Then, overhead 

imagery can be generated from the virtual satellite camera.  

With the aforementioned simulator, given a target city, one can generate realistic 

synthetic images with a similar style in three steps.  First, the design parameters, e.g., 

building types, light intensity, road network types, etc., should be estimated by observing 
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the target city or analyzing some real images captured from the target city. Second, roof 

textures similar to those in the target city should be acquired from online resources2. 

Finally, the virtual world and camera can be built in CityEngine, by applying the 

estimated design parameters in the first step and the texture libraries in the second step 

and synthetic data can be generated. 

To reduce the time and cost of manually estimating design parameters and 

acquiring textures in the aforementioned steps, in [8], existing designs of six virtual cities 

published online are directly applied to create a relatively diverse dataset of overhead 

imagery. 

2.5 The Neural-Adjoint method 

Typical machine learning tasks, e.g., recognition, detection and segmentation can 

be modeled as a forward measuring problem:  

6 𝑦 = 𝑓(𝐱), (6) 

where 𝐱 stands for the signal of interest (e.g., an image under measurement), 𝑓 represents 

a (non-)linear forward operator that models the measurement process (e.g., a building 

roof texture estimator), and 𝑦 is the measured data (e.g., the building roof texture). 

The forward operator can be trained with a dataset of paired signals and the 

measured data. However, the performance of the neural network based operators are very 

 

2 E.g., http://texturelib.com/texture/?path=/Textures/roof 
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sensitive to the domain shift between the training and the target data. In some 

applications, the paired measured data 𝑦 of the signal 𝐱 in the target domain may not be 

available, making the performance of the trained operators unpredictable in the unseen 

target domain. 

To improve the robustness of the operator in the unseen target domain, different 

from the typical machine learning tasks, the neural-adjoint method described in [83] 

considers the inverse problem: finding an inverse model: 𝐱 = 𝑓−1(𝑦). The key idea of the 

neural-adjoint method is to train a neural network to approximate the inverse operator 

𝑓−1, and then starting from different random locations in 𝑦-space, search for the optimal 

measured data 𝑦∗ so that its corresponding original signal 𝐱∗ matches the target 𝐱 from 

the target domain. Here the search process can be easily done with a gradient descent 

based method, since the gradient 𝜕𝑓−1/ 𝜕𝑦, is known for any neural network  𝑓−1. 

As is discussed in [83], the searching of optimal measured data 𝑦∗ is non-trivial, 

since lots of local optimum may exist, especially when the target data 𝐱 is unseen to the 

inverse operator 𝑓−1. However, by searching from different random initial locations in 𝑦-

space, it is likely that some of the searching trajectories starting from a location near the 

global optimum will converge to the global optimum. The searching trajectory that 

converges to global optimal 𝑦∗ can be easily distinguished, as it will have the smallest 

mismatch between the corresponding 𝐱∗ and the target 𝐱. 
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3 Data Synthesis via Image Stylization Methods for 
Efficient Testing of Autonomous Driving Perception 
Systems  

In this chapter I aim to test the robustness of an autonomous driving perception 

system under abnormal environmental conditions. In autonomous driving, machine 

learning models have been adopted to implement a variety of intelligent functional 

modules, such as collision avoidance, lane departure warning, stop sign detection, etc., 

for automatic environment monitoring and/or motion control [84]–[86]. Object detection 

is one of the most common tasks. Taking stop sign detection as an example, a classifier is 

trained to accurately decide whether an input image contains a stop sign or not [87]: 

7 𝑓(𝐱) = {
𝐷𝑒𝑡𝑒𝑐𝑡𝑒𝑑, ≥ 𝜃𝑇𝐻

𝑈𝑛𝑑𝑒𝑡𝑒𝑐𝑡𝑒𝑑, < 𝜃𝑇𝐻
, (7) 

where 𝑓(•) represents the discriminant function of the classifier, 𝐱 stands for an input 

image and 𝑇𝐻 denotes a given threshold that defines the decision boundary.  

Although autonomous driving systems bring significant benefits, their robustness 

and reliability must be carefully studied in order to ensure safe and comfortable driving. 

Any machine learning system cannot be 100% accurate and its accuracy heavily depends 

upon the appropriate choice of training dataset [88]. For an autonomous driving system, 

on-road environment (e.g., rain and fog [15], [18], [88], [89]) and operation condition (e.g., 

temperature and aging [20]) can significantly impact the system performance. Therefore, 

validating the system over all possible environmental and operating conditions is of 

crucial importance for robustness and safety. Such a validation task requires extensive on-
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road recording of 1011 miles to capture all target domains [9]. However, physically 

collecting data by running a vehicle over millions of miles in extreme target domains is 

prohibitively expensive in practice. 

3.1 Related work  

For this reason, several novel methodologies have been proposed for target image 

generation in the literature [15], [18], [20], [89], [90]. Rain and fog masks are simulated and 

applied to the physically observed images under nominal weather condition to 

synthetically generate the testing data for abnormal weather conditions [15], [18]. In [20], 

impact of the camera circuit non-idealities, including temperature variation and circuit 

aging, on the captured images are modeled and seamlessly integrated with the nominal 

images to synthesize target images. 

However, these state-of-the-art methods often rely on prior knowledge and 

physical models and, hence, are task specific. For example, a rain drop model should be 

developed to generate rain masks [15] and a different model is required for snow masks. 

In addition, any model-based approach is limited by its accuracy because a physical 

model cannot perfectly capture real-world behaviors. 

3.2 Cycle-consistency Generative Adversarial Network 

Recently, GAN-based methods have been explored in the literature for image 

stylization, as is discussed in Chapter 2.2. In this work, a data-driven method for data 

synthesis based on a CycleGAN model [56] was implemented. CycleGAN models are 
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described in greater detail in Chapter 2.3.  The key idea of our approach was to train a 

CycleGAN model to map nominal images to abnormal conditions at target operational 

conditions by using a small set of training data. Then, a well-trained network was applied 

to generate large amounts of abnormal cases, which as noted above is expensive to collect 

physically, from existing nominal images. The synthesized abnormal cases were used for 

robust validation of perception systems for autonomous driving. 

Experimental Results 

For testing and comparison purposes, the proposed CycleGAN model was applied 

to synthesize images under high temperature conditions for the validation of a stop sign 

detection system. The networks were trained using a small training dataset with 2000 

high-temperature images and 2000 room-temperature images. Note that the room-

temperature and high-temperature data is unpaired. After training 800 epochs for 11.5 

hours, 162000 synthetic images were generated by mapping the nominal recordings to the 

high-temperature cases. 
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Figure 7. Several examples of actual and synthetic images are shown for comparison 

purposes. 

Figure 7 shows several examples of real and synthetic images. It is straightforward 

to observe that the synthetic images present mosaic noise textures at high temperature, 

similar to the real images, and can be transformed back to low temperature and match the 

original room-temperature images accurately. 

Then the well-trained forward generator was used to generate 162000 high-

temperature synthetic images from real room-temperature images for validation. A three-

stage cascade classifier (the details are described in Chapter 2.1)  is used as the example 

stop sign detection system. For comparison purposes, the stop sign detection system was 

validated at high temperature by using three different datasets: (i) a small dataset with 

only 2000 real data, ii) a hybrid dataset with the same 2000 real images and 162000 

synthetic images generated by the proposed generator, and (iii) a full dataset with the 

same 2000 real images and extra 162000 real images which are the ground-truth high-

temperature real images corresponding to the synthetic images in the hybrid dataset. The 
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validation results on the full dataset are considered as the “golden” standard to compare 

the other two approaches.  

 

Figure 8. The ROC curves are plotted for the detection system validated by three 

different datasets. 

Figure 8 shows the high-temperature validation results, i.e., the receiver operating 

characteristic (ROC) curves of the three-stage detection classifier using the 

aforementioned three datasets. Studying Figure 8, we would observe that the validation 

results based on the synthetic data accurately approximate the “golden” results in all three 

stages, while brute-force validation based on the small dataset is highly inaccurate. 

Table 1. Failure rates estimated by three different datasets 

Failure Rate 1st 2nd 33rd Total 

Full dataset 
TP 97.50% 97.50% 98.50% 93.64% 

FP 14.67% 6.42% 5.85% 5.51e-4 

Small dataset 
TP 97.50% 97.50% 98.50% 93.64% 

FP 5.60% 8.57% 0.00 0.00 
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Hybrid dataset 
TP 97.50% 97.50% 98.50% 93.64% 

FP 14.76% 5.27% 4.78% 3.72e-4 

 

Table 1 quantitatively compares the False Positive rates (FP) and True Positive 

rates (TP) of three-stage detection classifier with the thresholds in equation (7) determined 

based on certain TP rates estimated by different datasets. Comparing our hybrid dataset 

over the small dataset, the estimation error of the false positive rate is reduced by 100 

and 1.86 for the first- and second-stage classifiers respectively. For the third-stage 

classifier, the small dataset leads to zero false positive rate, implying that it fails to provide 

a meaningful result in this example. 

3.3 Parameterized Cycle-consistency Generative 
Adversarial Network 

The aforementioned CycleGAN model requires sufficient training data under the 

target operational conditions. In practice, some operational conditions (e.g., light 

intensity) may vary continuously; therefore, it is not practically feasible to collect training 

data at a given condition (e.g., at a fixed light intensity). To address this, a PCGAN model, 

was implemented for continuously varying conditions. A PCGAN model was accurately 

trained with the training data collected at continuously varying operational conditions. 



 

29 

3.3.1 Proposed Method 

 

Figure 9. The proposed PCGAN model is composed of two major components: (i) the 

generator and (ii) the discriminator. 

As is shown in Figure 9, different from a CycleGAN model, a PCGAN model only 

has one generator and one discriminator. The generator 𝐺, takes as input a real image 

𝐱𝑅𝐸𝐴𝐿  collected at the operational condition defined by 𝐩 and a new operational condition 

𝐪, and aims to output a “realistic” synthetic image 𝐱𝑆𝑌𝑁 at the new operational condition. 

On the contrary, the discriminator 𝐷 aims to distinguish synthesized images from real 

images. Similar with a CycleGAN model, the generator and the discriminator here are 

trained in a competition game and will improve during competition. 

Similarly, cycle consistency should be considered in generator training, i.e., 

transferring a real image 𝐱𝑅𝐸𝐴𝐿  to a new condition 𝐪  and then back to the original 

condition 𝐩 should result in a synthetic data 𝐱𝐶𝑌𝐶 = 𝐺(𝐺(𝐱𝑅𝐸𝐴𝐿 , 𝐪), 𝐩) close to the original 

one 𝐱𝑅𝐸𝐴𝐿 . Moreover, an additional identity mapping consistency was introduced to 

further regularize the generator training. With identity mapping consistency, transferring 
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a real image  𝐱𝑅𝐸𝐴𝐿  to its original condition 𝐩 should result in a synthetic data 𝐱𝐼𝐷𝑇 =

𝐺(𝐱𝑅𝐸𝐴𝐿 , 𝐩) identical to itself  𝐱𝑅𝐸𝐴𝐿, since they represent the same image. The L-2 norm 

was applied to measure the differences between 𝐱𝑅𝐸𝐴𝐿 and 𝐱𝐼𝐷𝑇: 

8 𝐿𝐼𝐷𝑇 = 𝐄[‖𝐱𝑅𝐸𝐴𝐿 − 𝐱𝐼𝐷𝑇‖2], (8) 

3.3.2 Experimental Results 

For testing and comparison purposes, the proposed PCGAN model was trained 

with 201,000 labeled real images collected at real-world light conditions, and then applied 

to synthesized images under low light conditions for validating a stop sign detection 

system. Figure 10 shows several examples of real and synthetic images. It is obvious that 

the synthetic images are close to the “golden” real images collected under the target light 

condition. 

Original 
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Synthetic 

images with 

low light 

“Golden” 
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Synthetic 

images with 

high light 
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images with 
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Figure 10. Several examples of original, synthetic, and golden images with different 

light conditions are shown for comparison purpose. 

Then the well-trained generator was used to generate 201,000 low-light synthetic 

images from real images collected at real-world light conditions for validation. For 



 

31 

comparison purposes, I estimated the accuracy of stop sign detection with three different 

testing datasets: (i) the nominal dataset with 201,000 original real images collected at real-

world light conditions, (ii) the “golden” dataset with 201,000 real images, corresponding 

the nominal images, collected under low light, and (iii) the proposed synthetic dataset 

with 201,000 synthetic low-light images. 

 Figure 11 shows the ROC curves for low-light validation using three datasets. 

Studying Figure 11, we would observe that the validation result based on the synthetic 

data accurately approximates the “golden” result, while the nominal ROC curve 

substantially deviates from the “golden” curve. 

 

Figure 11. The ROC curves of the stop sign detection system are shown for three 

different testing datasets. 

The quantitative comparisons in Table 2 lead to the same conclusions. The nominal 

results are significantly different from the golden results, while the TP error of our 
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synthetic dataset is as low as 1% and the FP rates are at the same order of magnitude as 

the golden results. 

Table 2. True Positive (TP) and False Positive (FP) rates of stop sign detection for 

three different testing datasets 

Dataset TP rate FP rate 

Nominal 0.98 1.5×10−4 

Golden 0.87 6.6×10−5 

Synthetic 0.88 5.6×10−5 
 

3.4 Conclusions 

In this chapter, two intelligent image stylization methods were introduced to 

effectively generate a large amount of synthetic data for target operational conditions that 

are expensive or even impossible to record in practice. Novel CycleGAN and PCGAN 

models are implemented to map real-world images to given operational corners by using 

adversarial networks. The numerical experiments demonstrated that the validation 

results based on the proposed approaches can accurately approximate the golden results 

where the true positive errors are as low as 1% and the false positive rates are at the same 

order of magnitude. 
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4 Synthinel-2: Synthetic Imagery for Building Mapping 
in Overhead Imagery  

Building segmentation in satellite imagery is a challenging problem that has been 

extensively investigated within the computer vision community [91]–[93]. Building 

segmentation is the task of assigning labels to each to each instance of overhead imagery 

indicating whether a building is present. Recently, deep neural networks (DNNs) have 

dominated building segmentation benchmarks [64], [65], [94]. However, recent work has 

indicated that DNNs perform relatively poorly when they are applied to satellite imagery 

that has been captured over geographic locations that were not present in the training 

data [8], [21], [22], [95]. This behavior arises from differences in the scene content (e.g., 

colors, shapes, and textures of buildings), as well as differences in imaging conditions 

(e.g., camera nadir, spatial resolution) and environmental conditions (e.g., weather and 

atmospheric conditions), which can all lead to substantial differences in the visual 

characteristics of the imagery [8]. 

One solution to this problem would be to collect larger and more diverse training 

datasets that reflect real-world variability. However, high resolution satellite imagery is 

expensive, and manual pixel-wise annotation of buildings is also expensive and time-

consuming. To address these challenges, the authors in [8] introduced a process for 

creating diverse synthetic overhead imagery to augment real-world training datasets for 

deep learning models. The synthetic imagery is collected from a virtual world, offering 

numerous potential advantages: creating data is cheap, detailed ground truth labels are 
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created automatically, and image characteristics can be readily controlled and varied. The 

authors in [8] used their approach to create Synthinel-1, a dataset of synthetic overhead 

imagery for building segmentation. The work in [8] demonstrated that augmentation of 

real-world training imagery with Synth-1 (a subset of Synthinel-1) led to more robust 

recognition models, especially when models were tested on new geographic locations (i.e., 

out of domain). Examples of the diverse overhead imagery in Synth-1 are presented in 

Figure 12. These results demonstrated that synthetic overhead imagery can be highly 

beneficial, but there were several limitations to this work which we aim to address here. 

 

Figure 12. Examples imagery from each of the six virtual world “styles” (i.e., designs) 

in the Synth-1 dataset from [96]. 

In this work, I made two major contributions, each of which expands significantly 

upon the work in [8]. The first contribution is (i) improved synthetic data generation software. 

The data generation software in [8] is cumbersome, requiring human input at several steps 

during processing, as is discussed in Chapter 2.4, and does not provide simple 
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mechanisms to alter many key properties of the imagery (e.g., lighting conditions and 

camera nadir). Furthermore, the previous software often produces imprecise ground truth 

labels. In this work, I developed software that is fully automatic, offered simpler controls 

for many imagery properties, and yields precise building labels. An open-source version 

of the software will be publicly released3. The software does require a licensed version of 

ESRI CityEngine, although it is highly accessible, especially for non-commercial use [8]. 

The second contribution of my work is (ii) Synthinel-2: a substantially larger and more 

effective dataset of synthetic overhead imagery. The synth-1 dataset is composed of several 

styles (i.e., data designs), which are illustrated in Figure 12. These city styles were chosen 

arbitrarily and are often contain building and background features that are highly 

unrealistic. Using the capabilities of the new software, I started with the single and most-

realistic style from Synth-1, and created a new synthetic dataset that is still highly diverse 

in accordance with the principle of domain randomization [8], but utilizes a large set of 

more realistic visual features. Imagery from Synthinel-2 is presented Figure 13, along with 

imagery of the style from Synth-1 upon which Synthinel-2 was based. Note the increased 

diversity of building colors, shapes, sizes, and textures compared to the original Red Roof 

imagery. I also removed the empty white space and noisy ground truth labels visible in 

the Red Roof imagery. Both of these artifacts are common in the Synth-1 imagery. I will 

 

3Github link will be provided in camera ready version 
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present comprehensive experiments with two large benchmark datasets and modern 

segmentation models, showing that Syntinel-2 is consistently superior to Synth-1, and 

often confers performance advantages when used to augment real-world imagery. 

 

Figure 13. (Top row) An example of the “Red Roof” style from Synth-1 [9], upon 

which Synthinel-2 was built; (bottom row) A sample of imagery from Synthinel-2. 

4.1 Proposed method 

While the work developing Synthinel-1 in [8] sets a strong foundation for further 

development of synthetic overhead imagery, it suffers from several limitations. One major 

limitation of the Synthinel-1 software was that it required manual human input at 

numerous steps (five in total, as shown in Figure 5). This not only included point and click 

operations, but often also required setting parameters manually, or copying files into new 
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directories. This made it difficult to create large datasets, or to create different datasets 

with varying design parameters. 

In this work, I adopted the domain randomization idea from [8] and developed 

software, named Synthinel-2, for rapid synthetic overhead imagery generation that can be 

executed end-to-end with a single command, based on Synthinel-1. 

Synthinel-2 is written in Python and controls CityEngine through an application 

programming interface (API). The main purpose of Synthinel-2 is to automate the 

generation of user inputs in Figure 5, and feed the, to CityEngine for simulation in a single 

command. Synthinel-2 is composed of two generators: i) a road style generator that 

randomly samples a combination of road network design parameters from a library of 9 

different combinations, ii) an image style generator that randomly samples a combination 

of light and camera parameters from a library of 9 different combinations.  

In Synthinel-2, I also carefully designed the object type distribution and the library 

of textures in Figure 5, in order to create a much larger and more diverse dataset. Twelve 

different building types were adopted from six virtual cities in Synthinel-1, and a specific 

spatial distribution was used, so that building types (e.g., office building, apartment 

building, etc.) were assigned based on the distance to the center of the city, and the area 

for each kind of the buildings was set to be equal. To create a realistic and diverse texture 

library, texture libraries from six virtual cities in Synthinel-1 were combined, while 

particularly unrealistic textures were excluded. To minimize the potential positive 
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performance bias of this procedure, I only excluded unrealistic content, rather than 

adding specific new content to match the test cities. 

A summary of the final design for Synthinel-2 is provided in Table 3. The final 

Synthinel-2 dataset contains 204km2 of synthetic imagery at 0.3 meter/pixel resolution, 

compared with 47.2km2 in Synthinel-1. 

Table 3 Design summary of Synthinel-2 

Design Variables  Settings 

Road Topologies  9 combinations 

Object types 
Building  12 types  
Tree  2 types 

  
 

 

Textures 

Roof top  72 assets 

Road  33 assets 

Facade  721 assets 

Light and camera settings  9 combinations 

 

While Synthinel-2 can provide a more diverse dataset, the speed of synthetic data 

generation is similar to Synthinel-1. In [8] the authors reported that 1 minute was needed 

per square kilometer of generated overhead imagery. Using similar hardware (e.g., an 

Intel(R) Core(TM) i7-7700 CPU@2.8 GHz), the new process requires roughly 1.5 minutes 

per square kilometer. 

4.2 Experiments  

To compare the effectiveness of synthinel-2 with Synthinel-1, I followed the 

experimental design in Synthinel-1 paper and employed the Inria [21] and the DeepGlobe 
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(DG) [65] datasets. Both of these are popular large-scale building segmentation 

benchmark datasets with high resolution (0.3 meter/pixel) RGB overhead imagery. Each 

dataset is split into two disjoint sets: a training dataset, and a testing dataset, as shown in 

Figure 14. To evaluate the effectiveness of the synthetic imagery, I examined the 

performance of models when training with, and without, synthetic training data added 

into the training datasets. I conducted these experiments within two separate scenarios: 

(i) in-domain and (ii) cross-domain. The in-domain scenario involves training the models 

on the training partition of a given dataset (e.g., Inria or DeepGlobe), and then evaluating 

their performance on the testing partition of that same dataset. This examines 

performance under ideal conditions, where the training and testing datasets are highly 

similar. In the cross-domain scenario, I trained a model on one dataset, and then test on 

the other; this represents a more realistic testing condition. 

 

Figure 14. Illustration of data split for the benchmark experiments with the 

DeepGlobe (DG) and Inria datasets. 
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4.2.1 Benchmark datasets 

Inria includes five cities across the U.S. and Europe, with ground truth labels: 

Austin, USA; Chicago, USA; Kitsap, USA; Tyrol-w, Austria; Vienna, Austria. The imagery 

over each of these cities comprises 81 km2 of surface area. The DG dataset includes four 

cities across the world, each of which comprises a different surface area (provided in 

parenthesis): Las Vegas, U.S.A. (113 km2); Paris, France (33 km2); Shanghai China (133 

km2); and Khartoum, Sudan (29 km2). 

4.2.2 Segmentation models 

Following the Synthinel-1 paper, I used two models for the downstream testing: 

U-Net, and DeepLabV3 [97]. However, to establish stronger baseline results, I applied a 

modified U-Net [98], termed UNet(Res50), where the encoder of the model is a larger 

ResNet50 model [82] that has been pretrained on the ImageNet [4]. Both the DeepLabV3 

and U-Net were implemented with the same pre-trained ResNet50 encoders, and using 

the software framework in [95], which used PyTorch for overhead imagery. I also made 

the following specific design choices for the downstream models: (a) cross-entropy loss 

between the pixel-wise ground truth and predictions, (b) the Adam optimizer, (c) 80 

epochs of pre-training and 70 epochs of fine-tuning, and (d) a batch size of seven (selected 

following procedure in [8]). 

Training without synthetic imagery: I used a learning rate of 1e-3 and 1e-2, 

respectively, for the encoder and decoder of the segmentation model. A smaller learning 
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rate was applied to the encoder since it was already pretrained on the ImageNet. Only 

real imagery was used for both the pre-training and fine-tuning stage. For both the 

encoder and decoder, I dropped the learning rate for the last 28 epochs in the fine-tune 

stage. These learning rate settings yielded the best performance in the real-world imagery 

experiments. 

Training with synthetic imagery added: I employed a two-stage training 

procedure when using synthetic imagery. First, I trained segmentation models on real 

imagery, as is stated above. Then I applied a mixed-batch scheme [31] to fine-tune the 

model for 70 more epochs, where each mini-batch contains 6 real images, and 1 synthetic 

image. This 6-to-1 ratio was empirically chosen in [8]. Note that, since the batch size was 

still 7, the total number of samples processed in the fine-tune stage here was the same as 

in the training without synthetic imagery. 

4.2.3 Experimental results 

In-domain testing results. The in-domain benchmark results are presented in 

Table 4 for the DeepLabV3 and U-Net models. For each of these models, I considered three 

training scenarios: no augmentation (real data only), augmentation with Synthinel-1 from 

[8], or augmentation with Synthinel-2. As shown in Table 4, in all the in-domain tests, the 

models trained without augmentation are the best. This is reasonable, since there is no 

domain shift between the training and testing dataset if no augmentation is applied, while 

adding synthetic data makes the training domain different from the target domain. 
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However, it is also obvious that the augmentation with synthetic data from either 

Synthinel-1 or Synthinel-2 leads to only a small level of deteriorating performance (by less 

than 0.5% on average). These results suggest that there is relatively little risk in using both 

Synthinel-1 and Synthinel-2, even for the cases without domain shift. 

Table 4 In-domain testing results. Results are in terms of IoU. 

Model  Augmentation  DG→DG  Inria→Inria  

DeepLabV3  

(Resnet50 

encoder)  

Synthinel-2  0.790  0.818  

Synthinel-1  0.793  0.820  

None  0.794  0.821  

U-Net  

(Resnet50 

encoder)  

Synthinel-2  0.791  0.805  

Synthinel-1  0.790  0.808 

None  0.795  0.811 

 

Cross-domain testing results. The cross-domain benchmark results are presented 

in Table 5 for the DeepLabV3 and U-Net models. I also trained these two models with 

three training datasets: no augmentation with real data only, augmented with synthetic 

data from Synthinel-1 and Synthinel-2, correspondingly. 

As shown in Table 5, the performance of the models trained with Synthinel-2 

augmentation is better than the baseline without augmentation in all the cases, with an 

improvement of 2.0% on average. The synthetic augmentation is more beneficial for target 

dataset from DG, compared with the testing dataset from Inria, which indicates that the 

synthetic data from Synthinl-2 is closer to the real images from DG. Compared with the 

Synthinel-1 augmentation, Synthinel-2 augmentation is beneficial in three out of four 
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scenarios, and is only slightly worse (by only 0.001 IoU) in the fourth case, and the average 

improvement compared with Synthinel-1 augmentation is 1.1% on average. 

The aforementioned observations suggest that augmentation with Synthinel-2 is 

beneficial in different cases; however, the improvement on IoU compared with both the 

baseline without augmentation and the Synthinel-1 method is limited. Possible reasons 

for this can be: i) the photo-realism of the synthetic imagery is still limited; 2) the diversity 

in Synthinel-2 dataset is still limited; 3) some textures used in Synthenil-2 dataset might 

be unrealistic or far away from those in the target datasets. 

Table 5 Cross-domain testing results. Results are in terms of IoU.  

Model  Augmentation  DG→Inria Inria→DG  

DeepLabV3  

(Resnet50 

encoder)  

Synthinel-2  0.648  0.459  

Synthinel-1  0.639  0.460  

None  0.646  0.451 

U-Net  

(Resnet50 

encoder)  

Synthinel-2  0.615  0.456  

Synthinel-1  0.603  0.451 

None  0.613 0.432 

 

4.3 Conclusions 

In this set of work, I implemented a domain randomization method for synthetic 

data generation to augment the training of downstream recognition methods. A fully 

automatic synthetic data generation software, named Synthinel-2 was implemented with 

several improvements, including: i) rapid end-to-end generation in one command, ii) 

improved controllability of more design parameters, iii) improved image quality with 
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boundary and labelling issues fixed, over the existing work, Synthinel-1. The experimental 

results show that the augmentation with the proposed dataset improves over the 

Synthetic-1 method by 1.1% on average. 
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5 NAMS: Data Synthesis via Meta Learning for Efficient 
Training of Building Detection Methods in Overhead 
Imagery  

As is mentioned in the previous chapter, domain randomization methods result in 

large training datasets, which is still time-consuming to obtain, and I found that this 

approach was effective, however, the advantages of using the synthetic overhead imagery 

were modest, likely due (in part) to the limitations of the domain randomization design 

strategy. 

Recently, meta-learning was presented as a solution for efficient and accurate 

synthetic data generation [58], [59], [69]–[78], based on the idea of meta learning. The goal 

of meta-learning is to infer the simulation parameters that maximize the similarity of the 

synthetic data and some given unlabeled target domain data. Then, by applying the 

inferred simulation parameters, instead of sampling from the whole simulation parameter 

space, a relatively small set of synthetic data can be generated for augmenting the training 

dataset for downstream recognition models. 

5.1 Related work  

Many meta-learning methods are presented as solutions of the aforementioned 

meta-learning task. In [71], a neural network with an encoder-decoder structure is used to 

learn the design parameters from target images, however, the networks are designed for 

continuous parameters and do not support discrete/categorical parameters natively, 

which may be impractical in many real applications. In [78], a searching method is 
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implemented, to iteratively decide whether the given parameters are higher or lower than 

the true parameters in the target data, and shift the parameters to approach the target 

parameters. However, for categorical parameters, there is no intrinsic ordering to different 

categories, and such a method also does not work for categorical parameters.  

Some meta-learning methods [73], [77] based on Reinforcement Learning can be 

applied for problems with discrete and categorical parameters. In [73], [77], a bi-level 

optimization problem is formulated. The lower level optimizes the variables in the 

downstream model, given the synthetic data generated with certain simulation parameter 

values, while the upper level optimizes the simulation parameter values, by maximizing 

the performance of downstream algorithms over a validation target dataset. 

Reinforcement Learning techniques are applied to solve the aforementioned non-

differentiable optimization. However, these methods rely on a set of labeled target data 

to form a validation dataset, which might not be available in real applications. 

Other meta-learning methods do not rely on labeled target data [59], [69], [70], [72], 

[74]–[77]. In [74]–[76], and adversarial learning strategies are applied. Discriminators are 

trained to measure the difference between synthetic data and the target data. The 

simulation parameter values are then optimized by maximizing the capability to fool the 

discriminator, instead of maximizing a validation loss. Therefore, these methods rely on 

only unlabeled target data for training the discriminator. However, as is discussed in [58], 

learning with discriminators is known to suffer from mode collapses. Besides, due to the 
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large sim-to-real gap, discriminators can easily distinguish synthetic image and real world 

target images, making the learning of the parameter fail due to vanishing gradients. 

Methods in [58], [59], [69], [70], [72] evaluate the difference between synthetic data 

and the target data by using distances in certain image feature space. For example, e 

Maximum Mean Discrepancy (MMD) is used in [58] and feature distribution matching is 

used in [59]. In these impressive seminal works, the authors demonstrated that their 

methods could be used to infer appropriate simulation parameters, as well as improve the 

accuracy of recognition models trained on the resulting synthetic data. However, one 

limitation of these methods is that inference must be repeated from scratch for each new 

target domain. This works relatively well when the simulator is computationally fast, 

however it quickly becomes intractable as the simulation time grows larger and the 

number of target domains grows larger.  

5.2 Neural-Adjoint Meta-Simulation 

To address the limitations of existing methods, I implemented NAMS. I used a 

recently-proposed approach termed the Neural-Adjoint, as is introduced in Chapter 2.5. 

A “forward model” was trained that yields a differentiable mapping from simulation 

parameters to the synthetic data. With this forward model, I then performed efficient 

differentiation with respect to the design parameters. NAMS still requires an initial 

random sampling of simulations, however, once it is trained it can be used to rapidly 

perform parameter inference for new domains.  
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5.2.1 Problem Formulation 

Assume that a downstream computer vision model was applied to a target dataset 

𝑋𝑅𝐸𝐴𝐿
∗ = {𝒙𝑅𝐸𝐴𝐿,𝑖

∗ ; 𝑖 = 1, 2, , 𝑁} with 𝑁 real images collected from the target domain 𝐷𝑅𝐸𝐴𝐿
∗ . 

Due to the lack of labeled training data from the target domain in real-world applications, 

to ensure high task performance on the target dataset, synthetic data are generated from 

simulators to help the training of the task model. 

Assume that we have a simulator 𝐺 , which outputs a synthetic image and the 

corresponding label (𝒙𝑆𝑌𝑁 , 𝒚𝑆𝑌𝑁) = 𝐺(𝒅) , given a simulation design 𝒅 = [𝑑1, 𝑑2, , 𝑑𝐿]𝑇 

with 𝐿 parameters sampled from the simulation design space 𝐷𝑆𝑌𝑁. The goal of the meta-

learning problem is to search in the design space 𝐷𝑆𝑌𝑁 and find a proper design 𝒅𝑖
∗ of each 

target image, so that the simulator 𝐺  can generate a labeled synthetic data 

(𝒙𝑆𝑌𝑁,𝑖
∗ , 𝒚𝑆𝑌𝑁,𝑖

∗ ) = 𝐺(𝒅𝑖
∗) with the image 𝒙𝑆𝑌𝑁,𝑖

∗  matching the design of real dataset 𝒙𝑅𝐸𝐴𝐿,𝑖
∗ . 

With the high-quality labeled synthetic dataset {(𝒙𝑆𝑌𝑁,𝑖
∗ , 𝒚𝑆𝑌𝑁,𝑖

∗ ), 𝑖 = 1,2, , 𝑁} , the task 

model can be trained to reach a high level of accuracy on the target dataset 𝑋𝑅𝐸𝐴𝐿
∗ . 

Note that, since it is assumed that no labeled target data is available, it is 

impossible to search for the designs based on the meta-objective, i.e., the downstream task 

performance, directly, which requires a labeled validation dataset from the target domain. 

The goal described above can be formulated as follows: 

9 min
𝒅∈𝐷𝑆𝑌𝑁

𝐿[𝒙𝑆𝑌𝑁 , 𝒙𝑅𝐸𝐴𝐿
∗ ], (9) 
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where 𝐿[•] measures the difference between two image datasets. Note that, the index 𝑖 

will not be shown in the rest of the paper, for brevity. I will discuss the details of 𝐿[•] in 

Chapter 5.2.2. 

Since it is a common practice to compare image data from the latent space, I, 

similarly, extracted features from images by using a pre-trained state-of-the-art feature 

extractor 𝐹 for image comparison. Here, I assumed that if a proper feature extractor is 

used, the information of the design 𝒅 can be extracted. Hence, if two images have the same 

design, their features are expected to be closer. 

The comparison of two image datasets in pixel values in equation (9) can be 

approximate by the comparison in the feature space. The optimization in equation (9) can 

be approximated by: 

10 min
𝒅∈𝐷𝑆𝑌𝑁

𝐿[𝐹(𝒙𝑆𝑌𝑁), 𝐹(𝒙𝑅𝐸𝐴𝐿
∗ )]. (10) 

The optimization in equation (10) is challenging, due to the existing of 

discrete/categorical parameters in the design 𝒅 and the involvement of non-differentiable 

black-box simulator 𝐺. To solve equation (10) efficiently, I composed the NAMS method 

into two stages: the training stage and the searching stage. I will discuss the details of the 

proposed NAMS method in the next two sub-chapters. 

5.2.2 NAMS training stage 

In the NAMS training stage, I trained a continuous embedding of the design 𝒅, to 

make the searching space continuous, together and a novel adjoint neural network 
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mapping from design parameters to image data, to replace the non-differentiable 

simulator. 

The continuous embedding. The simulation design space 𝐷𝑆𝑌𝑁 may be complex, 

if some of the design parameters of 𝒅 are discrete or categorical, making the searching in 

the design space difficult. To address this, I proposed to learn a continuous embedding 𝒛 

of the design 𝒅 by using a Variational Autoencoder (VAE) model [102], as shown in Figure 

15. 

 

Figure 15. Overview of NAMS in two stages: the training stage and the 

searching stage. 
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An encoder 𝐸 and a decoder 𝐷 are used for the embedding. The encoder takes the 

design 𝒅 as input, generates two continuous-valued vectors 𝝁 and 𝝈 with the same length 

𝐿𝑍 , followed with a Gaussian sampling of 𝒆  with length 𝐿𝑍  from a standard normal 

distribution 𝑁(𝟎, 𝑰), and consequently, outputs a continuous-valued vector 𝒛 = 𝐸(𝒅) =

𝝁 + 𝒆⨀𝝈, where ⨀ stands for the element-wise product. On the other hand, the decoder 

simply reconstructs 𝒅̂ = 𝐷(𝒛) back from 𝒛. 

The goal of learning 𝐷 and 𝐸 is to minimize the reconstruction error of the design 

𝒅. The loss function 𝐿𝑉𝐴𝐸  of the aforementioned VAE model training can be expressed as 

[102]: 

11 𝐿𝑉𝐴𝐸 = 𝜆𝐷𝐿𝐷(𝒅, 𝒅̂) + 𝜆𝐾𝐿𝐷𝐿𝐾𝐿𝐷, (11) 

where reconstruction loss 𝐿𝐷(•)  measures the distance of the input vectors 𝒅  and 𝒅̂ , 

𝐿𝐾𝐿𝐷(•) represents the Kullback-Leibler Divergence (KLD) of the Gaussian distribution 

𝑁(𝝁, 𝝈2𝑰) compared with a standard normal distribution 𝑁(𝟎, 𝑰) , and 𝜆𝐷  and 𝜆𝐾𝐿𝐷  are 

user-defined loss weights [102]. Here, 𝐿𝐷(•) can be a Binary Cross Entropy (BCE) loss for 

binary parameters or L1/L2 loss for continuous parameters, depending on the data type. 

For more details about the VAE model, please refer to [102]. I will discuss the selection of 

the loss function 𝐿𝐷(•)  and the loss weights 𝜆𝐷  and 𝜆𝐾𝐿𝐷  in Chapter 5.3 for each 

experiment. 

With the continuous embedding, it is more convenient to explore the continuous 

embedding space 𝑍  for the proper target embedding 𝒛∗ , and then translate the 
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corresponding target design 𝒅∗ = 𝐷(𝒛∗)  back for creating synthetic data (𝒙𝑆𝑌𝑁
∗ , 𝒚𝑆𝑌𝑁

∗ ) . 

Hence, the solution of the optimization in equation (10) can be obtained by solving the 

following optimization instead: 

12 min
𝒛∈𝑍

𝐿[𝐹(𝒙𝑆𝑌𝑁), 𝐹(𝒙𝑅𝐸𝐴𝐿
∗ )]. (12) 

The full NAMS model, and training loss.  Note that the optimization in equation 

(12) involves the non-differentiable simulator 𝐺 , making the optimization non-

differentiable. I learned a predictor 𝑃, which is a closed-form and differentiable proxy for 

the simulator, aiming to infer image data, 𝒙̂ = 𝑃(𝒛) from 𝒛 (or features of the image), as 

shown in Figure 15, by-passing the simulator 𝐺. To train the predictor, the loss function 

𝐿𝑃  can be written as: 

13 𝐿𝑃 = 𝐿𝑋(𝒙𝑆𝑌𝑁 , 𝒙̂), (13) 

where 𝐿𝑋 measures the difference between two inputs, and in all of the experiments, a 

pixel-wise L2 loss is used. 

Here, I trained the continuous embedding and the predictor together, since these 

three networks are coupled with each other. A better continuous embedding with small 

𝐿𝑉𝐴𝐸  may lead to a worse prediction performance with large 𝐿𝑃 , and vice versa. Hance, 

the overall loss of training the whole NAMS model can be written as:  

14 
𝐿𝑁𝐴𝑀𝑆 = 𝜆𝐷𝐿𝐷(𝒅, 𝒅̂) + 𝜆𝐾𝐿𝐷𝐿𝐾𝐿𝐷

+𝜆𝑋𝐿𝑋(𝒙𝑆𝑌𝑁 , 𝒙̂)
, (14) 

where, 𝜆𝑋 is a user-defined weight, and the setting of 𝜆𝑋 will be discussed in Chapter 5.3 

in each experiment. Here, 𝐸, 𝐷 and 𝑃 can be trained using a large diverse synthetic dataset 
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{(𝒅𝑖 , 𝒙𝑆𝑌𝑁,𝑖); 𝑖 = 1, 2, , 𝑁𝑇}, with 𝑁𝑇  design and image pairs, only once offline. After that, 

the trained networks can be used for quick searching of target designs from different 

target datasets, as I described next. 

5.2.3 Neural-Adjoint searching  

In the NAMS searching stage, I used the learned continuous design embedding, 𝒛, 

and predictor 𝑃 to solve the optimization in equation (12). With the trained predictor, 𝑃, I 

directly inferred synthetic imagery 𝒙𝑆𝑌𝑁~𝒙̂ = 𝑃(𝒛), given the embedding 𝒛. I therefore 

substituted this into Equation (12), so that the searching optimization can be rewritten as: 

15 min
𝒛∈𝑍

𝐿[𝐹(𝑃(𝒛 )), 𝐹(𝒙𝑅𝐸𝐴𝐿
∗ )]. (15) 

Note that, in equation (15), P and 𝐹 are both differentiable neural networks and 

therefore their composition is also differentiable. As a result, the optimization can be 

efficiently solved using a gradient-decent-based searching method. For this, I used the 

recently-proposed Neural-Adjoint approach [83], which treats the embedding 𝒛  as a 

parameter of 𝐹(𝑃(𝒛)) and then performs backpropagation with respect to the loss 𝐿  to 

solve the optimization problem in equation (15). 

Due to the nonlinearity of the problem, the search space is likely to contain many 

local minima. Hence, for each target image, I searched from 𝑀  random initial points 

uniformly distributed within a range of ±𝑘𝜎𝑗  in 𝑗𝑡ℎ  dimension in 𝑍  space and did a 

majority voting among 𝑆 searching results with smallest losses, which were considered 

near the global minimum. Here, the hyper-parameters 𝑀 was set to 1000, 𝑘 was set to 3 
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and 𝑆 was set to 50 for all the experiments, and 𝜎𝑗 was estimated as the standard division 

of the training data in 𝑗𝑡ℎ dimension in 𝑍 space. I also used an 𝐿2 loss during the search 

process. Together the optimization that I solved during the search phase became: 

16 𝒛∗ = 𝑉𝑆 [
argmin

𝒛𝑖

𝐿2[𝐹(𝑃(𝒛𝑖)) − 𝐹(𝒙𝑅𝐸𝐴𝐿
∗ )] ,  

                                         𝑖 = 1,2, , 𝑀
], (16) 

where pixel-wised L2 norm 𝐿2[•] is used to measure the distance in feature space, and 

𝑉𝑆[•] stands for the majority voting operation among S best results. 

Moreover, I randomly discarded some proportion of the optimized designs, and 

replaced them with a uniformly selected design (the default non-meta-learning design 

approach). This has the effect of diversifying the simulated training data for the 

downstream task and mitigates risks of overfitting to (possibly erroneous) 𝑧∗ estimates. 

To achieve this, I used a weight 𝑟 in (0,1) to control the probability of rejecting the selected 

design and replacing with a uniformly selected design, so that the probability to obtain 

rare designs would increase. The sampling method can be described as follows: 

17 𝒛 
∗ = {

𝒛∗ 𝑢 ≥ 𝑟
𝑈(𝑈𝑛𝑖𝑞𝑢𝑒[𝑍]) 𝑢 < 𝑟

, (17) 

where 𝑢 is a uniformly sampled value in (0,1), 𝑈[•] stands for a uniform distribution and 

𝑈𝑛𝑖𝑞𝑢𝑒[•] represents the operation that reports all the unique design in the design space. 

Once I inferred 𝒛∗, I then used the decoder to obtain the corresponding design, 𝒅∗ = 𝐷(𝒛∗). 

This searching process was repeated for each individual real-world target image, 

resulting in a dataset of optimized 𝒅∗ values, which I used as a population to simulate 
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data. Similarly, I treated the population of designs as a sampling distribution for designs 

of the synthetic training data for a downstream task. 

5.3 Experiments 

I evaluated NAMS on two meta-learning tasks. These experiments were designed 

to support one or more of the contributions of this work that were outlined in the 

beginning of Chapter 5. 

5.3.1 Synthetic Satellite Imagery 

In this sub-chapter and Chapter 5.3.2, I evaluated NAMS for meta-learning of 

satellite imagery, in support of building segmentation. In these problems, the goal is to 

infer the textures and colors of the synthetic building rooftops – an important visual cue 

for building segmentation. 

I will study this problem first for synthetic target imagery (in this sub-chapter), 

and then real-world target imagery in Chapter 5.3.2. In both cases I will generate synthetic 

satellite images, 𝒙 ∈ 𝑅384𝑥384, using a recently-developed simulation software [8]. This 

simulator is substantially slower than those used in previous studies, requiring nearly 1.6 

seconds per synthetic image on our hardware. Due to the longer simulation time, and the 

large number of target domains, NAMS offers a computationally efficient solution 

compared to previous approaches (see Chapter 5.1). 

Experimental design. In these experiments, I created target datasets of synthetic 

overhead imagery using the simulator from [8], which procedurally generates virtual 
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worlds with numerous randomized features (e.g., building locations and sizes). I used the 

same simulator to generate training data for a segmentation model. The meta-learning 

problem is to choose two one-hot parameter vectors, 𝑑𝑓𝑙𝑎𝑡 ∈ [0,1]40and 𝑑𝑠𝑙𝑜𝑝𝑒 ∈ [0,1]44, 

which controls “texture” of (i) flat-roofed buildings and (ii) sloped-roof buildings, 

respectively. In this case, a texture is a combination of texture and color; the supplement 

provides visual examples of these design parameters. 

To create a training dataset for NAMS we randomly sample 1700 values of 𝑑𝑓𝑙𝑎𝑡 

and 𝑑𝑠𝑙𝑜𝑝𝑒  and created 9 images for each combination, resulting in 15,000 images for 

training NAMS. I used a pre-trained ViT-L16 [103] model to extract 1000 features from 

each training image, which is the target for the NAMS predictor 𝑃. 

The encoder, decoder and predictor networks in Figure 15 are composed of fully 

connected layers. The encoder takes an 84-D vector 𝒅 (a direct concatenation of two one-

hot vectors) as input and consists of two fully connected layers with 1024 and 2048 hidden 

units respectively, each followed by a batch normalization layer, a leaky ReLU layer with 

0.2 as the slope and a dropout layer with 0.5 as the dropout rate. In this experiment, we 

use a 10-D vector as the continuous embedding 𝒛. Hence, another fully connected layer 

with 20 hidden units is used as the output layer. We take the first 10 of the output 

dimensions as 𝝁  and the other 10 as 𝝈  in Figure 15 for sampling the continuous 

embedding 𝒛. 
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I used the same structure in the decoder. The only difference is that the input is a 

10-D vector 𝒛 and the output is an 84-D vector 𝒅, and a sigmoid function is used in the 

output layer. Binary cross-entropy loss is used for the reconstruction loss of 𝒅 in equation 

(14). We use the same structure in the predictor model, with a 10-D vector as input 𝒛, and 

a 1000-D vector as output features. 

Once NAMS is trained, I used it to infer designs on each of the unlabeled target 

images. I then used these designs to create a synthetic training dataset for the building 

segmentation task. I then trained two contemporary networks for segmentation of satellite 

imagery, the U-Net [104] and DeepLabV3 [105], each with a pre-trained Resnet-50 

encoder. I used 120 real satellite images and 20 synthetic images as the training dataset, in 

order to mimic a real-world scenario in which our target data (the synthetic data) is 

distinct from the labeled training data available (the real-world data). I sampled the real-

world data from the DeepGlobe dataset [65]. I trained each model with 3 random selected 

training samples and performed an average. 

Results. First, I evaluated whether NAMS is able to infer the correct simulation 

parameters (i.e., choice of roof textures) for individual target synthetic images. Unlike 

existing methods, NAMS does not require a population of target data, but can infer 

simulation parameters for specific instances of target data; this avoids the need for 

curating large target datasets, or making statistical assumptions about the design 

parameters of the populations. For this experiment, I randomly sampled four pairs of 𝑑𝑓𝑙𝑎𝑡 
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and 𝑑𝑠𝑙𝑜𝑝𝑒 , and then created 100 images with each of the four combinations. I then 

evaluated whether NAMS could recover the correct design parameter for each of these 

400 images. The results are presented Table 6, in the first column where I reported the 

proportion of target images for which NAMS recovers the true parameters. Compared to 

random guessing, NAMS is substantially more accurate. 

Table 6. Meta-simulation results of synthetic satellite imagery experiment. The 

rates of correctly selecting one of the nearest textures to the target textures are shown. 

 Average among 4 target texture pairs 

Top-1  Top-10 

Rando

m 

NAMS 

(ours)  Random 

NAMS  

(ours) 

Flat 0.025 0.705  0.250 0.893 

Sloped 0.023 0.323  0.230 0.653 

 

Furthermore, in case it rank-ordered the incorrect textures according to their 

similarity to the true texture, I evaluated whether NAMS recovers one of the nearest 𝑛𝑡𝑜𝑝 

textures. For this experiment, I used a simple measure of similarity between two image 

patches [106] in HSV color space, to rank nearest textures with 𝑛𝑡𝑜𝑝 = 10. NAMS achieved 

much greater accuracy when evaluating whether it finds one of the top-10 best patches 

(by the measurement in the HSV space), suggesting that it is still finds a more appropriate 

design, even if it is not the best design. 

I then examined the impact of training segmentation models on NAMS-designed 

synthetic imagery. I created a testing dataset by randomly sampling four pairs of 𝑑𝑓𝑙𝑎𝑡 

and 𝑑𝑠𝑙𝑜𝑝𝑒, and then created 800 images with each of the four combinations. I trained three 
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detectors for each of the four datasets (i.e., 12 total). Each of the three detectors was trained 

using synthetic imagery with a different design: random parameters; NAMS parameters; 

and the ground truth (GT) parameters. The results of this experiment are presented in 

Table 7, for the U-Net and DeepLabV3 models. The results indicate that NAMS improves 

average performance by 5.8% and 6.1% on average for the U-Net and DeepLabV3 models, 

correspondingly, and closes most of the performance gap between a naïve design 

(Random) and the best possible performance, achieved when design parameters perfectly 

match the testing synthetic dataset. 

Table 7. Task performance results of synthetic satellite imagery experiment. 

The Intersection-over-Union (IoU) of the three detectors on the target dataset are 

shown. 

 Average among 4 target texture pairs 

Model Random 

NAMS 

(ours) GT 

U-Net 77.6 81.8 84.3 

DeepLabV3 80.5 85.2 86.7 

 

5.3.2 Real-world satellite imagery 

In the final experiment, I evaluated the proposed method on building 

segmentation on real satellite imagery. This is a widely-studied and challenging problem. 

I described the significance and motivation for this task at the beginning of Chapter5. 

Similar to the experiment Chapter 5.3.1, the goal is to choose 𝑑𝑓𝑙𝑎𝑡 and 𝑑𝑠𝑙𝑜𝑝𝑒, the flat and 

sloped rooftop textures that best match the rooftops in the real-world target imagery. 
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Experimental design. The testing imagery is comprised of 3600 images, 𝒙 ∈

𝑅384𝑥384, from each of the five following diverse cities: Austin, U.S.A; Chicago, U.S.A; 

Kitsap, U.S.A; Tyrol, Austria; and Vienna, Austria. This data was obtained from the Inria 

dataset [21]. I assumed that there are buildings in the target imagery, and hence, only 

included imagery with at least 10000 building pixels (6.78%) in it. In principle, this 

limitation can be lifted by using a richer design space (e.g., a parameter indicating no 

buildings are present). For simulation parameter inference, I used the trained NAMS 

model from Chapter 5.3.1; there is no need to train another model. Following [8], I trained 

the models using a combination real-world and synthetic images; this is required because 

the synthetic images are too unrealistic to use alone. I used 120 images from DeepGlobe 

[65], and 20 synthetic images. I generated the synthetic images using one of two designs: 

Random, or NAMS. We again train the U-Net and DeepLabV3 models from Chapter 5.3.1, 

and measure performance using the Intersection-over-Union (IoU) metric. 

Results. The results of the experiments are presented in Table 8, and show that 

NAMS outperforms the naïve Random approach by 1.2% for U-Net model and 1.5% for 

DeepLabV3 model, on average, across the five testing cities. In contrast to the synthetic 

experiments Chapter 5.3.1, however, the benefits of NAMS are generally lower. I 

hypothesize that this is likely due to the substantial sim-to-real gap between our synthetic 

imagery and the real-world imagery. Figure 16 presents examples of the real-world target 

imagery, and the synthetic designs that were chosen for those cities. The designs chosen 
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are qualitatively similar to those in the target cities, however, the sim-to-real gap is 

apparent in the imagery. 

Table 8. Task performance results of real satellite imagery experiment. We 

report the Intersection-over-Union (IoU) of the three detectors on the target dataset 

are shown. 

 Average among 5 target cities 

Model Random NAMS (ours) GT 

U-Net 53.4 54.0 58.7 

DeepLabV3 49.8 50.6 58.9 

 

 

Figure 16. Meta-simulation results of real satellite imagery experiment. 

Examples of the target images and the selected images by NAMS 

 

5.4 Conclusions 

In this chapter, a novel NAMS method is proposed for meta-learning tasks. NAMS 

is composed of two key ideas. First, I implemented a continuous embedding for 

discrete/categorical design parameters, by using a VAE model. Second, I learnt a Neural-

Adjoint network for inferring image data from design space to by-pass the black-box 
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simulator. I showed in several synthetic and real-world experiments that, by using 

NAMS, synthetic images with the target design can be rapidly and accurately generated 

for the training of downstream task algorithms.  
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6 Conclusions 

In this thesis, I implemented three classes of design strategies: i) image stylization, 

ii) domain randomization and iii) meta learning, to efficiently generate synthetic imagery 

for augmenting the training and testing dataset of object recognition models.  

First, two image stylization methods based on CycleGAN and PCGAN models 

were implemented to map real world collected images to abnormal weather conditions. I 

demonstrated the performance of the proposed methods by applying the synthetic images 

to the validation of a stop sign detection model for autonomous driving. The experimental 

results showed by using the CycleGAN model a 100× testing error reduction was 

achieved, and by using the PCGAN model, accurate testing results were achieved for the 

applications where existing methods do not work. 

Second, a domain randomization method was implemented based on the 

proposed automatic synthetic image generation software, named Synthinel-2. The 

proposed Synthinel-2 is designed for rapid generation of diverse synthetic overhead 

imagery with higher quality compared with the existing software, Synthinel-1. By using 

several overhead imagery building recognition tasks, I demonstrated that Synthinel-2 

augmentation improved the performance of the downstream model by 1.1% over 

Synthinel-1 augmentation. 

Finally, a meta-learning method, named NAMS, was implemented for inferring 

simulation design parameters from target imagery. Synthetic data from the target domain 
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were generated based on the inferred design parameters. Continuous embedding and the 

Neural Adjoint method were applied to make the optimization differentiable. The quality 

of the synthetic datasets generated by NAMS was evaluated in both synthetic and real 

world building recognition tasks. The results showed that NAMS achieved a performance 

increase of 5.9% in the synthetic task and a performance increase of 1.3% in the real-world 

task on average, compared with the baseline augmentation method. 
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