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Abstract 

Interacting with the world is a two-step process of accurate sensing followed by 

coordinated movement. Optimization of biologically-inspired robotic systems benefits 

from the quantification and modeling of natural sensorimotor behavior, including the 

bottom-up circuits that mediate it and top-down cognitive influences that modulate it. A 

critical sensorimotor behavior in everyday life is the generation of rapid eye movements, 

called saccades. By making saccades 2-3 times/second, we scan visual scenes and 

integrate the incoming visual signals to construct an internal representation of what is 

around us. Much is still unknown about the neural processes that act on visual input 

and the nature of the resulting internal construct. To study this, we first created a model 

with architecture inspired by known visuomotor circuits in the brain. By training the 

model to achieve visuomotor stability while varying its visual and motor inputs, we 

found that it converged onto a solution that resembled and explained a dynamic neural 

process that had been documented electrophysiologically. Second, in a psychophysical 

experiment, we kept constant the visual stimuli and motor actions but manipulated the 

expectations of what subjects thought would happen. We found that visual perception 

systematically changes based on expectation, providing evidence for cognitive 

influences on visuomotor integration and continuity. Third, we expanded the work to 

whole-body orienting in an immersive virtual environment. While performing a 
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marksmanship task, subjects learned to precisely intercept moving targets. Analysis and 

modeling of the dynamics of movement revealed mechanisms of learning in this realistic 

behavioral context. Taken together, the studies provide a link between the ensemble 

activity of neurons and perceptual experience, demonstrate that perception is a 

combination of incoming signals and prior beliefs, and move the field toward the study 

of perception-action cycles during natural human behavior. 
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1. General Introduction 

1.1 The perception-action cycle 

The evolution of the brain has been governed largely by pressures on organisms 

to move more quickly and efficiently. We move as needed to forage and we move to 

avoid danger. The basic function of the brain, therefore, is to transform sensory inputs 

into coordinated motor outputs. Once a movement occurs, the relationship between the 

self and the environment changes and so too do the sensations. Sensory input is 

transformed into motor outputs which in turn create new sensory inputs.  This 

perception-action cycle is understood in principle, but its behavioral implications, neural 

basis, and computational operations remain unclear. 

Jakob Uexkull argued that, in primitive animals, a certain external stimulus 

triggers a cascade of neural responses that generates a stereotyped reaction (Uexkull, 

1926). In higher animals with feedback from organs of action to organs of perception, a 

neural circuit can encode retrospective and prospective information with relation to the 

environment. Simply put, the bigger the brain, the greater the capacity for more complex 

sensory-to-motor transformations, which we call behavior. Both the action system and 

the perceptual system are hierarchically organized. Fuster theorized that crosstalk 

between these two streams along the various stages of the hierarchy creates the 

perception-action cycle which allows for dynamic behavior (Fuster 1998, 2001). 
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Regardless of the complexity of the animal, from a nematode to a human, a 

common thread remains that every movement generates some sensory consequence that 

must either be integrated or contended with. Though the ability to move provides a 

selective survival advantage, incorrectly dealing with the resulting sensory feedback 

would negatively outweigh the benefits derived in the first place. As we move, we must 

maintain an accurate internal representation of our spatial relationship with the 

environment. Scientific pioneers such as Herman von Helmholtz, Roger Sperry, von 

Holst, and Mittelstaedt used eyes movements as a model example and speculated on 

why our visual perception is not altered with rotations of the eye. They realized that 

perception and action were so intertwined that an up-to-date representation could be 

maintained using forward models of movements which could anticipate sensory results 

without waiting for feedback at the end of the cycle. Since those early studies, this topic 

has received considerable attention but there are still open questions. As a field, we are 

still far from fully understanding the internal representation of visual perception and 

how that leads to a specific resulting action. 

My studies aim to understand the visual-motor coordination inherent in the 

perception-action cycle and my approach has been to study eye movements and their 

interactions with visual perception. I examined visuomotor behavior at a low level by 

computationally modeling the system. Then, I examined whether the visuomotor 

integration was “automatic,” or dependent on the cognitive prior of a person’s 
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expectations. Finally, I developed a paradigm to study visuomotor integration in 

immersive virtual reality and characterized the kinematic changes that occur as skilled 

visually-guided movements are trained. 

1.2 The problem of eye movements and visual stability 

 Humans visually sense their environment using light-sensitive receptors located 

in the retina towards the back of the eyes. The lenses focus light onto a specialized 

region of the retina called the fovea, which densely contains specialized receptors that 

provide high acuity color vision. However, there is a catch. The fovea is small and this 

high definition vision only spans about 2 degrees of visual space. To understand how 

compact that is, hold your thumb out at arm’s length. The distance between the left part 

of your thumb to the right part is approximately 1 degree. Our vision is intensely 

focused and if we need to fully survey the scene in front of us, we would have to 

redirect the fovea to different parts of space by making eye movements. 

 Of the several types of eye movements humans can make, the most common is 

called a “saccade”. These movements are a high velocity, ballistic rotation of the eye. 

Unbeknownst to us, we make saccades several times every second. Imagine that you are 

standing in front of the Duke Chapel. As you make saccades, your eyes may dart around 

in a manner shown in Figure 1A. When looking at the entrance, the space around it 

appears resolute but the image quickly degrades further away from the fovea. During a 

saccade itself, due to the speed of the movement, little visual information is acquired 
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from the environment. However, in between successive saccades, there is a period of 

relative stillness called a fixation. It is during these periods of fixation that we “see” the 

world. In a little over a second, as four saccades are made, the image of the world, 

projected onto the retinas during fixations might appear like a series of snapshots 

(Figure 1B). It is hard to make sense of the scene around us given just the brief and 

seemingly discontinuous glimpses. Yet, we not perceive the world as shifting in front of 

us with ever saccade. Though the images projected onto our retinas are jumpy and 

disjointed, our percept is that of stability. How does the brain take in such inputs and 

create the smooth internal representation we think we see? This question forms the basis 

of a field of study investigating the mechanisms of visual stability.  

 

Figure 1: Retinal images in between saccades 

1.3 Corollary discharge 

That we perceive the world as stable has puzzled scientists for well over a 

century. Saccades create the illusion of motion on the retina and yet we are never fooled. 

There must be a mechanism in place to disambiguate motion that occurs exogenously 
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from endogenous motion resulting from saccades. In the early nineteenth century, von 

Helmholtz proposed that with every movement we make, a copy of that motor 

command is stored and used to warn the visual systems of the impending disturbance 

(von Helmholtz, 1925). He argued that an “effort of will” was retained and used in 

correcting an otherwise erroneous sensation. This idea would later be recast into the 

terms we know today as “efference copy” (Holst & Mittelstaedt, 1950) and “corollary 

discharge” (Sperry, 1950). These seminal works guide our beliefs about signals that are 

used for the internal monitoring of eye movements.  

To phrase the concept formally, a corollary discharge (CD) is an internal copy of 

the motor command that is used to cancel out the negative sensory consequences of 

movements. In the block diagram below (Figure 2), start with the motor command 

which is generated in the brain. This command be as simple as “5-degree rightward 

saccade.” That instruction is sent to the motor system, the eyes, which, after they move, 

begin a fixational period and acquire a snapshot of the world (sensory feedback). Given 

a stationary object in the world, note that a rightward saccade would shift the image of 

that object on the retinas leftward. Now examine the offshoot stemming from the motor 

command. This is the CD which is used to make a prediction about what the incoming 

sensory information should be. In this case, the prediction would be “image will 

undergo a 5-degree leftward shift.” The CD-based prediction is compared with the post-

saccadic sensory feedback. If there is no discrepancy, then the brain can conclude that 
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the saccadic process underwent smoothly and our vision is indeed stable. However, if 

there is a discrepancy, then there could be three possible reasons. First, the something in 

the environment moved. If we were looking at a bird flying in the sky, and then made a 

saccade, the prediction would be made based on the position of the bird alone which 

would not account of the birds own movement. Of course, having a sensory discrepancy 

is not always a bad thing because it can be used to identify unexpected changes in the 

world. The second reason could be attributed to an error in movement which could arise 

from injuries to the ocular muscles, for example. In this situation, the motor command 

lead to a sensory prediction, and had the movement been executed properly, would not 

have produced any discrepancy. The third reason could be due to errors in the internal 

model making predictions about what would be expected post-saccadically. This will be 

a major the topic of discussion in Chapter 3 so I will avoid discussing it more here. 

 

Figure 2: Forward model integrating CD 
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1.4 Frontal eye fields 

Beginning in 1875, Ferrier discovered that electrical stimulation of the frontal 

lobes in the primate cortex, around the arcuate sulcus, evoked conjugate contralateral 

saccades mimicking natural saccades (Ferrier, 1875). Almost a decade later, Robinson 

and Fuchs followed-up on this study in a thorough fashion mapping out the directions 

and amplitudes of the saccades that were generated as a function of medio-lateral and 

dorsal-ventral location (Robinson & Fuchs, 1969). What they found was a systematic 

topography of direction and amplitude of saccades. This region of the frontal cortex is 

now called the Frontal Eye Fields (FEF). One of the first recording studies done in FEF 

with awake behaving monkey was in 1967 (Bizzi ,1969). Bizzi reported neurons that 

burst for active fixation as well as for all directions of saccades and showed almost 

exclusively post-saccadic activity as well as some eye position related activity. Though 

the next several decades saw much of Bizzi work overturned, that was the start of a long 

line of experiments in studying FEF. 

The FEF is uniquely positioned as both a visual and a motor structure and has 

the capacity to perform the aforementioned sensory predictions. It receives a great 

amount of visual information from early visual areas as well as oculomotor regions in 

the parietal cortex. FEF resides far along the dorsal stream visual path and visual activity 

represents ‘where’ objects are in the world around it. It densely projects down to a 

brainstem oculomotor structure, the superior colliculus (SC) and other saccadic burst 
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nuclei (Schiller et al., 1980). Being so positioned in the brain, neural activity within the 

FEF spans the gamut of purely visual to purely motor, with everything in between.  

1.5 Bottom-up process of shifting receptive fields 

The concept of a receptive field, the portion of the world to which a sensory 

neuron responds, is central in systems neuroscience. We perceive the environment as 

continuous, but single neurons in the brain take samples that are constrained in space 

and time. The inputs to a neuron are fixed (barring synaptic plasticity) and the output of 

a neuron, action potentials, are easily measurable. From the 1960s through the 1970s, it 

was essentially dogma that the stimulus-spikes relationship of a sensory neuron 

revealed its receptive field. Response gain could be modulated by internal factors (e.g. 

attention) or by external factors (e.g. contrast), but the structure of receptive fields 

seemed immutable and their function, to report what was out there, seemed passive. In 

the specific case of the visual system, neurons were assumed to have static receptive 

fields relative to the fovea. 

Evidence for exceptions to this rule emerged in the 1980s and the dogma was 

overturned in the 1990s. The rise of behaving animal preparations in visual neuroscience 

prompted creative studies in which eye movements were incorporated as factors in 

experimental design. It became clear that around the time of saccades, the spatial 

structure of receptive fields can change at fast time scales as if performing a more active 

function.  
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In the mid-1980s, when Bruce, Goldberg, and colleagues (Bruce & Goldberg, 

1985; Bruce et al., 1985) characterized the frontal eye field (FEF), they noticed some FEF 

neurons fired in advance of saccades that were upcoming in a sequence but not 

currently aligned with the receptive field (Goldberg & Bruce, 1990). The effect occurred 

even for visual neurons that did not produce a motor-related presaccadic burst of 

activity. Duhamel, Colby, and Goldberg (1992) made sense of the effect with a landmark 

study of neurons in the lateral intraparietal area, which is reciprocally connected with 

the FEF anatomically (Blatt et al., 1990; Stanton et al., 1995) and functionally (Chafee & 

Goldman-Rakic, 1998, 2000). They demonstrated that LIP neurons predictively report 

visual stimuli that will be in their receptive field after a saccade. The visual sensitivity of 

the neurons shifts from the classical receptive field to what became known as the ‘future 

field’. This processes that result from incoming signals like visual inputs and CD are 

called ‘bottom-up.’ It has been postulated that the effect could be related to the percept of 

visual stability across saccades.  

1.6 From neurons to behavior 

How might perception and presaccadic remapping interact at the single-neuron 

level?  One possibility is that single neurons could report whether individual stimuli are 

stable or not across saccades. Consistent with this hypothesis, Crapse and Sommer 

(2012) showed that FEF neurons provide such a report: many of them respond 

proportionally to the amount of trans-saccadic displacement of stimuli. When saccades 
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brought the receptive fields of FEF neurons onto a visual stimulus, the neurons 

responded differently to the stimulus depending on whether it had remained stable 

across the saccade or moved during the saccade; the neurons were tuned to the amount 

of intra-saccadic movement. The effects occurred in neurons that presacadically 

remapped, as predicted, but also in other visual neurons as well, suggesting a 

propagation of the effect throughout FEF. Taken together, these results point to a high-

level change detection program that emerges from microcircuits of FEF and probably 

interconnected cortical areas. 

The true link from neural activity in FEF to perception of visual stability across 

saccades still needs to be understood. A possible sequence of operations that could 

achieve this neural-perceptual link could be as follows. CD and visual inputs from early 

visual areas combine in FEF to generate presaccadic remapping, which provides a 

mechanism for sampling the same part of absolute visual space before and after each 

saccade. If the samples differ, the reafferent (postsaccadic) visual response is modulated, 

as found in FEF, to signal the trans-saccadic change (Crapse & Sommer, 2012) – a 

mechanism described in Figure 2. The modulated reafferent responses presumably 

influence the animal’s perception of whether the world remained stable, or moved, 

during the saccade. 
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1.7 Top-down influences on visual stability 

Discussed thus far are the patterns of visual inputs as well as mechanisms that 

the brain uses to stabilize them. Given ideal conditions where inputs are perfect, the 

bottom-up set of processes alone might be sufficient to provide a visually stable world. 

However, inputs are far from ideal. The internal representations of external objects and 

movement states are noisy. There are multiple sources of noise that might corrupt the 

bottom-up flow. First, estimates of the position of objects are subject to visual noise 

owing to the fact that visual acuity degrades quickly outside the fovea (Figure 1). 

Second, there may be noise incurred from the oculomotor centers commanding the 

movement to the eye muscles themselves. A motor command requesting a 5.0-degree 

rightward saccade might only yield a 4.9-degree saccade. Along that vein, there may be 

a third source of noise within the CD signal such that there is a mismatch between the 

saccade and the expectation of the saccade. Finally, as I mentioned briefly before, there 

could be errors in the ‘Forward Model’ yielding an erroneous prediction (Figure 2). The 

problem might seem hopeless given the plethora of compounding sources of noise. 

However, yet again, the brain has an elegant solution. 

A set of “top-down” processes modulate the “bottom-up” ones. Top-down 

influences are cognitive ones which hold expectations of what is expected across 

saccades. Take for example that you are looking at a large rock sitting on the floor. 

Across a saccade, due to the various sources of noise, bottom-up processes informed you 
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that the rock appeared to move. Of course, you know that this is a rock and rocks do not 

spontaneously move. That expectation of what rock do and what should be the visual 

input is the cognitive influence that modulates incoming evidence. Take another 

example where you are looking at a hummingbird. Now, your expectation is that 

hummingbirds move frequently and rapidly. So, if across a saccade, the hummingbird 

appears to move, that would not be surprising to you. 

Our brains actually have two types of information. First, it has visual evidence 

which is gathered from the world (red curves, ‘bottom-up’, Figure 3). Second, it has 

prior beliefs about objects in the world (blue curves, ‘top down’, Figure 3). The optimal 

combination of these two sources of information ultimately give rise to our perception of 

the world around us (green curve, Figure 3).  

 

Figure 3: Priors and evidence combine to yield perception 

1.8 Whole-body orienting 

 Saccades provide a simple model with which to study movements. The effector 

system has 3 sets of muscles, one of which control horizontal rotations, one for vertical 

rotations, and one for torsional rotations. The dynamics of single saccades are also well 
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characterized as the relationship between amplitude of saccade and the duration of the 

saccade, termed the main sequence, is constant (Bahill et al., 1975). Additionally, the 

neural oculomotor pathway has been traced well so there is a strong tie between neural 

activity and the movement itself.  

 However, questions about compensating for movement-induced sensation 

extend beyond just saccades. Every movement has sensory consequences (Crapse & 

Sommer, 2008b). Further, the problems associated with localizing objects around us 

compound as we integrate not just saccades, but head, torso, and whole-body 

movements. While saccade provide a model for studying movement, whole-body 

orienting defines the problems in the complete sense. In everyday life, whether the task 

is reaching to a coffee cup or catching a ball, there are a complex set of processes 

involved in producing that skilled movement. 

 Sporting events provide a paradigm in which to study novel skill acquisition as 

well as whole-body sensorimotor behavior. One such paradigm, which we make use of 

here, is the Olympic Trap Shoot task. In brief, a clay pigeon is launched from a trap 

house away from the shooter. The goal is to align the shotgun and acquire the target. To 

perform this task successfully, the shooter has to quickly determine the trajectory of the 

pigeon and to some extent, predict its future location. Then, the shooter has to perform a 

global orienting movement to align the shotgun at the target. Additionally, there is a 

time pressured component to the task because if he/she waits too long, the pigeon will 
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be out of range of the shotgun pellets. On the other hand, if move to quickly and risk 

making large movement errors and missing the target. As such, there’s a speed-accuracy 

trade-off and this has to be learnt through practice. 

 But what does it mean to learn a new skill? Sensory integration and processing in 

completely covert and occurs internal to the brain. Behavior is overt, but refined 

changed to motor output can be subconscious and hard to measure. Thus, rigorous 

stimulus delivery along with careful data acquisition is required. For this, we make use 

of the Duke immersive Virtual Environment (DiVE) which combines the ecological 

validity of naturalistic tasks with the quantitative requirements of science. The details of 

this study are discussed in Chapter 4 as well as Appendix A. 

1.9 Applications to intelligent mobile sensors 

The biologically-inspired solutions developed through this dissertation have 

direct application to the field of wireless sensors. Our eyes provide us with long-

distance remote sensing but by themselves, our eyes are far from remarkable. In fact, 

Hermann von Helmholtz, a physicist who revolutionized the field of ophthalmology 

and also contributed seminal works to the theories of vision (discussed already in 

previous sections), is said to have remarked that he would not accept any lens or 

instrument with optical defects as bad as those present in the human eye. Instead, it is 

the way that the brain makes use of that visual information that is truly extraordinary. 

These principles translate to remote visual sensors as well. 
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Imagine holding a video camera and shaking it rapidly three times a second, 

mimicking saccades. The resulting video would be unintelligible and almost nauseating 

to view. Though the visual inputs to our brain are worse than the video camera, our 

perception is much better. What is different? The video camera is missing a CD-type 

signal indicating that its visual input would change rapidly and informing exactly how 

it would change (timing and displacement). In robotic applications, there may be a video 

camera that provides visual feedback just as we make use of the camera on the robot’s 

head (see Chapter 2). State of the art technology relies on rapidly parsing each frame and 

identifying objects. These computer vision techniques are useful but the flaw is that they 

treat each frame independently (Bautista et al., 2016; Keck et al., 2013; Park et al., 2016). 

Our brains do not discretely sample visual input but rather, stitch together successive 

‘frames’ in space and time using CD. In our example, if a robot was tracking an object 

moving in front of it, and with every movement of the robot’s camera, it predicted the 

change in visual input and also predicted where the tracked object should be, the 

computer vision algorithms could strictly analyze just the parts of space that were 

predicted rather than the entirety of the input and so save great computational time.  

Our brains also use CD to distinguish motion that truly occurred by objects in 

the environment from motion that was induced by self-generated movement (Crapse & 

Sommer, 2008; Cullen, 2014; Combes et al., 2008; Robinson & Petersen, 1985). This can be 

applied to mobile sensors to improve their motion and change detection. Take an 
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example where the object being tracked is moving and so is the visual sensors that are 

doing the tracking. To get an accurate estimate of the trajectory of the object, the sensors 

need to cancel out any apparent motion induced by its own movement. This can only 

occur if the sensors have access to a CD-type signal informing the example timing and 

direction of movement. Drawing inspiration from the cognitive influences that our 

brains use to handle noisy information, a Bayesian framework can be used to alleviate 

noise that would inevitably exist in any mobile sensor. So the improve object tracking 

even further, expectations can be placed on the movement that is perceived to refine 

estimates of position. These ‘expectations’ can be set a priori with knowledge of the 

object itself or, as is more likely in real-world applications, the expectations can be 

constructed after acquiring information over a period of time. Given the latter method, 

the expectation distribution, and consequently the performance of the object tracker, 

would improve the longer the object was tracked. 

1.10 Applications to neural prosthetic systems 

Research into neural prosthetics have focused on decoding the activity of 

ensembles to control a device. Interfaces to extract neural activity have taken the form of 

placing electrodes on the skin to record electromyography or implanting electrodes 

chronically into motor areas of the brain (Lai et al., 2007; Mussa-Ivaldi & Miller, 2003; 

Schwartz et al., 2006; Santhanam et al., 2006). Though the technology has progressed 

greatly to allow for faster and more precise control of effectors, there is still a missing 
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component: sensation. As discussed above, action-perception is a loop and both are 

needed to effectively interact with the world. Work in the last decade has been aimed at 

decoded activity in sensory areas of the brain as well as delivering stimulation in those 

areas to evoke sensory percepts (Antfolk et al., 2013; Cipriani et al., 2012; Weber et al., 

2011; Weber et al., 2012). However, this is arguably just half the representation of 

somatosensation we experience. The other half is a CD-driven prediction. The works 

discussed in this dissertation documents how vital that sensory predictions are in 

creating our percept of the world around us as well as for us to put our actions into 

proper context. Current models of neural prosthetics would benefit from integrating the 

motor commands into creating the evoked sensory consequence. Rather than try to only 

mimic proprioceptive and somatosensory inputs, the sensation of using the prosthetic 

would feel more real if the CD-drive sensory estimates were also taken into account.  

1.11 Summary and research objectives 

Rapid eye movements, called saccades, allow us to visually scan a scene. These 

mobile sensors take snapshots of the world which our brain integrates to provide us 

with an internal representation that appears seamlessly stitched together. However, 

saccades come at a cost. During an eye movement, we are practically blind and so, 

across each movement, the image of the world projected onto the retina appears to 

undergo a drastic change. A mechanism to deal with the changes in visual information 

around the time of a saccade involves a presaccadic prediction of the postsaccadic scene, 
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followed by a postsaccadic comparison of the prediction with reafferent visual 

information. Though the visual input is jumpy and discontinuous, we act as though it is 

stable. In a series of experiments, I have perturbed the nature and fidelity of visual 

objects, as well as manipulated the internal beliefs about those objects, to study the 

effects on visual perception and visually-guided action. 

Portions of content discussed in Chapter 1 has been reproduced with permission from: 

Rao, H.M., Mayo, J.P., Sommer, M.A. (2016). Circuits for presaccadic remapping. Journal 

of Neurophysiology. doi: 10.1152/jn.00182.2016. (In Press) 

 

Summary of Chapter 2: There has always been speculation that the 

electrophysiological phenomenon of presaccadic remapping leads to the perception of 

visual stability. Though, a true test of that hypothesis would involve selectively 

inactivating all the neurons in the brain that exhibit remapping and then testing whether 

the world appeared differently around the time of a saccade. Such a task is intractable in 

vivo and so we took the approach of modeling and manipulating neural circuits in silico. 

We embedded a biologically-inspired neural network within a simulated humanoid 

robot whose only task was to accurately point to a ball in front of it despite eye 

movements displacing the image of the ball on the retinal layer of the neural network. 

Since we cannot ask a model about how it perceives the world, we use the visually-

guided motor output of the pointing as a metric of behavior with visual stability. We 
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found that presaccadic remapping emerged through the course of training and we 

further, investigated the trained network by modulating/inactivating connections and 

varying the nature and dynamics of the input. An important prediction that surfaced 

was the need for an additional predictive oculomotor signal, predictive eye position, 

which would be combined with presaccadic remapping to yield a coordinated location 

of the ball. A corollary-discharge driven eye position signal has been proposed through 

psychophysical experiments in the past and also observed in select eletrophysiological 

studies of thalamic regions.  

Content discussed in Chapter 2 has been reproduced with permission from: 

Rao, H.M., San Juan, S., Shen, F., Villa, J., Rafie, K., Sommer, M.A. (2016) “Neural 

network evidence for the coupling of presaccadic visual remapping to predictive 

eye position updating.” Frontiers in Computational Neuroscience.10(52). 

 

Summary of Chapter 3: Through the computational model, we explored how 

bottom-up factors such as visual and motor signals could be integrated to yield the 

localization of an object. However, human perception is a complicated phenomenon 

emerging from a product of bottom-up sensory inputs and also top-down cognitive 

factors. Here, we tested the effect of prior expectations on transsaccadic perception. 

Human subjects performed a variant on the classic “saccadic suppression of 

displacement” task. Subjects made a saccade to a target and during the eye movement, 
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the target would either remain stationary or be displace by various amplitudes. Subjects 

were tasked with reporting whether motion was perceived or not. In our task, the color 

of the saccadic target indicated the likelihood that the stimulus would move during the 

eye movement. We found that subjects did indeed incorporate prior beliefs into their 

reports consistent with the information provided by the color of the stimuli. 

Interestingly, they showed increased perceptual sensitivity to targets that were expected 

not to move during an eye movement. The key being that we do not expect the world to 

remain stationary. Rather, we expect that things continue to behave according to how 

we expect them to behave and violations to our expectation are highly salient and 

reliably detected. 

Content discussed in this chapter has been reproduced with permission from: 

Rao, H.M., Abzug, Z.M., Sommer, M.A. (2016) Visual continuity across saccades is 

influenced by expectations. Journal of Vision. 16(5):7. 

 

Summary of Chapter 4: In a target interception task, visual information needs to be 

continuously integrated and utilized. This provides a simple model for studying the 

loop between vision and action. We designed a task in which human subjects pointed to 

and acquired static and dynamic targets in a virtual reality setting. The pointer was 

always visible during a trial providing constant visual feedback about the effects of 

hand/arm. Subjects performed blocks of trials and we studied the changes that occurred 
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in sensorimotor behavior and whole-body orienting. Each interception movement was 

split into two phases – a ballistic phase and a refinement phase. Through the course of 

the experiment, there were little changes in reaction times (initiation of arm movement) 

and response times (attempted acquisition of target). However, we found that increases 

in performance were associated with longer and slower ballistic phases and more 

accurate refinement phases. Visual information was used to guide the interception 

movements and further, feedback helped shape action through the course of training. 

Content discussed in this chapter is currently in review: 

Rao, H.M., Khanna, R., Zielinski, D.J., Lu, Y., Potter, N.D., Sommer, M.A., Kopper, R., 

Appelbaum, L.G. (In Prep) “Sensorimotor learning during a marksmanship task 

in immersive virtual reality.” 
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2. Bottom-up: Computational model of visual stability 
across saccades 

As we look around a scene, we perceive it as continuous and stable even though 

each saccadic eye movement changes the visual input to the retinas. How the brain 

achieves this perceptual stabilization is unknown, but a major hypothesis is that it relies 

on presaccadic remapping, a process in which neurons shift their visual sensitivity to a 

new location in the scene just before each saccade. This hypothesis is difficult to test in 

vivo because complete, selective inactivation of remapping is currently intractable. We 

tested it in silico with a hierarchical, sheet-based neural network model of the visual and 

oculomotor system. The model generated saccadic commands to move a video camera 

abruptly. Visual input from the camera and internal copies of the saccadic movement 

commands, or corollary discharge, converged at a map-level simulation of the frontal 

eye field (FEF), a primate brain area known to receive such inputs. FEF output was 

combined with eye position signals to yield a suitable coordinate frame for guiding arm 

movements of a robot. Our operational definition of perceptual stability was "useful 

stability,” quantified as continuously accurate pointing to a visual object despite camera 

saccades. During training, the emergence of useful stability was correlated tightly with 

the emergence of presaccadic remapping in the FEF. Remapping depended on corollary 

discharge but its timing was synchronized to the updating of eye position. When 

coupled to predictive eye position signals, remapping served to stabilize the target 

representation for continuously accurate pointing. Graded inactivations of pathways in 
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the model replicated, and helped to interpret, previous in vivo experiments. The results 

support the hypothesis that visual stability requires presaccadic remapping, provide 

explanations for the function and timing of remapping, and offer testable hypotheses for 

in vivo studies. We conclude that remapping allows for seamless coordinate frame 

transformations and quick actions despite visual afferent lags. With visual remapping in 

place for behavior, it may be exploited for perceptual continuity. 

2.1 Introduction 

Frequent eye movements known as saccades allow us look around a visual scene 

rapidly, but at the cost of disrupting the continuity of visual information. How the brain 

uses the “jumpy” input from the retinas to construct a continuous, stable percept is a 

long-standing question in systems neuroscience (Holst & Mittelstaedt, 1971; R W Sperry, 

1950; von Helmholtz, 1925). The phenomenon of presaccadic visual remapping, 

discovered by Goldberg and colleagues (Duhamel et al., 1992), is considered a likely 

mechanism for contributing to perceptual stability (Cavanaugh et al., 2016; Sommer & 

Wurtz, 2008a; Wurtz, 2008; Wurtz et al., 2011b). Neurons that remap use predictive 

oculomotor information to shift their locus of visual analysis just before each saccade 

(Nakamura & Colby, 2002; M. Umeno & Goldberg, 1997; Walker et al., 1995). In cerebral 

cortical areas such as the frontal eye field (FEF) and parietal and occipital regions, a 

substantial component of this shift is parallel to the saccade (Sommer & Wurtz, 2006a), 

although the full dynamics of the shifts are not yet settled (Mayo et al., 2015; Neupane et 
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al., 2016a; Neupane et al., 2016b; Sommer & Wurtz, 2004a, 2004b; Tolias et al., 2001; 

Zirnsak et al., 2014; for review see Marino & Mazer, 2016) . The effect of remapping a 

visual response parallel to the saccade is to sample the location of visual space, the 

“future field,” that will be occupied by the classical receptive field after the saccade. This 

provides the opportunity for distinguishing changes in visual input that arise from self-

motion from those due to external image movement, and some neurons in FEF make 

this distinction (Crapse & Sommer, 2012a). Hence, although we have a long way to go in 

understanding subjective visual continuity across saccades, the prevailing hypothesis is 

that it is attributable to presaccadic visual remapping (Melcher & Colby, 2008a). 

The physiological basis of presaccadic visual remapping has been elucidated 

most fully in the FEF. First, a pathway in the rhesus monkey brain was identified that 

carries information about impending saccades to the FEF (Lynch et al., 1994; Sommer & 

Wurtz, 2002). This pathway arises from the superior colliculus (SC), which encodes 

saccades as vectors relative to the fovea (Fuchs et al., 1985; Moschovakis, 1996; Sparks, 

1986). Signals from the SC are relayed through the lateral edge of the mediodorsal 

nucleus of the thalamus (Sommer & Wurtz, 2004a). Both of the SCs, left and right, 

appear to send convergent signals to each FEF, providing individual FEF neurons with 

information about all vectors of saccades (Crapse & Sommer, 2009). Second, it is known 

that the ascending saccadic vector signals, or “corollary discharge”, contribute to 

presaccadic visual remapping in FEF. When the pathway from SC through MD 
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thalamus is inactivated in monkeys, remapping in FEF is disrupted (Sommer & Wurtz, 

2004b, 2006a) and stable visual perception is impaired (Cavanaugh et al., 2016). Similar 

deficits in visual stability result from damage to analogous thalamic areas in monkeys 

and humans (Bellebaum et al., 2005; Cavanaugh et al., 2016; Ostendorf et al., 2010). 

Third, we are starting to understand remapping at the microcircuit level within FEF. The 

remapping is relatively fragmented in thalamic-recipient FEF layer IV, with saccade-

related modulations of classical receptive field and future field distributed across 

separate putative neuron types, but is integrated into more cohesive remapping at FEF 

output layer V (Shin & Sommer, 2012).  

In addition to corollary discharge from the SC, which represents the vector of the 

next saccade (Sommer & Wurtz, 2006a), information about the upcoming static eye 

position is available. Such “predictive eye position” signals are found in the thalamus 

(Schlag-Rey & Schlag, 1984; Tanaka, 2007; Wyder et al., 2003) and brainstem (Crawford 

et al., 1991; Fukushima, 1987; Lopez-Barnero et al., 1982), and they seem to influence 

activity in the cerebral cortex (Boussaoud et al., 1993, 1998; Schlag et al., 1992; Wang et 

al., 2007). The pathways that carry predictive eye position signals to cerebral cortex are 

still unknown, however, limiting our ability to test their influence on presaccadic 

remapping.  

Therefore, much has been learned about the mechanics of presaccadic 

remapping, especially in the FEF. Yet a key question – the relation between presaccadic 
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remapping and perceptual visual stability – remains unanswered. To a large extent we 

have reached the limits of what can be revealed neurophysiologically in the animal 

model of choice, the behaving rhesus monkey. To conclusively demonstrate the link 

between presaccadic remapping and perceptual stability, we would need to test 

behavioral indicators of a monkey’s perceptual stability while selectively inactivating all 

neurons that remap while leaving all other visual neurons unaffected. Such an 

experiment is not yet possible in vivo. Here we undertook a new approach: constructing 

a biologically plausible model of the FEF to gain insights not yet achievable in vivo and 

generate new, testable hypotheses for neural experiments. In contrast to prior models of 

remapping (Andersen et al., 1993; Deneve et al., 2007; Keith & Crawford, 2008; White & 

Snyder, 2004), we use a less abstract, more neuromorphic architecture that simplifies 

physiological interpretation. Our results reveal a previously unappreciated 

synchronization between remapping and predictive eye position signals. This temporal 

coupling explains several prior findings, is amenable to laboratory validation or 

refutation, and provides a novel conceptual framework for understanding how 

remapping contributes to visual stability. 

2.2 Materials and methods 

We used a map-based neural network system developed originally for modeling 

topographically organized “layers” or sheets of visually-sensitive neurons in occipital 

cortex (primary visual area V1; Bednar & Miikkulainen, 2003; Bednar, 2008; Bednar et 
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al., 2004). In our model, sheets of the neurons formed a simulated retina and the early 

dorsal visual system on the sensory side, and a simulated SC and thalamus on the 

oculomotor side. The visual input to the model was provided by a video camera, and the 

oculomotor output was provided by the SC along two pathways: a “motor” branch that 

controlled the camera to move it with simulated saccades, and a “corollary discharge” 

branch that provided the model with copies of the saccadic commands. The visual and 

corollary discharge streams of information converged in a sheet that simulated the FEF. 

The output from the FEF was combined with eye position signals to yield a reference 

frame transformation appropriate for controlling arm movements of a real or simulated 

humanoid robot that pointed to objects in its workspace. Embodied in this system, the 

model had to learn to guide accurate reaches despite camera saccades. 

Such a computational model has advantages but also challenges. For our study, 

the main problem is that, of course, a model or robot does not experience “perceptual” 

stability. But this is similar to performing experiments with a monkey. We can ask 

neither entity what they experience, and should not presume that they “experience” 

anything. Even when studying visual perception in humans, conclusions depend on 

objective measurements more than subjective reports. In all such experiments, one needs 

to establish an operational definition of visual stability. We tested whether the model 

achieved “useful” visual stability, operationally defined as continuously accurate 

localization of a visual object (measured by robotic pointing) despite saccadic 
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movements of visual input (caused by moving the camera). Our rationale was that 

useful visual stability is the objective, observable counterpart to the subjective, 

perceptual visual stability. Moreover, for the purpose of navigating through and 

interacting with the world – the primary goal of all animals – useful visual stability is 

what matters. 

Using this experimental paradigm, we tested whether useful visual stability in 

our system depended on presaccadic remapping in the modeled FEF. A positive result 

would support the hypothetical link between remapping and visual stability. A negative 

result would demonstrate that presaccadic remapping is not necessary for useful visual 

stability, which in turn would weaken its putative association with perceptual stability. 

After training the model, we “lesioned” different signals within it – specifically, the 

visual input and the corollary discharge pathways – to assess their contributions to 

presaccadic remapping. The results yielded comparisons with prior in vivo inactivation 

data and predictions for future in vivo experiments. 

2.2.1 Neural network model 

We used a software package called Topographica 

(http://ioam.github.io/topographica/), designed originally for modeling visual cortex 

(Bednar, 2009), to create large scale, hierarchical, connected neural network maps. In 

Topographica, the fundamental unit is a sheet of neurons, rather than a neuron or part 

of a neuron. Sheets can be interconnected as a function of receptive field location so as to 
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preserve topographic relationships in visual pathways. The advantage of abstracting 

away the details of intracellular dynamics was that we could focus on the emergent 

properties within multiple regions of the brain.  

 We will describe the central architecture of the model first (Figure 4A). The 

camera built into the robot’s head fed visual information to the network (30 Hz, 1288 x 

968 pixels, field of view 61° horizontally x 47° vertically). This camera served as the 

“eye” for an Aldebaran NAO robot (https://www.aldebaran.com/en/cool-robots/nao). 

The camera image projected the scene of the robot’s workspace onto the model's Retina 

layer. Though experiments could be done in real robots, the experiments reported here 

used the Aldebaran robot simulation software to generate virtual workspace objects and 

reaches, to simplify the experiment and avoid physical confounds (e.g. potential changes 

in the robot arm from overuse and imprecise locations or vibrations of reach targets), but 

all results were the same in experiments that used real robots, objects, and reaches. In 

simulations, the virtual robot was stripped of all non-model visual guidance and all 

internal state cues that could assist reaching performance, such as feedback about arm 

position in time. The robot (or its simulation) was presented with a single object. In these 

simulations, it was just a red ball. From the Retina layer, the image was processed 

through “dorsal stream” sheets that ignored features such as color or shape but retained 

object location in retinal coordinates. A motor sheet (SC layer) controlled the movements 

of the camera to simulate saccadic changes in the visual scene (400°/s). In Figure 4A, this 
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was represented as a blue arrow. Since the camera was affixed within the robot’s head, 

an SC layer command moved the entire head to displace the image on the Retina layer. 

Hence the whole head was the “eye” for the purpose of this study, and will be called the 

eye in the rest of this report. An exact copy of the movement command used to generate 

each saccade, a simulated corollary discharge, was sent upstream to high-level layers of 

the network through the hidden layer. The visual and saccade vector information 

converged at a sheet we called the FEF layer due to its connectional similarities to the 

primate brain FEF (for review, see Sommer & Wurtz, 2008a).  

 

 

Figure 4: Core network model and full architecture 
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In the complete model (Figure 4B), the camera orientation was provided in an 

Eye Position (EP) layer. The position the eye was represented as a coordinate in 2D 

space as depicted by (x,y) coordinates. This was an additional input to the network; thus 

there were three total inputs in the full architecture.  The outputs from this layer and the 

FEF layer were combined in a Body-centered (BC) layer to guide the arm. 

2.2.2 Single Trial Task 

The robot’s task was to point accurately to the ball, regardless of how the camera 

eye might be moving. Each attempt to point the ball constituted one trial. The general 

sequence of events during a single trial was as follows (Figure 6B):  

1. Visual information from the Retina layer flowed through the network to the FEF layer.  

2. The robot pointed to the ball, based on the output of the BC layer. Initially, EP signals 

are zero, analogous to looking straight ahead. The ball could be anywhere in the 

workspace as long as it was fully visible on the Retina layer. At every time step, a 

coordinate is decoded from the BC layer and provided as a target for the robot. 

3. Then, a perturbation of the image of the ball might occur. On some trials the ball 

moved, on other trials the camera moved, and on some trials neither moved. If the 

camera moved, this was due to activity generated in the SC layer. The SC layer provided 

a motor command to the camera and sent a corollary discharge of this command to the 

FEF layer. Activity in the EP layer was updated to reflect the new position of the camera. 
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4. Changes in the BC layer cause an arm movement. The spatial error between where the 

arm points and where the ball is located, in the workspace reference frame, provided 

quantification of performance. The goal was to minimize this error at all times, 

regardless of whether the ball or the camera moved. 

From the robot’s “point of view”, the image of the ball would appear to move 

either if the ball moved, or if it only appeared to move due to saccadic rotation of the 

camera eye. Correct performance – continuous pointing to the ball – required the model 

to distinguish between real, external movements of the ball and illusory movement due 

to self-motion of the camera. If, due to external stimuli, the ball were to move in front of 

the robot, the hand should follow the movement of the ball. However, if a saccade were 

generated, the image of the ball on the retina would shift but the hand should remain 

stationary. If the robot were able to make this distinction between sensory changes 

caused by external (ball) movement vs. self-generated (camera) movement, it would 

imply that the network achieved useful visual stability despite eye movements. 

2.2.3 Training 

 At the start of a training run, the connectivity of the network was random where the 

weights could be small and positive or negative (-0.1 to 0.1). A supervised learning 

technique, backpropagation through time, was used to train the network (Rumelhart et 

al., 1986; Williams & Zipser, 1995). A short depiction of the procedure is shown in Figure 

5. Here, Xi represents the activity, Zi is computed as the inner product of the weights 
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(Wi) with the incoming activity. This is then passed through a transfer function, here a 

sigmoid, to product the activity on the hidden or output layer. The final output of the 

network is depicted as Y. The error which drives the learning is defined as the difference 

between the expected outcome, d, and the true result, Y (Eq 2.1) 

 

Figure 5: Formulation of Backpropagation 
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𝑑𝐸

𝑑𝑋2
∙

𝑑𝑋2

𝑑𝑍1
∙

𝑑𝑍1

𝑑𝑤1
      (Eq. 2.3) 

During training, a small amount of noise was injected into the updating of 

weights (~10-5) to prevent stagnation in local minima. Training took place in two stages. 

First, the connection from FEF and EP to BC was trained to perform a spatial vector 

addition thus creating a body-centered coordinate. These weights remained unchanged 

thereafter. Second, the core model (Figure 4A) was trained by back-propagating the 

error through the network (Eq. 2.2) and only modifying weights in the core (Eq. 2.3). 

Specifically, the only error driving the updating was defined as the difference (in 
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pointing workspace coordinates) between where the output of the model predicted the 

object to be as compared to where it truly was (Eq. 2.1). When the changes in weights 

were minimal, approximating an asymptotic steady state in the network, the training 

was stopped.  

 During the training of the feedforward network, the target could appear in one 

of 25 locations evenly spaced within the central region of the Retina layer (5 x 5 grid, -20° 

to 20° by steps of 10°). An analogous input set of 25 evenly spaced locations was used on 

the SC layer corresponding to saccade vectors of ±20°. The recurrent network was 

trained on a smaller set of inputs comprising 5 retinal locations (horizontally: -20° and 

20°; vertically: -20° and 20°; and one at the center) and 4 saccade vectors (horizontal 

saccades: -20° and 20°; vertical saccades: -20° and 20°). This yielded 20 unique 

combinations of trials. To maintain good coherence between the feedforward and 

recurrent networks, only the same 20 input combinations were analyzed in the 

feedforward network.  

 A single trial consisted of 17 time points of 10 ms each. For the first 50 ms, the 

target was presented at the presaccadic location and there was no CD input. For the next 

70 ms, the SC layer signaled the upcoming saccade while the target remained immobile 

on the Retina layer. Finally, for the last 50 ms, the activity in the SC layer was quenched 

and the target was presented at the postsaccadic location. 
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2.3 Results 

To explain the changes in the model during training as clearly as possible, we 

will start by describing what happens if only the central elements of the core model are 

used (Figure 4A). Using only feedforward connectivity between neural sheets, the 

relative transmission delays between them need to be specified. We hard-coded the 

following biologically based latencies (using 10 ms increments) into the network: visual 

afference lag (Retina to Hidden layer) of 70 ms (Nowak et al., 1995), CD pathway delay 

(SC to Hidden) of 10 ms (Sommer & Wurtz, 2004a), and efferent delay (SC signal to 

saccade initiation) of 50 ms (Ottes et al., 1986). We compared the outcome of training the 

system with and without CD input to the Hidden layer. To eliminate CD input, we set 

its weights at the Hidden layer to zero. 

2.3.1 Training core model with and without CD 

 We focus on the activity of simulated neurons in the FEF sheet. Those neurons 

are visually-responsive due to input from the retina-dorsal visual stream input, and they 

are topographically arranged to match their receptive field locations. For example, if the 

stimulus (red ball) is located to the right on the retina, FEF neurons to the right of center 

will be active (analogous to “firing” in real neurons). In Figure 6, we show the effect of 

saccades on the error between where the ball actually is, and where it was perceived to 

be. This is shown as the ordinate in the figure - ‘pointing error’. Using the network 

without CD, every time the robot made a saccade (Figure 6, gray), the locus of neurons 
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responding to the stimulus updated only after the visual latency of 70ms, when new 

visual information arrived at the FEF (Figure 6, green). Note that a saccade in one 

direction causes the image on the retina to move in the equal and opposite direction, and 

thus the FEF locus of activity to move likewise. In this configuration, without CD, every 

saccade elicited a movement of the arm, which was inappropriate because the ball did 

not move in the arm’s workspace. Movements of the arm can be interpreted as errors in 

perception. But in this simple model, pointing is based on retinotopic visual information 

alone, and so it is not possible to distinguish between actual ball movements and 

apparent movements due to saccades. The retinal changes are identical, and the FEF 

sheet has no information about the saccades. Given the feedforward nature of the 

network, changes in error occur instantaneously and are computed at each iteration of 

time. 

 

Figure 6: Pointing errors due to saccades using core model 
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 If we use the same network, but provide information about saccades from SC to 

FEF (CD signals), the trained behavior improves temporally but not spatially. The 

robot’s arm moves not after a visual afferent lag, but rather, as soon as the CD arrives. 

This causes the neural locus of activity in the FEF to remap predictively (Figure 6, red) as 

is consistent with what we could expect from physiological results. The pointing is now 

better synchronized to the perturbing event (the saccade), which is good, but it remains 

locked to retinotopic spatial coordinates. For accurate pointing, the arm needs to know 

the stimulus location in body-centered coordinates, not retinal coordinates. Hence the 

next step was to convert FEF output to a body-centered reference frame. 

2.3.2 Cody-centered coordinates 

In a real animal, retinal coordinates need to be transformed through a series of 

steps to reach a reference frame natural for the visually-guided effector, e.g. retinal to 

head-centered, then to body-centered. In our robots, this is simplified because the 

camera is fixed in the head, making the head effectively one big eye. Hence the 

necessary coordinate transformation for guiding the arm requires only one step, retinal 

to body-centered coordinates. This transformation is accomplished by including 

information about eye (= head/camera) position on the body. Shown in Figure 4B, an 

additional sheet was added that represented this eye position signal (EP layer). The 

spatial coordinate of the object in the FEF layer, combined with the eye position 

information in the EP layer (angle of eye/head/camera on body), produced a 
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representation of the object in a Body-centered coordinate frame (BC layer) and thus an 

appropriate target for pointing. Based on studies of eye proprioception timing, we set 

the latency for the updating of eye position after a saccade to 50 ms (Xu et al., 2011). 

 The resulting network (Figure 4B) was trained from scratch, again using the 

metric of pointing error. CD was included. We are not including recurrent connections 

in the Hidden layer yet. On average through a trial, the network localized the ball more 

accurately (Figure 7, blue trace) than the previous instantiation (cf. Figure 6, green and 

red traces). Notably, however, the network briefly mislocalized the object around the 

time of the saccade, until postsaccadic visual afference arrived at the FEF layer. The 

small errors that remained after that are due to imperfections in the inverse kinematics 

used to drive the movement of the arm.  

 

Figure 7: Pointing errors due to saccades using the full architecture model 
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 Around the time of the saccade, the network always mislocalized the object 

because the visual information in FEF was remapped by CD input prior to the 

proprioceptive updating of eye position. This is reminiscent of transient errors in 

perisaccadic target localization that are well-known from psychophysical experiments 

(Hamker et al., 2008; Ross et al., 1997, 2001). Though apparently similar, the 

mislocalizations seen in the model are likely unrelated to those psychophysically 

reported mislocalizations. The latter occur only under special circumstances. The 

stimulus has to be very briefly flashed stimulus, have a dimly lit background, and there 

has to be some permanent reference scale to which the stimulus is compared (Kaiser & 

Lappe, 2004). None of those conditions are relevant to our experiment. 

 Because proprioceptive eye position was inadequate for continuously accurate 

visual stability in our task, we tested what would happen if the EP signal changed 

predictively, essentially as a corollary discharge of eye position rather than eye 

movement vector. This is reasonable considering that the brain has internal signals 

about upcoming eye positions (Schlag-Rey & Schlag, 1984; Tanaka, 2007) and such 

signals influence cerebral cortex, albeit through pathways that are currently unknown. 

We altered the delays in the network such that the EP layer updated in synchrony with 

arrival of the CD signal at the FEF layer. Now, with matched latencies, the network 

performed admirably despite saccades disrupting visual input (Figure 7, orange). The 
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network attained useful visual stability, operationally defined as continuously accurate 

pointing (aside from small, hardware-related errors). 

2.3.3 Emergence of shifting receptive fields 

A single trial of training or testing the model includes behavioral events, which we 

have focused on thus far, and concomitant neural events, which we describe now. The 

neural events include changes in activity patterns across the topographic maps of the 

Retina, SC, FEF, Hidden, EP, and BC layers. Figure 8A shows snapshots of the simulated 

neural activity in various layers of the model during learning. The “Desired Output 

layer” (Figure 8A, upper left corner) illustrates the activity in the BC layer that is needed 

to accomplish an accurate reach to the target. In other words, it represents where the 

target actually is in the workspace (in this case, to the right, requiring the arm to point to 

the right). For useful visual stability despite saccades, i.e. continuously accurate 

pointing, the activity in the BC layer needs to match that in the Desired Output layer 

throughout every trial despite changes in the SC layer (which moves the eye) and 

consequent changes in the Retina layer (which suddenly displaces visual input to the 

FEF). 
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Figure 8: Snapshots of activity through training iterations 

 The snapshots in Figure 8 are taken at a point in time during the trial when 

presaccadic remapping, if it occurs, should be prominent: after the SC layer commands a 

saccade but before the saccade begins. The activity patterns in this presaccadic period in 
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the FEF and BC layers, after the 100th, 200th, 300th, and 400th training trials, are 

extended out to the right of Figure 8A. Before training (Figure 8A, Naive Network), the 

FEF and BC sheets are initialized with random weights and thus are noisy. After 200 

trials of training, FEF neurons with receptive fields close to the object location (blue 

squares) are active during this presaccadic epoch. That is, there is no remapping at this 

point in training; the neuronal representation is essentially veridical and does not seem 

to take into account information about the upcoming saccade that is supplied by the CD 

signal. But after 300 trials of training, neurons that spatially correspond to the future 

field (green filled squares) begin to respond, and after 400 trials, this effect crystallizes. 

The network exhibits presaccadic remapping in FEF sheet space: just before the saccade, 

neurons that normally respond to stimuli at the upper right of the retina are 

representing a stimulus (the red ball) located straight right on the retina. And neurons 

that normally respond to the straight right location are inactive even though there is a 

stimulus in their receptive field.  

 After completing the first run of training (Figure 8A), the network was 

reinitialized to random weights and retrained. In Figure 8B, the same trial sequence was 

plotted but showing a slightly different evolution of FEF activity patterns that 

nevertheless led to similar presaccadic remapping after 400 trials. The training time 

courses for three additional stimulus-saccade configurations are shown in Figure 8C. 

Each of these examples shows similar patterns of early, near-veridical representation of 
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the stimulus followed by final, remapped representation of the stimulus, during these 

snapshots of the presaccadic period. The spatial cohesiveness of the final remapped 

representation varied between examples, sometimes yielding a distinct location and 

sometimes a more “scattered” pattern (compare FEF sheets across rows after 400 trials in 

Figure 8), but the centroid of this final representation was always much closer to the 

Future Field than to the Receptive Field (Figure 9A). The development of this 

presaccadic remapping effect corresponded tightly with improvement in performance 

(decrease in pointing errors) during training (Figure 9B). 

 

Figure 9: Summary of training effects on FEF activity 

 This presaccadic remapping is a replication of the physiological result that has 

been reported numerous times (e.g. Duhamel et al., 1992; Nakamura & Colby, 2002; 

Sommer & Wurtz, 2006a; Walker et al., 1995). In Figure 8, the remapping was shown as a 

function of neural location in the FEF sheet, but this corresponds directly to the 

remapping effect that is more familiar to neurophysiologists, a change in location of 
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visual sensitivity – from receptive field to future field – for a single, recorded neuron 

(Figure 10). Presaccadic remapping in both places, the neural space of the modeled FEF 

sheet and the visual field of a subject’s workspace, depends on the vector of the 

upcoming saccade, but with opposite directional relationships (Figure 10C): the 

remapping is antiparallel to the saccade vector in the FEF sheet but parallel to the saccade 

vector in the visual field. 

 

Figure 10: Remapping of neural activity and the sensitivity of visual fields 

 An important control in neurophysiological studies of presaccadic remapping in 

the FEF is to repeat the task, but with no visual stimulus present. This reveals the extent 

to which non-visual factors, such as motor planning to generate the saccade or the 

impact of CD signals, contributes to the activity of the neuron. Ideal presaccadic 

remapping is a visual response and should disappear in the absence of the visual 

stimulus. We performed this control in our trained model and found that with the visual 
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stimulus removed, there was no activity in the FEF sheet (Figure 11A-C). Thus all neural 

activity in the FEF sheet were visual responses. An interesting implication of this result 

is that the CD signals in the model did not directly drive activity in the FEF layer 

neurons, even though they clearly caused the presaccadic shift in the visual response of 

those neurons (for supporting evidence of this, see CD inactivation studies, below).  

 

Figure 11: Weights of visual vs CD pathways to the FEF 

The CD signals act as a modulator of activity. We examined the weights from the 

central 25 neurons that were trained (exploring the full development and precise 

configurations of weights in the Hidden layer and the recurrent connections that yield 

this outcome is beyond the scope of this report). Consistent with a modulator hypothesis 

of CD input, we found that the weights of the CD afferents were less than half the 

magnitude (41%) of the weights of the visual afferents in the trained model, and often 
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were negative, while all visual weights were positive (Figure 11D, E). This conclusion 

matches the findings of in vivo inactivations of the SC-MD-FEF pathway in monkeys, 

which cause deficits in operations that require corollary discharge (inaccurate second 

saccades in a double-step task, Sommer & Wurtz, 2002; reduction of future field activity 

in FEF neurons, Sommer & Wurtz, 2006; impaired stability of visual perception, 

Cavanaugh et al., 2016) while sparing the generation of individual saccades and nearly 

all other measured parameters (unaffected receptive field responses in FEF, Sommer & 

Wurtz, 2006; intact visual, working memory, and saccade performance except for a 

slight omnidirectional increase in reaction time, (Sommer & Wurtz, 2004b). 

2.3.4 Learned timing using recurrence  

Thus far, we have used a fully feedforward model. Next we remodeled the 

network architecture to discover optimal relative timings instead of explicitly providing 

them in connections. We removed the delays between the Retina layer and the SC layer 

to the Hidden layer and added a recurrent connection within the Hidden layer (see 

Figure 4B). The one latency that we controlled explicitly was that of the signal that is 

combined with the final output of the FEF sheet, the timing of updated eye position 

information (in the EP layer). Again, the only training criterion was that the Body-

centered representation of the object remain stable through the course of a trial, thus 

minimizing pointing errors.  
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The first main result was that presaccadic remapping still occurred: just before 

the saccade, the locus of activity in the FEF layer shifted from neurons representing the 

receptive to neurons representing the future field. To observe the details of dynamics 

during the presaccadic period, we expanded it by delaying the saccade to occur 70 ms 

after the initiation of the motor command in the SC layer. Figure 12 summarizes the 

results when the model was trained with three different EP delays (0 ms, 30 ms, and 50 

ms after the SC saccade command, marked with green arrows). Regardless of the EP 

delay, activity at the Receptive Field went down (Figure 12, orange) and activity at the 

Future Field went up (Figure 12, blue) before the saccade.  



 

48 

 

Figure 12: FEF remapping dynamics in the full recurrent model 
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The second main result was that the remapping tracked the EP latency. As the EP 

update was delayed (Figure 12 A to C), remapping in the FEF was delayed 

proportionately in the trained models. This makes sense, conceptually, because for the 

BC output (and thus pointing accuracy) to remain stable, the FEF output must counter 

the EP signal precisely when it changes. Otherwise, the system combines current 

information about where the stimulus is on the retina with predictive information about 

where the retina will be oriented. To prevent mislocalization of the stimulus, the FEF 

representation of where the stimulus is on the retina must be shifted predictively, 

opposite to the predictive EP signal.  

Also plotted in Figure 12 is the activity of a neuron midway between the 

Receptive Field and the Future Field (black horizontal line and white circles). Activity at 

this midpoint location would suggest a spread of remapping, as opposed to a “jump”, 

from the Receptive Field to Future Field neurons. In the lab (Figure 10), this would 

correspond to a spread of visual sensitivity between the Receptive Field and the Future 

Field in visual space, as found in one study for a parietal cortex region (Wang et al., 

2016). As indicated by the flat Midpoint activity lines in Figure 12, there was no such 

spread in our model. Remapping in the simulated FEF sheet involved a jump in activity 

from the Receptive Field to the Future Field as found for the real FEF (Sommer & Wurtz, 

2006a) and reported in numerous other physiological and computational studies 

(Duhamel et al., 1992; Keith & Crawford, 2008; Keith et al., 2010; Nakamura & Colby, 
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2002; M. Umeno & Goldberg, 1997; Walker et al., 1995). The jump in activity from FEF 

neurons representing the Receptive Field to those representing the Future Field was not 

instantaneous, however. Rather, there was a gradual ramping down of activity at the 

Receptive Field and up at the Future Field. Similar dynamics were observed 

physiologically (Kusunoki & Goldberg, 2003). 

2.3.5 Lesioning CD input 

To causally test the contributions of CD on visuomotor behavior, presaccadic 

remapping, and visual perception in monkeys, laboratory studies used injections of 

muscimol (a GABAA agonist) into the thalamus to temporarily inactivate the SC-to-FEF 

pathway (Cavanaugh et al., 2016; Sommer & Wurtz, 2004b, 2006a; see also Tanaka, 2006). 

Analogous “inactivations” can be applied to neural networks to systematically test the 

influence of specific connections (White & Snyder, 2004, 2007). To inactivate the CD 

pathway in our model, we systematically scaled down the weights between the SC layer 

and the Hidden layer to decrease CD information. Figure 13 shows the effect of such an 

inactivation experiment on a single saccade in the fully trained recurrent network. 

Instead of plotting activity at the discrete Receptive Field and Future Field locations as 

in , here we follow the FEF activity continuously by plotting its centroid (separated into 

x and y components relative to the FEF map). The horizontal gray lines in Figure 13 

depict the ideal remapping that would keep pointing errors at zero. With an intact CD 

connection (Figure 13A), activity in the FEF started to remap just prior to the EP update 
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and finished just prior to the saccade. Though not shown explicitly here, this occurred as 

in Figure 12 by a drop in activity at the Receptive Field and an increase at the Future 

Field with no change in activity in between (although the centroid passed in between 

because it is the spatial average).  

 

Figure 13: Four repetitions of a single trial as CD was reduced 

 When CD was reduced to 75% of the original strength (25% loss in magnitude of 

the SC-Hidden layer weights; Figure 13B), the remapping process began slightly later 

and did not complete until the saccade occurred and retinal information was updated. 
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As we reduced CD further, the remapping was almost abolished. At 50% (Figure 13C), 

there was only a very slight movement of the centroid but no obvious presaccadic 

remapping. When the CD pathway was fully severed (Figure 13D), activity in the FEF 

layer remained unchanged until the saccade was executed, at which point, afferent 

visual information updated the FEF to signal the postsaccadic location of the visual 

stimulus. In each of the four experiments in Figure 13, the red traces show the Pointing 

Error. As CD strength decreased, Pointing Error increased in the period before the 

saccade, because the FEF continued to represent the presaccadic location of the object 

after the EP layer updated. The Pointing Error was transient because, as soon as the 

saccade was completed, it was resolved when afferent visual information combined with 

the updated EP signal.  

 The average results from 20 simulated CD inactivation trials are shown in Figure 

10. These experiments involved a variety of stimulus locations and saccade directions, so 

there was no common, ideal shift in the centroid of activity that would indicate 

remapping. Thus in Figure 14 we return to the conventions of Figure 12 to show the 

activity at the Receptive Field and the Future Field of each experiment. With fully intact 

CD (Figure 14A), at the start of a trial, the average activity of neurons with their 

Receptive Field on the stimulus ramped up quickly while activity of neurons with their 

Future Field on the stimulus remained silent. Once the SC layer started signaling the 

impending saccade with CD, activity (visual responsiveness) of the “Receptive Field” 
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neurons ramped down and, on a similar time scale, activity of the “Future Field” 

neurons ramped up. This presaccadic remapping was complete at the time the saccade 

occurred and, postsaccadically, activity of the “Future Field” neurons (now with their 

receptive fields on the stimulus) was sustained. At 75% of the original CD strength 

(inactivation by 25%; Figure 14B), the onset of the remapping (i.e. activity of the “Future 

Field” neurons) was delayed, as was the decrease in activity of the “Receptive Field” 

neurons. At 50% CD (Figure 14C), presaccadic remapping was virtually abolished.  

 

Figure 14: Results of inactivating the CD in the model 
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 It may appear in Figure 14 that as the remapping process was hindered, the 

postsaccadic visual activity was affected as well. This was an artifact of our recurrent 

network architecture, however. Postsaccadic visual activity was determined not only by 

updated visual input, but also by the previous time points. Because of this characteristic 

of the model, as CD inputs weakened, the postsaccadic visual activity (of “Future Field” 

neurons) could not ramp higher than half of its original activity. 

 Figure 15 summarizes the relationship between presaccadic remapping and 

strength of CD in the trained, recurrent model. The curve quantifies the average firing 

rate of neurons with their Future Field on the stimulus over the 50 ms epoch leading up 

to the saccade. As the weights from the SC layer, i.e. CD input, decreased (toward the 

left on the x-axis), the amount of remapping decreased. Notably, however, the 

relationship was markedly non-linear: even small losses of CD caused large drops in the 

activity of “Future Field” neurons during the presaccadic epoch. The exact shape of the 

curve likely depends on the coefficients of the sigmoidal transfer functions in the model, 

but the point is that strength of remapping does not necessarily provide a linear readout 

of strength of the underlying CD signal. This helps in interpretation of in vivo results. 

Sommer and Wurtz (2006a) found that inactivation of thalamus led to a 53% deficit in 

presaccadic remapping in FEF neurons, but from the model we see that this does not 

necessarily reflect the amount of CD lost. A 53% reduction of remapping in our model 

(i.e. activity of “Future Field” neurons during the presaccadic epoch) corresponds to 
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only an 11% reduction in CD. A literal reading of this modeling result is that the 

pathway studied by Sommer & Wurtz (2006a) conveys roughly 11% of the CD used by 

the FEF. Interestingly, this is the amount inferred from an earlier result of inactivating 

the same pathway using the double-step saccade task as the indicator of CD loss 

(Sommer & Wurtz, 2002), suggesting that the double-step task may provide a more 

sensitive, linear assessment of CD integrity than provided by the amount of remapping 

in FEF. To test the extent to which this result depended on model-specific parameters, 

we varied the sigmoidal transfer functions used in the network during propagation and 

found qualitatively similar results. Lesioning the CD input always caused a non-linear 

decrease in remapping. The amount of CD loss that yielded a 53% reduction in 

presaccadic remapping varied between 10 and 35%. 

 

Figure 15: Relationship between strength of FEF remapping and strength of CD 

2.3.6 Lesioning retinal input 

To see if the loss of presaccadic remapping found for CD “inactivation” in our 

model was specific to loss of CD, or was a more general consequence of reduced input to 



 

56 

the Hidden layer, we performed the same inactivations on visual input while holding 

CD strength constant at 100%. As visual input was reduced systematically, activity of 

both the “Receptive Field” and “Future Field” neurons decreased in tandem, with no 

change in their “crossover” point before the saccade (Figure 16). At 75% visual input, 

responses of both “Receptive Field” and “Future Field” neurons were more sluggish and 

slightly weaker at their peaks. At 50% visual input, the activity of both “Receptive Field” 

and “Future Field” neurons was reduced by about half and, at 25% visual input, it was 

nearly abolished. Nevertheless, at 75% and 50% visual input, presaccadic remapping at 

the Future Field persisted; the activity of the “Future Field” neurons began soon after 

the Saccade Command in the SC and well before saccade initiation. At 25% visual input, 

there was so little activity that this timing could not be assessed. While presaccadic 

remapping has not yet been studied in vivo during partial inactivations of visual input, 

these modeling results make testable predictions about what such an experiment would 

reveal – notably, no change in the occurrence or timing of remapping, even as neuronal 

visual responses in the receptive field and future field drop considerably. 
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Figure 16: Activity of neurons with their receptive fields at the stimulus location 

2.4 Discussion 

In this report, we modeled the problem of maintaining a stable visual 

representation of objects across saccades. Our approach was to use a sheet-based, 

hierarchical neural network architecture with a recurrent hidden layer and biologically-

based connections. As we trained the model to achieve useful visual stability, 

presaccadic remapping of visual receptive fields emerged. The remapping was 
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synchronized to the updating of eye position and depended non-linearly on a corollary 

discharge of eye movements. 

2.4.1 Maintaining visual stability 

The problem of maintaining visual stability across saccades derives from the 

slow afferent lags of the visual system. When the eyes move, renewed visual 

information takes about 70 ms to arrive in extrastriate cortex. The physical state of the 

eyes is out of register with the internal state of the visual system during this delay. To 

resolve this mismatch, information about the new state of the eyes could be delayed to 

match arrival of the visual input. Alternatively, the internal state of the visual system 

could be updated predictively to match the new state of the eyes. The primate brain 

achieves the latter, faster solution (Duhamel et al., 1992; Sommer & Wurtz, 2008a). 

 Previous studies have focused on corollary discharge of saccades as the key to 

understanding predictive visual updating. A pathway for corollary discharge was 

identified (Lynch et al., 1994; Sommer & Wurtz, 2002), shown to convey predictive 

information about impending saccades (Sommer & Wurtz, 2004a), and confirmed as 

contributing to presaccadic remapping in the FEF (Sommer & Wurtz, 2006a). Our 

present modeling results suggest that an additional predictive signal, representing eye 

position, is critical. This does not refute the contribution of corollary discharge of 

saccades. Visual signals must combine with corollary discharge of saccades to achieve 

remapping, and the inactivation studies in our model support this. Corollary discharge 
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of saccades explains how remapping is created. In contrast, predictive eye position 

signals explain why remapping is created, and when it occurs.  

 Regarding the why of remapping, our model indicates that it acts to counter 

predictive eye position signals. Figure 17 summarizes this overall interpretation by 

illustrating the neural and behavioral events that accompany a rightward saccade. Long 

before the saccade (Figure 17A) and long after (Figure 17D), visuomotor stability, 

measured as accurate pointing to a visual target, is accurate. Just before the saccade, the 

internal estimate of eye position updates predictively to its rightward, postsaccadic 

location (Figure 17B and C, dotted lines). If remapping occurs (Figure 17B), the visual 

representation of the target updates leftward in FEF neural space (dashed square in the 

inset and dashed circle in the visual field). This leftward retinotopic signal is referenced 

to the rightward eye position signal and the representation of the target in the 

workspace is maintained. Neurophysiologists should keep in mind that, during a neural 

recording experiment, this shift in neural space would correspond to an opposite 

(rightward) shift of visual sensitivity in visual space (to the future field; recall Figure 10). 

If presaccadic remapping does not occur (Figure 17 C), the unchanged visual 

representation of the target is referenced to the predictively updated eye position 

(dashed circle in the visual field). The target therefore moves in workspace coordinates, 

and the arm follows the movement. 
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Figure 17: Summary of presaccadic remapping for useful visual stability 

2.4.2 Synchronicity of remapping and eye position updates 

For presaccadic remapping to counter predictive eye position signals, they must 

be in sync. Thus, our model explains the “when” of remapping: it needs to start at the 

moment eye position signals are updated. Remapping onset times have been quantified 

in several studies (e.g. Kusunoki & Goldberg, 2003; Sommer & Wurtz, 2006a). In 

individual FEF neurons, onset times are consistent, but between neurons, they vary over 

a broad range from about 100 ms before saccade initiation to about 200 ms after, with a 

median almost exactly at saccade initiation (Figure 18A; median is -2 ms). Predictive eye 

position signals have been found, and their timings quantified, in the thalamus (Schlag-

Rey & Schlag, 1984; Tanaka, 2007; Wyder et al., 2003). A summary of the timings found 

by Tanaka (2007) is shown in Figure 18B. He found that individual thalamic neurons 

update their eye position signals from about 100 ms before saccade initiation to around 

300 ms after, with a median close to saccade initiation. 
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Figure 18: Coordinated dynamics of remapping and eye position signals 

 To compare these known, in vivo timings of FEF remapping (Figure 14A) and 

thalamic eye position updating (Figure 18B), we constructed cumulative distribution 

functions for both sets of data and superimposed them (solid and dashed red curves, 

respectively, in Figure 18C). We compared them, additionally, to internal eye position 

signals as derived from psychophysical studies (green curve in Figure 18C). Numerous 

studies in humans and monkeys have indicated that the visual system uses a “sluggish” 

internal eye position signal that begins to update prior to a saccade and continues to 

update during and after it (Dassonville et al., 1992; Honda, 1989, 1991; Jeffries et al., 

2007; Kaiser & Lappe, 2004; Schlag & Schlag-Rey, 1995). Consistent with the prediction 

of our model, the distribution of remapping onset times overlaps almost perfectly with 

the distribution of neural eye position updating times and closely with the distribution 

of psychophysical eye position updating times (Figure 18 C). 
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 The temporal correlation between the initiation of presaccadic remapping and 

eye position updating (Figure 18 C) is striking but circumstantial. It is possible that the 

FEF and thalamic signals change at the same time but are unrelated. Their functional 

relationship needs to be tested in vivo. Specifically, our model predicts that individual 

remapping and eye position neurons with similar time courses of activity are selectively 

connected. For example, in our experiment of Figure 12, we updated the eye position 

signal at three different times relative to saccade initiation. The model always optimized 

its performance by matching the timing of remapping to the timing of eye position 

updating. In the brain, there is a broad distribution of timings across neurons (Figure 

18A and B), so the experiment of Figure 12 corresponds to isolating distinct samples 

from the temporal distribution of eye position signals and showing that they are 

temporally matched to distinct samples from the remapping distribution. This leads to 

the hypothesis that individual remapping neurons connect with individual eye position 

neurons on the basis of temporal similarity. This hypothesis is testable through at least 

two lines of in vivo experiments.  

 One approach could involve simultaneous recordings in FEF and thalamus. By 

recording from one or more FEF remapping neurons and thalamic eye position neurons, 

their correlated variability and synchrony could be analyzed (Ruff & Cohen, 2015; Smith 

& Sommer, 2013). Such analyses can be performed on short times scales for spikes (ms) 

and longer time scales for noise correlations (hundreds of ms) to assess the evidence for 
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a functional connection between the neurons and the putative direction of that 

connection (Cohen & Kohn, 2011). We predict that the probability of a significant cross 

correlation or noise correlation between an FEF remapping neuron and a thalamic eye 

position neuron is directly related to the similarity in the neurons' signal onset times. For 

example, a neuron that starts remapping before the saccade is more likely to be 

connected (stronger correlations) to an eye position neuron that also starts updating 

before the saccade than to an eye position neuron that starts updating after the saccade. 

 Another approach could be causal. In the experiments performed by (Sommer & 

Wurtz, 2006a), remapping neurons in the FEF were studied while the corollary 

discharge pathway from SC was silenced at the level of the thalamus. The strength of 

remapping decreased, but there was no obvious change in the timing of remapping. In 

analogous experiments, one could record from remapping neurons in FEF while 

inactivating eye position regions in the thalamus. Our model predicts that, during 

inactivation, the strength of remapping will not be affected but the timing of remapping 

will be impaired, becoming highly variable trial-by-trial or dramatically delayed overall. 

But before such an experiment is possible, an improved understanding of the anatomical 

and functional connectivity between the FEF and thalamic eye position regions is 

needed.  

 It has been emphasized previously that presaccadic remapping is better 

synchronized to saccade initiation than visual stimulus onset (for review see Sommer & 
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Wurtz, 2008a). If the experiments described above confirm our model’s predictions, then 

this tenet of synchronicity with saccade initiation would need to be revised. The new 

conclusion would be that presaccadic remapping is synchronized, on a neuron-by-

neuron basis, with predictive eye position signals. Those signals, of course, may be 

correlated with saccade initiation if they are produced by integration of saccade 

commands (see next section). But the apparent linkage of remapping to saccade 

initiation would be a second-order effect; the primary linkage would be with eye 

position signals. 

2.4.3 Origin of predictive eye position 

We have focused on the eye position signals known to exist in thalamus, but 

where those signals come from is still unknown, and eye position signals unrelated to 

thalamus may be important as well. There are a number of possible origins for eye 

position signals. Proprioceptive information about eye position is available in 

somatosensory cortex (Wang et al., 2007), but its onset is postsaccadic and what it 

represents is unclear, as there is little evidence for sensory receptors in the primate 

extraocular muscles (Rao & Prevosto, 2013). In the brainstem, horizontal and vertical eye 

position in the orbit is sustained, respectively, by rate codes in the nucleus prepositus 

hypoglossi (NPH; Fukushima et al., 1992; Lopez-Barnero et al., 1982) and the interstitial 

nucleus of Cajal (iC; Crawford et al., 1991; Fukushima, 1987), both of which send 

projections to the thalamus (Kokkoroyannis et al., 1996; Kotchabhakdi et al., 1980; 
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Prevosto et al., 2009). The NPH and iC seem to create eye position signals through 

integration of afferent eye velocity signals that precede saccades by only a few 

milliseconds. Neither structure provides an unambiguous eye position signal until after 

the movement. Hence, eye position signals from the NPH and iC are predictive in the 

sense of preceding visual afferent lags, but they are not presaccadic. Eye position signals 

that start well before a saccade seem more likely to derive from longer-lead activity as 

found in the SC and cerebral cortical areas (e.g. Wurtz et al., 2001). Presaccadic bursts of 

activity in SC-to-thalamus neurons are known to have the appropriate timing, with a 

median onset time of 85 ms before saccade initiation (Sommer & Wurtz, 2004a). 

Regardless of their source, predictive eye position signals in the primate brain 

primarily use a rate code (higher firing rate = greater eccentricity in the orbit). In our 

model, we chose to simplify the representation with a two-dimensional topographic 

code to allow for a ready match with FEF output. A more detailed model could 

incorporate rate code inputs, but the end result, at the population level, would be a 

location in the orbit as we represented. Activity in our model’s EP sheet should be 

thought of as the overall readout of more reductionist thalamic and/or brainstem codes. 

2.4.4 Potential contribution of gain fields 

 In this report, we have focused on explicit representations of eye position. A 

more implicit representation takes the form of gain fields, in which neurons’ visual 

responses are modulated by eye position. This effect has been studied in the SC (Van 
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Opstal et al., 1995), SEF (Schlag et al., 1992), FEF (Cassanello & Ferrera, 2007), dorsal 

premotor cortex (Boussaoud et al., 1998) and most extensively in the lateral intraparietal 

area (LIP; Andersen & Mountcastle, 1983; Andersen et al., 1985, 1993). Gain fields 

provide a mathematically elegant way to combine visual and positional information to 

solve a coordinate transformation (Brotchie et al., 1995; Chang et al., 2009; Zipser & 

Andersen, 1988). However, the in vivo temporal dynamics of gain fields are still under 

debate. Recent experimental work showed that gain fields in LIP are slow to update 

after an eye movement and do not represent eye position information until about 150 ms 

after a saccade (Xu et al., 2011, 2012). On the other hand, another study was able to 

extract predictive eye position signals using a Bayesian inference technique (Graf & 

Andersen, 2014). We do not rule out gain fields as a source of predictive eye position 

signals, but the evidence for a thalamic source seems stronger. 

2.4.5 Relation to previous modeling studies 

Previous neural network models investigated the problem of visuospatial 

constancy across saccades. One approach was to use a retinocentric frame of reference 

and update information with a corollary discharge signal. The postulated nature of that 

signal and dynamics of remapping varied between models. Quaia et al. (1998) used a 

highly interconnected, all-to-all network to simulate visual remapping based on vector 

subtraction driven by a directional saccadic burst. Other such models with an 

instantiation of a topographically organized networks showed visual updating using the 
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saccadic velocity commands (Bozis & Moschovakis, 1998; Droulez & Berthoz, 1991) and 

eye position (Groh & Sparks, 1992). Visual remapping can arise when the goal of a 

dynamic network is to maintain memory of a target across saccades (Schneegans & 

Schöner, 2012). In a series of models, Keith and colleagues trained a feed-forward neural 

network to perform remapping in single time steps and incorporated temporal 

dynamics by means of recurrent connections (Keith & Crawford, 2008; Keith et al., 2007). 

The recurrent network performed a double-step task using individual signals known to 

exist in the brain, such as visual error, motor bursts that begin prior to the saccade, and 

the saccade velocity (Keith et al., 2010). The population dynamics of the trained model 

depended on the updating signal. In the case of using transient visual responses to the 

first saccadic target, the receptive fields often jumped to the updated position. However, 

neurons in the hidden layer exhibited a diverse set of responses including shifts in the 

direction of the saccade and shifts in the opposite direction.  

 Neural networks also have been used to demonstrate the emergence of gain 

fields in hidden layer units that combine visual inputs and eye position (Andersen et al., 

1990; Mazzoni et al., 1991; Zipser & Andersen, 1988). Subsequent work using multi-

layered neural networks found hidden layer gain fields after training on saccade tasks 

that require quick spatial updating (White & Snyder, 2004; Xing & Andersen, 2000a, 

2000b). However, the velocity input was primarily used by the network and these 
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simulated positional gain fields seem unnecessary for such tasks (White & Snyder, 2007) 

and, in vivo, their dynamics seem too slow (Xu et al., 2012). 

A recent study by Wang et al. (2016) found perisaccadic expansions of receptive fields in 

LIP and demonstrated how a network might instantiate such an effect. There are two 

key differences between our model and theirs. First, their model of LIP featured lateral 

connections between remapping neurons in the output layer. Our model lacked lateral 

connections in FEF but contained fully recurrent connections in the Hidden layer that 

could mediate perisaccadic expansions in FEF. The second, more important difference 

relates to dynamics of activity in the SC layer. While Wang et al. (2016) assumed a 

moving hill of activity in the SC (Munoz & Wurtz, 1995; Munoz et al., 1991), we used a 

simpler saccadic command resembling a locus of activity on the SC topographic map. 

The strength, directional specificity, and functional relevance of a moving hill in the SC 

is debatable (Anderson et al., 1998; Ottes et al., 1986; Port et al., 2000; Soetedjo et al., 

2002). 

 Further computational methods using radial basis-function networks have 

formalized the embedding and integration of multisensory information and the eye 

position invariant representations of targets (Deneve et al., 2001; Pouget et al., 2002; 

Salinas & Sejnowski, 2001). Typically, these type of networks read out noisy populations 

and focus on static transformations. A recurrent basis network is needed to model 

dynamic inputs (Deneve et al., 2007). Other models have been designed (Binda et al., 
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2009; Pola, 2004, 2007), for review, see (Hamker et al., 2011), to examine perceptual 

errors in spatial localization around the time of the saccade (Dassonville et al., 1992; 

Honda, 1989, 1991; Matin & Pearce, 1965; Schlag & Schlag-Rey, 1995). The key feature of 

such models is an eye position signal that is predictive but sluggish, continuing through 

the movement. Finally, several studies show that such a perceptual mislocalization can 

arises from a Bayes-optimal transsaccadic integration (Niemeier et al., 2003a; Teichert et 

al., 2010). 

 In sum, previous modeling efforts used myriad approaches to understanding 

visual stability across saccades. Most of them were abstract representations of the 

primate brain, while those that were more neuromorphic (e.g. Quaia et al., 1998) have 

not been tested in large-scale simulations or updated to incorporate new in vivo data. 

The main contribution of our approach was to use a less abstract, more biologically 

inspired architecture that took into account the latest findings on oculomotor circuits. 

Our hierarchical, sheet-based model, due to its close structural correspondence with the 

primate brain, is well suited for informing future neurophysiological studies and easily 

updatable in response to new data from such studies. 

2.4.6 Continuously presented vs flashed visual stimuli 

Some of the prior modeling studies of spatial updating focused on briefly flashed 

probes and the remapping of visual memory (Keith et al., 2010; Schneegans & Schöner, 

2012; White & Snyder, 2004). A subset of this class of models (for review, see Hamker et 
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al., 2008; Ziesche & Hamker, 2011, 2014) aimed to explain an intriguing illusion, 

transsaccadic mislocalization, that can accompany the viewing of brief flashes 

(Dassonville et al., 1992; Jeffries et al., 2007; Kaiser & Lappe, 2004). The use of brief 

flashes in modeling has yielded many insights into possible underlying mechanisms of 

spatial updating, and it mimics a large body of laboratory work, including studies of 

presaccadic remapping (e.g. Shin & Sommer, 2012; Sommer & Wurtz, 2006a). Neurons 

exhibit presaccadic remapping for more persistent stimuli as well, however (Duhamel et 

al., 1992; Kusunoki & Goldberg, 2003; M. Umeno & Goldberg, 1997), including 

continuously present stimuli (Mirpour & Bisley, 2012). 

 We kept our paradigm simple, using continuously present stimuli rather than 

stimuli flashed prior to a saccade. The latter approach would require an unnecessary 

level of complexity caused by memory responses. If a computational network such as 

ours is tasked with holding the memory of a visual probe, the weights in the recurrent 

connections adapt to maintain activity at that spatial location, and the influence of the 

input neurons are nulled after the first time point (Xing & Andersen, 2000b). We aimed 

to study the separate influences of visual and CD inputs through the course of 

remapping by systematically training them and then selectively lesioning them (White & 

Snyder, 2004, 2007). Using a persistent visual probe obviated the need for recurrent 

connections to multiplex the learning of memory with the learning of optimal temporal 

relationships between inputs. Had we designed the network to accommodate flashed 
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visual inputs, memory mechanisms in the recurrent connections could have obscured 

the deficits we observed. More generally, our motivation was to study everyday 

visuomotor behavior. From an ecological perspective, it is rare that a behaviorally-

relevant stimulus appears for only tens of milliseconds, just before a saccade. 

2.4.7 Future Directions 

Using neural networks, we briefly touched upon the values of the weights 

between connections. We observed that, at the Hidden layer, weights stemming from 

the Retina layer were stronger than those stemming from the SC layer. Additional work 

is needed to determine the detailed contributions of each layer as well as the recurrent 

connections. Manipulating and understanding the connectivity in more detail may lead 

to a better understanding of the temporal dynamics of presaccadic remapping.  

2.5 Conclusions 

We developed a computational model to probe the underlying mechanisms of 

visual stability. Our approach was to study visually-guided action. By enforcing that our 

model guided actions that require visual stability, we trained it to achieve a state that, if 

observed in a human, would imply perceptual stability. During model training, 

performance improved in tight correlation with the emergence of presaccadic 

remapping in a simulated FEF. The remapping depended on an intact corollary 

discharge pathway as found in vivo. Spatially, the remapping took the form of decreased 

activity at the Receptive Field coupled with increased activity at the Future Field, as 
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found in the biological FEF. Temporally, the onset of presaccadic remapping was 

synchronized to the predictive updating of eye position signals, a relationship that was 

not appreciated previously. The model provided a novel explanation for the variability 

of remapping onset times measured in vivo, and it led to a hypothesis, testable by 

multiple physiological approaches, that predictive eye position entrains presaccadic 

remapping. 

 Our model focused on useful visual stability, the ability to interact with the 

world while moving the eyes. We did not directly model perceptual visual stability, the 

experience of an unperturbed visual scene while moving the eyes. It is clear why useful 

visual stability would evolve. Natural selection would favor neural circuits that achieve 

coordinate transformations, and thus accurate multi-segmented actions, as fast as 

possible. Our model identified presaccadic remapping as one mechanism that 

contributes to quick, even predictive, coordinate transformations. It is plausible that 

once presaccadic remapping evolved for useful visual stability, it was exploited for other 

potential ends such as perceptual visual stability (e.g. Gould & Lewontin, 1979). 
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3. Top-down: Cognitive influences on visual stability 
across saccades 

As we make saccades, the image on each retina is displaced, yet our visual 

perception is uninterrupted. This is commonly referred to as transsaccadic perceptual 

stability, but such a description is inadequate. Some visual objects are stable (e.g. rocks) 

and should be perceived as such across saccades, but other objects may move at any 

time (e.g. birds). Stability is probabilistic in natural scenes. Here we extend the common 

notion of transsaccadic visual stability to a more general, ecologically-based hypothesis 

of transsaccadic visual continuity in which postsaccadic percepts of objects depend on 

expectations about their probability of movement. Subjects made a saccade to a target 

and reported whether it seemed displaced after the saccade. Targets had varying 

probabilities of movement (ranging from 0.1 to 0.9) that corresponded to their color 

(spectrum from blue to red). Performance was compared before and after subjects were 

told about the color-probability pairings ("Uninformed" vs. "Informed" conditions). 

Analyses focused on signal detection and psychometric threshold measures. We found 

that in the Uninformed condition, performance was similar across color-probability 

pairings, but in the Informed condition, response biases varied with probability of 

movement and movement-detection sensitivities were higher for rarely moving targets. 

We conclude that subjects incorporate priors about object movement into their 

judgments of visual continuity across saccades. 
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3.1 Introduction 

Every eye movement introduces sensory ambiguity for the brain. Did objects in 

the world move, or did they just appear to move as a result of the eye movement? The 

visual system resolves this ambiguity with mechanisms that are not fully understood 

but seem to involve internal signals of eye movements called corollary discharge (Roger 

W. Sperry, 1950; von Helmholtz, 1925; von Holst & Mittelstaedt, 1950). These signals 

influence visual processing (Duhamel et al., 1992; Sommer & Wurtz, 2006b) and are 

thought to aid in the disambiguation of external from self-induced motion of visual 

stimuli (for review, see Sommer & Wurtz, 2008). Visual responses of single neurons in 

many brain areas can distinguish whether a stimulus moves or remains still when 

saccades are made (Crapse & Sommer, 2012b; Robinson & Wurtz, 1976; Troncoso et al., 

2015), and the brain as a network is exquisitely adept at such “transsaccadic” judgments 

(for review, see Melcher & Colby, 2008).  

A classic paradigm for studying visual perception across eye movements is the 

saccadic suppression of displacement (SSD) task (Bridgeman et al., 1975). Subjects make 

a saccade to a peripheral target that is displaced during the saccade and report the 

direction of the target movement. Small target movements often go unnoticed 

(Bridgeman et al., 1975; Deubel et al., 1996; Müsseler et al., 1999), apparently because the 

brain attributes the retinal discrepancy to oculomotor error rather than object motion 

(Collins et al., 2009). That is, subjects in these experiments have a bias toward expecting 
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visual stimuli to remain unchanged across saccades (Niemeier et al., 2003b; Read, 2002; 

Weiss et al., 2002). When this expectation is violated through manipulation of the 

stimulus, such as postsaccadic disappearance (Deubel et al., 1996, 2002), change in form 

(Demeyer et al., 2010), or movement (Gysen, Graef, et al., 2002; Gysen, Verfaillie, et al., 

2002), the percepts of the subjects change: SSD diminishes such that smaller 

displacements are more readily detected. 

Outside of the laboratory, it would be erroneous to expect uniform visual 

stability, because much of the world is animate. Some objects move rarely, such as rocks, 

but others move frequently and rapidly, such as birds. All kinds of objects fall in 

between. Through experience we develop priors, or expectations, about classes of objects 

in natural visual scenes (Eckstein et al., 2006). When these expectations are violated, it is 

important to react. Sudden movement at a location expected to be stable, for example, 

could signal a camouflaged predator. 

Motivated by these ecological considerations, the overall goal of this study is to 

move past the idea of studying visual stability across saccades, and instead study visual 

continuity – our facility at predicting the postsaccadic state of each visual image as a 

function of its movement statistics. Studying visual continuity across saccades expands 

on traditional assessments of visual stability and provides a more general framework for 

understanding visual perception that could facilitate the design of more naturalistic 

experiments.  
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Here we tested the fundamental hypothesis of this framework, that perceiving 

object instability across saccades depends not only on visuomotor factors (e.g. corollary 

discharge and the size of object movement) but also on expectation, a cognitive factor. In 

our case, expectation is a prior about the probability of movement given the object’s 

features. We designed a variant of the SSD task in which the movement probability of a 

stimulus was signaled by its color. Subjects were tested before and after learning the 

relationship between color and jump probability. In support of our hypothesis, we 

found that expectations influenced the ability to detect whether a stimulus moved across 

saccades. Response bias, sensitivity to displacement, and psychometric thresholds were 

all affected by expectations. The results suggest a tight interplay between priors about 

objects and the percept of visual continuity across saccades. 

3.2 Methods 

3.2.1 Subjects 

Twenty-four naive human subjects (16 females), with normal or corrected-to 

normal vision, were recruited from the Duke University community. All individuals 

were over 18 years of age and gave informed consent through protocols approved by the 

Duke Institutional Review Board. Subjects performed a novel SSD task in two 

experiments. Twelve of the subjects participated in Experiment 1, which tested our 

primary hypothesis about the effect of priors on visual continuity. In a follow-up study, 
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twelve other subjects participated in Experiment 2, to examine the potential influence of 

implicit learning on performance. 

3.2.2 Data collection 

Subjects sat in a dark room with their heads supported by a chin rest and a 

forehead strap. All subjects reported their responses using their right hand on the 

number-pad on a standard keyboard. Stimulus delivery was accomplished using 

Presentation software (Version 0.70, www.neurobs.com) and custom-written code 

available upon request. Visual stimuli were displayed on an LED monitor using a 

refresh rate of 60 Hz at 1920 x 1080 resolution. The monitor was positioned 60 cm in 

front of the subject and centered relative to the head. All saccadic targets were 1 x 1 

degree squares. Monocular eye position was recorded at 333 Hz with the eye-tracking 

system developed by Matsuda et al. (Matsuda et al., 2000, 2014). Using a position 

threshold of 2 degrees, we detected saccades online at 3.15 +/- 1.23 (average +/- SD) deg. 

from the fixation point or, as evaluated offline, 19.1 +/- 14.7 ms after saccade initiation. 

Saccade detection triggered a software command to refresh the target at its new location. 

This command took 1 to 16 ms to execute (confirmed trial-by-trial in Presentation). We 

used a photodiode to measure the delay between execution of the screen refresh 

command and the actual time that the target appeared at its new location on the screen 

(11.6 +/- 0.3 ms). Hence the total average lag from saccade initiation to target jump was 

19.1 + 16 (max) + 11.6 = 46.7 ms, compared with the average saccade duration 
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(determined offline) of 71 ms, or about 66% of the way into the saccade, similar to 

previous target presentation timings in our laboratory (68.9% in Crapse & Sommer, 

2012). No trials had to be excluded due to target jumps occurring after saccade 

termination. Some trials were excluded for other reasons however, as described below in 

the Psychometric Curves section. Offline, eye position traces were low-pass filtered at 50 

Hz before saccade onset and completion calculations and related analyses. 

3.2.3 Experiment 1 

Subjects performed a novel variation of the SSD task in which targets had 

different probabilities of moving depending on their color. Expectations about target 

movement were manipulated by withholding or providing information about these 

color-probability assignments. The visual display, the task, and the underlying 

probabilities of movement assigned to each color were the same for both conditions; 

only expectations about target properties varied. The purpose was to see if changes in 

expectation affected reports of transsaccadic stimulus displacement. 

At the start of every trial, a fixation point (crosshair) appeared in the center of the 

screen (Figure 19A). Upon acquisition of the fixation point, the crosshair disappeared 

but the subject had to continue to maintain fixation. After 500 ms, a saccadic target 

appeared on the horizontal plane at an average eccentricity of 8 degrees (uniform 

distribution from 7.5 to 8.5 deg., pseudorandomized in position and hemifield to avoid 

spatial cues or biases). The trial-by-trial randomization of position helped to ensure that 
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subjects used internal estimates of target position and eye position rather than relying on 

external spatial cues and biases (Bansal et al., 2015; Joiner et al., 2010, 2013). After target 

onset, the subject was required to maintain fixation for an additional 450-650 ms until an 

auditory signal (single beep) cued the subject to make a saccade to the target. This delay 

period was enforced to allow for ample time to build a spatiotopic representation of the 

target (Zimmermann et al., 2013). During the saccade, the target could either remain 

stationary or jump to the left or right. On trials in which the target jumped, the 

amplitude of the displacement was drawn from a modified standard Gaussian 

distribution (minimum amplitude was 0.05 deg. to maximum amplitude 4 deg.). 

Postsaccadically, subjects were required to fixate on the stimulus for 500 ms before it 

disappeared. Subjects then reported, using a keyboard press, whether the target was 

perceived to have jumped or remained stationary. There was no required distinction 

between a leftward or rightward jump; both were reported as “jumped”. If a subject 

broke fixation before the auditory cue to saccade, the trial was immediately aborted and 

three rapid beeps provided an error signal. 
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Figure 19: Schematic of trial and signal detection theory analysis 

The task differed from standard SSD paradigms in two ways. First, subjects 

assessed whether or not the target jumped or remained stationary as compared to the 

traditional “left/right” reports for targets that were known to jump on every single trial. 
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Second, targets varied in color, and these colors symbolized the probability that a target 

would jump. In each trial, the color of the target was chosen from a gradient from cold 

colors (bluer) to warm colors (redder; Figure 19B). Fifty discrete colors along the 

gradient were mapped linearly to the probability of jumping, from very low (probability 

of 0.1) to high (probability of 0.9). For half of the subjects, the probability assignments 

were from blue (lowest) to red (highest) and for the other half, from red (lowest) to blue 

(highest). We chose to use a gradient with many steps (rather than a reduced set of 

colors) in order to encourage participants to use a behavioral rule rather than relying on 

simple stimulus-response associations. Furthermore, using a warm-to-cool or cool-to-

warm gradient requires many intermediate steps to convey the gradient properly; 

otherwise, it may appear as a disparate collection of individual colors. Determination of 

whether a target would jump on a particular trial was calculated according to these 

probabilities, selected with replacement. If a target was to jump on a particular trial, the 

size of the jump was drawn from the same modified Gaussian distribution regardless of 

color of the target. Thus, a target’s color indicated the likelihood that it would jump on a 

given trial but not the size (or direction) of the displacement.  

Each subject performed three blocks of trials. The first was a Control block for 

which the targets were always white with a 0.5 chance of jumping on each trial, though 

that probability was unknown to the subject. The second was an Uninformed block that 

used the color-probability SSD task described above, but subjects remained naïve about 
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the existence or identity of any color-probability assignments. After that block we 

queried each subject to find out their subjective opinion about how the colored targets 

differed, and then we informed them of the true relationship between colors and 

probabilities of movement. The subjects then performed an Informed block that, except 

for their new knowledge about the color-probability assignments, was exactly the same 

as the Uninformed block. The experiment was split into two sessions (one session per 

day). The Control block lasted approximately one hour and the Uninformed block lasted 

approximately two hours, and were both performed in the first session. The Informed 

block also lasted approximately two hours and was performed in the second session. 

Between the Uninformed and Informed blocks (at the start of the second day), 

the information given to the subjects followed this script: “The color gradient 

corresponds to a probability of jump where the coldest color jumps 10% of the time and 

the warmest color jumps 90% of the time. The cold-to-warm gradient represents a 

linearly varying jump probability”. This description was modified appropriately for 

subjects tested on the opposite assignment (red-low probability, blue-high probability). 

The investigator answered any questions the subject had to ensure that the meaning of 

the colors, and their corresponding jump probabilities, was clear and understood.   

In addition to the reasons discussed above, the large number of colors (50 from 

blue-to-red) was chosen to mitigate implicit learning of the color-probability 

assignments in the Uninformed block. During that block, we wanted the subjects to have 
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no expectations about whether a particular target would move in a trial. The goal was 

for subjects’ expectations about the targets to change in a step-wise manner, due to the 

instructed information, to optimize identification of any resulting changes in task 

performance. To test whether implicit learning of color-probability assignments 

occurred in the Uninformed block without explicit instruction, we compared 

performance early and late in the block as described in the Results. Additionally, we ran 

a follow-up study, Experiment 2, as described next. 

3.2.4 Experiment 2 

The purpose of this experiment was to amplify the possibility of implicit learning 

in the Uninformed block, to determine the extent to which subjects might, within the 

two-hour block of trials, develop expectations about target movement based on inferred 

color-probability assignments. If subjects did develop expectations, we could examine 

how the behavior differs as a result of explicit instruction as opposed to implicit 

learning. Experiment 2 was the same as Experiment 1 except that only three colors from 

the blue-red gradient were used: the two extremes and the central color (light green). 

With only three unique targets instead of 50, subjects had about 17 times as much 

exposure to each color. In Experiment 2, just as in Experiment 1, subjects performed a 

Control block, an Uninformed block, and then an Informed block. Twelve new subjects 

were recruited. For half of them, the color-probability assignment was blue-low to red-

high, and for the other two this assignment was reversed. 
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3.2.5 Data analysis 

The data sets included eye movement traces and binary reports that the target 

jumped or remained stationary during the saccade. Eye movement traces were used for 

offline confirmation of steady fixation and, thorough comparison with target jump 

times, to ensure that target motion occurred during the saccade, not before or after 

(Figure 19C). From the reports of the subjects, we evaluated performance using 

psychometric curves and signal detection theory. Statistical tests were parametric 

(ANOVAs, t-tests, and Pearson correlation tests) and evaluated at a significance criterion 

of p < .05 with Bonferroni correction for multiple comparisons as appropriate. 

3.2.6 Psychometric Curves 

The data set from each subject consisted of binary reports that the target jumped 

or remained stationary during the saccade. The main measure was the “Proportion of 

‘jumped’ reports” for each color (or bin of colors) and jump size. As discussed at the end 

of this section, “jumped” reports were further classified into Hits and False Alarms, and 

“stationary” reports into Correct Rejections and Misses, for signal detection (response 

bias c and sensitivity d’) analyses. 9.8% of all the trials were aborted online when 

presaccadic fixation was broken before the auditory cue was delivered. Of the 

successfully completed trials, we excluded trials in which the first saccade landed more 

than 5 deg. from the target’s presaccadic location (3.35%) and trials in which saccadic 

reaction times were greater than 1 sec (4.1%). This time value was selected as a balance 
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between using comparably quick responses across trials and allowing ample time for 

subjects to build an internal representation of the spatiotopic position of the targets 

(Zimmermann et al., 2013). The average presaccadic viewing duration of our subjects 

was 680 +/- 99 ms (measured as time from target onset to saccade initiation). All the data 

presented in this report were also split by inward/outward as well as 

leftward/rightward target jumps. All results and interpretations were nearly identical 

across these sub-groups. Thus, we pooled the data across directions of target jumps as 

well as direction of saccades. 

Psychometric curves were fit to the proportions of “jumped” responses using 

logistic regression, 

𝑦 =  
1

1+𝑒𝑥𝑝−𝒁𝒊
    (Eq. 3.1) 

𝒁1 =  𝑏0 + 𝑏1𝐣     (Eq. 3.2) 

𝒁2 =  𝑏0 + 𝑏1𝐜 + 𝑏2𝐣 + 𝑏𝟑𝐜 𝐣 (Eq. 3.3) 

where j represents the vector of jump size and c represents the corresponding 

vector of colors. The logistic regression was either applied to individual bins of adjacent 

colors as a function of jump size only (vector of exponents zi in Eq. 3.1 equaling z1 from 

Eq. 3.2) or incorporated both color and jump size simultaneously and thereby using all 

trials in a given block (vector of exponents zi in Eq. 3.1 equaling z2 from Eq. 3.3). For the 

former method, five equal bins were formed by partitioning the full range of 50 colors 

into 5 bins of 10 adjacent colors. Figure 20 shows the qualitative difference between 
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these two methods. For the purposes of this paper, all analyses and statistics were 

performed by fitting the psychometric curves across jump sizes only (Eq. 3.1 and Eq. 3.2; 

Figure 20, top row), for each of the 5 color bins, as this provided results closer to the raw 

data. All conclusions were unchanged, however, using the color and jump size double-

fitted regressions (Eq. 3.1 and Eq. 3.3; Figure 20, bottom row). Psychometric thresholds 

were measured as the change in jump size corresponding to a rise in the proportion of 

"jumped" responses from 0.5 to 0.75 (Figure 19 D). In a few cases, the entire 

psychometric curve exceeded the 0.5 level (although never the 0.75 level). For such data, 

we extrapolated the curve to negative jump sizes for calculating the threshold. 
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Figure 20: Single subject example of psychometric curve 

3.2.7 Signal detection techniques 

There were four main types of trial results. A trial was a “Hit” when the target 

jumped and the subject reported that it jumped, a “Correct Rejection” when the target 

remained stationary and the subject reported that correctly, a “Miss” when the target 

jumped but the subjects did not report it, and a “False Alarm” when the target remained 

stationary but the subject reported movement. Psychometric curves provide a useful 

overview of performance, but they poorly take into account false alarms and correct 
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rejections. We performed a more thorough assessment of transsaccadic change 

detectability using signal detection techniques that took into account all four trial 

outcomes (Figure 19 E; Macmillan & Creelman, 2004).  Specifically, we calculated the 

sensitivity index, d’, and a response bias term called criterion, c, 

𝑑′ = 𝑧(𝐻) − 𝑧(𝐹𝐴)  (Eq. 3.4) 

𝑐 =  −
1

2
[𝑧(𝐻) + 𝑧(𝐹𝐴)] (Eq. 3.5) 

where H is Hit Rate = Hits/(Hits + Misses), FA is False Alarm Rate = False 

Alarms/(False Alarms + Correct Rejections), and z(*) denotes the inverse Gaussian 

cumulative distribution function. A d’ value of zero corresponds to performance at the 

level of chance. The more positive the value of d’, the better the sensitivity of the subject 

to transsaccadic target displacement. The response bias c reports the behavioral 

preference of a subject. For an ideal observer, c would be zero. A positive value of c 

(rightward shifts) indicates that a subject was biased towards reporting that the target 

remained stationary. Conversely, a negative value of c (leftward shifts) would mean a 

bias towards reporting “jumped”.  

Just as the colors were binned into 5 equally sized groups to construct the 

psychometric curves, the same color bins were used for calculating d’ and c. For both 

metrics, data from representative subjects are shown as well as population averages 

across subjects for the Uninformed and Informed blocks. Differences in c and d’ as a 

function of color were assessed with linear regression over the 5 groups of colors. 
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Negative c slopes would indicate a preference for reporting “Jumped” for the targets 

that jump frequently and “Remained Stationary” for those that rarely jump. For d’, the 

sign of the slope indicates whether transsaccadic change detection was better for targets 

that jumped with low probability (negative d’ slopes) or high probability (positive d’ 

slopes). 

3.3 Results 

We used a modified SSD task, in which the color of a saccade target signified its 

probability of jumping, to test the hypothesis that expectations about object movement 

influence the percept of visual stability across saccades. Subjects performed the same 

task in Uninformed, then Informed, conditions. Just before starting the Informed 

condition, subjects were told the color-probability relationships. A Control condition 

established baseline performance with no colors. In Experiment 1, we used a spectrum 

of color-probability assignments during the Uninformed and Informed conditions. In 

Experiment 2, we used a reduced set of colors, mapped to the extremes and middle of 

the probability range. 

3.3.1 Single subject example 

Data from a representative subject, for qualitative assessment, are shown in Figure 20. 

The subject’s detection of the jump increased with jump size and seemed to vary by 

color (probability of jumping). The main point of our analysis was to quantify 
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performance as a function of color, and how this relationship changes from the 

Uninformed to the Informed condition. 

 We summarized performance with logistic functions fit individually for bins of 

color as a function of jump size (Figure 20, upper panels; shown are curves for the 50 

colors binned into 5 equal groups) or fit simultaneously as a function of both color and 

jump size (Figure 20, lower panels; shown are the curves evaluated at every 10th color). 

The simultaneously fit logistic curves are shown for purpose of illustration, because they 

depict the pattern of effects more clearly, but for all quantitative analyses we used the 

individual color bin curves that were fit to jump size only, as they involved less 

“smoothing”. The study’s results and conclusions were the same using either method. 

 For the subject in Figure 20, the color-probability assignments were blue-low to 

red-high. In other words, blue targets rarely jumped, P(jump) = 0.1, while red targets 

jumped frequently, P(jump) = 0.9. During the Uninformed condition (Figure 20, left), 

psychometric thresholds varied by color, but no clear pattern was apparent in the color-

binned, jump-size fit logistic curves (Figure 20, upper left). When color and jump size 

were fit simultaneously (Figure 20, lower left), a clearer pattern was seen in which 

“jumped” was reported more often for the redder colors compared to the bluer ones. 

Further, fits for the redder colors had smaller threshold. False alarm rates, 

corresponding to the y-intercepts of the psychometric curves, ranged from 0.2 to 0.4 
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depending on the logistic fit method. We will take false alarms into account 

quantitatively with c and d’ measures. 

 In the Informed block (Figure 20, right), behavior changed in two main ways. 

First, the thresholds decreased for all colors, but this effect was especially pronounced 

for the bluer colors (lower probability of movement during the saccade). Second, the 

false alarm rates diverged, dropping for the bluer colors for both logistic fit methods 

(Figure 20, upper and lower right) and increasing for the redder colors in the double-fit 

logistic curves (Figure 20, lower right). Both measures suggest that introducing an 

expectation that some targets are more stable than others changed performance. In 

particular, expectation that a target will be relatively stable (here, the bluer targets) 

seemed to increase both the accuracy of detecting when it was actually stable (lower 

false alarm rates) and the ability to notice when it moved (smaller thresholds). 

 To determine if these single-subject trends were significant, we calculated signal 

detection theory measures of behavioral response bias c and perceptual sensitivity d’ for 

each subject and analyzed the overall changes in these measures across the group data. 

3.3.2 Response bias 

The response bias criterion c represents the influence of subject behavior on 

performance, regardless of underlying signal/noise distributions (see Methods). If a 

subject exhibits no bias and uses a strategy based only on signal/noise distribution 

separation, then c = 0. If a subject favors “jumped” responses, relative to what is optimal 
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based on objective evidence, then c < 0. If a subject is more conservative and favors 

“remained stationary” responses, then c > 0. The response biases as a function of color 

bins for four typical subjects, including the subject in Figure 20, are shown in Figure 21A 

for the Uninformed trials and in Figure 21B for the Informed trials. 

 

Figure 21: Comparing response bias in Uninformed and Informed conditions 

The pooled response bias data for all 12 subjects are shown in Figure 21C and 

Figure 21D for Uninformed and Informed conditions, respectively (mean +/- SD for each 

color bin). In the Uninformed condition (Figure 21B), response bias did not change 

significantly across color bins (slope = -0.05 +/- 0.06; one-sample t-test, p = .17) and 

remained, on average, around c = 0 for all. That is, on average the subjects responded in 

a relatively unbiased way to all targets regardless of color and underlying jump 
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probability. In the Informed condition, however, subjects showed a striking and 

systematic change in behavior: the response bias decreased significantly with jump 

probability (slope = -0.14 +/- 0.05; one-sample t-test, p = 0.0069). Additionally, mean 

response biases are >1 for rarely jumping targets and <1 for commonly jumping targets. 

This means that they alter their behavior to favor reports of “jumped” for targets that 

they expect to jump more frequently and reports of “not jumped” for targets that they 

expect to remain stable. 

3.3.3 Sensitivity  

The change in response bias confirmed that subjects took into account priors 

about stimulus movement, but one could argue that this change in behavior was not 

altogether surprising. More compelling would be a change at the perceptual level, as 

quantified by the sensitivity measure d’. Recall that d’ = 0 indicates random responses 

with no perceptual detection of stimulus movement regardless of jump size. The larger 

the d’ value, the better the transsaccadic change detection as determined by aggregate 

analysis of Hits, Misses, False Alarms, and Correct Rejections. In Figure 22, results of d’ 

calculations as a function of jump probability are shown for the same four subjects 

depicted in Figure 21A and B. Each row corresponds to a single subject. Consider first 

the data in the top row of Figure 22, which are from the subject of Figure 20. In the 

Uninformed block, this subject performed about the same across the color/probability 

spectrum, with slightly higher sensitivity for redder colors (higher probability of 
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jumping), as indicated by the positive slope of d’ vs. jump probability (slope value 

shown in upper right of each plot).  In the Informed block, the d’ values for bluer colors 

(lower jump probabilities) increased while d’ for redder colors stayed about the same. 

The overall result was a strongly negative slope of d’ vs. color after instruction. 

 

Figure 22: Fits of d’ from four representative subjects 
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Examining the results of the other subjects in Figure 22, the slopes of d’ vs. jump 

probability varied in the Uninformed condition (Figure 22, left column), with two 

subjects exhibiting positive slopes and two subjects, negative slopes. Overall, 6 out of the 

12 subjects showed positive slopes in the Uninformed condition. In the Informed 

condition, however (Figure 22, right column), the results were uniform: all 12 subjects 

showed negative slopes of d’ vs. jump probability. 

3.3.4 Population sensitivity 

These slope data (d’ vs jump probability) are compiled for all 12 subjects in 

Figure 23A. Individual slopes are shown with black circles and average slopes with open 

circles for the Uninformed and Informed data sets. The average slope in the Uninformed 

condition was not significantly different from zero (0.09 +/- 0.45; one-sample t-test, p = 

0.53) but, in the Informed condition, the average slope was significantly below zero (-

0.68 +/- 0.47; one-sample t-test, p = 4.17x10-4). Overall, there was a significant decrease in 

d’ slopes from the Uninformed to the Informed condition (paired t-test, p = 0.0046). 

 

Figure 23: Population differences between Uninformed and Informed blocks 
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The data in Figure 23A were calculated from binned color data for each subject. 

A complementary way to evaluate the data, shown in Figure 23B and Figure 23C, is 

simply to plot the average d’ value across subjects for each of the 50 probability levels. 

The conclusions were the same: the slope of average d’ vs. jump probability was not 

significantly different from zero in the Uninformed block (slope = 0.10 +/- 0.17; one-

sample t-test, p = 0.54), but it was significantly less than zero in the Informed block 

(slope = -0.69 +/- 0.14; one-sample t-test, p = 5.0x10-6). This pooled method provided 

insight into the reason for the drop in slope. Primarily, it seemed to be due to an 

elevation in d’ values for targets with low jump probabilities after instruction (compare 

bluer targets in Figure 23B vs Figure 23C). In contrast, d’ values for targets that jumped 

frequently stayed about the same after instruction (compare redder targets in Figure 23B 

vs Figure 23C). Finally, note that d’ for targets that were expected to move about half of 

the time (green colors in Figure 23B, C) aligned well with the average d’ from earlier 

Control blocks in which only white targets were used that moved 50% of the time 

(dashed lines), confirming that, on average, SSD performance for “movement-neutral” 

targets was the same throughout the experiment. This suggests that temporal factors 

that could decrease average d’ over time, such as fatigue, had little impact on the results. 

A spatial factor that can influence the perception of displacement across saccades 

is the point of subjective stationarity (PSS), or perceptual null location (Bansal et al., 

2015; Boi et al., 2009; Collins et al., 2009; Ogmen et al., 2015). Ideally, the PSS is at the 
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presaccadic target location. If it is offset, it causes directional differences: the perception 

of displacement varies with target jump direction. To assess whether a non-zero PSS 

may have affected our data, we tested whether the effects of expectation varied with 

target jump direction. We split all trials into two groups, “Inward” and “Outward” 

target jumps, and computed d’ as a function of target jump probability in the 

Uninformed and Informed blocks just as done before (as in Figure 23B and C). Since the 

calculation of d’ requires trials in which the target does not move, we randomly 

distributed no-jump trials between the Inward and Outward groups. We found that in 

the Uninformed block, the d’ slopes for both groups were not significantly different from 

zero (Inward: slope = 0.19, p = 0.29; Outward: slope = -0.11, p = 0.61; one-sample t-tests), 

while in the Informed block, the d’ slopes for both groups were significantly negative 

(Inward: slope = -0.75, p = 1.9x10-4; Outward: slope = -0.73, p = 3.3x10-4; one-sample t-

tests), nearly identical to each other and close to the slope of the pooled data (-0.69; cf. 

Figure 23C). Because the d’ results did not vary with target jump direction, an influence 

of PSS on our data seems unlikely. 

3.3.5 Population psychometric thresholds 

For each of the 50 jump probabilities, a psychometric curve can be computed 

independently. This curve is not as precise a measure of performance as d’ or c, as it 

includes false alarms that influence the y-intercept. Thresholds derived from the curve, 

measured as the jump distance corresponding to a rise in the proportion of "jumped" 
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responses from 0.5 to 0.75, nevertheless provide a straightforward and commonly used 

assay of sensitivity (Bansal et al., 2015; Deubel et al., 1998; Joiner et al., 2013). Smaller 

thresholds indicate better performance in that smaller changes in jump sizes are 

detected. We analyzed thresholds to determine if they yielded results consistent with 

those found using signal detection theory.  

 

Figure 24: Ratio of psychometric threshold 

 In Figure 24, we plot normalized thresholds for all of the 12 subjects. The 

normalization provided the ratio of the threshold in the Informed block relative to that 

in the Uninformed block. Taking the ratio yielded skewed data with median < 1 but a 

long tail > 1 (skewness = 4.63). We log-transformed the ratios to work with a 

representation of the data that was much closer to a normal distribution (skewness = 

0.75). Each data point indicates whether information about color-probability 
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assignments caused a subject's threshold for detecting target movement, for each jump 

probability, to decrease (log-ratio < 0), increase (> 0), or stay the same (= 0). To determine 

if the log-ratios varied across the color-probability spectrum, we computed a linear fit to 

the data. The fit rose significantly from < 0 at lower probabilities to ~ 0 at higher 

probabilities (slope of linear fit = 0.80; R2 = 0.183; one-sample t-test, p < 1.40x10-4). 

Hence, psychometric threshold data were consistent with the d’ results, indicating that 

when subjects received explicit information that certain stimuli were relatively unlikely 

to move, they exhibited a lower threshold (heightened ability) to perceive the movement 

of those stimuli across saccades, but experienced little to no perceptual change for 

targets that were likely to move. 

3.3.6 Effects of saccade parameters 

Differences in saccadic latency or accuracy from trial to trial can affect perceptual 

judgments (e.g. Zimmerman et al., 2013; Bansal et al., 2015; Collins et al., 2009), so we 

analyzed those saccade parameters and their possible effects on our data. Saccadic 

latencies are plotted as cumulative distributions in Figure 25A for the Uninformed (blue) 

and Informed (green) conditions. In most trials, the latencies ranged from 100-300 ms, 

and there was no significant difference in the distribution of latencies between the 

Uninformed and Informed conditions (medians 199 ms and 180 ms respectively; 

Wilcoxon Rank Sum test, p = 0.421). Saccade accuracy was determined by measuring 

trial-by-trial endpoint error, the magnitude of the difference between the saccadic 
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landing point and the presaccadic position of the target. Most endpoint errors were < 1 

deg. (Figure 25B), and there was no significant difference in the distribution of endpoint 

errors between the Uninformed and Informed conditions (medians -0.06 and 0.08, 

respectively; Wilcoxon Rank Sum test, p = 0.869). 

 

Figure 25: Comparison of saccadic latency and endpoint errors 

Although neither the saccadic latency nor accuracy varied significantly between 

Uninformed and Informed blocks, it was possible that performance might have been 

affected by the variations in saccade parameters. To examine this, we plotted the 

average performance (fraction of correct responses) in Uninformed (blue dots) and 

Informed (green dots) blocks across latency (Figure 25A) and endpoint accuracy (Figure 

25B). We quantified whether performance depended on latency, endpoint error, block, 

or their interactions using a logistic regression that included all three variables: 

𝑧3 = 𝑏0 + 𝑏1𝐥 + 𝑏2𝐞 + 𝑏3𝐛 + 𝑏4𝐥 𝐞 + 𝑏5𝐥 𝐛 + 𝑏6𝐞 𝐛 + 𝑏7𝐥 𝐞 𝐛  (Eq. 3.6) 

Vector z3 was used by Eq. 3.1 to calculate the dependent variable y, the trial-by-

trial performance denoted as correct (y = 1) or incorrect (y = 0). The independent variable 
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vectors were l, latency; e, absolute value of endpoint error; and b, block (Uninformed: 0, 

Informed: 1). Results are listed in Table 1. Aside from the intercept b0, the only 

significant term was coefficient b3, representing an effect of block. Its positive sign meant 

that performance was better in Informed than in Uninformed blocks, as expected from 

the subjects’ exploitation of color-probability information (Response bias and Sensitivity 

sections). With regard to saccade parameters, performance did not depend significantly 

on latency, endpoint, or any interactions involving them (b1, b2, and b4-b7). 

Table 1: Values and significance of coefficients from regression 

 b0 
Intercept 

b1 

Latency 

b2 

Endpt 

b3 

Block 

b4 

Latency 

x Endpt 

b5 

Latency 

x Block 

b6 

Endpt x 

Block 

b7 

Latency 

x Endpt 

x Block 

Coeffs 0.70 -0.0005 0.119 0.211 -0.0002 -0.057 -0.001 0.0007 

P-values < 0.001 0.056 0.112 0.017 0.585 0.288 0.102 0.072 

 

3.3.7 Implicit learning 

We have assumed that subjects changed their expectations in a “stepwise” 

manner, when they received information about the underlying probabilities of target 

movement at the start of the Informed condition. After every Uninformed block, subjects 

were questioned about whether they inferred the roles of the colors and the links to the 

jump probabilities. None of the subjects reported that they noticed the relationship. It is 

possible, however, that they may have detected color/probability associations during the 

Uninformed block and acted on them unknowingly. To test the hypothesis that subjects 



 

102 

learned color-probability associations implicitly during the Uninformed condition, we 

examined the time course of effects during this condition. We did this by splitting the 

data from this condition into the first 2/3rd and last 1/3rd of trials (finer time course 

analyses yielded noisier data because of the many trials needed to calculate stable signal 

detection theory measures). As in our d’ analysis, we calculated the slopes of d’ vs jump 

probability for each of these two time ranges separately. Implicit learning should be 

evidenced as a significant drop in the d’ slope late in the Uninformed condition (last 1/3rd 

of trials) relative to earlier (first 2/3rd of trials). Further, to test any systematic changes 

that could have occurred in the Informed block, we performed the same split analyses 

on data from the Informed condition. As shown in Figure 26, the only effect was at the 

juncture between conditions, when information about color-probability assignments was 

provided explicitly. A one-way ANOVA with Bonferroni-corrected post-hoc tests 

showed no significant differences between the first 2/3rd and last 1/3rd of d’ slopes within 

the Uninformed block (p = 0.44) or within the Informed block (p = 0.53). In contrast, there 

was a significant decrease in d’ slopes from the last 1/3rd of the Uninformed block to the 

first 2/3rd of the Informed block (p = 9.0x10-5). In these data, then, there is no evidence for 

implicit learning; effects on performance were attributable only to the explicit 

instruction provided in between conditions. 
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Figure 26: Test of implicit learning 

3.3.8 Experiment 2 

Within the Uninformed block in Experiment 1, we found no evidence that 

subjects implicitly learned the rule linking the colors of the targets with jump 

probability. Experiment 1 may have discouraged implicit learning, however, because of 

the many colors involved. To test this, we modified the paradigm such that the targets 

had only three possible colors: blue, green, and red. All other facets of Experiment 1 

were maintained in Experiment 2. This simplification of this experiment led to a better 

chance to answer two questions. Is instruction necessary to set up the expectations about 

target movement in subjects, or could they derive their own expectations from repeated 

exposure to a limited number of stochastically different stimuli? If subjects could learn 
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the task implicitly, would the resulting signal detection and psychometric effects be 

different from those introduced by explicit instruction? 

In twelve new subjects, we repeated the study of Experiment 1 but with the more 

limited color set. Just as was done in Experiment 1, subjects were questioned after the 

Uninformed block to determine whether they noticed the link between color and 

likelihood of jump. Again, none of the subjects reported an understanding of the 

underlying rules. To test whether there was a more subconscious effect or pattern 

recognition, we calculated d’ for each jump probability, with a focus on the Uninformed 

block in which we expected to find implicit learning, if it occurred. For simplicity, we 

compared d’ for the extreme probability targets (10% probability of jumping vs. 90% 

probability) within the first half of the Uninformed condition, the second half, and the 

entire Informed condition (Figure 27). We were interested primarily in the difference in 

d’ between the high and low jump probability targets, so for viewing clarity, we 

normalize the d’ value for each high jump probability target to that of its paired low 

jump probability target d’ value. 

We found, first, in the Informed block (Figure 27, rightmost data set), that all 

twelve subjects showed lower d’ for high jump probability than for low jump probability 

targets, analogous to negative d’ slopes. This result replicates the basic d’ findings from 

Experiment 1. Second, we found that early in the Uninformed session (Figure 27, 

leftmost data set), the ratio of d’ values seemed to be random, with d’ larger for the high 
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probability target than the low probability target for 6 of 12 subjects. This again was 

similar to the findings in Experiment 1. The critical data set was late in the Uninformed 

block (Figure 27, central data set). If subjects implicitly learned the task through the 

course of Uninformed block, we should expect to see the patterns of d’ in the second half 

of the Uninformed block resembling those of the Informed block. However, this was not 

the case; 7 out of the 12 subjects had larger d’ for the high probability target late in the 

Uninformed block. Therefore, even in this version of the task in which we tried to 

optimize the chance of implicit learning prior to instruction, we found no evidence for it. 

We conclude that our modified SSD task seems to be successful at introducing 

expectations abruptly at the time when information about color-probability associations 

is explicitly provided to the subjects. Before that information is revealed, there seems to 

be little if any “contamination” by implicit learning. 
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Figure 27: Results of experiment 2 

3.4 Discussion 

These results suggest that expectations about object motion influence 

transsaccadic visual perception. We found a general change in response bias toward 

more frequent reporting of movement for presumed animate objects than for presumed 

stable objects. At the same time, there was an increase in perceptual sensitivity for 

detecting the movement of presumed stable objects. The differences between these 

effects may seem subtle, and we will discuss them first. 
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3.4.1 Expectations about object stability 

 Techniques in signal detection theory allow us to measure both the behavioral (c) 

and perceptual (d’) changes that occur due to the incorporation of priors about object 

stability. The c and d’ measures are orthogonal to each other, such that evidence for 

changes in one does not imply that there should be evidence for changes in the other 

(Golomb et al., 2014; Macmillan & Creelman, 2004). Humans are not ideal observers, so 

it is unsurprising that manipulating priors leads to a behavioral bias (Beck et al., 2012; 

Gold et al., 1999; Green & Swets, 1966). The bias varied with the priors in a logical way 

(Figure 21D): subjects favored "remained stationary" responses (positive c) for targets 

they knew had low probability of jumping and "jumped" responses (negative c) for 

targets they knew had high probability of jumping, with a smooth, significant transition 

in between. This is evidence that subjects did in fact pay attention to the information 

about color-probability relationships and adjusted their behavior accordingly. 

Perceptual changes as measured by consistent changes in d’ were found as well, in that 

subjects became more sensitive to target motion when they expected targets to remain 

stationary. In other words, jumps are detected at a higher acuity when they are rare and 

unexpected. This finding was bolstered by an identical result from analysis of 

psychometric thresholds. These effects complement research demonstrating that rare 

distractors are more salient (i.e. more distracting) than common ones (Geyer et al., 2008; 

Sayim et al., 2010). At first glance, these findings seem to contradict the standard 
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Bayesian model, which would predict that our perception is biased toward our 

expectations, meaning that jump detection should be better for expected jumps. However, 

recent computational work has shown that under assumptions of efficient coding, rare 

events can be and are detected disproportionally often even in a Bayesian framework 

(Wei & Stocker, 2015). Such effects are not explainable as a change in behavioral 

strategy. Rather, they suggest covert alterations in visual processing. We do not know 

how priors affected the visual system to yield these results, but the underlying neural 

mechanism could be studied with neuroimaging or neurophysiology. The simplest 

hypothesis about mechanism is a top-down influence in cognitive terms (Li et al., 2004; 

Supèr et al., 2001) or a frontal to parietal-occipital influence in circuit terms (Bressler et 

al., 2008; Desimone & Duncan, 1995; Miller & Cohen, 2001; Stocker & Simoncelli, 2006). 

Since subjects are more sensitive to unexpected jumps, it is only natural to ask if the 

converse is true: are subjects also more sensitive to unexpected non-jumps? This 

complementary effect would lead to elevated d’ for high jump probability targets due to 

improved detection of unexpected stability. However, we did not find any evidence for 

such an increase in d’ for targets that were expected to jump. This could be attributed to 

the fact that improved detection of non-movement across saccades seems especially 

challenging due to the various sources of noise inherent in the system, including visual 

acuity (poorer spatial localization in the periphery), motor variability (scatter of saccade 

endpoints), and unknown levels of precision between movements and internal records – 



 

109 

corollary discharge – of the movements. In other words, there are no obvious non-jumps 

in the same way that there can be obvious (i.e. large amplitude) jumps. From an 

ecological or evolutionary perspective, it may be that violations of expected stability are 

especially salient because they could represent the presence of a living entity in our 

environment of which we were not initially aware, such as a predator hiding in tall 

grass. As primates, most of our natural predators rely on stealth while hunting: being 

able to pick up on surprising movement may be more important to survival than 

detection of stability of known animate objects. 

3.4.2 d’ and c are agnostic to jump size 

Prior belief (expectation) is combined with evidence (extent of target jump) to 

yield a posterior (perception of “jumped” or “remained stationary”). However, the 

interplay between priors and evidence in our task is non-trivial. When evidence is 

strong, e.g. a 3 deg. jump, there is little chance that a subject will report anything other 

than “jumped” regardless of what the prior expectation is. When evidence is weak, e.g. a 

0.25 deg. jump, a subject is likely to base the decision primarily on the prior, while 

downplaying the evidence. Given the signal detection analysis presented in this paper, 

we are unable to tease apart the relationship between jump size and the weight placed 

on a prior. Both d’ and c are computed on a collection of data involving instances when 

the target jumps and when it remains stationary. Further, the metrics are agnostic to the 

actual jump sizes itself since all that is factored in is whether there was a jump or not 
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(Green & Swets, 1966; Macmillan & Creelman, 2004). Additional studies are needed to 

quantify how the weight placed on a prior would change on a trial-by-trial basis. 

3.4.3 Color gradient as a proxy for different types of targets in the 
world 

Real scenes consist of a great variety of objects with varying probabilities of 

movement, but as a first approximation to this natural arrangement of stimuli we used 

targets with features that were constant except along two dimensions, color and 

probability of movement. This is an extremely reduced preparation, but it allowed for 

collection of large amounts of systematically analyzable data. The concept of a thermal 

scale of colors, from blue (cooler) to red (warmer), is familiar to subjects, and the discrete 

set of 50 colors along that "heat" range provided a useful means of assigning the 

distribution of probabilities from 0.1 to 0.9. It may be that a more optimal number of 

colors could be found, but this would need to be experimentally determined and could 

vary by individual. Our basic goal was to introduce color-probability assignments that 

subjects could follow at some reasonable level of difficulty. 

3.4.4 Importance of including a delay period in the task  

Most previous studies of SSD required subjects to make a saccade reactively to a 

target that appears suddenly. We diverged from that standard procedure for two 

reasons. First, Zimmermann et al. (2013, their Figure 3) indicated that we might expect a 

non-linear relationship between viewing duration and accuracy of reports. Their results 

suggested that for shorter viewing durations (approximately 100-500 ms), the threshold 
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for transsaccadic change detection is higher, and for viewing durations above 600-700 

ms, it begins to plateau. On every trial of our task, the stimulus was present for around 

500 ms before the auditory cue was delivered, and this time window was followed by 

additional saccade latencies of ~200 ms (Figure 25A). Thus, our subjects were operating 

in the long viewing duration regime where performance was stable (Table 1, non-

significant b1). We wished to focus specifically on the effect of prior information without 

having viewing duration as a confounding variable. Second, we wanted to allow ample 

duration for the subjects to detect the color of the peripheral target and incorporate the 

prior belief into the transsaccadic expectation. Little is known about the time course of 

these cognitive factors influencing transsaccadic perception and we did not want to limit 

the processing times that could potentially be needed. 

3.4.5 Implicit learning vs explicit instruction 

Through experience, we build a representation of the things around us, and with 

that representation comes an expectation about how things behave. For example, we 

know that rocks and sticks seldom move while birds and insects may move quickly and 

frequently. These priors are not instructed to us but rather, they are learned gradually 

over time. To see clear, step-like changes in behavior, we chose to instruct the subjects 

about what their priors should be. One limitation of our study from an ecological 

perspective is that expectations induced by explicit instructions might be different from 

those arrived at during long periods of implicit learning. We found no evidence for 
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implicit learning in either our main experiment or in a follow-up experiment with a 

more reduced stimulus set meant to encourage implicit learning of priors within a single 

experimental run. Therefore, we cannot answer the question of potential differences 

between implicitly-learned and explicitly-provided expectations, and it appears that 

much longer exposure to the natural statistics of target movements will be needed to 

examine such implicit factors.  

 One motivation for testing whether our results generalize from explicit 

instruction to implicit learning is to set the stage for neurophysiological studies. The use 

of non-human animals (e.g. rhesus monkeys) would seem to preclude explicit 

instruction. It may be that the only way to incorporate priors into such subjects is 

through implicit learning. If the d' and c effects we find here carry over to the use of 

priors learned implicitly, neurophysiological study of underlying mechanisms would be 

plausible. 

3.4.6 Neural mechanisms of remapping and the roles of prediction 

Neural evidence for the incorporation of saccadic corollary discharge into visual 

analysis has been shown in the form of presaccadic remapping (Duhamel et al., 1992; 

Sommer & Wurtz, 2006b; M. M. Umeno & Goldberg, 1997; Walker & Goldberg, 1995). 

The direction of this remapping is a point of some controversy, with some evidence for a 

bias toward the saccade target (Tolias et al., 2001; Zirnsak et al., 2014; but see Figure S5 

of Sommer & Wurtz, 2006; DiTomasso et al., 2013; Neupane et al., 2013, 2014). Neurons 
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that shift their visual sensitivity parallel to the saccade may achieve a presaccadic 

sample of the region of visual space that will be occupied by the receptive field after the 

saccade. The classical view is that this "snapshot" of the presaccadic scene provides a 

prediction of the postsaccadic scene (Higgins & Rayner, 2014; Melcher & Colby, 2008b; 

Wurtz et al., 2011a). Our present results and data from previous studies suggest, 

however, that visual continuity operations access more than just discrete snapshots of 

the world (Cheng et al., 2007; Griffiths & Tenenbaum, 2006; Niemeier et al., 2003b; Vaziri 

et al., 2006). They must take into account probabilistic information and learned context 

to fully explain visual perception and behavior as we move our eyes (Pouget et al., 

2013). The frontal eye fields may contribute to such mechanisms (Crapse & Sommer, 

2008; Ostendorf et al., 2010, 2012) and are a candidate area (perhaps among many) for 

representing priors, working with them, and distributing them to earlier visual areas. 

3.5 Conclusion 

In this study, subjects performed a modified SSD task in which the color of the 

saccadic target cued the subject as to the likelihood that the target would jump during 

the saccade. We found that expectations about a target's stability influenced both 

behavior and perception. The response bias became coupled to the probability of target 

movement in the Informed trials, whereas it was independent of probability of target 

movement in the Uninformed trials. Subjects also exhibited an increase in perceptual 

sensitivity to the movement of targets that were presumed to remain stable. Movement 
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perception was unchanged, in contrast, for targets that were expected to shift 

transsaccadically. The results indicate that our perception depends not just on the visual 

information gathered before and after the eye movement but also on the prior belief 

about the behavior of the objects. Violations to transsaccadic visual continuity occur 

when objects behave in a way that is contrary to our expectations.  
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4. Integration: Whole-body visually-guided movements 
in immersive virtual reality 

Sensorimotor learning refers to improvements that occur through practice in the 

performance of sensory-guided motor behaviors. Prior studies have identified 

psychophysiological indices of learning in skilled sensorimotor tasks with a focus on 

end-point performance (score, accuracy, precision) rather than component biometric 

movements.  Here we implemented a novel marksmanship simulation task, modeled 

after Olympic Trap Shooting standards, in an immersive virtual environment. In 20 

naïve subjects, we studied the movement dynamics, changes in kinematic parameters 

through training, as well as traditional end-point performance. Precise tracking 

elucidated the ballistic and refinement phases of hand movements and head movement. 

We found systematic changes in movement dynamics that accompanied improvements 

in shot accuracy during training. While average reaction times and shot respond times 

did not change, subjects exhibited longer, slower and more precise ballistic movements, 

leading to less need for refinement and ending in better accuracy. Collectively, these 

results leverage developments in immersive virtual reality technology to demonstrate 

learning of movement dynamics and determine the relevant importance of these 

dynamics during early learning of full-body sensorimotor orienting. 
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4.1 Introduction  

There is a tight interplay between perception and action. The abilities to integrate 

information from the environment, maintain attentional focus, and swiftly formulate 

precise motor actions are central to daily life. Moreover, sensorimotor abilities are 

critical in extreme situations where success depends on the slightest of margins, such as 

combat, athletics, surgery, and law enforcement. As such, there has been a concerted 

effort from scientists and practitioners to understand the means by which individuals 

learn sensorimotor skills so that this information can be utilized in applied training 

programs to accelerate learning (Berka et al., 2010; Elliott et al., 2012; Paulus et al., 2009; 

Vidal et al., 2015).  

While considerable progress has been made towards understanding the 

psychophysiological mechanisms that enable sensorimotor learning (Schmidt & Lee, 

2011; Wolpert & Flanagan, 2016; Wolpert et al., 1995), most real-world actions like 

catching a baseball or shooting a moving target, are extremely complex, making it 

difficult to model the full range processes that encompass the perception-action cycle 

(Berka et al., 2010; Elliott et al., 2011). Recent advances in immersive virtual reality (VR), 

however, have unlocked new means by which to perform realistic sensorimotor tasks 

and capture granular information about the full gamut of visual, motor, and cognitive 

processes that underlie performance (Adamovich et al., 2009; Bideau et al., 2010; 

Goldberg et al., 2014; Wright, 2014). The overall goals of this study are to use the novel 
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technical capabilities of immersive VR to better understand how people learn complex 

sensorimotor orienting. 

The purpose of learning sensorimotor skills is to master the ability to produce, 

and consistently reproduce, goal-oriented movements that are specific to the task at 

hand (Vidal et al., 2015). Whether this involves returning an overhand serve or putting 

on a pair of pants, a motor plan must be implemented and adjusted based on sensory 

feedback that can arise from many different sources. Vision, audition, proprioception, 

and tactile sensation are the main sources of information about body position and 

movement. Input from these senses allow for adjustments that modify movements based 

on the correspondence between actual and desired states (Schmidt & Wrisberg, 2000; 

Stein & Stanford, 2008). Resulting movements can be ballistic, such as pointing gestures 

that involve spontaneous propulsion of the limbs, or they can be feedback-moderated 

(Desmurget & Grafton, 2000; Elliott et al., 2001, 2010; Urbin et al., 2011). While feedback-

moderated movements often start as ballistic, they are frequently adjusted by feedback 

later in the movement trajectory, or at other specific points in the perception-action cycle 

(Meyer et al., 1990). For long movements, and as per Fitts’ law, there is a balance 

between pre-programmed ballistic movements and feedback-mediated refinements 

(Klapp, 1975; Kopper et al., 2010). When visual feedback is available, the kinematics of 

movement typically change so that movements are made at reduced speeds with more 

time spent refining movement trajectories (Heath, 2005; Khan et al., 2002). Similarly, 
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practice and repetition lead to further refinements in the movement dynamics, with less 

need for visual guidance (Khan & Franks, 2003). Learning new visually-mediated skills 

requires balancing the time-accuracy tradeoff between moving quickly while incurring 

larger movement errors or delaying movement in favor of formulating a more refined 

motor plan (Gritsenko & Kalaska, 2010; Telgen et al., 2014).  

4.1.1 The task  

The specific task in our study is marksmanship, the act of precision shooting 

using a projectile weapon. From a psychophysiological perspective, marksmanship is 

compelling because it involves complex psychomotor skills that demand high mental 

and physical coordination, and thus it has been the focus of many prior studies (Berka et 

al., 2008; Causer et al., 2010; Goodman et al., 2009; Hatfield et al., 2004; Janelle & 

Hatfield, 2008). Historically, end-point measures, such as shot precision and timed 

shooting scores have been studied (Chung et al., 2011; Mason et al., 1990; Tremayne & 

Barry, 2001), but in recent years there has been increasing use of psychophysiological 

monitoring approaches that include heart rate monitoring (Konttinen et al., 1998), EEG 

(Berka et al., 2010), galvanic skin response (Hall & Hardy, 1991; Tremayne & Barry, 

2001), trigger pressure (Chung et al., 2006), and eye movements (Causer et al., 2010). 

Despite these efforts, understanding the explicit combination of optimized processes 

that lead to success is an elusive goal. The main challenges are to quantify the numerous 
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physiological actions and neural mechanisms marshaled in such a complex task and to 

obtain dynamic measures of performance in an ecologically valid context.  

Trap shooting provides a unique task in which marksmanship meets full-body 

orienting. Participants must accurately align their gun to prepare for the launch of a clay 

pigeon target, then upon release, track the moving target before pulling the trigger at an 

optimal time to intercept the pigeon that is moving away from them at speeds up to 100 

km/h. Targets are propelled in different directions away from the shooter, who is 

allowed two shots. The probability of hitting the target reduces with time as the shotgun 

cluster becomes more dispersed and the angular size of the targets decreases. As such, 

rapid orienting is crucial, and a balance must be struck between quick and accurate 

movements (Causer et al., 2010; Mononen et al., 2003, 2007). 

4.1.2 Using virtual reality 

How can this psychophysically attractive task be studied rigorously? Laboratory 

experiments provide excellent experimental control, but often at the expense of natural 

whole-body movements (Banaji & Crowder, 1989; Ingram & Wolpert, 2011). Virtual 

reality bridges this gap and combines the rigor of the laboratory with the ecological 

validity of a natural setting and actions (Dombeck & Reiser, 2012; Parsons, 2015). 

Training in VR has been shown to translate successfully to the real-world for tasks such 

as procedure learning (Ragan et al., 2010), motor learning (Mendes et al., 2012) and 

minimally invasive surgery (Seymour et al., 2002). In addition, fully immersive CAVE 
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VR systems allow users to experience simulations in a physically realistic setting while 

making whole body motions (Cruz-Neira et al., 1993).  For psychomotor learning, 

immersive VR offers the benefit of total control of many parameters of the task, as the 

system can calculate precise timings and positions from multiple body-mounted 

trackers. Through 6 degrees of freedom motion tracking of the head and hand, it is 

possible to reconstruct the movement dynamics of a psychomotor task with sub-

millimeter precision and with a high temporal rate. 

In light of the important role that sensorimotor dynamics play in skill acquisition 

and the valuable contribution that VR can provide to this endeavor, we designed a 

precisely controlled simulated marksmanship task and carried out experiments in the 

Duke immersive Virtual Environment (http://virtualreality.duke.edu/). The task was 

modeled on the Olympic Trap Shooting prototype and modified for VR. We asked 

whether subjects could improve their performance in the task with training and, if so, 

which changes in sensorimotor dynamics accompanied learning. We found that subjects 

did experience steady learning, even in a single session. The primary concomitants of 

learning were refinements in the dynamics of the aiming movement, and particularly 

longer and more precise ballistic movements. The results have implications for both the 

improvement of complex skills training and the scope of psychophysics achievable with 

VR. 
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4.2 Method 

4.2.1 Participants 

Twenty individuals participated in the study (14 males). Participant ages ranged 

from 18 – 52 yrs (mean +/- SD = 24.9 +/- 8.8 yrs) with 8 individuals reporting some form 

of VR experience, whether it was with a CAVE-type system or head-mounted displays. 

All subjects voluntarily participated, without compensation, under an experimental 

protocol approved by Duke University’s Institutional Review Board [D0124].  

4.2.2 Apparatus 

The experiment was conducted in the Duke Immersive Virtual Environment, 

which is a high-fidelity CAVE-like system (Cruz-Neira et al., 1993). Subjects stood in the 

center of the 3m x 3m x 3m cube projection room, facing the front wall. Grid lines were 

added to the ground to give subjects a sense of depth and perspective. An Intersense IS-

900 system (http://www.intersense.com/pages/20/14) was used to track head and hand 

movements, both of which had 6 degrees of freedom. Projectors were run at 120Hz and 

provided a total resolution of 1920x1920 pixels per wall within the cave. Shutter glasses 

were used to provide stereoscopic graphics and the effective frame rate for each eye was 

60 Hz.  Subjects held a controller in their dominant hand and stabilized it with their 

other hand mimicking a “pistol grip”. From the controller, a virtual red ray extended out 

into the distance (Figure 28A). Through this report, we shall refer to the Controller as the 
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device physically held by the subject and the Ray as the virtually-projected pointer used 

to aim and intercept targets.  

4.2.3 Software and data collection 

The simulation software was written in C++ and OpenGL, and utilized the VR 

library ‘Syzygy’ (Schaeffer & Goudeseune, 2003; Woo et al., 1999). The frame rate of 

projectors was locked to 60 Hz per eye. All ray and controller movements were also 

sampled at 60 Hz. Online, the path of the target and the movement of the ray were 

interpolated to 20 divisions between two consecutive frames to ensure that any target 

interceptions that occurred in between samples were accurately characterized. 

4.2.4 Dynamic Target Acquisition Task 

We modeled this dynamic target acquisition task on the International Sport 

Shooting Trap event (Official Statutes Rules and Regulations, 2013). Keeping much of the 

realistic feel, we adapted the paradigm for the virtual environment. In prior work, this 

task was tested while manipulating the frame rates and image persistence (Zielinski et 

al., 2016). The details of the task are explained below. In brief, the goal on a given trial 

was to acquire and shoot a target that was launched from behind a rectangular trap 

house and projected away from the subject.  

To start a trial, subject would point the ray at the trap house, which was 

represented as a rectangle on the ground 54 ft. in front of the subject (Figure 28A). After 

500 ms, the trap house changed color from red to green and a variable holding period 



 

123 

began (500 ms to 1000 ms). If the ray left the trap house during the holding period, the 

delay timer was reset and did not start begin again until the ray returned to the trap 

house. Given a successful holding period, a target trap, represented as an orange sphere 

of radius 1.0 ft., was launched in one of 10 possible trajectories (Figure 28B). These paths 

were composed of 5 horizontal directions relative to the center of the trap house (-45°, -

30°, 0°, 30°, 45°) and 2 elevations (25.17°, 12.95°) relative to the ground plane. At a 

distance of 195 ft. from the trap house, the target would be considered “out of range” 

and could no longer be hit. This was done to mimic realistic trap shooting in which, at a 

far distance, the shotgun pellets do not have enough force to break the clay targets. In 

the upper elevation, this corresponded to 1.80 sec after which the target would turn from 

orange-to-red. In the lower elevation, the target remained in range for the full flight of 

the trap, which would disappear below the plane of the ground after 1.33 sec. All targets 

had a speed of 95.34 ft./sec and the physics of motion incorporated gravitational pull, air 

resistance, and lift force that were design to mimic realistic flight times, trajectories and 

distances observed in real trap events (Official Statutes Rules and Regulations, 2013).  
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Figure 28: Task design and example of shot clustering 
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After the target was launched, subjects aimed the ray at the moving target and 

pressed the trigger button on the controller to acquire the target, thereby “shooting” the 

trap. Figure 28C shows illustrations of each of the 10 possible target trajectories are 

shown in orange along with a sample of one subject’s aiming movements for each 

trajectory in blue. Targets were launched from the top edge of the trap house, which was 

initially 5° below the horizontal plane of the ray. On each trial, the subject was allowed 

up to 2 attempts to hit the target. In Figure 28D shows the distribution of Shot 1 (filled 

red) and Shot 2 (filled blue) attempts for a single subject. Principal component analysis 

was used to construct the ellipses around the data indicating 95% confidence limits 

(Messier & Kalaska, 1999). At the time of the shot attempt, if the ray was contacting the 

target, the target would visually shatter, an auditory shattering sound would be heard, 

and the trial would immediately terminate and be counted as a success. If the target was 

not successfully acquired within the allotted time, or within the two shot attempts, the 

target continued its trajectory and disappeared upon passing beneath the plane of the 

ground. For both shot attempts, regardless of shot outcome, the trigger press would 

elicit a “click” sound. On a given trial, any trigger presses attempted after the first two 

would not produce any sound. At the end of each trial, and when participants were 

ready to initiate the next trial, they placed the ray back over the trap house and the shot 

sequence described above was repeated. 
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Performance data was analyzed through measurement of Shot 1 Accuracy (hits or 

misses) and Response Times (elapsed time from trap launch to Shot 1). Trial Success was 

also registered by aggregating over both shot attempts in a given trial. Shots taken while 

the targets were “in range” were analyzed for accuracy, while data for shots taken when 

the targets were out of range were stored, but not analyzed for this report. Given the mix 

of two left-handed and eighteen right-handed participants, target directions were 

flipped across the vertical meridian to match the convention of the right-handed 

majority. As such, the five target directions, spanning leftward-to-rightward, are 

referred to as Far Contralateral, Contralateral, Center, Ipsilateral, and Far Ipsilateral, 

with reference to the hand holding the controller.  

Each subject performed 7 blocks of 50 trials each. All 10 target-trajectories were 

presented 5 times within each block in a randomized manner. On average, subjects took 

187.20 +/- 15 sec to complete each block. To allow for an adequate period of rest between 

blocks, all subjects performed the experiment in pairs. While one participant was 

performing the task, the other was taking a break. The pairs alternated performing the 

blocks through the session thereby mitigating fatigue experienced through the study. 

The subject that was not actively performing the task sat outside of the VR CAVE and 

was not able to observe the other participant as they performed the task.  
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4.2.5 Movement analyses 

Movements were calculated in 3 separate coordinate frames. The direction the 

ray was pointed in, as well as the rotations of the head, were computed in independent 

spherical coordinates and the movement of the controller was measured in Cartesian 

space.  

Rotational speed was computed as the angular displacement of the ray between 

successive frames. Through this report, we refer to it as Ray Rotation (RR). Raw speeds 

were passed through a third order low-pass FIR filter, cutting off at 0.2 of the 

normalized frequency. Acceleration was computed on the filtered speed trace and no 

additional filtering was performed on the acceleration. Offline, both the velocity and 

acceleration were linearly interpolated from 60Hz to 1000 Hz. Figure 29 illustrates the 

rotational speed and acceleration for an example trial along with several time 

demarcations calculated from the movement and shot actions. For each trial, the 

momentary Peak Speed was calculated as the highest point in the trace, which also 

corresponds to the zero crossing in the acceleration trace. Reaction Time was derived by 

stepping earlier in time from Peak Speed to find the sample corresponding to 5% of the 

peak (Chua & Elliott, 1993; Donkelaar & Franks, 1991). Stepping forward in time from 

the Peak Speed, a point was marked when the acceleration came close to making a zero 

crossing indicating the end of the deceleration (threshold 5% of the peak). 



 

128 

 

Figure 29: Single speed trace, movement parameters and two phases 

The entire movement is separated into two phases – a Ballistic phase and a 

Refinement phase (Elliott et al., 2001). The ballistic phase is defined from the onset of 

movement (Reaction Time), the acceleration phase, till the end of the deceleration phase 

(Abrams et al., 1990; Meyer et al., 1988). The refinement phase begins at the end of the 

ballistic phase and ends when the first shot is taken (Beggs & Howarth, 1972; Crossman 

& Goodeve, 1983; Meyer et al., 1988, 1990). The ballistic phase can further be dissected 

into two segments – rise and fall. The rise time is the time taken to reach Peak Speed 
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after the Reaction Time. The fall time is time taken to terminate the ballistic phase after 

Peak Speed was attained.  

In addition to the rotation of the ray, there was translational movement of the 

controller that the subjects held in their hand. This Cartesian motion is referred to as 

Controller Translation (CT) through this report. The same metrics of movement that were 

computed in angular coordinates were computed in linear coordinates. The onsets of 

movement, times of peak speed, and end of ballistic phases occurred at roughly the 

same times. Though highly correlated, there was some variability across each trial. 

Angular error was calculated through the course of the movement in a trial. This 

error was defined as the angle between the directional point of the ray and the direction 

between the controller and the target. Here, we report the instantaneous angular error at 

the end of the ballistic phase, which is a snapshot during a trail.  

The movement of the subject’s head was also tracked and the rotational velocity 

of head movements was computed on a trial-by-trial basis. Head Rotation (HR) was 

calculated in the same manner as Ray Rotation, but was not split in ballistic and 

refinement phases. Translational head movements were calculated in Cartesian space, 

but these movements were very minimal and are not discussed in this report due to 

their negligible contributions.  
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4.2.6 Statistics 

 Trials were excluded if subjects did not take a single shot or took the first shot 

when the target was out of range (120 trials, 1.86 %). Trials were also excluded if subjects 

initiated movements too quickly, less than 16.667 ms (13 trials, 0.19 %), or did not leave 

the trap house for the duration of the trial (7 trials, 0.01 %).  

We ran a 3-way Repeated Measures Analysis of Variance (ANOVA) with factors 

being the 2 target elevations (Elevation), 5 target directions (Direction) and 7 blocks 

(Blocks). Data was tested for sphericity and whenever the assumption was violated, the 

Greenhouse-Geiser correction on the degrees of freedom was used. In the figures 

presented in the Results section, traces are averages across subjects just for visualization 

purposes. The statistical analyses of these effects were always performed using the 

within-subjects ANOVA.  

There were many trials in which a second shot was not taken, resulting in several 

conditions in which no second shots were recorded. This could happen in cases where 

the first shot was successful rendering the second shot unnecessary, or if the second shot 

was only attempted when the target was out of range. Because there were a high 

percentage of trials, 62.6%, in which Shot 2 was not attempted, and these were not 

uniform across the 10 target trajectories, we focus our analysis efforts on Shot 1 attempts 

and overall trial successes. 
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4.3 Results 

 Behavioral data collected during this simulated marksmanship task comprises 

both traditional measures of shot accuracy and response times, as well as novel high-

precision information about the movement dynamics that transpire over the course of a 

shot attempt. In the following sections we present first the results describing shot 

accuracy, followed by results describing the changes in movement dynamics observed 

through Blocks.  

4.3.1 Shot accuracy 

Across the 20 subjects, each individual performed 7 blocks of 50 trials leading to 

7000 total trials in the study. As per the criteria stated in Methods section above, a total 

of 140 trials were excluded resulting in 6860 Shot 1 attempts and 2568 Shot 2 attempts. 

Of these, accuracy on Shot 1 was 41.2% and accuracy on Shot 2 was 30.7% (Figure 30). If 

either Shot 1 or Shot 2 was a hit, the trial was counted as a success, resulting in an 

overall Trial Success of 52.5%.  
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Figure 30: Mean accuracy with individual subject accuracy 

Separate 2 x 5 x 7 (Elevation x Direction x Block) ANOVAs performed on the 

accuracy of Shot 1 (Figure 31A) and Trial Success (Figure 31B) revealed main effects of 

Elevation on both Shot 1 Accuracy [F(1,19) = 9.288, p < .01] and Trial Success [F(1,19) = 

7.760, p < .05]. Subjects performed with better accuracy in the lower elevation on Shot 1, 

but when considering both shots together, subjects performed better in the upper 

elevation. There was also a significant main effect of Direction on Shot 1 [F(4,76) = 

21.010, p < .001] and Trial Success [F(4,76) = 25.684, p < .001] with the best performance in 

the central trajectory and decreasing accuracy at greater eccentricities. For both these 
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metrics of shooting accuracy, there was a significant interaction between Elevation and 

Direction (Shot 1: [F(4,76) = 3.394, p = < .05], Trial Success: [F(4,76) = 3.384, p = .05]). 

When considering Shot 1, accuracy was significantly better in the low elevation for the 

central (p < .001) and near ipsilateral (p < .05) directions, and was not different between 

elevations in the other three directions. With regard to Trial Success, there was no 

difference between elevations except for the far contralateral (p < .05) and far ipsilateral 

(p < .001) directions, where in performance was better for the upper elevation.  

 

Figure 31: Accuracy across elevations and directions 

As illustrated in Figure 32, there was a main effect of Block on both Shot 1 

Accuracy [F(6,114) = 7.617, p < .001] and Trial Success [F(6,114) = 16.167, p < .001]. Across 

the 7 blocks, subjects showed a significant linear improvement (within-subjects contrasts 

for both, p < .001; no significant 2nd or 3rd order polynomial terms). There was no 

difference between the number of shots taken across blocks for Shot 1 [F(6,133) = 1.25, p 
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= .286] or for Shot 2 [F(6,133) = 0.56, p = .765] implying that increased performance is 

largely attributed to higher efficiency and accuracy, not greater number of shots taken. 

There was no interaction of Elevation or Direction with Block on Shot 1 accuracy 

(Elevation: [F(6,114) = .395, p = .881], Direction: [F(24,456) = 1.329, p = .138]) or Trial 

Success (Elevation: [F(6,114) = .304, p = .934], Direction: [F(6,114) = .304, p = .138]) 

indicating that learning was uniform across trajectories. 

 

Figure 32: Accuracy cross blocks for Shot 1 and Trial Success 

4.3.2 Movement dynamics 

To understand changes in movement dynamics that occur over blocks, three 

types of movements were analyzed. The first two correspond to movements of the hand 

that are split into Ray Rotation (RR) and Controller Translation (CT). The third type of 

movement was Head Rotation (HR). For each of these calculations, Reaction Times were 

taken as the moment at which velocity raised above 5% of the Peak Speed, while 

Response Times were taken as the time of the first shot on that trial. The average group 
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Reaction and Response Times are shown across conditions in Figure 33A, while group 

averages across blocks are shown in Figure 33B. 

 

Figure 33: Reaction and Response Times across trajectories and blocks 

Separate 3-way ANOVAs were performed to test the main effects and 

interactions of Elevation, Direction and Block on the RR, CT, and HR Reaction Time 

measures, as well as Response Times. For all three measures of Reaction Time, there 

were significant main effects of Direction (RR: [F(4,76) = 17.639, p < .001]; CT: [F(4,76) = 

8.818, p < .001]; HR: [F(4,76)  = 5.132, p < .001]).  In each case the initiation of movement 

was slowest in the central direction and fastest in the ipsilateral direction. There was no 

main effect of Elevation on any of the Reaction Time measures (RR: [F(1,19) = 0.049, p = 

.827]; CT: [F(1,19) = 0.211, p = .651]; HR: [F(1,19)  = 0.070, p = .795]).  

ANOVA also revealed significant main effects of Elevation [F(1,19) = 133.656, p < 

.001] and Direction [F(4,76) = 21.010, p < .001] on the Response Time. On average, 
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subjects responded faster in the lower elevation than in the higher, while participants 

also responded significantly faster in the central direction than in the eccentric 

conditions.  

There was no main effect of Block on the Response Time [F(6,114) = 2.001, p = 

.071]. Across the population of trials, the average Response Time in the upper elevation 

was 1.14 +/- 0.19 sec and 0.99 +/- 0.14 sec in the lower elevation. There was also no main 

effect of either of the hand-based Reaction Time measures across Block (RR: [F(6,114) = 

0.701, p = .649]; CT: [F(6,114) = 0.968, p = .450]). There was, however, a significant 

slowing of Reaction Time as measured by the onset of head rotation [F(6,114) = 4.448, p < 

.001]. These analyses revealed that subjects initiated movement and acquired the target 

faster when the target followed the Center trajectory.  

4.3.3 Speed traces through blocks  

Peak RR velocities differed significantly by Elevation [F(1,19) = 14.811, p < .001] 

and Direction [F(4,76) = 259.593, p < .001] with higher velocities in the upper Elevation 

and for more eccentric trajectory Directions. In addition, the more eccentric trajectories 

had higher speeds at the Time the Ballistic Phase ended. There was a main effect of 

Block on the Time the Ballistic Phase Ends (filled circles in Figure 34) when computed on 

the RR speed [F(6,114) = 8.126, p < .001]. The Duration of the Rising Phase in velocity in 

the ballistic phase did not change with Blocks [F(6,114) = .943, p = .467] and neither did 

the Peak Speed [F(6,114) = .363, p = .901]. However, the Duration of the Falling Phase in 
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RR speed shortened through Blocks [F(6,114) = 5.863, p < .001]. With these variables, 

there was no interaction between Elevation and Direction with Block.  

 

Figure 34: Ray rotational velocity traces 

Similar movement patterns were also observed in CT measurements across 

blocks, with an additional reduction in CT Peak Speeds (Figure 35). Controller 

Translational speed traces pooled across subjects and averaged. Layout mimics Figure 

34. ANOVAs performed across Elevation and Direction revealed main effects of Peak 

Speed (Elevation: [F(1,19) = 52.435, p < .001]; Direction: [F(4,76) = 211.322, p < .001]) 

following the same trend observed from RR speeds with lower speeds in the center 

trajectory and in the lower elevation. Though the course of Blocks, the Peak Speeds 

significantly reduced [F(6,114) = 5.608, p < .001] and so did the Time the Ballistic Phase 

Ends [F(6,114) = 3.216, p < .01]. 
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Figure 35: Controller translation speed traces 

As seen in Figure 36, the RR speed at the End of the Ballistic Phase [F(6,114) = 

8.126, p < .001] and the RR speed at the Response Time [F(6,114) = 9.227, p < .001] 

reduced through Blocks. Further, the CT Peak Speed [F(6,114) = 5.608, p < .001], the CT 

speed at the End of the Ballistic Phase [F(6,114) = 3.216, p < .01], and the CT speed at the 

Response Time, all decreased through block.  
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Figure 36: Decreases in movement parameters through blocks 

4.3.4 Duration of phases 

While there were no significant changes across blocks in the RR and CT Reaction 

Time, or in the Response Time, there was a tradeoff between the Duration of the Ballistic 

Phase and the Duration of the Refinement Phase (Figure 37). ANOVAs showed a main 

effect of Block on both duration metrics corresponding to RR and CT changes. Ballistic 

phase increased through Blocks (RR: [F(6,114) = 5.836, p < .001], CT: [F(6,114) = 2.860, p < 

.05) and conversely, the Duration of the Refinement Phase decreased (RR: [F(6,114) = 

7.374, p < .01], CT: [F(6,114) = 3.216, p < .01]). The ballistic duration as measured from RR 

speeds were longer than those measured from CT ones owing to later Reaction Times 

(Wilcoxon Signed-Rank, p < .001), but this is compensated for by shorter durations of the 

refinement phase (Wilcoxon Signed-Rank, p < .001). Not only were the ballistic phases 

elongated in time, the movements became more accurate. The Angular Errors at the end 
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of the ballistic phases significantly reduced through Blocks (RR: [F(6,114) = 9.703, p < 

.001], CT: [F(6,114) = 6.365, p < .001]).  

 

Figure 37: Trade-offs in ballistic and refinement phases 

4.3.5 Head rotation changes 

As observed with the changes in hand/arm movement dynamics, similar changes 

were observed in the rotational dynamics of head movements through the course of the 

session. Shown in Figure 38, the peak speed of head rotation [F(6,114) = 12.013, p < .001], 

and the total angular rotation of the head [F(6,114) = 11.496, p < .001], decreased through 

blocks. 
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Figure 38: Changes in head rotation parameters 

4.4 Discussion 

Sensory guided motor orienting actions are one of the most common and 

important operations that humans perform. Since the turn of the 20th century when 

Woodsworth (1899) began testing the psychometric properties of voluntary movements, 

there has been considerable interest in understanding the mechanisms by which 

individuals perform and gain proficiency at skilled movements. In recent years these 

efforts have been greatly aided by new technology, and in particular, immersive VR 

which allows for both the precise tracking of movement dynamics and the rigorous 

implementation of naturalistic tasks that capture the challenges of real-world activities. 

The current study continued this spirit of technical innovation by testing sensorimotor 

performance during a simulated marksmanship task, modeled after Olympic Trap 

shooting and deployed in a fully-immersive virtual environment. As targets were 

launched away, subjects used a hand-held controller to track and acquire them. During 
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this simulation we tracked hand and head movements, along with end-point 

performance, to characterize motor dynamics during the entire motion of a trial. 

Through the course of a practice session, we observed that while hand movement 

Reaction Times and Shot Response Times didn’t change, parameters of the movement 

dynamics did. Specifically, the ballistic phase of movement became longer, slower and 

ended closer to the actual target. The refinement phases consequently became shorter 

and shots were taken at lower speeds. As such, this experimental approach provides rich 

information about motor learning in an environment that mimics an ecologically valid 

setting while preserving the high-fidelity control needed for experimentation.  

4.4.1 Sensorimotor learning reflected by changes in movement 
dynamics 

Psychometric studies in which learning is measured through quantitative 

movement analysis have revealed regularities at the behavioral level suggesting 

organizational principles for learning (Diamond et al., 2015; Pruszynski & Scott, 2012; 

see Wolpert & Flanagan, 2016). Reinforcement learning models revolve around the 

stringing of motor routines that allow humans to quickly adapt their movements to 

variations of the situation without the need to re-learn complete movements (Mechner, 

1995; Schmidt & Wrisberg, 2000). As Vidal points out, “humans are able to detect their 

errors very quickly and (in most of the cases) are fast enough to correct them before they 

result in an overt failure” (Vidal et al., 2015). This has important implications for where 

feedback can alter the ballistic/refinement dynamics. 
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The current findings indicate that through the course of practice, novice 

participants show dramatic clarification in their movement dynamic. The observation 

that these changes are most strongly reflected in the balance of ballistic versus 

refinement movements, points to this inflection as a key stage wherein visual feedback 

can alter performance and guide learning. Further, we observe that the Peak Speed of 

movement and the fall time decreased through training for all target trajectories. These 

findings indicate that with practice, subjects execute more stable movements with less 

acceleration and more deceleration.  

The rate of learning if often modeled using a power law curve, or exponential 

curve, where the earliest phase of training is marked by an almost linear increase 

followed by a plateauing of the learning rate (Heathcote et al., 2000; Newell & 

Rosenbloom, 1981). In this study, we predominantly found linear improvements in Shot 

1 Success Rate and Trial Success (see Figure 5 and associated text). Had we continued 

testing past seven blocks, we would expect to start observing non-linear changes with 

less improvement in each subsequent block. We found little interactions of Elevation 

and Direction with Block indicating that, though performance differed across the 

horizontal trajectories and vertical elevations, learning was uniform. This could also 

stem from the fact that learning was linear during the experiment and perhaps, longer 

experimental sessions would begin to show significant interactions. 
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Arm, head and eye movements need to be coordinated as visual information is 

transformed into motor output (Hayhoe et al., 2003). Movement of the eyes and head 

create additional spatial and temporal uncertainty that would lead to errors in 

movement. Though eye movements were not recorded, our results show that, through 

training, the Peak Speed of the head decreased and so did the total angular rotation of 

the head. This is consistent with prior work showing the importance of steady vision 

during marksmanship and other coordinated interception tasks (Causer et al., 2010; 

Land & McLeod, 2000; Mann et al., 2011).  

4.4.2 Limitations 

On roughly 60% of the trials, subjects did not take a second shot (Shot 2). Thus, 

we did not perform any Repeated Measures ANOVAs on Shot 2 alone. Rather, we 

included Shot 2 within the measure of Trial Success (see Methods). There were 

additional difficulties in interpreting the success of Shot 2. Metrics such as Reaction 

Time, Peak Speed, Duration of Ballistic and Refinement phases, and others, have a 

significant influence on the outcome of Shot 1. But their tie to the outcome of Shot 2 has 

a degree of separation further involving metrics that should be computed after Shot 1 

was taken. To best assess the factors influencing the outcome of Shot 2, further analysis 

is needed focusing on the kinematic variables measured after Shot 1 occurs. Future work 

would include extending the duration of the target flight, beyond what is typically 

observed in real competitions, which would allow subjects more opportunity to take a 
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second shot. Including a greater number of trials, would allow for a more in-depth 

analysis into the components of corrective behavior. 

There were ten target trajectories and through the course of the experiment, 

subjects saw the same set of trajectories. Knowing that differing trajectories have 

differing perceived difficulty and might lead to distinct interception strategies, we 

maintained the same set of trajectories to allow for comparison at various time points 

within a single block and across blocks. Further, increased repetitions of trials would 

improve power and validity of statistics. Thus, part of the learning that we observe 

could be attributed to refining a motor plan corresponding to the specific trajectory 

while part of the learning could be what is generalized to dynamic target acquisition as a 

whole. Given our experimental paradigm, it is hard to dissociate the two because there 

was no distinction between a ‘training’ and ‘testing’ set of target trajectories. Future 

work will include longer experimental sessions with interleaved novel trajectories to test 

the facets of learning that transcends the learnt motor plan for a specific trajectory. Gains 

seen during training sometimes do not carry into alternate conditions (Pearson et al., 

2010). However, this is highly dependent on the type of perturbation and we can expect 

that since the strategy of the interception movements would remain about the same, 

there would be carry over into novel trajectories (Krakauer & Mazzoni, 2011; Liu et al., 

2011). 
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4.4.3 More naturalistic environments 

Though the paradigm used in this study mimics much of the features of real trap 

shooting, there are still gaps between the task and reality. Changes could take the form 

of improving the background scenes, utilizing a more realistic shotgun device as 

compared to the hand-held controller, removing the Ray from the view of the subjects, 

and adding naturalistic physical spreads of shotgun pellets. Given the differences within 

the virtual environment, any participant, novice or expert, would have to learn to 

perform the mechanics of the task in VR, in addition to the sensorimotor learning 

undergone through training. These two facets of learning are currently intertwined. 

Future work would address improving the link between VR and reality which would 

help refine the type of learning observed during training as well as aid in evaluating the 

efficacies of training within VR and the translation to a natural setting. 
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5. General Discussion and Future Directions 

The purpose of this set of studies was to establish how low-level circuits and 

higher-level cognitive priors influence visuomotor integration and, through novel 

immersive virtual reality technology, to lay the foundation for moving such studies into 

well-controlled, naturalistic contexts. First, I found that a neuromorphic, circuit-inspired 

model recapitulated the phenomenon of presaccadic remapping as found 

electrophysiologically. It helped to explain the single-unit and ensemble neural activity 

and made predictions for new studies to explore its circuit basis in the brain. Second, I 

found that cognitive priors – expectations about the behavior of external objects – have a 

striking impact on the percept of visual continuity across saccades. Whether you detect 

something as stable or moving as you make saccades depends on how you expect the 

object to behave, and the mechanisms are at the level of visual sensitivity (d’). Third, I 

found that full-body visuomotor integration can be studied precisely in immersive 

virtual reality. In our novel marksmanship task, examination of movement dynamics 

revealed a tradeoff in ballistic vs. refinement stages of action that accompanied 

improvements in performance through training. Taken together, the work provides 

novel insights into natural perception-action cycles of human performance that could 

inform new generations of neural engineering approaches. 



 

148 

5.1 Applying engineering principles 

Real-world visuomotor behavior is complex. Stimuli, in all its sensory modalities, 

are uncontrolled and interactions can take many forms. Though we hope to determine 

the computations underlying observe outputs, we are stuck with an inverse problem 

that is intractable. As engineers, we are trained to reduce such problems to simpler 

forms that retain the essential components but can be examined systematically and 

described quantitatively. Saccades provide a reduced workspace of two-dimensional 

movements and single solutions of trajectories from one fixational point A to another 

fixational point B. In both the modeling (Chapter 2) and oculomotor psychophysics 

(Chapter 3) work, we have simplified the problem of into tractable forms to rigorously 

test our hypothesis. After studying the reduced form of transaccadic visuomotor 

coordination, we returned to the full scale of the original problem of whole-body 

orienting (Chapter 4). Again, we made necessary assumptions to simplify the 

environment and to that end, used a cutting-edge immersive virtual reality room, the 

DiVE, to create exactly reproducible naturalistic stimuli. 

The brain is a dynamical system, processes are time-varying, and neuron-neuron 

interactions are highly non-linear. Due to constraints in computational power, modeling 

the brain in all its complexity is simply not feasible. We constrained our neural network 

model in three specific ways in order to produce a solution that yielded meaningful 

conclusions. First, we used a firing-rate model of neurons. We were interested in the 
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emergent properties of circuits so our model gave up the biophysical properties of 

individual neuron in favor of simulating entire brain regions. Second, though natural 

visual stimuli have many dimensions of features (e.g. position, color, shape, size, 

texture, etc.), the only feature our model retained was position. The dorsal visual stream 

is colloquially known as the “where” pathway since the majority of the neural responses 

correspond to spatial reference frames rather than the identities of the objects 

themselves. Thus, we felt this reduction was justified and in keeping with the biology. 

Third, our initial construction of the network was a purely-feedforward one. Rather than 

focusing on the time-varying nature of neural activity, we first focused on the 

computations that occur in integrating multiple sources of information. Given an 

understanding of those computations, we modified the network to include recurrent 

connection so we could begin to study the temporal dynamics involved in presaccadic 

remapping. By incrementally increasing the complexity of our model, the results were 

easily interpretable and made important predictions for future electrophysiological 

experiments.  

5.2 Role of inhibitory neurons in remapping 

My circuit-based model of the visuosaccadic system (Chapter 2) succeeded in 

providing a robot with useful visual stability despite saccades, and demonstrated that 

presaccadic remapping plays a critical role in preserving coordinate frame 

transformations when a predictive variable (here, eye position updates) come into play. 
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But the neural network sheets used in the model provide only a first-order 

approximation of the cerebral cortical sheets of the primate brain. Still needed, for 

example, is the incorporation of inhibitory interneurons in addition to excitatory 

neurons, and the introduction of cross-layer microcircuits. Such neurophysiological 

detail seems to be an important factor in the generation of remapping in the primate 

brain. Shin and Sommer (2012) isolated inhibitory and excitatory neurons in the 

macaque FEF and compared remapping in its layers IV (input) and layer V (output). Etc. 

Shin and Sommer (2012) studied the contribution of FEF layer IV neurons to 

remapping by identifying them through orthodromic activation from the SC and testing 

them on the same experimental tasks of Sommer and Wurtz (2006). As a point of 

comparison, they ran the same tests on output neurons of layer V in FEF as identified by 

antidromic activation from the SC. An important analysis was to distinguish between 

the putative cell types of the layer IV neurons. Unlike layer V corticotectal neurons that 

are entirely excitatory (pyramidal), neurons in layer IV can be either excitatory or 

inhibitory; both cell classes are present in layer IV and receive thalamic input (Benevento 

& Fallon, 1975; Giguere & Goldman-Rakic, 1988; Goldman-Rakic & Porrino, 1985). Using 

analyses of action potential width (Chen et al., 2008; Cohen et al., 2009; Constantinidis & 

Goldman-Rakic, 2002; Song & McPeek, 2010), with the known layer V pyramidals 

serving as a reference set of known excitatory neurons, Shin and Sommer (2012) 
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segregated the layer IV neurons into putative excitatory and inhibitory neurons, with a 

small class of neurons that were indeterminate (“ambiguous” neurons).  

Shin and Sommer (2012) found that many of the FEF layer V neurons exhibited 

full remapping (i.e., a presaccadic decrease in visual sensitivity at the receptive field 

coupled with an increase at the future field), but none of the layer IV cell classes did. The 

layer IV putative excitatory neurons increased their sensitivity at the receptive field just 

before a saccade but did not remap to the future field. The layer IV ambiguous neurons 

did remap – they increased their sensitivity at the future field just before a saccade – but 

without a concomitant decrease at the receptive field. The putative inhibitory neurons 

showed no modulation in visual sensitivity at all. The overall conclusion was that 

“pieces” of remapping were distributed across cell types in FEF layer IV, as if full 

remapping were in an early stage of assembly. 

 In our network model, we made no restrictions on what the weights of the 

connections could be. A single neuron could send excitatory projections to one set of 

neurons and inhibitory projections to another. One could constrain the weights of a 

neuron as per Dale’s principle such that each one has either an excitatory or inhibitory 

effect. Investigation and selective manipulation of subsets of neurons from that point 

would yield insights in the roles of each sub-group on the process of remapping, and 

could lead to a more neuromorphic model even at the level of microcircuitry between 

and within FEF layers.  
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 Every connection within the network was “all-to-all.” Visual neurons have 

specific anatomical connectivity that constrains their receptive field, however, so an all-

to-all connection from the Retina to the FEF is probably not biologically accurate. 

Further, our knowledge of the topography with which SC projects to MD and so to the 

FEF is limited (Sommer & Wurtz, 2004a). A useful next step would be to constrain the 

topographic distribution of projections between the Retina, SC, Hidden, and FEF layers, 

and then train the network with the same criteria used in this report. Such an 

investigation would move the model toward better biological plausibility, although we 

see no reason to suspect that it would result in different overall conclusions. 

5.3 Prediction occurring presaccadically 

In the psychophysics experiment, Chapter 3, we found that expectations play an 

integral role in mechanisms of visual continuity across saccades. This top-down 

influence and alter how visual input is perceived. But this is only the starting point and 

this experimental paradigm can be used as a spring broad for further understanding of 

the neural mechanisms of visuomotor integration.  

There is mounting evidence that presaccadic shifting of receptive fields is closely 

linked to behavior and that there is information about the stimuli transferred during the 

remapping process (Cavanaugh et al., 2016; Crapse and Sommer 2012; Joiner et al., 2013; 

Mirpour and Bisley 2012, 2016). However, the nature and full extent of that information 

has yet to be uncovered. With the work presented in Chapter 3, we have shown that 
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there are top-down influences on perception. The next question would be: when this 

expectation is integrated? Crapse and Sommer (2012) showed that neurons report 

transaccadic displacements after post-saccadic reafferent visual information reaches the 

FEF. Yet we know that remapping occurs pre-saccadically, which would be well before 

renewed sensory feedback. Is the expectation about objects in the world encoded in the 

remapping of receptive field or are the two processes separate and only combined post-

saccadically?  

Here, I propose an experiment to investigate that question. In the experiment 

discussed in Chapter 3, the expectation of the stimulus’ behavior was portrayed by its 

color. The stimulus was always colored and so, as soon as the stimulus appeared, the 

observer knew what the probabilistic behavior would be. The expectation was available 

both presaccadically and postsaccadically. To determine when expectations are 

integrated into the transaccadic perception, the experimental designs needs conditions 

where the probability of jump is only available either presaccadically or postsaccadically. 

The overall trial schematic shown in Figure 39A closely resembles that used in Chapter 3 

(Figure 19A) but the key difference in this example is that the stimulus is initially 

colored white and then, during the saccade, translates and changes color to red. Thus, 

for this example trial, the information about the likelihood of jump would only be 

available postsaccadically.  
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Figure 39: Priors potentially encoded presaccadically 

A full characterization would require four experimental conditions. Detailed in 

Figure 39B, each condition has a presaccadic state and a postsaccadic state. Recall that a 

“white” stimulus is void of any information about the probability of transaccadic 

displacement whereas a “colored” stimulus indicates the likelihood of that jump 

probability. The first condition is the control where the stimulus would be white before 

and after the saccade. There is no expectation about the jump probability. The fourth 

condition is a replication of the study performed in Chapter 3. Conditions two and three 

are novel and test the cases where expectations of jump probabilities are only available 

before or after the saccade.  

My hypothesis is that expectations are encoded with the framework of the 

shifting receptive field. As such, prior probabilities of target jump necessarily need to be 

encoded presaccadically and cannot be used postsaccadically. A test of this hypothesis 

would be to compare the slopes of the d’ (as performed in Figure 23). If expectations 



 

155 

about transsaccadic jump probabilities are effectively integrated, the slopes of the d’ fits 

would resemble that of condition 4. I predict that condition two and condition four will 

closely resemble each other and condition three would have no significant slope.  

This experiment would have implications for the role of shifting receptive fields. 

Further, it would help guide future electrophysiological studies which could probe the 

information carried prior to the shift as compared to the information presented after the 

saccade. 

5.4 Expert sensorimotor behavior 

In the study presented in Chapter 4, participants were novices to the trap 

shooting paradigm and the motor skills that were being acquired was a novel one. Even 

through the short experimental session, we saw marked improvements in performance. 

Specifically, we observed that the ballistic phase of movement lengthened in duration 

and became slower. Further, the ballistic phase ended much closer to the target as 

training progressed. Consequently, the refinement phase was shorter and lead to lower 

speeds when attempts at the target were made.  

Even though subjects practiced for an hour and got significantly better in time, 

none of the subjects would be characterized as ‘experts’ in the task. In future studies, we 

wish to explore the differences in sensorimotor behavior between novice and expert 

marksman. This can be accomplished in two ways. First, novice participants could be 

trained in the paradigm over the courses of several sessions spanning multiple days. 
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Second, experts, classified as those who regularly train for trap shooting and other 

marksmanship events, could participate in the VR experiment over several sessions. In 

both these populations, learning can be measured within a given session as well as 

across sessions. Further, motor strategies can be contrasted between these two 

populations to determine the patterns of learning which are dependent on skill level. 

In completed work described in Chapter 4, we have studied the psychophysical 

changes that underlie sensorimotor learning. We have observed changes in the 

dynamics of movement resulting in longer and more ballistic phases. What drives 

learning? To answer that question, we need to understand the neural mechanisms 

concomitant which learning. Physiological metrics of performance based on 

electroencephalography (EEG) are advantageous because EEG possess a high temporal 

resolution, which offers the potential for real-time feedback and monitoring of skill 

acquisition.  

We ran a study where 15 participants underwent a 1-hour simulated 

marksmanship session. Here, the task was as presented in 4.2.4 Dynamic Target 

Acquisition Task but this time, EEG activity was recorded from 18-scalp sites (including 

the reference and the ground) using a Brain Products V-Amp system. The EEG was 

amplified with a bandpass of 0.01-100 Hz and digitized continuously onto disk at a 

sample rate of 500 Hz/channel. Timing codes were synchronized from the VR simulation 

computer to the EEG recording device and event codes were recorded for the start of 
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each trial, the launch of each target trap, and the execution of each successful and 

unsuccessful shot attempt. The EEG record was then bandpass filtered offline with a 1-

30Hz IIR filter and time locked averages were computed for each event of interest. 

 

Figure 40: Event-related potentials aligned to successful Shot 1 

Our preliminary results are shown in Figure 40. EEG data are aligned to the time 

of the Shot 1 only when the shots were successful. Each black track represents the 

average event-related potential (ERP) for a single subject. Red traces are the average of 

the black traces. Along the same vein, data in Figure 41 shows the ERP aligned to every 

shot that resulted in a miss. There is a clear distinction in the neural signatures between 

trials that result in a hit (red) and those that result in a miss (green). This robust 
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difference is a signal that could serve as a reinforcing regnal that drives learning. Further 

analysis is needed to find other biomarkers that are indicative of shot success. 

 

Figure 41: Event-related potentials aligned to un-successful Shot 1 
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6. Conclusion 

 There has been a great deal of work done to elucidate the neural circuits and 

mechanisms that mediate perception-action cycles. In the visual-oculomotor system, one 

putative mechanism is presaccadic remapping. Experimental studies have found 

multiple forms of remapping across several regions of the brain and also multiple forms 

within the same region. Further, the link between presaccadic remapping and the 

perception of visual stability is intractable in vivo. Our model helps bridge that gap and 

also postulates another predictive oculomotor signal suppling an internal representation 

of eye position. Perceptual localization is a product of sensory inputs and cognitive 

influences; the latter is best studied in humans. We used a novel variant on a 

transaccadic change detection task and found that sensitivities to movement did 

systematically increase to objects that were expected to remain stationary. Put plainly, 

visual instability arises when objects behave contrary to our expectations. Eye 

movements provide a simple model system to study movement and how the brain deals 

with the sensory consequences of movement. But the same problems exist even with 

whole-body orienting movements. We studied visually-guided movements on this scale 

by making use of virtual reality. In an immersive environment, we could precisely 

control visual stimuli and monitor head and arm movements. We were able to 

characterize the kinematic changes that occurred through sensorimotor learning in a 

skill-based task. These computational and psychophysical experiments set the stage for 
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future work in understanding the internal and external factors influencing mechanisms 

of visually-guided movements. Ultimately, this understand will push forward the 

applications of biologically-inspired solutions for robotics.  
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Appendix A: Evaluating the Effects of Image Persistence 

on Dynamic Target Acquisition 

Content discussed in this chapter has been reproduced with permission from: 

Zielinski DJ, Rao HM, Sommer MA, Potter N, Appelbaum LG, Kopper R. (2016) 

Evaluating the effects of image persistence on dynamic target acquisition in low frame 

rate virtual environments. 2016 IEEE Symposium on 3D User Interfaces (3DUI), Greenville, 

SC, USA, 2016, pp. 133-140. 

A.1 Introduction 

Computer graphics systems have made significant improvements over the 

decades, and today it is possible to render complex graphics at high frame rates in real-

time (Schaeffer et al., 2014). However, as the quality of rendering improves, so does the 

demand for graphics, which pushes the ability of a computing system to render frames 

at the maximum display refresh rate. GPU load is just one case which can force virtual 

environments (VEs) to run at a low frame rate. When running a VE at low frame rates 

the system presents visual artifacts and also suffers input latency and input update rate 

issues. We are interested in understanding how providing visually low frame rate 

feedback affects user performance on a VE task, particularly in dynamic tasks, where 

artifacts are constantly present. 

In an ideal world, all virtual reality (VR) applications would run at the maximum 

frame rate of our display system (often 50hz and up). However, there are several 
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conditions that may make it necessary to display simulations at low frame rates. For 

example, the low update rate of a tracking system (e.g. GPS), situations where heavy 

load is placed on the CPU (e.g. physics calculations), heavy GPU load (e.g. too many 

polygons or shaders), and network transport issues (e.g. real-time streaming of data or 

images) may all force VEs to be shown at lower-than-maximum display frame rates. 

In most VR paradigms, the simulation gets input device data and then starts 

preparing a frame to render. However, in a low frame rate system, it may take a long 

time to render the frame. This means that by the time the image is finally displayed to 

the user, the input device (e.g. hand controller) may have moved significantly. This total 

time from physical movement to user viewing the rendered results is referred to as the 

end-to-end latency of the system. We will refer to the time difference between the user's 

physical actions and the system's processing of of the actions (but not yet rendering and 

displaying) as input latency. Previous work has shown that increasing input latency 

lowers task performance (Ellis et al., 1997; Ware et al., 1994).  

Another related factor is input update rate, which is the rate at which input 

device data is sampled by the application. Input update rate becomes a problem in low 

frame rate VEs because in most VR paradigms, the system preforms all calculations and 

updates once per visual frame. 
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A.1.1 Low persistence technique 

 The term low persistence has become familiar in the VR community after the 

Oculus Rift DK2 utilized the term to describe the shortening of the frame duty cycle to 

produce crisper images while running at a high frame rate (75 hz). In contrast, previous 

research explored the effects of low persistence on low frame rate situations (Zielinski et 

al., 2015), which was called a low frame rate low persistence (LP) technique. To 

understand the LP technique, let’s look into the high persistence case first. In a low 

frame rate situation, we get one frame of ``fresh'' content, and repeat that frame some 

number of times until we get a new frame. This condition was referred to as low frame 

rate high persistence (HP). 

The HP technique works well in most cases, but it introduces interesting visual 

artifacts, such as a phenomenon called “phantom objects” (Hershberger & Jordan, 2015) 

or visually perceiving multiple copies of the original object. This breakdown stems from 

the limited capacity of the brain to interpolate over images that are slower than the 

cortical flicker fusion threshold (Seitz et al., 2005). With the LP technique, we get the 

original “fresh” frame of content, and then instead of showing it multiple times, we 

show black frames while waiting for the next frame to be generated. While we no longer 

observe artifacts present in the HP technique, a visual strobing effect and decreased 

brightness are introduced. 
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Both HP and LP are in contrast to the system’s high frame rate (usually at the 

limit of the display hardware) which will be referred to as the HFR condition. In our 

experiment the high frame rate (HFR) condition will be at 60 fps (frames per second), 

and the HP and LP conditions will be at 10 fps. See Figure 42 for a comparison of the 

different techniques. 

 

Figure 42: Comparison of different visual conditions 

In this work, we present the evaluation of a trap shooting simulation on 

performance and learning using three visual conditions -- HFR, LP and HP. We were 

interested in evaluating if training under the degraded visual conditions (HP and LP) 

transferred during the higher fidelity (HFR) assessment. Specifically, learning was 

evaluated by a pre- and post-assessment of shooting performance under the best visual 

condition (HFR), after training was conducted with one of the three visual conditions. 

We evaluated the performance of the visual conditions by comparing the training blocks 

performed at each different visual condition.  
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A.1.2 Related work 

 The work presented here follows up on work by Zielinski et al. (2015). Regarding 

the results of the original low frame rate low persistence study, the authors conducted a 

within-subjects design and tested two tasks, selection and navigation. They found no 

significant differences in performance between the HP and LP, but did find that HFR 

was significantly better.  

Thinking about their selection task, we think the static targets may have 

minimized the HP motion artifacts, as the only thing moving during the selection task 

was the user's wand. Also there was no randomization in the task, meaning that the user 

may have been able to easily predict the next target position. Finally, in their work, they 

utilized a simulator which updated the simulation (e.g. processing button clicks and 

collision updates) at 11fps for HP and LP (update every 91ms), and 55fps for HFR 

(update every 18ms). We are interested to see if this difference in time for registering 

clicks (max 73ms) could explain some of the results in the original experiment which 

showed HFR selection being faster.   

In order to extend the exploration of the LP condition, and better understand the 

difference between HFR, HP, and LP, we decided to evaluate a target acquisition task 

with moving targets to explore situations where HP visual artifacts are continuously 

present. We also took care to make our simulator software have equivalent simulation 

update rates and input latency across all conditions to hopefully more isolate the visual 
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components of the conditions. However, even though we are controlling for input 

latency, since the different visual conditions have different display output rates, we will 

still have different end-to-end latencies for the different display conditions. 

One way to address the low frame rate issue is to consider interpolating between 

the frames of rendered content. Most modern TV's must deal with this issue, as their 

native display rates can be quite high (120+ hz) but the previously recorded content can 

be quite low (24hz/60hz). Complex algorithms have been developed to achieve this 

interpolation (Wang et al., 2010). However, these systems rely on introducing delay, so 

that one or more frames in the future can help guide the interpolation process. This 

works fine for a TV, but for real-time interactive systems we need to minimize any 

additional delays. VR researchers have investigated predictive methods for frame 

interpolation (Smit et al., 2010). However, such techniques have some issues with 

display artifacts and specific issues with occlusion. Also, while we are good at 

predicting head motions (since the head does not start or stop motions instantaneously), 

we may have difficulty predicting motions for other objects in the scene, which can start 

and stop instantaneously.  

While visual perception seems to be continuous, the human visual system 

actually receives an intermittent flow of visual information due to interruptions from 

blinks, sacades, and other sources of transient occlusion from interfering objects. In 

recent years, it has been realized that under structured conditions, such intermittent 



 

167 

vision may actually offer an opportunity to enhance learning. For example, stroboscopic 

training techniques are now used in athletic training with companies such as Nike Inc. 

developing eyewear to simulate intermittent visual conditions. These stroboscopic 

training glasses are in an open condition for a period of 100ms, and then close for 100ms 

to 900ms. Research with such tools has shown evidence that practice in such degraded 

visual conditions does in fact lead to some types of learning.  For example, comparison 

of pre- versus post-training has shown that aspects of perceptual skill such as foveal 

motion coherence and attention (Appelbaum et al., 2011), short-term visual working 

memory (Appelbaum et al., 2012), and coincidence-anticipation timing (Smith & Mitroff, 

2012) are all improved relative to control participants who did not undergo such 

training. Such findings suggest that practice in conditions where vision is transiently 

interrupted might lead to selective enhancements in perceptual and motor performance. 

A.1.3 Learning in VR 

While visual perception seems to be continuous, the human visual system 

actually receives an intermittent flow of visual information due to interruptions from 

blinks, sacades, and other sources of transient occlusion from interfering objects. In 

recent years, it has been realized that under structured conditions, such intermittent 

vision may actually offer an opportunity to enhance learning. For example, stroboscopic 

training techniques are now used in athletic training with companies such as Nike Inc. 

developing eyewear to simulate intermittent visual conditions. These stroboscopic 
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training glasses are in an open condition for a period of 100ms, and then close for 100ms 

to 900ms. Research with such tools has shown evidence that practice in such degraded 

visual conditions does in fact lead to some types of learning.  For example, comparison 

of pre- versus post-training has shown that aspects of perceptual skill such as foveal 

motion coherence and attention (Appelbaum et al., 2011), short-term visual working 

memory (Appelbaum et al., 2012), and coincidence-anticipation timing (Smith & Mitroff, 

2012) are all improved relative to control participants who did not undergo such 

training. Such findings suggest that practice in conditions where vision is transiently 

interrupted might lead to selective enhancements in perceptual and motor performance. 

A.2 Methods 

A.2.1 Apparatus and software 

In order to evaluate the effects of LP and HP on a dynamic target acquisition task 

we conducted a user study. Our goal was to understand the differences among the 

conditions in terms of user performance, learning, and simulator sickness.  

We used a six-sided CAVE-type (Cruz-Neira et al., 1993) system to perform the 

experiment. Given that the experiment involved the user always looking towards the 

front screen, the door (which is the back wall) was left open and the rear projector was 

turned off, effectively making the system a 5-sided CAVE-type system. This allowed the 

experimenter to monitor the participant for compliance with the protocol. Head tracking 
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with 6 degrees of freedom (DoF) was provided by an Intersense IS-900 LT tracker. Hand 

tracking was provided by an Intersense 6DoF wand controller. 

Each wall of the CAVE-type system had two Christie Digital WU7K-M projectors 

running at 120hz. These projectors were overlapped and blended, and gave a total 

resolution of 1920x1920 pixels per wall. Active stereo was achieved via Volfoni Edge RF 

liquid crystal shutter glasses. A cluster of computers (1 computer per 2 projectors) plus 

one computer as a master computer powered the system. The computers utilized high 

end NVIDIA K6000 graphics cards which feature 12GB of video RAM, 2880 GPU cores, 

and a performance of 2000 million tri/sec. Our simulation was visually simple enough 

that we were able to run at our full system performance, which was 120hz active stereo - 

effectively 60 fps. 

The simulation software was written in C++ and OpenGL, and utilized the 

virtual reality library Syzygy (Schaeffer & Goudeseune, 2003). As previously discussed, 

in an actual low frame situation, we increase input latency (since we often sample the 

input devices, before beginning to render the frame) as well as reduce our input update 

rate (as we often only sample the position from the tracker and compute new object 

collisions/positions once per rendered frame). In our experiment we would like to isolate 

the visual components from the input components, and we have thus simulated the low 

frame rate conditions. Specifically, the initial image is rendered to a texture. When the 

render callback function is called, if it is a repeated frame, the already-rendered image is 
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displayed again. This allows us to repeat the image as long as necessary, and also allows 

us to obtain low latency and a full speed (60 fps) simulation update rate for all display 

conditions. 

A.2.1 Participants 

Participants were screened for family history of photosensitive epileptic seizure 

and asked to have normal or corrected-to-normal vision. We recruited 30 volunteers (10 

in each training condition HFR, HP, LP).  The ages ranged from 18-57, (M=27.63, 

SD=10.10) years. Eight participants (26.67%) were female and two (6.67%) held the wand 

with a left hand dominant grip. In terms of previous VR experience, 9 participants 

(30.00%) had previously experienced a CAVE-type system, and 9 participants (30.00%) 

had previous experience with a head-mounted display (HMD, e.g. Oculus) system. 

Overall, 14 participants (46.67%) had previously experienced some sort of immersive 

VR. 

A.2.2 Study Design 

 We utilized a between-subjects design. Each participant was assigned one 

training method (HFR, HP, or LP). The independent variables were training method 

(HFR, HP, LP), and block number. Each participant completed a total of 7 blocks (see 

Figure 43). Each block consisted of 50 trials, for a total of 350 trials per participant. In 

order to give the participants adequate breaks between blocks, the participants did the 

experiment in pairs. While one participant was completing a block of trials, the other 
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participant took a break. They alternated back in forth until all blocks had been 

completed. This design helped prevent fatigue in the participants (by forcing breaks to 

be taken), and also allowed us to run the experiment in a more timely manner. Each pair 

of participants did the same experimental condition (ie, HFR, HP, LP) and the pair took 

no longer than two hours of time to complete the whole session. 

 

Figure 43: Blocked design of study 

 Upon arrival, participants signed an informed consent form and completed a 

brief background survey containing demographic items. A tutorial followed where 

participants were shown how to complete the task, learned what constituted successful 

and error trials, and understood the different paths targets would take. This tutorial 

phase was conducted with easier (larger) targets than the actual study. The study itself 

had 7 blocks of 50 trials each. The block structure was HFR, 5 training blocks, then a 

final HFR. 

 Each block began with a calibration phase, where the participant adjusted their 

position based on feedback from on screen display. By adjusting where they stood, it 
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was verified that the hand controller was within 5 cm of the center of the system. Once 

close enough participants could click a button to proceed to the task. This ensured all 

participants were near the center of the system before each block of trials began. 

Participants were asked to remain with their feet in a fixed position, and to keep their 

elbows next to the torso, without extending the arm. Each participant was also 

instructed to use his or her non-dominant hand to steady the grip for the target 

selection. After the completion of all 7 blocks, participants completed a video game 

experience survey and the Simulator Sickness Questionnaire (SSQ) (Kennedy et al., 

1993). 

A.2.3 Dynamic target acquisition task 

 In an effort to create a quantifiable task that relied heavily on visual ability and 

provided existing logistical parameters we modeled our dynamic target acquisition task 

on the International Sport Shooting Trap game (Official Statutes Rules and Regulations, 

2013) as well as previous virtual reality distal pointing tasks (Kopper et al., 2010).  

The targets were launched from the ground plane behind the “trap house”. This 

was represented as a green square on the ground 16.46m directly in front of the user. 

Users would launch the next target by hovering the ray over the trap house until it 

turned green. There were 10 possible paths the targets could take (see Figure 28A & B). 

These paths represented 5 horizontal directions of -450, -300, 00, 300, 450 relative to the 

center of the trap house. Targets were launched at two elevations high (25.170) and low 
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(12.950) relative to the ground plane. All targets had a speed of 29.06 m/sec and 

proceeded along trajectories that incorporated gravitational pull, air resistance and lift 

force that were set to mimic typical flight times and distances observed in actual trap 

events in the International Trap game. In the real life Trap shooting event the variety of 

trajectories of the targets are much greater. We included the extreme and average target 

flight paths, as well as the average target flight speed in our dynamic target acquisition 

task. 

After the target was launched, the user would position the hand controller to 

intercept the red ray with the launched target sphere. Then the under button on the IS-

900 wand (resembling a trigger), was pressed with the index finger. If the user was 

contacting the ray with the target at the time of the button press, a shattering sound was 

heard, and the target visually broke into pieces. This was counted as a hit. For each 

launch of the target the user had 2 attempts (button presses) to hit the target. At 59.44 

meters the target sphere turned red, to indicate it could no longer be hit. This design 

choice was made to mimic real trap shooting in which the physical force of the shot is 

only sufficient to break the clay pigeon at closer distances. If the user did not manage to 

hit the target it would continue traveling until hitting the ground plane, at which point it 

would vanish. After each trial the remaining trials left in the block (each block being 50 

total trials) was displayed to the user in the lower right corner of the screen. To initiate 

the next trial, the participant would again hover the ray over the trap house to launch 
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the next target. Each block of 50 trials was randomized such that 5 trials of each launch 

path (10) were shuffled. 

A.2.4 Statistical analysis 

 A 4-way mixed-design factorial analysis of variance (ANOVA) with three within-

subjects factors and one between-subjects factor was used. The within-subjects factors 

were block number, elevation and horizontal direction of the target trajectory. The task 

contained 10 target trajectories and for each trajectory, the participant performed 5 trials. 

In the ANOVA, we computed the mean closeness of those 5 trials. This provides a 

smoother mean per participant per condition. There were three situations in which there 

were fewer than 5 data points to average. On rare occasions, there would be a signal loss 

between the wand and the tracker thus freezing the wand. A single trial would be 

omitted when this happens (18 trials, 0.18%). The second situation is if the button press 

was an outlier (162 trials, 1.57%). Finally, if the participant did not make a single press 

during the trial (229 trials, 2.23%). 

 During the experiment, participants received visual feedback when a target was 

successfully acquired. Traditionally, the only metric of performance would be the hit 

rate (number of acquisitions in a block) and this parallels the real world game of trap 

shooting where points are only awarded when a target explodes. However, in a virtual 

reality setting, we have the advantage of knowing just how close to the center of target 

the participant was aiming when the button was pressed regardless of whether the 
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attempt was a “hit” or a “miss”. Instead of just analyzing whether or not the target was 

acquired on a trial (a binary variable based on an arbitrary design parameter) we 

analyzed the distance from the intersection of the ray to the target center when the 

trigger button was pressed, which gave a continuous performance variable. To properly 

account for the fact that the target is moving away from the participant, we used the 

angular distance between the ray and the target center. Henceforth, we will simply refer 

to this metric of performance as “closeness” (see Figure 44). 

 

Figure 44: Metric of angular closeness 

A.3 Results 

A.3.1 Comparing visual conditions 

Looking at the training blocks (2-6) in which the participants performed under 

the three visual conditions, there was a significant main effect of visual condition 

[F(2,27) = 8.87, p < .001]. A post-hoc Tukey HSD test showed that participants performed 
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better with HFR as compared to HP (p<.001) and LP (p<.05). There was no significant 

difference between HP and LP (p = .93). 

 There was a main effect of block [F(4,24) = 10.56, p<.001] and no interaction with 

condition [F(8,50) = 1.41, p = .202]. Across the visual conditions, participants steadily 

improved their performance. A pairwise comparison showed that the performance in 

block 6 was significantly better than the performance in block 2-5. Similarly, the 

performance in blocks 5 and 4, were better than that in block 2 (p<.05) and (p<.05) 

respectively. This indicates that learning occurred within the training blocks (Figure 45) . 

Taken together, the results indicate that participants improved their performance 

through the training blocks and this rate of training was not different for the three visual 

conditions. 

 

Figure 45: Training across visual conditions 
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Our results show that there was a main effect of target direction [F(2,26) = 83.89, 

p<.005] and further, there was an interaction between direction and visual condition 

(p<.05). Across the visual conditions, participants using HFR had the best performance 

followed by LP and lastly, HP (Figure 46). Statistically, in the “Far” direction, HFR was 

significantly better than both HP (p<.005) and LP (p<.005). In the “Near” direction, the 

same was true for HFR when compared to HP (p<.005) and to LP (p<.05). While the 

trend is similar in the “Center” condition, HFR is not significantly different than LP 

(p=.384) but it is better than HP (p<.05) and there is no statistical difference between LP 

and HP (p=.748). 

 

Figure 46: Main effect across directions 

There was a main effect of elevation [F(1,27) = 7.60, p<.005]. Participants had 

significantly higher performance in the upper elevation (Figure 47) as compared to the 

lower elevation (p<.005). Additionally, there was an interaction between elevation and 

visual condition (p<.05). In the lower elevation, participants using HFR performed 
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significantly better than those using HP (p<.005) and LP (p<.005) and there was no 

difference better those using HP and LP (p = .934). However, in the upper elevation, 

there was no significant difference between the performance in HFR as compared to LP 

(p = .104) but the performance in HFR was better than that in HP (p<.05). There was also 

no significant difference between LP and HP (p = 1.0). 

 

Figure 47: Main effect across elevations 

A.3.2 Learning through blocks 

 In both the first and last blocks, participants performed under HFR conditions. 

The feature to be examined is the possible effect of training under the different visual 

conditions in blocks 2-6. Results show in Figure 48 indicate that was a main effect of 

block [F(1,27) = 30.05, p<.001] and not for condition [F(2,27) = 2.04, p = .149]. 
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Figure 48: Training across blocks 

Just as we saw in the training blocks, there is a main effect of direction [F(2,26) = 

32.27, p<.001] and of elevation [F(1,27) = 14.74, p<.001]. For both, there was no interaction 

with visual condition. With regard to direction, participants performed best for the 

“Center” as compared to the “Near” (p<.001) and the “Far” (p<.001). Also, participants 

performed better in the “Near” as compared to the “Far” (p<.005). Likewise, as it was in 

the training blocks, participants had better performance in the upper elevation as 

compared to the lower elevation (p<.005). 

A.4 Discussion 

The interactions of both direction and elevation with condition illuminate where 

the differences between visual conditions are large and where they are not. The targets 
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that follow the center trajectory are the easiest to acquire judging by it having the 

highest performance with smallest closeness values. Similarly, the upper elevation 

appears to be easier than the lower elevation. In the cases where the task is easier to 

perform, the LP condition recovers the detriments that were introduced due to low 

frame rates. But even with the easiest conditions, HP does significantly worse than HFR. 

As the task gets tougher, with peripheral targets and lower elevations, the high fidelity 

visual feedback is essential in acquiring the target. In the hard cases, participants in the 

LP condition perform no different than those in HP. 

We believe that the reasons for high elevations to be easier in general may be 

because the user has more time to react due to longer flight time of target. Directional 

results may be explained by the fact that the center condition involves the manipulation 

of only one axis, and thus requires fewer motor and cognitive loads. Perhaps this extra 

time or reduced cognitive load may have left room for a better refinement step (Kopper 

et al., 2010). 

A.4.1 LP vs HP 

For dynamic target acquisition tasks, it seems clear that performing the task at a 

high frame rate is preferred. However, in easier tasks, a low frame rate system may 

benefit from a low persistence adjustment. This may be due to the fact that, by adding 

black frames during the next frame generation time, a “masking” effect occurs, and the 

user may perceive a smoother motion of the target. The harder difficulties of tasks where 
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the target elevation was low and thus active for a short a period, or too eccentric and 

thus became visually too small too fast, exposed the actual benefit of HFR over LP. 

Nevertheless, it seems clear that LP will perform at least as well as HP, but may, in some 

situations, perform as well as HFR. 

A.4.2 Task difficulty 

We can analyze the task difficulty in light of the distal pointing model proposed 

by Kopper et al. (2010). At the beginning of the task, targets were rather large, with a 

diameter of approximately 20. When targets reached their farthest point, the diameter 

ranged from approximately 0.590 on high elevations (1.8s after launch) to approximately 

0.690 on low elevations (1.3s after launch). If we look at the selection time, the predicted 

movement time (MT) was approximately 1.1s at target launch and increased over time, 

up to MT 2.1s for low elevations and MT 2.5s for high elevations. 

This presented a paradox to the users. The predicted time for successful target 

selection was always higher than the time the target was actually in flight (1.32s low, 

1.80s high elevation). This, coupled with the fact that targets were not only changing in 

visual size, but also moving in different directions, caused the users to have to adapt to a 

time critical task, where they had to favor time over accuracy in order to have a chance 

of hitting the target. Basically, the nature of the trap shooting simulation made the task 

too difficult to accomplish and most targets were missed. For this reason, we decided to 
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analyze task performance based on the closeness of the target, rather than on success of 

the trial. 

A.4.3 Learning effects 

While users display lower performance while training in degraded conditions, 

when they are assessed in HFR for the final training block, the performance is 

comparable to those who trained in HFR. All conditions showed learning equally well. 

This was evidenced when looking at the assessment trials (pre and post) where there 

was appreciable training occurring through the experiment. The extent of such training 

did not depend on the visual condition the participants performed. This indicates that 

the task of dynamic target acquisition using a high fidelity frame rate can be trained 

using low fidelity conditions and still get comparable levels of benefit. 

One possible explanation is that users are able to learn the target flight paths and 

timing, even under degraded conditions. Another explanation may come from the 

psychophysics literature, where it has been shown that in many situations, training 

under degraded visual conditions causes an actual improvement of task performance in 

normal conditions (Appelbaum et al., 2011; Appelbaum et al., 2012; Smith & Mitroff, 

2012). 

A.4.4 Study limitations 

The study was limited by the small number of participants tested (10 per 

condition). A larger number of participants would have provided increased power of 
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the analyses. The study could have also benefited and gained greater statistical power 

from a within-subjects design and a reduced number of independent variables being 

tested. Finally, the task may have been too difficult, and  future work should consider 

larger targets (or perhaps targets of varying size). 

A.5 Conclusions 

 We have presented a user study evaluating the effects of image persistence on a 

dynamic target acquisition task. Results found that learning occurs consistently 

regardless of the visual condition used for training. This indicates that training of 

dynamic target acquisition under degraded visual conditions transfers well to 

performance under a baseline high frame rate task. 

While the low persistence display technique was found to perform no different 

than the traditional low frame rate high persistence technique, under some 

circumstances low persistence approached the baseline high-frame rate condition. 

Specifically, we observed that when tasks are not too difficult (high elevation, center 

horizon), it may be beneficial to use a low persistence adjustment of the display frames 

in order to improve dynamic target acquisition in a low frame rate virtual environment. 

Ultimately, the results from this study indicate that there are some situations in 

which low persistence should be considered as a candidate to potentially increase 

performance in low frame rate virtual environments, but that needs to be measured with 

increased levels of simulator sickness, particularly if the application contains high 
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optical flow. In those cases, and where target's movements are reduced, using the 

traditional high persistence technique may be preferred.  

We identify two areas of valuable future work moving forward. First, more 

research needs to be done better understand VR training under degraded visual 

conditions, and whether and how it can be used to improve training experience. Second, 

there is an opportunity for investigating what VE tasks may benefit the most from low 

persistence adjustments to low frame rate virtual environments. 
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