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Abstract

Differential privacy (DP) aims to design methods and algorithms that satisfy rigor-

ous notions of privacy while simultaneously providing utility with valid statistical

inference. More recently, an emphasis has been placed on combining notions of sta-

tistical utility with algorithmic approaches to address privacy risk in the presence of

big data—with differential privacy emerging as a rigorous notion of risk. While DP

provides strong guarantees for privacy, there are often tradeoffs regarding data utility

and computational scalability. In this paper, we introduce a categorical data syn-

thesizer that releases high-dimensional sparse histograms, illustrating its ability to

overcome current limitations with data synthesizers in the current literature. Specif-

ically, we combine a differential privacy algorithm—the stability based algorithm—

along with feature hashing, with allows for dimension reduction in terms of the his-

tograms and Gibbs sampling. As a result, our proposed algorithm is differentially

private, offers similar or better statistical utility and is scalable to large databases.

In addition, we give an analytical result for the error caused by the stability based al-

gorithm, which allows us to control the loss of utility. Finally, we study the behavior

of our algorithm on both simulated and real data.
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1

Introduction

Large of amounts of data help advance scientific inquiry, but they also come with

growing concerns of privacy, see for e.g. Lane et al. (2014). In the past, traditional

methods of protecting data such as anonymization have been used. However, many

subsequent works have demonstrated that these methods can be broken; for the most

recent rather comprehensive survey see (Dwork et al., 2017).

To resolve this issue, differential privacy (DP) has emerged as a framework that

informs the design of privacy mechanisms with mathematically specified disclosure

risk (Dwork et al., 2006). However, it is often criticized for its lack of utility. More-

over, DP is primarily designed to work in an interactive setting where users ask

query and receive noisy answers. This requires the design of differentially private

mechanisms for each query or a collection of queries. This limits the applicability of

differential privacy (DP) only to those queries that can be specified beforehand and

for which differentially private implementations exist.

An alternative approach is to release synthetic data (via multiple imputations),

initially proposed by Raghunathan et al. (2003). Synthetic datasets allow a user to

move beyond the interactive interface and perform arbitrary analysis on the datasets,
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enabling enhanced data sharing and scientific reproducibility. Synthetic data meth-

ods have shown great promise of preserving statistical utilities and have seen an

explosion in methodological developments in its applications over the past decade,

including producing both fully and partially synthetic data (e.g., Abowd and Wood-

cock (2001); Reiter (2005a); Drechsler and Reiter (2010). However, the formal pri-

vacy protection offered by synthetic data sets are not well understood. The key

caveat is the following: The utility of synthetic data is primarily determined by im-

putation models (Reiter, 2005b) and models that are too accurate often leak sensitive

information (Abowd and Vilhuber, 2008). Moreover, it is difficult to quantify the risk

of multiple synthetic data releases, whereas in a DP framework, the risk composes.

Our approach is to combine the methods of synthetic data generation and DP. The

framework of synthetic data generation allows performing non-interactive analysis,

while DP controls the risk of revealing sensitive information. However generation of

differentially private high-dimensional and sparse synthetic data sets still remain a

challenge.

In this paper, we focus on releasing synthetic high dimensional sparse contingency

tables under DP. We identify some of the key challenges associated with this problem

and propose solutions to some of them. For releasing histograms, a natural starting

point is to release the empirical distribution—this offers high utility, but does not

satisfy DP. Simply using traditional DP mechanisms for releasing histograms is also

problematic if the histograms are high-dimensional and sparse as we will show in

the paper. Here, we consider a histogram (or contingency table) to be sparse if

the number of non-zero entries is small compared to the number of zero entries. We

instead propose to approximate the empirical distribution by a collection of condi-

tional distributions. These distributions are released under DP and we use a Gibbs

sampler to generate synthetic datasets from the noisy conditional distributions. By

the post processing property of DP, this does not violate privacy. One main contri-
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bution is proposing an algorithm that releases high-dimensional, sparse histograms,

while satisfying DP. Another contribution of our proposed algorithm is incorporation

feature hashing techniques that reduce the number and dimensionality of the con-

ditional histograms. Furthermore, by making sure our algorithm satisfies pε, δq-DP,

we ensure that most of the support of the conditional distributions are preserved.

Finally, we propose simulation studies and experiments on real data sets to evaluate

the utility of synthetic data sets.

Section 2 reviews differential privacy, the Laplace mechanism, and the stability

based algorithm for releasing histograms. Section 3 reviews the success and limita-

tions of a recently proposed differentially private Gibbs sampler. We then propose

our Stability Based Hashing Gibbs (SBHG) sampler that combines SBA algorithm

with feature hashing to develop a Gibbs sampler based synthesizer. In this frame-

work, we use feature hashing methods to increase the counts in an histogram while

also reducing the dimensionality of the histograms. Section 4 and Section 5 evaluate

the performance of our proposed algorithm using simulated data sets and real data

sets respectively. Section 6 provides a discussion and directions toward future work.
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2

Background

We present notation and the definition of differential privacy. Next, we review re-

cent differentially private algorithms for releasing histograms, namely the Laplace

mechanism and the Stability based algorithm (SBA).

2.1 Differential Privacy

Let D � pd1, . . . ,dnq P Dn be an input database containing n observations (records),

where di P D. The goal is to produce a synthetic dataset, say Z P Z, which satisfies

DP. Let ε, δ ¡ 0. As in Wasserman and Zhou (2010); Hall et al. (2011), define

Qp� | Dq to be a randomized mechanism that takes D as an input data set and

generates a synthetic data set D1. Let D � D1 if D1 P Dn and D and D1 differ by

one record. Qn satisfies pε, δq-DP Dwork et al. (2006) if for all measurable B � Z

and all D � D1 P Dn,

QpZ P B | Dq ¤ eεQpZ P B | D1q � δ.

For small ε values, the value of one individual’s record has a small effect on the output.

When δ � 0, Wasserman and Zhou (2010) use a hypothesis testing framework to show

4



that DP provides protection even against an adversary who knows all but one record,

when the records are independent. The parameter δ measures the failure probability

and is generally set to be a small value, typically negligible in n.

2.2 Differentially Private Histograms

Since our goal is to release differentially private synthetic contingency tables, let us

assume that the dataset D � pd1, . . . ,dnq consists of n independent and identically

distributed (i.i.d.) random vectors of p categorical features. Specifically, each record

di is an independent random sample of the vector X � pX1, . . . , Xpq with the jth

feature Xj taking values in the set Ij. For example, if all features are binary, then

Ij � t0, 1u for all j. Let I �
±

j Ij denote the Cartesian product of I1, . . . , Ip. Let

m � |I| denote the cardinality of I or the number of cells in the contingency table.

For example, if all features are binary, then m � 2p. In general, m ¡¡ n.

The histogram representation of D is obtained by counting number of occurrences

of each element in I. For each element i P I, let ci denote the number of times

i appears in D. The set of counts c � tc1, . . . , cmu then denotes the histogram

representation of D. Note that
°
iPI ci � n. Let S � ti P I : ci ¡ 0u denote the

support of the histogram and let s � |S| be the number of non-zero bins in the

histograms that is a number of non-zero counts. For high-dimensional and sparse

histograms, s is much smaller than n and m.

2.2.1 The Laplace mechanism

One way to release a histogram under ε-DP is via the Laplace mechanism Dwork

et al. (2006). Algorithm 1 is the standard Laplace mechanism which proceeds by

adding Laplace noise to each cell of the histogram with the scale parameter b � 2
ε
.

We give the algorithm for the Laplace Mechanism in Algorithm 1.
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Algorithm 1 Laplace Mechanism
Input: c1, . . . , cm, ε
Output: ε differentially private histogram
1: To each count ci, add Laplace noise with mean 0 and scale parameter 2

ε
2: Output the noisy histogram.

When the histogram is low-dimensional and dense (small m and large s), the

Laplace mechanism works well. However, when dealing with high-dimensional his-

tograms such as binary contingency tables (m � 2p ¡¡ n ¡ s), there are many cells

with zero counts. In a high-dimensional, sparse setting, the Laplace mechanism adds

noise to every cell, leading to a loss in utility Fienberg et al. (2010). In addition,

the Laplace mechanism is computational inefficient, with computational complexity

Opmq, and the noise added to every cell is linear in the dimension m of the histogram.

Since adding noise to such histograms is not useful, we consider two approaches.

First, we approximate the high-dimensional, sparse contingency tables with a col-

lection of conditional distributions using feature hashing to reduce the dimensionality

of each conditional distribution. Since all our features are categorical, the resulting

conditional distributions can be represented by histograms. Second, we consider the

stability based algorithm (SBA) that allows one to add noise to only non-zero entries

of each conditional histogram. Finally, we use the noisy conditional distributions to

generate synthetic datasets using Gibbs sampling.

2.2.2 Stability Based Algorithm

Korolova et al. (2009); Götz et al. (2009) proposed a differentially private algorithm

adding noise to cells with non-zero counts. Vadhan (2016) and Bun et al. (2016)

coined the term Stability Based Algorithm (SBA) and provide a simplified algorithm.

In this paper, we use the variant of Vadhan (2016). SBA is tailored for sparse high-

dimensional histograms and satisfies (ε, δ)-DP. In the SBA algorithm (Algorithm 2),

Laplace noise is added to every non-zero cell of the histogram. Finally, noisy cells
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that are smaller than a fixed threshold t � 1 � 2
ε

log 1
δ

are set to zero.

Statistical utility is highly dependent on the values of ε and δ, and even more

so in the setting of high-dimensional sparse histograms. Due to this, we propose

measuring the utility loss when SBA is applied (see Proposition 1), in terms of the

expected L1 error as a function of ε and δ.

Algorithm 2 Stability Based Algorithm (SBA)

Input: Non-zero counts in a histogram tci, i P Su, ε, δ
Output: An ε, δ differentially private histogram
1: Let S � ti : ci ¡ 0u and |S| � s.
2: For each i in S, let zi � ci � ei where ei is Laplace noise with mean 0 and scale

parameter 2
ε
.

3: Set all noisy counts below the threshold t � 1 � 2
ε

log 1
δ

to 0.
4: Output the noisy histogram

Proposition 1. For a fixed histogram of counts tc1, . . . , csu, the expected L1 error

of Algorithm 2 is

n�
ş

i�1

pici �
2

ε

�
ş

i�1

pi

�

where pi � P pzi ¡ tq � 1
2

exp
�
�2pt�ciq

ε

	
.

Proof. Recall zi � ci � ei. Let Ii � Ipzi ¡ tq, where Ip.q is the indicator function.

Ii � Berppiq. The L1 error is:

L1 �
ş

i�1

|ziIi � ci| �
¸
iPI

|ei| �
¸
iPIc

ci

�
¸
iPI

|ei| �
ş

i�1

cip1 � Iiq �
¸
iPI

|ei| �
ş

i�1

ci �
ş

i�1

ciIi

�
¸
iPI

|ei| � n�
ş

i�1

ciIi.

where I � ti : zi ¡ tu. Now note that |ei| is a exponential random variable and

conditional on |I|,
°s
i�1 |ei| is a Gamma random variable with scale 2

ε
and shape
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K � |I|. Thus, we have

E

�¸
iI
|ei|

�����K
�
�

2K

ε
.

Also, E pKq �
°s
i�1 E pIiq �

°
i pi. Similarly, it is easy to see that E pciIiq � pici,

which gives the result.

When data sets have many attributes, there will be a fewer records that can

be grouped together and this typically leads to having the non-zero counts in their

corresponding histograms be very small. Consider the case when a cell count is k.

In this case, the probability that these counts are not thresholded to zero is given

by:

P
�
k � ei ¡ 1 �

2

ε
log

1

δ



�
δ

2
exp

�
�
εpk � 1q

2



.

For example, if k � 1, the probability that the count is not thresholded to zero is

δ{2. To guarantee privacy, we often choose small δ in practice, which means most of

the one-counts are thresholded to zero, causing a loss of statistical utility that can

potentially lead to wrong statistical inference. More generally, when k � Op2{εq,

the probability that the count is not thresholded is Opδq. In an extreme example,

suppose that in a histogram, every non-zero count is exactly one. Then SBA needs

to threshold 1 � δ
2

of non-zero counts to zero to ensure (ε, δ)-DP, which leads to an

almost empty histogram, and thus data potentially unusable for statistical analysis.

2.3 Our Contribution

In order to avoid the aforementioned problems, we introduce a novel framework that

combines SBA algorithm with feature hashing to develop a Gibbs sampler based

synthesizer. In this framework, we use feature hashing methods to increase the counts

in an histogram while also reducing the dimensionality of the histograms. More
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precisely, we approximate the joint distribution of the contingency table by hashed

conditional distributions. These hashed conditional distributions are released using

SBA. Finally, we use the Gibbs sampler to sample from the noisy hashed conditional

distributions to generate synthetic contingency tables. Our methods are illustrated

on simulation studies and real data sets.
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3

Stability Based Hashed Gibbs Sampler

We now introduce Gibbs sampling with feature hashing, which combined with SBA,

allows us to release high-dimensional, sparse histograms, while reducing the dimen-

sionality of the histograms, which we refer to as the Stability Based Hashed Gibbs

Sampler (SBHG). We first provide background on our inspiration for this sampler

and the components needed for its composition.

3.1 Gibbs sampling

Gibbs sampling is a powerful way to sample from the joint distribution of a dataset.

A generic Gibbs sampler works by iteratively sampling from the conditional distribu-

tions P pXi|X�iq, as shown below. Here X�i denotes the vector of all features except

Xi.

1. Construct the conditional distribution of each feature, i.e., P pXj|X�j � x�jq,

j � 1, . . . , p.

2. Let x0 � tx01, . . . , x
0
pu be any initial point.

3. For t � 1, 2, . . . , N repeat the following:

10



(a) Set xtj � xt�1
j .

(b) For each j � 1, . . . , p, sample a point xtj from P
�
Xj|X�j � xt�1

�j

�
.

The Gibbs sampler requires the computation of the set of conditional distributions

for each feature i. When all the features are categorical, the conditional distribu-

tions can be represented by a collection of histograms. Thus, to generate synthetic

data using Gibbs sampling, it is sufficient to release the collection of histograms

that represent these conditional distributions. Based on this idea, Park and Ghosh

(2013) proposed a Perturbed Gibbs Sampler (PeGS) that satisfies DP or l-diversity,

depending on its settings, and allows for the release of synthetic histograms of cat-

egorical data. PeGS, however, has several limitations, leading to poor performance

specifically on the release of high-dimensional, sparse histograms. We briefly review

PeGS, its limitations, and a modified sampler that overcomes such limitations. We

illustrate that our method yields better performance in terms of data utility on both

simulated and real data in sections 4 and 5, respectively.

3.2 Overview of the Perturbed Gibbs Sampler

The PeGS is a categorical data synthesizer that draws samples from perturbed con-

ditional distributions to construct a synthesized data set, while satisfying ε-DP.

The PeGS consists of three steps. First, it generates empirical full conditional

distributions P pXj|X�jq from the original histogram. Second, it perturbs the em-

pirical full conditional distributions to obtain perturbed conditional distributions

Pα pXj|X�jq, where α is a privacy controlled parameter that satisfies DP (or l-

diversity). More specifically, suppose the empirical conditional distribution satisfies

P pXj � i|X�jq �
nij
Nj

, where nij is the count of the ith category, Nj is the total num-

ber of records that have the same X�j, then the perturbed conditional distribution

11



is

Pα pXj � i|X�jq �
nij � α

Nj � Cjα
,

where Cj is the number of categories. This perturbation is equivalent to adding α

“virtual samples” to each category as n̂ij � nij � α. Finally, a synthetic data set

is generated by iteratively sampling from these perturbed conditional distributions

similar to the process of a Gibbs sampler.

Feature Hashing The number of possible combinations for X�j can be large, meaning

that there can be too many conditional conditional histograms leading to computa-

tional inefficiency. In PeGS this is addressed by feature hashing which reduces the

number of conditional distributions, thus, improving the computational efficiency.

More specifically, Park and Ghosh (2013) propose replacing the conditional distribu-

tions P pXj|X�jq for j � 1, . . . , p with hashed conditional distributions P pXj|hpX�jqq

for some hash function h, where the choice of h depends on the data used.

A feature hash h ranks all the elements of a feature vectorX�j � pX1, . . . , Xj�1, Xj�1, . . . , Xpq

based on their mutual information with Xj, retaining the top R features. More pre-

cisely, hpX�jq � pXh1 , Xh2 , . . . , XhRq with highest mutual information with the jth

feature Xj, where R is a tuning parameter. By applying a feature hash h, instead

of using P pXj|X�jq, we use P pXj|hpX�jqq � P pXj|Xh1 , . . . , XhRq. As a result, the

conditional distributions with the same hash key are combined into one conditional

distribution, leading to a compressed feature space.

Feature hashing also reduces the sparsity issue (zero or low counts in many

cells relative to the total number of cells and the sample size n) as it increases

the number of samples in each conditional histogram. Suppose for the ith fea-

ture, there are k different combinations X1
�j, . . . , X

k
�j that have the same hash

key hpX1
�jq � hpX2

�jq � � � � � hpXk
�jq � h0, and suppose their histograms are

12



HpXj|X
i
�jq � tc1i, . . . , cpiu, for i � 1, . . . , k. The hashed conditional distribution

corresponding to h0 is given by

P pXj|hpX�jq � h0q �

°k
i�1 c1i, . . . ,

°k
i�1 cpi°p

j�1

°k
`�1 cj`

.

Here, feature hashing pools all the conditional distributions with the same hash key

into one and re-weights them to form a new histogram. As a result, the hashed

conditional distributions contain more non-zero entries, and each cell contains more

samples.

Limitations In practice, however, PeGS often performs poorly due to several limi-

tations. Within each step of Gibbs sampler, the synthetic sample costs an ε-privacy

budget, which means after N iterations, the samples only satisfy pNεq-DP, which is

not practically useful. Park and Ghosh (2013) suggest the following modification:

within each step of the Gibbs sampler, draw B ¡ 1 times iteratively and only release

the last sample. At the beginning of each iteration, reset the visited conditional dis-

tributions Pε,δ pxi|hpx�iqq to uniform distributions. Unfortunately, in order to satisfy

ε-DP, this extra step requires the lower bound for α being α ¥
1

exppεB{pq � 1
, where

p is the number of features. When ε and p are fixed, at least one of α and B must

be large to satisfy this inequality. If either α or B is too large, the utility of the

synthetic sample is reduced. More precisely, a large α implies that many “virtual

samples” are added to the conditional histograms, while a large B implies that many

conditional histograms are reset to uniform distributions.

Furthermore, for sparse data sets, the support of the noisy conditional histograms

may not be close to the non-noisy conditional histograms. That is the conditional

histograms may contain many sampling zeros even after applying feature hashing.

Since the perturbation in PeGS adds α “virtual samples” to each cell category, it will

13



add many “virtual samples” to cell counts that do not exist in the original data set.

In this case, there are no corresponding conditional histograms for these samples,

and the Gibbs sampler becomes stuck, running into convergence issues. It should

be noted that because of this issue in particular, we are not able to compare the

performance of our proposed algorithm directly with PeGS on synthesis of high-

dimensional sparse histograms.

3.3 The Stability Based Hashed Gibbs Sampler (SBHG)

Due to the drawbacks with high-dimensional, sparse histograms when using SBA

alone and due to the limitations of the PeGS method, we propose an algorithm that

combines SBA, feature hashing, and Gibbs sampling, and it improves on synthesis

of differentially private high-dimensional sparse histograms. We call this algorithm,

the Stability Based Hashed Gibbs Sampler (SBHG); see Algorithm 3.

SBHG first generates the empirical hashed conditional distributions from the

original histogram (steps 1�4 in Algorithm 3). To satisfy DP, we next apply the SBA

algorithm (steps 5�6 in Algorithm 3) to each hashed conditional histogram instead of

adding “virtual samples” as done in PeGS. SBA is more practical because it requires

no extra perturbations and preserves more utility for hashed conditional histograms

as explained in Section 2.2.2. Finally, we synthesize a new histogram by running a

Gibbs sampler on the noisy hashed conditional histograms. We avoid the problem of

adding noise at each step of the Gibbs sampler by releasing the conditional histograms

just one time, instead of releasing a sample at each iteration. In addition, the use of

SBA allows us to ensure that the support of the noisy conditional histograms remains

close to the non-noisy conditional histograms, limiting the sampler from generating

synthetic samples that typically do not occur in the original dataset. Algorithm 3,

steps 7 � 19 show that we have independent sampling procedures for each row, and

thus, we can perform this process in parallel.

14



While SBA greatly reduces the problem that the support of the noisy conditional

histograms may not be close to the non-noisy conditional histograms, it does not

eliminate the issue completely. In fact, there can be samples produced by the Gibbs

sampler which hash to features that do not have a conditional histogram. We address

this issue by allowing the sampler to reject samples. When the sampler encounters

a sample x� whose conditional distribution is not available, i.e., we do not have the

corresponding conditional distribution for Pε,δ
�
x�i |hpx

�
�iq
�
, the sampler rejects this

sample by simply keeping the value from the last iteration. This is essentially a

Metropolis-Hasting procedure as we regard x� as a proposed sample that has zero

likelihood in terms of the empirical distribution. Note we are using information

of the original empirical distribution here, which could violate differential privacy.

However, to determine whether we need to reject a sample, we only need to check

whether the hashed vector hpx�iq has corresponding conditional histograms. Since

the conditional histograms are labeled with hash values, from which observers cannot

recover the corresponding vector, this procedure does not violate differential privacy.

3.4 Utility Measure

To measure the utility of SBHG we use a Pearson-like χ2 statistic Raab (2016).

Suppose the original histogram has counts x1, . . . , xk, and the synthetic histogram

has counts z1, . . . , zk where k is the number of entries. We define the measure of

utility as UpX,Zq �
°k
i�1

pxi�ziq
2

xi
. If the synthetic histogram Z is generated from

the correct model, then it can be considered as directly sampled from a multinomial

distribution Z � pZ1, . . . , Zkq � MultinomialpN, x1
N
, . . . , xk

N
q, where N �

°k
i�1 xi.

Therefore, UpX,Zq has a χ2
k�1 distribution. Here, UpX,Zq is well defined as the

SBA does not change the zero counts into non-zero counts and pxi�ziq
2

xi
always has a

non-zero denominator. On the other hand, for the PeGS method, this utility measure

15



is not appropriate since it changes some zero counts into non-zero counts by adding

“virtual samples.”
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Algorithm 3 Stability Based Hashed Gibbs Sampler

Input: Data D with n records and p features. DP parameters ε and δ.

Output: An pε, δq differentially private synthetic data set

1: for j Ð 1 TO p do

2: Construct the hashed conditional distribution of each feature, i.e.

P pXj|hpX�jq � hpx�jqq

3: end for

4: for j Ð 1 TO p do

5: Apply SBA to all the conditional distributions: SBApP pXj|hpX�jqqq �

Pε,δ pXj|hpX�jqq

6: end for

7: Initialize an empty data set Dε,δ with n rows and p columns.

8: for iÐ 1 TO n do

9: At the ith row of Dε,δ, let x0i � tpx01i, . . . , x
0
piqu be the initial point with

Pε,δ
�
x0ij|hpxip�jqq

�
¡ 0 for j � 1, . . . , p.

10: for tÐ 1 TO S do

11: for j Ð 1 TO p do

12: Sample a point xprop from Pε,δ
�
Xj|hpX�jq � xt�1

ip�jq

	
.

13: if P
�
Xj � xtij|X�j � xt�1

ip�jq

	
¡ 0 then

14: Accept the proposed value. Set xtij � xprop.
15: else

16: Reject the proposed value. Set xtij � xt�1
ij .

17: end if

18: end for

19: end for

20: end for

Return Dε,δ.
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4

Simulation Studies

We consider two simulation studies using two data sets. The first simulated data

set contains 3,000 records with 3 features; each feature has 10 categories. There

are 1,000 possible distinct records in this data set, and we let them appear at least

once. Under these settings, the simulated data set is dense, and its corresponding

histogram contains no zero counts. The second simulated data set contains 3,000

records with 10 features; each feature has 10 categories. There are 1010 possible

distinct records in this data set. Under these settings, the simulated data set is

sparse. We use this data set to show (i) how the sparsity of data set, (ii) the

privacy parameters, and (iii) different feature hashing settings affect our algorithm.

More specifically, we randomly generate records by first drawing samples from a

10 dimensional multivariate normal distribution. Then we bin each feature into 10

categories. We set the correlations between each pair of features to be 0.3 for the

multivariate normal distribution. This allows us to study the effect of feature hashing

since it depends on the mutual information between features.

We first validate Proposition 1 on the dense data set. We directly apply SBA (see

Algorithm 2.2.2) to the full joint distribution of the data set. We fix the parameters

18



δ � 10�4 and vary ε from 10�4 to 10. We plot both the theoretical error and

empirical error in Figure 4.1 that shows the Proposition 1 correctly gives the L1

error of stability based algorithm. The L1 error increases rapidly and reaches 3000

when ε becomes smaller. Since 3000 is the size of the original data set, the plots

show the synthetic data set completely loses utility when ε is less than 3, which

motivates the use of SBHG. Furthermore, we plot the L1 empirical error for SBHG

applied to the same data set. The plot suggests SBHG is much more stable and

preserves more utility than SBA when ε is small. Note such advantage vanishes

when ε becomes large, because in this case the uncertainty in SBHG comes mostly

from Gibbs sampler, while SBA does not have the same concern, since it directly

manipulates the histogram.
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Figure 4.1: Both the theoretical and empirical L1 errors for SBA and the empirical
errors for SBHG are plotted over increasing ε, where ε varies from 10�4 to 1 (left) and
1 to 10 (right). The empirical errors match the theoretical errors for SBA, implying
the correctness of Proposition 1. The empirical errors for SBHG are significantly
smaller than the errors for SBA when ε is small.
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In the second simulation study, we evaluate the SBHG under various scenarios by

running several simulation tests. Each simulation is run 40 times, and we report the

average and the standard deviations of the utility measure U(X,Z); see tables 1 and

2 in Section B in the Suppl. Material. We first compare the performance of SBHG

under the four settings for the dense and the sparse data sets. The first setting

(baseline) is using empirical sampling, where we draw samples from the empirical

distribution function of the data. The second setting is using a Gibbs sampler (GS),

where we use the Gibbs sampler to sample from the full conditional distributions of

the data. The third setting is using the SBHG, where we use ε � 0.1, and δ � 0.1,

where we report the average UpX,Zq for different feature hashing settings. The

fourth setting is using SBHG ε � 0.1, δ � 0.1, and the feature hashing parameter

that gives the lowest UpX,Zq. We call it optimal SBHG as it is under the optimal

choice of the feature hashing parameter.

4.1 Results on simulation studies

Here, we report our results on the simulated data sets. Comparing the average and

standard deviation of U(X,Z) for SBHG in Table 4.1 and Table 4.2, we find that

simply applying SBHG to a sparse data set can lose much more utility than applying

it to a dense data set. The corresponding histograms for sparse data sets have more

small entries that are more likely to be thresholded to zero. We induce too many

sampling zeros, and in general, SBHG always rejects the sample when it encounters

sampling zeros. Therefore, the mixing of the algorithm is slow. On the other hand,

the optimal SBHG has a similarly good performance for both the dense data set and

the sparse one. This matches our analysis in section 3.2, where we point out that

feature hashing essentially pools different conditional histograms with the same hash

key together, which moderates the sparsity problem. Therefore, carefully choosing

an optimal feature hashing parameter can improve the data utility. We provide the
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average UpX,Zq and its standard deviation for different data synthesizing methods

applied to a dense data set and a sparse data set below.

Table 4.1: The average U(X,Z) and its standard deviation for different data synthe-
sizing methods applied to a dense data set.

U(X,Z) SD
Empirical Sampling 946.53 104.71

Gibbs Sampling 1248.42 128.52
SBHG 1784.13 174.11

optimal SBHG (k=1) 1531.35 152.11

Table 4.2: The average U(X,Z) and its standard deviation for different data synthe-
sizing methods applied to a sparse data set.

U(X,Z) SD
Empirical Sampling 932.23 113.53

Gibbs Sampling 1031.06 131.12
SBHG 2293.84 238.53

optimal SBHG (k=2) 1583.53 153.58

Next, we investigate the optimal choice of the feature hashing parameter on the

sparse data set. Our simulations suggest that the best utility is preserved not at the

strongest or weakest hashing setting but the optimal number of features depends on

the analysis objective: better data utility and or the algorithm run time. To gain

the best utility, as measured in our setting, for dense data it was 5 features and for

sparse 2 features (Table 4.1 and Table 4.2). Figure 4.2 presents the loss of utility of

the synthetic histograms and the computational run times under different values of

the feature hashing parameters for the sparse histogram. As the number of features

increases, the hashing weakens. For example, when the number of features used for

hashing is 9, this is equivalent to not using feature hashing at all because the data

set has 10 features. The left plot suggests that the utility is best preserved when we

use only two features. The performance is close to sampling without DP. The right

plot shows that the time complexity grows when we use a weaker feature hashing.
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Figure 4.2: The loss of utility (left) and the computational run time in seconds
(right) under different hashing settings. We fix ε � 0.1 and δ � 0.1 during the
simulations. The x-axes represent the number of features kept in the feature hashing
method.

Next, we consider the cost of privacy with respect to data utility by evaluating

how the choices of DP parameters ε and δ affect the utility of our method on the

sparse data set. According to the previous simulation, small ε and δ induce a loss

of utility as they refer to strong guarantee in privacy. Here, we are more interested

in the sensitivity of these two parameters in terms of utility. Thus, we vary each

parameter respectively from 0.1 to 1, while keeping the other fixed at 0.1. For each

setting, we run the SBHG algorithm 40 times on the sparse data. We compare these

results with empirical and Gibbs sampling. Figure 4.3 illustrates the results, showing

that the SBHG method becomes more sensitive for smaller values of ε and δ which

is expected given that these introduce more noise. In addition, data utility rapidly

increases as we increase both parameters, and it becomes stable when they surpass

0.6. Given the sparseness of the tested data set, these are promising results that we

further validate with real data in the next section.
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Figure 4.3: The loss of utility when one of either ε and δ is varied while the other
is fixed at 0.1. We compare the loss of utility with empirical sampling and Gibbs
sampling without perturbation.
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5

Applications

We now apply and evaluate our algorithm on two real sparse data sets. First, the

Adult data set from the UCI Machine Learning Repository Ronny Kohavi (1996)

contains 48,842 records regarding individual’s personal information. Twelve categor-

ical features are used such as age, work class, educational level, occupation, gender,

race, and others1. The total number of possible distinct records is � 5.5�1012, mak-

ing the data set highly sparse. Second, the National Long Term Care Survey

(NLTCS) contains records of 21,574 unique individuals that participated in a longi-

tudinal study (six waves or years) regarding the health and care of older Americans

Manton (2010). Patients enter during a particular wave and either drop out or die;

they are then replaced by a new cohort. Categorical information about patient care

are available such as gender, date of birth, education status, among others. The

entire NLTCS data set has sixteen binary features with 216 possible distinct records,

making the data set very sparse.

Since the PeGS method is not comparable, as discussed in Section 3, we compare

our method with an existing method for releasing a data set in a DP manner, called

1 We note that integer features such as age are treated as categorical features.
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PrivBayes Zhang et al. (2014). The PrivBayes algorithm synthesizes a data set by

first constructing a Bayes network, then perturbing the network, and finally releas-

ing a new data set sampled from the perturbed Bayes network. Since PrivBayes

satisfies ε-DP, we evaluate the performance of our algorithm by releasing a synthetic

histogram with varying DP parameter ε. We fix δ � 0.1 and use different k, the num-

ber of features for feature hashing in SBHG. We compare the synthetic histogram

with the original histogram in terms of UpX,Zq; Figure 5.1 shows the comparison

between PrivBayes and SBHG with different hashing parameters.

Figure 5.1 suggests that for different privacy parameters ε, the optimal hashing

parameter is not fixed. While PrivBayes out performs SBHG for some settings of

k, the optimal SBHG always preserves more utility than PrivBayes. When ε is

large, the performance of all the algorithms converge to the same level. This is

because both PrivBayes and SBHG utilize the conditional distributions as the basis

for reconstructing histograms. When the privacy risk is less restricted (larger ε),

the two algorithms perform similarly in terms of utility. Note, even though, the

optimal SBHG always preserves utility better, we cannot claim SBHG is overall

better because PrivBayes achieves ε-DP, while SBHG only achieves pε, δq-DP.
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Figure 5.1: Comparison analysis of the Adult (top) and NLTCS (bottom) data sets.
We set ε � 0.05, 0.1, 0.2, 0.4, 0.8, 1.6 and test the PrivBayes and SBHG methods on
each setting. For SBHG, we fix δ � 0.1 and vary k � 2 to 5. Each experiment is run
for 10 times and the average U(X,Z) is reported.
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6

Discussion

In this thesis, I have proposed the SBHG sampler for releasing high-dimensional,

sparse histograms in a DP manner. This method is composed of the SBA, feature

hashing, and Gibbs sampling that satisfies pε, δq-DP. For an optimal choice of feature

hashing, we are able to reduce the computational complexity and maintain nearly

the same utility as the Gibbs sampler or the direct sampler (see Figure 4.2). Our

algorithm is robust to a large number of zero counts in the original histogram, a

common problem for sparse data sets. What we have partially solved is dealing

with issues when the support of the noisy conditional histograms may not be close

to the non-noisy conditional histograms. However, when a histogram has too many

small non-zero counts, the SBHG algorithm essentially releases histograms almost

equivalent to releasing their support. Thus, for such non-zero entries, a completely

DP release when dealing with support estimation is still an open and difficult problem

(Wasserman, 2012). While feature hashing moderates this problem, the behavior of

our algorithm for different hashing methods merits further investigation.
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