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Abstract 

Feature development forms a cornerstone of many machine learning applications. 

In this work, we develop features, motivated by physical or physiological knowledge, for 

several applications: energy disaggregation, brain cancer prognosis, and landmine 

detection with seismo-acoustic vibrometry (SAVi) sensors. For event-based energy 

disaggregation, or the automated process of extracting component specific energy data 

from a building's aggregate power signal, we develop low dimensional features that 

capture transient information near changes in energy signals. These features reflect the 

circuit composition of devices comprising the aggregate signal and enable classifiers to 

discriminate between devices. To develop image based biomarkers, which may help 

clinicians develop treatment strategies for patients with glioblastoma brain tumors, we 

exploit physiological evidence that certain genes are both predictive of patient survival 

and correlated with tumor shape. We develop features that summarize tumor shapes and 

therefore serve as surrogates for the genetic content of tumors, allowing survival 

prediction. Our final analysis and the main focus of this document is related to landmine 

detection using SAVi sensors. We exploit knowledge of both landmine shapes and the 

interactions between acoustic excitation and the ground's vibration response to develop 

features that are indicative of target presence. Our analysis, which employs these novel 

features, is the first evaluation of a large dataset recorded under realistic conditions and 

provides evidence for the utility of SAVi systems for use in combat arenas.
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Introduction 

Data and information are pervasive elements of daily life. Credit card companies 

track user purchases to segment their customers and guide advertising and promotional 

efforts. Governments analyze satellite imagery to gauge foreign and domestic threats. 

Clinicians leverage medical recordings in order to determine the best treatment options 

for their patients. Interpretation of this preponderance of data ('big data') requires 

sophisticated techniques. One approach to address this challenge, which has recently seen 

an explosion of interest, is pattern recognition [1]–[3]. 

Pattern recognition is the field of automatic discovery of regularities in data 

through the use of computer algorithms, and the use of these regularities to take actions 

such as, for example, classifying the data into different categories [1]. An illustrative 

example of pattern recognition is handwritten digit recognition. Consider the images of 

handwritten digits shown in Figure 1. Each of these two images are 28 x 28 pixels in size 

and are represented in a computer as a vector of 784 real numbers. The goal of pattern 

recognition is to build an algorithm that will take this vector as an input and identify the 

digit, from 0 through 9, to which the vector corresponds. Hand crafted algorithms could 

be used to translate the input vectors into output digits, but this would be very difficult. 

It would require that a programmer craft a great deal of rules encoding all of the various 

ways people write each of the digits, and likely various exceptions to these rules, in order 

to detect all possible cases of each digit. Machine learning has emerged in recent years as 
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an extremely effective method of addressing the pattern recognition problem. Machine 

learning and pattern recognition will be used interchangeably throughout this document. 

  

Figure 1: Examples of handwritten digits. Pattern recognition algorithms can be used to automatically 

translate images of handwritten digits into their corresponding numbers, 3 and 9 in this example. 

Machine learning refers to a class of algorithms that automatically identify the 

patterns and regularities in data only using examples of the data itself, and where 

appropriate, the associated true class labels of the data. In the case of the digit recognition 

problem, the example data, referred to as training data, consists of many images of the 

handwritten digits and their true identities (e.g., “one”, “two”, etc). The machine learning 

algorithm is trained using the training data, after which it can be applied to predict the 

identity of new data, for which the true identity of the pattern under consideration (e.g. 

digit) is unknown. 

A central goal of machine learning research is the development of algorithms that 

generalize well. An algorithm is said to generalize well if it can accurately categorize new, 

previously unprocessed, data. This is a difficult problem (at least) because the training 

datasets used to train machine learning algorithms cannot account for all possible 
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variations in the data that might be encountered in practice. Consider again the case of 

digit recognition. It is not feasible to acquire samples of digits written by all humans, and 

to therefore capture the nuances of each person's handwriting. Therefore, it is important 

that any machine learning algorithm be able to generalize well; as a result, much of 

machine learning research focuses on improving the ability of algorithms to generalize 

well based on the training data. 

Often, prior to algorithm training, it is useful to transform the input data into a 

form in which the pattern recognition problem is easier to solve, thereby resulting in better 

generalization. This data preprocessing, known as feature extraction [1], consists of 

applying functions (e.g., statistical measurements) to the initial data under analysis in 

order to remove spurious variations, and retain only those variations that correspond to 

real patterns that are important for the pattern recognition task. A well designed feature 

set can result in major improvements in algorithm performance (i.e., generalization) [4], 

[5]. 

To illustrate feature extraction, we can again consider the problem of digit 

recognition. An important distinguishing feature of different digits is their edges, 

specifically the edge orientations and lengths. This information can be compactly 

quantified using, for example, the histogram of oriented gradients feature [6], which is 

illustrated for two digits in Figure 2. This feature reduces the representation of the digits 

from 784 dimensions down to four dimensions corresponding to four possible gradients 
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and the preponderance of those gradients, where each dimension captures an important 

characteristic of the digit that is useful for the recognition task. As shown, the histograms 

of the oriented gradients are noticeably different for the two digits considered. 

 

Figure 2: An example of histogram oriented gradient features [6] applied to digit recognition, specifically 

for digits 3 and 9. Gradients are calculated at uniform locations throughout the image, and arrows to 

represent the image gradients are shown on top of the digits along their edges. Histograms showing the 

prevalence of each gradient are shown for both digits. The prevalence of the four gradients shown here is 

different for both digits, yielding a discriminative, four dimensional feature that could be used for digit 

recognition. 

Although feature extraction is very important, designing effective features to be 

extracted for a particular pattern recognition problem can be difficult. Both the difficulty 

and importance of this problem are evidenced by the large amount of research regarding 
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the development of features, e.g. [4]–[9]. In the digit recognition problem, the data is easy 

to visualize, and readily interpretable by a human, so feature development could easily 

rely simply on intuition. However, many problems involve very noisy, or high 

dimensional, data that is not easily visualized or understood. In these instances, physical 

or biological models of the data can be useful to motivate, or guide, how to interpret the 

data under consideration and thus to develop relevant features. 

Features inspired by physical or biological models have led to major advances in 

many machine learning applications for pattern recognition. For example, the (raw) data 

collected by magnetic resonance imaging (MRI) systems is high dimensional, and cannot 

be immediately visualized. However, physical models of the magnetic dynamics of atoms 

led to the realization that the data could be transformed into more intuitive 

representations (i.e., feature extraction), in the form of images [10]–[12]. In speech 

recognition tasks, the data upon which pattern recognition algorithms must operate 

comes in the form of very high dimensional sampling of sound signals (≥ 15𝑘𝐻𝑧). In this 

form, it is very difficult to extract any patterns; however, biological models of the human 

auditory system revealed that much of the information of the signal can be captured in 

the average energy in logarithmic spectral bands of the signals. This resulted in the very 

popular mel cepstrum coefficients, which dramatically reduce the dimensionality of audio 

recordings and enable very effective speech recognition applications [13]–[18]. As another 

example, raw data recorded using electroencephalography (EEG) for patients with 
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epilepsy is high dimensional and therefore difficult to process directly. However, 

researchers have shown that epileptic seizures are manifested in the form of sudden 

developments of synchronous neuronal firing in the cerebral cortex [19]–[22]. This 

underlying physiological phenomenon motivated the widespread use of features that 

capture the energy within spectral bands for prediction of epileptic seizures (e.g. [23]–

[25]). 

In this work we have focused on developing useful features for several pattern 

recognition problems. Due to the nature of the problems, we relied on both natural models 

of the underlying systems and qualitative observations about various datasets to 

motivate, or inspire, our development of useful features. The first problem discussed in 

this document is that of energy disaggregation, or the separation of a building's aggregate 

power signal into component signals, resulting from dishwashers, refrigerators, etc. A key 

component of disaggregation is classification of the devices that caused changes in the 

power signal. Therefore, based on the knowledge that different devices contain 

components with different impedances that affect transient behavior, we developed 

features that captured transient information surrounding these power changes. 

The second problem we address relates to the development of noninvasive image-

based biomarkers extracted from magnetic resonance images, both to develop prognoses 

for patients suffering from brain cancer and to determine the types of cancer afflicting 

patients. Based on prior research that indicates a correlation between gene expression, 
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survival, and tumor shape, we developed features that captured tumor shape and could 

serve as noninvasive proxies for invasive measurements of gene expression. 

The final problem, is related to landmine detection to aid in humanitarian 

demining operations following military conflicts. Remote sensing technologies allow 

soldiers to probe ground locations without contact and to therefore build images of the 

ground that soldiers can analyze to determine the presence or absence of mines. Linear 

models of the ground, which assume that the output signal is a scaled and phase shifted 

version of the input signal, motivate the identification of several system parameters that 

may be discriminative for classifiers to identify buried threats. We build on previous work 

by proposing ways in which to infer informative parameters from a more sophisticated 

circuit model of the ground that may capture the underlying physical interaction between 

acoustic excitation of the ground and the ground's resulting seismic response. Based upon 

our initial investigation, and the associated results, we propose several new feature 

development approaches for the vibration sensing machine learning algorithms. We 

additionally develop a set of features based on previously established observations and 

our own qualitative observations regarding the spatial extent of target responses [26]. 

The remainder of this document is organized as follows. In Chapter 1, we present 

background methods and materials that are necessary to develop the new methods 

presented in this work. In Chapter 2 and Chapter 3, we present our work on the 

aforementioned energy disaggregation and glioblastoma prognosis problems, 
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respectively. Several portions of Chapter 2 and Chapter 3 are verbatim copies of portions 

of the author's publications [27]–[32] on the topics with permission from the publishers. 

In Chapter 4, we present our work on detecting buried targets in a small dataset, using 

circuit models of the ground and basic signals processing features. In Chapter 5 and 

Chapter 6, we implement novel data driven approaches to incorporate spatial processing 

into target detection algorithms, exploring both the time and frequency domain in the 

process. For Chapter 5 and Chapter 6, a more recent and substantially larger collection of 

data, one that is more representative of data that may be encountered in combat arenas, 

is used for evaluating detection performance. Finally, in Chapter 7, we summarize the 

main findings of our analyses and discuss future research possibilities to build off of our 

work. 
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Chapter 1. Background concepts 

In this chapter, we review several concepts that will be used throughout this 

document. A common application of machine learning is classification of data into 

different categories, e.g. ground with or without landmines present. To this end, we 

discuss methods to evaluate classifier performance. We also introduce methods that allow 

data compression, and a number of features that are commonly used for linear system 

analysis. 

1.1 Classification 

1.1.1 Binary classifiers 

Binary classifiers discriminate between two classes of data, often called H0 or 

background and H1 or target, where H0 may represent healthy patients and H1 may 

represent sick patients, for example. Classifiers are trained with a set of data thought to 

be representative of the test data that will be encountered in practice. An example of a 

simple classifier is the k-nearest neighbors, or KNN, algorithm. This algorithm assigns a 

confidence to each data point based on the number of nearest H1 neighbors in the training 

set within the top k nearest overall neighbors. For example, for a test data point classified 

using the KNN algorithm with k=10, if the nearest 10 neighbors were comprised of 6 H1 

and 4 H0 observations, the classifier would assign a confidence of 0.6 to the test data point. 
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1.1.2 Receiver operating characteristics 

In order to evaluate how well a classifier discriminates between two classes of 

data, receiver operating characteristic (ROC) curves are commonly used. ROCs are 

produced by varying a threshold across all confidences and comparing the resulting 

sensitivities, or probability of detection (PD), to the false positive rates (PF), or the ratio of 

the number of H0 observations incorrectly labeled with H1 labels. ROCs demonstrate the 

performance of a classifier operating at all possible threshold settings and quantify the 

tradeoff between correct detections and false alarms. An example of an ROC generated 

from two overlapping confidence densities is shown below in Figure 3. 

  

Figure 3: Generation of ROC curves. The plot on the left shows the probability density functions (pdf) 

for two sets of confidences, one for H0 in dashed black and one for H1 in green. At each confidence 

threshold, examples of which are shown as vertical black and red lines in the left plot, the sensitivity is 

calculated as the integral of the H1 pdf to the right of each threshold, while the false positive rate is 

calculated as the integral of the H0 pdf to the right of the threshold. Therefore, the ROC characterizes the 

tradeoff between PD and false positive rate. The example black and red lines in the left hand pdf plot 

correspond to the performance obtained at the black triangle and red circle on the right hand ROC. 

ROCs can also be generated as plots of PD with respect to false alarm rate, or FAR, 

rather than PF. Much of this document focuses on landmine detection, in which FAR is 
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expressed in terms of false alarms per m2. For the landmine detection application, 

algorithms typically assign confidence values to physical ground locations to indicate 

how likely a landmine is at that location. For a given ROC threshold, landmines are 

considered to be detected (true positive) if a confidence higher than the threshold can be 

found within a 'halo', or detection radius, of the alarm. Figure 4 shows an example of 

landmine detection in which a landmine is present in a 3m x 10m lane. An alarm, indicated 

by a lightning bolt, can be found within the 0.5m halo surrounding the actual landmine, 

indicated by a star, indicating that the landmine was found. The three alarms outside of 

the halo contribute to a false alarm rate of 0.1 FA/m2. 

 

Figure 4: An example of landmine detection (not to scale). The gold star indicates the presence of a 

landmine. Lightning bolts indicate alarms, or locations at which the classifier confidence is above the 

current ROC threshold. The white circle surrounding the landmine is known as the landmine's halo. The 

alarm within the landmine's halo indicates that the classifier has correctly detected the landmine, leading 

to a true positive. The three alarms outside of the halo contribute to the system's false alarm rate, 
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measured in false alarms per m2. Given three alarms within 30 m2 (3m x 10m), this false alarm rate is 0.1 

FA/m2. 

1.1.3 Baseline performance evaluation 

To define 'good' classifier performance, it is helpful to determine how a 'random' 

algorithm would perform. If an algorithm were to assign confidences uniformly across all 

space such that one alarm was present within the scoring halo for any ground location, all 

targets would be detected. The false alarm rate for this perfect 'chance' detection would 

be equal to 1 false alarm per area covered by a target halo. In the case of a 0.5m target halo, 

for perfect sensitivity of 1, the required false alarm rate for random detection would be 

roughly 1.27 FA/m2. Therefore, performance of any algorithm using a 0.5m halo can be 

compared to the line connecting a sensitivity of 1 with 0 FA/m2 to a sensitivity of 1 with 

1.27 FA/m2. Visualization of this chance detection performance is shown below in Figure 

5. 
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Figure 5: Chance determination for scoring algorithm performance (not to scale). If alarms were 

uniformly distributed throughout the area of interest such that exactly one alarm was present within a 

0.5m halo anywhere in the area (illustrated in the left plot), this would result in a FAR of roughly 1.27 

FA/m2 and the ROC performance shown in the right hand plot. 

1.1.4 Generalization to new data – cross validation 

It is important to consider how well an algorithm would generalize to new data. 

In order to approximate this generalization performance and avoid overtraining the 

algorithm to the dataset under analysis, a technique known as cross validation is often 

implemented. Cross validation consists of breaking a dataset into two sets, one for training 

and one for testing, then repeating this process with different breakdowns of the data, 

such that all data from the original set are held out for testing once. The cross validation 

process is illustrated below in Figure 6. 
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Figure 6: An illustration of four fold cross validation, where each row indicates a breakdown of a single 

set of data into training (blue) and testing sets (red) in four different ways, or folds. For each cross 

validation fold, the algorithm is trained on the light blue portion of the data and tested on the red 

portion of the data. Performance is then calculated using all four of the test data results. 

1.1.5 Multiclass classification evaluation 

Although ROCs are appropriate for binary discrimination between classes, they 

fail to characterize performance of multiclass classifiers. In this instance, confusion 

matrices are more appropriate performance assessment tools. Confusion matrices show 

both how often the original classes are correctly labeled by the classifier and how often 

the classifier mislabels them as other classes. 

1.2 Feature compression 

An oft-encountered situation is one in which multiple features are highly 

correlated with each other. For example, it is reasonable to think that consumer spending 

is correlated with income. With correlated features such as these, it is possible to represent 

the information contained in these two categories in one dimension, rather than two. 
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Principal component analysis allows enables dimensionality reduction by finding an 

orthogonal subspace in which dimensions are no longer correlated and that contains the 

highest variance in the first principal component [8], [33], [34]. Since the primary 

dimensions of this new subspace contain the majority of the variance from the data, it is 

possible to remove many of the remaining dimensions and still retain the majority of the 

information that the original data contained. Figure 7 shows an example application of 

PCA for a simple synthetic correlated data set. 

  

Figure 7: Example application of principal component analysis to simple synthetic data. The black lines 

in the left hand plot show the directions along which the highest amount of variance exists. As shown, 

data that was originally correlated in the left plot was de-correlated through the use of PCA in the right 

plot, yielding data projected onto two principal components, shown on the horizontal and vertical figure 

axes. 

1.3 Linear system analysis 

A large portion of our analysis for landmine detection is centered around the 

notion that the ground can be modeled as linear time invariant (LTI) system [26], [35]–

[38], in which the output from a system is equal to a phase shifted, scaled version of the 

input signal. LTI systems can be fully characterized by their transfer functions [39], which 
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describe the relationship between a system input and output; therefore, convolving the 

input with the system transfer function yields a scaled and phase-shifted version of the 

input as the system output. Mathematically, with 𝑥(𝑛) as the system input, 𝑦(𝑛) as the 

system output, and ℎ(𝑛) as the system transfer function, we can say 𝑦(𝑛) = 𝑥(𝑛) ∗ ℎ(𝑛). 

With the z-transform, this time domain convolution simplifies to a z-domain 

multiplication to yield 𝑌(𝑧) = 𝐻(𝑧)𝑋(𝑧).  

Features that either approximate the transfer function or capture characteristics of 

it could yield discriminative information to classifiers when working with two different 

systems, like the ground or the ground with landmines. We therefore describe several 

types of features in this chapter that characterize the behavior of linear systems. 

1.3.1 Fourier features 

Fourier analysis shows that any periodic time domain signal can be broken down 

into a weighted, phase shifted sum of sinusoids [39], [40]. The Fourier transform of a 

discrete signal can be written as: 

𝑋(𝑘) = ∑ 𝑥(𝑛)𝑒−𝑗2𝜋𝑘𝑛/𝑁

𝑁−1

𝑛=0

 

The power spectral density of the Fourier transform can be calculated as the 

component wise square of the Fourier transform and provides a sense for how much 

power a given frequency contributes to a signal. Integration of the power spectral density 

over a specified frequency range provides a measure for the amount of energy a given 

frequency range contributes to the overall signal energy. 
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1.3.2 Cross correlation 

Under ideal conditions, cross correlation, a measure of similarity between two 

signals, serves as a proxy for a linear system's transfer function [41] and can therefore be 

used to capture LTI characteristics of the ground. Given an input, output, and transfer 

function of x(n), y(n), and h(n), respectively, the cross correlation between the input and 

output could be written as 𝜙
𝑥𝑦

(𝑛) = 𝑥(𝑛) ⊕ 𝑦(𝑛), and the output can be expressed as the 

convolution of the input with the transfer function, or 𝑦(𝑛) = 𝑥(𝑛) ∗ ℎ(𝑛). Therefore, we 

can re-express the cross correlation as 

𝜙𝑥𝑦(𝑛) = 𝑥(𝑛) ⊕ (𝑥(𝑛) ∗ ℎ(𝑛)) 

which is equivalent to expressing the cross correlation between input and output as the 

convolution of the input autocorrelation and the system transfer function. In the event 

that the input signal is comprised of white noise, the autocorrelation is equal to an impulse 

𝑥(𝑛) ⊕ 𝑥(𝑛) = 𝜙𝑥𝑥(𝑛) = 𝑘𝛿(𝑛) 

Convolving a signal with an impulse yields the same signal, so we can re-express the 

correlation as a scaled version of the transfer function, assuming white noise as input: 

𝜙𝑥𝑦(𝑛) = 𝜙𝑥𝑥(𝑛) ∗ ℎ(𝑛) = 𝑘ℎ(𝑛) 

Even if the white noise requirement is not met for a given system, the maximum of the 

cross correlation can still provide an indication of both the similarity between input and 

output and a measure for when the system input and output are best aligned [39]. 
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1.3.3 Energy 

Signal energy is commonly used for landmine detection purposes with many 

modalities. This feature is simply the Fourier feature discussed in Section 1.3.1, except 

with a sum performed over an infinite frequency range. 

1.4 Likelihoods 

A concept that will be useful for our later discussion regarding landmine detection 

is that of likelihood ratio analysis. Given a set of parameters and an assumed model, the 

likelihood of a data observation is the probability that that observation is a result of the 

probability model using the model parameters [1]. With 𝑥 as observed data and 𝜃 as model 

parameters under an assumed model, the likelihood would be expressed as 𝑝(𝑥|𝜃). 

Likelihood ratios express the ratio of two model likelihoods, 𝑝(𝑥|𝜃1)/𝑝(𝑥|𝜃2), and can be 

used to evaluate which model was more likely responsible for generating observed data. 

1.5 RX anomaly detection 

The Reed-Xiaoli (RX) anomaly detection algorithm [42] is a common benchmark 

anomaly detector in image processing. The background pixels surrounding a test pixel or 

a local group of test pixels are assumed to be independently and identically distributed 

Gaussian random variables. A confidence is calculated as the Mahalanobis distance [43], 

or the difference between the background mean vector and the test pixel intensity of the 

mean of the pixels within the group of test pixels over the variance of the background 

pixels [44]. This confidence is thresholded to detect anomalies. 
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Chapter 2. Algorithms for energy disaggregation 

Concern over limited energy resources and rapidly growing energy needs to 

power our everyday lives has motivated researchers to explore ways to optimize how 

energy is used. In recent years, energy disaggregation, or nonintrusive load monitoring 

(NILM), has proven to be a promising technique that provides insights toward identifying 

mechanisms by which energy consumption could be reduced on a massive scale, with 

some researchers suggesting the potential to reduce U.S. energy consumption alone by 

approximately 10% [45]–[47]. Energy disaggregation is the automated process of 

extracting component specific energy data from a building’s aggregate power signal [45], 

[48]. Information from this process is beneficial for a variety of applications. NILM could 

enable automated energy audits that inform companies and individuals about how their 

energy is being used [49]. It could also empower home owners to automate devices within 

their homes especially with the rise of interconnected electronic devices. Energy 

disaggregation has enabled energy saving behavioral modifications [46], [47], such as 

encouraging consumers to shift the time of use of high power loads during peak 

consumption hours [50]–[52]. Additionally, insights derived from NILM systems may be 

used for market segmentation, one application of which is to target energy efficiency 

recommendations [45]. Due to these myriad benefits, the energy disaggregation field has 

grown significantly since its inception in the early 1990s [48]. Although many researchers 

have attempted to develop and test disaggregation algorithms, it remains difficult to 
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compare performance between different studies. This is due to the variety of sampling 

frequencies and available data, such as real or reactive power, in different datasets and 

the variability in error metrics used to determine algorithmic performance associated with 

different techniques [53]. 

Feature development forms a core part of many energy disaggregation algorithms. 

Development of discriminative features both allows algorithms to recognize 'events' in 

the aggregate power signal, when common household appliances turn on or off, and 

enables reliable reconstruction of the component signals that comprise the aggregate load. 

We therefore focus our analysis on the development of features that capture these 

characteristic changes in a home's aggregate power load. Devices exhibit different 

behavior when turned on or off as a result of the components that comprise the device. 

For example, refrigerators contain motors, which are inductive and yield transient 

responses; on the other hand, common incandescent lightbulbs are purely resistive loads 

which yield immediate changes in the power signal when switched on or off.  

We frame this feature development in the context of a supervised disaggregation 

system, which is comprised of event detection, event classification, and device power 

assignment. We use receiver operating characteristic (ROCs) curves to evaluate event 

detection performance, and we introduce a technique to evaluate device-level event 

detection. We use several confusion matrices, each to evaluate multi-class classification 

performance with different classifiers, and evaluate the resulting power assignments 
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using several assignment metrics that are commonly used in the literature to demonstrate 

the varying strengths of the techniques that were considered. We apply this framework 

to several publicly available datasets and demonstrate how system performance varies 

with sampling frequency and the inclusion of reactive power. Our results suggest that (1) 

disaggregation performance varies considerably across data sets (2) increased data 

sampling rate improves disaggregation performance, and (3) inclusion of additional 

features such as reactive power yields disaggregation performance improvements. We 

presented our analysis at the IEEE International Conference on Smart Grid 

Communications in November, 2015 [27].  

2.1 Methods 

The disaggregation algorithm schema adopted in this work is comprised of five 

operations: event labeling, event detection, feature extraction, classification [54], and 

power assignment. During the event truthing stage, we manually labeled, or truthed, 

'events,' or changes in the power signal caused by state changes in a device (e.g. switching 

on or off of a device), to indicate both when events occur and the specific device that cause 

these events (e.g. a refrigerator or a microwave). We use an automatic event detection 

algorithm to automatically determine when events occur in the power signal data, and 

the accuracy of this event detection algorithm is determined by comparison to the truthed 

events. We develop and extract features from the power signal that is measured near in 

time to detected events in the hopes of capturing the characteristics of these power 
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changes. A classification algorithm is then trained on the truthed data to discriminate 

between different device features. We use this trained classifier to determine what types 

of events were extracted by event detection. Finally, we assign energy to each device based 

on classification results, creating an individual timeseries for each electronic device. This 

enables a building resident to know how much energy each device consumed and when 

it was consumed. Other algorithmic approaches have been published to address this 

problem, including approaches using hidden Markov models [55]–[57] and combinatorial 

optimization algorithms [48], [58], and the comparative performance of these approaches 

can be evaluated using a subset of the same tools used in this work. 

2.1.1 Datasets and labeling 

In order to deploy an energy disaggregation algorithm to millions of homes, the 

algorithm must generalize well to new house data, regardless of the data sampling 

frequency or the complement of electronic devices that are present in a building. 

Therefore, we apply our disaggregation algorithms to four different datasets: house 1 of 

REDD [59], BLUED [60], AMPds [58], and house 2242 of the 2013 Pecan Street Dataport 

[61]. Each dataset presented its own challenges. Only BLUED included true event time 

labels. REDD, AMPds, and Pecan Street did not include event timestamps; however, they 

did include submetered data (circuit or device-level power data). We manually labeled 

the events within these last three datasets based on the submetered data. The BLUED 

dataset is unique in a number of ways. Since it does not include submetered data, device 
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power assignment performance cannot be scored. However, BLUED includes 

measurements of both real power, which does work, and reactive power, which 

establishes and sustains the magnetic fields that enable some alternating current electrical 

devices to operative, whereas the other three datasets provided only real power. 

The data sampling rate varied across datasets from 60 Hz measurements in 

BLUED to 1/60 Hz for both Pecan Street and AMPds. Due to the large amount of data, 

hand labeling was a cumbersome process. We did not truth submetered data that had 

fewer than 10 events; although we truthed at least one circuit with multiple appliances for 

each dataset, many of the multi-appliance circuits were discarded. The aggregate power 

signal used for each dataset is the sum of the submetered power for all truthed devices. A 

dataset summary is provided below in Table 1. 

Table 1: Energy dataset summaries 

 REDD BLUED Pecan Street AMPds 

Submetered data Y N Y Y 

Labeled events N Y N N 

Data frequency (Hz) 1 60 1/60 1/60 

Measurement 

duration (days) 
33.5 7.1 365 365 

Power type Real 
Real, 

reactive 
Real Real 

 

2.1.2 Event detection 

For automatic event detection, we compare the performance of two features that 

serve as event detectors and that are based on the derivative of the aggregate power 

signal: (1) a Sobel edge detector [62], and (2) a two-step step-change filter based on [49] 
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that first applies a low pass filter to smooth then convolves the signal with a zero-mean 

Heaviside step function to detect state changes in the data. This second filter reduces the 

number of false alarms resulting from high frequency power fluctuations encountered in 

several devices. 

These techniques yield confidence values for each power measurement, to which 

we apply a threshold to determine which time samples are declared as an event. We used 

these thresholds to produce ROCs, designating the regional maxima of the confidence 

values exceeding the threshold as event alarms. We considered alarms within one minute 

of a true event, defined as the “halo” for that event, to be true positives, and alarms outside 

any halos were considered false alarms, which were used to calculate the FAR in false 

alarms per hour (FA/hr). 

In addition to scoring overall event detection performance, we estimate event 

detection performance for each device type. We developed a method to score device-level 

event detection. When investigating refrigerator event detection performance, for 

example, alarms within a one-minute halo of true events that did not correspond to a 

refrigerator were discarded so that the device-level event detector did not label true events 

from other appliances as false alarms. The remaining alarms were used to score event 

detection performance for the device. 
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2.1.3 Feature extraction 

Once events have been detected, we extract information concerning the nature of 

those events, i.e. features, from the power time series to gain information regarding what 

type of device the event may correspond to. In Hart’s seminal work [48] and other 

analyses [63], [64], clustering was performed on features extracted from events within an 

aggregate power signal. The features surrounding an event in Hart’s analysis consisted of 

step changes in the power signal around the time of the event. Later analyses [65], [66] 

used more complex features, but also required sampling rates of several MHz, which is 

six to seven orders of magnitude above what is typically available to power companies. 

Some devices have power transients, as shown in examples of lighting and 

refrigerator state changes in Figure 8, and this information may be lost by only 

considering step changes in the signal. Therefore, we extract all time samples of the power 

signal within one minute and 10 s of the event for datasets recorded at 1/60 and 1 Hz, 

respectively. The 10 s timeframe for 1 Hz measurements was chosen experimentally to 

both capture device transients and avoid the presence of other device events. For the 

BLUED dataset, we extract both the real and reactive power data surrounding events. 

Depending on the real and reactive components that make up devices, transient 

behavior of the resulting power signals will vary in characteristic ways. Devices which 

have reactive components, such as refrigerators, yield transient signals in which many 

consecutive power measurements are correlated surrounding an event; for example, 
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following the inrush current that occurs in devices with motors like refrigerators, 

consecutive power measurements are expected to decrease until steady state is reached. 

This expectation was matched with empirical data. Based on this thought process, we may 

be able to represent the data surrounding events using low dimensional subspaces, 

opening the door for application of PCA. Based on empirical observations of the data, we 

found that the top 10 principal components captured approximately 99% of the data's 

variance; we therefore used these components as the features, termed PCA-features, for 

event classification. 

  

Figure 8: Examples of refrigerator (left) and lighting (right) power changes over time. Black circled x's 

mark when devices switched on or off. Note that the refrigerator has a large transient response when 

switched on due to its inductive motor. 

2.1.4 Event classification 

Before power can be assigned to events, event features need to be classified. We 

test classification performance using five-fold cross validation on the PCA-features. We 

compare four standard classifiers commonly applied in the energy disaggregation 

literature [49], [53], [63], [65]–[67]: (1) k-Nearest Neighbors (KNN) with k=5 [68]; (2) a 
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random forest with 20 trees [69]; (3) a linear support vector machine (SVM) [70]; and (4) a 

non-linear SVM with a radial basis function kernel. We use one-vs-all classification to 

classify events with binary classifiers and measure event classification performance with 

a confusion matrix, which shows both correct classification and device misclassification. 

2.1.5 Power assignment 

The final step in an energy disaggregation framework is to assign power to specific 

devices, effectively creating a power timeseries for each device, such that a building 

occupant is able to identify not only which devices are on at a given time, but also how 

much energy each device uses. We use an energy assignment method optimized for 

binary-state appliances, such as refrigerators. For a given device, we calculate the average 

power consumed between the time each device is turned on and off and assign this to 

devices we estimate as being in an on-state. We compare the power assignment 

performance using both submetered and aggregate average power calculations. In a large 

scale disaggregation system deployment, likely neither hand-labeled events nor 

submetered data would be available, so we use the average power from the aggregate 

data to provide an alternative readily available, albeit less accurate, estimate for device 

energy consumption. Since multiple devices may be operating simultaneously within the 

aggregate signal, we expect the estimate of the device average power to be higher than 

the true device average power. 
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For some applications, including automated building energy audits, accuracy in 

allocating total energy consumption to the correct device will suffice; for others, such as 

time of use pricing cost optimization, an accurate estimation of each device’s time series 

power would be required. We therefore score performance using several metrics to 

perform a comprehensive evaluation that covers the breadth of these application areas: 

(1) percent energy explained, (2) mean normalized error (MNE) in assigned power, and 

(3) root mean square (RMS) error in assigned power. 

We calculate the percent of energy explained by each device to provide a 

breakdown for how energy was being assigned to each appliance. Power assignment error 

is calculated using MNE in assigned power and RMS error in assigned power [71]. MNE 

in assigned power measures the absolute difference between the assigned and true energy 

used per device, normalized by the total energy used by that device [72]. RMS error 

provides a sense for how close power assignment is to true power at any time instant. In 

order to compare how power assignment changed depending on classifier and event 

detector choice, we simply assign constant average device power across all time for each 

device, which, of all constant power assignments, minimizes the RMS error [73] and 

provides an indication for how well a complicated approach such as a supervised system 

would perform compared to the best constant power assignment. Many utilities currently 

use statistical averages to estimate device-level power consumption for their customers 

[46], [47]. A summary of our assignment performance metrics is provided in Table 2. In 
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this table, xt represents the measured aggregate power signal, xt(i) represents the 

submetered load for device (i), and yt(i) represents the assigned load for device (i). 

Table 2: Definition of metrics used for power assignment 

Metric Equation Interpretation Unit 

% energy 
explained [59] 

 

Percent of aggregate energy 
assigned to device i 

% 

Mean normalized 
error (MNE) [72] 

 

Error between the true 

energy consumed and the 

assigned energy for device i  

NA 

Root mean 

squared error 

(RMS) [72]  

Real time indication of 
assignment error 

W 

 

2.1.6 Experiments 

In order to evaluate our full disaggregation system, we perform several 

experiments, using five-fold cross validation by equally splitting the data into five 

temporally continuous blocks. For each dataset, we use the same setup for all experiments. 

In the training phase of our experiments, we extract PCA-features from the hand labeled 

“on” events, or events that corresponded to a positive change in power, within the 

aggregate power signal. We report classification performance for each of our classifiers 

based on five-fold one vs all cross validation with the training features. We select an event 

detection threshold as the threshold which yields a false alarm rate of 1 FA/hr according 

to the event detection ROC within the training data. Finally, we find the average power 

and on duration based on the manually labeled events within the training phase. We 

determine average power both from the aggregate data and the submetered data (except 

for BLUED since submetered data is unavailable for that data set). 
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In the testing phase, events are detected using the training threshold, and PCA-

features from these events are assigned to devices based on the trained classifier. Power 

is assigned based on the device labels assigned to each event. Assignment errors are 

calculated with respect to the submetered power time series. The aggregate assigned 

power signal is calculated as the sum of the submetered assignments and is corrected such 

that it never exceeded the true aggregate power signal [72]. 

The sampling frequency of a dataset impacts disaggregation system performance 

[45]. Sampling frequencies for disaggregation datasets range from MHz [65] to one sample 

per hour [45], [74]. Although higher sampling frequencies generally allow for finer feature 

extraction and more reliable classification, they are not available from all smart meters 

and also create a greater computational burden on the disaggregation system. For REDD 

and BLUED, we report the change in performance for sampling at 1 Hz and 1/60 Hz to 

show the impact of reduced sampling frequency. 

2.2 Results 

2.2.1 Event detection 

We report event detection performance for all datasets in Figure 9. The 

performance of the Sobel event detector on the one minute resolution data is identical to 

that of the smoothed derivative event detector, as expected since both detectors at this 

resolution will approximate the derivative of the signal based on a three point filter. The 

black dashed line is overlaid to show that a 1 FA/hr false alarm rate is used as the basis 



 

31 

for threshold selection for detecting events within the testing set. All ROCs eventually hit 

a probability of detection of 1, but we truncate the plots at 3 FA/hr to provide better ROC 

resolution for low false alarm rates. Higher sampling frequency within REDD or BLUED 

generally resulted in better detection performance. However, event detection 

performance varies greatly across datasets; these performance variations could be due to 

different levels of device submetering, different sensors that were used to acquire the data, 

or human error due to manual event labeling (except for the BLUED dataset, which 

includes labeled events). 

 

Figure 9: Event detection performance comparison. Performance is shown with the Sobel operator 

(dotted) and the smoothed derivative event detector (dashed). Results for one-minute resolution data 

across event detection algorithms are identical for all datasets (for that reason, Sobel results are omitted). 
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Dashed and solid lines indicate the event detection performance with the smoothed window derivative 

event detector for respective data resolutions of 1 min and 1 s. 

Device level event detection performance from the aggregate power signal is 

shown for the REDD dataset in Figure 10. The number of device instances is provided for 

each device in the figure legend. Curves that are closest to the upper left hand corner, such 

as the dryer, have the best event detection performance. 

 

Figure 10: Device-level event detection performance comparison performed on the REDD dataset. The 

legend shows the type of device, followed by the number of on events attributed to that device. 

2.2.2 Classification performance 

Classification performance is reported using confusion matrices, which compare 

the true event types to the assigned event type. An example of five-fold cross validation 
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performance with a KNN classifier used on PCA-features from the REDD dataset is 

shown in Figure 11a. 

The overall classification accuracy of this example is 84%. Blank spaces in the 

confusion matrix indicate no confusion between the true and assigned class (a value of 0). 

For example, confusion between events from kitchen outlets and lighting outlets is 

evident since 42.4% of kitchen event features were assigned to the lighting class. Devices 

are ordered in terms of overall energy used. As shown for the REDD dataset, the largest 

energy drain is lighting. For the Pecan Street and AMPds datasets, air conditioning and 

electric heating consumed the most energy. Nonlinear classifiers perform better than the 

linear SVM, implying that the event feature space is nonlinear. Inclusion of reactive power 

greatly increases classification performance; reactive power provides more feature 

information for devices such as fluorescent lights or devices with motors, such as 

refrigerators. As with event detection, classification performance is highly dependent on 

sampling frequency; transient information that may be lost in smoothed 1/60 Hz data may 

be present in 1 Hz data. For REDD and BLUED, large performance drops occur between 

classification at 1 Hz and 1/60 Hz. Classification also varies greatly across datasets, 

potentially due to the same confounding factors discussed with event detection. 
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Figure 11: Device-level NILM performance comparison for five-fold cross validation with a KNN 

classifier on REDD Data. Classification performance is 84.0% correct. This figure shows the (a) confusion 

matrix, (b) percent of energy explained, (c) mean normalized error, and (d) RMS error for each appliance, 

ordered with respect to (e) energy consumption of each device. 
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2.2.3 Error assignment analysis 

We calculate all assignment errors for several situations for a complete 

comparison: using (a) submetered and (b) aggregate data for power estimates (note that 

submetered data is usually unavailable, but most accurate), and using (c) true device 

labels (which removes any error introduced through event detection and classification 

algorithms) vs (d) those estimated by the classification algorithm. In the first experiment 

(submetered truth), we assign power to the true events with true device labels using 

submetered data (a). In the second experiment (b, aggregate truth), we calculated the 

average device operating power from the aggregate power signal (since submetered data 

is typically unavailable). In the third and fourth experiments (c, submetered, and d, 

aggregate classified), events detected using the threshold that yielded 1 FA/hr in training 

are classified using a KNN classifier with k = 5 that is trained with the training data, and 

we assign power based on the submetered and aggregate power signals, respectively. 

Figure 11b shows the device level percent of energy explained relative to true device 

energy, and we compare the results of the four setups to the true percent of energy 

explained for each device calculated from the submetered data to provide a sense for the 

highest energy consumers. Figure 11c shows the mean normalized error, based on the 

error between the submetered measurements and assigned measurements. In Figure 11d, 

we provide a comparison to the RMS error obtained using a simple time-average power 

as a baseline comparison. 
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2.2.4 Performance comparison 

Table 3 shows a complete summary of energy disaggregation system performance 

compared across algorithms and datasets. This is shown for both the whole system 

(designated “aggregate”) and for one example device, the refrigerator, to demonstrate 

how this evaluation framework is equally useful for comparing individual device 

disaggregation performance. This table reports event detection, classification, and energy 

and power assignment performance. The event detection performance is shown for each 

dataset (with the probability of detection of both event detectors at the chosen false alarm 

rate of 1 FA/hr). For each dataset and each classification algorithm, we report classification 

accuracy, RMS error, and the percent of total energy explained. We did not include MNE 

in this table since, for the aggregate power signal, the MNE and percent of energy 

explained sum to one. 

It is important to note that in Table 3, high detection and classification performance 

on training data does not guarantee accuracy in the power assignment of testing data. 

Small errors in event detection performance may have an impact on classification 

performance based on our chosen PCA-features. Estimating a detected event several 

seconds from the true time of that event may yield features that are significantly different 

from the training features extracted from true event times. This may lead to classification 

errors that propagate through to the power assignment algorithm. By smoothing data 

with a one minute moving average filter prior to feature extraction, we found that event 
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classification was more robust to these errors in event detection. This led to a decrease in 

the refrigerator RMS assignment error from 99 W, shown in Table 3, to 69 W. 

Table 3: Comparison of NILM performance across datasets. Event detection sensitivity at 1 FA/hr is 

provided for both event detectors. Overall classification accuracy is provided for each of the tested 

classifiers based on five-fold cross validation within the training set. RMS error and the percent of 

energy explained are provided based on classifying detected events and assigning average power in the 

testing set. Device level assignment analysis is not possible for the BLUED dataset since submetered data 

was not provided. 

 

2.3 Discussion 

We present a head-to-head comparison of energy disaggregation algorithms using 

a feature that captures transient information about power changes within building 

appliances across performance metrics on multiple data sets, using a framework that 

measures performance both at each step and for overall performance of an energy 

disaggregation system. This analysis includes ROCs for aggregate and device-level event 

detection, confusion matrices for event classification, and metrics for power assignment. 
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High event detection and classification accuracy do not guarantee high power assignment 

performance, due to errors propagating through each step in the system. This point 

highlights the importance of understanding the application specific metric chosen to 

evaluate system performance. For example, building energy audits could be optimized 

for closest energy assignment, as measured by the mean normalized error, whereas time 

of use price optimization may benefit more from real time power assignment accuracy, 

gauged with the RMS error. Additionally, by comparing power assignment performance 

to that obtained with a simple time-average (Figure 11d), we present a baseline 

comparable to any device-level estimates used in traditional electric utility bills to which 

assignment performance can be compared. 

Potential improvements could include analysis of the sensitivity of energy 

disaggregation performance to smart meter sampling frequency. Additional datasets and 

published algorithms could also be included in our comparison to make our analysis more 

comprehensive. Additionally, new features could be designed that are robust to 

imperfections in event detection. Lastly, improved power assignment techniques, such as 

finite state machines [54], that capture both always-on devices and more accurately 

estimate multistate appliance power signatures could greatly reduce assignment errors 

following event classification. 

We have demonstrated the potential impact of sampling frequency and the 

inclusion of reactive power on system performance with the REDD and BLUED datasets, 
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while at the same time showing the large disaggregation performance variability between 

datasets. Although increased sampling frequency and the inclusion of reactive power as 

a feature can increase the computation demands of a disaggregation system, they greatly 

increase classification accuracy, as shown in Table 3. The simple, but physics-driven PCA 

features, capturing transient device information, proved to be effective at discriminating 

building appliances from each other. 
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Chapter 3. Survival and subtype analysis of glioblastoma 

Prognostication of patient survival and tumor subtype for glioblastoma brain 

tumors could yield immensely valuable information to treating physicians and healthcare 

providers [75]. Unfortunately, expensive tests are often required in order to characterize 

tumors [76], [77]. However, glioblastomas exhibit characteristic patterns and shapes that 

may be correlated with patient survival [78]–[84]. A prominent feature often 

accompanying glioblastoma is edema, or the buildup of fluid in the brain surrounding 

tumors, which may result from the expression certain tumor genes, specifically vascular 

endothelial growth factor, or VEGF, and neuronal pentraxin 2, or NPTX2 [85]. Higher 

amounts of VEGF and correspondingly edema and the corresponding shapes of 

edematous tissue have been associated with decreased survival [86]–[90]. Similarly, breast 

and lung cancer research have uncovered relationships between quantitative image 

features capturing tumor morphology and patient survival or underlying biology of the 

tumors, including gene expression [91]–[93]. We therefore focus our analysis of the 

prognostic value of glioblastoma's edematous morphology for survival prediction and 

tumor subtype determination. We presented our analysis at SPIE 2016 Medical imaging 

and published our results in the corresponding proceedings [29], [30] and have submitted 

two journal publications regarding the significance of our feature analysis [31], [94]. 
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3.1 Background 

With an incidence of 3.22 to 3.96 cases per 100,000 people, WHO grade IV [95] 

glioblastoma multiforme (GBM) brain tumors are the most prevalent primary brain 

tumors and are extremely deadly with a median survival of only 15 months and a five 

year survival rate of less than 5% [96]–[100]; during this time, quality of life is drastically 

reduced [101]. Additionally, glioblastomas have largely resisted improved 

pharmacogenomics and surgical advances [96]–[99], yielding a frustrating disease with 

very limited promising evidence of improvement since the turn of the century [96]. Most 

current research efforts have focused on advancing treatment based on better 

understanding of the heterogeneous pathophysiology [102], [103] of tumors using 

categorization of tumor subtypes [104], [105], advanced molecular analysis [106]–[110], 

and imaging techniques [78]–[84]. Subtype analysis follows Phillips’s work on defining 

subclasses within high grade gliomas [104] and Verhaak’s seminal work establishing the 

breakdown of tumor subtype into four categories: classical, mesenchymal, neural, and 

proneural [105]. However, molecular analysis and identification of tumor subtype are 

expensive and invasive, costing between $500 [76] to $4000 [77] to process a subtype 

sample. Magnetic resonance imaging (MRI), which exploits the magnetic properties of 

tissues to generate anatomical images [10], is already employed in standard of practice 

exams to aid tumor diagnosis. However, it also holds promise for noninvasively capturing 
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tumor heterogeneity that can be useful for tumor subtype analysis, therapy planning, and 

survival prognosis. The degree to which a breast tumor is spiculated 

By modifying the parameters of MR machinery, contrast between different parts 

of the brain can be emphasized. Standard of care MR imaging exams [111] generally 

consist of images from several modalities, each of which capture different characteristics 

of the brain. For example, T1 images are often used to establish the general location of a 

tumor within the brain. After intravenous injection of a contrast agent into the patient, the 

active portion of the tumor appears brighter; this portion is referred to as enhancing 

tumor. The enhancing tumor often encloses necrotic, or dead, tissue. Fluid attenuated 

inversion recovery, or FLAIR, images highlight the portions of the brain with edema, or 

an excess buildup of fluid within brain tissue. Analysis of the different types of tumor 

tissue can be useful for survival and subtype analysis. An example of three MR modalities, 

T1, T1 plus contrast, and FLAIR, are shown in Figure 12, along with annotations of 

different compartments of the tumor, including T1 abnormality, enhancing tumor, 

necrosis, and FLAIR abnormality. Features extracted from the different parts of the tumor 

have been shown to be useful for prognosis of patient survival [82]. 
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Figure 12: Registered MR images from patient 06-0133 taken from The Cancer Imaging Archive. The first 

row contains the original images, and the second row contains the images overlaid with annotations, 

approved by a Duke neuroradiology fellow, highlighting the relevant portion of the tumor. Column 1 

shows a T1 MR image, with annotations of the T1 abnormality in the bottom row. Columns 2 and 3 show 

a T1 MR image following injection of a contrast agent. Annotations in columns 2 and 3 mark the 

enhancing and necrotic portions of the tumors, respectively. Column 4 shows a Fluid Attenuated 

Inversion Recovery (FLAIR) image, with an annotated FLAIR abnormality. 

A large amount of research has been performed with regards to subtype 

classification and survival prognosis based on features extracted from MR images. We 

now provide a brief review of current literature regarding MRI survival prognosis and 

genetic analysis, mostly focused on subtype, and conclude the background section with a 

description of the remaining components of this chapter. 

3.1.1 Survival prognostication 

Accurate prognosis of patient survival would be immensely beneficial both for 

emotional support reasons with the family of the afflicted patient and for treatment 

planning of the caring physician [75]. A great effort has therefore been exerted to develop 



 

44 

features that are prognostic of survival and that are both easy to extract and to understand 

from standard of care imaging to enable a smooth translation into clinical practice. Most 

of the work has revolved around analysis of percent of resection, textural features based 

on the intensities of tumorous pixels, and analysis of a standard lexicon of features, called 

the Visually Accessible Rembrandt Images (VASARI) feature set that provides both 

quantitative and qualitative measurements of tumors. Less work has been based on 

quantification of the complex morphologies of brain tumors. Survival is usually 

categorized as either overall survival (OS), i.e. referring to time until death, or as 

progression free survival (PFS), i.e. referring to the time until tumor growth. 

Extent of resection (EOR) during surgical removal of glioblastomas has been 

thoroughly investigated, based on both qualitative and quantitative assessments. Most 

qualitative analyses categorized EOR as gross-total, subtotal, partial, or biopsy, whereas 

quantitative analyses present percentages of resection based on tumor volume extraction 

from pre- and postoperative MR exams. McGirt, et al., [112] found that qualitatively 

assessed gross-total, subtotal, and partial EOR had statistically significantly different OS, 

a sentiment that was mirrored by Majos, et al., [113]. Several research groups found 

significant correlations between high quantitatively assessed EOR and OS [114], [115] and 

both OS and PFS [116], although Pope, et al., [86] presented evidence that extent of 

resection was not statistically significantly associated with survival. However, Lacroix, et 

al., [87] quantitatively analyzed EOR and found significant differences in OS between 
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patients with less than and greater than 89% EOR. 98% EOR was found to be necessary to 

further improve OS. Differences in the minimum EOR necessary for OS improvement 

exist between research groups. Sanai, et al., [117], found that 78% EOR was the minimum 

EOR to significantly impact overall survival, but also noted that stepwise improvements 

occurred as EOR approached gross-total, or 100%. 

Clinical variables that are recorded during standard of care exams have also 

shown significant associations with survival. Karnofsky performance score (KPS) [118], 

an eleven point metric (0, 10,…, 100) of a patient’s well-being and ability to independently 

care for himself, with 100 indicating complete independence and 0 indicating death, is 

significantly correlated with survival [82], [86], [109], [114], [116], [117], [119], [120], with 

a score of 80 often serving as the threshold to delineate low survival from high survival. 

Age [82], [86], [89], [117], [120] and tumor volume [82], [86], [89], [115], [121], [122] have 

also been shown to be predictive clinical metrics statistically associated with survival, 

with young age and small tumor volume associated with better survival. Although most 

volume analyses bifurcate patients into small and large groups, Itakura, et al., [121] 

showed that three stratifications of volume yielded significantly different survival 

characteristics. Age, KPS, and tumor volume often serve as controls for analysis of the 

added prognostic value of molecular or MRI based features. The values of more specific 

volumes of various portions either of the tumor or the whole brain have been analyzed 

for survival prognostication. Iliadis, et al., showed that high volumes of enhancing and 
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necrotic tumors indicated higher mortality [109]. Similarly, Wangaryattawanich, et al., 

[123] demonstrated the prognostic values of the enhancing and edematous tumor 

volumes, in addition to the ratio of enhancing tumor to the full tumor volume. Hilario, et 

al., [124] and Emblem, et al., [125] both demonstrated the prognostic utility of the brain’s 

cerebral blood volume. High postoperative residual volume of enhancing tumors or the 

presence of a thick enhancing tumor boundary surrounding the resection cavity are 

deleterious for patient survival, as measured by several analyses [103], [113], [116]. 

Gender has also been considered for survival prognostication [82], [126]. 

The effectiveness of different therapy regimens has been statistically confirmed by 

multiple research groups. Radiation therapy, which uses ionizing radiation to target and 

destroy cells, is efficacious and beneficial for survival [103], [114], [119], [120]. 

Chemotherapy, which is often used in concert with radiotherapy and chemically delivers 

powerful destructive drugs to the tumor, has also been proven as a valid and 

advantageous therapy [105], [116], [119]. 

The remainder of features prognostic of survival require more detailed analysis, 

either of multimodal MR image sequences or of the genomic makeup of tumors. A lexicon 

of basic shape features, dubbed the Visually Accessible REMBRANDT (Repository for 

Molecular Brain Neoplasia Data) Image set, or VASARI, characterizes the basic 

morphology of glioblastomas, through measures such as the major axis length, which 

measures the largest two dimensional diameter of a tumor within an MR image. Many of 
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these features are determined subjectively by radiologist assessments of tumor 

boundaries within MR images. VASARI features have been explored and shown to be 

useful for survival prognostication. Mazurowski, et al., [82] showed that deep white 

matter invasion, a binary indicator of the presence of enhancing tumor progression within 

the brainstem; major axis length; definition of non-enhancing margin, a discrete measure 

indicating the intensity definition of the boundary of the non-enhancing abnormality; 

ependymal invasion, a binary indicator of the presence of enhancing tumor bordering or 

invading the ventricles of the brain; T1/FLAIR ratio, a ratio of T1 abnormality area to 

FLAIR abnormality area; the presence of enhancing tumor within the speech motor region 

of the eloquent brain; the presence of enhancing tumor within any portions of the eloquent 

brain; and the proportion of edema in comparison to the total tumor area all yielded areas 

under the curve (AUCs) of greater than 0.6 for univariate classifications of patients into 

survival groups based on a median survival threshold. Gutman, et al. [80], showed that 

major axis length, along with contrast enhanced tumor volume, were predictive of OS. 

Textural features that capture variations in pixel intensities and local summary 

statistics of pixels of different tumor classes have been shown to be useful [126], [127]. 

Similarly, highly heterogeneous tumors have been correlated with survival [128], [129]. 

Verhaak’s [105] seminal work on defining tumor subtypes showed that the genetic 

composition of tumors was a useful way to categorize tumors into four classes, specifically 
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classical, mesenchymal, neural, and proneural, and further, that tumor subtype was 

highly indicative of patient survival. 

The remaining analyses have focused on features that capture the location and 

basic morphology of tumor shapes. Multifocal cancers with satellite tumor growths away 

from the main tumor were associated with lower survival [86], [115]. The location of 

tumors within the brain and relative to the brain ventricles is also correlated with survival 

[82], [89]. Finally, several basic morphological features that capture tumor shape 

complexity, such as the variance of the radial distance from the tumor centroid to all 

points along its perimeter and the sharpness of the gradient along the perimeter [130] or 

the surface area of the tumor [127], have been shown to highly correlate with survival. 

Tumor morphology is still a relatively new topic, so we focused our efforts towards 

developing further informative features capturing shape characteristics that could 

associate with survival [94]. 

3.1.2 Subtype determination 

Breakdown of tumors into four genomically similar subtypes, specifically classical, 

mesenchymal, neural, and proneural, is a relatively recent discovery by Verhaak, et al., 

[105] in 2010. Therefore, less work has been performed on subtype analysis than on 

survival. However, subtype determination is a growing field due to its utility for survival 

prognosis and therapy planning. Several analyses have already established links between 

imaging features and tumor subtypes or between imaging features and genetic mutations 
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relevant to tumor progression. Macyszyn, et al., [89] analyzed the same cohort of features 

that were prognostic of survival and that captured location, intensity distributions, tumor 

size, age, gender, and distance between the tumor and ventricle to discriminate between 

the four genomic subtypes with an accuracy of 76%. Gutman, et al., [80] found that low 

amounts of contrast enhancing tumors based on MR images were associated with the 

proneural subtype, while low amounts of nonenhancing tumors were associated with the 

mesenchymal subtype. Zinn, et al., [131] realized that the FLAIR modality was useful in 

analysis of specific genes associated with the mesenchymal subtype. Specifically, low 

expression of the miR-219 gene and high expression of the POSTN gene were associated 

with mesenchymal subtype. Gevaert, et al. [130] determined that the complexity of the 

tumor edge was associated with the classical subtype and that the minimum edema tumor 

intensity from FLAIR was correlated with the mesenchymal subtype. Finally, Naeini, et 

al., [132] found that the ratio of FLAIR volume to the combined volume of enhancing and 

necrotic tumors and the volumes of contrast enhancing tumor, of necrotic tumor, of the 

combination of necrotic and enhancing tumor were significantly different for the 

mesenchymal subtype than for remaining subtypes. 

3.1.3 Statistical methods 

For our analysis, we used several common statistical tools, including Kaplan Meier 

(KM) curves [133], Cox proportional hazards models [134], and the Fisher exact test [135]. 

KM curves are often used to show the survival characteristic differences between different 
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segments of populations. The percent of patients still alive is plotted as a function of the 

length of time that has passed. Cox proportional hazard models allow us to determine 

how statistically significantly different two KM curves are. Fisher exact tests determine 

how statistically significant differences are in breakdowns of features segmented by 

different characteristics. 

3.1.4 Chapter organization 

Given a) the importance of and need for accurate survival prognosis and tumor 

subtype classification, and b) the still largely unexplored relationship between tumor 

morphology, survival, and tumor subtype, we focused our analysis on prognostication 

based on tumor shape. In a nutshell, we analyzed the two and three dimensional shapes 

extracted from a common MRI modality and used both novel and previously developed 

shape features to perform survival and subtype analysis for patients with GBM. Our 

analysis is adjusted for prognostic clinical variables, and we found that one of our novel 

three dimensional shape features was statistically significantly prognostic of survival, and 

that one of the two dimensional shape features that we adapted from breast cancer 

research was statistically significantly associated with tumor subtype. 

The remainder of Chapter 3 details our analysis of the prognostic value of tumor 

morphology related to tumor subtype and patient survival. Although phenotypical 

characteristics of tumors have recently been investigated as potential predictors of 

survival, many of these predictors are qualitatively assessed, such as those extracted from 
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the Visually Accessible Repository for Molecular Brain Neoplasia Data Images (VASARI) 

and therefore subject to inter-reader variability [80], [82], [103], [123], [130]. Recently, 

preliminary results toward using algorithmic analysis of brain tumors became available 

[89], [109], [121], [123], [127], [130], but such analysis typically neglects investigation of the 

three dimensional morphological complexity of the tumors [136] or fails to properly adjust 

for clinical variables known to be prognostic of survival (i.e. patient age, Karnofsky 

Performance Score (KPS), and tumor volume), rendering tumor shape a largely 

unexplored topic. We hypothesized that three dimensional morphological analysis of 

brain tumors could generate features strongly predictive of patient outcomes. In our 

analysis, we control for age, KPS, and tumor volume. 

The results from this analysis were accepted for publication in the Journal of 

NeuroOncology in early 2017. Section 3.2 provides information about the publicly 

available data used for our experiments, and Section 3.3 summarizes the prognostic 

features that we extracted from this data. Sections 3.4.1 and 3.4.2 respectively describe 

how survival and subtype analysis was performed using the extracted features, and our 

results and conclusions are summarized in Sections 3.5 and 3.6, respectively. 

3.2 Data 

3.2.1 Survival prognostication 

For our analysis, we retrospectively analyzed a multi-institutional cohort of 68 

glioblastoma patients [137] from The Cancer Genome Atlas (TCGA), diagnosed between 
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1998 and 2010. Of the 68 patients, 22 were from the MD Anderson Cancer Center and 46 

were from the Henry Ford Hospital. Age, survival information, and Karnofsky 

performance score (KPS) were obtained from the TCGA archive. Patient characteristics 

are shown in Table 4, along with mean and range for continuous variables. Axial 

preoperative fluid-attenuated inversion recovery (FLAIR) images for all the patients were 

obtained from the Cancer Imaging Archive (TCIA). All data were collected according to 

appropriate institutional review board approval (TCGA Research Network 2008) [138]. 

All imaging and outcomes data are publically available, and a list of patients used in our 

study is included in supplementary material to allow other investigators to repeat our 

experiments. All of our manual annotations of FLAIR abnormalities were approved by a 

Duke Neuroradiology fellow using a dedicated graphical user interface developed in our 

laboratory.  
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Table 4: Patient characteristics. The mean and range were provided for the continuous characteristics of 

age at diagnosis, last follow up, and tumor volume. 

Characteristic Patients (n = 68) 

Age at diagnosis (years) 59 (18-84) 

Sex 

 Male 

 Female 

 

44 

24 

Race/Ethnicity 

 White 

 Black or African American 

 Asian 

 Not available 

 

59 

3 

5 

1 

Follow up (days) 484 (16-1757) 

Deaths recorded 55 

Karnofsky Performance Score 

 60 

 80 

 100 

 Not available 

 

10 

31 

14 

13 

Mean volume (cm3) 1019 (5.5-3156) 

 

3.2.2 Subtype determination 

In addition to the 68 patients analyzed in [137] from Henry Ford and MD 

Anderson Hospitals, 20 patients from Duke University and University of California at San 

Francisco whose subtype information was also available [105] based on data within 

TCGA, were analyzed. FLAIR abnormalities from these additional patients were 

annotated by the author and approved by our laboratory’s board-eligible radiologist. 

3.3 Shape feature development 

Using computer algorithms, we automatically extracted five shape features, 

defined in Table 5, from each tumor based on the manual annotations. The first three 
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features (bounding ellipsoid volume ratio and diameter ratios 1 and 2), were designed to 

capture the three dimensional complexity of the tumors. To extract these features, we first 

conducted nearest neighbor interpolation between MRI slices to reconstruct the three 

dimensional tumor shape. Based on the notion that ellipsoids best approximate three 

dimensional tumor shapes compared to spheres or rectangular prisms [139], we generated 

a feature, the bounding ellipsoid volume ratio, that captured how ellipsoidal tumor were. 

We fitted the smallest bounding ellipsoid to the three dimensional tumor shape [140] 

based on the Khachiyan algorithm [141], then calculated the bounding ellipsoid volume 

ratio as the ratio of the tumor volume to the bounding ellipsoid volume. A high value of 

this feature indicates that the tumor is approximately ellipsoidal, whereas a low value of 

this feature could indicate that the shape of the tumor is highly complex. The two 

remaining three dimensional features were calculated as the ratio of the smallest to the 

longest ellipsoid semi-axis lengths (diameter ratio 1) and the ratio of the intermediate to 

the longest ellipsoid semi-axis lengths (diameter ratio 2). The two bounding ellipsoid 

diameter ratios of this minimum bounding ellipsoid [140] provide a sense for how flat and 

wide the tumor is, relative to its major axis diameter. 

Table 5: Summary of 2D and 3D tumor features 

Feature Definition and interpretation 

Bounding ellipsoid 

volume ratio (3D) 

The ratio of the tumor volume (FLAIR abnormality) to the volume of its 

minimum bounding ellipsoid [28]. 

Diameter ratio 1 

(3D) 
The ratio of the smallest to largest bounding ellipsoid diameters. 

Diameter ratio 2 

(3D) 
The ratio of the intermediate to largest bounding ellipsoid diameters. 

Margin fluctuation 

(2D) [30], [31] 

The standard deviation of the difference between the ordered radial distances of 

the tumor edge from the centroid and the same radial distances, smoothed with 
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an averaging filter with length equal to 10% of the tumor outline length 

(number of pixels). 

Angular standard 

deviation (2D) [32] 

The average of the standard deviation of the radial distance function over 10 

equiangular bins. 

 

In order to capture the complexity of the edge of the FLAIR abnormalities, we also 

extracted two features modified from breast cancer literature: margin fluctuation [93], 

[142] and angular standard deviation [143]. The features were extracted from the axial 

FLAIR image with the largest tumor cross section for each patient. Margin fluctuation 

captured the difference between the radial distances from the tumor edge to the tumor 

centroid and the smoothed radial distances based on a simple average filter. We also 

included the angular standard deviation, which captured the average of the standard 

deviation of the radial distance function within 10 equiangular bins. Prior to feature 

extraction, the radial distances for both margin fluctuation and angular standard 

deviation were normalized based on the average radial distance to the tumor centroid to 

ensure that tumor size did not bias the complexity measures. 

Figure 13 shows examples of tumor edge complexity features, specifically margin 

fluctuation and angular standard deviation. Figure 14 demonstrates examples of the three 

dimensional features, bounding ellipsoid volume ratio and ellipsoid diameter ratios. 

Figure 15 shows histograms for our five imaging features and for the previously identified 

prognostic factors, age, KPS, and tumor volume. 
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a)  d)  

b) 

 

e) 

 

c)  f)  

Figure 13: Edge complexity features extracted from the FLAIR axial MR image with the largest cross 

sectional tumor area, as shown in the first row for patients TCGA-02-0069 (female, 31 years old at 

diagnosis) and TCGA-06-0127 (male, 67 years old at diagnosis). The margin fluctuation describes the 

standard deviation between the radial distance, shown in blue and the same radial distance filtered with 

an averaging filter with length equal to 10% of the perimeter length, shown in red in the second row. The 

angular standard deviation measures the average of the radial distance function standard deviation in 10 

equiangular bins after radial distance normalization to 1, represented by the dashed circle in the third 

row. MF: Margin Fluctuation, ASD: Angular Standard Deviation. 
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a)  b)  

Figure 14: Three dimensional ellipsoidal features for patients TCGA-06-0149 (female, 73 years old at 

diagnosis) and TCGA-06-0145 (female, 53 years old at diagnosis). The bounding ellipsoid volume ratio is 

the ratio of the tumor volume (shown in gray) to the surrounding ellipsoid volume (shown as an 

ellipsoidal grid). The diameter ratios describe the ratios of the smallest and intermediate bounding 

ellipsoid diameters to the ellipsoid diameter. BEVR: Bounding Ellipsoid Volume Ratio, BEDR1: 

Bounding Ellipsoid Diameter Ratio 1, BEDR2: Bounding Ellipsoid Diameter Ratio 2. 

 

a) 

 

c) 

  

e) 

  

g) 

 

b) 

  

d) 

  

f) 

 

h) 

 

Figure 15: Histograms of imaging features and previously identified prognostic variables. ASD – 

Angular Standard Deviation, BEVR – Bounding Ellipsoid Volume Ratio, BEDR 1 – Bounding Ellipsoid 

Diameter Ratio 1, BEDR 2 – Bounding Ellipsoid Diameter Ratio 2, KPS – Karnofsky Performance Score. 
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3.4 Statistical analysis 

3.4.1 Survival prognostication 

With our novel features that captured not only the two dimensional, but also the 

three dimensional complexity of tumors, we hypothesized that we would be able to 

extract prognostic information about patients independent of previously identified 

factors, including tumor size (volume), patient age, and KPS. In order to test this 

hypothesis, we constructed Cox proportional hazard regression models [134] individually 

for each shape feature. To control for the previously proposed prognostic variables, we 

also included them in the model. For this analysis, we used the coxph function in R 

statistical software (version 3.2.1, 2015/06/18). The results for this analysis are reported as 

adjusted analysis. Since we tested the primary hypothesis for five features, to account for 

multiple hypothesis testing, we considered p<0.01 (0.05/5) to be statistically significant, 

based on the conservative Bonferroni correction [144], [145], which divides the original 

significance value by the number of hypotheses. 

After testing our preliminary hypothesis, we conducted further analysis to 

elucidate the relationship between the proposed shape features, survival, and the 

previously proposed prognostic variables. First, we tested the significance of each of the 

five shape features as single predictive variables by constructing univariate Cox 

proportional hazards regression models for each of the variables independently. The 

results are reported as unadjusted analysis. Furthermore, for illustration, we generated 
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Kaplan-Meier curves [133] for each of the shape features along with the corresponding 

hazard ratios and their 95% confidence intervals. To generate the Kaplan-Meier curves 

and calculate the hazard ratios, we applied a threshold to each variable equal to the 

median of the values for this variable. Hazard ratios and the corresponding confidence 

intervals were calculated using the hazard.ratio function in R. Finally, for the shape 

feature that emerged as the strongest predictor of survival, we investigated how its 

prognostic power depended on the values of the previously proposed predictive factors 

using the hazard.ratio function in R. 

3.4.2 Subtype determination 

To assess whether there is an association between tumor molecular subtype and 

any of these features, we used a Fisher exact test [135]. This test shows whether the 

hypergeometric densities of subtype observations within four quartiles are significantly 

different from each other. 

3.5 Results 

3.5.1 Survival prognostication 

The results of the survival analysis are summarized in Table 6. Specifically, this 

table shows p-values for the association of each of the tested features with survival before 

and after adjustment for tumor volume, patient age, and KPS. As shown, only the 

bounding ellipsoid volume ratio remained significant after adjustment and the Bonferroni 
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multiple hypothesis significance correction, although the edge complexity measure of 

angular standard deviation showed significance prior to adjustment. 

Table 6: P-values for the Cox proportional hazard model, before and after adjustment for tumor volume, 

age, and KPS. Bold values indicate significant results based on a threshold of p=0.01. 

Feature Unadjusted p-values Adjusted p-values 

Bounding ellipsoid volume ratio 0.00066 0.0079 

Ellipsoid diameter ratio 1 0.56 0.288 

Ellipsoid diameter ratio 2 0.20 0.155 

Margin fluctuation 0.078 0.618 

Angular standard deviation 0.0047 0.045 

 

Figure 16 shows Kaplan Meier curves for each of the features that were evaluated. 

Red curves are used for patients with feature values less than or equal to the median value 

of the feature, and blue curves are used for the patients with feature values greater than 

the median value of that feature. Hazard ratios and 95% confidence intervals are provided 

for each feature in the plot titles. As expected from the regression analysis, the bounding 

ellipsoid volume ratio bifurcated into high and low groups according to its median value 

yielded the most notable separation between the survival of the two groups measured by 

hazard ratio. A difference between survival of the two groups was also observed for 

angular standard deviation and margin fluctuation. 
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a) 

 

b) 

 

c) 

 

 

d) 

 

e) 

 

Figure 16: Kaplan Meier Survival curves for shape features, with red and blue representing survival 

values for patients with features below or equal to and above, respectively, the median of the feature 

value. Crosses indicate censored survival for 13 patients. The hazard ratios and 95% confidence intervals 

are shown for each feature in the plot titles. BEVR – Bounding Ellipsoid Volume Ratio, BEDR 1 – 

Bounding Ellipsoid Diameter Ratio 1, BEDR 2 – Bounding Ellipsoid. 

Figure 17 demonstrates the interaction between the potential confounding 

variables and the feature that turned out to be the strongest predictor of survival: the 

bounding ellipsoid volume ratio. Specifically, hazard ratios based on the imaging feature 

were determined separately for patients with low and high values of each of the 
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confounding variables: age, tumor volume, and KPS. Plots of the resulting hazard ratios 

in Figure 17 are color coded as red and blue to indicate grouped values for less than or 

equal to and greater than the median, respectively, for tumor volume, patient age, and 

KPS. As shown, the hazard ratio averages remained below 1 for all features, while the 

confidence intervals included 1 only for low volume and high KPS. This figure provides 

further evidence for the independent prognostic value of the bounding ellipsoid volume 

ratio, as the hazard ratios remain noticeably below 1 regardless of patient grouping by 

potential confounding factors. Furthermore, this analysis identifies subgroups of patients 

for whom the predictive value of the proposed feature is the strongest such as younger 

patients and those with larger tumors. 

 

Figure 17: Hazard ratios and 95% confidence intervals of the bounding ellipsoid volume ratios for 

patients grouped according to median age and median volume. KPS: Karnofsky Performance Score. 

3.5.2 Subtype determination 

Margin fluctuation showed a statistically significant association with molecular 

subtype (p<0.02) while none of the other features showed significant differences (p>0.25). 
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Figure 2 shows the relationship between margin fluctuation and subtype. As shown, the 

lowest quartile is dominated by classical and proneural observations, while the highest is 

dominated by classical and mesenchymal. These results indicate that physicians could 

make a more informed treatment decision using the information extracted from tumor 

margin fluctuation that relates to tumor subtype. 

 

Figure 18: Margin fluctuation by subtype and quartile. This plot shows that margin fluctuation is 

statistically significantly associated with molecular subtype. 

3.6 Discussion 

3.6.1 Survival prognostication 

In this study, we demonstrated that computerized, three dimensional analysis of 

GBM tumor shape based on MRI data can provide information strongly prognostic of 
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overall patient survival independently of patient age, KPS, and tumor volume. Prior 

literature on using computerized image analysis of tumor morphological complexity 

along with prognostic models for prediction of survival is extremely limited. Therefore, 

our physiologically motivated features provide a significant step in the direction of 

incorporating 3D quantitative analysis of MR into the clinical decision making process 

when treating GBM. 

Several recent studies have analyzed textural features and basic shape features of 

MR images for survival prognosis. However, there are two confounding issues: 1) textural 

features can be sensitive to the MR equipment and protocols used for image acquisition, 

and 2) basic shape features, e.g. the volume or major axis length of GBMs, do not account 

for the variations in tumor morphology complexities between patients. In this study, we 

implemented a set of physiologically motivated features that capture the intricacies of the 

two and three dimensional shapes and that are independent of the imaging equipment 

and acquisition parameters. We demonstrated that comprehensive three dimensional 

analyses of the tumors have the most significant association with patient survival. We also 

demonstrated that the obtained results are not specific to one institution by including data 

from two institutions in our study. 

The most significant limitation of our study is the limited sample size of 68 

patients. Future studies with larger sample sizes are needed to further confirm the 

predictive value of the analysis proposed in this study. Future studies can also include 
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automated segmentation of the tumors since manual segmentation is time consuming and 

associated with inter-observer variability. 

The significance of our results is very high. The proposed analysis can be used to 

help physicians and caregivers customize treatment based on better survival estimates for 

patients with GBMs from features that are easily understandable and readily attainable 

during already performed standard of care exams. By developing features that capture 

physiological phenomena related to the growth of edematous tumors, we were able to 

more accurately prognosticate patient prognoses. 

3.6.2 Subtype determination 

In this study, we explored the relationship between novel features extracted from 

the shape of glioblastomas and tumor genomics. Specifically, we showed that margin 

fluctuation, which describes the complexity of the tumor boundary as the standard 

deviation between the original and smoothed radial distance functions within the largest 

area tumor slice, is significantly associated with molecular subtype. These promising 

results, based on features that we designed to capture previously discovered 

physiological phenomena of brain tumors, show that tumor shape may yield useful 

features for tumor subtype classification and for improved treatment planning. 
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Chapter 4. Static vibration sensing for buried threat 

detection 

Landmines inflict massive casualties and injuries, both to civilians and soldiers 

alike. Landmines can remain embedded in soil long after conflicts or wars end, and 

current removal rates lag far behind placement rates, with roughly one removal per 10-20 

emplacements. Removal of each landmine costs $300-1000 [146], and millions of 

landmines, covering thousands of square kilometers, are still present [147], [148], leading 

to an expensive and prevalent problem that civilians and soldiers must regularly 

encounter. Given the scale of the landmine crisis, it is imperative for techniques to be 

developed for quick and reliable detection of mines.  

Several methods exist for detecting landmines, each with advantages and 

disadvantages. One successful way to detect landmines employs remote sensing 

technologies to probe the ground from a distance without contact. In this context, such 

remote sensors are often placed on a vehicle where they collect measurements as the 

vehicle moves forward. A common modality for landmine detection is downward looking 

ground penetrating radar (GPR) [149], [150]. However, due to the required configuration 

and setup of this sensor on moving trucks, only slow speeds are achievable [151]–[155]. 

A more recent sensing modality that has been investigated for landmine detection 

and that may enable faster speeds than GPR is seismo-acoustic vibrometry (SAVi). SAVi 

systems operate by insonifying the ground under inspection with an acoustic signal (e.g., 

a multisinusoid), and then recording the subsequent ground velocity, over time, using a 
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laser Doppler vibrometer (LDV) sensor. Figure 19 [35] graphically illustrates the operation 

of the SAVi system considered here, which collects one time series at each spatial 

coordinate, and thereby yields a 3-dimensional volume of ground velocity measurements. 

The velocity measurements quantify the way in which the ground vibrates in response to 

the acoustic stimulus. The presence of a buried threat will often alter the way in which the 

ground vibrates (i.e., the ground velocity) in response to insonification [156], and this can 

be leveraged for detection. 

Historically, most SAVi research has focused on a 'static' data collection scheme, 

in which the SAVi system is stationary throughout the duration of data collection. This is 

in contrast to a 'moving' configuration, in which the system is generally moving 

throughout the duration of collection. In subsequent chapters, we will consider moving 

SAVi data; however, in this chapter, we focus on the development of detection algorithms 

for static data. We develop several novel detection algorithms, and validate them on a 

small collection of field-collected static SAVi data. Next, we review the literature 

regarding buried threat detection using static SAVi data and describe our general 

approach, and contributions to the research community. 
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Figure 19: Data cubes formed from SAVi systems [35] showing the operation of a SAVi system. Ground 

containing a buried threat is insonified with an acoustic excitation, resulting in surface vibrations. A 

laser Doppler vibrometer (LDV) is used to record these vibrations to form a three dimensional time 

series with down lane and cross lane distances in x and y and time, t, in the third dimension. The 

presence of buried threats should change the characteristics of the ground vibrations [35]. 

4.1 Existing work  

Early SAVi research focused on qualitative, or visual, assessments of SAVi data 

for evaluation of its viability for buried target detection. In most studies, this was done by 

comparing the spectrum of the SAVi vibration time series under two conditions: over soil 

containing a target, and over surrounding soil that does not contain a buried target. 

Human evaluation of this spectral energy revealed that the presence of a buried target 

often resulted in a higher spectral energy in the vibration data, compared to the 

surrounding soil [157]–[162]. Some studies also showed that when SAVi measurements 

were taken over a spatial grid, the spatial extent of this high energy is proportional to the 

size and shape of the buried targets [163], [164]. Another important finding in some of 

these studies was that the high spectral energy over targets is often limited to frequencies 

between 100 and 400 Hz [157]–[162]. 
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These early results demonstrated the potential viability of SAVi for detection, and 

much subsequent work focused on two topics: developing better physical models of the 

SAVi phenomenology, and the development of automatic detection algorithms. Early 

SAVi detection algorithms consisted of simple one dimensional energy features [147], 

[160], [165] and heuristic (i.e., hand-crafted) algorithms that incorporated shape, energy, 

and phase of spectral responses [147], [163], [166]–[169]. A common approach consisted 

of two steps: first, extraction of regions of interest, or 'blobs', from spectral images based 

on intensity thresholds in each spectral band, and second, quantification of region of 

interest statistics using major and minor axis lengths, eccentricity, and maximum and 

minimum intensities [163], [166]–[168]. This approach was used with both spectral phase 

and magnitude, and both were shown to be valuable. An additional step, incorporated in 

[166], compared the discriminability of these features with human discrimination 

performance by establishing human visibility ratings of 1-4 for mines and background 

spectra, and showed improvement over human performance with spectral features. 

Attempts to model the SAVi phenomenology focused on two general approaches. 

The first approach assumed that the ground (plus landmine) could be modeled as a 

nonlinear system acting on the acoustic input waveform. Research was conducted in 

which nonlinear spectral vibration responses were discovered both at the frequencies 

which were used for insonification, and at combinations, i.e. sums and differences, of 

these frequencies [26], [37], [170], [171]. The other approach to modeling assumed the 
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ground (with or without a landmine in it) could be modeled as a linear system acting on 

the acoustic input waveform. Under this assumption, the spectrum of the measured 

vibration signal would contain all the information necessary to infer the contents of the 

(linear) ground system [26]. The resulting models of the ground were referred to as the 

acoustic-to-seismic transfer function [35]–[37]. One group of researchers [26], [172] 

developed a more sophisticated linear model in which the interaction of the ground and 

acoustic stimulus is represented by a linear lump element electrical circuit model. The 

parameters of this circuit represent the characteristics of the ground and (if present) the 

buried targets. Under controlled circumstances, it was shown that this model was 

effective at predicting the spectrum (specifically admittance) of real-world SAVi data, 

given that the parameters of the circuit model (e.g., resistor, capacitor, and inductor 

characteristics) were known a priori.  

4.2 Contributions of this chapter  

In this chapter, we develop a buried threat detection algorithm for SAVi data, and 

compare it to several other detection methods on a dataset of static SAVi measurements. 

The detection algorithm is comprised of a probabilistic model that was inspired directly 

by the physical models of the SAVi system that have been developed in the literature [26], 

[172], and thereby build upon existing work. More specifically, we leverage the model 

proposed by Donskoy et al. [26], subsequently referred to as the Donskoy Model (DM), to 

design a probabilistic model of the signal characteristics of SAVi vibration time series 
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under two conditions: when a buried threat is present or absent. This permits us to 

compute the relative likelihood that a buried threat is present, given the observed data. 

Like most previously proposed detection algorithms [35], [163], [167], this 

approach relies on using SAVi time-series data to infer model parameters (probabilistic or 

otherwise). However, we hypothesize that a model-based approach such as this, may 

outperform other such approaches because it benefits from leveraging the known 

characteristics of SAVi data that are encoded in the physical model. This also has the 

advantage (in general) of lowering the number of free model parameters that must be 

inferred from the data, and therefore lowering the chances of poor generalizability of the 

resulting detector (e.g., overfitting or overtraining [1]). Qualitative empirical evidence also 

exists in the literature [26], [169] suggesting that the DM, which is utilized in our 

probabilistic model, is effective for SAVi data, and thereby would (if true) lead to better 

detection performance. This work represents the first instance in which the DM has been 

quantitatively leveraged for detection. The effectiveness of the DM in a detection model 

will also provide some evidence of its validity outside of ideal laboratory settings, on field-

collected data such as ours. To our knowledge, this is the first attempt to employ a 

detection algorithm based upon a physical model of the SAVi vibration time-series, and 

particularly, the DM. 

We compare our model-based DM detector to two other detection approaches: a 

simple energy-based detector and a supervised Random Forest [69] machine learning 
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classifier. The energy-based approach requires no parameter inference and is essentially 

model-free, while the Random Forest does not leverage any physical modeling constraints 

and therefore relies on the SAVi data to infer a large number of parameters. The results 

indicate that, while the DM substantially outperformed the energy-based approach, the 

less constrained Random Forest model achieves the best results. 

The remainder of this chapter is organized with the following structure. In Section 

4.3, we discuss the SAVi data that we analyzed throughout this chapter. In Section 4.4, we 

analyze Donskoy's work, which models the ground with linear systems, specifically RLC 

circuits. Also in this section, we describe our use of Donskoy's circuit model for both 

likelihood ratio tests and parameter inference. In Section 4.5, we describe data driven 

approaches using nonlinear classifiers for target discrimination. Finally, we discuss our 

findings and conclusions in Section 4.6. 

4.3 Experimental data 

Our dataset was collected from a site in the southwestern United States from 

stationary trucks. The data consists of six separate measurements, or runs, where each run 

consists of approximately 3.5x8m2 of spatial samples at a resolution of roughly one 

measurement per 0.04x0.04m2 patch of land. Two targets, which are similar to buried 

threats that would commonly be seen in combat arenas or mine zones, were present in 

each run. Each of the 6 runs were collected over the same two targets. 
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Figure 20 illustrates the arrangement of the SAVi system near the inspected surface 

location. The ground was insonified with an acoustic signal comprised of a sum of 

sinusoids with frequencies between 50 to 475 Hz, in increments of 5 Hz. As a result of 

sensor design, LDV measurements were simultaneously recorded following acoustic 

insonification for small 0.5mx1.5m patches of land, referred to as 'dwells.' The resulting 

dwells were then linearly interpolated, or 'stitched', together to create a uniform grid of 

vibration estimates over a larger extent. We use the term “observation” to refer to a of 

large stitched volume of vibration data, usually with dimensions of roughly 3.5m x 8m. 

An example of the spectral energy for several frequency bands over one observation is 

presented in Figure 21. As shown, target responses are prominent in several spectral 

bands between 100 and 200 Hz, but difficult to observe in other bands outside of the 

aforementioned bands. Also shown is the presence of noisy dwells in the lower right hand 

corner in which sensor problems led to poor overall measurements within a dwell. 

 

Figure 20: SAVi system [35]. A source on a stationary military truck whose engine is not active insonifies 

the ground with acoustic waves, causing vibrations in the ground. An LDV measures vibration responses 

in front of the truck and looks for changes that would be caused by the presence of buried threats. 
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Figure 21: Example of Fourier amplitudes calculated within increasing bandwidths, from the left to right 

panels for one observation. Two targets are present in the observation, one large (bottom) and one small, 

marked by green circles in each image. As shown, frequencies between 150 and 200 Hz show large 

responses for both targets, while some semblance of a response is present for all bandwidths for the 

larger target. Note the large dwell of noise in the lower right hand corner of the observation that is 

present in all frequency bands. Sensor errors during data collection yielded several noisy patches like the 

bright patch on the lower right of all shown images. 

4.4 Employing the Donskoy Model for detection 

The Donskoy Model (DM) was introduced in [26] and models the ground-mine 

system (i.e., the ground with a mine buried in the subsurface) as a linear lump element 

spring mass system. A diagram of the DM is provided in the bottom left portion of Figure 

22. In the DM, each component of the spring mass system corresponds to some physical 

characteristic of the environment: soil stiffness, mine stiffness, soil mass, etc. The 

characteristics of the landmine's impact on the ground vibration are captured by Mm, Km, 

and Rm, while the interactions between the soil column above the landmine and the soil 

surrounding the aforementioned column are characterized by KS2 and RS2. Raw soil (i.e., 

if no landmine is present) is characterized by MS, RS1, and KS1. 

The DM can be expressed equivalently as an RLC circuit model, which is shown 

in the bottom right diagram of Figure 22. In the circuit interpretation of the DM, the 

acoustic excitation is analogous to the input voltage into the circuit, while the vibration 
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measured by the LDV is analogous to the current through the circuit. The behavior of the 

ground is therefore entirely characterized by the values of the system components, such 

as the resistors, inductors and capacitors. For simplicity , since the circuit and spring mass 

DM interpretations are equivalent, we will henceforth only use the circuit interpretation. 

If the DM is a valid model of the SAVi data, the parameter values of the DM 

represent everything about the subsurface that can be inferred from SAVi measurements. 

The SAVi measurements are completely characterized by the values of the DM 

parameters, and DM parameters are controlled by what is present in the subsurface. 

Therefore, our general approach to detection will be to estimate the values of the DM 

parameters that correspond to the presence of a threat, and those which correspond to 

bare soil. Once these parameters are estimated, they dictate the type of SAVi 

measurements that correspond to threat and non-threat ground locations, respectively; 

we will estimate the likelihood that the observed measurements would have been 

observed from each of these two conditions (i.e., threat or non-threat). 

A critical assumption of this detection approach is that the DM is indeed a valid 

model of the ground-mine system. In [26], Donskoy provided some evidence that this was 

indeed the case, based on experiments performed under controlled conditions, using a 

2x2x2 ft3 chamber of fine sand and gravel. The authors obtained estimates for each of the 

DM parameters in the experimental environment before burying a mine in the sand 

chamber and subsequently collecting SAVi measurements over the chamber extent. With 
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the DM parameters known, the DM was used to predict the spectrum of SAVi vibration 

measurements, and the results suggested that the DM was an accurate model of the 

ground-mine system. Additional qualitative validation of the DM was provided in [169] 

and [168]. These analyses were limited because of the highly controlled experimental 

conditions, but they nonetheless provide some reasonable preliminary justification for the 

validity of the DM. One of the first steps we take (in Section 4.4.2) is to qualitatively assess 

the validity of the DM on our (less controlled) field collected SAVi measurements. 

 

 

 

Figure 22: Circuit model of the ground [26]. A patch of land containing a buried threat is insonified with 

an acoustic excitation, and the resulting vibrations are measured using an LDV sensor (a). The system can 
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be represented by a lump element model (b) or a circuit model (c). Using the circuit model in (c), the 

acoustic excitation and ground vibration are analogous to the voltage and current, respectively, through a 

circuit. Ground characteristics are modeled by MS, RS1, and KS1, mine characteristics are modeled by MM, 

Km, and Rm, and interactions between the ground column above the landmine and the ground 

surrounding the column are modeled by KS2 and RS2. 

Under the assumption that the DM is valid, or approximately valid, in this section, 

we employ a likelihood ratio, discussed in Section 1.4, to probabilistically compare the 

two hypothesized models of the ground: one corresponding to the presence of a buried 

threat (H1) and one corresponding to bare earth (H0). An illustration of both models is 

presented below in Figure 23. To compare these models, we first estimate the ground 

impedance, derived from the acoustic input signal and the measured LDV signal. After 

qualitatively confirming the similarity between the DM predictions and the measured 

impedance, we infer the parameters of the DM under both hypotheses using gradient 

descent with the ground impedance measurements. Finally, we evaluate a likelihood ratio 

for both ground models using the inferred circuit parameters. 
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Figure 23: Ground and ground plus target LTI model interpretations of the ground. Given an acoustic 

input, represented by x(n), the ground and the ground with a target are expected to behave as different 

LTI systems, as predicted by 𝒉𝑯𝟎 and 𝒉𝑯𝟏 circuit models of the ground, to yield outputs 𝒚𝑯𝟎(𝒏) and 

𝒚𝑯𝟏(𝒏), respectively. 

4.4.1 Predicted spectral response 

The circuit in Figure 22 yields the following impedance, with 𝑠 = 𝑗𝜔: 

𝑧1(𝑠) =
𝑉(𝑠)

𝐼(𝑠)
= 𝑠𝑀𝑠 + 𝑅𝑆1 +

𝐾𝑆1

𝑠
+

(𝑅𝑆2 +
𝐾𝑆1

𝑠 ) (𝑅𝑚 + 𝑠𝑀𝑚 +
𝐾𝑚

𝑠 )

𝑅𝑆2 +
𝐾𝑆1

𝑠
+ 𝑅𝑚 + 𝑠𝑀𝑚 +

𝐾𝑚

𝑠

 

Donskoy provided circuit parameter estimates for each ground and target circuit 

component [26]. Using the parameters from an example mine, detailed in Table 7, we can 

analyze the expected spectral response of the circuit's transfer function, or the inverse of 

the impedance. The expected spectral response of the admittance, or the inverse of the 

impedance, is shown in Figure 24 below. Note the presence of two peaks in the predicted 
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response; this phenomenon was also observed in real data, explored in the next section, 

although the location and magnitudes of the peaks were not the same. 

Table 7: Donskoy circuit parameters, values, and impedances. This table shows a breakdown of the 

circuit parameters shown in Figure 24, along with a representative impedance calculation near typical 

mine resonant frequencies at 160 Hz. 

Parameter Physical interpretation Value Impedance Impedance 

at 160 Hz 

𝑅𝑚 Damping coefficient of the mine diaphragm 
1700

𝑘𝑔

𝑠𝑚2 
𝑅𝑚 

1700
𝑘𝑔

𝑠𝑚2 

𝑅𝑆1 Shear damping coefficient of the soil 
3900

𝑘𝑔

𝑠𝑚2 
𝑅𝑆1 

3900
𝑘𝑔

𝑠𝑚2 

𝑅𝑆2 Compressive damping coefficient of the soil 
4300

𝑘𝑔

𝑠𝑚2
 

𝑅𝑆2 
4300

𝑘𝑔

𝑠𝑚2
 

𝐾𝑚 Stiffness of the mine diaphragm 
2.5𝑒7

𝑃𝑎

𝑚
 

𝐾𝑚

𝑗𝜔
 −𝑗2.5𝑒4

𝑘𝑔

𝑠𝑚2 

𝐾𝑆1 Shear stiffness of the soil 
2.4𝑒7

𝑃𝑎

𝑚
 

𝐾𝑆1

𝑗𝜔
 −𝑗2.4𝑒4

𝑘𝑔

𝑠𝑚2 

𝐾𝑆2 Compressive stiffness of the soil 
1𝑒9 

𝑃𝑎

𝑚
 

𝐾𝑆2

𝑗𝜔
 −𝑗9.9𝑒5

𝑘𝑔

𝑠𝑚2 

𝑀𝑆 Mass of the soil on top of the mine 
40

𝑘𝑔

𝑚2 
𝑗𝜔𝑀𝑆 

𝑗4𝑒4
𝑘𝑔

𝑠𝑚2 

𝑀𝑚 Mass of the mine diaphragm 
12

𝑘𝑔

𝑚2 
𝑗𝜔𝑀𝑚 

𝑗1.2𝑒4
𝑘𝑔

𝑠𝑚2 
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Figure 24: Transfer function of the Donskoy circuit model with parameters described in [26]. The peaks 

for both modes are much lower than those observed in the real data and also at different frequencies 

than those in the real data. 

4.4.2 Observed spectral responses 

Before analyzing likelihood ratios of the ground circuit models, we wanted to 

determine the characteristics of real data. We compared spectral target signatures over 

two target types (here termed 'large' and 'small' target) with the spectral signatures of 

ground surrounding the mines, as shown in Figure 25. The spectral signature of the 

transfer function (or admittance) of the resulting areas is shown in Figure 26. Although 

the locations of the peak frequencies are different than those predicted by Donskoy's 

model, two pronounced nodes are visibly present for the large and small target and are 
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missing from the background ground. This lends credibility to Donskoy's circuit model 

of the ground under realistic, non-laboratory settings. 

 

Figure 25: Spectral response in 130-140 Hz bandwidth of a large target. The target ground truth location is 

marked by a small white circle with a halo surrounding the target in white. As shown, the spectral 

response is bright for only a subset of this area. We compared the admittance of the ground in the bright 

area to the admittance of ground outside the bright area to understand the characteristics of the ground. 
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Figure 26: Admittance, or transfer function, of real measurements for soil over two target types ('Large 

target' and 'Small target') and the soil surrounding the targets ('background'). Two frequency nodes 

(circled) are prominent in the data for both target types, but absent for the background soil, providing 

support for Donskoy's circuit model of the ground. 

We developed an in-house graphical user interface (GUI) to confirm that the 

circuit model could be used to fit the measured impedances, as shown for a large target 

in Figure 27. The parameters used in [26] were orders of magnitude larger than those 

found in this analysis, perhaps due to different measurement units between analyses. 

However, the real target data displayed the same bimodal behavior that was predicted by 

Donskoy's circuit model. 
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Figure 27: In house GUI to fit circuit parameters to measured data. The blue curve for the absolute 

Fourier magnitude on the right is the average of responses over a large target, and as shown, the selected 

parameters yield a satisfying absolute match, shown in a dashed line. 

4.4.3 Likelihood ratio analysis 

In order to exploit Donskoy's circuit model, we used a likelihood ratio test based 

on two models of the ground, one with a target and one without, performed in the spectral 

domain. The target model of the data was identical to that shown in Figure 22, while the 

ground alone model of the data consisted only of a three component series RLC circuit. 

The ground model yields the following impedance: 

𝑧0(𝑠) = 𝑅 + 𝑠𝑀 +
𝐾

𝑠
 

The following derivations yield the log likelihood of the data, which can be used 

to discriminate targets from ground alone. 

𝑝(𝑥(𝑓)|𝜃𝐻1
) = 𝒩(𝑥(𝑓); 𝜇1(𝑓), 𝜎) 

𝑝(𝑥(𝑓)|𝜃𝐻0
) = 𝒩(𝑥(𝑓); 𝜇0(𝑓), 𝜎) 
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In these equations, 𝑥(𝑓) refers to the observed spectral energy in a spectral band 

centered at frequency, 𝑓. 𝜃𝐻1
 and 𝜃𝐻0

 refer to the circuit parameter sets under the two 

hypotheses of interest, specifically 𝐾𝑚, 𝐾𝑆1, 𝐾𝑆2, 𝑀𝑚, 𝑀𝑆, 𝑅𝑆1, 𝑅𝑆2, and 𝑅𝑚 under the 𝐻1 

hypothesis that the ground contains a target, or 𝑅, 𝑀, and 𝐾 under the 𝐻0 hypothesis. 𝜇1(𝑓) 

and 𝜇0(𝑓) refer to the predicted spectral responses under both hypotheses. The standard 

deviations of spectral responses at each frequency are assumed to be constant for 

simplicity. The likelihood ratio for these probabilities can be expressed as 

ℒ =
𝒩(𝒙; 𝝁1, 𝜎)

𝒩(𝒙; 𝝁0, 𝜎)
=

∏
1

√2𝜋𝜎2
𝑒

−(𝑥(𝑓)−𝜇1(𝑓))
2

2𝜎2𝑓2
𝑓1

∏
1

√2𝜋𝜎2
𝑒

−(𝑥(𝑓)−𝜇0(𝑓))
2

2𝜎2𝑓2
𝑓1

 

Since we are working with an exponential expression, evaluation of the likelihood 

in the log domain simplifies our analysis. 

log ℒ ~ ∑ (𝑥(𝑓) − 𝜇0(𝑓))
2

− (𝑥(𝑓) − 𝜇1(𝑓))
2

𝑓2

𝑓=𝑓1

 

Prior to using circuit models of the ground to identify targets, we performed 

inference to determine the parameters that best reflected the characteristics of the transfer 

functions, both with and without targets. Figure 28 shows the process of inferring and 

using circuit parameters for likelihood analysis and target detection. The ground is 

affected by the acoustic input, causing vibrations. Gradient descent [173] is a first order 

optimization function that minimizes the error for convex error functions by iteratively 

adjusting parameters, following the gradient of the error surface with respect to the 
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parameters that comprise the model. This approach is used to infer the circuit parameters 

for both ground and ground with target models in a supervised context based on training 

runs with manually identified targets. For both the ground and target models, the error 

surface is calculated as the square of the absolute difference between the predicted and 

measured impedance. Following parameter inference, likelihood ratio tests were 

performed to establish which model better reflects the characteristics of the ground. 

Finally, the likelihoods are thresholded to allow scoring and detection of buried threats. 

 

Figure 28: Flowchart of likelihood analysis for target discrimination. The ground modifies an acoustic 

input, creating a vibration. The transfer function, expressed as the ratio of the output, or vibration 

(current), to the input (voltage), yields a spectral response of the admittance of the circuit. Inference on 

training runs yields circuit parameters for the ground and target models, which allow calculation of 

likelihood ratios. 

Prior to calculating the likelihood ratios, we median filtered the data in order to 

remove spurious outliers in the data, then spatially smoothed the data in each spectral 

band. We initialized all of the resistor components to be 100, all capacitive components to 
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5e5, and all inductive components to 0.5. These values were within an order of magnitude 

of the parameters that were visually optimized to the large target, as shown in Figure 27, 

and all equal. Gradient descent converged after approximately 20,000 iterations onto the 

parameters shown in Table 8, which yielded the resulting admittance curve shown in 

Figure 29. As shown, the inferred result does not exactly match the true admittances that 

are also shown on the plot due to the large variance between observations. 

 

Table 8: Parameters inferred using gradient descent with equal initializations for each parameter. Notice 

that 𝑹𝑺𝟐's inferred value was 0, meaning that resistance did not play an important role for the ground 

branch of the target circuit model in Figure 22. 

Target model 

parameter 

Target model 

value 

𝑲𝑺𝟏 9.193e5 

𝑲𝑺𝟐 4.377e5 

𝑲𝒎 6.448e5 

𝑹𝑺𝟏 1100 

𝑹𝑺𝟐 0 

𝑹𝒎 152.5 

𝑴𝑺 1.104 

𝑴𝒎 0.482 
 

Ground model 

parameter 

Ground model 

value 

𝑲 7.782e5 

𝑹 2.944e3 

𝑴 0.867 
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Figure 29: Comparison between the predicted spectral response based on inferred parameters, shown in 

blue, to the measured spectral responses over two observations of two targets, one large (red dashed and 

dotted) and one small (black dashed and dotted). As shown, the inferred parameters yielded a response 

that was noticeably different than the observed responses for this run. 

Following parameter inference, we performed a likelihood ratio analysis as 

previously described. A resulting likelihood ratio map is shown below in Figure 30 for 

one run over the data. In the following section, we describe the scoring procedure to 

evaluate the performance of this likelihood ratio. 
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Figure 30: Map of likelihood ratios for one run over the target lane. White arrows point to the true 

locations of targets. As shown, the high values by the arrows indicate the presence of a target. 

4.4.4 Scoring results and discussion 

In order to score the performance of our likelihood ratio analysis, we first stored 

local maxima within each image as alarms. Maximum classifier confidences within a halo 

of 0.5m were assigned target, or H1, labels, while the remaining alarms were assigned 

background, or H0, labels. For each confidence threshold, false alarm rates per unit area 

were established by dividing the number of false alarms within all image observations by 

the total area spanned by all observations. Figure 31 shows the resulting performance of 

our likelihood ratio analysis (green dashed) and compares this performance to the 

baseline chance metric described in Section 1.1.3, as well as the sum of spectral energy 
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over all frequencies. As shown, the likelihood ratio is a promising metric that outperforms 

chance and signal energy. 

 

Figure 31: Performance of our likelihood ratio approach for target discrimination compared to a simple 

energy metric. As shown, the likelihood ratio (green dashed line) outperforms the energy baseline (black 

solid line) by a large margin after ~0.25FA/m2. 

The physics motivated analysis performed in this chapter modeled the ground as 

an LTI system. We exploited this model by inferring circuit parameters using gradient 

descent for both ground and target observations and evaluated the performance of the 

resulting likelihood ratio used as a confidence with receiver operating characteristics. 

These confidences yielded higher performance than a baseline of energy. However, we 

recognized that although the DM provides an approximation to the observed data, it is 
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idealistic and still yields large errors when compared with real data. Additionally, the use 

of one target model resulted in large mismatches between the predicted and observed 

spectral behavior above some targets, as evidenced from Figure 29. In order to circumvent 

the restrictions imposed by the Donskoy circuit model and to capture more detailed 

characteristics of the real data, we next explored the use of data driven modeling of the 

SAVi data. For this approach, rather than analyzing the likelihood ratio of spectra, we 

simply used the spectra at multiple frequencies to form feature vectors. These feature 

vectors were used to train classifiers, which effectively use the data to learn a model of the 

spectra around targets and ground, rather than using a preconceived (and potentially 

idealistic) physical model. We discuss this data driven approach next in Section 4.5. 

4.5 Threat detection using a data-driven model  

While most previous work has focused on the development of physical models, 

like the Donskoy circuit model discussed in Section 4.4, to characterize the interaction 

between soil and sound, little research has focused on the use of pattern recognition 

algorithms for target detection. Given the shortcomings of the DM, specifically the non-

idealistic behavior of real data observations, and the resulting mismatch between 

predicted and observed spectral responses, we transitioned our processing approach to 

one in which we learn the target/non-target model directly from the data. For this purpose 

we used the spectral response of each spatial location, in the form of Fourier features with 

10 Hz resolution (described in Section 1.3.1), as inputs to classifiers. With this approach, 
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classifiers can learn flexible, fully data-driven models of data, which do not need to 

conform to the (potentially idealistic) constraints imposed by physical models of the 

ground. 

4.5.1 Experimental design 

Given the limited size of our dataset, we used leave one run out cross validation, 

using 10 of the 11 runs for training and the remaining run for testing. In this context, a run 

refers to sensor measurement of all locations within an area of interest. Our choice 

classifier was a random forest [69], an oft-used tool for image processing and machine 

learning applications [174]. Random forests train multiple decision trees and generate a 

confidence for target class membership based on the ratio of decision trees that assign a 

target label to the current observation. These classifiers are fast to train even with many 

features and the large amounts of training data available for this research. 

We ran cross validation using features calculated at the measurement locations 

provided in our datasets, then linearly interpolated, or stitched, the resulting classifier 

confidences to form one image, as shown in Figure 32. We scored the performance of each 

set of features individually and compared performance to a baseline chance measure, as 

described in Section 1.1.3. 
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Figure 32: Examples of classifier confidences before and after stitching, or linearly interpolating dwell 

confidences together. Stitching allowed simpler post processing and scoring of the observations. Buried 

threats are marked by white dots and circled in green. 

4.5.2 Scoring 

We smoothed the classifier confidence images with an RX anomaly detector [42], 

discussed in Section 1.5, to detect portions of the image that stood out against the 

background, as shown in Figure 33. RX filtering suppresses speckle or spurious outliers, 

while enhancing the contrast in areas that are significantly different from the background. 

Local maxima within the image were stored as alarms; maximum classifier confidences 

within a halo of 0.5m were assigned target, or H1 labels, while the remaining alarms were 

assigned background, or H0, labels. For each confidence threshold, false alarm rates per 

unit area were established by dividing the number of false alarms within all image 

observations by the total area spanned by all observations. 
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Figure 33: Example of classifier confidences following RX filtering [42]. The left figure shows the random 

forest confidences after stitching, while the right figure shows the same confidences after filtering with 

an RX filter, which enhances contrast of high energy regions. As shown, the brightest responses from the 

RX filter are close to the ground truth locations of the two targets in this patch of land, marked by white 

dots and circled in green. 

4.5.3 Results  

The resulting ROCs for leave one observation out cross validation are shown 

below in Figure 34. Both Fourier features and energy calculated between 100 and 300 Hz, 

similar to the likelihood ratio range described in Section 4.4, yielded ROCs that 

outperformed chance. The simple Fourier amplitude yielded higher performance than 

either energy or likelihood ratios for low FAR. Analysis of the random forest out of the 

box feature importance [69], an indication of the importance of each feature within 

multidimensional feature vectors, for each feature set showed that none of the features 

consistently showed high importance between trained classifiers. 
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Figure 34: Comparison of ROCs derived from the likelihood ratios, baseline chance, and random forest 

classifier confidences of Fourier features and energy. As shown, for low FAR, the Fourier features 

outperform both energy and likelihood ratios, providing support for the notion that data driven 

approaches can improve discrimination performance for target detection. 

Based on our results presented in this section, which showed that data driven 

approaches show promise for exploiting patterns in SAVi data, we will continue our 

development of data driven approaches. We present several proposals for future work in 

the following chapter. 

4.6 Discussion and conclusions 

In Chapter 4, we leveraged a recently developed physical model, which we termed 

the 'Donskoy model', to create detection algorithms for a SAVi data remote sensing 

system. We used the DM to develop a probabilistic model of the ground under two 
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hypotheses: when a target is present in the subsurface (the 𝐻1 hypothesis), and when a 

target is not present (the 𝐻0 hypothesis). We employed these two probabilistic models in 

a likelihood ratio test, with which we were able to obtain a decision statistic (or 

'confidence') at each location on the ground, indicating roughly how likely a target was to 

exist at that location. This approach was compared with an energy-based approach, which 

employs no model of the ground, and a machine-learning based approach, where a model 

of the ground was learned using the data itself. The results indicated that the data driven 

model was most effective, followed by the DM, and finally the energy model. 

These experiments are among the first instances where detection algorithms have 

been applied, and scored, on SAVi data. This was also the first time that the DM has been 

empirically evaluated on real-world SAVi data, or leveraged in a detection algorithm. 

Although the DM did not yield the best performance, it did out-perform the energy 

detector, providing some support for its validity. Our empirical results also suggest that 

it predicts some more large-scale (non-local) structure of the data, particularly the 

existence of two spectral modes when a target is present. As a result, the DM may still 

provide insight that is useful for building detection models. 
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Chapter 5. Moving vibration sensing for buried threat 

detection 

In contrast to Chapter 4, which focused on the analysis of static SAVi data, Chapter 

5 and Chapter 6 focus on the analysis of moving SAVi data (i.e., SAVi data collected while 

the entire SAVi apparatus is moving). Moving SAVi data is more representative of real 

world data collected in operational combat scenarios, in which the detection system is 

mounted to a moving vehicle, and is collecting data continuously. However, to date, only 

limited analysis of moving SAVi landmine data has been performed, and this analysis was 

performed on only small collections of data with slow moving data collection vehicles 

[169], [175]. Additional analyses [175], [176] have shown the difficulty of transitioning 

from static LDV measurements to those acquired from moving platforms resulting from 

several potential problems, including speckle noise, interference between the acoustic 

source and the laser Doppler vibrometer, and vibration noise due to vehicle movement 

overwhelming any potentially useful vibration signal. This suggests that there may be 

fundamental qualitative and/or statistical differences between moving data and 

stationary data. 

In Section 5.1, we describe details of our collection of moving SAVi data, which is 

substantially larger than any dataset previously considered in the literature. Given the 

possibility of differences between moving and static data, we began with an investigation 

into the qualitative characteristics of the new dataset (Section 5.2). The characteristics of 

moving data may change, and we therefore cannot assume that our conclusions from 



 

97 

static data analysis will be consistent for the new moving data. As a result, in Section 5.3, 

we further our investigation by applying the detection algorithms developed in Chapter 

4 to the moving SAVi data.  

The resulting detection performance of algorithms that were designed using static 

data in Chapter 4 and applied in this chapter to moving SAVi data was quite low. 

However, since the moving dataset is both new (July, 2016) and substantially different 

from moving data used for other studies, no comparable results have been published yet 

regarding target detectability. As a result, it is difficult at first glance to determine exactly 

how poorly these initial algorithmic attempts performed. Historically, for similar 

situations in which benchmarks do not yet exist for algorithmic performance, researchers 

have compared algorithmic performance to performance obtained by human observers 

[35], [177], [178]. In Section 5.4, to establish landmine detectability for human observers, 

we created a rating system of 'quality factors' that enabled us to quantify target visibility 

to the author and used this system to rate all targets in the dataset. Using these ratings 

enabled us to establish a lower bound for the performance that we may expect from a 

well-designed detection algorithm and thus, to better understand the performance 

achieved using the algorithms developed in Chapter 4 to this set of moving data. Finally, 

in Section 5.5, we summarize the main findings of this chapter and motivate the 

development of more intricate features in Chapter 6. 
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5.1 Dataset details 

The moving SAVi dataset consisted of 12 separate measurements, or runs, 

collected in July of 2016, of SAVi data across three separate lanes, with an area of ~5000m2 

in total with roughly one measurements per 0.04x0.04m2 patch of land. 510 target 

observations of 196 unique targets, similar to those that may be encountered in combat 

arenas, were included in this data. Details regarding the new data collection are shown 

below in Table 9. 

Table 9: Characteristics of southwestern United States 2016 moving data collection 

Run 1 2 3 4 5 6 7 8 9 10 11 12 
Area (m2) 163 852 183 174 176 831 169 835 622 174 620 171 
# targets 38 34 24 38 42 35 27 43 33 70 76 50 

Lane index 1 1 1 1 2 2 2 2 3 3 3 3 
 

For the new moving data, aside from the movement of the truck and an active 

engine, all other components of the data collection, including insonification of small 

patches of ground with multisinusoidal signals and interpolation of the resulting patches, 

were the same as those described in Section 4.3 and illustrated in Figure 20 for the static 

data collection. An example of the spectral energy between 100 and 400 Hz of a moving 

data patch that includes a large, prominent target is shown in Figure 35. 
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Figure 35: Example spectral energy of a patch of moving data. The white circle at ~(2.5,1) indicates the 

presence of a particularly prominent target. 

5.2 Qualitative assessment of the moving data 

Previous analyses [175], [176] have shown that the characteristics of moving SAVi 

data may be different from those of static data, due to speckle noise, interference between 

the acoustic and laser Doppler vibrometer systems, and vehicle vibration. Therefore, it is 

important to gain insight about the qualities of the current moving data collection and 

their utility for detection before embarking on algorithm development efforts. Relatively 

few analyses of moving SAVi data have been reported in the literature, particularly for 

buried threat detection [169], [175]. Further, these existing analyses were all conducted on 

SAVi data collected at relatively slow vehicle speeds (40-300 m/hr) when compared to the 

dataset considered here (5 km/hr). The new moving dataset is comprised of multiple 

observations of 196 unique targets, spread across a 5000m2 area and measured from a 

truck moving at ~5 km/hr (a minimum of over 16 times faster than previous 

measurements). As such, we can assume very little a priori about the data characteristics. 
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Therefore, in this section, we qualitatively investigate the characteristics of the dataset to 

determine how to best develop algorithms for target detection in SAVi moving data. 

To investigate the characteristics of targets in the moving data, we analyzed the 

spectra of ground measurements in the immediate vicinity of targets. In order to decide 

which ground locations to use, we built a graphical user interface (GUI) in MATLAB. This 

GUI enables the user to easily view the spectral energies contained within spatial areas 

near targets for user-specified spectral bands (e.g. 100-110Hz, 300-310Hz, etc.). 

Additionally, the GUI allows the user the add annotations that spatially delineate target 

responses from background responses, as shown below in Figure 36. The spectral 

responses enveloped by these spatial annotations were saved for each target and used to 

qualitatively analyze target spectra. 
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Figure 36: Example of the GUI built for annotation of targets. Several of the dropdown menus and some 

text have been covered to protect classified collection details. The scroll bar underneath the spectral 

image allows the user to scroll through different 10 Hz spectral band energies, and clicking the 

'Annotate' button allows the user to annotate the rough outline of the target response. 

A collection of representative mean target spectra within the resulting target 

annotations for several targets is shown in Figure 37. Although bimodal responses, like 

those predicted by the DM, were not absent in the data from the moving collection, they 

were not common compared to the data from static collection, in which all target 

responses exhibited bimodal behavior. This qualitative inconsistency with the DM 
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indicated that the Donskoy model may not be as valuable for moving data as it had been 

for static data. 

 

Figure 37: Example target spectra within the new moving data. As shown, the spectra rarely match the 

bimodal nature that was both observed in static data target responses (see Figure 26) and consistent with 

Donskoy's target model predictions. 

5.3 Performance of the static detectors on moving data  

In order to establish how well algorithms developed on the static data generalized 

to new moving data, we applied the three methods, specifically using spectral energy, the 

Donskoy model likelihood ratio, and random forest confidences, described in detail in 

Sections 4.4 and 4.5, to the new moving SAVi collection. With the first approach, we 
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determined the total spectral energy in the range of 100-400 Hz and thresholded this 

energy to detect targets. To employ the Donskoy model, we inferred circuit parameters 

using background and target spectra, then employed a likelihood ratio for target 

detection. Finally, for the data driven random forest approach, we trained random forests 

using a subset of labeled data and applied these trained classifiers to classify held out test 

data. Given the large size of the dataset (12 measurements, or 'runs', 5000m2 total), we 

used four fold cross validation to expedite training and testing time, in which nine runs 

were used for training and three for testing. 

Figure 38 shows the performance obtained by these approaches, compared to a 

baseline provided by a naïve detection scheme, as discussed in Section 1.1.3. As shown, 

while both methods yielded low detection performance relative to detection performance 

with static data (see Figure 31), classification of Fourier features substantially 

outperformed the likelihood ratio approach for all FAR. This observation is consistent 

with the findings of Chapter 4, in which the data-driven Fourier strategy outperformed 

the DM approach. The poor performance from the DM approach further suggests that the 

DM is inappropriate for the new moving SAVi collection. This also corroborates our 

previous qualitative observations in Section 5.2 that the characteristics of targets within 

the SAVi moving data and the predicted target responses from the DM do not match well 

and potentially suggests that we rely on more data driven approaches. 
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Due to the novelty of our data and lack of comparable studies, it is difficult to 

contextualize the performance of the data driven Fourier feature approach. We address 

this in the next section using human quality factor ratings to provide some bounds on the 

detection performance that can be expected by algorithmic approaches. 

 

Figure 38: Performance comparison between the DM likelihood ratio approach, the Fourier feature random 

forest approach, and a baseline of signal energy. As shown, while all approaches yield low detection 

performance for reasonable FARs, classification of Fourier features substantially outperforms both the 

energy baseline and likelihood ratios. 

5.4 The human quality factor: estimating how well we should 
perform on the moving data 

The performance obtained in Section 5.3 seemed rather low, especially compared 

to the performance obtained with the static SAVi collection in Section 4.5.3. However, no 

comparable results have been published using moving SAVi data, so it is difficult to assess 
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whether the performance was truly representative of target detectability, or rather simply 

indicative of a suboptimal detection algorithm. In order to establish a performance 

baseline that we should expect from a well-designed target detection algorithm, we 

implemented a rating system based on target visibility to human observers (the author). 

This approach of comparing algorithmic performance to that of human observers is 

common in image and video processing applications [35], [177], [178]. For example, with 

the popular MNIST digit database [177], a digit misclassification error rate of 0.2% using 

human classification was established in 1995 [179], a performance which only recently has 

been algorithmically nearly achieved [180]. 

Our rating system, similar to those in [166] and [175], binned targets into four 

categories, or 'quality factors' (QF), based on the visibility of the data. Table 10 shows the 

breakdown of quality factor ratings (1-4) and interpretations. Using the same GUI that we 

built to establish mean target responses, we assigned these quality factors to targets by 

analyzing the spectral response within 10Hz bands of the spatiospectral volumes of data. 
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Table 10: Scoring rubric for human quality factor assessment of targets. Based on this assessment, we expect 

that targets with quality factors of 4 should definitely be achievable, while targets with quality factors of 3 

may be achievable. Given that we cannot visually discern patterns for targets with QFs of 1 or 2, we do not 

expect to be able to algorithmically detect these targets. 

Quality factor Interpretation 

1 No noticeable signal 

2 No distinctive target-like signal  

3 Some distinctive target-like signal  

4 Distinctive target-like signal  

As a result of our truthing, we found that approximately 43% of targets yielded 

highly visible spectral responses (QF = 4). An additional 21% of target spatiospectral 

volumes had spectral responses that indicated, albeit not strongly, the possibility of target 

presence (QF = 3). The remaining 37% of targets exhibited no obvious indication or little 

indication of target presence (QF = 1 and QF = 2, respectively). A breakdown of QF based 

target visibility is shown in Figure 39. 
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Figure 39: Breakdown of quality factors resulting from visual analysis of all target spectral responses. ~43% 

of targets exhibited obvious spectral responses, while an additional ~21% of targets exhibited potentially 

visible spectral responses. The remaining targets had QFs of 2 or 1, indicating little to no visible response. 

Completion of the quality factor assessment allowed us to place the performance 

of our first simple detection schemes for moving data into context. Given the frequency 

of highly visible QF = 4 target responses, we anticipate that, at a minimum, classification 

algorithms should be able to detect at least 43% of targets with a low false alarm rate. 

Based on the prevalence of targets with QFs of 3, indicating some distinctive target-like 

signal, we anticipate that excellent performance would be achieved if we were able to 

detect 64% (all 3 and 4 QF targets) of targets with a low FAR. As shown in Figure 40, 
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detection performance with low FAR is still substantially below this lower bound of 43%, 

indicating the potential for substantial improvements in our detection methods. 

 

Figure 40: Performance of simple first approaches at target detection using total spectral energy, the DM 

likelihood ratio, and the Fourier feature random forest approach. The red lines indicate the upper and lower 

bounds of acceptable sensitivity with low FAR based on the prevalence of targets with quality factors of 3 or 

4. 

Another advantage of performing the ground truthing and quality factor 

assessment exercises was the familiarity gained with data that could aid in development 

of more sophisticated features. One common observation was that target responses 

spanned large areas, usually greatly in excess of the pixel resolution of 0.04x0.04m2. This 

observation is consistent with the reality that buried threats often have diameters or 

widths greater than 0.25m. Our initial detection efforts focused on the use of single pixel 
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features that ignored this spatial context. Given this observation, in the following chapter, 

we will discuss the development of features that capture spatial information that may be 

informative about target presence, like the example shown in Figure 41. 

 

Figure 41: Cross section of representative target spectra. As shown, a high spectral response energy is 

present not only at the exact target location, but also in the surrounding vicinity of the target. This 

observation of high spectral responses near targets was mirrored for most targets and motivated us to 

develop features that captured location spatial patterns. 

5.5 Discussion and conclusions 

In this chapter, we described and investigated the characteristics of a new military 

dataset that was acquired using a moving, rather than stationary, truck, which forms the 

basis for the remainder of the analysis in this document. This data set was much more 

extensive and was also collected at substantially greater speeds than any previous data 

sets with a similar system. We qualitatively analyzed the spectral characteristics of the 
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data, specifically with respect to the prevalent mismatch between moving target spectra 

and the DM predictions. Additionally, we implemented the detection algorithms 

developed in Chapter 4 and demonstrated that the Random Forest approach using Fourier 

features yielded performance that was far superior to that obtained using the DM. Our 

qualitative evidence and quantitative corroboration with a comparison to a data driven 

approach suggest that the Donskoy model is no longer appropriate for the moving SAVi 

data. Further, given that the moving SAVi collection contains substantially more data than 

the static collection, application of powerful machine learning methods, like the random 

forest, may yield higher detection performance than that obtained by the preliminary 

methods from Chapter 4. Our qualitative analysis of human target detectability from 

Section 5.4 suggests that we may be able to greatly improve the current performance. The 

combination of powerful machine learning tools and computer vision techniques that 

allow us to exploit the spatial patterns observed in Section 5.4 may enable us to achieve 

performance commensurate with human performance at low false alarm rates. Based on 

our findings in this chapter, we focus Chapter 6 on the development of more sophisticated 

features that leverage more of the information, especially spatial information, contained 

in the moving signals. 
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Chapter 6. Advanced feature development for moving 

vibrometry data 

In this chapter we focus on the improvement of buried threat detection in moving 

SAVi data through the development of new features, or descriptors, for input into 

machine learning classification models. This general approach is motivated by the results 

of Chapter 5, in which we investigated the basic characteristics of the SAVi moving data. 

The results provided strong evidence that data-driven models, such as supervised 

machine learning classifiers, are more effective for predicting the presence of a threat than 

the DM approach developed in Chapter 4. Although data-driven supervised modeling of 

the SAVi data yielded the best results, experiments, which investigated the ability of 

humans to identify buried threats in SAVi data, suggested that far better performance is 

likely to be obtained with further algorithm development (see Figure 38), motivating the 

development of more sophisticated approaches. 

This general approach of developing new features is further facilitated by the 

substantial increase in the quantity of moving SAVi data available to perform supervised 

learning. The spectral features we considered in Chapter 4 and Chapter 5 performed well 

on our original static dataset, despite the risk of overfitting (i.e., poor generalization) due 

to the relatively small quantity of data. This suggests the possibility that we now have 

enough data to use much more powerful features, potentially increasing the 

dimensionality and information content of our features, and therefore also increasing the 

detection capability of our algorithms without a substantial risk of overfitting. 
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Nonetheless, we will employ feature learning approaches such as the Bag-of-visual-words 

(BOV) approach [181], which was recently developed in the computer vision community, 

to develop novel high capacity features while maintaining relatively low feature 

dimensionality. As we will demonstrate, these new features lead to large detection 

performance improvements over both our existing features and other features that have 

previously been proposed for buried threat detection in SAVi data. 

We take two general strategies for the development of new moving SAVi data 

features. First, in Section 6.1, we design features that encode more contextual (e.g., spatial) 

information. Our existing spectral features encode spectral information at a particular 

spatial location, and therefore ignore any unique patterns that might exist over the spatial 

extent of buried threats (or clutter). We observed such spatial patterns surrounding buried 

threats in spatio-spectral volumes of both the static and moving SAVi data, providing 

some compelling qualitative justification for this strategy. Specifically, we have observed 

that the spectral response of vibration time series tends to be larger over a spatial extent 

that is proportional to the size of the buried threats. It is also plausible that more subtle 

patterns may exist, even if they are not immediately obvious to visual inspection, which 

may further increase the detectability of buried threats. 

Our second feature development strategy focuses on the development of features  

 from the temporal domain (i.e., the time series) of the SAVi data. Whereas spectral 

analysis relied solely on the magnitude of Fourier spectra, the temporal domain includes 
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phase information, which has been shown to have discriminative value for static 

observations [35], [169]. We investigated the visibility of targets in the temporal domain 

data using the same quality factor rating established in Section 5.4. After finding that 

targets that were previously not obvious to human observers in the spectral domain were 

visible in the temporal domain, we established a strategy to exploit this temporal 

information. With our temporal detection strategy, which also incorporated BOV, we 

were able to match the target PD discussed in Section 5.4 at low FAR. Further, by fusing 

spectral and temporal confidences, we were able to increase detection performance even 

higher. 

6.1 Spatio-spectral feature development 

In Section 5.4, we found that spatial context, which we ignored with previous 

spectral pixel based approaches, provided potentially discriminative information 

regarding target presence. In this section, we discuss two methods that we employed to 

capture spatial information in the spectral domain: first, inclusion via a naïve brute force 

approach in which local spectral features are simply concatenated together to form a high 

dimensional vector, and second, the use of bag of visual words [181], a method that allows 

spatial information to be encoded into a low dimensional feature vector. 

6.1.1 Spectral augmentation 

Given that spectra near targets exhibit similar responses, our first approach to 

incorporate spatial information into features was to simply augment the dimensionality 
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of a particular location's spectrum via the concatenation of nearby spectra. Figure 42 

shows a graphic of both types of augmentation features that we developed. The spectral 

cross (left) consists of the central spectral response, concatenated with the surrounding 

four closest spectral responses. Spectral blocks include more information than the spectral 

cross. We explored the use of 3x3 and 5x5 blocks of data, which corresponded to 

0.12x0.12m2 and 0.2x0.2m2 areas, respectively. These block sizes are approximately similar 

to the sizes of small targets within the moving SAVi dataset. In order to maintain a 

computationally manageable feature dimensionality, the concatenated spectra had 40Hz 

resolutions, which we found, for the single pixel feature, to yield similar performance to 

the 10Hz resolution Fourier features, as shown in Figure 43. Even with the 40Hz resolution 

features, dimensionality quickly increased, with a feature space of 10 dimensions for the 

single pixel spectra, 50 for the spectral cross, 90 for the 3x3 spectral block, and 250 for the 

5x5 spectral block. 
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Figure 42: Augmented spatiospectral features. The spectral cross feature consists of the central Fourier 

spectra concatenated with the four nearest spectra, while spectral blocks included even more information 

from nearby pixels. 

 

Figure 43: Performance comparison using 10Hz and 40Hz resolution Fourier features. Although the higher 

10Hz resolution features yield slightly better performance than the 40Hz resolution features, we chose to use 

40Hz resolution features for generation of the spatiospectral features in order to ease the computational 

burden resulting from high dimensionality. 
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Resulting performance from this first simple attempt to encode local spatial 

information into features is shown in Figure 44. Inclusion of progressively more data 

using larger block sizes yields higher detection performance. This higher detection 

performance supports our observation in Section 5.4 that spatial information is indicative 

of target presence. Unfortunately, this performance increase comes at the expense of large 

feature dimensionalities, which can yield computational problems and also lead to 

problems with the curse of dimensionality [1]. As a result, we investigated other ways to 

encode spatial local information while maintaining a lower, more manageable 

dimensionality, as discussed in the following section. 
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Figure 44: Performance comparison between Fourier features (single pixel) compared to the spectral cross 

and spectral block features, which encode progressively more and more local information. As shown, as 

more local information is included, detection performance increases substantially. The target range 

discussed in Section 5.4 is provided in light red and indicates that even with the augmented data blocks, 

performance at low FAR does not yet match human observer performance. 

6.1.2 Spectral bag of visual words features 

Although Section 6.1.1 showed that detection performance improved with the 

incorporation of more spatial information, the improvement came at the expense of a high 

feature dimensionality. With each increase in block size for the features discussed in 

Section 6.1.1, substantially more memory was required to store training data and features. 
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For example, transitioning from a 3x3 to a 5x5 block required over 2.5 times as much 

memory for storage of features. Additionally, with the same number of observations, but 

increased dimensionality, training time for the random forest increased approximately 

linearly with respect to the number of dimensions [182]. Finally, although the trend in 

Figure 44 indicates that increasing block size further may lead to increased performance, 

problems with the curse of dimensionality [1] may eventually arise as dimensionality 

increases, for example in the form of overfitting. As a result of these problems stemming 

from high dimensionality, we investigated the data to build an intuition for alternative 

methods that may capture spatial information with fewer dimensions. 

During our qualitative analysis of the SAVi moving data, we noticed that target 

responses were usually comprised of spatially adjacent, similar spectral patterns (see 

Figure 41) near the targets. Although the spectral responses varied between types of 

targets, for a give target, the spectral responses near that target were similar and 

prevalent. This characteristic lends itself well to the use of a recent computer vision 

technique, referred to as bag of visual words [181], or BOV, discussed next. 

Figure 45 shows an example implementation of BOV, in this case, used for image 

classification. In this example, small image patches are extracted throughout each of the 

three images of the face, bicycle, and violin. These image patches can be thought of as 

visual 'words', which are then clustered to form a 'dictionary' of possible visual words. In 
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a new image, the corresponding prevalence of these visual words enables a classifier to 

label the image as, for example, a face, bicycle, or violin. 

Whereas the example in Figure 45 focuses on the classification of two dimensional 

images, for our analysis, moving SAVi data is comprised of three dimensional spatio-

spectral volumes. Also, whereas the goal of BOV in Figure 45 was to classify images (e.g. 

bicycles or violins), in our task of target landmine detection, the goal of classification 

algorithms is to provide a confidence regarding landmine presence at each ground 

location. Therefore, each 'lane image', or spatio-spectral volume of land surrounding a 

lane location, can be thought of as analogous to an image in Figure 45. The prevalence of 

local patterns, or words, within each of these lane images can be used to establish the 

confidence that a target is present. Given our qualitative observation that similar spectra 

(rather than small 2D image patches in Figure 45's example) within a lane image indicate 

the presence of landmines, for our application, we used spectral observations to learn 

dictionary words. 

Figure 46 illustrates our strategy to use BOV for SAVi target detection. The 3D 

spatio-spectral volumes contained a large amount of information at each spatial location. 

We therefore used individual pixel spectra, rather than image patches, extracted from 

both target and background ground locations to form a dictionary of spectral atoms using 

K-means clustering [183]. Following clustering, all spectra within our data were then 

assigned to one of 30 learned dictionary atoms, based on the atom which minimized 
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Euclidean distance. Finally, we binned the prevalence of spectra assigned to dictionary 

atoms within small spatial windows surrounding each point within our data. For our 

analysis, we used a dictionary of 30 atoms and a 0.5x0.5m2 (169 pixels with 0.04m pixel 

resolution) square area encompassing the focus location, which roughly qualitatively 

matched the spatial extent of the largest target responses, for binning of spectral 

assignments. The resulting histogram served as the new spatial feature which was then 

provided to the random forest for classification. 

In addition to the spectral BOV features described above, we developed a feature 

that accounted for differences between local and background information. Our 

motivation for this new feature, described in the following section, was the observation 

that target spectra often had responses that were both spatially large and different from 

surrounding spectra. 
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Figure 45: Illustration of intuition behind the bag of visual words technique (Source: [184]). A dictionary 

of visual words or atoms, as shown in the third row, is learned by clustering small image patches 

extracted from training data. The prevalence of these learned clusters, indicated by the histograms within 

the second row, within a new image allows the operator to categorize the new images, like those shown 

in the first row. In the context of landmine detection, the histograms of cluster prevalence serve as spatial 

features. 

6.1.3 Spectral BOV anomaly features 

After observing that target spectral responses often were different than spectral 

responses in the immediate vicinity, we developed a simple feature that captured the 

difference between the frequencies of cluster assignments in the background and 

foreground. This feature, illustrated in Figure 47, was created by concatenating the 

spectral BOV feature described in Section 6.1.2 (foreground histogram) with the histogram 

of cluster assignments in a halo area surrounding the square area used for binning the 
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original feature (background histogram). The foreground histogram was still calculated, 

as in Section 6.1.2, based on 169 (132) cluster assignments, while the background histogram 

used a halo size of 0.25m and was therefore calculated using 456 (252 - 132) cluster 

assignments. 

Performance of both BOV approaches, along with the performance of the spectral 

block features described in Section 6.1.1, is shown in Figure 48. We found that the BOV 

anomaly features outperformed the original BOV features. Given our qualitative 

observations regarding differences between foreground and background spectra and the 

augmented feature space resulting from the BOV anomaly features, this is an intuitive 

result. Additionally, the performance of the BOV anomaly feature was similar to that 

found using the spectral block features, which is an important result in that the feature 

space was decreased by more than a factor of 4 to achieve similar performance. Finally, 

Figure 48 provides the performance obtained with a simple fusion of classifier confidences 

from the BOV anomaly and spectral 5x5 block features. The fusion of classifier confidences 

increases performance even further and indicates that both spectral detection methods 

discussed in this chapter provide the classifier with some independent information. 
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Figure 46: Extraction of BOV features that incorporate spatio-spectral information. Spectra were 

uniformly randomly extracted from both target and background data and clustered to form a dictionary 

of learned clusters, or spectral atoms. For a given location (green), the admittance at that location was 

assigned a label, corresponding to the index of the closest learned cluster, measured by Euclidean 

distance. Surrounding the location of interest (red), the prevalence of cluster assignments within a 

chosen distance is measured by a histogram. The values from this histogram are then used as an input to 

the classifier. 
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BOV feature (Section 6.1.2) BOV anomaly features (Section 6.1.3) 

  

Figure 47: Creation of BOV histogram features following assignment of pixel spectra to clusters. Colors 

in the grayscale images correspond to cluster assignments (1 through 30). For the features developed in 

Section 6.1.2, the prevalence of clusters within 0.25m of the target is shown in the light blue histogram on 

the left. The lower right histogram shows an example of the feature described in Section 6.1.3, in which 

the dark blue frequencies correspond to the prevalence of clusters within 0.25m of the focus location, and 

the red frequencies correspond to the prevalence of background cluster assignments within 0.5m of the 

focus location. Note that the light and dark blue histograms are identical, as they correspond to the same 

data. 
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Figure 48: Performance comparison of spatiospectral features. Note that the performance of the BOV 

anomaly features consistently outperformed the original BOV features, a result which is intuitive since 

BOV anomaly features incorporated both the original BOV feature information, in addition to 

background information. The 60 dimensional BOV anomaly features yielded similar performance to that 

obtained using the 250 dimensional spectral 5x5 block. Naïve target detection performance and the target 

detection PD, discussed in Section 5.4, are included on this plot for reference. As shown, at a relatively 

high FAR of roughly 0.08 FA/m2, the fusion of BOV anomaly and Spectral 5x5 features matches human 

performance. 

6.1.4 Discussion and conclusions 

In this section, we discussed our efforts to incorporate spatial information into 

spectral features. As a naive initial approach, we augmented the feature space by 

concatenating together local spectral features into one (much higher dimensional) feature 
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vector. Although this yielded a substantial boost in performance, a tradeoff was made in 

that dimensionality greatly increased, by a factor of ~25x, compared to the original 

spectral features. As a result, we transitioned our focus to a more sophisticated approach 

based on a bag of visual words (BOV) approach from the computer vision community, 

which facilitates efficient encoding of spatial information. Using BOV and a variation 

which augmented the simple BOV features with background information, we were able 

to achieve similar performance to that obtained with the high dimensional spectral blocks 

with more than a four-fold reduction in feature dimensionality. Given that the fusion of 

these features yielded noticeably higher performance than any of the individual features, 

it is also important to note that these methods yielded independent, complementary 

information. 

Although classifier confidence fusion yielded performance that intersected the 

target PD of 0.43, the intersection occurred at a relatively high FAR of ~0.075FA/m2. This 

could indicate several possibilities, including that target-like responses are prevalent even 

in background, or that we are not fully exploiting the data. 

Features to this point have only incorporated spectral amplitude in consecutive 

spectral bands. Following our thorough evaluation of target discriminability using 

spectral amplitude in this chapter, we discuss the incorporation of phase and temporal 

information into classification in the following section in order to exploit more 

information from the data. 
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6.2 Spatiotemporal feature development 

Many of the previous landmine detection efforts using SAVi systems, and all of 

our analysis to this point, have focused on the use of spectral magnitudes. However, 

recent analyses [35], [168] have indicated the potentially powerful discriminative value of 

both signal phase and temporal information for target detection. After analyzing temporal 

domain data, we also found indications that phase may indeed be useful for target 

detection. More specifically, for targets that seemed highly visible in the temporal domain, 

adjacent spatial patches of high and low energy in a given temporal slice seemed to 

alternate back and forth across time, over short time windows, indicating that these 

adjacent measurements were out of phase. An example of this phenomenon is shown 

below in Figure 49. It is possible that this phase information is independent of the spectral 

data previously explored since spectral magnitude ignores phase shifts. 
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Figure 49: Alternating pattern of high and low energy in consecutive temporal slices of SAVi data. This 

alternating pattern of adjacent measurements indicates the presence of a local phase difference. The 

white ring indicates a 0.5m halo surrounding a target. This pattern was prevalent among targets. 

Based on this qualitative evidence that phase may play an important role in target 

detection, we focused our next feature development efforts on capturing temporal and 

phase information contained in the SAVi signals. In Section 6.2.1, we analyzed the 

visibility of targets using temporal, rather than spectral, data and assigned temporal 

quality factor ratings to each of the 510 targets. As with Section 5.4, this allowed us to 

establish a lower bound on the maximum performance that should be attainable with 

well-designed algorithms based on temporal data. Additionally, performing this human 

quality factor exercise allowed us to test our hypothesis that temporal data may provide 

information that is independent of the spectral domain data. Following our assessment of 

temporal visibility and our qualitative observations regarding phase made during this 

assessment, we developed features to capture information about local phase differences 
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and analyzed the resulting performance in Section 6.2.2. Finally, we conclude this chapter 

in Section 6.2.3 with a discussion of the implications of our findings. 

6.2.1 Temporal quality factor assessment 

Prior to developing features to capture spatiotemporal behavior of the SAVi 

signals, we repeated our analysis from Section 5.4 by evaluating the visibility of targets to 

a human observer (the author) in the temporal domain to compare visibility between 

domains. We analyzed each temporal cross section of spatiotemporal volumes of data and 

assigned quality factors of 1-4 depending on how obvious signals appeared to be to the 

observer (see Table 10). Figure 50 shows the histogram of the quality factors resulting from 

this analysis. The proportion of highly visible (QF = 4) targets in temporal domain data 

(42%) is close to the proportion of highly visible targets in the spectral domain data (43%). 

However, Figure 51 provides a confusion matrix between the spectral and temporal 

quality factor ratings that indicates that the visibility of targets in the temporal and 

spectral domains are different. This corroborates this chapter's introductory hypothesis 

that spectral and temporal domain data provide independent information. 

Given the new information provided by the temporal quality factors, we 

reassessed the baseline detection performance that might be expected from a well-

designed algorithm. In order to set this baseline, we determined the maximum quality 

factor for each target between the temporal and spectral domains. The resulting histogram 

of maximum target quality factors is shown in Figure 52. As shown, detection of all targets 
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with QFs of 4 in either the temporal or spectral domains would require a sensitivity of 

roughly 55%, while an excellent detection algorithm that found all targets with QFs of 3 

or above could potentially reach a sensitivity of roughly 75%. These values serve as a new 

comparison baseline for the remainder of this document. 

The exercise of analyzing spatiotemporal data volumes and assigning 

corresponding quality factors to all targets in our collection provided us with qualitative 

evidence that corroborated assessments from previous literature [35], [169] that phase 

may be informative of target presence. Motivated by this evidence, in the following 

section, we discuss the development of features that we used to capture the phase 

component of our data. 

 

Figure 50: Breakdown of quality factors resulting from visual analysis of all temporal target responses. 

~47.5% of targets exhibited obvious spectral responses (QF = 4), while an additional ~18% of targets 

exhibited potentially visible spectral responses (QF = 3). The remaining targets had QFs of 2 or 1, 

indicating little to no visible response.  
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Figure 51: Agreement between quality factor assignment in the spectral and temporal domains. The high 

prevalence of disagreement between spectral and temporal ratings indicates that both domains provide 

independent information that may be leveraged for target detection. 
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Figure 52: Breakdown of maximum quality factors between the temporal and spectral domains. The 

independent information apparent between the two domains yielded a higher baseline performance 

target relative to either individual domain. Using maximum QF to set a baseline, approximately 55% of 

targets were highly visible in one of the domains, and approximately 19% of targets had some distinct 

target like signal. 

6.2.2 Spatiotemporal phase features 

Following our Section 6.2.1 qualitative findings that phase played an important 

role in the visibility of temporal domain target data, we focused our feature development 

efforts on features that could capture phase. Our first approach to capture phase was to 

simply incorporate phase calculation in 10Hz windows into the original calculation of 

spectral magnitude. However, the resulting phase images were extremely noisy, and it 

was very difficult to disambiguate targets which previously had been easy to see using 

either spectral features or temporal data, as shown in Figure 53. Given the short time 
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windows over which the variations in temporal data (Figure 49) were apparent, it is not 

surprising that the phase is difficult to see by itself. Additionally, based on qualitative 

observations made during quality factor assignment, relative phase shifts seemed to be 

most indicative of targets, rather than raw phase by itself. Therefore, we investigated 

different features to indirectly capture phase information. 

  

Figure 53: Examples of phase surrounding a target observation that had been prominent in temporal data. 

As shown, the phase of features did not stand out compared to the background, yielding the need for 

other methods to capture phase information. 

The relative phase shifts observed during quality factor assessment manifested 

themselves as alternating adjacent patches of high and low energy surrounding targets, 

like that shown in Figure 49, for short temporal periods. These responses at each instance 

of time qualitatively matched well with the shape of Gabor filters [185], [186], which are 

often used for feature extraction in texture analysis [187]. A qualitative example of the 

similarity between Gabor filters and adjacent patches of high and low energies is shown 
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in Figure 54. In order to leverage this qualitative match for target detection, we established 

a BOV based approach, described next. 

Several observations motivated our temporal detection strategy. First, target 

patterns of alternating high and low energy were present only for short durations. 

Additionally, these patterns were not consistently temporally located within different 

observations; for some targets, these patterns started near the beginning of the temporal 

measurements, whereas for others, the patterns did not show up until near the end of the 

temporal measurements. Finally, patches of temporal data were consistently extremely 

noisy. Gabor filters and BOV allow us to combat these issues to some extent. The process 

of convolving temporal patches of data onto Gabor filters can be thought of as projecting 

noisy observations onto smooth subspaces, thus inherently de-noising data to some 

degree. BOV does not require a specific temporal arrangement of patterns and therefore 

can be used to capture the short durations of alternating high and low energy patterns 

regardless of temporal location within signals. Our specific BOV implementation that 

incorporates these observations is provided next. 

Prior to application of BOV, each temporal slice of the spatiotemporal volume was 

convolved with a bank of 24 Gabor filters with different scales and orientations that 

effectively projected data onto a less noisy subspace. For each temporal slice, this resulted 

in a volume of 24 stacked spatial Gabor filter responses. Gabor response vectors (each 24-

dimensional) for each spatial location were clustered using K-means clustering [183], 
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which was the clustering approach used in the seminal BOV work [181], into 30 groups of 

similar data. Finally, each location's Gabor response vector was assigned to one of the 

clusters based on Euclidean distance. Following the Gabor processing, BOV was used to 

bin Gabor response cluster assignments temporally, thus enabling us to capture the short 

duration alternating energy patterns described above. This yielded a 30 dimensional 

feature vector at each spatial location that captured both phase and spatial information. 

This feature vector was then classified using the same classification framework applied in 

Chapter 4 and Chapter 5. 

The performance using this new spatiotemporal feature, along with performance 

curves from previously discussed features, is shown in Figure 56. As a reference point, 

the method from [167] was implemented to show performance from previously 

developed algorithms in the literature. As shown, the temporal BOV feature 

outperformed the spectral domain BOV feature. Additionally, it is interesting note that 

the fusion of temporal and spectral domain BOV features via simple multiplication of 

classifier confidences yielded the highest performance, which achieves the target PD at 

low FAR. Finally, as a point of comparison, we provide the performance obtained by 

clustering spatial patches of raw temporal data, rather than Gabor filter responses, in 

Figure 57. As shown, the performance of both approaches is similar, but the Gabor filter 

approach yields a slight improvement. 
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Figure 54: Comparison of a spatiotemporal target response in a 1x1m2 area with a Gabor filter of the same 

size. As shown, the shape of the shown Gabor filter approximates the shape of the target response. 

 

 

Figure 55: BOV implementation using spatiotemporal data. Convolution of all temporal slices was 

performed using a bank of Gabor filters, each with different magnitude and orientation. The filter 

responses are clustered using K-means to form a dictionary of 30 atoms. For each spatiotemporal time 

and location, the corresponding ground location's Gabor response vector is assigned to the nearest 

learned atom (cluster 3 in this case) using minimum Euclidean distance. Finally, dictionary assignments 

are binned across time at each ground location to form a feature vector. This feature vector is then 

classified to create a confidence map. 



 

137 

 

Figure 56: Performance comparison between spatiotemporal and spatiospectral features compared to the 

target PD based on maximum quality factor assessments. The green curve indicates the performance 

obtained using the new temporal Gabor BOV features. Consistent with the observed disagreement 

between temporal and spectral quality factors, spectral and temporal BOV confidence fusion yielded 

substantially higher performance than any singular feature. 



 

138 

 

Figure 57: Comparison between classification of histograms obtained by temporally clustering patches of 

raw data and Gabor filter responses. As shown, the performance is similar, but the Gabor approach 

yields a slight improvement over raw data. 

6.2.3 Discussion and conclusions 

In this section, we analyzed the utility of temporal domain and spatial information 

for discrimination of targets in SAVi data. We found that the qualitative visibility of 

targets in the temporal domain was different than that found in the spectral domain based 

on our quality factor assignments. This difference indicated that the information provided 

by both domains may be independent and motivated us to explore the use of temporal 

data for target discrimination. 

After qualitative analysis of all spatiotemporal target volumes, we recognized two 

distinct patterns: first, that targets often exhibited adjacent alternating patterns of high 
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and low energy over short temporal windows, and second, that these adjacent energy 

differences approximately resembled Gabor filter shapes. Based on these observations, we 

developed a BOV approach to temporally cluster Gabor filter responses, which encoded 

spatial information at each ground location and instance of time. Our approach yielded a 

large performance increase compared to our previous spectral analyses. Additionally, 

consistent with our quality factor observation that temporal and spectral information may 

provide independent information, the fusion of temporal and spectral BOV approaches 

yielded substantially higher performance than either individual approach. 

6.3 Discussion and conclusions 

In this chapter, we discussed target detection methods that we developed based 

both on qualitative observations of the importance of spatial context from Chapter 5 and 

on the utility of temporal information, which until this chapter had not been included. 

Whereas our previous detection methods focused on pixel based features that treated 

adjacent spatial locations as independent observations, the features developed in this 

chapter leveraged spatial information to yield large improvements in detection 

performance. 

Our preliminary approach to include spatial context in features was based on a 

crude augmentation of feature space that simply concatenated one pixel's spectra with 

spectra from surrounding pixels. Although this approach yielded an improvement in 

detection performance over the single pixel features implemented in Chapter 5, feature 
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dimensionality greatly increased. To decrease the resulting feature space but still 

incorporate spatial information, we turned to a recent computer vision approach, bag of 

visual words [181], that yielded similar performance to the original spatial augmentation 

approach with less than a quarter of the feature space required. 

Our efforts to improve detection performance using spatial augmentation of 

spectral information yielded large improvements compared to pixel based features alone. 

However, the performance baselines established by qualitative observations of human 

target detectability established in Chapter 5 were not yet reached for reasonable FAR with 

these approaches. As a result, after thoroughly exploiting the spectral magnitude of 

signals in Section 6.1, we turned in Section 6.2 to spatio-temporal analysis of the SAVi 

data. After repeating the qualitative assessments of human quality factors in the temporal 

domain, we found that targets that had not previously been obvious in the spectral 

domain were visible in the temporal domain, indicating the presence of independent 

information in temporal data. 

In the temporal domain, we noticed that relative phase differences between 

adjacent spatial measurements seemed to be indicative of target presence. In order to 

leverage this observation, we developed a BOV strategy using responses from Gabor 

filters that enabled us to increase detection performance above that achieved using the 

spatio-spectral approaches. Additionally, the fusion of classifier confidences from 

temporal and spectral features yielded noticeably higher performance compared to either 
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individual feature, corroborating our qualitative assessments that temporal and spectral 

data contained independent information. Finally, relative to a baseline that used spectral 

shape based features [167], we found a substantial increase in performance using our new 

features, indicating the utility of our analyses.  
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Chapter 7. Conclusions 

The main objective of this work was to exploit physics motivated insights to 

motivate feature development for several applications in order to improve detection and 

classification performance. In Chapter 2, we discussed the development and use of PCA 

features applied to energy disaggregation and analyzed the performance of a 

disaggregation system based on these features [27]. In Chapter 3, we described 

physiologically motivated features that characterize the shape of brain tumors, and used 

these features for prognostication of survival and tumor subtype, both of which are useful 

clinical indicators for cancer treatment planning [28]–[30]. In Chapter 4, we discussed our 

preliminary analysis of seismo-acoustic measurements of the ground acquired from a 

stationary platform for landmine detection. Finally, in Chapter 5 and Chapter 6, we 

discussed our analysis of a new dataset acquired from a moving vehicle that is more 

representative of data that may be encountered in combat arenas. 

Chapter 2 focused on our efforts towards feature development for energy 

disaggregation, or the automated process of extracting component specific energy data 

from a building’s aggregate power signal. Based on knowledge that devices with reactive 

components, like refrigerators, could cause transients with unique signatures when 

devices turn on or off, we developed features, termed PCA features, that projected the 

characteristics of these signatures onto low dimensional subspaces. With these PCA 
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features and several classifiers, we evaluated disaggregation performance using multiple 

publically available datasets and nonlinear classifiers [27]. 

In Chapter 3, we focused on developing image based biomarkers for the 

prognostication of survival and tumor subtype for patients with glioblastoma. Prior 

research has indicated that a prominent feature that often accompanies glioblastoma is 

edema, or the buildup of fluid in the brain surrounding tumors, which may result from 

the expression of certain tumor genes [85]. Further, higher amounts of these genes and the 

corresponding shapes of the resulting edematous tissue have been associated with 

decreased survival [86]–[90]. Motivated by this physiological phenomenon, we developed 

several features to capture the two and three dimensional shapes of tumors, as annotated 

by a board certified radiologist. We showed that these features were both correlated with 

tumor subtype and statistically significantly prognostic of survival for patients with 

glioblastoma [28], [30]. Both findings are important for clinicians who must develop 

treatment strategies for patients with glioblastoma. 

Our final contribution in this document revolved around our analyses of seismo-

acoustic vibrometry data for landmine detection. Specifically, we implemented a 

likelihood ratio based approach to leverage a physical lump element model of the ground 

[26] that previously had only been shown to qualitatively yield predictive value. With 

data collected from a stationary vehicle, this physics-motivated method improved 

detection performance over a simple baseline of signal energy. Additionally, we explored 
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data driven approaches that leveraged spectral magnitude, phase, and spatial information 

for target detection. With new dataset comprised of data collected from a moving vehicle 

that was larger than any previously analyzed collections, we were able to develop features 

that yielded high detection performance. In fact, the performance that we were able to 

obtain was similar to that that was attainable by a human observer, the author, as shown 

in Figure 56. Our novel analysis is the first comprehensive investigation of a large dataset 

of seismo acoustic vibrometry data acquired from moving vehicles traveling at speeds 

similar to those used in combat arenas and provides evidence that this data may be 

potentially valuable for the purposes of global landmine remediation. 

Throughout this work, we have investigated the use of physical and physiological 

models of systems to design features for several applications, including energy 

disaggregation, image-based brain cancer prognostics, and landmine detection. With 

these features, we have made substantial contributions to each field, including the 

following: a method to compare large scale energy disaggregation datasets, the 

development of prognostic biomarkers that may enable improved treatment strategies for 

patients with brain cancer, and both the development of features that enable landmine 

detection and a thorough evaluation of these features in a large dataset that was collected 

under realistic conditions, similar to those that may be encountered by troops in combat 

arenas. 
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