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Abstract

Cis-elements govern the key step of transcription to regulate gene expression within

a cell. Identification of utilized elements within a particular cell line will help further

our understanding of individual and cumulative effects of trans-acting factors. These

elements can be identified through an assay leveraging the ability of DNaseI to cut

DNA that is in an open and accessible state making it hypersensitive to cleavage.

Here we develop and explore computational techniques to measure open chromatin

from sequencing and microarray data. We are able to identify 94,925 DNaseI hyper-

sensitive sites genome-wide in CD4+ T cells. Interestingly, only 16%-20% of these

sites were found in promoters. We also show that these regions are associated with

different chromatin modifications. We found that DNaseI data can also be used to

identify precise ’footprints’ indicating protein-DNA interaction sites. Footprints for

specific transcription factors correlate well with ChIP-seq enrichment, reveal distinct

conservation patters, and reveal a cell-type specific arrangement of transcriptional

regulation. These footprints can be used in addition to or in lieu of ChIP-seq data

to better understand genomic regulatory systems.
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Introduction

Understanding gene regulation is pivotal in our attempts to understand how basic

biological systems work as well as more complex and disease systems. One key focus

in understanding regulation has been driven through recent attempts to characterize

cis-elements on a genome-wide scale. While some of these characterizations are

being conducted by independent researchers, much of the data are coming from

large collaborative projects such as the ENCODE (Encyclopedia of DNA Elements)

project or the Epigenomics Roadmap initiative.

We have worked independently and have collaborated with the ENCODE project

to exploit DNaseI hypersensitive site data via high throughput DNA sequencing

(DNase-seq). This assay is used to identify DNA that is cleaved with a higher prob-

ability than DNA primarily interacting with nucleosomes. These regions of DNA are

known to contain functional cis-elements. While these data do not provide functions

of the open chromatin sites, they can be combined with other data, such as histone

modifications, transcription factor binding sites (TFBSs), or chromatin immuno-

precipitation data to reveal genome-wide and high-resolution details of chromatin

structure and transcription factor binding.

To better characterize these open chromatin sites, our group, as part of the larger

ENCODE project, is generating data for sites relating to open chromatin in a large

number of cell types. We have developed a comprehensive pipeline to align, filter,

and obtain signal from raw sequencing data (Chapter 2). We have also developed

1



algorithms to identify discrete regions of enrichment in DNase-seq data as well as

other high-throughput data types (Chapter 3).

We employed high-throughput sequencing and whole-genome tiled array strate-

gies to identify DNaseI HS sites within human primary CD4+ T cells. Combining

these two technologies, we created a comprehensive and accurate genome-wide open

chromatin map. Surprisingly, only 16% to 21% of the identified 94,925 DNase I

HS sites are found in promoters or first exons of known genes, but nearly half of

the most open sites are in these regions. In conjunction with expression and mo-

tif data, we find evidence of cell-type-specific characteristics, including the ability

to identify transcription start sites utilized within these cells. We find association

with expression levels and chromatin immunoprecipitation data for promoter sites

and association with different histone modifications at distal sites. In addition, and

unexpectedly, our analyses have uncovered detailed features of nucleosome structure

(Chapter 4).

We then applied DNaseI sequencing (DNase-seq) to a large set of cell types as

part of the ENCODE scale-up project. These cell lines were processed much the

same as the CD4+ T cells but the results lacked the complement of a whole-genome

microarray. To correct for this, we sequenced these cell lines at depths > 3 times the

depth of CD4+ T cells.

In analyzing the new DNase-seq data, we noticed that hypersensitive sites did

not have a uniform distribution of cut sites, but rather there seemed to be regions

with few to no cuts within the site. We believe that these regions represent sites of

protein-DNA interaction within the larger hypersensitive sites which prevent cleavage

by DNaseI. The footprints are typically 6-20 bases within the larger DNase hyper-

sensitive sites. We can accurately predict these sites in order to generate a map of

actual sites of protein-DNA interaction on a genome-wide scale (Chapter 5).

The goal of these projects is to develop a gold standard map of regulatory fea-
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tures found in open chromatin on a genome-wide scale. The complete map of open

chromatin integrated with other types of data will enable researchers to better under-

stand regulation of the genome as a whole as well as target specific genes of interest.

The accurate identification and classification of open chromatin will allow for a more

complete understanding of the complex nature of gene regulation as well as provide

for novel hypotheses in the analysis of the genetic sequence.
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1

Background

1.1 Chromatin

Because of its affinity to dyes, Walther Flemming initially used the word ‘chromatin’

to describe the phosphorus-rich, acidic ‘nuclein’ extracted by Friedrich Miescher.

This observation was made in the 1880’s before even the idea of DNA. At this time,

the prevailing thought was that genetic information was stored on histones. This idea

was eventually corrected; however, it was almost 100 years before the basic subunit

of chromatin, the ν-body (now known as the nucleosome), was described [95, 69].

This change in understanding of the basic structure of chromatin completely altered

Figure 1.1: The current model of major chromatin structures and compaction
[131].
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the perception of how information was stored and regulated in the cell.

We now know the following about the basic structure of chromatin: approximately

146bp of DNA is wrapped in a superhelical manner roughly twice around a nucleo-

some. The nucleosome consists of a tetramer formed by the H3 and H4 histones and

a pair of dimers formed by the H2A and H2B histones to form an octamer symmet-

rical around a dyad axis [82]. A linker sequence of DNA exists between nucleosomes

and this is associated with histone H1. Each histone has a short polypeptide tail

(amino terminus) that extends out from the core allowing for epigenetic modification

through acetylation, methylation, phosphorylation, and ubiquitination.

The modifications to the histone tails allow for a new level of information passage

and storage in the genome. The idea of a histone code has recently been suggested

as an epigenetic marking system that fundamentally extends regulation beyond a

simple trans-acting factor and cis-acting element system [59]. This idea suggests

that modifications to the histone tails may work in a combinatorial way to allow for

control over the state of chromatin condensation. This is supported by the fact that

certain modifications are associated with regulation of RNA synthesis [2].

Although nucleosomes are suggested to serve genetic regulatory purposes, they

also provide a method of compaction for the genomic DNA (Fig. 1.1) [24]. A strand

of B-form DNA is 2.2 to 2.6 nm in diameter and has approximately 0.33 nm of

separation between bases. The entire human genome stretched end-to-end would be

about one meter in length. Thus, compaction is required to store the DNA in the

nucleus. The structure of DNA wrapped around nucleosomes, known colloquially

as “beads on a string” forms a 10 nm fiber which is approximately 6 times more

compact than unbound DNA. The “beads on a string”, can form a higher-order

structure known as the 30 nm fiber which is thought to be a helical solenoid that

is stabilized by histone H1 which compacts the DNA another 40x. It is believed

that this fiber is looped along a scaffold to further compact it. At this point, the
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chromatin is still considered accessible and further compaction is required to actually

form heterochromatin.

1.2 High resolution mapping studies of chromatin [17]

The rapid completion of the sequencing of many eukaryotic genomes is providing

researchers with a necessary scaffold for advancing our knowledge of gene function

and regulation. Annotating locations of transcribed protein coding sequences within

genomes has been a major initial focus, but simply knowing their locations does

little to reveal just how their expression is regulated. The corresponding discovery of

non-coding regulatory elements has lagged behind due to a much weaker or complete

lack of signal in the primary DNA sequence. Previous attempts to identify regulatory

elements have either focused on computational techniques to identify transcription

factor binding sites and cis-regulatory modules, or were based on lower-throughput

chromatin assays that looked at a small number of loci or functional assays that

perturbed sequences within regulatory regions. Computational methods have low

specificity producing many false positives and providing no information about cell

specific or condition specific regulation. Traditional wet-lab experiments lack global

sensitivity since they were restricted to analyzing small regions of the genome.

Chromatin structure has been known to play a critical role in gene regulation.

DNA accessibility, largely governed through the global and local positioning of nucle-

osomes, can be altered preventing transcription factors from binding DNA; histones

and their modifications influence chromatin structure and regulatory function in

ways not well understood; and chromatin looping can allow regulatory elements to

regulate transcription of genes long distances away on the same or even on a dif-

ferent chromosome. In addition, we know that methylation of DNA can alter local

binding affinities to cis-regulatory sites and influence the recruitment of chromatin

remodeling factors. These epigenetic structures and marks are crucial to cellular
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function, but previous studies have been limited often providing an incomplete pic-

ture. For example, some of these chromatin modifications were initially considered

axiomatic when studied at only specific loci such as individual transcription start

sites. However, more global studies reveled that some specific modifications were not

as important as first theorized based on the limited data. An accurate and compre-

hensive characterization of chromatin has been difficult as this information cannot

be accurately deduced from DNA sequence alone. In addition, chromatin organiza-

tion can be highly variable among different cell types and under different cellular

conditions emphasizing the need to look beyond static DNA for its characterization.

The development of assays employing microarray and more recently high-throughput

sequencing technologies now allow for high-resolution measurements of chromatin

structure, modifications, and locations of specific regulatory factors genome-wide.

Based on analyses of these data, we are beginning to appreciate the complexity and

nuances of epigenetic influences on gene regulation indicating the importance of these

more comprehensive assays. Researchers now have the tools to map DNA methyla-

tion, transcription factor binding sites, nucleosome positions, histone modifications,

and even interactions between distant chromosomal regions. Projects such as EN-

CODE (ENCyclopedia Of DNA Elements) [29, 30], modENCODE (model organism

ENCODE) [23, 121], and the Epigenomics Roadmap initiative [144] are catalyzing

the genome-wide annotation of non-coding regulatory elements at high resolution

across a diverse range of cells types and conditions in multiple species. These con-

sortia, as well as work from individual labs, have begun to reveal a more complete

picture of chromatin, improving our understanding of its role in gene regulation. We

can now observe larger scale phenomena that are proving to be much more complex

than originally thought. An illustrative example of the quality of these data can be

seen in Figure 1.2.

In this review, we provide a brief update on the current experimental techniques
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that are rapidly expanding our knowledge of chromatin structure and gene regu-

lation. Importantly, new technologies have allowed for a rescaling of assays from

analyzing small, individual loci to complete or nearly complete genome-wide studies.

With the creation of diverse sets of whole-genome chromatin data, more comprehen-

sive analyses to understand how chromatin organization changes across cell types

and conditions can be considered. We focus specifically on assays that have been

developed using microarray and high-throughput sequencing technologies. Details of

specific experimental protocols will not be discussed. Instead, we will describe the

types of information these experiments produce, include a brief comparison of mi-

croarray and sequencing technologies, and discuss the analytical challenges associated

with these massive datasets. We begin our discussion with assays that interrogate

modifications at the lowest level, the DNA itself, followed by increasingly more gen-

eral characterizations including transcription factor binding, histone modifications,

nucleosome structure, and chromosomal conformation.

1.2.1 DNA methylation

The most common form of DNA methylation occurs on cytosine bases that are 5’ of

guanine bases (CpGs). This modification is found in many species, though it is not

ubiquitous, being absent in notable organisms such as Caenorhabditis elegans. DNA

methylation can silence gene expression bi-allelicly or mono-allelicly (e.g., random

inactivation or imprinting). This silencing is thought to occur in two ways: the dis-

ruption of transcription factor binding and/or the recruitment of chromatin silencing

factors (such as histone deacetylases) to the locus [130, 80]. The latter mechanism in-

volves proteins with methyl-CpG-binding domains that recognize methylated CpGs.

The loss of these proteins has been associated with several diseases and cancers [4].

In addition, hyper- and hypo-methylation of key genomic regions have been linked

to carcinogenesis [45].

8



A

B

C

Me Me
MeMeMe Ac Ac

Ac

Gene Txn

TF TF

Enhancer

Open Chromatin

Open Chromatin

Histone Methylation

Histone Acetylation

Open Chromatin

Enhancer

Transcription Factor 1

Transcription Factor 2

Gene TSS

Figure 1.2: Demonstration of the resolution of data given an illustrated genomic
locus. A. Cartoon of the promoter region of a gene being transcribed from left to
right with two upstream transcription factors, one of which is interacting with a
distal enhancer. Me and Ac represent a methylation or acetylation of the histone
tails. B. To view these data, the DNA depicted in a linear state and here is annotated
with colors matching the above features. C. A possible depiction of the view of these
data as tracks from the UCSC Genome Browser. Each track demonstrates how these
data may look given the region depicted in the cartoon. There is currently no good
visualization of chromatin looping data so the enhancer interaction would not be
visible.
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There are a wide variety of assays to measure DNA methylation (review avail-

able [80]), but it has been difficult to measure on a genome-wide scale and at high

resolution. Recently, several different strategies have been employed to produce

more comprehensive maps. Methylated DNA immunoprecipitation (MeDIP) uses

chromatin immunoprecipitation of methylated cytosine in combination with microar-

rays (MeDIP-chip) [80] or high-throughput sequencing (MeDIP-seq) [42] to provide

genome-wide methylation maps. Though this has been shown to be highly accurate

and comprehensive, two limiting factors of this assay are the quality of the methy-

lated DNA antibody and the shearing size resolution. Even so, a recent study [42]

was able to achieve a resolution of 100bp giving good coverage of CpG islands. This

technology has been used to create genome-wide DNA methylation profiles in several

different human tissues allowing for the identification of tissue-specific differentially

methylated regions (tDMRs) [98].

An alternative to immunoprecipitation is the conversion of non-methylated cy-

tosines into uracil through sodium bisulfite treatment. The resultant DNA can be

sequenced at individual queried sites (MS-qFRET) [6], at captured genomic regions

[70, 7, 38, 103], or genome-wide (BS-seq [27] and MethylC-seq [81]). While bisulfite

sequencing techniques can provide quantitative single base pair resolution, the ini-

tial alignments of these sequences to a genome can be confounded by the cytosine

to uracil conversions resulting in a lower overall uniqueness of the genome. Whole-

genome sequencing to identify methylated DNA has been practical at this point in

Arabidopsis thaliana [81]; the task is more difficult in the 20x larger human genome

and other mammalian genomes.

To avoid sequencing entire genomes, researchers have developed techniques to

generate sequence reads only at specific cytosines (reduced representation bisulfite

sequencing [89] and Methyl-seq [19]). Meissner, et al. [89] use a restriction enzyme

MspI to cut at all CCGG positions regardless of methylation status, convert with
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bisulfate, and then sequence. Brunner, et al. [19] use MspI as a measure of all sites

and also cut with HpaII which only recognizes unmethylated instances of the same

site to identify which sites have been modified. While this restriction site represents

only a fraction of all CpGs, it gives some signal in almost all CpG islands and results

in to-the-base resolution of measurable cyotsine methylation.

These new experiments have led to the comprehensive identification and confir-

mation of relationships between DNA methylation, cellular function, and their links

to disease. For example, Meissner, et al. mapped methylation states in most CpG

islands in mouse embryonic stem cells at single-base resolution. These experiments

revealed the distribution and pattern changes of methylation that occur during dif-

ferentiation and demonstrated that they are strongly correlated to changes in histone

modifications. Korshunova, et al. [70] comprehensively analyzed methylation pat-

terns in normal and cancerous breast tissues demonstrating not only the complexity

of these patterns but also the promise of using differences in normal and cancerous

tissues as diagnostic and prognostic markers. Brunner, et al. used Methyl-seq to

describe methylation state differences in human embryonic stem cell (hESC) differ-

entiation and fetal liver development. They found that hESC differentiation requires

relatively small numbers of methylation changes, specifically at H3K27me3-occupied

regions, bivalent domains, and low density CpG promoters, and consists primarily

of demethylation in vivo. Ball, et al. [7] found that highly expressed genes are

characterized by low promoter methylation and high gene-body methylation.

1.2.2 Trans-acting Factors

Proteins that interact directly with DNA can play a key role in determining the

structure of chromatin. Many of these factors affect chromatin properties through

the recruitment of chromatin modifying factors such as DNA methyltransferases and

histone modifying proteins or through the steric displacement of nucleosomes. Other
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factors such as polycomb and ATP-dependent chromatin remodeling complexes can

directly alter the chromatin structure when interacting with cis-elements or histone

marks. The large number of possible factors and the large number of possible inter-

acting sites emphasizes the need for more high-throughput methods of analysis.

Chromatin immunoprecipitation (ChIP) has been an important technique used to

identify sites of trans-factor interaction [28, 108]. ChIP involves cross-linking proteins

to DNA and creating a DNA library enriched for sequences bound by a particular

protein of interest using a specific antibody to that protein. This technique can be

combined with microarrays (ChIP-chip) or high-throughput sequencing (ChIP-seq)

to identify specific protein-DNA interaction sites in a limited number of genomic

regions or genome-wide at 50-100bp resolution. This limitation in the resolution of

ChIP is inherent in the procedure of fragmenting DNA and enriching for fragments

with the bound factor. These fragments are of varying size, typically a couple of

hundred bases, and do not accurately represent the typical 6-20bp interaction site of

transacting proteins. Nevertheless, a large number of factors have been assayed to

date across many organisms including RNA polymerase II (PolII) [9], STAT1 [101],

CTCF [9, 67], GABP [125], SRF [125], NRSF [125, 61], FoxA2 [142], and FoxA3

[113] in human cell lines. Kim, et al. [67] provided comprehensive maps of CTCF

binding, a factor known to act as an insulator influencing both chromatin structure

and gene regulation, in human primary fibroblasts. Most sites were found in regions

far from transcription start sites of genes, though their distribution correlated well

with locations of genes. Preliminary analysis in 1% of the genome for multiple cell

types suggested CTCF binding is not highly variable across different cells. Johnson,

et al. [61] mapped ∼2,000 binding sites of NSRF (neuron-restrictive silencer fac-

tor) genome-wide. As expected, they demonstrated that this factor regulates genes

involved in neurons and their development. Surprisingly, though, they also found

enrichment in genes that drive islet cell development in the pancreas.
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Comprehensive identification of transcription factor binding sites has been and

still is an active area in bioinformatics. Extending this type of research to study

the interaction of transcription factor regulatory networks plays a major role in

the field of systems biology. There are many tools to determine preferred binding

sequences, or motifs, for a specific factor [92, 97, 5]. However, some proteins may not

directly interact with DNA or may bind non-specifically, nullifying the utility of motif

identification. In addition, computational techniques that apply these motifs to the

entire genome are plagued by numerous false positives due to such problems as not

knowing the chromatin accessibility of specific regions, the unknown requirements of

additional factors for binding, and inadequate information content in the motif. The

development of tools that combine ChIP information with motifs has the potential

to use strengths from both to allow the more accurate prediction of exact binding

sites.

1.2.3 Histone Tail Modifications and Histone Variants

Regulation of biological processes can also be directly affected by modifications to the

core histone proteins that comprise the nucleosome. Each nuclesome consists of an

octamer comprised of two each of histones H2A, H2B, H3, and H4 making histones

the most abundant protein component of chromatin. Histone variants, such as H2A.Z

and CENPA can replace one of the normal core histones and are involved in key cel-

lular processes such as transcription, repair, and replication [15]. Post-translational

modifications to the histone tails have been shown to alter the structure of chromatin

[57]. Modifications include mono-, di-, and tri- methylation, acetylation, ubiquitina-

tion, and phosphorylation of specific amino acids in histone tails. The list of these

modifications is growing and elucidating these is a major focus of the Epigenomics

Roadmap initiative. Different histone modifications have been associated with many

aspects of the genome, including transcriptional silencing, transcriptional activation,
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active transcriptional units, enhancers, DNA repair, and other genomic features. For

a full review see [71].

Antibodies to histone variants and specific histone tail modifications have been

developed enabling the use of ChIP experiments to identify genomic locations of

specific histones and histone modifications. As the histone is part of a larger nu-

cleosome, the resolution of the positioning of the histone need not be on the single

base level. Unlike the ChIP experiments above, fragments targeted by antibodies

can be isolated by cleaving DNA in the linker regions between nucleosomes with

micrococcal nuclease (MNase) or through sonication. The resulting locations of the

modifications should indicate enrichment for a modification at a nucleosome level

resolution. These experiments, though, cannot determine whether both or just one

of a particular histone has been modified. In addition, as mentioned below, some is-

sues limit resolution such as imprecise nucleosome positioning and the large number

of sequence reads required in organisms with larger genomes.

Recently many groups have performed ChIP-chip [29, 141] and ChIP-seq [9, 13,

129] to identify locations of histone methylations, acetylations, and a limited number

of variants. These have provided high-resolution maps across entire genomes for

many common modifications and variants allowing for the further study of their

relationship to cellular function. The sheer number of known possible modifications

and variants under all conditions has limited the comprehensiveness of these studies

to modifications whose functions are better understood, but the roles for even these

are more complex than previously understood.

Mikkelsen et al. [91] mapped locations of five modifications genome-wide in

mouse pluripotent and lineage-committed cells. They found that trimethylation of

lysine 4 and 27 on histone 3 (H3K4me3 and H3K27me3) could effectively distin-

guish being expressed genes (H3K4me3 present), stably silent genes (H3K27me3

present), and those poised for expression (both marks present). In addition, another
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mark, H3K36me3, appears throughout actively transcribed coding and non-coding

regions allowing accurate gene annotation in a cell-type specific manner. They also

demonstrated an additional benefit of sequencing-based experiments by using het-

erogeneous polymorphic sites to identify allele-specific transcription. Barski, et al.

[9] annotated locations of 20 histone lysine and arginine methylations and the his-

tone variant H2A.Z in human T cells. They found that monomethylations of H3K27,

H3K9, H4K20, H3K79, and H2BK5 are associated with actively transcribed genes,

while trimethylation of H3K27, H3K9, and H3K79 are linked to silent genes. They

also performed ChIP-seq for CTCF in these cells and showed that CTCF is found

at the edges of various methylation domains.

1.2.4 Nucleosome Positioning and Open Chromatin

The combination of the histones within the nucleosome octamer and the genomic

DNA wrapped around it allows for the steric regulation of transcriptional activity.

Each nucleosome interacts with approximately 146bp of DNA rendering these bases

essentially inaccessible by many factors. The prevention of access for these factors

can allow transcriptional modulation through both proximal regulation (nucleosomes

blocking the promoter region) and distal regulation (nucleosomes blocking enhancer

elements).

Precisely how nucleosomes are positioned in a particular cell type is currently

unclear. In general, it is thought that nucleosomes interact with DNA as a default

state and thus displacement of the nucleosomes is required for access by other factors.

The act of displacement can be through direct factor interaction with its preferred

binding site [139], mediated by an ATP-dependent complex such as SWI/SNF [126,

123, 122], or through apparent acetylation prior to transcription [99]. It is generally

found that at the promoter region of actively transcribed genes, nucleosomes are

completely removed. The same is not true in the body of these genes. It has been
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hypothesized the RNA polymerase complex does not completely displace nucleosomes

during transcription somehow retaining and/or reinserting them once the polymerase

has passed. This is supported in a study by Dion, et al. [39] in yeast where it was

demonstrated that nucleosomes in the gene body of actively transcribed genes were

not actively replaced with specially labeled nucleosomes that had been added [39].

Nucleosomes are also either removed or displaced to allow the binding of regulatory

proteins. Therefore, regulatory elements in general can be identified by mapping the

locations of nucleosomes or detecting where they are absent.

Several studies have shown that certain DNA sequence patterns, such as the

oscillation frequencies of particular dinucleotides, influence nucleosome positioning.

Computational models based on these sequence characteristics can generate predic-

tions in yeast that are highly correlated with in vivo nucleosome positions [112, 63].

While these models seem to show some statistical accuracy, others postulate that

these sequence patterns are primarily found when nucleosomes need to be precisely

positioned and that other nucleosomes are placed through statistical packing [86].

For a review of nucleosome positioning see [60]. In general, these models have not

been able to provide accurate mappings genome-wide and are limited as they cannot

show cell type specific changes in chromatin.

Positions of nucleosomes can now be identified using micrococcal nuclease (MNase)

which has been shown to efficiently digest the linker regions between two nucleo-

somes. High-resolution genome-wide nucleosome maps can be generated by extract-

ing non-digested DNA and employing tiled microarrays or sequencing. This was

successfully done first in yeast where nucleosome maps have now been created un-

der various conditions and determined using both sequencing and array methods

[63, 140, 75, 115]. Subsequently, genome-wide maps have been generated for C. ele-

gans [124], D. melanogaster [87], and humans [110]. While the tiling arrays generally

provide lower resolution annotations than sequencing, hidden Markov models have
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been used to generate maps with as high as 10bp resolution [138]. These studies

have demonstrated that there are both well-positioned nucleosomes and nucleosomes

whose exact positions seem to vary across the cell population. The promoter regions

of genes tend to have well-positioned nucleosomes that are phased with respect to

each other.

While a sequencing approach to determine nucleosome positions in species with

relatively small genomes such as yeast is feasible, equivalent sequencing depth in

larger mammalian genomes requires significantly more work. In human, it has been

demonstrated that as few as 100 million short reads provide an accurate map of

well-positioned nucleosomes such as those found at transcription start sites [110].

However, equivalent coverage in human to generate nucleosome positioning maps

similar to those in yeast may likely require over 10 billion sequence reads assuming

similar genomic nucleosome occupancy.

In contrast to identifying the locations of nucleosomes, some researchers are in-

terested in identifying regions that are nucleosome free, also referred to as open

chromatin. DNA nuclease I (DNaseI) has been shown to preferentially digest DNA

in nucleosome depleted regions. These DNaseI hypersensitive (HS) sites have been

used to annotate promoters, enhancers, silencers, insulators, and locus control re-

gions [52]. Genome-wide assays that comprehensively identify DNaseI HS sites have

recently been developed using tiling microarrays and high-throughput sequencing

[16, 105, 104, 106, 33, 34, 35]. An additional method, Formaldehyde-Assisted Isola-

tion of Regulatory Elements (FAIRE), has also been shown to identify open chro-

matin regions in a completely different way. FAIRE is a rather straightforward

experiment that isolates DNA not cross-linked by formaldehyde to bound proteins,

primarily nucleosomes, and then determines the locations of these protein-free re-

gions using tiled microarrays or sequencing [50, 51]. FAIRE has been shown to be

highly associated with DNaseI HS sites and other chromatin marks. In humans,
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approximately 2% of the genome is nucleosome free in a given cell type; therefore,

identifying nucleosome depleted regions requires significantly less sequencing than

when determining positions of all nucleosomes.

Identifying nucleosome free regions provides clues as to the location of active reg-

ulatory elements, but this does not reveal the function of these elements nor what

factors may be bound. It has been previously shown that DNaseI experiments can

identify precise locations of individual transcription factor binding sites, referred to

as DNaseI footprinting. This utilizes the fact that trans-factors also protect the DNA

from digestion similar to nucleosomes, but at a much smaller scale. Recently, it has

been demonstrated in yeast that the high throughput DNaseI sequencing protocol

can perform whole-genome DNaseI footprinting with single base pair resolution [58].

These footprints can be compared to known factor binding motifs to predict the

particular protein interacting within that segment of DNA potentially providing an

idea of the function of the putative regulatory element. As there are many factors

whose binding motif is unknown or where binding is non-specific, combining DNaseI

footprints with ChIP data for specific transcription factors can provide the precise

positioning of a factors binding site revealing more precisely the DNA binding char-

acteristics. Alternatively, Kang et al. have proposed a protocol in which ChIP is

performed prior to footprinting [76].

1.2.5 Nuclear Localization of Chromosomes

While the aforementioned experimental assays map chromatin along the strands of

DNA (essentially one-dimensional data), the true structure of chromatin resides in

a three-dimensional world with chromosomes loops and folds. Interactions between

distal regions of chromatin can explain how enhancers many kilobases away from

a gene and even on a different chromosome can affect the expression of that gene.

Within the nucleus there are compartments of regulation that are associated with
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expression or repression of genes. In mammals, active gene regulation tends to take

place away from the nuclear envelope while repressed regions tend to be sequestered

to the nuclear envelope, though there are numerous exceptions to these tendencies.

In S. cerevisiae, these trends seem to be the opposite [73]. A better understanding of

this higher-order structure of chromosomes will greatly enhance our understanding

of data generated from experiments described above and gene regulation as a whole.

Fluorescence in situ hybridization (FISH) assays have been the standard for map-

ping chromosomal locations for many years. While these experiments have led to

important discoveries, they are restricted in the number of regions that can be ex-

amined simultaneously and have limited resolution. More recent techniques such

as Chromosome Conformation Capture (3C [37]) can reveal characteristics of chro-

mosomal positioning at high-resolution on a much larger scale. The 3C protocol

first cross-links interacting segments of chromatin and then identifies the genomic

locations of these interactions. This technology has rapidly progressed from initially

being limited to assaying only one predetermined pair of sites (3C [37]), to revealing

all interactions for one specific site (4C [143, 117]), and can now reveal all inter-

actions for all sites within a specific genomic region (5C [41]). This 5C approach

relies on microarrays or high-throughput sequencing to map these interactions. The

accuracy and utility of this method was demonstrated by mapping all interactions in

a 400 kb region encompassing the human b-globin locus that clearly showed strong

links between the locus control region (LCR) and globin genes that are separated by

10-60kb [41]. See review at [36] for further details.

1.2.6 High-resolution Technologies

As shown above, microarray and sequencing technologies are actively being employed

for creating high-resolution mappings of chromatin structure. Each of these tech-

nologies has benefits and concerns associated with it. The choice of the appropriate
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technology for a given research study depends on many factors including number of

samples, cost, amount of genome to be assayed, desired resolution, and availability of

informatics pipelines. Below we briefly discuss the major strengths and weaknesses

of each in their current form.

Microarrays represent a relatively mature technology that has well-developed

analysis protocols. Important issues such as normalizing results with an appropri-

ate experimental control have been extensively studied. Custom microarrays can be

designed to query a subset of a genome making them cost-effective for multi-sample

analyses. For small genomes, high-density tiling arrays have been or can be designed

providing high-resolution results. For larger genomes, though, this is less practical

and generally results in lower resolution due to probe spacing. Probe design and

cross-hybridization concerns are better understood, but these have not been com-

pletely resolved and can still result in experimental artifacts. The repetitive nature

of many genomes affects what regions can be assayed and leads to uneven spacing of

probes in many regions.

High throughput sequencing of short sequence tags is a relatively new technology

that theoretically allows for whole genome experimental coverage of any organism

with a reference genome sequence assembly. For many of the experiments described

above, sequencing technologies can produce results with near single-base resolution.

Higher genomic coverage can be achieved compared with microarrays due the ability

to map tags to short unique regions that are largely repetitive and to regions that are

polymorphic or duplicated. In addition, single allele phenomena can be described

with the availability of informative heterogeneous SNPs and sufficient sequencing

depth. As with any new technology, though, much more work is needed to understand

how best to process these data and to identify experimental artifacts. Analyses tools

are still relatively immature. While information is generated from the whole genome,

short sequence tags cannot be confidently mapped in many instances, and it is not
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clear how to use sequences that align to multiple genomic locations. Polymorphic

sites and single base sequencing errors are more problematic due to the short length

of many sequence tags. The appropriate design and use of experimental controls is

not well understood.

Despite their limitations, both microarray and sequencing technologies have been

shown to produce very high quality and accurate data when used in many different

experimental settings. For the basic identification of genomic regions of interest, one

technology has not clearly been shown to be superior. The trend towards the use of

sequencing technologies seems to be motivated by the ability to produce higher reso-

lution results, and the promise of increased information from having actual sequence

data.

1.2.7 Conclusion

Technology advances have spurred an explosion in the development of many high-

resolution assays that are characterizing chromatin and regulatory elements at scales

not previously imaginable. Data are being generated at an amazing rate from both

individual labs and large-scale projects. Results for many of these experiments from

the ENCODE and modENCODE projects are becoming available at online resources

[145, 146]. Public database resources such as the Gene Expression Omnibus (GEO

[147]) and the Short Read Archive (SRA [148]) are being inundated with these data.

Most of the hurdles for generating these data have been cleared, and it is simply

now a problem of time, money, and resources for this production aspect of this type

of research. The ability to perform comprehensive analyses of these data is another

story.

Most experimental wetlabs lack the computational infrastructure and trained

personnel necessary to deal with these enormous data sets. Sequencing technologies

that are still advancing and offering the promise of more accurate, more informative,
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and cheaper data will almost surely compound this problem. Researchers are ac-

tively developing computational tools to assist in this task, but clearly there is much

more work to be done. Results from each individual experiment holds a wealth of

information, but many labs are unclear as to where to even start. Summary analy-

ses can provide general characteristics but may not be as useful when investigating

individual loci. Where the most interesting loci are is also unclear. Even greater

insight is possible when results from multiple complementary assays are integrated,

but methods to do this are largely still in the design phase. It may take years before

the full impact of the data being created today is realized and by then the amount

of data will have increased many fold. Nevertheless, being able to generate these

types of data allows new types of questions to be address and invariably will further

knowledge on many fronts.

1.2.8 Future Perspective

New experimental protocols that accurately detect and map DNA methylation, trans

factor binding, histone modifications, nucleosome positions, open chromatin, and nu-

clear localization of chromosomes are revolutionizing our ability to define and dissect

cellular functions, especially gene regulation. Along with whole genome sequencing

and transcript mapping and quantification, these high resolution chromatin map-

ping studies are producing a clearer picture of the complexity of life at the molecular

level. Diverse data will continue to be generated in an increasing variety of cells from

different lineages, at different stages of development, from individuals with different

phenotypic traits including diseased, after exposure to different environmental stim-

uli, and from different species. These will almost surely lead to the discovery of novel

molecular mechanisms and states responsible for each cells identity. For example,

two current areas of research that will see definite direct benefits are systems biology

and disease research. A primary focus of systems biology is modeling whole tran-
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scriptional networks and regulatory systems. This is currently being done primarily

through the analysis of gene expression data in different cell types and conditions and

thus inferring relationships between genes. Results from chromatin and regulatory

element experiments will provide direct evidence of gene interactions allowing for

more accurate and complete modeling of regulatory systems. In disease research, the

availability of whole genome expression data has both increased our understanding

of disease and provided new avenues for biomarkers and targets for new therapeutic

drugs. New diagnostic tests based on measuring expression levels of a few key genes

are currently in human clinical trials. This line of research can only improve if not

only differentially regulated genes associated with diseases are identified, but also the

molecular causes of this differential regulation uncovered. Biomarker and drug tar-

get discovery will be aided by and may eventually be based on identifying chromatin

states and a more complete picture of the regulatory program of a particular disease.

As costs related to the key technologies involved keep decreasing, performing these

experiments on large numbers of individuals will become feasible.

1.3 Identification of DNA regulatory elements through sensitivity to
nuclease cleavage

Though a large fraction of DNA is bound by nucleosomes, there remain short regions

which are nucleosome free. This property results from the need of nuclear proteins

to directly interact with the chromosomal DNA to participate in transcription, repli-

cation, meiotic and mitotic condensation, pairing, recombination, segregation, etc.

[52]. Because these regions are not bound into a higher order structure they are

more susceptible to being cleaved by various nucleases. We can take advantage of

this property by adding nuclease and identifying the locations of these nucleosome-

free regions. Of the available nucleases used for digestion, DNaseI has been the most

prevalent.
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The first of these sites hypersensitive to nuclease cleavage was discovered in 1978

in SV40 viral chromatin [127, 111]. They were discovered in the cellular chromatin

of Drosophila in 1979 by Wu & Elgin [134] and since then have been found in plants,

animals, and fungi [52]. These sites have been shown to either be the result of some

constitutive state or be an inducible site where nucleosomes are actually displaced

to form the open region. Though these sites are mainly defined by their lack of

nucleosomes, it has been demonstrated that there are regions of the hypersensitive

sites that are not as sensitive due to the binding of trans-acting factors.

The constitutive sites have been found mainly in the promoter regions of genes

and can vary in size. Typically these sites fall either in front of genes poised for

transcriptional activity (e.g. heat-shock inducible genes in Drosophila [65]) or in

the promoters of housekeeping genes that maintain a low basal rate of expression

[12]. The inducible sites tend to be multiples of the length of DNA associated with

a nucleosome (∼200bp). In addition, these inducible sites can persist well after the

removal of the induction agent and can remain in a lineage of cells for multiple

generations. Inducible sites have also been associated with active transcription [53].

In addition to inducible sites responding to cellular stimuli, there are two other

subclasses of inducible sites. Developmental sites are directly associated with the

promoters of genes expressed in stages of development and tissue differentiation [54].

This type of site seemingly blends with the other class of inducible sites, the tissue-

specific sites. Tissue-specific sites are inducible sites associated with regulation of a

particular cell type [55].

1.3.1 Measuring hypersensitivity

Until recently, individual DNaseI hypersensitive sites were identified using traditional

Southern blot assays [133]. While this method has provided key insights about gene

regulation, the low throughput nature of this strategy limits analysis to small regions
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of the genome. Initial efforts to identify hypersensitive sites on a global scale involved

cloning sites cut by DNaseI into vectors and then sequencing [34, 105, 104, 40].

To improve the power of identification of hypersensitive sites, a new technique

has been developed. Chromatin is digested with a small amount of DNaseI that

preferentially cuts at a DNaseI HS site, followed by the attachment of a biotinylated

linker to the DNaseI digested ends (Fig. 1.3). The linker is used to extract short

adjacent DNA fragments that can be identified by either next generation sequencing

(DNase-seq) or labeling and hybridization to tiled microarrays (DNase-chip). This

was first demonstrated by using massively parallel signature sequencing but the lim-

ited depth of sequencing (low hundreds of thousands of sequences) presented many

problems including the difficulty of distinguishing signal from background shearing

and random cutting [35].

1.3.2 Analysis of DNaseI hypersensitive sites using high-throughput technologies

In an attempt to rectify the problems of depth and background, tiled microarray

technologies were employed and analysis of the span of signals was used to avoid dif-

ficulties with spurious signals [33, 106]. These technologies were tested successfully

on a 1% representative portion of the genome selected by the ENCODE consortium.

However, the sensitivity of these assays was only in the 90% range and overlap be-

tween biological replicates was only 94%. In addition, these microarrays are only

able to sample those regions which are on the array, eliminating large sections of

high-divergence repetitive DNA in which sequencing technologies have found hy-

persensitive sites. Initial experiments using these and similar strategies, though an

advance over the Southern blot, were not comprehensive.

The development of higher throughput sequencing platforms by Illumina (for-

merly Solexa) and Roche (454 Life Sciences), as well as the availability of genome-

wide tiled genomic microarrays by NimbleGen, has now allowed us to create the
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Figure 1.3: Identification of DNaseI HS sites begins with the digestion of intact
nuclei with DNaseI followed by the attachment of linkers. Sequencing and microarray
technology are then used to independently identify DNaseI HS sites.
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first genome-wide map of DNaseI HS sites in human cells. The different readout

platforms for DNase-seq and DNase-chip provide for independent and complemen-

tary whole-genome validation. A unique property of DNase-seq is that it generates

single basepair resolution of DNaseI digestion. While DNase-chip has slightly lower

resolution (limited to size of sheared fragments that range from 200-500 bases), this

method has also been shown to be highly sensitive and specific at identifying valid

DNaseI HS sites [33]. Neither method can yet uniquely identify sites in highly repet-

itive regions of the genome, but DNase-seq has the potential to analyze sites within

the fraction of repetitive regions that have diverged within the genome.
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2

Computational methodologies for processing of data

Higher resolution and more extensive coverage has recently placed high-throughput

sequencing at the forefront of genomic discovery. The extraction of relevant data

from these large, short-sequence sets of data requires new techniques be developed

to condense the data into a more usable format and to provide for statistical signif-

icance of highly sequenced regions. These processes should be fully automated and

generalized to allow for robust applications of algorithms to data from experiments

such as DNaseI hypersensitivity, FAIRE, ChIP, and histone modification studies.

2.1 Processing of raw sequence data

In general, all raw sequence data detailed here have been generated through the

use of the Solexa sequencing process which generates short sequence reads through

sequencing by synthesis. However, our pipeline allows for processing of any sequence

reads with very minor modifications.

We need to ensure that the sequence reads are of acceptable quality before pro-

ceeding with the analysis of the sequence data. A measure provided by the sequenc-

ing platform is the density of sequences in a given sequencing lane. Above a certain
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level, the density of sequences causes sequencing colonies to overlap resulting in poor

quality sequence reads. The number of useable sequencing reads is highly dependent

on the density of sequences in the lanes used by the sequencer. A higher density

run will result in vastly fewer usable alignments. The Solexa pipeline provides a

filtering of data by detection quality. However, some groups suggest the filtering of

sequences by only keeping those with a unique genomic alignment which is what we

have previously done [16].

Although the Solexa pipeline provides a method for alignment of sequences to

the genome, we originally opted to align sequences using Mummer [72]. Mummer

allows for a fast alignment of exact sequence matches. As tools for the alignment

of short sequence reads became available, we shifted to alignments using MAQ [78].

Unlike Mummer, MAQ takes quality scores of these short sequences into account. In

the future, our pipeline will likely shift to using BWA [77] for alignments because it

has been shown to be approximately 20x faster than MAQ.

Through the course of this project the base annotation of the human genome

has changed. We initially used the May 2004 NCBI build 35 (hg17) assembly of the

human genome for analysis. All of the analyses in Chapter 4 were performed on this

annotation. We have since been aligning the data to the March 2006 NCBI build

36 (hg18) build of the human genome. In the near future we will be moving to the

February 2009 (GRCh37) (hg19) build of the genome for analysis. Because of these

changes, the analysis pipeline used is independent of genome build and takes this as

a processing parameter.

In Chapter 4 we were very cautious in the alignment of reads to the genome. We

considered that identical reads could be a product of PCR rather than independent

events from the same sequence. We also required unique alignments to the genome

to avoid difficulties with repetitive regions. These requirements resulted in the loss

of approximately 30% of the initial aligned sequences.
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We have since loosened our requirements for alignments. In the case of identical

reads, we can see that the count of duplicate reads quickly decreases as a Poisson

distribution. It is feasible to set a threshold based on this distribution and remove

any duplicate reads beyond this point. However, as a practicality, the cut-off point

should change minimally across samples so we set a hard cut-off at 5 reads.

We also now allow for alignments to at most 4 genomic locations. MAQ handles

non-unique alignments by randomly assigning sequences to one of the possible aligned

positions. We accept that this will be relatively uniform and that a peak across a

non-unique read will likely be supported by surrounding reads. In the case of peaks

in entirely duplicated regions, the sequence depth will be a function of the number

of regions and this can be potentially corrected for in the peak calling process.

The benefit of allowing 1–2 mismatches is not to be overlooked. By keeping

sequences with single mismatches, we can look for common and rare allele variants as

compared to the reference sequence. In initial analysis of this data, we have detected

these variants and they may be useful for the study of allele specific hypersensitivity.

Because of the high-throughput nature of the pipeline, we allow a single mismatch

in sequence reads but ignoring genotype information initially.

2.2 Filtering of sequencing data

When aligning data to the genome, MAQ can take into account the set of linkers that

were used in the sequencing protocol to attempt to filter sequences which are mostly

or only linker. The number of sequences filtered here is typically very low and usually

amount to less than 3% of all sequences. However, there are some experiments where

these counts are significantly higher (∼ 10%). This type of error is usually indicative

of noise in experimental protocol rather than bad data. However, it sometimes tracks

bad results.

Sequencing data produce a set of distinct artifacts in the final alignments. Be-
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cause the human genome annotations are not perfect, there are regions in the genome

which are either missing or under represented. These errors are particularly evident

in the pericentrometic regions and region with homology to the mitochondrial chro-

mosome. In fact, in unfiltered data, these regions will give the highest and most

pronounced peaks. We filter a set of these regions which were identified in hg18.

The number of sequences removed in this step is consistently less than a few percent

of total sequences.

The final filter that we apply considers an artifact that we see predominantly in

DNaseI data. This filter removes any sequences from a position where the number

of sequences at a particular 5bp window account for more than 70% of sequences

in the surrounding, larger 31bp region. We do not know the cause of this, but

there are many instances where there exist large, narrow peaks in the data which

do not seem to correspond to biologically relevant results. The number of sequences

exhibiting this phenomenon is typically less than 1% of all sequences. However, there

are instances where a very large number of sequences are filtered by this. These

instances correspond to poor quality of data.

After all filters, we typically have greater than 70% of the original sequences

remaining. These sequences are considered of high quality and are suitable for further

processing.

2.3 Converting raw sequence reads to continuous data

Many papers using high-throughput sequencing data have used histograms to calcu-

late regions of dense sequence reads and make calls on sites of interest [61, 91, 101].

Histograms are a non-parametric density estimator where the region covered is di-

vided into equal sized bins whose height is represented by the count of hits within

that bin. There are problems in using this technique to estimate a density. The

histograms are not smooth and can be strongly affected by the start/end points of
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the bins and the width of the bins.

However, we do use histograms to display raw sequencing data from DNaseI

sequences because we believe that DNaseI provides a very high level of detail. This

track is generated by extending each DNase read 10bp from its 5’ end. A similar

function can be performed with ChIP and FAIRE by extending their sequence reads

by the length of the isolated fragments. While it may be difficult to infer results

from these types of tracks, they display the actual data that the sequences represent.

For our main signal tracks, instead of read extension, we create a smooth, con-

tinuous track using kernel density estimation (KDE)[96]. This process infers signal

density from nearby sequences to accumulate information and produces a stronger

signal in enriched regions. Details on how this algorithm works are laid out in more

detail in Chapter 3 where we use the same algorithm for peak calling.

2.4 Processing of microarray data

The Algorithm for Capturing Microarray Enrichment (ACME)[107] is used to iden-

tify signals in a tiled microarray by employing a sliding window to look for regions

above a user defined threshold. It takes advantage of the properties of microarray

data being “single-tailed” and having “neighbor-effects”.

The “single-tailed” characteristic of the data is produced by the nature of the

experiment. Two populations of DNA are separately labeled and hybridized to the

array. In the case of DNase-chip, one set is randomly sheared whole genome DNA

while the other is DNA enriched from the DNaseI hypersensitive regions. We expect

that, in the case of no enrichment of DNaseI hypersensitive DNA, the log2 measure-

ment ratio at a site would vary symmetrically around 0. Additionally, in the case

where a site is enriched for DNaseI hypersensitive DNA, the log2 measurement ratio

would be skewed in a positive direction. This creates a distribution with a single tail

in the positive direction.
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The “neighborhood-effects” characteristic is much simpler. As we prepare the

enriched DNaseI hypersensitive DNA for microarray analysis, the DNA is sonicated.

This technique results in a set of DNA fragments of varying size. As these fragments

are hybridized to the tiled microarray, they will be located at sites consecutive to each

other in the genome. Thus, there will be enrichment spanning a large sequence area

(multiple probes) and spurious, single high values for a probe site can be ignored.

ACME can then assign a probability value to each probe that it considers as part

of the enriched set. We apply this algorithm to the average of multiple biological

replicates and only consider those sites which fall into the top 5% of DNaseI cleavage

signal to random shear control signal.

2.5 Combination of data types

If both sequencing and microarray data are available, we will combine them to in-

crease the accuracy of the final data. We first need to re-scale the sequencing and

chip data into the same range. Because the whole genome microarray data is gener-

ated from probes approximately 50bp long and with a 50bp gap between probes, we

will fill in the spaces between near probes (< 130bp apart) by “virtually” expand-

ing the probes on each side of the gap. We combine the scores by converting each

base pair score into a Z-score using the population mean and standard deviation (σC

(chip) and σS (sequence)) of each set. We then use the information from our known

qPCR positives and negatives to equate the two sets by determining the point where

sensitivity is equal to specificity (maximal sensitivity/specificity: βC (chip) and βS

(sequence)). This value is subtracted from our Z-score values to give a distribution

of scores for which we will consider anything above zero to be a positive call. These

two sets are then summed to generate a combined DNase-seq and DNase-chip score.

For any regions in which there is sequence but no tiled probe coverage, the sequence

score is doubled to provide an equivalent range of scores in those regions. Because the
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new set of scores results from two techniques that may either overlap or complement

each other, the final combined score must again be normalized to properly represent

positive calls as being greater than zero and negative calls being less than zero. To

do this we again take the point where sensitivity and specificity are equal (maximal

sensitivity/specificity) as δ and subtract this from the combined set which results in

any positive calls having a value greater than zero. This idea can be summed up by

the equation below where ψi is our calculated score at a given position and Ci and

Si are the initial chip and sequence scores at that position, respectively.

ψi =
Ci − βC

σC

+
Si − βS

σS

− δ (2.1)

2.6 Visualization of resulting annotation

As the data created in the previous steps are continuous, a wiggle track on the UCSC

browser lends itself well to the display of these data. The output of the pipeline will be

a set of wiggle tracks to be viewed in the browser (Fig. 4.1). In addition, a bed track

of discrete sites will be generated allowing for comparisons between discrete regions

when necessary. To generate a discrete set of valid sites from the continuous density

estimate described in previous steps, we compute a threshold level for evaluating the

significance of density regions using the following background model:

1. Compute an average number of features nw for window size w and chromosome

size L as nw = nw
L

.

2. Calculate the kernel density at a fixed point, xc, within the window given a

random and uniform distribution of the nw features.

3. Repeat step 2 k times to obtain a distribution of the kernel density estimates

for xc. For large k the kernel density estimates become normally distributed.
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4. The threshold is s standard deviations above the mean of this normal distri-

bution.

Larger values of s reduce the false discovery rate and provide a natural statistical

interpretation to the veracity of these density regions. The maximum score from

these regions is then given to label the entire region. In addition, a scaled score for

the browser is generated as max
{
int(

√
233ψi) + 300, 1000

}
to place more emphasis

on the differences in the lower score range and to move the scores into a value range

more conducive to browser display.

2.7 Sensitivity and specificity measurements

In general, we will not have a true positive or true negative set to verify the sensitivity

and specificity of our data. However, we may be able to take advantage of the

ubiquitous nature of some open chromatin regions. In Chapter 4, we had a set of

qPCR validated hypersensitive sites allowing us to demonstrate that this method

is robust in the detection of open chromatin. It is not feasible to run such a large

number of validations on all cell-types. A set of ubiquitous sites from our previously

validated qPCR set which could be generated through comparison to additional cell

types should represent a highly reproducible “gold-standard” set of sites which can

be used to measure sensitivity of new data. In addition, using the same logic we

can also assume that sites found only in our validated cell type will most likely be

a good true negative control for calculating specificity. To complement this we can

then run a significantly smaller number of qPCR experiments to validate sites that

are cell-type specific to the newly measured cell.

2.7.1 Positive regions

To generate positive regions for ROC analysis, we use peaks from ENCODE 1%

arrays as a positive set. These peaks are called at different cutoffs using ChIPOTle
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Assay Weak Strong Strongest
DNase 1e-05 1e-10
FAIRE 1e-05 1e-10
PolII 1e-25 1e-30 1e-40
CTCF 1e-25 1e-30 1e-40
c-Myc 1e-15 1e-20 1e-25

Table 2.1: Cutoff thresholds for ENCODE 1% arrays using ChIPOTle. All values
are Bonferroni corrected.

[21]. The cutoff selection is detailed in Table 2.1.

2.7.2 Negative regions

Generation of negative regions to use as a negative control is a slightly longer process.

To begin, ChIPOTle is used to call peaks from 1% ENCODE arrays at a very weak

threshold (Bonferroni corrected 1e-05) for all cell lines and factors. All probes which

overlap these called peaks are then discarded. In addition, all probes which overlap

the set of bad genomic loci mentioned above are also discarded. From the remaining

probes, regions are randomly chosen that are: 1) of the same number of probe

numbers as a positive peak, 2) contiguous probes within 100bp of each other, and 3)

of the same chromosome as a positive peak.

This leaves a set of peaks with the following properties:

1. The negatives must lie in regions covered by probes on the chip.

2. The negatives must lie outside a set of ’bad’ regions.

3. the negatives must not overlap the positives or regions which are borderline

positive.

2.8 Development of the final pipeline

To quickly and consistently analyze these data, we first developed a pipeline which

allows for high-throughput analysis of these data with minimal user oversight by
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Figure 2.1: Pipeline for processing of raw data. In cases where whole-genome
microarray data are not available, steps 3 and 4 are bypassed.

automating the previously detail processes. This pipeline systematically analyzes

the raw data and provides results in a form which allows for easy visualization on

the UCSC Genome Browser.

We are having to deal with large amounts of different types of data that need

to be processed as efficiently and similarly as possible. As the above processes are

very modular, we can design a pipeline with a subsumption architecture: simple,

specialized components building a larger, more complicated system. Because of this,

we can create a parallelizable system that can be run locally or on a large cluster. This

property also allows for the pipeline to accommodate future changes in technologies;

for example, new sequence aligners, genome builds, or peak callers.

The complete pipeline is summarized in Figure 2.1.
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3

Development of peak calling algorithm

3.1 Introduction

High-throughput sequencing technologies that generate short sequence reads can be

used to identify specific genomic features, such as transcription factor binding sites

[61, 101] and regions of open chromatin [16] at a genome-wide level. In general, lo-

cations of biologically relevant features are defined by the presence of an enrichment

of mapped sequence reads. To date, there is no standard means to summarize and

visually display these data in an intuitive way. As the use of high-throughput se-

quencing becomes more prevalent, there is a growing need for a method to efficiently

identify statistically significant genomic features based on sequence tags.

As experiments using high-throughput sequencing (*-seq technologies) have be-

come more prevalent, many methods have been developed to determine and delineate

regions of enrichment. Most of these approaches have used a sliding window approach

[61, 91, 135, 46, 142, 62, 102]. Regions are scored based on a set of criteria based on

the numbers of tags, some background measure, and, potentially, strand information.

In addition, hidden Markov models [135] and density estimates [18, 125] have been
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Figure 3.1: Enrichment of sequences through ChIP-seq. (A) Protein is cross-linked
to DNA and randomly sheared to produce short sequence fragments. Fragments are
enriched on each strand 5’ of the protein. These fragments are then sequenced in a
high-throughput manner. (B) Aligned sequences are enriched 5’ of the protein on
the positive strand and 3’ of the protein on the negative strand. A shift is required
to determine the actual binding site (gray line).

used successfully.

The general goal of peak calling is similar between ChIP-seq and DNase-seq. A

large number of sequence reads are aligned to the genome and assumed to be enriched

in regions of signal. In the case of ChIP-seq, these reads come from fragments that

are crosslinked to a protein of interest. Because the fragments have been randomly

sheared, the sequences of the 5’ ends of these fragments will be enriched on either

strand approximately half of the average sheared distance from the location of the

protein (Fig. 3.1). To determine the actual binding interaction site, the sequences

need to be shifted in some manner. In the case of DNase-seq, the 5’ ends of the

fragments represent actual cutting events discarding the need for shifting.
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Figure 3.2: Window clustering. A) Demonstration of cluster classes used in [35].
DNase sequencing reads (black arrows) are grouped with nearby sequences into clus-
ters of different sizes. B) Experimental validation estimates accuracy for clusters of
various sizes using qPCR [35]. Total numbers of sites are shown in parenthesis.

3.2 Window clustering

The basic, initial approach to calculating enrichment for sequence tags was developed

under the considerations of few tags at enriched loci. For example, initial MPSS

sequencing data provided on the order of a hundred thousand tags [35]. A window

of a specific size is scanned across the genome beginning at any read and stopping

when there are no more reads within the length of the window.

In [35] this technique was used and classes of clusters were created as labeled in

Figure 3.2a. These were tested by qPCR and clusters of four or more reads were

considered 99% accurate (Fig. 3.2b). As we expanded the number of reads sequenced,

we no longer felt that this scoring scheme was adequate. We instead implemented

a p-value scoring by testing the count of sequences in a called cluster (S) against a

binomial distribution with uniform distribution of reads across the genome (p) and

a genomic cluster size of n.
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P(cluster) = 1− P (S <= k) = 1−
S∑

k=1

n!

k!(n− k)!
pk(1− p)n−k (3.1)

This windowing approach was better optimized by performing a greedy top-down

or bottom-up tree searching method. This method works by first creating a binary

tree, bottom up created as a hierarchical clustering of sequences along the one-

dimensional genomic number line. This tree can then be search with a minimal

threshold in a greedy manner either top-down (giving larger clusters that meet the

threshold) or bottom-up (giving smaller clusters that meet the threshold).

3.3 Density estimation [18]

Published research using high-throughput sequencing data have employed histograms

to calculate regions of dense sequence reads and make calls on sites of interest [61,

101]. Histograms are a non-parametric density estimator where the region covered is

divided into equal sized bins whose height is represented by the count of hits within

that bin. These methods can be problematic as histograms are not smooth and can

be strongly affected by the start/end points of the bins and the width of the bins

(Fig. 3.3 A-B).

To counteract bin boundary effects, one can instead calculate a kernel density

estimate centered at each sequence allowing these estimates to overlap (Fig. 3.3 D)

[96]. Using a smooth kernel such as a Gaussian generates a smooth signal. This

method does not alleviate the problem of bin width (or in the case of kernel density

estimation, bandwidth) (Fig. 3.3 C). Determination of an optimal bandwidth can

present a problem, but this can be overcome by using the argument that minimizes

the Asymptotic Mean Integrated Squared Error (or other minimization techniques).

However, the sparsity of data and size of whole genomic sequences does not allow

for estimating bandwidth with this method. Therefore, we suggest the use of a
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Figure 3.3: Examples of histogram and density estimation properties. Blue dots
represent sample positions being analyzed. (A-B) Locations of the bins used in
histograms can cause data to look unimodal (A) or bimodal (B) depending on their
starting positions (1.5 and 1.75 respectively). (C) Bandwidth affects the density
generated in the same way as changing the size of bins. Over (red, dashed line) and
under (green, dotted line) smoothed data can obscure the actual signal (black, solid
line). (D) Example of how distributions over each point are combined to create the
final distribution. Each of the samples are represented by Gaussian distributions
which are summed to create the final density estimation.

bandwidth based on the size of the feature being identified.

Although histogram methods have provided usable results, the dependency of

resolution on bin size and the lack of statistical rigor in the treatment of the data

begs for a new approach. We have developed an algorithm that uses kernel density

estimation that can provide both a discrete and continuous probability landscape to

better display genomic features of interest across the genome. These kernel density

estimation based probabilities, calculated at each base, are directly proportional to

the probability of seeing a sequence read at that location.

42



3.4 F-Seq density estimation

To generate the kernel density estimation, we consider the problem where we are

given n sample points along a chromosome of length L. Our goal is to locate regions

with high sample density. If we assume the points {xi}n
i=1 are sampled as xi

i.i.d.∼ ρ(x),

then an estimate of this probability density function (pdf) will provide a significance

measure for high density regions. We use the univariate kernel density estimation

(kde) to infer the pdf, written as

ρ̂(x) =
1

nb

n∑
i=1

K

(
x− xi

b

)
(3.2)

where b is a bandwidth parameter controlling the smoothness of the density esti-

mates, and K() is a Gaussian kernel function with mean 0 and variance 1. Instead of

explicitly setting b, a user provides a feature length parameter (default=600) which

controls the sharpness of the pdf estimate. Larger features will naturally lead to

smoother density estimates.

Computing the density at each point in the chromosome using all n points is

computationally expensive and exceeds the precision available to common computing

platforms. We therefore compute a default window size w as a function of the

bandwidth parameter b and the Gaussian kernel such that

1√
2π
e−

1
2(

w
b )

2

> min(floating point).

We expect that window sizes for typical bandwidth settings will be on the order of

a few thousand, significantly less than the many millions of bases available.

We also compute a threshold level for evaluating the significance of density regions

using the following background model:

1. Compute an average number of features for window w as nw = nw
L

.
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2. Calculate the kernel density at a fixed point, xc, within the window given a

random and uniform distribution of the nw features.

3. Repeat step 2 k times to obtain a distribution of the kernel density estimates

for xc. For large k the kde’s become normally distributed.

4. The threshold is s standard deviations above the mean of this normal distri-

bution.

Larger values of s reduce the false discovery rate and provide a natural statistical

interpretation to the veracity of these density regions.

Our algorithm, F-Seq takes an input a BED format file [149] containing aligned

sequence tags. Since calculation of kernel density estimation requires a point measure

for each sequence, we use the estimated center of the DNA fragment being sequenced.

In many cases, such as from ChIP-seq protocols, the aligned sequence represents

only the 5’ end of a longer fragment and therefore should be extended to the average

fragment size in the experiment. In the case of DNase-Seq protocols where the 5’

end of the sequence represents the point of enrichment, the alignment should be

shortened to 1 bp in length. A Perl script has been included to perform this task.

Output files can be created either as a continuous probability wiggle format [150]

or as discrete scored regions BED format. The discrete regions are those where

the continuous probability is above the threshold s standard deviations above the

background mean. These output files are ready for immediate import into the UCSC

Genome Browser [66, 151].

3.5 Example applications of F-seq

3.5.1 DNase I Hypersensitive Sites (DNase-seq)

To demonstrate that our algorithm can perform at or above previously demonstrated

methods, we applied to it to high throughput data from DNaseI hypersensitive sites
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Figure 3.4: View of 10kb region of Chromosome 8 shows accurate duplication of
windowing technique in STAT1 data [101]. Note that the histogram generated sites
from Robertson, et al. only display sites above a cutoff.

[16]. This set consisted of 12,619,784 uniquely aligned sequences that should be over-

represented at hypersensitive sites. To compare F-Seq with window-based clustering

methods, we used a set of 287 DNaseI HS sites and 321 DNaseI-resistant sites. This

set of data showed that F-Seq outperformed window clustering with an area under

the receiver operator characteristic (ROC) curve of 0.946 versus 0.914.

3.5.2 Chromatin Immunoprecipitation (ChIP-seq)

As most current applications of this technology are using chromatin immunoprecip-

itation samples for sequencing, we also wish to demonstrate the applicability of our

algorithm to these data (Fig. 3.4). For our comparison we used 8,679,818 unique se-

quence reads from interferon-γ stimulated HeLaS3 cells [101]. Spearman correlation

of our peaks with the peaks reported in the paper was 0.917 and distance to the list

of 28 known motifs which were identified using the windowing method was slightly

improved (on average 2bp closer). There is a broad range of peak sizes resulting from

these experiments that may require different bandwidth settings. If warranted, mul-
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tiple bandwidth settings may be used to elucidate both the large and fine structure

of the data.

3.6 Extensions of F-seq

3.6.1 Fragment length estimation

As F-seq was created initially for DNase-seq data, no shift based on fragment length

was actually necessary and a simple command line procedure was used if the user

wanted to shift sequence based on strand. To bring F-seq up to speed with other tech-

nologies, we implemented a method to determine the distance between positive and

negative strand sequence densities using the Wilcoxon-Mann-Whitney Rank Sum

Test. This test allows for a non-parametric estimate of the difference in positive-

negative sequence distances from the expected value at 0 by ranking all possible

positive-negative sequence differences and taking the median difference as the esti-

mate. For practical reasons we limit the fragment shift to less than 500bp. This

method also allows for calculating a confidence interval for the median distance but

it has not been implemented.

3.6.2 Strict enforcement of strand

In addition to fragment length estimation for shifting sequences based on strand,

we have also decided to enforce strandedness. That is, one expects a fragment from

ChIP-seq to only be available to be pulled down only if it is pointing toward the

bound protein. Because of this, we assume that any other fragments are simply

noise and they are discarded.

3.6.3 Background model

The human genome contains a large amount of DNA that exists in multiple copies.

To attempt to call peaks in regions which may exist more than once in the genome, we
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developed a background model which represents how many places a given sequence

can align. We have generative alignability tracks by converting a set of all longest

unique n-mers at each genomic position into alignment tracks for 20-mers (DNase)

and 35-mers (all others). Anything that aligns more than four times is discarded

by setting the background track to 0 at this position. The value at each position is

then multiplied by the density estimate to correct for peaks that may be diluted by

their sequences being placed in different genomic positions by MAQ which randomly

assigns locations of reads which align in more than one place.

3.6.4 Copy number / karyotype correction

Parallel to the issue of alignability in the genome is that of copy number variations.

Copy number variations lead to regions of chromosomes being over-represented in

the genomic DNA as compared to the genome build. These are especially problem-

atic when performing analysis on cancer cell lines (eg. HelaS3 or K562). We want

to remove the effect of regions by normalizing the signal based on a non-enriched

input sample. To do this, an estimate of the copy depth of all sequences is computed

by running a 10kb window across the aligned input sequences in the genome and

comparing the sequence depth to the mean genomic sequencing depth. In a kary-

otypically normal cell line this value should be close to 1 for the entire genome. As

copy number estimates for sequences increase, this value should reflect the actual

sample copy number compared to the reference sequence. The Parzen density es-

timates are then divided by these values to correct for differences in DNase-seq or

ChIP-seq data.

3.6.5 P-value calculation

F-seq does not output p-values in conjunction with its peak calls. To calculate p-

values we first separate the raw signal data into all peaks by looking for transition
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Figure 3.5: Comparison of replicate consistency across 9 peak callers. Each peak
caller was applied to two replicates of CTCF data. As the number of peaks increases
on the X-axis, consistency breaks down and chance of randomness (Y-axis) increases.
This figure is reprinted from peak caller analysis performed by the ENCODE Analysis
Working Group [79].

points. The scores for each of these peaks are then fit to a gamma distribution by

estimating shape and scale. This distribution is in turn used to calculate p-values

for all called peaks above the user defined threshold.

3.7 Comparison of F-seq to other peak callers

F-seq has been used by the ENCODE analysis working group in its comparison of

peak callers for ChIP-seq data types. Because there was no gold standard on which

to compare peak callers, an analysis of consistency of peak calling between replicates

was used (Fig. 3.5). F-seq consistently scored near the top in consistency comparisons

falling behind only MACS, PeakSeq, and SPP.
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3.8 Discussion

We have developed a peak calling algorithm that has been shown to be a top per-

former in comparison to other algorithms. To continue to make our basic algorithm

applicable to current technologies, we have added specific features such as strand shift

estimation, a background model, a karyotype correction model, and have externally

implemented a p-value calculation.

While the calculation of a p-value is a difficult proposition, we found that our

calculated p-values resulted in nearly the same p-value at our cut-offs previously

estimated from ROC scores. This fact gave us some confidence in our calculation.

However, we believe that adjusting this in the future will make these estimates more

accurate. In addition, other labs generate p-values using a comparison to input

sequences. This is because some labs found that their input sequences contained

peaks in some promoter regions (presumably due to higher random shearing in open

chromatin). Using this property, they are able to directly compute a p-value as

compared to enrichment of random background sequences. In our input data, this

property does not hold and the input sequences are fairly uniform and sparse across

the genome. An estimate of this type would most likely elevate the scores of small

distal sites that are not near promoters and result in erroneously smaller p-values

across the entire genome.

Detailed analysis of our peak calling methods shows that F-seq may be calling

peaks that are too large. This is because the algorithm is based on smoothing and

has no enforced edges. In fact, many of the peak calling algorithms tend toward

larger peaks, and checks of accuracy promote this because the larger peak is more

likely to allow for overlap of true peaks. In the future, techniques like an HMM

could be used to call more accurate peaks by better delineating the boundaries and

providing a more natural calculation and interpretation of p-values.
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4

Whole genome DNase-seq on CD4+ T cells [16]

An initial mapping of DNaseI HS sites was generated in primary human CD4+ T cells.

We first performed sequencing of DNaseI digested DNA (DNase-seq) and generated

a single DNaseI library from primary human CD4+ T cells and sequenced the same

sample using both the Illumina and 454 platforms (Fig. 4.1a). Over 18 million unique

sequence tags were generated and over 12 million (∼70%) were uniquely mapped to

the NCBI Build 35 genome sequence assembly (Fig. 4.1b). We employed a kernel

density estimation function (Parzen window method [96, 18]) to identify DNaseI HS

sites from uniquely mapping tags. This technique allows for each base position to

be scored based on the number of sequences in the immediate area with those a

short distance away having a greater weight than those more distant. The resulting

annotation, shown in the UCSC Genome Browser [66] in Figure 4.1, more accurately

reflects the boundaries of DNaseI HS sites.

We also performed whole genome DNase-chip, by generating a DNaseI library

from the identical cells used for sequencing, as well as from a second biological

replicate and hybridizing to a 38-array set (NimbleGen) consisting of 100-basepair
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spaced oligonucleotides that cover the entire non-repetitive fraction of the genome

(Fig. 4.1a). The resulting data were averaged across two biological replicates and

processed as previously described [107].

Based on previous work, we predict that signal strength in both methods reflects

the degree of openness at that site. Accordingly, we find that raw ratio DNase-chip

intensity values and corresponding DNase-seq Parzen window scores are correlated

(Pearson’s R = 0.45, Fig. 4.1c-e, Fig. 4.2). We also compared DNase-seq and DNase-

chip data to a third independent readout platform that validates DNaseI HS sites

using quantitative PCR (qPCR). qPCR has been shown to be an acceptable proxy for

Southern blotting and allows for semi-high throughput validation [88]. Previously,

we employed qPCR to validate 287 DNaseI HS sites and 321 DNaseI-resistant sites

in CD4+ T cells [35, 33]. We find that qPCR signal intensity is highly correlated to

both DNase-seq and DNase-chip (Fig. 4.3a-b).

These correlations support the view that DNaseI hypersensitivity is not a bi-

nary property but rather reflects a continuous range of chromatin accessibility or

“openness”. The significance of differential hypersensitivity is unknown, but may

represent true biological phenomena such as protein occupancy. This makes valida-

tion by independent methods especially critical for identifying weak but significant

signals.

For many analyses, such as determining sensitivity and specificity, it is necessary

to define discrete DNaseI HS site regions. This primarily requires determining ap-

propriate thresholds to distinguish positives from negatives. To do this, we used our

previously published qPCR data [33]. Figure 4.3d shows a Receiver Operating Char-

acteristic (ROC) curve showing how sensitivity and specificity changes at different

thresholds for DNase-seq and DNase-chip annotations. The large areas under the

ROC curves for both emphasize the high sensitivity and specificity of both methods.

Given the high quality of both data sets, we combined them to produce a single
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Figure 4.1: DNase-Chip and DNase-seq identify DNaseI hypersensitive sites on
a whole genome scale. a, Each method begins with the digestion of intact nuclei
with DNaseI followed by the attachment of linkers. Each technology is then used
to independently identify DNaseI HS sites. Finally, the data is combined into a
map of HS sites on a genome-wide scale. b, Number of sequence tags generated
using Illumina and 454 technologies, as well as probes for whole genome DNase-chip
studies. c, UCSC genome browser view of the q arm of chromosome 5 showing a
large-scale view of each technology along with the combined set. d, Browser view of
ENCODE region ENm002. e, Browser view of the DNaseI HS sites around the IRF1
gene.
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Figure 4.2: DNase-seq and DNase-chip data is strongly correlated (Pearsons
R=0.45). To calculate this correlation, we compared ACME p-values calculated for
every chip probe to the maximum DNase-seq score within the tiled region. Probes
are only 50bps and are spaced approximately every 100bps. Therefore, this corre-
lation is even more impressive given the lower resolution of microarray chips. The
points in this figure with high DNase-chip values and no DNase-seq value (x = 0)
represent tiles contained within recent segmental duplications where sequences could
not be uniquely aligned and were filtered out.
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Figure 4.3: Each individual technology is highly correlated with the entire spec-
trum of qPCR values. a, DNase-seq data is correlated with qPCR with Spearman’s
ρ = 0.744. b, DNase-chip is correlated with qPCR with ρ = 0.812. c, The combined
DNase-seq/DNase-chip dataset is even more correlated with qPCR with ρ = 0.874.
d, Receiver Operating Characteristic (ROC) curves showing sensitivity and speci-
ficity. DNase-seq has an area under the curve (AUC) of 0.937, DNase-chip has an
AUC of 0.956, and the combined dataset has an AUC of 0.971. A perfect discrimina-
tor would have an AUC of 1, while a random test would have an AUC of 0.5 (dashed
line). e, Heat map showing the range of qPCR experiments (n = 608) with yellow
showing true DNaseI HS and blue showing DNase resistant sites. Note that in some
cases both DNase-chip and DNase-seq agree on a qPCR negative call indicating that
this site may in fact be hypersensitive.

global DNaseI HS map. Because the chip data was from probes approximately 50bp

long and with a 50bp gap between probes, we filled in the spaces between near

probes (<130bp apart) by “virtually” expading the probes on each side of the gap.

We then combined the scores by converting each base pair score into a Z-score using

the population mean and standard deviation from each set. We used the information

from our known qPCR positives and negatives to equate the two sets by determining

the point where sensitivity was equal to specificity (maximal sensitivity/specificity).

This value was subtracted from our Z-score values to give a distribution of scores

which we would consider anything above zero to be a positive call. These two sets
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were then summed to generate a combined DNase-sequencing/DNase-chip score. For

any regions in which there was sequence but no tiled probe coverage, the sequence

score was doubled to provide an equivalent range of scores in those regions.

The new combined set was found to be more accurate than either of the individual

datasets by ROC curve analysis (Fig. 4.3d), and overall generated a sensitivity of

92% with a specificity of 94%. We also found that the combined set was more highly

correlated with qPCR values (Spearman’s ρ = 0.87, Fig. 4.3c), indicating that it is

accurate at detecting the degree of hypersensitivity. Furthermore, assuming that the

top and bottom 20% of the qPCR data represent the most accurate positive and

negative annotations, we find a sensitivity of >99.9% and a specificity of 98%. The

correlation among these data can be visualized as a heat map showing the labeling

of individual samples (Fig. 4.3e). The combined data also accurately identifies many

previously mapped DNaseI HS sites (using Southern blots) from T cells such as in the

interferon gamma, Il-3, Il-2, and Il-4 loci [1, 26, 74, 109, 116] (Fig. 4.4). Together, this

shows that combining data from multiple, independent high-throughput platforms

can increase both sensitivity and specificity, as well as provide for a more accurate

measure of degree of DNaseI hypersensitivity.

4.1 Functional Annotation of DNaseI HS Sites

Our combined DNaseI HS annotation identified 94,925 DNaseI HS sites covering

60 million bases (2.1%) across the genome, which is in agreement with our previous

estimates [35, 34]. We find that only 43% of all DNaseI HS sites overlap evolutionarily

constrained regions, which is similar to that found recently in 1% of the genome [29].

In addition, 75% of DNaseI HS sites within 2 kb of a transcription start site are

constrained (Fig. 4.5). This indicates that the majority of DNaseI HS sites have not

evolved under selection.

We have analyzed the distribution of DNaseI HS sites across the genome with re-
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Figure 4.4: Combined data also accurately identifies many previously mapped
DNaseI HS sites (using Southern blots) from T cells such as in the interferon gamma,
Il-3, Il-2, and Il-4 loci. Red arrows indicate DNaseI hypersensitive (HS) sites previ-
ously identified using Southern blots while those without arrows indicate novel sites.
(A) Zoomed out and close up view surrounding IFNg gene. 9 sites that we find in
the proximity of the IFNg gene include 2 novel sites, 4 sites previously described
in human T cells [74], and the remainder mapped in mouse [109]. Arrows with an
asterisk represent HS sites that were identified in TH1 or TH2 mouse cells, but not
nave CD4+ T cells. (B) HS sites previously identified near Il-3 in the Jurkat cell line
[26]. Additional sites were found in Jurkat cells, but not found in our cell type (data
not shown) (C) HS sites previously described upstream of Il-2 in resting CD4+ T
cells [116]. (D) Il-4 downstream HS sites found in nave CD4+ T cells [1].
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Figure 4.5: Pie graph illustrating the relationship between evolutionarily con-
strained regions and DNaseI hypersensitive (HS) sites. All represented overlaps are
statistically significant (P < 0.01) using the GSC method as previously described
[29, 84]. Overall, 43% of the HS sites overlap at least one base of a constrained re-
gion (blue slice). When focusing specifically on those HS sites that lie within 2kb of
a 5’UTR (15%; green hatch), 75% overlap constrained regions (blue slice overlapping
green hatch).

spect to genes based on the Known Genes annotation in the UCSC Genome Browser

(Fig. 4.6a). Only 16% of all DNaseI HS sites map to a first exon or within 2 kb

upstream (promoter region) of a gene, while 17% map to a first intron and 40% map

within intragenic regions. However, the promoter and first exon HS sites are more

than twice the size and twice as hypersensitive on average than in other regions (Ta-

ble 4.1). In fact, looking specifically at the strongest 20% of all DNaseI HS signals,

we find that almost half of these map to a first exon or within 2 kb upstream of

a gene (Fig. 4.6a and Table 4.1). This indicates that promoter regions for protein-

coding genes are extremely hypersensitive to DNaseI digestion, while presumptive

regulatory elements unrelated to known promoters are less susceptible to digestion

(although still significantly more susceptible than the genome average). At the op-

posite extreme, the categorical distribution of the weakest HS sites does not differ
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Figure 4.6: Location of DNase I Hypersensitive Sites Relative to Annotated Genes.
a, The locations of DNase I hypersensitive (DHS) sites relative to gene annotations.
Shown are the locations of all DNase I HS sites, the strongest scoring DNase I HS
sites (top 20%), and the weakest scoring DNase I HS sites (bottom 20%). b, Genes
that have high expression (> 9) are likely to have a DNase I HS site at the 5’ end,
while genes lacking a 5’ DNase I HS site are more likely to have low expression. c,
GO categories and probabilities related to genes that are lacking 5’ DNase I HS sites.

substantially from what is seen for all sites (Fig. 4.6a). The fact that these are not

randomly distributed but rather reflect what is seen in stronger sites supports the

validity of these smaller, less sensitive regions.

The Known Genes annotation in the UCSC Genome Browser is not complete

and therefore some DNaseI HS sites may not be correctly categorized in the above

analysis. To help correct for this, we compared the DNaseI HS sites to recently

generated genome-wide data for RNA polymerase II (Pol II) binding in CD4+ T
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Table 4.1: The scores, size, and count of DNaseI HS sites calculated relative to the
gene annotations track. Shown is the location of all DNaseI HS sites, the strongest
scoring DNaseI HS sites (top 20%), and the weakest scoring DNaseI HS sites (bottom
20%).

cells [9]. We find that an additional 5.5% of all DNaseI HS sites that map within the

intergenic category (Fig. 4.6a) are within 2 kb of a strong Pol II signal indicating

these may be in the promoter, first exon, or first intron of an unannotated gene.

Additionally, if we consider all mRNA and EST sequences as evidence of transcribed

regions, only 15.5% of the DNaseI HS sites would be classified as being intergenic.

This shows that a more complete gene annotation is necessary to fully understand

the distribution of DNaseI HS sites within and around genes.

We explored the relationship between DNaseI HS sites and levels of gene expres-

sion using CD4+ T cell Affymetrix expression array data previously generated by

us from CD4+ T cells. Using these data, we assigned expression levels to 15,293

Known Genes that had Protein Databank, RefSeq, and/or Swiss-Prot supporting

evidence. For each gene, we determined if there existed a DNaseI HS site overlap-

ping a 200bp window centered on any annotated transcription start site (TSS) in the

Known Genes annotation. Nearly all highly expressed genes were found to have an

associated HS site (Fig. 4.6b). We investigated all 67 of the 2000 highest expressed

genes (Fig. 4.6b, expression value > 9) that appeared to lack a DNaseI HS site. In

41 instances (61%), there is ample EST and mRNA evidence for an unannotated

TSS. Another eight have a nearby DNaseI HS site that may indicate an unannotated
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TSS but without other transcript support, eight are contained in recent segmental

duplications where we lack the ability to uniquely map sequences, and one is a pseu-

dogene. The explanation for the remaining nine highly expressed genes is not clear

but may be due to unknown annotation errors, biological variations in the expression

programs in the separate T cell populations, or possibly a low false negative rate of

our assays.

We conclude that the TSS of essentially all highly expressed protein-coding genes,

and possibly all expressed genes, is marked by a DNaseI HS site, nearly all of which

can be identified by DNase-seq and/or DNase-chip. This implies that these results

can be used to confirm currently annotated TSSs, identify novel TSSs, or help deter-

mine which alternative TSSs are being used in a particular cell type [31]. However,

though DNaseI HS sites might be necessary, they are clearly not sufficient for gene

expression (Fig. 4.6b). Those genes that have a DNaseI HS site but are not expressed

are likely in a transcriptionally poised state [52].

One might expect that the degree of hypersensitivity would be related to the

amount of transcriptional activity, but that relationship is not clear. When looking

simply at expression levels versus degree of hypersensitivity, we find little correlation

(Pearson’s R = 0.09, data not shown). Interestingly, the average level of hypersen-

sitivity is significantly less at the TSSs of low or non-expressed genes (expression

< 5) than moderately to highly expressed genes (Student’s t-test, P < 2 × 10−16).

This is supportive evidence that actively transcribed genes are more hypersensitive

due to the presence of the full complement of transcriptional machinery. Presumably

genes that are poised lack some or all of these elements, possibly reducing the level

of hypersensitivity.
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Figure 4.7: TSS and ChIP-seq data related to the strongest portion of each DNaseI
HS site. a, Transcription start site for annotated genes in UCSC Genome Browser
Known Genes track are on average 85bp downstream from the DNaseI HS sites. b,
RNA Polymerase II ChIP-seq data is enriched on average 123bp downstream from
DNaseI HS sites. c, CTCF ChIP-seq data is enriched for a peak slightly upstream of
the DNaseI HS sites. TSS, Pol II, and CTCF datasets are divided into 4 groups based
on expression level (high, medium, low, and silent). d, Histone modifications and
H2A.Z are enriched for the DNaseI HS sites that are near highly expressed genes.
A trough for each histone modification and H2A.Z directly overlaps the strongest
portion of each DNaseI HS site, and not TSS (thick dotted line) or Pol II (thin dotted
line). Note: for ease of comparison, H3K4me3 normalized counts were halved.
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4.2 Histone Modifications and Transcription Factor Binding Sites

A recent study used high-throughput sequencing to find genomic regions enriched

for several different histone methylations, RNA Pol II, CTCF (an insulator), and the

histone variant H2A.Z in CD4+ T cells [9]. Their analysis focused on the relation-

ship of these data as compared to TSS. We performed similar analyses but instead

centered these chromatin marks on the strongest hypersensitivity signal within our

proximal DNaseI HS sites, defined as within 2 kb of an annotated TSS or RNA Pol

II signal (Fig. 4.8). We find that the peak DNaseI signal within each DNaseI HS site

is shifted 5’ from annotated TSS (Fig. 4.6a), RNA Pol II (Fig. 4.6b), and RIKEN

CAGE tags (Fig. 4.9) [64], indicating that on average DNaseI HS sites are directional

relative to transcription. This is consistent regardless of the level of transcription

in the associated gene. In contrast, CTCF is on average located preferentially on

the opposite side of the DNaseI HS site with respect to the transcription start site

(Fig. 4.6c). Other groups have noticed dips in active histone marks near the tran-

scription start sites, indicating nucleosome depleted regions [9, 56]. We find that

these modified histone troughs do not directly overlap transcription start sites or

RNA Pol II binding sites, but are instead directly overlapping the strongest portion

of each DNaseI HS site (Fig. 4.6d), providing supportive evidence that these regions

are nucleosome depleted.

To compare to specific histone marks, we divided DNaseI HS sites into three

groups: 1) those proximal to TSS, 2) those that overlap transcribed regions (mRNA

and/or EST evidence), and 3) distal sites that make up the remainder. As expected,

we find that proximal HS sites are associated with activating histone marks found at

promoters (Fig. 4.10). Many of these marks associated with active promoters were

found at different levels around DNaseI HS sites that overlap transcribed regions

compared to distal sites. Those overlapping transcribed regions showed an enrich-
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ment for H3K36me3 in agreement with a recent study [91], but this modification

was not found in distal HS sites. Distal sites were more enriched in H3K27me3,

H3K9me2, and H3K9me3 marks, while those found in transcribed regions were more

enriched in H3K27me1 and H3K9me1 modifications (Fig. 4.10). This shows that

non-promoter DNaseI HS sites can be broadly classified into at least two distinct

categories based on histone methylations and their relationship to transcription.

As mentioned earlier, many genes with essentially little or no detectable expres-

sion in microarray experiments (expression value (log2) < 4.5) have DNaseI HS sites

in their promoter regions, while others do not. We found that within these transcrip-

tionally silent genes, the presence of a DNaseI HS sites was accompanied by activating

histone marks and binding of RNA Pol II (Fig. 4.11), but these signals were not as

strong as those around HS sites near more highly expressed genes (Fig. 4.8). In

contrast, promoter regions near silenced genes with no HS site showed no evidence

of these marks (Fig. 4.11). This suggests that these genes that are silent but are

marked with a DNaseI HS sites are either poised for expression, or that they are

expressed at a level too low to be reliably detected by current microarray technology.
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Figure 4.8: Distance and number of histone methylation, histone variant H2A.Z,
CTCF, and RNA Polymerase II ChIP-seq sequences centered on peaks of different
classes of DNaseI hypersensitive (HS) sites. Proximal HS sites less than 2 kb from a
transcription start site (TSS) were subdivided into classes based on expression levels
of associated genes as measured by an Affymetrix expression array. The distal class
of HS sites are those that are greater than 2 kb from a TSS. The high expression
class consists of the 570 genes with an expression level > 10, the medium expression
class consists of 791 expressed genes with an expression level between 8.2 and 8.9, the
low expression class consists of 727 genes with an expression level between 5.5 and
5.8, and the silent class consists of 698 genes with an expression level < 4.5. These
levels were determined through analysis of the distribution of expression levels and
attempts to keep approximately the same count in each bin. The distal class of
HS sites consists of 6814 distal sites that are > 2kb from a TSS and are not in a
transcribed region. Values on y-axis are normalized sequence counts and the x-axis
is the distance from the highest value of the HS site.
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Figure 4.9: Counts of unclustered CAGE tags [64] are plotted based on their
distance from the highest scoring portion of a DNaseI hypersensitive (DHS) site.
Proximal DHS sites are defined as those within 2kb of an annotated transcription
start site or RNA PolII signal. DHS in transcribed regions are non-proximal sites that
overlap annotated transcribed regions as defined by all mRNAs and ESTs. Distal
HS sites are those not in either of the previous two classes. Plotted on the y-axis is
the normalized CAGE tag count and the x-axis is distance from the highest scoring
point of the DHS.
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Figure 4.10: Distance and number of histone methylation, histone variant H2A.Z,
CTCF, and RNA Polymerase II ChIP-seq sequences centered on peaks of different
classes of DNaseI hypersensitive (HS) sites. These classes are based on the relation-
ship between HS sites and genes. Proximal HS site are within 2kb of a transcription
start site (TSS) or a strong RNA PolII signal. DHS in transcribed regions are DHS
that overlap an annotated mRNA or EST but are not in the proximal set. Distal HS
sites are those not in either of the previous two classes. Plotted on the y-axis is the
normalized sequence count and the x-axis is distance from the highest scoring point
of the HS site.
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Figure 4.11: Distance and number of histone methylation, histone variant H2A.Z,
CTCF, and RNA Polymerase II ChIP-seq sequences centered on the transcription
start site (TSS) of transcriptionally silent genes that either have or do not have a
DNaseI hypersensitive (HS) sites within 2Kb of their TSS. Silent genes are defined
as those with expression < 4.5 based on Affymetrix expression array experiments.
There are 903 silent genes with a DNaseI HS site and 1583 silent genes without a
DNaseI HS site. The distribution of expression scores in each of the two sets is
virtually identical. Plotted on the y-axis is the normalized sequence count and the
x-axis is distance from the annotated TSS.
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4.3 Cell-type Specific Gene Ontology and Motif Analysis

To characterize genes and gene families with respect to presence or absence of a

DNaseI HS site, we performed Gene Ontology (GO) analyses using GoStat [10].

Genes that lack a DNaseI HS site at the TSS are significantly enriched for non-CD4+

T cell related GO categories, such as visual, olfactory, digestive, and neurotransmitter

activity (Fig. 4.6c). In contrast, genes that are both highly expressed and have an

extremely hypersensitive promoter region were found to be enriched for housekeeping-

like GO categories, such as mRNA processing and splicing and general metabolic

processes.

To determine if we could detect any cell-type specific function, we searched for

enriched motifs in the 75,954 DNaseI HS sites that are more than 2 kb away from

a TSS (For this analysis, TSS were removed to avoid simply identifying core pro-

moter elements). Using the Clover algorithm [48] and all motifs in the TRANSFAC

database [132], we detected enrichment for several families of transcription factors

known to be involved in the immune system: AML, PU.1, ETS, C/EBP, STAT, IRF,

and TAL1 [119, 128, 90, 137]. We also detected enrichment for a motif correspond-

ing to CTCF, a known insulator protein that is not currently in the TRANSFAC

database [11, 67]. An example of the Clover scores for AML in DNase I HS sites

and background sequences are plotted across all chromosomes in Figure 4.12. To

verify that the motif discovery and enrichment represented in vivo biology, we com-

pared our enriched motifs to recently published ChIP-seq data. We confirmed that

a significant fraction (p-value < 0.0001) of DNaseI HS sites that have the STAT

motif overlap with STAT1 ChIP-seq data from HeLa S3 cells [101] and the CTCF

motif corresponding to CTCF ChIP-seq from CD4+ T cells (Fig. 4.13) [9]. Thus,

we conclude that motifs that likely regulate global CD4+ T cell gene expression are

enriched in DNaseI HS sites identified within CD4+ T cells.
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Genes that are specifically expressed in CD4+ T cells have on average more

DNaseI HS sites. While all genes that have a DNaseI HS site at the TSS have on

average of 4.71 (±6.86 s.d.) sites, 158 genes that are uniquely expressed in CD4+

T cells were found to have more (11.03 ±15.90 s.d.) DNaseI HS sites within their

promoter (2kb upstream) and transcribed regions. The higher number of DNaseI

HS sites in CD4+ specific genes suggests that cell type gene expression has more

complex combinatorial control.

Figure 4.12: Clover scores of the AML motif within distal DNaseI HS sites located
on each chromosome. Background model Clover scores were determined from equal-
sized, randomly chosen background sequences and dinucleotide-shuffled DNaseI HS
sites. Error bars indicate the standard deviation of 1000 sets of background sequences
or shuffled sequences in each chromosome.
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Figure 4.13: The overlaps of DNaseI hypersensitive (HS) site with motifs and
ChIP-seq data. (A) Of all Stat1 ChIP-seq signals identified in HeLa cells [101] that
overlap distal HS sites, 32% overlap a Stat motif. (B) Of all CTCF ChIP-seq signals
identified in CD4+ T cells [9] that overlap distal HS sites, 77% overlap a CTCF
motif. Both are highly significant overlaps (p < 0.0001) based on 10,000 iterations
of randomly assign motifs to distal HS sites and calculating the number of ChIP-seq
overlaps.
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4.4 Identification of Fine-Scale Nucleosome Structure

Approximately 30% of all DNaseI sequences map within a DNaseI HS site. The

remaining sequences are likely a result of background DNaseI nicking. To determine

whether background DNase-seq data displayed patterns that might result from posi-

tioned nucleosomes, we tallied distances between digestion sites, taking into account

the sequence strand. We noticed a striking, repeating, oscillating pattern that has

an average frequency of 10.4 bases (Fig. 4.14a) that is highly enriched for regions

outside of DNaseI HS sites (Fig. 4.14b). We note that this oscillation frequency is

the exact distance in bases of a single turn of the double helix. This pattern was first

shown over 30 years ago by gel electrophoresis and is believed to result from DNaseI

cleaving the exposed minor groove of the double helix wrapped around nucleosomes

(Fig. 4.16b)[94]. Interestingly, this oscillation pattern occurs for approximately 14-

15 periods, matching the amount of DNA that is directly associated with a single

nucleosome (Fig. 4.16a)[47].

Although we detect no oscillation pattern within DNaseI HS sites as a whole

(Fig. 4.17), we hypothesized that there may be well-positioned nucleosomes on the

boundaries of DNaseI HS sites that should also be enriched for minor groove cutting.

We mapped putative nucleosome positions using data from the histone methylation

ChIP-seq experiments that initially digested CD4+ T cell chromatin with micro-

coccal nuclease (MNase) to isolate mononucleosomes [9]. By pooling data from all

experiments, we were able to identify dense clusters of sequences aligned in the

same orientation indicating the boundaries of nucleosomes (Fig. 4.15a). We then

mapped ∼3,000 putative nucleosomes of length 100–160bps that were bracketed on

both sides by clusters of at least 45 sequences where each sequence is separated by no

more than one basepair. The majority of these nucleosomes were contained within

of the boundaries of DNaseI HS sites, but were offset from the strongest DNaseI
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signal and generally located near the edges. We were able to detect the oscillation

pattern (previously discernable only outside of DNaseI HS sites) within portions of

DNaseI HS sites that display nucleosome positioning (Fig. 4.15b) but not within the

remainder of the DNaseI HS site (Fig. 4.15c). The ability to detect this pattern

within a population of cells indicates that a significant percentage of nucleosomes

are precisely positioned and implies that there is a sequence or chromatin signal that

regulates this process.

Another unique property of DNaseI is that in the presence of Mg++, this enzyme

nicks one strand of DNA at a time, often leaving a 2–4 base pair overhang when

digesting intact chromatin [32, 120]. As DNase-seq allows us to identify the DNA

strand that was cut, we have detected a 3bp average overhang created by DNaseI in

the non-HS regions (Fig. 4.14c, detailed explanation in Fig. 4.18).

While the depth of sequencing that we have performed does not allow robust

characterization of DNaseI cutting within individual regions of the genome (that

is, we can only detect these patterns as a composite of all sequences), this might

be possible with extremely deep sequencing. Therefore, we believe DNase-seq, in

conjunction with ChIP-seq for MNase experiments, has the potential to identify the

exact location of each basepair with respect to its precise positioning around a stably

positioned nucleosome.
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Figure 4.14: Ultra-High-Resolution View of Chromatin Structure. a, A clear os-
cillation pattern is visible for sites < 150 bp apart. b, A 10.4 base pair oscillation
frequency is observed only in DNase sequences that do not map within DNaseI HS
sites. This pattern exists between sequences that are on the same strand (+/+
and -/-) and on opposite strands (-/+ and +/-). c, By overlaying the data from
the different strand sets, we find that the two opposite stranded sets each have an
approximately three base offset from the same stranded set.
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Figure 4.15: MNase-Derived Sequence Tags Define Nucleosomes Near the Bound-
aries of DNase I Hypersensitive Sites. a, Representative example of MNase sequence
tags and MNase identified positioned nucleosomes (red bars). b, Regions of DNase I
HS sites that overlap positioned nucleosomes are enriched for the 10.4 bp periodicity
also detected in the whole-genome data. c, Regions of DNase I HS sites not associated
with a positioned nucleosome do not display the 10.4 bp oscillation pattern.
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Figure 4.16: Distinct periodicity is detected in regions of the genome not contained
within hypersensitive sites. a, The oscillation pattern continues for approximately
the size of one nucleosome. b, An explanation of the periodic cutting pattern: DNaseI
has a slight preference for cutting in the minor groove of nucleosome bound DNA.

75



Figure 4.17: Oscillation patterns shown in Fig. 4.14b are not detected within
DNaseI hypersensitive (HS) sites as a whole. Distances between DNase-sequence
tags were calculated only for sequences that map within DNaseI HS sites.
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Figure 4.18: DNaseI in the presence of Mg++ nicks each strand of DNA, leaving an
average 3 basepair 3’ overhang. T4 DNA Polymerase is used to trim off the overhang,
which allows us to detect the overhang length (Fig. 4.14c). This corresponds the
minor groove that is exposed every 10.4 bases as it wraps around the nucleosome.
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4.5 Conclusions

The accurate and comprehensive DNase I HS map presented here offers an unprece-

dented view of open chromatin structure at extremely high resolution. We have

shown that both tiled microarrays and high-throughput sequencing are very accu-

rate at identifying DNase I HS sites across the genome and combining these platforms

improves the sensitivity, specificity, and the ability to determine the degree of hy-

persensitivity. We believe this is especially important for correctly calling DNase I

HS sites that are more moderately hypersensitive. In future studies, most would find

it undesirable and likely cost prohibitive to employ both technologies. While both

methods are very accurate at identifying DNase I HS sites, each method has unique

benefits and limitations. For example, we have demonstrated that DNase-seq can

also be used to detect sub-nucleosome structure, something not possible with current

tiling arrays. However, DNase-seq analysis on aneuploid cell lines will be difficult

without performing extensive sequencing of the input DNA from each cell type. In

contrast, tiled arrays readily normalize for DNA content and thus are suitable for

cells with abnormal karyotypes. In addition, while DNase-seq can currently only be

used to study the whole genome, tiling arrays can be used for inexpensive validation

and for studying smaller targeted regions of the genome. Neither platform is well

suited for duplicated sequences such as those found in recent segmental duplications,

or for other highly repetitive sequences. Therefore, it is difficult to compare costs of

the two technologies, since it depends on the particular application.

DNase I HS maps provide a scaffold on which to combine and analyze data

from ChIP-chip/ChIP-Seq and gene expression experiments to better understand

complex gene regulation. In our limited study in a single cell type, we are able

to show previously undescribed positional relationships between DNase I HS peaks,

transcription start sites, and sites of RNA PolII binding. We also describe differences
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in histone modifications around different categories of HS sites based on their degree

of hypersensitivity, their positional relationship to transcription start sites, and the

expression level of associated genes.

As similar types of data continue to be produced from different cell types, we

anticipate the development of regulatory maps consisting of DNase I HS sites that are

characterized by the presence or absence of features such as histone modifications,

DNA binding proteins, DNA methylation, nucleosome positions, SNPs, insertions

and deletions that collectively explain the transcriptional status of associated genes

in particular cell types under particular conditions. In addition, DNase I HS maps

can be used to focus computational motif discovery and analyses on those regions

of the genome most likely to contain functional binding, a role that evolutionary

conservation has not satisfactorily filled [29].

The data resource presented here should be of particular interest to those studying

the biology of CD4+ T cells, the regulation of genes that are expressed in many cell

types, and those studying comparative genomics. We have shown that we efficiently

identify previously characterized HS sites in these cells, and our data should therefore

benefit future research. The further generation of genome-wide DNase I HS maps

from a diverse set of normal and diseased human cell types, as well as from those

from other species, will continue to reveal how chromatin structure, and underlying

primary sequence differences, contribute to cell-type specific gene expression and cell

fate decisions.
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5

High-resolution view of protein-DNA interaction
using DNase-Seq footprinting

Though the vast majority of DNA is bound by nucleosomes, there remain short re-

gions where nucleosomes are modified or depleted. These chromatin modifications

are driven by nuclear proteins directly interacting with the nuclear DNA to partici-

pate in activities such as transcription, replication, meiotic and mitotic condensation,

pairing, recombination, segregation, etc. Genomic regions that are not wrapped in

higher order structures were shown over 30 years ago to be hypersensitive to DNaseI

enzyme digestion [52]. DNaseI HS sites are approximately the size of 1-2 nucleosomes

(200-400 bases), and these regions have been shown to be extensively associated with

enhancers, silencers, upstream activation sequences, promoters, terminators, replica-

tion origins, topoisomerase sites (class 1 genes only), recombination loci, centromeres,

and telomeres. We and others have adapted the traditional low-throughput Southern

blotting method to next-generation sequencing technologies to identify all DNaseI

HS sites across the genome (DNase-seq). An added advantage of DNase-seq over

Southern blots is that this method precisely identifies DNaseI digestion sites with
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single base-pair resolution.

Within each DNaseI HS site lie binding sites for transcription factors and other

DNA binding proteins. It is these sub-regions within each DNaseI HS site that

provide the critical information for understanding how each DNaseI site functions.

There are three major ways that have been developed previously to identify these

sites of protein-DNA interactions, each with its own shortcomings: 1) Positional

weight matrices (PWMs), based on sequence preferences of previously discovered

binding sites, can be used to scan regions for potential binding sites. Since most

transcription factors bind a 4-8 basepair motif, the high frequency of these motifs

leads to low specificity. In addition, PWMs are only available for well described

factors. 2) Chromatin immunoprecipitation (ChIP) can identify where a factor binds

at reasonably high resolution, but this method is limited to studying one factor at

a time and requires high quality antibodies. 3) Footprinting assays are extremely

accurate and can measure the precise binding sites of any factor. However, this

method is highly technical, is low-throughput, and can only analyze a single small (1-

2kb) region at a time. Footprinting on a genome-wide scale would provide a powerful

resource by determining exact binding sites of all factors across multiple cell types.

This information could be leveraged with ChIP-seq, PWM, and expression data to

create a more complete picture of the factors involved in global gene regulation.

Traditionally, footprints can be identified either by using DNaseI digestion or

modification of DNA with dimethylsulfate (DMS). In the case of DNaseI footprint-

ing, a protein bound to DNA protects the DNA from cleavage by DNase. DMS

footprinting works by methylating non-protected guanines which are then cleaved

by piperidine. The resulting products of each of these approaches are separated by

acrylamide gel electrophoresis to determine the regions protected from cleavage or

modified by DMS. Both methods identify protected regions very precisely (to the

base pair), but share the limitation of analyzing only small regions of the genome.
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Here we show that DNase-seq data, previously used to identify open chromatin

DNase hypersensitive sites, can also be used to identify precise locations of protein-

DNA interactions. We demonstrate that within hypersensitive sites, the single-base

resolution of DNase-seq shows fine structure identifying areas with few to no cuts.

These cold or protected regions represent putative binding sites of protein-DNA in-

teraction that prevent cleavage by DNaseI within the larger nucleosome-free regions.

We have developed an algorithm to identify all DNase footprints from DNase-seq

generated from multiple cell types. We find that footprints are typically 6-20 bases

in size and correlate extremely well with ChIP-seq and PWM motifs for specific fac-

tors. Furthermore, we label each footprint with known motifs, and find that these

labels correlate well with gene expression from the same cell type. These results will

provide a key ultra-high resolution resource for identifying functional binding sites

utilized by different parts of the cell gene regulatory machinery, and can be used to

model how these factors work in concert to regulate cell type expression profiles from

different cell types, stages of development, response to stimuli, and disease.

5.1 Results

We collected data from multiple, independent replicates of human lymphoblastoid

(GM12878, GM18507, GM12891, GM12892, GM19238, GM19239, GM19240), chronic

myeloid leukemia (K562), cervical carcinoma (HelaS3), and normal epidermal (NHEK)

cells. DNase-seq was performed using Illumina sequencing to generate short se-

quences enriched for open chromatin [16]. These sequences were processed uniformly

through alignment by MAQ followed by a set of filters to remove known artifacts (see

Chapter 2). Between 31 and 161 million sequences were available after alignment

and filtering for each cell line (Table 5.1).
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Figure 5.1: DNase-Seq identifies protein-DNA footprints. Panels A and B are
composite graphs where all CTCF sites in the genome are set to zero, and the amount
of DNase and CTCF ChIP signal within 500 bp in both directions are determined.
A) The CTCF motifs that have a DNase footprint (red) also display high CTCF
ChIP-Seq signal (green). B) The CTCF motifs that have no footprint have greatly
reduced CTCF ChIP-Seq signal. C) DNase-Seq accurately identifies footprints within
a DNase HS site that is 300 bp long. Raw DNase-Seq signal within this HS site shows
dips, which correspond perfectly with known footprints [43] identified in the promoter
of the FMR1 gene (red boxes). DNase-Seq identified footprints (top) using HMM
and motif assignment identify previously mapped footprints, as well as additional
putative footprints in the surrounding region. D) A representative individual 280 bp
region that shows a DNase footprint correlating with high CTCF ChIP-Seq signal
and a known CTCF binding motif.
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Cell Line Type of Cell Sequence Depth
GM12878 β Lymphoblastoid 161,648,808
GM18507 β Lymphoblastoid 45,809,527
GM12891 β Lymphoblastoid 67,662,813
GM12892 β Lymphoblastoid 69,682,443
GM19238 β Lymphoblastoid 70,201,052
GM19239 β Lymphoblastoid 68,375,492
GM19240 β Lymphoblastoid 67,332,580

K562 Chronic Myeloid Leukemia 59,420,951
HelaS3 Cervical Carcinoma 53,330,118
HUVEC Umbilical Vein Endothelial 31,691,626
NHEK Normal Epidermal 41,260,146
H1 ES Embryonic Stem 101,280,289

Table 5.1: Sequence information for multiple cell lines.

5.1.1 Identification of footprints

To explore the ability of DNase-seq to identify footprints, we first identified a re-

gion which was previously assayed using DMS footprinting in a lymphoblastoid line

(GM06990), the promoter region of the fragile X FMR gene [43]. As can be seen in

Figure 5.1c, there is a nearly perfect correspondence between our predicted sites and

the experimental data.

For further validation, we mapped all positions in the human genome which

matched the CTCF motif (> 70% information content match), oriented them the

same direction, and counted the number of DNase cuts at each position around the

motif (Fig. 5.1a). This test demonstrated that, at a cumulative level, even though

many of the motif matches may not correspond to actual CTCF binding sites and

thus generate false positives, we see an obvious footprint over the total CTCF motif

data. However, the aggregate detection of footprints will work only for motifs that

are significantly enriched for true matches in the genome. In fact, if we cluster (k -

means) the CTCF motif matches, as many as 30% of the putative motifs have a

footprint whereas some factors (for example, GATA1) have less than 0.1% true sites.
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In conjunction with the clustering, we can include CTCF ChIP-seq data from the

same cell growth and demonstrate that the sites with footprints are highly enriched

for ChIP-seq signal (Fig. 5.1a-b).

As a tool to predict these footprints better, we developed a simple 4-state hid-

den Markov model (HMM). A demonstrated region call from this HMM is shown in

Figure 5.1d where correspondence with a motif prediction and CTCF ChIP-seq data

is demonstrated. Because of varying signal intensity at different hypersensitive sites

and different background levels of cutting within a footprint (perhaps indicative of

different protein affinities or occupancy rates), we first pre-process the data by nor-

malizing and fitting raw DNase cleavage data to a 2nd-order polynomial. When the

regions are identified, we annotate the predicted footprints using STAMP [83] with

known motifs from the JASPAR [20], TRANSFAC [85], and Bulyk [93] databases.

Many of the footprints do not match a currently known motif allowing for exploration

into new regulatory elements.

To validate the ability of our model to predict sites, we first combined the samples

from our lymphoblastoid cell lines resulting in 550 million sequences. Our model was

then run on this combined lymphoblastoid line. We conjecture that DNase-seq peaks

alone are highly accurate at predicting actively used motif locations. Therefore, we

can not only measure enrichment for active sites genome-wide, but must importantly

look for enrichment within actual DNase hypersensitive sites (DHSs). This need

emphasizes the significance of positive predictive value (PPV) as it indicates how

well the model tells us the actually used sites versus the assumption that all sites

within a DHS are being used.

We first compare our predictions to a set of all motifs for CTCF [67] which either

fall under a CTCF ChIP-seq peak (positives) or do not fall under a CTCF ChIP-seq

peak (negatives). Within hypersensitive sites we have a positive predictive value of

> 98% (Table 5.2). We also show that footprints are highly correlated with ChIP-
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CTCF NRSF GABP
DHS vs Genome-wide
Sensitivity 80.80% 42.70% 73.23%
Specificity 93.47% 95.76% 96.78%

PPV 94.65% 92.38% 38.85%
NPV 77.31% 58.14% 99.23%

Footprints vs Genome-wide
Sensitivity 54.72% 24.17% 30.72%
Specificity 98.78% 99.31% 99.44%

PPV 98.41% 97.67% 60.19%
NPV 61.16% 52.14% 98.13%

Footprints only in DHS
Sensitivity 68.32% 56.88% 42.27%
Specificity 79.66% 82.61% 82.46%

PPV 98.41% 97.67% 60.19%
NPV 12.01% 13.01% 69.48%

Table 5.2: Footprinting accuracy for three factors.

seq signal but not nearly as correlated with PWM strength. Importantly, we also

demonstrate that these statistics are nearly the same at a much lower sequencing

depth allowing us to perform footprinting on individual lines at 1/10 of the total

depth used in the combined lymphoblastoid data.

5.1.2 Correlation with expression

Because of the availability of data across multiple cell lines, we can anticipate that

presence of footprints identified as corresponding to a binding site for a specific factor

should require that the factor be expressed in that cell line. We can demonstrate that

factors that are not expressed are not being used to label footprints indicating that

footprints do not exist over these motifs. Conversely, factors that are expressed have

an over-representation of motifs being labeled (Fig. 5.2). This trend is especially

striking in the top quantile which is significantly higher than the second quantile

(p < 3.616e-09) and even more significantly greater than the bottom quantile (p <

8.381e-16) (Fig. 5.3).
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Figure 5.2: Scatterplot of expression values compared to frequency of TF labels
for multiple cell lines. A) Comparison of the correlation in multiple cell types is
highly similar. B) Comparison of the correlation in two unrelated lymphoblastoid
lines (GM12891 and GM12892) are nearly identical (Pearsons R=0.998).

We can anticipate that footprints for specific factors may cause a significant

change in expression for their targets in a cross cell-type analysis. As shown in

Table 5.3, some factors are enriched for significantly higher expression in a specific

cell-type. We observe potential interactions described in literature, such as STAT1

and IRF1 [25], as well as new cell-type specific regulatory patterns.
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TF GM12892 GM12891 HelaS3 HUVEC NHEK K562 H1 ES
HelaS3 enrichment

Adf-1 1.30e-24 2.22e-32 – 4.27e-12 2.61e-02 3.81e-29 2.97e-14
AP-2 4.40e-15 2.46e-19 – 2.13e-05 3.22e-01 8.70e-14 3.79e-08

Eip74EF 3.34e-07 4.31e-09 – 3.25e-24 2.57e-04 4.32e-05 7.83e-19
ELK4 4.68e-03 3.03e-04 – 3.21e-23 1.18e-05 4.11e-02 3.78e-15

GABPA 1.08e-03 1.50e-04 – 3.65e-12 4.81e-03 1.07e-01 2.10e-12
Mycn 6.87e-07 9.10e-10 – 1.37e-18 1.06e-06 4.09e-11 9.13e-16
Nrf-2 1.08e-03 1.50e-04 – 3.65e-12 4.81e-03 1.07e-01 2.10e-12
Pax4 1.85e-10 9.64e-13 – 1.38e-08 7.61e-03 4.60e-14 1.34e-08
Pax-5 3.23e-08 7.63e-11 – 1.00e-04 8.86e-01 4.05e-12 1.16e-11

RREB1 9.49e-09 8.59e-10 – 9.05e-08 1.73e-01 2.81e-09 1.54e-09
sna 9.90e-13 3.76e-15 – 6.15e-13 7.25e-02 1.17e-12 3.38e-11
SP1 8.79e-14 2.19e-19 – 3.70e-16 1.70e-01 2.96e-12 1.97e-14

GM12892 enrichment
bZIP910 – 1.21e-04 1.84e-01 1.70e-06 4.49e-01 6.23e-02 1.36e-04

IRF1 – 2.48e-03 2.30e-09 2.87e-11 1.72e-07 2.02e-13 8.38e-16
IRF2 – 6.33e-04 6.14e-05 1.14e-06 2.57e-04 8.91e-08 2.00e-08

STAT1 – 1.99e-02 2.25e-07 3.96e-11 5.98e-04 5.05e-11 3.59e-12
GM12891 enrichment

IRF1 9.95e-01 – 2.42e-05 6.10e-07 5.70e-03 1.19e-09 6.05e-08
IRF2 9.59e-01 – 4.27e-04 1.01e-05 4.96e-04 7.77e-06 4.81e-04

STAT1 9.81e-01 – 2.45e-05 5.46e-08 5.99e-03 3.31e-09 2.26e-09
K562 enrichment

Eip74EF 5.92e-06 4.05e-08 2.63e-01 4.53e-24 9.48e-04 – 7.27e-20
ELK4 4.54e-04 6.34e-06 3.10e-01 1.83e-20 1.27e-05 – 1.94e-16

GABPA 1.68e-03 9.29e-05 6.31e-01 9.41e-14 5.51e-03 – 1.14e-11
HSF 3.40e-04 2.69e-04 1.81e-01 4.62e-04 7.99e-04 – 3.77e-02

NR1H2-RXRA 6.83e-02 2.39e-02 6.52e-02 7.54e-06 5.66e-04 – 2.69e-05
Nrf-2 1.68e-03 9.29e-05 6.31e-01 9.41e-14 5.51e-03 – 1.14e-11

HUVEC enrichment
AP-1 9.26e-04 1.60e-04 5.13e-02 – 3.72e-01 2.13e-04 7.29e-06
Fos 9.03e-04 8.33e-05 4.66e-01 – 9.61e-01 2.90e-04 3.89e-09

NHEK enrichment
Adf-1 1.04e-12 1.31e-16 1.19e-05 5.23e-13 – 1.29e-14 3.16e-10
AP-2 4.64e-09 1.11e-12 4.77e-03 2.41e-10 – 1.22e-05 1.77e-04
Fos 1.00e-08 1.45e-09 5.74e-06 4.88e-06 – 6.31e-07 1.80e-10

Mycn 3.95e-03 1.31e-04 6.61e-01 4.00e-10 – 3.34e-04 3.99e-05
Pax4 5.15e-07 8.50e-09 5.58e-03 8.33e-08 – 3.72e-08 4.61e-07
Pax-5 3.27e-07 2.78e-08 2.27e-05 2.99e-11 – 2.53e-07 1.93e-10
sna 2.78e-14 7.73e-15 1.67e-06 2.23e-14 – 2.82e-13 6.61e-09
SP1 1.72e-09 8.32e-12 5.56e-03 1.47e-12 – 1.38e-06 1.90e-06

H1 ES enrichment
Pax4 8.85e-13 6.71e-15 2.24e-04 2.18e-04 1.77e-01 4.21e-13 –

RREB1 1.96e-08 1.52e-10 1.50e-04 2.20e-04 4.72e-02 8.69e-08 –
sna 9.43e-19 4.74e-20 8.10e-03 2.50e-06 8.94e-01 1.97e-13 –

Table 5.3: Factors causing significant difference in expression of their regulated genes
across cell-types. Values indicate p-value of differential gene set expression.
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Figure 5.3: Boxplot of quantiles of expression data for transcription factors (X-axis)
compared to frequency of TF labels (Y-axis). These data represent a discritization
of the points in Figure 5.2.
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5.1.3 Conservation of footprints

It is often assumed (and has been shown in some cases [14]) that functional motifs

will be conserved across species. Because we can identify motifs that are actually

being used in specific cell lines, we looked at a cumulative genomic conservation for

specific factors. The cumulative trend across all footprints is one of general enrich-

ment of conservation around the footprint with a drop of conservation in the 10bp

immediately around the footprint and a return to enrichment within the footprint

(Fig. 5.4a). The general enrichment can be explained by the presence of multiple

functional regions tending to cluster around the given footprint in cis-regulatory

modules or promoter regions.

Because we can label footprints, we can look at conservation profiles for individ-

ual factors rather than at a cumulative level. NFYA shows a very distinct lack of

enrichment immediately up- and down-stream of the footprint (Fig. 5.4b). Inter-

estingly, the factor CTCF, which binds alone and away from promoters, lacks the

general conservation trend and only shows enrichment within the protected motif

(Fig. 5.4c). It has been reported that high-occupancy CTCF sites have high con-

servation at the motif but low conservation in the surrounding sequence [44]. The

drop of conservation immediately adjacent to the footprints suggests a steric hin-

drance of nearby factors allowing for lack-of-selection for those bases. Alternatively,

enrichment for factor-factor interactions could allow for less conservation between

factors.

5.1.4 Colocalization of footprints

We next explored the colocalization of factor binding sites. To do this, we measured

how many times each factor bound in the same DNaseI hypersensitive site as com-

pared to another factor. To correct for factors with very similar motifs, we ignore all

factors which overlap in this comparison. We test for conditional independence in

90



Figure 5.4: Conservation of sequence in and around DNaseI footprints. A) Foot-
prints show a strong conservation with a characteristic dip in conservation around
the footprinted region. B) This dip is very evident for NFYA. C) The conservation
pattern for CTCF footprints shows little conservation in the surrounding regions.
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the factors using the chi-squared test for independence. We then cluster these values

to look for factors which are not acting in an independent fashion (Fig. 5.5).

Figure 5.5: Colocalization of transcription factors. The difference in conditional
and joint probabilities for each transcription factor pair are plotted as a heatmap.
Red represents lack of colocalization and white indicates high colocalization.
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5.1.5 CTCF is associated with an unknown footprint

A majority of the footprints remain unlabeled, even with a loose threshold for motif

matching. This allows for the opportunity to identify the sites for new factors. As

an initial screen for new factors, we can look for motifs that represent interacting

factors by observing over-enrichment for a motif near a known factor. Interestingly,

the CTCF motif seems to be associated with a novel motif approximately 10bp (or

one DNA helical turn) upstream of the motif start. Using the set of footprints

upstream of the CTCF-labeled footprints as input to MEME [5] and YMF [118], we

were able to identify the motif TGKART which is strand specific 5’ of the CTCF

motif.

5.2 Discussion

DNase-seq has given us the resolution to identify actual protein-DNA binding inter-

actions on a whole-genome scale. Our algorithm works best with many sequences,

but can provide a relatively good picture at lower sequencing depths which allows us

to create an annotation for all ENCODE cell lines.

By labeling the footprints with motifs, we can begin to better understand the

effect of actual binding interactions in specific regulatory elements. Unfortunately,

many motifs are of significantly similar structure so we can not discern the exact

binding protein. Because of this we will still need assays such as ChIP-seq to deter-

mine specific binding. However, the labeling of sites may limit the number of regions

in question such that other lower-throughput methods may be able to accurately

label sites.

Finally, even though many of the footprints are labeled at high confidence with

motifs, more than 50% of the sites remain unlabeled. These sites potentially represent

new classes of transcription factors for which no known motif exists. We can explore
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these sites to attempt to find new factor interactions.

94



6

Conclusions and Discussion

The discovery and characterization of noncoding functional elements in genomes is

paramount to understanding the complexities of gene expression in different bio-

logical systems. The development of higher throughput sequencing platforms by

Illumina (formerly Solexa) and Roche (454 Life Sciences), as well as the availability

of genome-wide tiled genomic microarrays by NimbleGen, has allowed us to explore

these elements by creating the first genome-wide map of DNaseI HS sites in human

cells [16].

In the analysis of these data, we have developed a better understanding of how to

process high-throughput sequencing data. Certain artifacts appear in the processing

of data that should be removed before any further analysis is performed. In fact, these

artifacts can be used to determine if there were any problems in the preparation stages

of a sample. We have condensed all of the processing of data into a comprehensive

pipeline that now requires minimal user intervention from the initial step of receiving

data to the final step of peak calling.

Our peak calling program, F-seq [18], has been shown to be a reliable algorithm

to delineate regions of enrichment. In comparison to other peak calling algorithms,
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it has been shown to be robust and consistent. Our algorithm also allows for the

generation of a continuous signal estimation from raw data which most other algo-

rithms do not allow. We have developed a method of generating p-values for our

peak calls which seem robust compared to previous cut-offs determined from ROC

score analysis.

We were able to use this algorithm to generate the first genome-wide map of open

chromatin that utilized both sequence and microarray data [16]. This mapping is the

most comprehensive to date and is comparable to the maps that we are currently

generating at higher sequencing depths. We extended the use of sequencing and

microarrays by orders of magnitude over previous studies [35, 33, 34, 105, 104, 106].

We were also able to demonstrate that microarrays, sequencing, and qPCR produced

highly correlated results.

The comprehensiveness of our DNaseI hypersensitive site map allowed us to see

associations with transcription start sites and sites of RNA PolII binding that had

been previously undescribed. We also observed different histone modifications around

hypersensitive sites based on their degree of hypersensitivity, relation to transcrip-

tional start, and expression level of nearby genes. Finally, we observed that the reso-

lution of DNase-seq was such that we can identify sequence preferences for DNase to

cut in the minor groove by observing an oscillation pattern in the sequencing data.

We have shown that the resolution of DNase-seq is also of sufficient quality to

discern actual binding interactions of proteins with the DNA. While this ability has

been previously shown in yeast [58], we performed this footprinting with significantly

lower sequencing depth and for the first time in Humans. This property allows us

to begin to label open chromatin sites with which regulatory factors are interacting.

This may prove to be a replacement for ChIP-seq assays, especially for proteins for

which there are no sufficient antibodies.

Interestingly, many of the footprints discovered do not have a motif which matches
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any in databases. We demonstrate an instance of this with CTCF where a new

motif was discovered 5’ of the known motif. As we discover previously unidentified

footprints, it becomes a difficult problem to identify what is binding to the DNA. In

the future, we may be able to query specific in-vivo sites for protein content. These

footprints provide an obvious starting place for these types of assays.

As we continue to map DNaseI hypersensitive sites in various human cell lines,

we will undoubtedly discover more unexpected phenomena such as those described

above. The detailed map of regulation in different cell types will allow inference of

complex regulatory functions that may assist the field of Systems Biology. As we

begin to map actual regulatory sites, the need for computational inference of binding

based on expression or motifs begins to wane. Ideally, as the mapping of footprints

improves, we will no longer need to consider these methods.
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