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Abstract

Recently there has been increasing interest in developing generative models of data, offering

the promise of learning based on the often vast quantity of unlabeled data. With such

learning, one typically seeks to build rich, hierarchical probabilistic models that are able to

fit to the distribution of complex real data, and are also capable of realistic data synthesis.

In this dissertation, novel models and learning algorithms are proposed for deep generative

models. This disseration consists of three main parts.

The first part developed a deep generative model joint analysis of images and associated

labels or captions. The model is efficiently learned using variational autoencoder. A

multilayered (deep) convolutional dictionary representation is employed as a decoder of the

latent image features. Stochastic unpooling is employed to link consecutive layers in the

image model, yielding top-down image generation. A deep Convolutional Neural Network

(CNN) is used as an image encoder; the CNN is used to approximate a distribution for the

latent DGDN features/code. The latent code is also linked to generative models for labels

(Bayesian support vector machine) or captions (recurrent neural network). When predicting

a label/caption for a new image at test, averaging is performed across the distribution of

latent codes; this is computationally efficient as a consequence of the learned CNN-based

encoder. Since the framework is capable of modeling the image in the presence/absence of

associated labels/captions, a new semi-supervised setting is manifested for CNN learning

with images; the framework even allows unsupervised CNN learning, based on images

alone. Excellent results are obtained on several benchmark datasets, including ImageNet,
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demonstrating that the proposed model achieves results that are highly competitive with

similarly sized convolutional neural networks.

The second part developed a new method for learning variational autoencoders (VAEs),

based on Stein variational gradient descent. A key advantage of this approach is that one

need not make parametric assumptions about the form of the encoder distribution. Perfor-

mance is further enhanced by integrating the proposed encoder with importance sampling.

Excellent performance is demonstrated across multiple unsupervised and semi-supervised

problems, including semi-supervised analysis of the ImageNet data, demonstrating the

scalability of the model to large datasets.

The third part developed a new form of variational autoencoder, in which the joint

distribution of data and codes is considered in two (symmetric) forms: (i) from observed

data fed through the encoder to yield codes, and (ii) from latent codes drawn from a simple

prior and propagated through the decoder to manifest data. Lower bounds are learned

for marginal log-likelihood fits observed data and latent codes. When learning with the

variational bound, one seeks to minimize the symmetric Kullback-Leibler divergence of

joint density functions from (i) and (ii), while simultaneously seeking to maximize the

two marginal log-likelihoods. To facilitate learning, a new form of adversarial training

is developed. An extensive set of experiments is performed, in which we demonstrate

state-of-the-art data reconstruction and generation on several image benchmark datasets.
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1

Introduction

Convolutional neural networks (CNN) (LeCun et al., 1989) are effective tools for image and

video analysis (Chatfield et al., 2014; Krizhevsky et al., 2012; Mnih et al., 2013; Sermanet

et al., 2013). The CNN is characterized by feedforward (bottom-up) sequential application

of convolutional filterbanks, pointwise nonlinear functions (e.g., sigmoid or hyperbolic

tangent), and pooling. Most CNNs trained in a supervised manner Krizhevsky et al. (2012);

Simonyan and Zisserman (2015); Szegedy et al. (2015), which is typically implemented via

a fully-connected layer at the top of the deep architecture, usually with a softmax classifier

(Krizhevsky et al., 2012). In addition to being used in image classifiers, image features

learned by a CNN have been used to develop models for image captions (Vinyals et al.,

2015; Xu et al., 2016; Wu et al., 2016).

While large sets of labeled and captioned images have been assembled, in practice

one typically encounters far more images without labels or captions. To leverage the vast

quantity of these latter images (and to tune a model to the specific unlabeled/uncaptioned

images of interest at test), semi-supervised learning of image features is of interest. To

account for unlabeled/uncaptioned images, there has been increasing interest in developing

generative models of images, offering the promise of learning based on the often vast
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quantity of unlabeled data. With such learning, one typically seeks to build rich, hierarchical

probabilistic models that are able to fit to the distribution of complex real data, and are also

capable of realistic data synthesis.

Generative models are often characterized by latent variables (codes), and the variabil-

ity in the codes encompasses the variation in the data Pu et al. (2015). The generative

adversarial network (GAN) (Goodfellow et al., 2014) employs a generative model in which

the code is drawn from a simple distribution (e.g., isotropic Gaussian), and then the code

is fed through a sophisticated deep neural network (decoder) to manifest the data. In the

context of data synthesis, GANs have shown tremendous capabilities in generating realistic,

sharp images from models that learn to mimic the structure of real data (Goodfellow et al.,

2014; Chen et al., 2016c; Radford et al., 2016). The quality of GAN-generated images has

been evaluated by somewhat ad hoc metrics like inception score pSalimans et al. (2016).

However, the original GAN formulation does not allow inference of the underlying code,

given observed data. This makes it difficult to quantify the quality of the generative model,

as it is not possible to compute the quality of model fit to data. To provide a principled

quantitative analysis of model fit, not only should the generative model synthesize realistic-

looking data, one also desires the ability to infer the latent code given data (using an

encoder). Recent GAN extensions (Dumoulin et al., 2017; Donahue et al., 2017) have

sought to address this limitation by learning an inverse mapping (encoder) to project data

into the latent space, achieving encouraging results on semi-supervised learning. However,

these methods still fail to obtain faithful reproductions of the input data, partly due to

model underfitting when learning from a fully adversarial objective (Dumoulin et al., 2017;

Donahue et al., 2017).

Variational autoencoders (VAEs) is another powerful framework for learning deep

generative models. The VAE encodes input data to a distribution of codes (latent features).

Further, the VAE decoder is a generative model, specifying a probabilistic representation of

the data via a likelihood function, allowing consideration of an arbitrary distribution for
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representation of the data (e.g., logistic for binary data, Poisson for count data, and Gaussian

for real-valued data). Another advantage of the VAE is that it yields efficient estimation

of the often intractable latent-feature posterior via a recognition network (Kingma and

Welling, 2014; Mnih and Gregor, 2014), manifesting fast stochastic encoding. Additionally,

when given labels on a subset of data, a classifier may be associated with the latent features,

allowing for semi-supervised learning Kingma et al. (2014); Pu et al. (2016b). Further, the

latent features (codes) may be associated with state-of-the-art natural-language-processing

models, such as the Long Short-Term Memory (LSTM) network, for semi-supervised

learning of text captions from an image (Pu et al., 2016b).

VAEs are typically trained by maximizing a variational lower bound of the data log-

likelihood (Chen et al., 2018b; Kingma et al., 2016; Kingma and Welling, 2014; Kingma

et al., 2014; Mnih and Gregor, 2014; Pu et al., 2015, 2016b). To compute the variational

expression, one must be able to explicitly evaluate the associated distribution of latent fea-

tures, i.e., the stochastic encoder must have an explicit analytic form. This requirement has

motivated design of encoders in which a neural network maps input data to the parameters

of a simple distribution, e.g., Gaussian distributions have been widely utilized (Burda et al.,

2016; Kingma and Welling, 2014; Rezende et al., 2014).

The Gaussian assumption may be too restrictive in some cases Rezende et al. (2015).

Consequently, recent work has considered normalizing flows Rezende et al. (2015), in

which random variables from (for example) a Gaussian distribution are fed through a series

of nonlinear functions to increase the complexity and representational power of the encoder.

However, because of the need to explicitly evaluate the distribution within the variational

expression used when learning, these nonlinear functions must be relatively simple, e.g.,

planar flows. Further, one may require many layers to achieve the desired representational

power.

Another limitation of VAEs is that new images synthesized by VAEs tend to be unspecific

and/or blurry, with relatively low resolution. These limitations of VAEs are becoming
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increasingly understood. Specifically, the traditional VAE seeks to maximize a lower bound

on the log-likelihood of the generative model, and therefore VAEs inherit the limitations

of maximum-likelihood (ML) learning Arjovsky and Bottou (2017). Specifically, in ML-

based learning one optimizes the (one-way) Kullback-Leibler (KL) divergence between the

distribution of the underlying data and the distribution of the model; such learning does

not penalize a model that is capable of generating data that are different from that used for

training.

In the following, we will first provide a brief review of VAEs and its limitation in

Chapter 2. The rest of This dissertation is orginized as following. In Chapter 3, we

proposed a deep generative model is representation and analysis of images, based on a

hierarchical convolutional dictionary-learning framework and stochastic unpooling. We

then address one of the limitations of VAEs by removing the parametric assumptions about

the form of the encoder distribution based on Stein variational gradient descent (Liu and

Wang, 2016) in Chapter 4. In Chapter 5, a new form of variational autoencoder (VAE) is

developed (Pu et al., 2017a), which one can compute and assess the log-likelihood fit to real

(observed) data, while also being capable of generating synthetic samples of high realism.
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2

Variational Autoencoders and Their Limitations

Consider an observed data sample x, modeled as being drawn from pθ(x|z), with model

parameters θ and latent code z. The prior distribution on the code is denoted p(z), typically

a distribution that is easy to draw from, such as isotropic Gaussian. The posterior distribution

on the code given data x is pθ(z|x), and since this is typically intractable, it is approximated

as qφ(z|x), parameterized by learned parameters φ. Conditional distributions qφ(z|x)

and pθ(x|z) are typically designed such that they are easily sampled and, for flexibility,

modeled in terms of neural networks (Kingma and Welling, 2014). Since z is a latent

code for x, qφ(z|x) is also termed a stochastic encoder, with pθ(x|z) a corresponding

stochastic decoder. The observed data are assumed drawn from q(x), for which we do not

have a explicit form, but from which we have samples, i.e., the ensemble {xi}i=1,N used

for learning.

Our goal is to learn the model pθ(x) =
∫
pθ(x|z)p(z)dz such that it synthesizes

samples that are well matched to those drawn from q(x). We simultaneously seek to learn

a corresponding encoder qφ(z|x) that is both accurate and efficient to implement. Samples

x are synthesized via x ∼ pθ(x|z) with z ∼ p(z); z ∼ qφ(z|x) provides an efficient

coding of observed x, that may be used for other purposes (e.g., classification or caption
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generation when x is an image Pu et al. (2016b)). Maximum likelihood (ML) learning of θ

based on direct evaluation of pθ(x) is typically intractable.

The VAE (Kingma and Welling, 2014; Rezende et al., 2014) seeks to bound pθ(x) by

maximizing variational expression LVAE(θ,φ), with respect to parameters {θ,φ}, where

LVAE(θ,φ) = Eqφ(x,z) log

[
pθ(x, z)

qφ(z|x)

]
(2.1)

= Eq(x)[log pθ(x)− KL(qφ(z|x)‖pθ(z|x))] (2.2)

= −KL(qφ(x, z)‖pθ(x, z)) + const , (2.3)

with expectations Eqφ(x,z) and Eq(x) performed approximately via sampling. Specifically,

to evaluate Eqφ(x,z) we draw a finite set of samples zi ∼ qφ(zi|xi), with xi ∼ q(x)

denoting the observed data, and for Eq(x), we directly use observed data xi ∼ q(x). When

learning {θ,φ}, the expectation using samples from zi ∼ qφ(zi|xi) is implemented via

the “reparametrization trick” (Kingma and Welling, 2014).

Maximizing LVAE(θ,φ) wrt {θ,φ} provides a lower bound on 1
N

∑N
i=1 log pθ(xi),

hence the VAE setup is an approximation to ML learning of θ. Learning θ based on

1
N

∑N
i=1 log pθ(xi) is equivalent to learning θ based on minimizing KL(q(x)‖pθ(x)), again

implemented in terms of the N observed samples of q(x).

To evaluate the variational expression in (2.2), we require the ability to sample efficiently

from qφ(z|x), to approximate the expectation. We also require a closed form for this

encoder, to evaluate log[p(x|z;θ)p(z)/q(z|x;φ)]. The need for a closed form expression

for q(z|x;φ) has motivated simple forms like a Gaussian distribution Kingma and Welling

(2014), and normalizing flows Rezende et al. (2015) has also been considered to yield more

sophisticated forms.

As discussed in Arjovsky and Bottou (2017), such learning does not penalize θ severely

for yielding x of relatively high probability in pθ(x) while being simultaneously of low

probability in q(x). This means that θ seeks to match pθ(x) to the properties of the

observed data samples, but pθ(x) may also have high probability of generating samples
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that do not look like data drawn from q(x). This is a fundamental limitation of ML-based

learning Arjovsky and Bottou (2017), inherited by the traditional VAE in (2.2).

One reason for the failing of ML-based learning of θ is that the cumulative posterior

on latent codes
∫
pθ(z|x)q(x)dx ≈

∫
qφ(z|x)q(x)dx = qφ(z) is typically different from

p(z), which implies that x ∼ pθ(x|z), with z ∼ p(z) may yield samples x that are

different from those generated from q(x). Hence, when learning {θ,φ} one may seek to

match pθ(x) to samples of q(x), as done in (2.2), while simultaneously matching qφ(z) to

samples of p(z). The expression in (2.2) provides a variational bound for matching pθ(x)

to samples of q(x), thus one may naively think to simultaneously set a similar variational

expression for qφ(z), with these two variational expressions optimized jointly. However,

to compute this additional variational expression we require an analytic expression for

qφ(x, z) = qφ(z|x)q(x), which also means we need an analytic expression for q(x), which

we do not have.

Examining (2.3), we also note that LVAE(θ,φ) approximates−KL(qφ(x, z)‖pθ(x, z)),

which has limitations aligned with those discussed above for ML-based learning of θ. Anal-

ogous to the above discussion, we would also like to consider −KL(pθ(x, z)‖qφ(x, z)).

So motivated, in Section 5.2 we develop a new form of variational lower bound, appli-

cable to maximizing 1
N

∑N
i=1 log pθ(xi) and 1

M

∑M
j=1 log qφ(zj), where zj ∼ p(z) is the

j-th of M samples from p(z). We demonstrate that this new framework leverages both

KL(pθ(x, z)‖qφ(x, z)) and KL(qφ(x, z)‖pθ(x, z)), by extending ideas from adversarial

networks.
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3

Deep Generative Model of Images, Labels and Text

3.1 Introduction

Dictionary learning (Mairal et al., 2008; Zhang and Li, 2010; Zhou et al., 2012b) is based

on a set of image patches, which imposes sparsity constraints on the dictionary weights with

which the data are represented. For image analysis/processing tasks, rather than using a

patch-based model, there has been recent interest in deconvolutional networks (DN) (Chen

et al., 2011, 2013; Ciresan et al., 2012; Zeiler et al., 2010). In a DN one uses dictionary

learning on an entire image (as opposed to the patches of an image), and each dictionary

element is convolved with a sparse set of weights that exist across the entire image. Such

models are termed “deconvolutional” because, given a learned dictionary, the features at

test are found through deconvolution. One may build deep deconvolutional models, which

typically employ a pooling step like the CNN (Chen et al., 2011, 2013). The convolutional

filterbank of the CNN is replaced in the DN by a library of convolutional dictionaries.

In this chapter we develop a new deep generative model for images, based on convolu-

tional dictionary learning. At test, after the dictionary elements are learned, deconvolutional

inference is employed, like in the aforementioned DN research. The proposed method is
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related to Chen et al. (2011, 2013), but a complete top-down generative model is developed,

with stochastic unpooling connecting model layers (this is distinct from almost all other

models, which employ bottom-up pooling). Chen et al. (2011, 2013) trained each layer

separately, sequentially, with no final coupling of the overall model (significantly under-

mining classification performance). Further, in Chen et al. (2011, 2013) Bayesian posterior

inference was approximated for all model parameters (e.g., via Gibbs sampling), which

scales poorly. Here we employ Monte Carlo expectation maximization (MCEM) (Wei and

Tanner, 1990), with a point estimate learned for the dictionary elements and the parameters

of the classifier, allowing learning on large-scale data and fast testing.

Forms of stochastic pooling have been applied previously (Lee et al., 2009; Zeiler and

Fergus, 2013). Lee et al. (2009) defined stochastic pooling in the context of an energy-

based Boltzmann machine, and Zeiler and Fergus (2013) proposed stochastic pooling as

a regularization technique. Here unpooling is employed, yielding a top-down generative

process.

To impose supervision, we employ the Bayesian support vector machine (SVM) (Polson

and Scott, 2011), which has been used for supervised dictionary learning (Henao et al.,

2014) (but not previously for deep learning). The proposed generative model is amenable

to Bayesian analysis, and here the Bayesian SVM is learned simultaneously with the deep

model. The models in Donahue et al. (2014); He et al. (2014); Zeiler and Fergus (2014)

do not train the SVM jointly, as we do – instead, the SVM is trained separately using the

learned CNN features (with CNN supervised learning implemented via softmax).

This chapter makes several contributions: (i) A new deep model is developed for images,

based on convolutional dictionary learning; this model is a generative form of the earlier

DN. (ii) A new stochastic unpooling method is proposed, linking consecutive layers of

the deep model. (iii) An SVM is integrated with the top layer of the model, enabling

max-margin supervision during training. (iv) The algorithm is implemented on a GPU, for

large-scale learning and fast testing; we demonstrate state-of-the-art classification results on
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several benchmark datasets, and demonstrate scalability through analysis of the ImageNet

dataset.

3.2 Unsupervised Deep Deconvolutional Model

3.2.1 Single layer convolutional dictionary learning

Consider N images {X(n)}Nn=1, with X(n) ∈ RNx×Ny×Nc , where Nx and Ny represent the

number of pixels in each spatial dimension; Nc denotes the number of color bands in the

image, with Nc = 1 for gray-scale images and Nc = 3 for RGB images. The motivation

for the proposed model is elucidated by first considering optimization-based dictionary

learning. Specifically, consider the optimization problem (Mairal et al., 2008; Zhang and

Li, 2010)

{D̂(k), Ŝ(n,k)} = argmin

{
N∑
n=1

∥∥∥X(n) −∑K
k=1 D(k) ∗ S(n,k)

∥∥∥2
F

+λ1

K∑
k=1

‖D(k)‖2F + λ2

N∑
n=1

K∑
k=1

‖S(n,k)‖1
}

(3.1)

where ∗ is the 2D (spatial) convolution operator, and S(n,k) ∈ R(Nx−nx+1)×(Ny−ny+1) rep-

resents the spatially-dependent activation weights for dictionary k, image n. The kth

dictionary element D(k) ∈ Rnx×ny×Nc , and typically nx � Nx, ny � Ny. Each D(k) is

composed of Nc “layers,” corresponding to the Nc colors in the image, with each layer of

D(k) a nx×ny image; D(k) represents how the Nc colors in the kth dictionary element vary

over its nx × ny spatial support. In (3.1), each layer of D(k) is spatially convolved with

S(n,k), and after summing over the K dictionary elements, an approximation is manifested

for each of the Nc layers of X(n).

The form of (3.1) is as in Mairal et al. (2008), with the `1 norm on S(n,k) imposing

sparsity, and the Frobenius norm on D(k) (`2 in Mairal et al. (2008)) imposing an expected-
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energy constraint on each dictionary element. In Mairal et al. (2008) convolution is not

used, but otherwise the model is identical, and the computational methods developed in

Mairal et al. (2008) may be applied.

The form of (3.1) motivates the following generative model:

X(n) =
K∑
k=1

D(k) ∗ S(n,k) + E(n), (3.2)

S
(n,k)
i,j ∼ Laplace(0, b), E(n) ∼ N (0, γ−1e I) (3.3)

D(k) ∼ N (0, I) (3.4)

where S(n,k)
i,j represents component (i, j) of S(n,k), and Laplace(0, b) = 1

2b
exp(−|S|/b).

We have “unwrapped” the Nc layers of E(n) and D(k) to represent each as a vector, from

the standpoint of the distributions from which they are drawn in (3.3) and (3.4), and I is an

appropriately sized identity matrix. A maximum a posterior (MAP) solution for {D(k)}

and {S(n,k)}, in the context of the model in (3.2)-(3.4), corresponds to the optimization

problem in (3.1). The hyperparameters γe and b play roles analogous to λ1 and λ2.

The sparsity of S(n,k) manifested in (3.1) is a consequence of the geometry imposed by

the `1 operator; the MAP solution is sparse, but with probability one, any draw from the

Laplace prior on S(n,k) is not sparse (Cevher, 2009). To impose sparsity on S(n,k) within

the generative process, we may consider the spike-slab (Ishwaran and Rao, 2005) prior:

S
(n,k)
i,j ∼ [z

(n,k)
i,j N (0, γ−1s ) + (1− z(n,k)i,j )δ0],

z
(n,k)
i,j ∼ Bernoulli(π(n,k)), π(n,k) ∼ Beta(a0, b0) (3.5)

where z(n,k)i,j ∈ {0, 1}, δ0 is a unit point measure concentrated at zero, and (a0, b0) are

set to encourage that most π(n,k) are small (Paisley and Carin, 2009), i.e., a0 = 1/K and

b0 = 1− 1/K. For parameters γe and γs we may impose priors γs ∼ Gamma(as, bs) and

γe ∼ Gamma(ae, be), with hyperparameters as = bs = ae = be = 10−6 to impose diffuse

priors (Tipping, 2001).
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Below we extend the model in (3.2)-(3.4) to a multi-layered (deep) architecture, and

generalize the manner in which explicit sparsity is imposed on activation weights S(n,k).

3.2.2 Deep Convolutional Model with Unpooling

The model in (3.2) is motivated by the idea that each X(n) may be represented in terms of

convolutional dictionary elements D(k); each X(n) and D(k) is composed of Nc spatially-

dependent layers. In the proposed deep model, we are similarly motivated by the idea

that the feature map S(n,k) is a two-dimensional “image,” and S(n,k) may be viewed as

“layer” k in aK-layer set of images {S(n,k)}k=1,K . In (3.2)-(3.4) we imposed a convolutional

dictionary representation on theNc layers of X(n). We now similarly impose a convolutional

dictionary representation on the K layers {S(n,k)}k=1,K , in terms of distinct dictionary

elements.

Let S(n) ∈ R(Nx−nx+1)×(Ny−ny+1)×K be composed by “stacking” the K activation maps

S(n,k), for k = 1, . . . , K; the K layers of S(n) are analogous to the Nc layers of X(n).

Further, let X(n,2) ∈ R(Nx−nx+1)/px×(Ny−ny+1)/py×K represent a pooled version of S(n),

where each pooling block is of size px and py in the respective two dimensions; it is

assumed that (Nx − nx + 1)/px and (Ny − ny + 1)/py are integers.

We represent X(n,2) in terms of a convolution of layer-two dictionary elements, and

then X(n,2) is stochastically unpooled to manifest S(n). Specifically, for a two-layer model,

we impose

X(n,2) =

K2∑
k2=1

D(k2,2) ∗ S(n,k2,2) (3.6)

S(n) ∼ unpool(X(n,2)) (3.7)

X(n) =
K∑
k=1

D(k) ∗ S(n,k) + E(n) (3.8)

Activation map S(n,k) corresponds to layer k of S(n); S(n,k) is connected to layer k of X(n,2)
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via the stochastic unpooling operation unpool(·), detailed in Section 3.2.3.

As the image X(n) is represented in terms of a convolution of dictionary elements

D(k), so too is X(n,2), with X(n,2) represented in terms of convolutions with layer-two

dictionary elements D(k2,2) ∈ Rn
(2)
x ×n

(2)
y ×K ; S(n,k2,2) is a two-dimensional activation map

for dictionary element k2 at layer-two of the model. The prior on D(k2,2) is as in (3.4),

and the prior on E(n) is unchanged. The model in (3.8) for X(n) is as in (3.2), but now

the activation weights S(n,k) are defined by the convolutional dictionary representation and

unpooling operation in (3.6) and (3.7), respectively.

Extending the construction in (3.6)-(3.8) to an L-layer model, we have

X(n,L) =

KL∑
kL=1

D(kL,L) ∗ S(n,kL,L) (3.9)

S(n,L−1) ∼ unpool(X(n,L)) (3.10)

X(n,L−1) =

KL−1∑
kL−1=1

D(kL−1,L−1) ∗ S(n,kL−1,L−1) (3.11)

·

·

·

X(n,2) =

K2∑
k2=1

D(k2,2) ∗ S(n,k2,2) (3.12)

S(n,1) ∼ unpool(X(n,2)) (3.13)

X(n) =

K1∑
k1=1

D(k1,1) ∗ S(n,k1,1) + E(n) (3.14)

After learning is performed, the dictionary elements associated with the L layers,

{D(k1,1)},. . . ,{D(kL,L)}, are assumed known. Given the dictionary elements at all layers,

the generative process of a given image proceeds as follows. The layer-L dictionary
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activations {S(n,kL,L)} are first constituted, from which X(n,L) is defined deterministically

via convolutions with {D(kL,L)}. The unpooling process (detailed in Section 3.2.3) is

stochastic, from which S(n,L−1) is constituted; from S(n,L−1) the X(n,L−1) is then defined

deterministically via convolutions with {D(kL−1,L−1)}. This process of convolutions and

stochastic unpooling is repeated until arriving at layer 1 (bottom layer), where the residual

E(n) is also added, to constitute the data X(n). Apart from the stochastic unpooling, and

addition of the stochastic E(n) at the bottom layer, data X(n) is determined entirely by the

top-layer activations {S(n,kL,L)}, which will be utilized in Section 3.2.4 to also characterize

other aspects of the data (labels, tags and captions).

Via the unpooling process, the spatial extent of S(n,l) is pxpy-times smaller than that of

the layer below, S(n,l−1); for notational simplicity, we here assume the size of the pooling

blocks (px × py) is the same at each of the L layers, although this is not necessary when

implementing the model. The top-layer activations {S(n,kL,L)}, which will be used as

features of X(n), are (pxpy)
L−1 times smaller in dimension then the number of pixels

(or voxels) in X(n). When performing testing on a new image, the top-layer activations

are inferred (discussed in Section 3.4), and this effective deconvolution is why this is

termed a deconvolutional model, although its details differ significantly from previous

deconvolutional image models (Chen et al., 2011, 2013; Ciresan et al., 2012; Zeiler et al.,

2010).

3.2.3 Stochastic Unpooling

Tensor X(n,l+1) represents a pooled version of S(n,l). Let X(n,kl,l+1) represent layer kl

of X(n,l+1), and S(n,kl,l) represent layer kl of S(n,l), where kl ∈ {1, . . . , Kl}. The two-

dimensional S(n,kl,l) is partitioned into contiguous spatial pooling blocks, each pooling

block of dimension px × py. By construction, the pxpy elements in each pooling block of

S(n,kl,l) are all-zeros except one non-zero element, with the non-zero element corresponding

to an element of X(n,kl,l+1). Specifically, element (i, j) of X(n,kl,l+1), denoted X(n,kl,l+1)
i,j , is
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FIGURE 3.1: Demonstration of the stochastic unpooling; one 2× 2 pooling block is depicted.

mapped to pooling block (i, j) in S(n,kl,l), denoted S
(n,kl,l)
i,j ; see Figure 3.1.

Let z(n,kl,l)i,j ∈ {0, 1}pxpy be a vector of pxpy − 1 zeros, and a single one; the location

of the non-zero element of z(n,kl,l)i,j identifies the location of the single non-zero element

of pooling block S
(n,kl,l)
i,j , which is set as X(n,kl,l+1)

i,j . The function unpool(·) is a stochastic

operation that defines z(n,kl,l)i,j , and hence the way X(n,kl,l+1) is unpooled to constitute the

sparse S(n,kl,l). We impose

z
(n,kl,l)
i,j ∼ Mult(1,θ(n,kl,l)) (3.15)

θ(n,kl,l) ∼ Dir(1/(pxpy)) (3.16)

where Dir(·) denotes the symmetric Dirichlet distribution; the Dirichlet distribution has a

set of parameters, and here they are all equal to the value indicated in Dir(·).

The stochastic unpooling operation has connections to the spike-slab prior introduced

in (3.5). Specifically, each pooling block is composed of all zeros, except a single non-zero

element (therefore imposing explicit sparsity like the spike-slab prior). In the spike-slab

prior of (3.5) the non-zero values are drawn from a Gaussian distribution, while in the

stochastic unpooling model the non-zero value is associated with the pooled activation map

at the layer above.

We note an implementation detail that has been found useful in experiments. In (3.16),

the unpooling was performed such that each pooling block in S(n,kl,l) has a single non-zero

element, with the non-zero element defined in X(n,kl,l+1). The unpooling for block (i, j)

was specified by the pxpy-dimensional vector z(n,kl,l)i,j of pxpy − 1 zeros and a single one.
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In our slightly modified implementation, we have considered a (pxpy + 1)-dimensional

z
(n,kl,l)
i,j , which has pxpy zeros and a single one, and θ(n,kl,l) is also pxpy + 1 dimensional.

If the single one in z(n,kl,l)i,j is located among the first pxpy elements of z(n,kl,l)i,j , then the

location of this non-zero element identifies the location of the single non-zero element

in the (i, j) pooling block, as before. However, if the non-zero element of z(n,kl,l)i,j is in

position pxpy + 1, then all elements of pooling block (i, j) are set to zero. This imposes

further sparsity on the feature maps and, as demonstrated in the Appendix, it yields a model

in which the elements of the feature map that are relatively small are encouraged to be zero.

This encouraging of small activations to be mapped to zero imposes further sparsity on

the activation weights, and has been found to yield slightly better performance (e.g., in the

classification model discussed in Section 3.3.1).

3.2.4 Model for Top-Layer Features

To complete the model, we require a prior for {S(n,kL,L)}, the top-layer activation weights.

As discussed Section 3.3.3, when seeking to interpret the meaning of the learned dictionary

elements, it is desirable to use a construction like the spike-slab prior of (3.5) for the

elements of {S(n,kL,L)}. However, for the classification and caption tasks detailed in

Sections 3.3.1 and 3.3.2, respectively, an even simpler model for these weights is employed:

each top-layer activation weight is drawn i.i.d. from a zero-mean Gaussian distribution,

with a gamma prior placed on the precision of the Gaussian distribution.

3.3 Leveraging Top-Layer Features

In Section 3.2 we have developed a model for images, in which the top-down generative

process starts with the layer-L activation weights {S(n,kL,L)}. The {S(n,kL,L)} may also be

used in a top-down manner to leverage available image labels, captions, and word tags. This

affords the opportunity to jointly learn the image model in the context of such auxiliary data.

Such a jointly learned model may be used subsequently to assign labels to new unlabeled
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images, assign captions to images that originally were uncaptioned, and to associate words

(tags) with images that originally had no tags. Additionally, given a corpus of images, by

performing clustering on the top-layer features {S(n,kL,L)}, we may jointly cluster and learn

features. The leveraging of labels and captions are discussed in Sections 3.3.1 and 3.3.2,

respectively.

3.3.1 Supervision via Bayesian SVMs

Assume a label `n ∈ {1, . . . , C} is associated with each of theN images, so that the training

set may be denoted {(X(n), `n)}Nn=1. We wish to learn a classifier that maps the top-layer

dictionary weights {S(n,kl,L)} to an associated label `n. The {S(n,kl,L)} are “unfolded” into

the vector sn. We desire the classifier mapping sn → `n and our goal is to learn the

dictionary and classifier jointly.

We design C one-versus-all binary SVM classifiers. For classifier ` ∈ {1, . . . , C}, the

problem may be posed as training with {sn, y(`)n }Nn=1, with y(`)n ∈ {−1, 1}. If `n = ` then

y
(`)
n = 1, and y(`)n = −1 otherwise. For notational simplicity, we omit the superscript (`)

for the remainder of the section, and consider the Bayesian SVM for one of the binary

learning tasks, with labeled data {sn, yn}Nn=1. In practice, C such binary classifiers are

learned jointly, and the value of yn ∈ {1,−1} depends on which one-versus-all classifier is

being specified.

Given a feature vector s, the goal of the SVM is to find an f(s) that minimizes the

objective function

γ
∑N

n=1 max(1− ynf(sn), 0) +R(f(s)), (3.17)

where max(1− ynf(sn), 0) is the hinge loss, R(f(s)) is a regularization term that controls

the complexity of f(s), and γ is a tuning parameter controlling the trade-off between error

penalization and the complexity of the classification function. The decision boundary is

defined as {s : f(s) = 0} and sign(f(s)) is the decision rule, classifying s as either −1 or

1 (Vapnik, 1995).
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Recently, Polson and Scott (2011) showed that for the linear classifier f(s) = βTs,

minimizing (3.17) is equivalent to estimating the mode of the pseudo-posterior of β

p(β|S,y, γ) ∝∏N
n=1 L(yn|sn,β, γ)p(β|·) , (3.18)

where y = [y1 . . . yN ]T , S = [s1 . . . sN ], L(yn|sn,β, γ) is the pseudo-likelihood function,

and p(β|·) is the prior distribution for the vector of coefficients β. Choosing β to maximize

the log of (3.18) corresponds to (3.17), where the prior is associated with R(f(s)). Polson

and Scott (2011) showed that L(yn|sn,β, γ) admits a location-scale mixture of normals

representation by introducing latent variables λn, such that

L(yn|sn,β, γ) = exp−2γmax(1− ynβTsn, 0) (3.19)

=

∫ ∞
0

√
γ√

2πλn
exp

(
−(1 + λn − ynβTsn)2

2γ−1λn

)
dλn. (3.20)

Note that (3.20) is a mixture of Gaussian distributions wrt random variable ynβTsn,

where the mixture is formed with respect to λn, which controls the mean and variance of

the Gaussians. As described in Polson and Scott (2011), this encourages data augmentation

for variable λn (λn is treated as a new random variable), which permits efficient Bayesian

inference (see Polson and Scott (2011); Henao et al. (2014) for details). The expression

in (3.20) is a pseudo-likelihood function because
∑

yn∈{−1,1} L(yn|sn,β, γ) 6= 1; the

likelihood is wrt the real ynβTsn, not the binary yn. Nevertheless, proper Bayesian

inference is still manifested wrt β and γ Polson and Scott (2011); Henao et al. (2014).

One of the benefits of a Bayesian formulation for SVMs is that we can flexibly specify

the behavior of β while being able to adaptively regularize it by specifying a prior p(γ) as

well. We impose shrinkage (near sparsity) (Polson and Scott, 2010) on β using the Laplace

distribution; letting βi denote ith element of β, we impose

βi ∼ N (0, ωi), ωi ∼ Exp(κ), κ ∼ Gamma(aκ, bκ), (3.21)

and similar to κ and λn, a diffuse Gamma prior is imposed on γ.
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For the generative process of the overall model, activation weights sn are drawn at layer

L, as discussed in Section 3.2.4. These weights then go in two directions: (i) into the top

layer of the deep generative model of the image, as described in Section 3.2.2; and (ii) into

the C-class SVM, from which the class label is manifested. Specifically, each SVM learns

a linear function of {β>` s}C`=1, and for a given data s, its class label is defined by Yang et al.

(2009):

`n = argmax
`

β>` sn. (3.22)

The set of vectors {β`}C`=1, connecting the top-layer features s to the classifier, play

a role analogous to the fully-connected layer in the softmax-based CNN, but here we

constitute supervision via the max-margin SVM. Hence, the proposed model is a generative

construction for both the labels and the images.

In the above discussion, it was assumed that a label `n ∈ {1, . . . , C} was available for

each training image X(n). Since the image- and label-generation are manifested by the

same top-layer feature vector sn, this basic model setup may be employed if only a subset

of the training images X(n) have labels, manifesting convenient semi-supervised learning.

Similarly, in Sections 3.3.2 and 3.3.3 we consider situations for which, respectively, captions

and word tags are available for the images. In those sections the generative processes of

the captions and tags are also based on the same top-layer feature vector sn. Consequently,

model learning in those cases may also be constituted in a form of semi-supervised learning,

in which only a subset of images have captions or tags. Finally, for situations in which a

dataset may have labels and captions, or labels and tags, the model components can be

combined, as they are all based on generative processes built off a shared top-layer feature

vector sn.
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3.3.2 Joint Modeling of Image and Associated Caption

For image n, assume access to an associated caption Y(n). We here assume for simplicity

that each training image has a caption, although this is not required in practice, as discussed

above. The caption is represented as Y(n) = (y
(n)
1 , . . . ,y

(n)
Tn

), and y(n)
t is a 1-of-V (“one

hot”) encoding, with V the size of the vocabulary, and Tn the length of the caption for

image n. Word t, y(n)
t , is embedded into an M -dimensional vector w(n)

t = Wey
(n)
t , where

We ∈ RM×V is a word embedding matrix (to be learned), i.e., w(n)
t is a column of We,

chosen by the one-hot y(n)
t .

The probability of the whole caption Y(n) is defined as

p(Y(n)|s(n)) = p(y
(n)
1 |s(n))

∏Tn
t=2 p(y

(n)
t |y(n)

<t ) . (3.23)

Specifically, we generate the first word y(n)
1 from s(n), with p(y(n)

1 ) = softmax(h
(n)
1 )1,

where h(n)
1 = Cs(n). All other words in the caption are then sequentially generated using

a recurrent neural network (RNN), until the end-sentence symbol is generated. Each

conditional p(y(n)
t |y(n)

<t ) is specified as softmax(Vh
(n)
t ), where h(n)

t is recursively updated

through h(n)
t = H(w

(n)
t−1,h

(n)
t−1). C and V are weight matrices connecting the RNN’s hidden

state, used for computing a distribution over words. Note that the latent feature vector s(n),

which denotes the top-layer activation weights for representation of X(n), is only explicitly

used to constitute h1 (which tends to indicate which words overall are probable given sn);

this works better in practice than also using sn as an explicit input at each time step of the

RNN (Vinyals et al., 2015).

The transition functionH(·) can be implemented with a gated activation function, such

as Long Short-Term Memory (LSTM) (Hochreiter and Schmidhuber, 1997) or a Gated

Recurrent Unit (GRU) (Cho et al., 2014). Both LSTM and GRU have been proposed to

address the issue of learning long-term dependencies. In experiments we have found that

1 Bias terms are omitted for simplicity throughout the paper.
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GRU provides slightly better performance than LSTM (we implemented and tested both),

and therefore GRU is discussed throughout the remainder of the paper.

Similar to the LSTM unit, the GRU has gating units that modulate the flow of informa-

tion inside the unit, however, without using a separate memory cell. Specifically, the GRU

has two gates: the reset gate, r(n)t , and the update gate, a(n)
t . The hidden units h(n)

t are

updated as follows

r
(n)
t = σ(Wrw

(n)
t−1 + Urh

(n)
t−1) , (3.24)

a
(n)
t = σ(Waw

(n)
t−1 + Uah

(n)
t−1) , (3.25)

h̃
(n)

t = tanh(Whw
(n)
t−1 + Uh(r

(n)
t � h(n)

t−1)) , (3.26)

h
(n)
t = (1− a(n)

t )� h(n)
t−1 + a

(n)
t � h̃

(n)

t , (3.27)

where � represents element-wise multiplication.

3.3.3 Using Tags to Infer Meaning of Learned Features

In the previous subsection, it was assumed that a complete caption was associated with X(n),

and the goal was to learn a means of inferring captions for new images. These captions

are desired to be idiomatically correct sentences, and in Section 3.5 we demonstrate that

the proposed model for captions can achieve this. Note that the entire top-layer feature

vector sn is fed into the RNN used for caption generation. This undermines the ability to

associate specific top-layer dictionary elements D(kL,L) with particular entities in the image

(i.e., words in the caption are not explicitly tied to specific D(kL,L)).

To understand the meaning of the learned image features, one doesn’t necessarily

need complete captions. In this subsection we assume a “bag-of-words” model, in which

with each image a count vector cn ∈ ZV+ exists (a semi-supervised setting is also readily

achieved, where only a subset of images have an associated cn). The ith component of

cn, denoted cin, reflects the number of times item/word i ∈ {1, . . . , V } occurs in X(n)

(although the locations of the items in the image are not given with cn, consistent with some
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datasets considered in Section 3.5). As a further simplification, we subsequently consider a

V -dimensional binary vector bn ∈ {0, 1}V , with ith component indicating whether item

i ∈ {1, . . . , V } is present (bin = 1) or absent (bin = 0) in the image. The vocabulary used

for cn and bn is simpler than that used in the RNN sentence model, as for cn and bn we

don’t need articles associated with sentence structure.

Returning to the model discussed in Section 3.2.4 for the top-layer activation weights

{S(n,kL,L)}, we wish to associate the KL dictionary elements at layer L with items that may

appear in an image (yielding meaning for each D(kL,L)). Since a given image is only likely

to be composed of a subset of items in our vocabulary, we wish for the model to turn “on” or

“off” certain of the {D(kL,L)}, depending on the details of the image. Consequently, here we

employ a spike-slab prior for representation of {S(n,kL,L)}, analogous to (3.5). Specifically,

for kL = 1, . . . , KL, we impose

S(n,kL,L) ∼ (1− zkLn)δ0 + zkLnN (0, I) (3.28)

zkLn ∼ Bernoulli(πkL), πkL ∼ Beta(a1, b1) (3.29)

where δ0 denotes that all components of S(n,kL,L) are zero, meaning that D(kL,L) is not used

to represent X(n); πkL defines the probability that top-layer dictionary element D(kL,L) is

selected for a given image. With appropriate choice of a1 and b1, as KL →∞ the binary

zn = (z1n, . . . , zKLn)T approximate draws from the Indian buffet process (IBP) (Griffiths

and Ghahramani, 2006; Thibaux and Jordan, 2007; Paisley and Carin, 2009). By setting KL

to a large value, the model can learn the number of top-layer dictionary elements needed to

represent the data (a property of the IBP).

The binary zn indicates which of the top-layer dictionary elements {D(kL,L)} are used

to represent X(n). We therefore use zn to characterize which words are used to describe

image content. Specifically, we employ a focused topic model (FTM) Williamson et al.

(2010) to characterize cn:

cn ∼ Pois(Φwn) (3.30)
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where Φ ∈ RV×KL
+ , gn ∈ RKL

+ and wn = gn � zn, where � represents the pointwise

(Hadamard) vector product. The columns of Φ are drawn from Dirichlet distributions

Williamson et al. (2010), with each column of Φ representing a topic, characterized by

probabilities of word usage (with column kL of Φ linked with D(kL,L)). The components

of gn are drawn from a gamma distribution Gan et al. (2015d), and reflect the strength with

which a topic is used (assuming zn indicates that the topic is active for image n).

Assuming zkLn = 1, the associated activation weights S(n,kL,L) define spatially where

dictionary element D(kL,L) is employed to represent the image. We therefore link words to

each D(kL,L) via the FTM, and the spatial location at which each dictionary element is used

associates aspects of images captured by each D(kL,L). Given a new image, we may predict

cn, by inferring which D(kL,L) are needed to represent the image (since words are learned

to be associated with each D(kL,L)).

Above we have used a bag-of-words model for cn, where we count the number of times

each of V words/items appears in the image. In situations for which tags are associated

with an image, bn ∈ {0, 1}V may reflect the presence/absence of V words/tags. A simple

extension of the above FTM is to impose

bin = 1, if cin > 0; bin = 0, if cin = 0 (3.31)

where bin and cin represent component i of bn and cn, respectively. It has been shown in

(Pu et al., 2016b) that, by marginalizing out latent cin, this corresponds to the model

p(bin = 1) = Bernoulli(πin), πin = 1− exp(−λin) (3.32)

where λin is component i of Φwn. Attractive aspects of this model, for example relative to

a logistic link, are discussed in (Pu et al., 2016b).

3.3.4 Clustering Model

One may be interested in clustering the data, with the clustering based on images alone

{X(n)}, images and captions, images and tags, etc. Recall that the top-layer activation
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weights {S(n,kL,L)} start the generative process of the image, label, caption, and tags. It is

therefore natural to cluster {S(n,kL,L)} when clustering the data. Again representing the

“unwrapped” set of weights {S(n,kL,L)} as sn, we pay impose

sn ∼
J∑
j=1

νjpj(s) (3.33)

where νj > 0 and
∑J

j=1 νj = 1. There are many priors one may place on probability vector

(ν1, . . . , νJ), e.g., a Dirichlet distribution. Here we employ the truncated stick-breaking

process Ishwaran and James (2001). The parameter J (set to a relatively large value) is

an upper bound on the number of clusters, and in practice the model infers the number of

clusters (< J) needed to represent the data.

Concerning the cluster-dependent distribution pj(s), one may use pj(s) = N (µj, Iα
−1
j ),

with µj ∼ N (0, I) and αj drawn from a gamma prior. Such Gaussian mixture models

(GMMs) are widely studied (Neal, 2000), and it generalizes the Gaussian prior for sn

discussed in Section 3.2.4.

Alternatively, we may extend the spike-slab prior in (3.28) and (3.29). Rather than

assuming that the probability of top-layer dictionary usage, π = (π1 . . . , πKL
)T , is the

same for each data, we let πn represent usage probability for data n, drawn from mixture

model

πn ∼
J∑
j=1

νjδπ∗j (3.34)

π∗kLj ∼ Beta(ηkL , (1− ηkL)), ηkL ∼ Beta(1/KL, 1− 1/KL) (3.35)

with νj defined as in (3.33) and π∗j = (π∗1j, . . . , π
∗
KLj

)T ; ηkL characterizes the probabil-

ity that dictionary element kL is employed across all the data being clustered, and π∗kLj

represents the probability that dictionary element element kL is used for data in cluster j.

The hierarchy in (3.35) is motivated by the hierarchical beta process (Thibaux and Jordan,

2007).
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3.4 Learning Model Parameters and Inference

We consider several methods for learning model parameters, and for inference of latent

parameters given new data (after the model parameters are learned). The most appropri-

ate method depends on the task at hand (e.g., classification, captioning, image tags, or

clustering) and data size, as discussed below.

3.4.1 Gibbs Sampling

Gibbs sampling may be employed for each of the models discussed in Section 3.2-3.3.4. For

each of these tasks, one may express in closed form the conditional posterior distribution of

each model parameter, assuming the other parameters are fixed. It is consequently straight-

forward to employ a Gibbs sampler for model learning and deconvolutional inference. The

expected values of model parameters (dictionary elements), based on collection samples

during training, are used for the parameters applied within the model at test. Note that the

goal of obtaining a point estimate of model parameters (here expected parameter values) is

consistent with the objective of the original paper on Gibbs sampling Geman and Geman

(1984). If one desired, the Gibbs sampler could be run for a very long time, computing a

large number of collection samples, in an attempt to infer a full posterior distribution on all

model parameters. However, this has proven unnecessary in our experiments.

Large-scale datasets prohibit standard Gibbs sampling to be applied directly, since the

data often cannot be loaded into memory in one shot (the number of data points in the

likelihood function is too large), and sometimes the data come in a streaming manner. To

scale the model up with Gibbs sampling, one may use the recently developed Bayesian

conditional density filtering (BCDF) Guhaniyogi et al. (2014). BCDF extends Gibbs

sampling to estimate the posterior distribution of a model when the data are available

in a streaming fashion (or via stochastically defined mini-batches). Sampling in BCDF

conditions on surrogate conditional sufficient statistics (SCSS), using sequential point
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estimates of model parameters along with the data observed. This avoids the necessity of

loading the entire dataset at once, which enables online sampling with dramatic reduction

in the memory. It has been proven Guhaniyogi et al. (2014) that BCDF converges to the

true posterior distribution under certain conditions. We consider BCDF in some of the

large-scale experiments in Section 3.5.

3.4.2 Monte Carlo Expectation-Maximization

For supervised and semi-supervised learning (Sections 3.2 and 3.3.1), Monte Carlo EM

(MCEM) (Wei and Tanner, 1990) is a computationally attractive option. For large-scale

data considered for these tasks, we use MCEM to find a maximum a posterior (MAP)

estimate of the model parameters, and of the latent parameters at test.

We consolidate the “local” model parameters (latent data-sample-specific variables)

from Sections 3.2 and 3.3.1 as Φn =
(
{z(n,l)}, {S(n,kL,L)},γ(n)

s ,E(n), {λ(`)n }
)
, the “global”

parameters (shared across all data) as Ψ =
(
{D(kl,l)},β

)
, and the data as Dn = (X(n), `n).

When training the model, we desire a MAP estimate

ΨMAP = argmax
Ψ

∑
n

ln p(Ψ|Dn), (3.36)

which can interpreted as an expectation-maximization (EM) solution:

E-step: Perform an expectation with respect to the local variables, using p(Φn|Dn,Ψt−1)∀n,

where Ψt−1 is the estimate of the global parameters from iteration (t− 1).

M-step: Maximize ln p(Ψ) +
∑

n EΦn [ln p(Dn|Φn,Ψ)] with respect to Ψ.

We approximate the expectation via Monte Carlo sampling, which gives

Q(Ψ|Ψt−1) = ln p(Ψ) +
1

Ns

Ns∑
s=1

∑
n

ln p(Dn|Φs
n,Ψ), (3.37)
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where Φs
n is a sample from the full conditional posterior distribution, and Ns is the number

of samples; we seek to maximize Q(Ψ|Ψt−1) wrt Ψ, constituting Ψt.

Recall from above that each of the conditional distributions in a Gibbs sampler of the

model is analytic; this allows convenient sampling of local parameters, conditioned on spec-

ified global parameters Ψt−1, and therefore the aforementioned sampling is implemented

efficiently (using mini-batches of data, where It ⊂ {1, . . . , N} identifies the stochastically

defined subset of data in mini-batch t). An approximation to the M-step is implemented via

stochastic gradient descent (SGD). The stochastic MCEM gradient at iteration t is

∇ΨQ = ∇Ψ ln p(Ψ) +
1

Ns

Ns∑
s=1

∑
n∈It

∇Ψ ln p(Dn|Φs
n,Ψ). (3.38)

We solve (3.36) using RMSprop (Dauphin et al., 2015; Tieleman and Hinton, 2012) with

the gradient approximation in (3.38).

In the learning phase, the MCEM method is used to learn a point estimate for the

global parameters Ψ. During testing, we follow the same MCEM setup with Φtest =(
{z(∗,l)}L−1l=1 ,γ

(∗)
s ,E(∗)),

Ψtest = S(∗,L), when given a new image X∗. We find a MAP estimator:

Ψtest
MAP = argmax

Ψtest
ln p(Ψtest|X∗, {Dn}), (3.39)

using MCEM (gradient wrt Ψtest). In this form of the MCEM, all data-dependent latent

variables Φtest are integrated (summed) out in the expectation, except for the top-layer

feature map Ψtest, for which the gradient descent M step yields a point estimate. The

top-layer features are then sent to the trained SVM to predict the label. Details for training

and inference based on MCEM are provided in the Appendix.

In the above method, an expectation wrt parameters Φtest must be performed at test

time (e.g., marginalizing out the stochastic unpooling maps {z(∗,l)}). A point estimate is

found for the top-layer activation weights S(∗,kL,L). MCEM is significantly more efficient
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FIGURE 3.2: Illustration of our multimodal learning framework.

than Gibbs sampling, for both training and testing. However, while we have developed a

fast MCEM method, in some settings even faster testing may be desired, motivating the

recognition-model setup discussed next.

3.4.3 Variational Bound with Recognition Models

In this section we consider parameter learning and inference within the auto-encoding

variational Bayes framework (Kingma and Welling, 2014), which has shown significant

promise for learning deep generative models. Specificically, we introduce a fixed-form

distribution to approximate the true posterior of the latent model parameters; the parameters

of this distribution are found jointly with the learning process, and consequently testing is

very fast. The approximate posterior for the latent parameters is termed a recognition model.

The variational principle is employed to derive a lower bound on the marginal likelihood

of the model, constituting the objective function we optimize (for the parameters of the

generative model and of the recognition model). The recognition model is an approximation

to the posterior distribution of the latent model parameters, and therefore it may not be

as accurate as a Gibbs sampler (assuming the samper is run for enough samples). The

significant advantage, however, of the recognition model is that the parameters of the

recognition model are learned once, and hence inference is performed very fast on test

(Kingma and Welling, 2014; Rezende et al., 2014; Mnih and Gregor, 2014).

To make the discussion concrete, we describe this learning and inference method within
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the context of the generative model for an image and a caption, combining the models in

Sections 3.2 and 3.3.2. This basic learning and inference setup may also be applied to the

image model applied with the other forms of auxiliary information, such as the Bayesian

SVM (Section 3.3.1).

Recall that sn represents the top-layer activation weights, which start the generative

process. We introduce two distinct recognition models, qφ(s|X) and qψ(s|Y), with respec-

tive parameters φ and ψ; we henceforth drop the indicator n, as the recognition model is

used (when learning) in the context of the N training examples {X(n),Y(n)}, and also on

new (test) data X or Y.

When qφ(s|X) is employed, it is assumed that when testing we are given X, and we

wish to predict Y. When we wish to synthesize an image X based upon an observed caption

Y, we utilize recognition model qψ(s|Y).

Parameter Learning

Let pα(X|s) constitute a concise representation of the generative model in Section 3.2,

where parameters α represent all “global” parameters to be learned (dictionary elements);

all other local parameters besides s (unpooling maps) are maginalized out to constitute

pα(X|s). Similarly, let pβ(Y|s) represent the caption model in (3.23), where β denotes

the RNN model parameters.

First considering the task of predicting captions from images, the desired parameters

are optimized by minimizing the variational lower bound L(X,Y), expressed (for a single

data point) as

L(X,Y) = Eqφ(s|X)[log pβ(Y|s)] (3.40)

+ ξ
{
Eqφ(s|X)[log pα(X|s)]−KL[qφ(s|X)||p(s)]

}
.

To optimize (3.40), we utilize Monte Carlo integration to approximate the expectation,

Eqφ(z|X), and stochastic gradient descent (SGD) for parameter optimization. When per-

forming learning, we sum L(X,Y) over all data available for training.
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The first term in (3.40) is similar to the objective used in CNN-RNN image captioning

models (Kiros et al., 2014; Vinyals et al., 2015; Karpathy and Li, 2015; Xu et al., 2016;

Mao et al., 2015), while the second terms act as the regularization term, and ξ is a tuning

parameter to balance the two components. When ξ is set to 1, L(X,Y) recovers the exact

variational lower bound. In the experiments, ξ is set as NX/T , where NX is the number of

pixels in each image and T is the number of words in the corresponding caption. When

qψ(s|Y) is employed (and the utilimate task is to go from captions to images), the objective

function can be defined in a similar manner to that above.

Image Recognition Model

Consider the recognition model qφ(s|X); in addition to s, the local latent variables also

include the stochastic unpooling map {z(l)}l=1,L and its prior {θ(l)}l=1,L (see (3.16) con-

cerning the latter). We intergate θ out with p(z|αb) =
∫
p(z|θ)p(θ|αb)dθ =

∏
k αb, i.e.,

p(z|αb) ∼ Mult(1;αb, . . . , αb), where αb = 1/pxpy is the hyperparameter for θ, and the

block indices (i, j, k) and the layer index (l) are omitted for clarity.

We approximate the posterior distribution using qφ
(
s, z|X

)
, with factorized form

qφ(s|X)
∏

l qφ(z(l)|X), specified as

qφ(s|X) = N (s|µφ(X), diag(σ2
φ(X))) , (3.41)

qφ(z(l)|X) = Mult
(
1, softmax(η(l))

)
, (3.42)

where η(l) is (pxpy)-dimensional vector. The recognition model has the same number of

convolution and pooling layers as the generative model, where the l-th layer is specified as

Ŝ
(l)
kl

=
∑Kl−1

k=1 X̂
(l)
k ∗R

(l)
k,kl

, kl = 1, . . . , Kl (3.43)

X̂
(l+1)
kl

= pooling(Ŝ
(l)
kl

) , (3.44)

where R
(l)
k,kl

are trained convolutional filters. The stochastic pooling process from Ŝ
(l)
kl

to

X̂
(l+1)
kl

is an inverse of the unpooling process, determined by the same pooling map z(l)kl . X̂(l)
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is constituted by “stacking” the Kl spatially aligned X̂
(l+1)
kl

, and X̂(1) = X. To allow flexi-

bility, we use multilayer perceptrons (MLPs) to parameterize {µφ(X),σ2
φ(X), {η(l)}l=1,L}.

Specifically, we construct η(l) = MLP1( Ŝ(l) ) in (3.42), as

η(l) = W1h , h = tanh
(
W2vec(Ŝ

(l))
)
, (3.45)

where vec(·) denotes vectorization. Similar architectures for the parameters of (3.41) are

applied with µφ(X) = MLP2(X̂
(L)) and logσ2

φ(X) = MLP3(X̂
(L)). The parameters

φ include the various W and convolutional filter banks, {R(l)}l=1:L. Our recognition

model qφ(s|X) is illustrated in Figure 3.2 (see the red dashed lines). Stated concisely, the

recognition model for the image is a feedforward CNN, in which the pooling between

layers is constituted stochastically, and the pooling/unpooling map corresponds to that used

in the associated generative model.

We emphasize that our construction of generative and recognition models for images are

different from the convolutional (variational) auto-encoder networks Kulkarni et al. (2015);

Dosovitskiy et al. (2015). In these models, the pooling process in the encoder network is

deterministic, i.e., max-pooling, as well as the unpooling process in the decoder, by simply

choosing the top left corner element Dosovitskiy et al. (2015) or upsampling using nearest

neighbors Kulkarni et al. (2015). Our model uses stochastic unpooling, which can infer the

unpooling map, z(l), from the data by maximizing the variational lower bound.

Caption Recognition Model

For the recognition model qψ(s|Y), yt again denotes the t-th word in the caption and

wt = Weyt denotes its word embedding; qψ(s|Y) is built using a RNN analogous to that

used for the generative process pβ(Y|s). At each time step, the recurrent neural network

produces a hidden state ĥt which can be interpreted as a summarization of the previous

words y<t, i.e., y1, . . . ,yt−1. The (last) hidden state ĥT thus represents the full sentence

summary. To encode a sentence, we iterate ĥt = H(wt−1, ĥt−1), for t = 1, . . . , T + 1,
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whereH(·) is implemented via the GRU; ĥT+1 is a latent vector summarizing the T words

in Y.

The recognition model qψ(s|Y) is then specified as

qψ(s|Y) = N (s|µψ(Y), diag(σ2
ψ(Y))) , (3.46)

where µψ(Y) = MLP4(ĥT+1) and logσ2
ψ(Y) = MLP5(ĥT+1). In practice, a KL cost

annealing procedure (Bowman et al., 2016) was implemented to aid the latent variables, z,

to learn useful information about the captions. Recognition model qψ(s|Y) is illustrated in

Figure 3.2 (see the blue dashed lines).

Prediction

We consider two tasks, image captioning and image generation from captions. After the

joint model has been properly trained, we employ the predictive posterior distribution for

both tasks. To be specific, consider the problem of image captioning: given the input image

X?, in order to generate a new caption Y?, the predictive distribution is expressed as

p(Y?|X?) =

∫
pβ(Y?|s?)p(s?|X?)ds? (3.47)

≈
Ns∑
s=1

pβ(Y?|s?s) , where s?s ∼ qφ(s|X = X?) , (3.48)

where Ns is the number of samples. Monte Carlo sampling is used to approximate the

integral, and the recognition model, qφ(s|X), is employed to approximate p(s|X), for fast

inference of image representation. Therefore, qφ(s|X) paired with pβ(Y|s) constitutes

a stochastic mapping from X to Y, yielding fast image captioning. Similarly, qψ(s|Y)

coupled with pα(X|s) is a stochastic mapping from Y to X, allowing fast image generation

from captions.
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3.5 Experimental Results

We present results for the MNIST, CIFAR-10 & 100, Caltech 101 & 256 and ImageNet2012

datasets. The same hyperparameter settings (discussed at the end of Section 3.2.1) were

used in all experiments; no tuning was required between datasets.

For the first five (small/modest-sized) datasets, the model is learned via Gibbs sampling.

We found that it is effective to use layer-wise pretraining as employed in some deep

generative models (Erhan et al., 2010; Hinton and Salakhutdinov, 2006). The pretraining is

performed sequentially from the bottom layer (touching the data), to the top layer, in an

unsupervised manner. In the pretraining step, we average 500 collection samples, to obtain

parameter values (e.g., dictionary elements) after first discarding 1000 burn-in samples.

Following pre-training, we refine the entire model jointly using the complete set of Gibbs

conditional distributions. 1000 burn-in iterations are performed followed by 500 collection

draws, retaining one of every 50 iterations. During testing, the prediction is based on

averaging the decision values of the collected samples.

For each of these first five datasets, we show three classification results, using part of or

all of our model (to illustrate the role of each component): 1) Pretraining only: this model

(in an unsupervised manner) is used to extract features and the futures are sent to a separate

linear SVM, yielding a 2-step procedure. 2) Unsupervised model: this model includes the

deep generative developed in Sec. 3.2.2, but is also trained in an unsupervised manner (this

is the unsupervised model after refinement). The features extracted by this model are sent

to a separate linear SVM, and therefore this is also a 2-step procedure. 3) Supervised model:

this is the complete refined supervised model developed in Sec. 3.2.2 and Sec. 3.3.1.

ImageNet2012 is used to assess the scalability of our model to large datasets. In

this case, we learn the supervised model initialized from the priors (without layerwise

pretraining). The proposed online learning method, MCEM, based on RMSProp (Dauphin

et al., 2015; Tieleman and Hinton, 2012), is developed for both training and inference with
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mini-batch size 256 and decay rate 0.95. Our implementation of MCEM learning is based

on the publicly available CUDA C++ Caffe toolbox (August 2015 branch) (Jia et al., 2014),

but contains significant modifications for our model. Our model takes around one week to

train on ImageNet2012 using a nVidia GeForce GTX TITAN X GPU with 12GB memory.

Testing for the validation set of ImageNet 2012 (50K images) takes less than 12 minutes.

In the subsequent tables providing classification results, the best results achieved by our

model are bold.

We present experimental results on three benchmark datasets, namely, Flickr8k (Hodosh

et al., 2013), Flickr30k (Young et al., 2014) and Microsoft (MS) COCO dataset (Lin et al.,

2014b). These datasets contain 8,000, 31,000 and 123,287 images, respectively. Each

image is annotated with 5 sentences. We first evaluate our joint model on image captioning

in Section 3.5.5, then in Section 3.5.6, we consider the task of image generation from

captions.

All parameters for the image model are initialized at random. For the RNN, we initialize

all recurrent matrices with orthogonal initialization Saxe et al. (2014). Non-recurrent

weights are initialized from a uniform distribution in [−0.01, 0.01]. All the bias terms

are initialized to zero. Word vectors are initialized with the publicly available word2vec

vectors that were trained on 100 billion words from Google News. These vectors have

dimensionality 300 and were trained using a continuous bag-of-words architecture Mikolov

et al. (2013). Words not present in the set of pre-trained words are initialized at random. The

number of hidden units in the RNNs is 512 and we use mini-batches of size 64. Gradients

are clipped if the norm of the parameter vector exceeds 5 Sutskever et al. (2014). We do not

perform any dataset-specific tuning other than early stopping on validation sets. The Adam

algorithm Kingma and Ba (2015) with learning rate 0.0002, is utilized for optimization.

All experiments are implemented in Theano (Bastien et al., 2012). For reference, our joint

model takes three days to train on MS COCO using a NVIDIA GeForce GTX TITAN X

GPU with 12GB memory.
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Table 3.1: Architecture of the image models.

Dataset
Image Model Architecture
Size Layer-1 Layer-2 Layer-3 Layer-4 Layer-5

MNIST 282 × 1
Dictionary 30× 82 80× 62 - - -

Pooling 3× 3 - - - -

CIFAR-10 322 × 3
Dictionary 48× 52 128× 52 128× 52 - -

Pooling 2× 2 2× 2 - - -

CIFAR-100 322 × 3
Dictionary 48× 52 128× 52 128× 52 - -

Pooling 2× 2 2× 2 - - -

Caltech 101 1282 × 3
Dictionary 48× 72 84× 52 84× 52 - -

Pooling 4× 4 2× 2 - - -

Caltech 256 1282 × 3
Dictionary 48× 72 128× 52 128× 52 - -

Pooling 4× 4 2× 2 - - -

ImageNet 2562 × 3
Dictionary 96× 52 256× 52 512× 52 1024× 52 512× 52

Pooling 4× 4 2× 2 2× 2 2× 2 -

Flickr8k 2562 × 3
Dictionary 48× 52 84× 52 128× 52 192× 52 128× 52

Pooling 4× 4 2× 2 2× 2 2× 2 -

Flickr30k 2562 × 3
Dictionary 48× 52 84× 52 128× 52 384× 52 256× 52

Pooling 4× 4 2× 2 2× 2 2× 2 -

MS COCO 2562 × 3
Dictionary 48× 52 84× 52 128× 52 512× 52 384× 52

Pooling 4× 4 2× 2 2× 2 2× 2 -

3.5.1 MNIST

The MNIST data (http://yann.lecun.com/exdb/mnist/) has 60,000 training

and 10,000 testing images, each 28× 28, for digits 0 through 9. A two-layer model is used

with dictionary element size 8× 8 and 6× 6 at the first and second layer, respectively. The

pooling size is 3× 3 (px = py = 3) and the number of dictionary elements at layers 1 and

2 are K1 = 39 and K2 = 117, respectively. These numbers of dictionary elements are

obtained by setting the initial dictionary number to a relatively large value (K1 = 50 and

K2 = 200) in the pretraining step and discarding infrequently used elements by counting

the corresponding binary indicator z – effectively inferring the number of needed dictionary

elements, as in Chen et al. (2011, 2013).

Table 3.2 summarizes the classification results for MNIST. Our 2-layer supervised

model outperforms most other modern approaches. The methods that outperforms ours are
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Table 3.2: Classification Error (%) for MNIST
Method Test error

2-layer convnet (Jarrett et al., 2009) 0.53
Our pretrained model + SVM 1.42

Our unsupervised model + SVM 0.52
Our supervised model with MCEM 0.45

Our supervised model with recognition model 0.38
Our supervised model with Gibbs Sampling 0.37

6-layer convnet (Ciresan et al., 2011) 0.35
MCDNN (Ciresan et al., 2012) 0.23

the complicated (6-layer) ConvNet model with elastic disortions (Ciresan et al., 2011) and

the MCDNN, which combines several deep convolutional neural networks (Ciresan et al.,

2012). Specifically, (Ciresan et al., 2012) used a committee of 35 convolutional networks,

width normalization, and elastic distortions of the data; (Ciresan et al., 2011) used elastic

distortions and a single convolutional neural network to achieve the similar error as our

approach.

To further examine the performance of the proposed model, we plot a selection of

top-layer dictionary elements (projected through the generative process down to the data

plane) learned by our supervised model, on the right of Fig. 3.3, and on the left we show the

corresponding elements inferred by our unsupervised model. It can be seen that the elements

inferred by the supervised model are clearer (“unique" to a single number), whereas the

elements learned by the unsupervised model are blurry (combinations of multiple numbers).

Similar results were reported in (Erhan et al., 2010).

Since our model is generative, using it to generate digits after training on MNIST is

straightforward, and some examples are shown in Fig. 3.4 (based on random draws of the

top-layer weights). We also demonstrate the ability of the model to predict missing data

(generative nature of the model); reconstructions are shown in Fig. 3.5.
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Unsupervised Supervised

FIGURE 3.3: Selected layer 2 (top-layer) dictionary elements of MNIST learned by the unsuper-
vised model (left) and the supervised model (right).

3.5.2 CIFAR-10 & 100

The CIFAR-10 dataset (Krizhevsky and Hinton, 2009) is composed of 10 classes of natural

32×32 RGB images with 50000 images for training and 10000 images for testing. We apply

the same preprocessing technique of global contrast normalization and ZCA whitening

as used in the Maxout network (Goodfellow et al., 2013). A three-layer model is used
Generated Images

FIGURE 3.4: Generated images from the dictionaries trained from MNIST with random dictionary
weights at the top of the two-layer model.
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FIGURE 3.5: Missing data interpolation of digits.(left) Original data, (middle) Observed data,
(right) Reconstruction.

with dictionary element size 5 × 5, 5 × 5, 4 × 4 at the first, second and third layer. The

pooling sizes are both 2 × 2 and the numbers of dictionary elements for each layer are

K1 = 48, K2 = 128 and K3 = 128. If we augment the data by translation and horizontal

flipping as used in other models (Goodfellow et al., 2013), we achieve 8.27% error. Our

result is competitive with the state-of-art, which integrates supervision on every hidden

layer (Lee et al., 2015). In constrast, we only impose supervision at the top layer. Table 3.3

summarizes the classification accuracy of our models and some related models.

The CIFAR-100 dataset (Krizhevsky and Hinton, 2009) is the same as CIFAR-10 in size

and format, except it contains 100 classes. We use the same settings as in the CIFAR-10.

Table 3.4 summarizes the classification accuracy of our model and some related models. It

can be seen that our results (34.62%) are also very close to the state-of-the-art: (34.57%) in

Lee et al. (2015).

3.5.3 Caltech 101 & 256

To balance speed and performance, we resize the images of Caltech 101 and Caltech 256

to 128× 128, followed by local contrast normalization (Jarrett et al., 2009). A three layer

model is adopted. The dictionary element sizes are set to 7× 7, 5× 5 and 5× 5, and the

size of the pooling regions are 4× 4 (layer 1 to layer 2) and 2× 2 (layer 2 to layer 3).

The dictionary sizes for each layer are set to K1 = 48, K2 = 84 and K3 = 84 for
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Table 3.3: Classification Error (%) for CIFAR-10
Method Test error

Without Data Augmentation
Maxout (Goodfellow et al., 2013) 11.68

Network in Network (Lin et al., 2014a) 10.41
Our pretrained + SVM 22.43

Our unsupervised + SVM 14.75
Our supervised model with MCEM 11.39

Our supervised model with recognition model 10.42
Our supervised model with Gibbs Sampling 10.39
Deeply-Supervised Nets (Lee et al., 2015) 9.69

With Data Augmentation
Maxout (Goodfellow et al., 2013) 9.38

Network in Network (Lin et al., 2014a) 8.81
Our pretrained + SVM 20.62

Our unsupervised + SVM 10.22
Our supervised model with MCEM 9.04

Our supervised model with Gibbs Sampling 8.27
Our supervised model with recognition model 8.19

Deeply-Supervised Nets (Lee et al., 2015) 7.97

Table 3.4: Classification Error (%) for CIFAR-100
Method Test error

Maxout (Goodfellow et al., 2013) 38.57
Network in Network (Lin et al., 2014a) 35.68

Our pretrained + SVM (2 step) 77.25
Our unsupervised + SVM (2 step) 42.26

Our supervised model with MCEM 37.92
Our supervised model with recognition model 35.55
Our supervised model with Gibbs Sampling 34.62
Deeply-Supervised Nets (Lee et al., 2015) 34.57

Caltech 101, and K1 = 48, K2 = 128 and K3 = 128 for Caltech 256. Tables 3.5 and 3.6

summarize the classification accuracy of our model and some related models. Using only

the data inside Caltech 101 and Caltech 256 (without using other datasets) for training,

our results (87.82%, 66.4%) exceed the previous state-of-art results (83%, 58%) by a

substantial margin (4%, 12.4%), which are the best results obtained by models without

using deep convolutional models (using hand-crafted features).

As a baseline, we implemented the neural network consisting of three convolutional
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Table 3.5: Classification Accuracy (%) for Caltech 101
Training images per class 15 30
Without ImageNet Pretrain

5-layer Convnet (Zeiler and Fergus, 2014) 22.8 46.5
HBP-CFA (Chen et al., 2013) 58 65.7

R-KSVD (Li et al., 2013) 79 83
3-layer Convnet 62.3 72.4

Our pretrained + SVM (2 step) 43.24 53.57
Our unsupervised + SVM (2 step) 70.47 80.39

Our supervised model with MCEM 72.55 83.29
Our supervised model with recognition model 73.72 85.49
Our supervised model with Gibbs Sampling 75.37 87.82

With ImageNet Pretrain
5-layer Convnet (Zeiler and Fergus, 2014) 83.8 86.5

5-layer Convnet (Chatfield et al., 2014) - 88.35
Our supervised model 89.1 93.15

SPP-net (He et al., 2014) - 94.11

Table 3.6: Classification Accuracy (%) for Caltech 256
Training images per class 15 60
Without ImageNet Pretrain

5-layer Convnet (Zeiler and Fergus, 2014) 9.0 38.8
Mu-SC (Bo et al., 2013) 42.7 58

3-layer Convet 46.1 60.1
Our pretrained +SVM 13.4 38.2

Our unsupervised +SVM 40.7 60.9
Our supervised model with MCEM 48.3 67.7

Our supervised model with recognition model 50.4 71.2
Our supervised model with Gibbs Sampling 52.9 70.5

With ImageNet Pretrain
5-layer Convnet (Zeiler and Fergus, 2014) 65 74.2

5-layer Convnet (Chatfield et al., 2014) - 77.61
Our supervised model 67.0 77.9

layers and two fully-connected layers with a final softmax classifier. The architecture of

three convolutional layers is the same as our model. The fully-connected layers have 1024

neurons each. The results of neural network trained with dropout (Srivastava et al., 2014),

after carefully parameter tuning, are also shown in Tables 3.5 and 3.6.

The state-of-the-art results on these two datasets are achieved by pretraining the deep

network on a large dataset, ImageNet (Donahue et al., 2014; He et al., 2014; Zeiler and
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Unsupervised: Layer One Dictionary
Unsupervised: Layer Two Dictionary Unsupervised: Layer Three Dictionary

Supervised: Layer One Dictionary
Supervised: Layer Two Dictionary Supervised: Layer Three Dictionary

FIGURE 3.6: Selected dictionary elements of our unsupervised model (top) and supervised model
(bottom) trained from Caltech 256.

Fergus, 2014). We consider similar ImageNet pretraining in Sec. 3.5.4. We also observe

from Table 3.6 that when there are fewer training images, our accuracy diminishes. This

verifies that the model complexity needs to be selected based on the size of the data. This

is also consistent with the results reported by Zeiler and Fergus (2014), in which the

classification performance is very poor without training the model on ImageNet.

Fig. 3.6 shows selected dictionary elements learned from the unsupervised and the

supervised model, to illustrate the differences. It is observed that the dictionaries without

supervision tend to reconstruct the data while the dictionary elements with supervision

tend to extract features that will distinguish different classes. For example, the dictionaries

learned with supervision have double sides on the image edges. Our model is generative,

and as an example we generate images using the dictionaries trained from the “Faces easy"

category, with random top-layer dictionary weights (see Fig. 3.7). Similar to the MNIST

example, we also show in Fig. 3.8 the interpolation results of face data with half the image

missing. Though the background is a little noisy, each face is recovered in great detail by

the third (top) layer dictionaries.
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FIGURE 3.7: Generated images from the dictionaries trained from one category of Caltech 256

3.5.4 ImageNet 2012

We train our model on the 1000-category ImageNet 2012 dataset, which consists of

1.3M/50K/100K training/validation/test images. Our training process follows the pro-

cedure of previous work (Howard, 2013; Krizhevsky et al., 2012; Zeiler and Fergus, 2014).

The smaller image dimension is scaled to 256, and a 224 × 224 crop is chosen at 1024

random locations within the image. The data are augmented by color alteration and hor-

izontal flips (Howard, 2013; Krizhevsky et al., 2012). A five layer convolutional model
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FIGURE 3.8: Missing data interpolation of Faces.(left) Original data, (middle) Observed data,
(right) Reconstruction.

is employed (L = 5); the numbers (sizes) of dictionary elements for each layer are set to

96 (5× 5), 256 (5× 5), 512 (3× 3), 1024 (3× 3) and 512(3× 3); the pooling ratios are

4× 4 (layer 1 to 2) and 2× 2 (others). The number of parameters in our model is around

30 million.

We emphasize that our intention is not to directly compete with the best performance

in the ImageNet challenge (Szegedy et al., 2015; Simonyan and Zisserman, 2015), which

requires consideration of many additional aspects, but to provide a comparison on this

dataset with a CNN with a similar network architecture (size). Table 3.7 summarizes our

results compared with the “ZF"-net developed in Zeiler and Fergus (2014) which has a

similiar architecture with ours.

The MAP estimator of our model, described in Sec. 3.4, achieves a top-5 error rate of

16.1% on the testing set, which is close to Zeiler and Fergus (2014). Model averaging used

in Bayesian inference often improves performance, and is considered here. Specifically,

after running the MCEM algorithm, we have a (point) estimate of the global parameters.

Using a mini-batch of data, one can leverage our analytic Gibbs updates to sample from

the posterior (starting from the MAP estimate), and therefore obtain multiple samples for

the global model parameters. We collect the approximate posterior samples every 1000

iterations, and retain 20 samples. Averaging the predictions of these 20 samples (model
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averaging) gives a top-5 error rate of 13.6%, which outperforms the combination of 6

“ZF"-nets. Limited additional training time (one day) is required for this model averaging.

Table 3.7: ImageNet 2012 classification error rates (%)

Method
top-1
val

top-5
val

Our supervised model 37.9 16.2
“ZF"-net (Zeiler and Fergus, 2014) 37.5 16.0

Our model averaging 35.4 13.7
6 “ZF"-net (Zeiler and Fergus, 2014) 36 14.7

To illustrate that our model can generalize to other datasets, we follow the setup in

(Donahue et al., 2014; He et al., 2014; Zeiler and Fergus, 2014), keeping five convolutional

layers of our ImageNet-trained model fixed and train a new Bayesian SVM classifier on the

top using the training images of Caltech 101 and Caltech 256, with each image resized to

256× 256 (effectively, we are using ImageNet to pretrain the model, which is then refined

for Caltech 101 and 256). The results are shown in Tables 3.5 and 3.6. We obtain state-of-art

results (77.9%) on Caltech 256. For Caltech 101, our result (93.15%) is competitive with

the state-of-the-art result (94.11%), which combines spatial pyramid matching and deep

convolutional networks (He et al., 2014). These results demonstrate that we can provide

comparable results to the CNN in data generalization tasks, while also scaling well.

3.5.5 Image Captioning

For fair comparison, we use the same pre-defined splits for all the datasets as in Karpathy

and Li (2015). We use 1,000 images for validation, 1,000 for test and the rest for training

on Flickr8k and Flickr30k. 5,000 images are used for both validation and testing in MS

COCO. The images were resized to 256 × 256 and a five-layer deconvolutional image

model is employed (L = 5); the sizes of dictionary elements for each layer are set to 5× 5,

5× 5, 3× 3, 3× 3 and 3× 3; the pooling ratios are 4× 4 (layer 1 to 2) and 2× 2 (other

layers). The numbers of dictionary elements for each layer are set to K1 = 48, K2 = 84,
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K3 = 128 for all datasets and K4 = 192, K5 = 128 for Flickr8K, K4 = 512, K5 = 256 for

Flickr30K, and K4 = 1024, K5 = 512 for MS COCO.

The widely used BLEU metric (Papineni et al., 2002) and sentence perplexity (PPL)

are employed to quantitatively evaluate the performance of our image captioning model. A

low PPL means a better language model. For the MS COCO dataset, we further evaluate

our model with the metrics: METEOR (Banerjee and Lavie, 2005) and CIDEr (Vedantam

et al., 2015).

We show results of two proposed models: (i) Two-step model: this model consists of

our generative and recognition model developed in Section 3.2 to analyze images alone

(no captions used or needed). The extracted image features are sent to a RNN separately

trained, yielding a two-step procedure. (ii) Joint model: this is the complete joint model

developed in Sections 3.2 and 3.3.2. To verify the effectiveness of our image recognition

model, we compare with two baseline methods, which are similar to our two-step model,

except that the image features are extracted by VggNet (Simonyan and Zisserman, 2015) or

GoogLeNet (Szegedy et al., 2015).

      
a cow is standing in front 

of a store 

a group of elephants 

standing next to each other 

a table that has wooden 

spoons on it 

 

a cat is eating some kind of 

food 

 

a bunch of bananas are 

sitting on a table 

 

a motorcycle is parked next 

to a window 

 

 
FIGURE 3.9: Examples of generated caption from unseen images on MS COCO.

All the image captioning results are summarized in Tables 3.8. Our two-step model

achieves better performance compared to the baselines: VggNet and GoogLeNet. This is

partially due to the fact that these two CNNs are both trained on a different dataset (i.e.,

ImageNet), which may not match the dataset of interest, while we learn our image model

directly on the target datasets in a purely unsupervised manner.

It is worth noting that our joint model yields significant improvements over our two-step
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Table 3.8: Quantitative results on MS COCO dataset
Method B-1 B-2 B-3 B-4 METEOR CIDEr PPL

VggNet+RNN 0.61 0.42 0.28 0.19 0.19 0.56 13.16
GoogLeNet+RNN 0.60 0.40 0.26 0.17 0.19 0.55 14.01

DGDN+RNN (our model), two step 0.61 0.42 0.27 0.18 0.20 0.58 13.46
Neural TalkKarpathy and Li (2015) 0.63 0.45 0.32 0.23 0.20 0.66 -

NIC Vinyals et al. (2015) - - - 0.28 0.24 0.86 -
m-RNN-VggNet Mao et al. (2015) 0.67 0.49 0.34 0.24 - - 13.60

Hard-Attention Xu et al. (2016) 0.72 0.50 0.36 0.25 0.23 - -
DGDN+RNN (our model), joint model 0.71 0.51 0.38 0.26 0.22 0.89 11.57

Attributes-CNN+LSTM Wu et al. (2016) 0.74 0.56 0.42 0.31 0.26 0.94 10.49

model, nearly 10% in average for BLEU scores, demonstrating the importance of inferring a

shared latent structure. Our model performs better than most image captioning systems. The

only method with better performance than ours is the latest proposed approach (Wu et al.,

2016), which employs an intermediate image-to-attributes layer, that requires determining

an extra attribute vocabulary. Examples of generated captions from unseen images on MS

COCO are shown in Figure 3.9.

To further illustrate the joint embeddings learned by our model, we cluster the extracted

latent features using k-means (K = 30), and show the corresponding groupings in Figure

3.10. As can be seen, the images in each cluster have very similar structure. For instance,

the images in column 1 are all surfing related, while the images in column 4 have skiing as

the main theme.

3.5.6 Image Generation from Captions

We next test our model on the challenging image generation task, using the Flickr8k dataset.

This time, images are resized to 64× 64 and a three-layer convolutional model is employed,

with dictionary sizes 6× 6, 6× 6 and 5× 5 at the first, second and third layer, respectively.

The pooling sizes are all 2× 2, and the number of dictionary elements for each layer are

K1 = 24, K2 = 160, K3 = 160. We randomly select 30,000 captions with associated

images for training, then generate images based on the remaining captions.

Examples of the generated images are shown in Figure 3.11. We will first introduce a
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FIGURE 3.10: Examples of image clustering using k-means based on extracted features. Each
column is for one cluster.

little girls waist high in sand

a woman stands with her arms in 
the air near the water at sunset

a baby is rocks on the beach a man on a red rocket

a little girl sits in a plastic swing 
set

the boy in the white shirt dribbles 
the soccer ball away from the 
yellow and blue team

two young women posing for a 
picture

a bird is flying through the air 
near foliage

two boys are climbing a wooden 
platform and jumping into a river

a woman walks and a little boy 
walks to the side of her

the brown dog is running on the 
grass

a dog is running along a beach in 
front of the ocean

a girl and a guy shop for in a 
music store

a biker rides down the street

child man and woman walking 
near the water

FIGURE 3.11: Examples of generated images from unseen captions. For each panel: (bottom)
given caption, (top left) generated image, (top right) ground truth image associated with given
caption.

blurriness reduction technique and then discuss our generated images.

Unpooling when generating images One reason for the blurriness of generated images is

that each top-layer dictionary element, when projected down to the layer below, will have
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multiple representations, due to different (stochastic) activations in each pooling block

Zeiler and Fergus (2014). Specifically, consider z, a latent feature vector learned from a

new caption using trained recognition model qψ(z|Y). Appropriately reshaping z realizes

{X(k,L+1)}k=1,KL
, which corresponds to a (stochastically) pooled version of {S(k,L)}k=1,KL

.

However, to unpool {X(k,L+1)}k=1,KL
to obtain {S(k,L)}k=1,KL

, we need to sample the

unpooling map, which is stochastic, as well. As an approximation, we can simply invoke

a deterministic unpooling map (each element in X(n,L+1) is mapped deterministically to

one location in the pooling region at layer L.). If such a deterministic unpooling can be

performed sequentially at each layer, then one may map the kLth dictionary element from

layer L to the data plane.

Which deterministic unpooling map should we use? At each layer of the model, based

upon the training data, we determine which pooling mapping is most probable, then this

is invoked at test to implement the deterministic unpooling of the top-layer dictionary

elements. The same deterministic unpooling is performed for each pooling region at a given

layer, corresponding to the most-probable of such maps from the training data.

We denote the collapsed (to the data level) top-layer dictionary obtained by this method

as {D̃(k)}KL
k=1. Given a learned feature {X(?,k,L+1)}k=1,KL

, the generated image, X?, is

X? =
∑KL

k=1 D̃(k) ∗X(?,k,L+1) . (3.49)

Discussion of generated images From Figure 3.9 we see that our model is able to learn

useful latent features that capture the semantics expressed in the captions, and then use

those representation to generate a relevant image. For instance, in column 2, row 1, an

image with a dog running along a beach is generated based on the given caption. Further,

rather than simply reconstruct, i.e., memorize, the training data, our model has the capacity

to generate images from previously unseen captions with novel scene compositions. For

instance, in the top image of column 1, a new image is generated in which a woman is

facing front with her hands up, however the woman in the ground truth image is sideways.
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In column 4, row 2, the generated image includes two children due to the word “girls” in

the caption, while only one girl appears in the ground truth image.

A single subject (e.g., a bird) in the caption will lead to better image generating

performance where the foreground object intends to stand out from the background. When

the captions contain multiple objects or rich information (e.g., a girl and a guy), our

model is capable of generating these objects yet with overlapping. Blurriness of an image

becomes severe when objects contain multiple colors and details. This is because one of the

properties of DGDN; the dictionary elements are global components shared across all input

images, while the spatial activation weights (i.e., learned features), determine whether and

where each dictionary appears in each image. However, captions will not provide the exact

position where a dictionary may be, which results in overlapping in our generated images.

3.6 Conclusions

A supervised deep convolutional dictionary-learning model has been proposed within a

generative framework, integrating the Bayesian support vector machine and a new form of

stochastic unpooling. Extensive image classification experiments demonstrate excellent

classification performance on both small and large datasets. The top-down form of the

model constitutes a new generative form of the deep deconvolutional network (DN) (Zeiler

et al., 2010), with unique learning and inference methods.
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4

VAE Learning via Stein Variational Gradient
Descent

4.1 Introduction

In this chapter, we present a new approach for training a VAE. We recognize that the

need for an explicit form for the encoder distribution is only a consequence of the fact

that learning is performed based on the variational lower bound. For inference (e.g., at

test time), we do not need an explicit form for the distribution of latent features, we only

require fast sampling from the encoder. Consequently, rather than directly employing

the traditional variational lower bound, we seek to minimize the Kullback-Leibler (KL)

distance between the true posterior of model and latent parameters. Learning then becomes

a novel application of Stein variational gradient descent (SVGD) (Liu and Wang, 2016),

constituting its first application to training VAEs. We extend SVGD with importance

sampling (Burda et al., 2016), and also demonstrate its novel use in semi-supervised VAE

learning.

The concepts developed here are demonstrated on a wide range of unsupervised and

semi-supervised learning problems, including a large-scale semi-supervised analysis of
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the ImageNet dataset. These experimental results illustrate the advantage of SVGD-based

VAE training, relative to traditional approaches. Moreover, the results demonstrate further

improvements realized by integrating SVGD with importance sampling.

4.2 Stein Learning of Variational Autoencoder (Stein VAE)

Recall data D = {xn}Nn=1, where the set of codes associated with all xn ∈ D is represented

Z = {zn}Nn=1. The prior on {θ,Z} is here represented as p(θ,Z) = p(θ)
∏N

n=1 p(zn).

We desire the posterior p(θ,Z|D). Consider the revised variational expression

L1(q;D) = Eq(θ,Z) log
[p(D|Z,θ)p(θ,Z)

q(θ,Z)

]
= −KL(q(θ,Z)‖p(θ,Z|D)) + log p(D;M) , (4.1)

where p(D;M) is the evidence for the underlying modelM. Learning q(θ,Z) such that

L1 is maximized is equivalent to seeking q(θ,Z) that minimizes KL(q(θ,Z)‖p(θ,Z|D)).

By leveraging and generalizing SVGD, we will perform the latter.

4.2.1 Stein Variational Gradient Descent (SVGD)

Rather than explicitly specifying a form for p(θ,Z|D), we sequentially refine samples of

θ and Z , such that they are better matched to p(θ,Z|D). We alternate between updating

the samples of θ and samples of Z , analogous to how θ and φ are updated alternatively in

traditional VAE optimization of (2.2). We first consider updating samples of θ, with the

samples of Z held fixed. Specifically, assume we have samples {θj}Mj=1 drawn from distri-

bution q(θ), and samples {zjn}Mj=1 drawn from distribution q(Z). We wish to transform

{θj}Mj=1 by feeding them through a function, and the corresponding (implicit) transformed

distribution from which they are drawn is denoted as qT (θ). It is desired that, in a KL sense,

qT (θ)q(Z) is closer to p(θ,Z|D) than was q(θ)q(Z). The following theorem is useful for

defining how to best update {θj}Mj=1.
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Theorem 1 Assume θ and Z are Random Variables (RVs) drawn from distributions q(θ)

and q(Z), respectively. Consider the transformation T (θ) = θ + εψ(θ;D) and let qT (θ)

represent the distribution of θ′ = T (θ). We have

∇ε

(
KL(qT‖p)

)
|ε=0 = −Eθ∼q(θ)

(
trace(Ap(θ;D))

)
, (4.2)

where qT = qT (θ)q(Z), p = p(θ,Z|D),Ap(θ;D) = ∇θ log p̃(θ;D)ψ(θ;D)T+∇θψ(θ;D),

log p̃(θ;D) = EZ∼q(Z)[log p(D,Z,θ)], and p(D,Z,θ) = p(D|Z,θ)p(θ,Z).

Proof Recall the definition of KL divergence:

KL(qT‖p) = KL(qT (θ)q(Z)||p(θ,Z|D)) =

∫ ∫
qT (θ)q(Z) log

p(θ,Z|D)

qT (θ)q(Z)
dθdZ

(4.3)

=

∫
qT (θ)

{∫
q(Z) log p(θ,Z,D)dZ

}
dθ

−
∫
qT (θ) log qT (θ)dθ −

∫
q(Z) log q(Z)dZ − log p(D)

(4.4)

=

∫
qT (θ) log p̃(θ;D)dθ −

∫
qT (θ) log qT (θ)dθ

−
∫
q(Z) log q(Z)dZ − log p(D) (4.5)

= KL
(
qT (θ)||p̃(θ;D)

)
−
∫
q(Z) log q(Z)dZ − log p(D) , (4.6)

where log p̃(θ;D) =
∫
q(Z) log p(θ,Z,D)dZ .

Since∇ε

∫
q(Z) log q(Z)dZ = ∇ε1 log p(D) = 0, we have

∇εKL(qT (θ)q(Z)||p(θ,Z|D)) = ∇εKL(qT (θ)||p̃(θ;D)) . (4.7)
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We have

∇ε(KL(qT (θ)q(Z)||p(θ,Z|D)|ε1=0

=− Eθ∼q(θ)[∇θ log p̃(θ;D)Tψ(θ;D) + trace(∇θψ(θ;D))] (4.8)

=− Eθ∼q(θ)
[
trace

(
∇θ log p̃(θ;D)ψ(θ;D)T + ψ(θ;D)

)]
. (4.9)

Following Liu and Wang (2016), we assume ψ(θ;D) lives in a reproducing kernel

Hilbert space (RKHS) with kernel k(·, ·). Under this assumption, the solution for ψ(θ;D)

that maximizes the decrease in the KL distance (4.2) is

ψ∗(·;D) = Eq(θ)[k(θ, ·)∇θ log p̃(θ;D) +∇θk(θ, ·)] . (4.10)

Theorem 1 concerns updating samples from q(θ) assuming fixed q(Z). Similarly, to update

q(Z) with q(θ) fixed, we employ a complementary form of Theorem 1 (omitted for brevity).

In that case, we consider transformation T (Z) = Z + εψ(Z;D), with Z ∼ q(Z), and

function ψ(Z;D) is also assumed to be in a RKHS.

The expectations in (4.2) and (4.10) are approximated by samples θ(t+1)
j = θ

(t)
j +ε∆θ

(t)
j ,

with

∆θ
(t)
j ≈ 1

M

∑M
j′=1

[
kθ(θ

(t)
j′ ,θ

(t)
j )∇

θ
(t)

j′
log p̃(θ

(t)
j′ ;D) +∇

θ
(t)

j′
kθ(θ

(t)
j′ ,θ

(t)
j ))

]
, (4.11)

with∇θ log p̃(θ;D) ≈ 1
M

∑N
n=1

∑M
j=1∇θ log p(xn|zjn,θ)p(θ). A similar update of sam-

ples is manifested for the latent variables z(t+1)
jn = z

(t)
jn + ε∆z

(t)
jn :

∆z
(t)
jn = 1

M

∑M
j′=1

[
kz(z

(t)
j′n, z

(t)
jn)∇

z
(t)

j′n
log p̃(z

(t)
j′n;D) +∇

z
(t)

j′n
kz(z

(t)
j′n, z

(t)
jn)

]
, (4.12)

where ∇zn log p̃(zn;D) ≈ 1
M

∑M
j=1∇zn log p(xn|zn,θ′j)p(zn). The kernels used to up-

date samples of θ and zn are in general different, denoted respectively kθ(·, ·) and kz(·, ·),

and ε is a small step size. For notational simplicity, M is the same in (4.11) and (4.12), but

in practice a different number of samples may be used for θ and Z .
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If M = 1 for parameter θ, indices j and j′ are removed in (4.11). Learning then reduces

to gradient descent and a point estimate for θ, identical to the optimization procedure used

for the traditional VAE expression in (4.1), but with the (multiple) samples associated with

Z sequentially transformed via SVGD (and, importantly, without the need to assume a form

for q(z|x;φ)). Therefore, if only a point estimate of θ is desired, (4.1) can be optimized

wrt θ, while for updating Z SVGD is applied.

4.2.2 Efficient Stochastic Encoder

At iteration t of the above learning procedure, we realize a set of latent-variable (code)

samples {z(t)jn}Mj=1 for each xn ∈ D under analysis. For large N , training may be compu-

tationally expensive. Further, the need to evolve (learn) samples {zj∗}Mj=1 for each new

test sample, x∗, is undesirable. We therefore develop a recognition model that efficiently

computes samples of latent codes for a data sample of interest. The recognition model

draws samples via zjn = fη(xn, ξjn) with ξjn ∼ q0(ξ). Distribution q0(ξ) is selected such

that it may be easily sampled, e.g., isotropic Gaussian.

After each iteration of updating the samples of Z , we refine recognition model fη(x, ξ)

to mimic the Stein sample dynamics. Assume recognition-model parameters η(t) have

been learned thus far. Using η(t), latent codes for iteration t are constituted as z(t)jn =

fη(t)(xn, ξjn), with ξjn ∼ q0(ξ). These codes are computed for all data xn ∈ Bt, where

Bt ⊂ D is the minibatch of data at iteration t. The change in the codes is ∆z
(t)
jn , as defined

in (4.12). We then update η to match the refined codes, as

η(t+1) = arg minη
∑
xn∈Bt

∑M
j=1 ‖fη(xn, ξjn)− z(t+1)

jn ‖2 . (4.13)

The analytic solution of (4.13) is intractable. We update η with K steps of gradient

descent as η(t,k) = η(t,k−1) − δ
∑
xn∈Bt

∑M
j=1 ∆η

(t,k−1)
jn , where δ is a small step size,

∆η
(t,k−1)
jn = ∂ηfη(xn, ξjn)(fη(xn, ξjn)− z(t+1)

jn )|η=η(t,k−1) , η(t) = η(t,0), η(t+1) = η(t,K),

and ∂ηfη(xn, ξjn) is the transpose of the Jacobian of fη(xn, ξjn) wrt η. Note that the use
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of minibatches mitigates challenges of training with large training sets, D.

The function fη(x, ξ) plays a role analogous to q(z|x;φ) in (2.2), in that it yields a

means of efficiently drawing samples of latent codes z, given observed x; however, we do

not impose an explicit functional form for the distribution of these samples.

4.3 Stein Variational Importance Weighted Autoencoder (Stein VIWAE)

4.3.1 Multi-sample importance-weighted KL divergence

Recall the variational expression in (4.1) employed in conventional VAE learning. Recently,

Burda et al. (2016); Mnih and Rezende (2016) showed that the multi-sample (k samples)

importance-weighted estimator

Lk(x) = Ez1,...,zk∼q(z|x)
[

log 1
k

∑k
i=1

p(x,zi)
q(zi|x)

]
, (4.14)

provides a tighter lower bound and a better proxy for the log-likelihood, where z1, . . . ,zk

are random variables sampled independently from q(z|x). Recall from (4.2) that the KL

divergence played a key role in the Stein-based learning of Section 4.2. Equation (4.14)

motivates replacement of the KL objective function with the multi-sample importance-

weighted KL divergence

KLkq,p(Θ;D) , −EΘ1:k∼q(Θ)

[
log 1

k

∑k
i=1

p(Θi|D)
q(Θi)

]
, (4.15)

where Θ = (θ,Z) and Θ1:k = Θ1, . . . ,Θk are independent samples from q(θ,Z). Note

that the special case of k = 1 recovers the standard KL divergence. Inspired by Burda et al.

(2016), the following theorem shows that increasing the number of samples k is guaranteed

to reduce the KL divergence and provide a better approximation of target distribution.

Theorem 2 For any natural number k, we have KLkq,p(Θ;D) ≥ KLk+1
q,p (Θ;D) ≥ 0, and if

q(Θ)/p(Θ|D) is bounded, then limk→∞ KLkq,p(Θ;D) = 0.
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Proof Following Burda et al. (2016), we have EI={i1,...,im}
[

1
m

∑m
i=j aij

]
= a1+···+ak

k
,

where I ⊂ {1, . . . , k} with |I| = m < k, is a uniformly distributed subset of {1, . . . , k}.

Using Jensen’s inequality, we have

KLkq,p(Θ;D) = −EΘ1:k∼q(Θ)

[
log

1

k

k∑
i=1

p(Θi|D)

q(Θi)

]
(4.16)

= −EΘ1:k∼q(Θ)

[
logEI={i1,...,im}

[ 1

m

m∑
i=1

p(Θi|D)

q(Θi)

]]
(4.17)

≤ −EΘ1:k∼q(Θ)

[
EI={i1,...,im}

[
log

1

m

m∑
i=1

p(Θi|D)

q(Θi)

]]
(4.18)

= −EΘ1:m∼q(Θ)

[
log

1

m

m∑
i=1

p(Θi|D)

q(Θi)

]
(4.19)

= KLmq,p(Θ;D) , (4.20)

if q(Θ)/p(Θ|D) is bounded, we have

lim
k→∞

1

k

k∑
i=1

p(Θi|D)

q(Θi)
= Eq(Θ)

[p(Θ|D)

q(Θ)

]
=

∫
p(Θ|D)dΘ = 1 . (4.21)

Therefore

KLkq,p(Θ;D) = − lim
k→∞

EΘ1:k∼q(Θ)

[
log 1

]
= 0 .

We minimize (4.15) with a sample transformation based on a generalization of SVGD

and the recognition model (encoder) is trained in the same way as in Section 4.2.2. Specifi-

cally, we first draw samples {θ1:kj }Mj=1 and {z1:kjn }Mj=1 from a simple distribution q0(·), and

convert these to approximate draws from p(θ1:k,Z1:k|D) by minimizing the multi-sample

importance weighted KL divergence via nonlinear functional transformation.

4.3.2 Importance-weighted SVGD for VAEs

The following theorem generalizes Theorem 1 to multi-sample weighted KL divergence.
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Theorem 3 Let Θ1:k be RVs drawn independently from distribution q(Θ) and KLkq,p(Θ,D)

is the multi-sample importance weighted KL divergence in (4.15). Let T (Θ) = Θ +

εψ(Θ;D) and qT (Θ) represent the distribution of Θ′ = T (Θ). We have

∇ε
(

KLkq,p(Θ
′;D)

)
|ε=0 = −EΘ1:k∼q(Θ)(Akp(Θ1:k;D)) . (4.22)

Proof Akp(Θ1:k;D) is defined as following:

Akp(Θ1:k;D) = 1
ω̃

∑k
i=1 ωi

(
trace

(
Ap(Θi;D)

))
(4.23)

ωi = p(Θi;D)/q(Θi), ω̃ =
∑k

i=1 ωi (4.24)

Ap(Θ;D) = ∇Θ log p̃(Θ;D)ψ(Θ;D)T +∇Θψ(Θ;D) . (4.25)

Assume p[T−1](Θ) denote the density of Θ̂ = T−1(Θ). We have

∇ε

(
KLkq,p(Θ

′;D)
)

= −∇ε

{
EΘ1:k∼q(Θ)

[
log

1

k

k∑
i=1

p[T−1](Θ
i|D)

q(Θi)

]}
(4.26)

=− EΘ1:k∼q(Θ)

{
∇ε

[
log

1

k

k∑
i=1

p[T−1](Θ
i|D)

q(Θi)

]}
(4.27)

=− EΘ1:k∼q(Θ)

{[1

k

k∑
i=1

p[T−1](Θ
i|D)

q(Θi)

]−1[1

k

k∑
i=1

∇εp[T−1](Θ
i|D)

q(Θi)

]}
. (4.28)

Note that

∇εp[T−1](Θ
i|D) = p[T−1](Θ

i|D)∇ε log p[T−1](Θ
i|D) , (4.29)

and when ε = 0, we have

p[T−1](Θ
i|D) = p(Θi|D), ∇εT (Θ) = ψ(Θ;D) (4.30)

∇ε∇ΘT (Θ) = ∇εψ(Θ;D), ∇ΘT (Θ) = I (4.31)
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Therefore

∇ε log p[T−1](Θ
i|D) = ∇ε log p(Θi|D)T∇εT (Θi) + trace

((
∇ΘiT (Θi)

)−1 · ∇ε∇ΘiT (Θi)
)

= ∇ε log p(Θi|D)Tψ(Θi;D) + trace
(
∇εψ(Θi;D)

)
(4.32)

= trace
(
∇ε log p(Θi|D)ψ(Θi;D)T +∇εψ(Θi;D)

)
(4.33)

= trace
(
Ap(Θi;D)

)
. (4.34)

Therefore, (4.28) can be rewritten as

∇ε
(

KLkq,p(Θ
′;D)

)
= −EΘ1:k∼q(Θ)

{[1

k

k∑
i=1

p[T−1](Θ
i|D)

q(Θi)

]−1[1

k

k∑
i=1

∇εp[T−1](Θ
i|D)

q(Θi)

]}

= −EΘ1:k∼q(Θ)

{[ k∑
i=1

p(Θi|D)

q(Θi)

]−1[ k∑
i=1

p(Θi|D)

q(Θi)
∇ε log p[T−1](Θ

i|D)
]}

= −EΘ1:k∼q(Θ)

{
1

ω̃

k∑
i=1

ωi

[
trace

(
Ap(Θi;D)

)]}
, (4.35)

where ωk = p(Θi;D)/q(Θi) and ω̃ =
∑k

i=1 ωi.

The following corollaries generalize Theorem 1 and (4.10) via use of importance

sampling, respectively.

Corollary 4 θ1:k and Z1:k are RVs drawn independently from distributions q(θ) and q(Z),

respectively. Let T (θ) = θ + εψ(θ;D), qT (θ) represent the distribution of θ′ = T (θ), and

Θ′ = (θ′,Z) . We have

∇ε
(

KLkqT ,p(Θ
′;D)

)
|ε=0 = −Eθ1:k∼q(θ)(Akp(θ1:k;D)) , (4.36)

where Akp(θ1:k;D) = 1
ω̃

∑k
i=1 ωiAp(θi;D), ωi = EZi∼q(Z)

[
p(θi,Zi,D)
q(θi)q(Zi)

]
, ω̃ =

∑k
i=1 ωi;

Ap(θ;D) and log p̃(θ;D) are as defined in Theorem 1.

Corollary 5 Assume ψ(θ;D) lives in a reproducing kernel Hilbert space (RKHS) with

kernel kθ(·, ·). The solution for ψ(θ;D) that maximizes the decrease in the KL distance

(4.36) is

ψ∗(·;D) = Eθ1:k∼q(θ)
[
1
ω̃

∑k
i=1 ωi

(
∇θikθ(θi, ·) + kθ(θi, ·)∇θi log p̃(θi;D)

)]
. (4.37)
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Corollary 4 and Corollary 5 provide a means of updating multiple samples {θ1:kj }Mj=1

from q(θ) via T (θi) = θi + εψ(θi;D). The expectation wrt q(Z) is approximated via

samples drawn from q(Z). Similarly, we can employ a complementary form of Corol-

lary 4 and Corollary 5 to update multiple samples {Z1:k
j }Mj=1 from q(Z). This suggests

an importance-weighted learning procedure that alternates between update of particles

{θ1:kj }Mj=1 and {Z1:k
j }Mj=1, which is similar to the one in Section 4.2.1.

let {θ1:k,tj }Mj=1 and {z1:k,tjn }Mj=1 denote the samples acquired at iteration t of the learning

procedure. To update samples of θ1:k, we apply the transformation θ(i,t+1)
j = T (θ

(i,t)
j ;D) =

θ
(i,t)
j + εψ(θ

(i,t)
j ;D), for i = 1, . . . , k, by approximating the expectation by samples

{z1:kjn }Mj=1, and we have

θ
(i,t+1)
j = θ

(i,t)
j + ε∆θ

(i,t)
j , for i = 1, . . . , k, (4.38)

with

∆θ
(i,t)
j ≈ 1

M

M∑
j′=1

[ 1

ω̃

k∑
i′=1

ωi
(
∇
θ
(i′,t)
j′

kθ(θ
(i′,t)
j′ ,θ

(i,t)
j ))

+ k(θ
(i′,t)
j′ ,θ

(i,t)
j )∇

θ
(i′,t)
j′

log p̃(θ
(i′,t)
j′ ;D)

]
(4.39)

ωi ≈
1

M

N∑
n=1

M∑
j=1

p(θi, zijn,xn)

q(θi)q(zijn)
, ω̃ =

k∑
i=1

ωi (4.40)

∇θ log p̃(θ;D) ≈ 1

M

N∑
n=1

M∑
j=1

∇θ log p(xn|zjn,θ)p(θ) .

Similarly, when updating samples of the latent variables, we have

z
(i,t+1)
jn = z

(i,t)
jn + ε∆z

(i,t)
jn , for i = 1, . . . , k, (4.41)
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with

∆z
(i,t)
jn ≈

1

M

M∑
j′=1

[ 1

ω̃n

k∑
i′=1

Xωin
(
∇
z
(i′,t)
j′n

kz(z
(i′,t)
j′n , z

(i,t)
jn ))

+ kz(z
(i′,t)
j′n , z

(i,t)
jn )∇

z
(i′,t)
j′n

log p̃(z
(i′,t)
j′n ;D)

]
(4.42)

ωin ≈
1

M

M∑
j=1

p(θi, zijn,xn)

q(θi)q(zijn)
, ω̃n =

k∑
i=1

ωin (4.43)

∇zn log p̃(zn;D) ≈ 1

M

M∑
j=1

∇zn log p(xn|zn,θ′j)p(zn) (4.44)

4.4 Semi-Supervised Learning with Stein VAE

Consider labeled data as pairs Dl = {xn,yn}Nl
n=1, where the label yn ∈ {1, . . . , C} and

the decoder is modeled as (xn,yn|zn) ∼ p(x,y|zn;θ, θ̃) = p(x|zn;θ)p(y|zn; θ̃), where

θ̃ represents the parameters of the decoder for labels. The set of codes associated with

all labeled data are represented as Zl = {zn}Nl
n=1. We desire to approximate the posterior

distribution on the entire dataset p(θ, θ̃,Z,Zl|D,Dl) via samples, where D represents the

unlabeled data, and Z is the set of codes associated with D. In the following, we will only

discuss how to update the samples of θ, θ̃ and Zl. Updating samples Z is the same as

discussed in Sections 4.2 and 4.3.2 for Stein VAE and Stein VIWAE, respectively.

Assume {θj}Mj=1 drawn from distribution q(θ), {θ̃j}Mj=1 drawn from distribution q(θ̃),

and samples {zjn}Mj=1 drawn from (distinct) distribution q(Zl). The following corollary

generalizes Theorem 1 and (4.10), which is useful for defining how to best update {θj}Mj=1.

Corollary 6 Assume θ, θ̃, Z and Zl are RVs drawn from distributions q(θ), q(θ̃), q(Z)

and q(Zl), respectively. Consider the transformation T (θ) = θ + εψ(θ;D,Dl) where

ψ(θ;D,Dl) lives in a RKHS with kernel kθ(·, ·). Let qT (θ) represent the distribution of
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θ′ = T (θ). For qT = qT (θ)q(Z)q(θ̃) and p = p(θ, θ̃,Z|D,Dl), we have

∇ε

(
KL(qT‖p)

)
|ε=0 = −Eθ∼q(θ)(Ap(θ;D,Dl)) , (4.45)

whereAp(θ;D,Dl) = ∇θψ(θ;D,Dl)+∇θ log p̃(θ;D,Dl)ψ(θ;D,Dl)T , log p̃(θ;D,Dl) =

EZ∼q(Z)[log p(D|Z,θ)] + EZl∼q(Zl)[log p(Dl|Zl,θ)], and the solution for ψ(θ;D,Dl) that

maximizes the change in the KL distance (4.45) is

ψ∗(·;D,Dl) = Eq(θ)[k(θ, ·)∇θ log p̃(θ;D,Dl) +∇θk(θ, ·)] . (4.46)

The expectations in (4.45) and (4.46) are approximated by samples. For updating

samples of θ, we have

θ
(t+1)
j = θ

(t)
j + ε1∆θ

(t)
j , (4.47)

with

∆θ
(t)
j ≈

1

M

M∑
j′=1

[kθ(θ
(t)
j′ ,θ

(t)
j )∇

θ
(t)

j′
log p̃(θ

(t)
j′ ;D,Dl)e+∇

θ
(t)

j′
kθ(θ

(t)
j′ ,θ

(t)
j ))]

(4.48)

∇θ log p̃(θ;D,Dl) ≈
1

M

M∑
j=1

{ ∑
xn∈D

∇θ log p(xn|zjn,θ) +
∑
xn∈Dl

∇θ log p(xn|zjn,θ)
}
p(θ) .

(4.49)

Similarly, when updating samples of θ̃ , we have

θ̃
(t+1)

j = θ̃
(t)

j + ε2∆θ̃
(t)

j , (4.50)

with

∆θ̃
(t)

j ≈
1

M

M∑
j′=1

[kθ̃(θ̃
(t)

j′ , θ̃
(t)

j )∇
θ̃
(t)

j′
log p̃(θ̃

(t)

j′ ;Dl) +∇
θ̃
(t)

j′
kθ̃(θ̃

(t)

j′ , θ̃
(t)

j ))]

∇θ̃ log p̃(θ̃;Dl) ≈
1

M

M∑
j=1

∑
yn∈Dl

∇θ̃ log p(yn|zjn, θ̃)p(θ̃) . (4.51)

Similarly, samples of zn ∈ Zl are updated

z
(t+1)
jn = z

(t)
jn + ε∆z

(t)
jn , (4.52)
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with

∆z
(t)
jn =

1

M

M∑
j′=1

[kz(z
(t)
j′n, z

(t)
jn)∇

z
(t)

j′n
log p̃(z

(t)
j′n;Dl) +∇

z
(t)

j′n
kz(z

(t)
j′n, z

(t)
jn))]

(4.53)

∇zn log p̃(zn;Dl) ≈
1

M

M∑
j=1

∇znp(zn)
{

log p(xn|zn,θ′j) + ζ log p(yn|zn, θ̃
′
j)
}
,

(4.54)

where ζ is a tuning parameter that balances the two components. Motivated by assigning the

same weight to every data point (Pu et al., 2016b), we set ζ = NX/(Cρ) in the experiments,

where NX is the dimension of xn, C is the number of categories for the corresponding

label and ρ is the proportion of labeled data in the mini-batch.

4.5 Experiments

For all experiments, we use a radial basis-function (RBF) kernel as in Liu and Wang

(2016), i.e., k(x,x′) = exp(− 1
h
‖x − x′‖22), where the bandwidth, h, is the median of

pairwise distances between current samples. q0(θ) and q0(ξ) are set to isotropic Gaussian

distributions. We share the samples of ξ across data points, i.e., ξjn = ξj , for n = 1, . . . , N

(this is not necessary, but it saves computation). The samples of θ and z, and parameters of

the recognition model, η, are optimized via Adam Kingma and Ba (2015) with learning

rate 0.0002. We do not perform any dataset-specific tuning or regularization other than

dropout Srivastava et al. (2014) and early stopping on validation sets. We set M = 100 and

k = 50, and use minibatches of size 64 for all experiments, unless otherwise specified.

4.5.1 Expressive power of Stein recognition model

We first evaluate the expressive power of non-Gaussian posterior approximation based on

the Stein recognition model developed in Section 4.2.2. This is done generating samples

of z using standard VAE (Kingma and Welling, 2014) and via the proposed Stein VAE,
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FIGURE 4.1: Approximation of posterior distribution: Stein VAE vs. VAE.

with each compared to ground truth on testing data (considering a non-trivial example for

which the exact posterior is available). We fix the decoder (generative model) parameters θ,

and only generate samples of z and update encoder parameters η during training, for both

standard VAE and Stein VAE.

Gaussian Mixture Model We synthesize data by (i) drawing zn ∼ 1
2
N (µ1, I) + 1

2
N (µ2, I),

where µ1 = [5, 5]T , µ2 = [−5,−5]T ; (ii) drawing xn ∼ N (θzn, σ
2I), where θ =

[
2 −1
1 −2

]
and σ = 0.1. The recognition model fη(xn, ξj) is specified as a multi-layer perceptron

(MLP) with 100 hidden units, by first concatenating ξj and xn into a long vector. The

dimension of ξj is set to 2. The recognition model for standard VAE is also an MLP with

100 hidden units, and with the assumption of a Gaussian distribution for the latent codes

(Kingma and Welling, 2014).

We generate N = 10, 000 data points for training and 10 data points for testing. The

analytic form of true posterior distribution is showed as following
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p(z|x) ∝ p(x)p(z) ∝ exp

{
−(x− θz)T (x− θz)

2σ2

}

×
{

exp
{
− (z − µ1)

T (z − µ1)

2

}
+ exp

{
− (z − µ2)

T (z − µ2)

2

}}
(4.55)

= exp

{
−1

2

[
zT
(θTθ
σ2

+ I
)
z − 2

(yTθ
σ2

+ µ1

)
z +

xTx

σ2
+ µT1µ1

]}

+ exp

{
−1

2

[
zT
(θTθ
σ2

+ I
)
z − 2

(yTθ
σ2

+ µ2

)
z +

xTx

σ2
+ µT2µ2

]}
. (4.56)

Let

Σ =
θTθ

σ2
+ I, µ̂1 = Σ−1(

yTθ

σ2
− µ1), p1 =

xTx

σ2
+ µT1µ1 − µ̂T1 Σµ̂1, (4.57)

µ̂2 = Σ−1(
yTθ

σ2
− µ2), p2 =

xTx

σ2
+ µT2µ2 − µ̂T2 Σµ̂2 , (4.58)

The density in (4.56) can be rewritten as

p(z|x) ∝ exp{p1} exp

{
−1

2
(z − µ̂1)

TΣ(z − µ̂1)

}

+ exp{p2} exp

{
−1

2
(z − µ̂2)

TΣ(z − µ̂2)

}
. (4.59)

Therefore, we have z|x ∼ p(z|x) = p̂N (µ̂1,Σ) + (1− p̂)N (µ̂2,Σ), where

p̂ =
1

1 + exp(p2 − p1)
. (4.60)

Figure 4.1 shows the performance of Stein VAE approximations for the true posterior.

The Stein recognition model is able to capture the multi-modal posterior and produce

accurate density approximation.
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FIGURE 4.2: Univariate marginals and pair-
wise posteriors. Purple, red and green rep-
resent the distribution inferred from MCMC,
standard VAE and Stein VAE, respectively.

Poisson Factor Analysis Given a discrete vector

xn ∈ ZP+, Poisson factor analysis (Zhou et al.,

2012a) assumes xn is a weighted combination

of V latent factors xn ∼ Pois(θzn), where

θ ∈ RP×V
+ is the factor loadings matrix and

zn ∈ RV
+ is the vector of factor scores. We

consider topic modeling with Dirichlet priors

on θv (v-th column of θ) and gamma priors on

each component of zn.

We evaluate our model on the 20 News-

groups dataset containing N = 18, 845 doc-

uments with a vocabulary of P = 2, 000. The

data are partitioned into 10,314 training, 1,000 validation and 7,531 test documents. The

number of factors (topics) is set to V = 128. θ is first learned by Markov chain Monte

Carlo (MCMC) (Gan et al., 2015d). We then fix θ at its MAP value, and only learn the

recognition model η using standard VAE and Stein VAE; this is done, as in the previous

example, to examine the accuracy of the recognition model to estimate the posterior of the

latent factors, isolated from estimation of θ. The recognition model is an MLP with 100

hidden units.

Table 4.1: Negative log-likelihood (NLL) on MNIST.

Method NLL

DGLM (Rezende et al., 2014) 89.90
Normalizing flow (Rezende et al., 2015) 85.10

VAE + IWAE (Burda et al., 2016)† 86.76
IWAE + IWAE (Burda et al., 2016)‡ 84.78

Stein VAE + ELBO 85.21
Stein VAE + S-ELBO 84.98
Stein VIWAE + ELBO 83.01

Stein VIWAE + S-ELBO 82.88
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An analytic form of the true posterior distribution p(zn|xn) is intractable for this

problem. Consequently, we employ samples collected from MCMC as ground truth. With

θ fixed, we sample zn via Gibbs sampling, using 2,000 burn-in iterations followed by

2,500 collection draws, retaining every 10th collection sample. We show the marginal and

pairwise posterior of one test data point in Figure 4.2. Stein VAE leads to a more accurate

approximation than standard VAE, compared to the MCMC samples. Considering Figure

4.2, note that VAE significantly underestimates the variance of the posterior (examining the

marginals), a well-known problem of variational Bayesian analysis (Han et al., 2016). In

sharp contrast, Stein VAE yields highly accurate approximations to the true posterior.

4.5.2 Density estimation

Data We consider five benchmark datasets: MNIST and four text corpora: 20 Newsgroups

(20News), New York Times (NYT), Science and RCV1-v2 (RCV2). For MNIST, we used

the standard split of 50K training, 10K validation and 10K test examples. The latter three

text corpora consist of 133K, 166K and 794K documents. These three datasets are split

into 1K validation, 10K testing and the rest for training.

Evaluation Given new data x∗ (testing data), the marginal log-likelihood/perplexity values

are estimated by the variational evidence lower bound (ELBO) while integrating the decoder

parameters θ out, log p(x∗) ≥ Eq(z∗)[log p(x∗, z∗)] +H(q(z∗)) = ELBO(q(z∗)), where

p(x∗, z∗) = Eq(θ)[log p(x∗,θ, z∗)] and H(q(·)) = −Eq(log q(·)) is the entropy. The

expectation is approximated with samples {θj}Mj=1 and {z∗j}Mj=1 with z∗j = fη(x∗, ξj),

ξj ∼ q0(ξ). Directly evaluating q(z∗) is intractable, thus it is estimated via density

transformation q(z) = q0(ξ)
∣∣∣det∂fη(x,ξ)

∂ξ

∣∣∣−1.
We further estimate the marginal log-likelihood/perplexity values via the stochastic

variational lower bound, as the mean of 5K-sample importance weighting estimate (Burda

et al., 2016). Therefore, for each dataset, we report four results: (i) Stein VAE + ELBO,
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Table 4.2: Test perplexities on four text corpora.

Method 20News NYT Science RCV2

DocNADE (Larochelle and Laulyi, 2012) 896 2496 1725 742
DEF (Ranganath et al., 2015) —- 2416 1576 —-
NVDM (Miao et al., 2016) 852 —- —- 550

Stein VAE + ELBO 849 2402 1499 549
Stein VAE + S-ELBO 845 2401 1497 544
Stein VIWAE + ELBO 837 2315 1453 523

Stein VIWAE + S-ELBO 829 2277 1421 518

(ii) Stein VAE + S-ELBO, (iii) Stein VIWAE + ELBO and (iv) Stein VIWAE + S-ELBO;

the first term denotes the training procedure is employed as Stein VAE in Section 4.2 or

Stein VIWAE in Section 4.3; the second term denotes the testing log-likelihood/perplexity

is estimated by the ELBO or the stochastic variational lower bound, S-ELBO (Burda et al.,

2016).

Model For MNIST, we train the model with one stochastic layer, zn, with 50 hidden

units and two deterministic layers, each with 200 units. The nonlinearity is set as tanh.

The visible layer, xn, follows a Bernoulli distribution. For the text corpora, we build a

three-layer deep Poisson network (Ranganath et al., 2015). The sizes of hidden units are

200, 200 and 50 for the first, second and third layer, respectively.
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FIGURE 4.3: NLL vs. Training/Testing time
on MNIST with various numbers of samples for
θ.

Results The log-likelihood/perplexity re-

sults are summarized in Tables 5.1 and 4.2.

On MNIST, our Stein VAE achieves a varia-

tional lower bound of -85.21 nats, which out-

performs standard VAE with the same model

architecture. Our Stein VIWAE achieves a

log-likelihood of -82.88 nats, exceeding nor-

malizing flow (-85.1 nats) and importance
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weighted autoencoder (-84.78 nats), which is the best prior result obtained by feedforward

neural network (FNN). DRAW (Gregor et al., 2015) and PixelRNN (Oord et al., 2016),

which exploit spatial structure, achieved log-likelihoods of around -80 nats. Our model can

also be applied on these models, but this is left as interesting future work. To further illus-

trate the benefit of model averaging, we vary the number of samples for θ (while retaining

100 samples for Z) and show the results associated with training/testing time in Figure 4.3.

When M = 1 for θ, our model reduces to a point estimate for that parameter. Increasing

the number of samples of θ (model averaging) improves the negative log-likelihood (NLL).

The testing time of using 100 samples of θ is around 0.12 ms per image.

4.5.3 Semi-supervised Classification

We consider semi-supervised classification on MNIST and ImageNet (Russakovsky et al.,

2014) data. For each dataset, we report the results obtained by (i) VAE, (ii) Stein VAE, and

(iii) Stein VIWAE.

MNIST We randomly split the training set into a labeled and unlabeled set, and the number

of labeled samples in each category varies from 10 to 300. We perform testing on the

standard test set with 20 different training-set splits. The decoder for labels is implemented

as p(yn|zn, θ̃) = softmax(θ̃zn). We consider two types of decoders for images p(xn|zn,θ)

and encoder fη(x, ξ): (i) FNN: Following Kingma et al. (2014), we use a 50-dimensional

latent variables zn and two hidden layers, each with 600 hidden units, for both encoder and

decoder; softplus is employed as the nonlinear activation function. (ii) All convolutional

nets (CNN): Inspired by Springenberg et al. (2015), we replace the two hidden layers

with 32 and 64 kernels of size 5× 5 and a stride of 2. A fully connected layer is stacked

on the CNN to produce a 50-dimensional latent variables zn. We use the leaky rectified

activation (Maas et al., 2013). The input of the encoder is formed by spatially aligning and

“stacking” xn and ξ, while the output of decoder is the image itself.
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Table 4.3: Semi-supervised classification error (%) on MNIST.

Nρ
FNN CNN

VAE§ Stein VAE Stein VIWAE VAE† Stein VAE Stein VIWAE

10 3.33 ± 0.14 2.78 ± 0.24 2.67 ± 0.09 2.44 ± 0.17 1.94 ± 0.24 1.90 ± 0.05

60 2.59 ±0.05 2.13 ± 0.08 2.09 ± 0.03 1.88 ±0.05 1.44 ± 0.04 1.41 ± 0.02

100 2.40 ±0.02 1.92 ± 0.05 1.88 ± 0.01 1.47 ±0.02 1.01 ± 0.03 0.99 ± 0.02

300 2.18 ±0.04 1.77 ± 0.03 1.75 ± 0.01 0.98 ±0.02 0.89 ± 0.03 0.86 ± 0.01

Table 4.3 shows the classification results. Our Stein VAE and Stein VIWAE consistently

achieve better performance than the VAE. We further observe that the variance of Stein VI-

WAE results is much smaller than that of Stein VAE results on small labeled data, indicating

the former produces more robust parameter estimates. State-of-the-art results Rasmus et al.

(2015) are achieved by the Ladder network, which can be employed with our Stein-based

approach, however, we will consider this extension as future work.

Table 4.4: Semi-supervised classification accuracy (%) on ImageNet.

VAE Stein VAE Stein VIWAE DGDN

1 % 35.92± 1.91 36.44 ± 1.66 36.91 ± 0.98 43.98± 1.15
2 % 40.15± 1.52 41.71 ± 1.14 42.57 ± 0.84 46.92± 1.11
5 % 44.27± 1.47 46.14 ± 1.02 46.20 ± 0.52 47.36± 0.91

10 % 46.92± 1.02 47.83 ± 0.88 48.67 ± 0.31 48.41± 0.76
20 % 50.43± 0.41 51.62 ± 0.24 51.77 ± 0.12 51.51± 0.28
30 % 53.24± 0.33 55.02 ± 0.22 55.45 ± 0.11 54.14± 0.12
40 % 56.89± 0.11 58.17 ± 0.16 58.21 ± 0.12 57.34± 0.18

ImageNet 2012 We consider scalability of our model to large datasets. We split the 1.3

million training images into an unlabeled and labeled set, and vary the proportion of labeled

images from 1% to 40%. The classes are balanced to ensure that no particular class is

over-represented, i.e., the ratio of labeled and unlabeled images is the same for each class.

We repeat the training process 10 times for the training setting with labeled images ranging
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Table 4.5: Architecture of the models for semi-supervised classification on ImageNet.

Output Size Encoder Decoder

224× 224× 4 for encoder
RGB image xn stacked by ξ RGB image xn224× 224× 3 for decoder

56× 56× 64
7× 7 conv, 64 kernels, LeakyRelu, stride 4, BN[

3× 3 conv, 64 kernels, LeakyRelu, stride 1, BN
]
×3

28× 28× 128
3× 3 conv, 128 kernels, LeakyRelu, stride 2, BN[

3× 3 conv, 128 kernels, LeakyRelu, stride 1, BN
]
×3

14× 14× 256
3× 3 conv, 256 kernels, LeakyRelu, stride 2, BN[

3× 3 conv, 256 kernels, LeakyRelu, stride 1, BN
]
×3

7× 7× 512
3× 3 conv, 512 kernels, LeakyRelu, stride 2, BN[

3× 3 conv, 512 kernels, LeakyRelu, stride 1, BN
]
×3

latent code zn

1× 1 conv, 2048 kernels, LeakyRelu

average pooling, 1000-dimentional fully connected layer

softmax, label yn

from 1% to 10% , and 5 times for the the training setting with labeled images ranging from

20% to 40%. Each time we utilize different sets of images as the unlabeled ones.

We employ an all convolutional net (Springenberg et al., 2015) for both the encoder

and decoder, which replaces deterministic pooling (e.g., max-pooling) with stridden con-

volutions. Such a model has been shown to be effective for training higher resolution and

deeper generative models (Radford et al., 2016). The decoder for labels is employed as

global average pooling with softmax, which has been utilized in state-of-the-art image

classification models (He et al., 2016). Batch normalization (Ioffe and Szegedy, 2015) is

used to stabilize learning by normalizing the activations throughout the network and pre-

venting relatively small parameter changes from being amplified into larger but suboptimal

activation changes in other layers. We use the leaky rectified activation (Maas et al., 2013).
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Residual connections (He et al., 2016) are incorporated to encourage gradient flow. The

model architecture is detailed in Table 4.5.

Following (Krizhevsky et al., 2012), images are resized to 256 × 256. A 224 × 224

crop is randomly sampled from the images or its horizontal flip with the mean sub-

tracted Krizhevsky et al. (2012). We set M = 20 and k = 10.

Table 4.4 shows classification results indicating that Stein VAE and Stein IVWAE

outperform VAE in all the experiments, demonstrating the effectiveness of our approach

for semi-supervised classification. When the proportion of labeled examples is too small

(< 10%), DGDN Pu et al. (2016b) outperforms all the VAE-based models, which is not

surprising provided that our models are deeper, thus have considerably more parameters

than DGDN Pu et al. (2016b).

4.6 Conclusion

We have employed SVGD to develop a new method for learning a variational autoencoder,

in which we need not specify an a priori form for the encoder distribution. Fast inference

is manifested by learning a recognition model that mimics the manner in which the inferred

code samples are manifested. The method is further generalized and improved by perform-

ing importance sampling. An extensive set of results, for unsupervised and semi-supervised

learning, demonstrate excellent performance and scaling to large datasets.
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5

Adversarial Symmetric Variational Autoencoder

5.1 Introduction

We develop a new form of the variational lower bound, manifested jointly for the expected

log-likelihood of the observed data and for the latent codes. Optimizing this variational

bound involves maximizing the expected log-likelihood of the data and codes, while

simultaneously minimizing a symmetric KL divergence involving the joint distribution of

data and codes. To compute parts of this variational lower bound, a new form of adversarial

learning is invoked. The proposed framework is termed Adversarial Symmetric VAE

(AS-VAE) (Pu et al., 2017a), since within the model (i) the data and codes are treated in a

symmetric manner, (ii) a symmetric form of KL divergence is minimized when learning,

and (iii) adversarial training is utilized. To illustrate the utility of AS-VAE, we perform

an extensive set of experiments, demonstrating state-of-the-art data reconstruction and

generation on several benchmarks datasets.

5.1.1 Adversarial Learning

The original idea of GAN (Goodfellow et al., 2014) was to build an effective generative

model pθ(x|z), with z ∼ p(z), as discussed above. There was no desire to simultaneously
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design an inference network qφ(z|x). More recently, authors (Dumoulin et al., 2017;

Donahue et al., 2017; Mescheder et al., 2016) have devised adversarial networks that seek

both pθ(x|z) and qφ(z|x). As an important example, Adversarial Learned Inference (ALI)

Dumoulin et al. (2017) considers the following objective function:

min
θ,φ

max
ψ
LALI(θ,φ,ψ) = Eqφ(x,z)[log σ(fψ(x, z))]

+ Epθ(x,z)[log(1− σ(fψ(x, z)))] , (5.1)

where the expectations are approximated with samples. The function fψ(x, z), termed

a discriminator, is typically implemented using a neural network with parameters ψ

(Dumoulin et al., 2017; Donahue et al., 2017). Note that in (5.1) we need only sample from

pθ(x, z) = pθ(x|z)p(z) and qφ(x, z) = qφ(z|x)q(x), avoiding the need for an explicit

form for q(x).

The framework in (5.1) can, in theory, match pθ(x, z) and qφ(x, z), by finding a Nash

equilibrium of their respective non-convex objectives (Goodfellow et al., 2014; Salimans

et al., 2016). However, training of such adversarial networks is typically based on stochastic

gradient descent, which is designed to find a local mode of a cost function, rather than

locating an equilibrium (Salimans et al., 2016). This objective mismatch may lead to

the well-known instability issues associated with GAN training Salimans et al. (2016);

Arjovsky and Bottou (2017).

To alleviate this problem, some researchers add a regularization term, such as reconstruc-

tion loss (Kim et al., 2017; Li et al., 2017b; Zhu et al., 2017) or mutual information (Chen

et al., 2016c), to the GAN objective, to restrict the space of suitable mapping functions,

thus avoiding some of the failure modes of GANs, i.e., mode collapsing. Below we will

formally match the joint distributions as in (5.1), and reconstruction-based regularization

will be manifested by generalizing the VAE setup via adversarial learning. Toward this goal

we consider the following lemma, which is analogous to Proposition 1 in Goodfellow et al.

(2014); Mescheder et al. (2016).
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Lemma 7 Consider Random Variables (RVs) x and z with joint distributions, p(x, z) and

q(x, z). The optimal discriminator D∗(x, z) = σ(f ∗(x, z)) for the following objective

max
f

Ep(x,z) log[σ(f(x, z))] + Eq(x,z)[log(1− σ(f(x, z)))] , (5.2)

is f ∗(x, z) = log p(x, z)− log q(x, z).

Under Lemma 7, we are able to estimate the log qφ(x, z)− log pθ(x)p(z) and

log pθ(x, z)− log q(x)qφ(z) using the following corollary.

Corollary 8 For RVs x and z with encoder joint distribution qφ(x, z) = q(x)qφ(z|x)

and decoder joint distribution pθ(x, z) = p(z)pθ(x|z), consider the following objectives:

max
ψ1

LA1(ψ1) = Ex∼q(x),z∼qφ(z|x) log[σ(fψ1
(x, z))]

+ Ex∼pθ(x|z′),z′∼p(z),z∼p(z)[log(1− σ(fψ1
(x, z)))] ,

(5.3)

max
ψ2

LA2(ψ2) = Ez∼p(z),x∼pθ(x|z) log[σ(fψ2
(x, z))]

+ Ez∼qφ(z|x′),x′∼q(x),x∼q(x)[log(1− σ(fψ2
(x, z)))] ,

(5.4)

If the parameters φ and θ are fixed, with fψ∗1 the optimal discriminator for (5.10) and fψ∗2

the optimal discriminator for (5.4), then

fψ∗1(x, z) = log qφ(x, z)− log pθ(x)p(z), fψ∗2(x, z) = log pθ(x, z)− log qφ(z)q(x) .
(5.5)

Proof We start from a simple observation pθ(x) =
∫
z
pθ(x, z)dz =

∫
z
p(z)pθ(x|z)dz.

The second term in (5) of main paper can be rewritten as

Ex∼pθ(x|z′),z′∼p(z),z∼p(z)[log(1− σ(fψ1
(x, z)))] , (5.6)

=

∫
x

∫
z′

∫
z

pθ(x|z′)p(z′)p(z) log(1− σ(fψ1
(x, z)))dxdzdz′ (5.7)

=

∫
x

∫
z

{∫
z′
pθ(x|z′)p(z′)dz′

}
p(z) log(1− σ(fψ1

(x, z)))dxdz (5.8)

=

∫
x

∫
z

pθ(x)p(z) log(1− σ(fψ1
(x, z)))dxdz (5.9)
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Therefore, the objective function LA1(ψ1) in (5) can be expressed as∫
x

∫
z

q(x)qφ(z|x) log[σ(fψ1
(x, z))]dxdz

+

∫
x

∫
z

pθ(x)p(z) log(1− σ(fψ1
(x, z)))dxdz

=

∫
x

∫
z

{
qφ(x, z) log[σ(fψ1

(x, z))] + pθ(x)p(z) log(1− σ(fψ1
(x, z)))

}
dxdz (5.10)

This integral of (5.10) is maximal as a function of f(x, z) if and only if the integrand

is maximal for every (x, z). Note that the problem maxxa log x + b log(1− x) achieves

maximum at x = a/(a+ b) and σ(x) = 1/(1 + e−x). Hence, we have the optimal function

of fψ1
at

σ(fψ∗1) =
qφ(x, z)

qφ(x, z) + pθ(x)p(z)
fψ∗1 = log qφ(x, z) + log pθ(x)p(z) (5.11)

Similarly, we have fψ∗2(x, z) = log pθ(x, z)− log qφ(z)q(x)

We also assume in Corollary 8 that fψ1
(x, z) and fψ2

(x, z) are sufficiently flexible such

that there are parametersψ∗1 andψ∗2 capable of achieving the equalities in (5.5). Toward that

end, fψ1
and fψ2

are implemented as ψ1- and ψ2-parameterized neural networks (details

below), to encourage universal approximation (Hornik et al., 1989).

5.2 Adversarial Symmetric Variational Auto-Encoder (AS-VAE)

Consider variational expressions

LVAEx(θ,φ) = Eq(x) log pθ(x)− KL(qφ(x, z)‖pθ(x, z)) (5.12)

LVAEz(θ,φ) = Ep(z) log qφ(z)− KL(pθ(x, z)‖qφ(x, z)) , (5.13)

where all expectations are again performed approximately using samples from q(x) and

p(z). Recall that Eq(x) log pθ(x) = −KL(q(x)‖pθ(x)) + const, and Ep(z) log pθ(z) =

−KL(p(z)‖qφ(z)) + const, thus (5.12) is maximized when q(x) = pθ(x) and qφ(x, z) =
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pθ(x, z). Similarly, (5.13) is maximized when p(z) = qφ(z) and qφ(x, z) = pθ(x, z).

Hence, (5.12) and (5.13) impose desired constraints on both the marginal and joint distribu-

tions. Note that the log-likelihood terms in (5.12) and (5.13) are analogous to the data-fit

regularizers discussed above in the context of ALI, but here implemented in a generalized

form of the VAE. Direct evaluation of (5.12) and (5.13) is not possible, as it requires an

explicit form for q(x) to evaluate qφ(x, z) = qφ(z|x)q(x).

One may readily demonstrate that

LVAEx(θ,φ) = Eqφ(x,z)[log pθ(x)p(z)− log qφ(x, z) + log pθ(x|z)]

= Eqφ(x,z)[log pθ(x|z)− fψ∗1(x, z)] .

A similar expression holds for LVAEz(θ,φ), in terms of fψ∗2(x, z). This naturally suggests

the cumulative variational expression

LVAExz(θ,φ,ψ1,ψ2) = LVAEx(θ,φ) + LVAEz(θ,φ)

= Eqφ(x,z)[log pθ(x|z)− fψ1
(x, z)] + Epθ(x,z)[log qφ(x|z)− fψ2

(x, z)] ,
(5.14)

where ψ1 and ψ2 are updated using the adversarial objectives in (5.10) and (5.4), respec-

tively.

Note that to evaluate (5.14) we must be able to sample from qφ(x, z) = q(x)qφ(z|x)

and pθ(x, z) = p(z)pθ(x|z), both of which are readily available, as discussed above.

Further, we require explicit expressions for qφ(z|x) and pθ(x|z), which we have. For

(5.10) and (5.4) we similarly must be able to sample from the distributions involved, and

we must be able to evaluate fψ1
(x, z) and fψ2

(x, z), each of which is implemented via a

neural network. Note as well that the bound in (2.2) for Eq(x) log pθ(x) is in terms of the

KL distance between conditional distributions qφ(z|x) and pθ(z|x), while (5.12) utilizes

the KL distance between joint distributions qφ(x, z) and pθ(x, z) (use of joint distributions

is related to ALI). By combining (5.12) and (5.13), the complete variational bound LVAExz

employs the symmetric KL between these two joint distributions. By contrast, from (2.2),

the original variational lower bound only addresses a one-way KL distance between qφ(x, z)
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and pθ(x, z). While Mescheder et al. (2016) had a similar idea of employing adversarial

methods in the context variational learning, it was only done within the context of the

original form in (2.2), the limitations of which were discussed in Chapter 2.

In the original VAE, in which (2.2) was optimized, the reparametrization trick (Kingma

and Welling, 2014) was invoked wrt qφ(z|x), with samples zφ(x, ε) and ε ∼ N (0, I),

as the expectation was performed wrt this distribution; this reparametrization is con-

venient for computing gradients wrt φ. In the AS-VAE in (5.14), expectations are

also needed wrt pθ(x|z). Hence, to implement gradients wrt θ, we also constitute a

reparametrization of pθ(x|z). Specifically, we consider samples xθ(z, ξ) with ξ ∼ N (0, I).

LVAExz(θ,φ,ψ1,ψ2) in (5.14) is re-expressed as

LVAExz(θ,φ,ψ1,ψ2) = Ex∼q(x),ε∼N (0,I)

[
fψ1

(x, zφ(x, ε))− log pθ(x|zφ(x, ε))
]

+ Ez∼p(z),ξ∼N (0,I)

[
fψ2

(xθ(z, ξ), z)− log qφ(z|xθ(z, ξ))
]
. (5.15)

The expectations in (5.15) are approximated via samples drawn from q(x) and p(z), as

well as samples of ε and ξ. xθ(z, ξ) and zφ(x, ε) can be implemented with a Gaussian

assumption (Kingma and Welling, 2014) or via density transformation (Rezende et al.,

2015; Kingma et al., 2016), detailed when presenting experiments in Section 5.3.

The complete objective of the proposed Adversarial Symmetric VAE (AS-VAE) requires

the cumulative variational in (5.15), which we maximize wrt ψ1 and ψ1 as in (5.10) and

(5.4), using the results in (5.5). Hence, we write

min
θ,φ

max
ψ1,ψ2

−LVAExz(θ,φ,ψ1,ψ2) . (5.16)

The following proposition characterizes the solutions of (5.16) in terms of the joint distribu-

tions of x and z.

Proposition 1 The equilibrium for the min-max objective in (5.16) is achieved by specifi-

cation {θ∗,φ∗,ψ∗1,ψ∗2} if and only if (5.5) holds, and pθ∗(x, z) = qφ∗(x, z).
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Proof If {θ∗,φ∗,ψ∗1,ψ∗2} achieves an equilibrium of (12) of main paper. The Corollary

1.1 indicates that fψ∗1 = log qφ(x, z) + log pθ(x)p(z) and fψ∗2(x, z) = log pθ(x, z) −

log qφ(z)q(x).

Note that

LVAEx(θ,φ) = Eq(x) log pθ(x)− KL(qφ(x, z)‖pθ(x, z)) (5.17)

= Eq(x) log q(x)− KL(qφ(x, z)‖pθ(x, z))− KL(qφ(x)‖pθ(x)) (5.18)

and

LVAEz(θ,φ) = Ep(z) log qφ(z)− KL(pθ(x, z)‖qφ(x, z)) (5.19)

= Ep(z) log p(z)− KL(pθ(x, z)‖qφ(x, z))− KL(pθ(z)‖qφ(z)) (5.20)

where Ep(z) log p(z) and Eq(x) log q(x) can be considered as constant. Therefore, maximize

LVAExz is equivalent to minimize

KL(pθ(x, z)‖qφ(x, z)) + KL(qφ(x, z)‖pθ(x, z)) + KL(pθ(z)‖qφ(z)) + KL(qφ(x)‖pθ(x))

The minimum of first two terms is achieved if and only if pθ(x, z) = qφ(x, z) while the

minimums of last two terms are achieved at pθ(x) = q(x) and p(z) = qφ(z), respectively.

Note that the joint match pθ(x, z) = qφ(x, z) is achieved, the marginals also matches

which indicates the optimal (θ∗,φ∗) is achieved if and only if pθ∗(x, z) = qφ∗(x, z).

This theoretical result implies that (i) θ∗ is an estimator that yields good reconstruction,

and (ii) φ∗ matches the aggregated posterior qφ(z) to prior distribution p(z).

𝑝𝜽(𝒙|𝒛) 𝑞𝝓(𝒛|𝒙)
𝑓𝝍(𝒙, 𝒛)

28 × 28 grey images 64 features 28 × 28 grey images 64 features

MLP

3 × 3 conv. 32 stride 2 BN ReLU

3 × 3 conv. 64 stride 2 BN ReLU

normalizing flow

3 × 3 deconv. 64 stride 2 BN ReLU

3 × 3 conv. 32 stride 2 BN ReLU

MLP

normalizing flow

3 × 3 conv. 32 stride 2 BN ReLU

3 × 3 conv. 64 stride 2 BN ReLU

global average pooling MLP

concatenate

MLP

FIGURE 5.1: Model architecture for MNIST
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𝑝𝜽(𝒙|𝒛) 𝑞𝝓(𝒛|𝒙) 𝑓𝝍(𝒙, 𝒛)

32 × 32 RGB images 100 features 32 × 32 RGB images 64 features

5 × 5 conv. 16 stride 2 BN ReLU

3 × 3 conv. 32 stride 2 BN ReLU

MLP 5 × 5 conv. 16 stride 2 BN ReLU

5 × 5 conv. 32 stride 2 BN ReLU

global average pooling MLP

concatenate

MLP

3 × 3 conv. 16 BN ReLU

3 × 3 conv. 16 BN ReLU

3 × 3 conv. 64 stride 2 BN ReLU

MLPMLP

𝜇𝑧 log 𝜎𝑧
2

𝜇𝑥 log 𝜎𝑧
2

3 × 3 conv. 32 BN ReLU

3 × 3 conv. 32 BN ReLU

3 × 3 conv. 64 BN ReLU

3 × 3 conv. 64 BN ReLU

3 × 3 conv. 64 BN ReLU

3 × 3 deconv. 64 stride  2  BN ReLU

3 × 3 deconv. 64 BN ReLU

3 × 3 deconv. 64 BN ReLU

3 × 3 deconv. 32 stride 2 BN ReLU

3 × 3 deconv. 32 BN ReLU

3 × 3 deconv. 32 BN ReLU

3 × 3 deconv. 16 stride 2 BN ReLU

3 × 3 deconv. 64 BN ReLU

3 × 3 deconv. 64 BN ReLU

3 × 3 deconv. 64 BN ReLU

3 × 3 deconv. 64 BN ReLU

5 × 5 conv. 64 stride 2 BN ReLU

FIGURE 5.2: Model architecture for CIFAR

5.3 Experiments

We evaluate our model on three datasets: MNIST, CIFAR-10 and ImageNet. To bal-

ance performance and computational cost, pθ(x|z) and qφ(z|x) are approximated with

a normalizing flow (Rezende et al., 2015) of length 80 for the MNIST dataset, and a

Gaussian approximation for CIFAR-10 and ImageNet data. All network architectures

are provided in the figure 5.1, 5.2 and 5.3. All parameters were initialized with Xavier

intialization (Glorot and Bengio, 2010), and optimized via Adam (Kingma and Ba, 2015)

with learning rate 0.0001. We do not perform any dataset-specific tuning or regularization

other than dropout (Srivastava et al., 2014). Early stopping is employed based on average

reconstruction loss of x and z on validation sets.

We show three types of results, using part of or all of our model to illustrate each

component. i) AS-VAE-r: This model trained with the first half of the objective in (5.15) to

minimize LVAEx(θ,φ) in (5.12); it is an ML-based method which focuses on reconstruction.

ii) AS-VAE-g: This model trained with the second half of the objective in (5.15) to minimize

LVAEz(θ,φ) in (5.13); it can be considered as maximizing the likelihood of qφ(z), and
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𝑝𝜽(𝒙|𝒛) 𝑞𝝓(𝒛|𝒙) 𝑓𝝍(𝒙, 𝒛)

64 × 64 RGB images 2048 features 32 × 32 RGB images 2048 features

5 × 5 conv. 32 stride 2 BN ReLU

3 × 3 conv. `64 stride 2 BN ReLU

MLP 5 × 5 conv. 32 stride 2 BN ReLU

5 × 5 conv. 64stride 2 BN ReLU

global average pooling MLP

concatenate

MLP

3 × 3 conv. 32 BN ReLU

3 × 3 conv. 32 BN ReLU

MLPMLP

𝜇𝑧 log 𝜎𝑧
2 𝜇𝑥 log 𝜎𝑧

2

3 × 3 conv. 64 BN ReLU

3 × 3 conv. 64 BN ReLU

3 × 3 conv. 128 stride 2 BN ReLU

3 × 3 conv. 128 BN ReLU

3 × 3 conv. 128 BN ReLU

3 × 3 conv. 256 BN ReLU

3 × 3 deconv. 256 stride  2  BN ReLU

3 × 3 deconv. 256 BN ReLU

3 × 3 deconv. 256 BN ReLU

3 × 3 deconv. 128 stride 2 BN ReLU

3 × 3 deconv. 128 BN ReLU

3 × 3 deconv. 128 BN ReLU

3 × 3 deconv. 32 stride 2 BN ReLU

3 × 3 deconv. 64 BN ReLU

3 × 3 deconv. 64 BN ReLU

3 × 3 deconv. 64 BN ReLU

3 × 3 deconv. 64 BN ReLU

5 × 5 conv. 128 stride 2 BN ReLU

3 × 3 conv. 256 stride 2 BN ReLU

3 × 3 conv. 256 BN ReLU

3 × 3 conv. 256 BN ReLU

3 × 3 deconv. 64 stride 2 BN ReLU

3 × 3 deconv. 64 BN ReLU

3 × 3 deconv. 64 BN ReLU

3 × 3 deconv. 64 BN ReLU 3 × 3 deconv. 64 BN ReLU

5 × 5 conv. 256 stride 2 BN ReLU

𝑝𝜽(𝒙|𝒛) 𝑞𝝓(𝒛|𝒙) 𝑓𝝍(𝒙, 𝒛)

64 × 64 RGB images 2048 features 32 × 32 RGB images 2048 features

5 × 5 conv. 32 stride 2 BN ReLU

3 × 3 conv. `64 stride 2 BN ReLU

MLP 5 × 5 conv. 32 stride 2 BN ReLU

5 × 5 conv. 64stride 2 BN ReLU

global average pooling MLP

concatenate

MLP

3 × 3 conv. 32 BN ReLU

3 × 3 conv. 32 BN ReLU

MLPMLP

𝜇𝑧 log 𝜎𝑧
2 𝜇𝑥 log 𝜎𝑧

2

3 × 3 conv. 64 BN ReLU

3 × 3 conv. 64 BN ReLU

3 × 3 conv. 128 stride 2 BN ReLU

3 × 3 conv. 128 BN ReLU

3 × 3 conv. 128 BN ReLU

3 × 3 conv. 256 BN ReLU

3 × 3 deconv. 256 stride  2  BN ReLU

3 × 3 deconv. 256 BN ReLU

3 × 3 deconv. 256 BN ReLU

3 × 3 deconv. 128 stride 2 BN ReLU

3 × 3 deconv. 128 BN ReLU

3 × 3 deconv. 128 BN ReLU

3 × 3 deconv. 32 stride 2 BN ReLU

3 × 3 deconv. 64 BN ReLU

3 × 3 deconv. 64 BN ReLU

3 × 3 deconv. 64 BN ReLU

3 × 3 deconv. 64 BN ReLU

5 × 5 conv. 128 stride 2 BN ReLU

3 × 3 conv. 256 stride 2 BN ReLU

3 × 3 conv. 256 BN ReLU

3 × 3 conv. 256 BN ReLU

3 × 3 deconv. 64 stride 2 BN ReLU

3 × 3 deconv. 64 BN ReLU

3 × 3 deconv. 64 BN ReLU

3 × 3 deconv. 64 BN ReLU 3 × 3 deconv. 64 BN ReLU

5 × 5 conv. 256 stride 2 BN ReLU

FIGURE 5.3: Model architecture for ImageNet
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designed for generation. iii) AS-VAE This is our proposed model, developed in Section 5.2.

5.3.1 Evaluation

We evaluate our model on both reconstruction and generation. The performance of the

former is evaluated using negative log-likelihood (NLL) estimated via the variational lower

bound defined in (2.2). Images are modeled as continuous. To do this, we add [0, 1]-uniform

noise to natural images (one color channel at the time), then divide by 256 to map 8-bit

images (256 levels) to the unit interval. This technique is widely used in applications

involving natural images (Kingma and Welling, 2014; Rezende et al., 2015; Kingma et al.,

2016; Oord et al., 2016; Salimans et al., 2017), since it can be proved that in terms of

log-likelihood, modeling in the discrete space is equivalent to modeling in the continuous

space (with added noise) (Oord et al., 2016; Thei et al., 2016). During testing, the likelihood

is computed as p(x = i|z) = pθ(x ∈ [i/256, (i + 1)/256]|z) where i = 0, . . . , 255. This

is done to guarantee a fair comparison with prior work (that assumed quantization). For

the MNIST dataset, we treat the [0, 1]-mapped continuous input as the probability of a

binary pixel value (on or off) (Kingma and Welling, 2014). The inception score (IS),

defined as exp(Eq(x)KL(p(y|x)‖p(y))), is employed to quantitatively evaluate the quality

of generated natural images, where p(y) is the empirical distribution of labels (we do not

leverage any label information during training) and p(y|x) is the output of the Inception

model (Szegedy et al., 2015) on each generated image.

To the authors’ knowledge, we are the first to report both inception score (IS) and NLL

for natural images from a single model. For comparison, we implemented DCGAN (Rad-

ford et al., 2016) and PixelCNN++ (Salimans et al., 2017) as baselines. The implementation

of DCGAN is based on a similar network architectures as our model. Note that for NLL a

lower value is better, whereas for IS a higher value is better.

81



Table 5.1: Negative Log-likelihood(NLL) on MNIST.

Method NLL (nats)
NF (k=80) (Rezende et al., 2015) 85.1

IAF (Kingma et al., 2016) 80.9
AVB (Mescheder et al., 2016) 79.5
PixelRNN (Oord et al., 2016) 79.2

AS-VAE-r 81.14
AS-VAE-g 146.32
AS-VAE 82.51

5.3.2 MNIST

We first evaluate our model on the MNIST dataset. The log-likelihood results are sum-

marized in Table 5.1. Our AS-VAE achieves a negative log-likelihood of 82.51 nats,

outperforming normalizing flow (85.1 nats) with a similar architecture. The perfomance

of AS-VAE-r (81.14 nats) is competitive to the state-of-the-art (79.2 nats). The generated

samples are showed in Figure 5.4. AS-VAE-g and AS-VAE both generate good samples

while the results of AS-VAE-r are slightly more blurry, partly due to the fact that AS-VAE-r

is an ML-based model.

5.3.3 CIFAR

Next we evaluate our models on the CIFAR-10 dataset. The quantitative results are listed in

Table 5.2. AS-VAE-r and AS-VAE-g achieve encouraging results on reconstruction and

generation, respectively, while our AS-VAE model (leveraging the full objective) achieves

a good balance between these two tasks, which demonstrates the benefit of optimizing a

symmetric objective. Compared with state-of-the-art ML-based models Oord et al. (2016);

Salimans et al. (2017), we achieve competitive results on reconstruction but provide a

much better performance on generation, also outperforming other adversarially-trained

models. Note that our negative ELBO (evidence lower bound) is an upper bound of

NLL as reported in Oord et al. (2016); Salimans et al. (2017). We also achieve a smaller

root-mean-square-error (RMSE). Generated samples are shown in Figure 5.5.
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Table 5.2: Quantitative Results on CIFAR-10.

Method NLL(bits) RMSE IS

WGAN (Arora et al., 2017) - - 3.82
MIX+WassersteinGAN (Arora et al., 2017) - - 4.05

DCGAN (Radford et al., 2016) - - 4.89
ALI - 14.53 4.79

PixelRNN (Oord et al., 2016) 3.06 - -
PixelCNN++ (Salimans et al., 2017) 2.96 (2.92) 3.289 5.51

AS-VAE-r 3.09 3.17 2.91
AS-VAE-g 93.12 13.12 6.89
AS-VAE 3.32 3.36 6.34

ALI (Dumoulin et al., 2017), which also seeks to match the joint encoder and decoder

distribution, is also implemented as a baseline. Since the decoder in ALI is a deterministic

network, the NLL of ALI is impractical to compute. Alternatively, we report the RMSE

of reconstruction as a reference. Figure 5.6 qualitatively compares the reconstruction

performance of our model, ALI and VAE. As can be seen, the reconstruction of ALI is

related to but not faithful reproduction of the input data, which evidences the limitation in

reconstruction ability of adversarial learning. This is also consistent in terms of RMSE.

5.3.4 ImageNet

ImageNet 2012 is used to evaluate the scalability of our model to large datasets. The

images are resized to 64 × 64. The quantitative results are shown in Table 5.3. Our

model significantly improves the performance on generation compared with DCGAN

and PixelCNN++, while achieving competitive results on reconstruction compared with

PixelRNN and PixelCNN++.

Note that the PixelCNN++ takes more than two weeks (44 hours per epoch) for training

and 52.0 seconds/image for generating samples while our model only requires less than 2

days (4 hours per epoch) for training and 0.01 seconds/image for generating on a single

TITAN X GPU. As a reference, the true validation set of ImageNet 2012 achieves 53.24%
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Table 5.3: Quantitative Results on ImageNet.

Method NLL IS

DCGAN (Radford et al., 2016) - 5.965
PixelRNN (Oord et al., 2016) 3.63 -

PixelCNN++ (Salimans et al., 2017) 3.27 7.65
AS-VAE 3.71 11.14

FIGURE 5.4: Generated samples trained on MNIST. (Left) AS-VAE-r; (Middle) AS-VAE-g (Right)
AS-VAE.

accuracy. This is because ImageNet has much greater variety of images than CIFAR-

10. Figure 5.7 shows generated samples based on trained with ImageNet, compared

with DCGAN and PixelCNN++. Our model is able to produce sharp images without

label information while capturing more local spatial dependencies than PixelCNN++, and

without suffering from mode collapse as DCGAN.

5.4 Conclusions

We presented Adversarial Symmetrical Variational Autoencoders, a novel deep generative

model for unsupervised learning. The learning objective is to minimizing a symmetric KL

divergence between the joint distribution of data and latent codes from encoder and decoder,

while simultaneously maximizing the expected marginal likelihood of data and codes. An

extensive set of results demonstrated excellent performance on both reconstruction and

generation, while scaling to large datasets. A possible direction for future work is to apply

AS-VAE to semi-supervised learning tasks.
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FIGURE 5.5: Samples generated by AS-
VAE when trained on CIFAR-10.

FIGURE 5.6: Comparison of reconstruction with
ALI Dumoulin et al. (2017). In each block: column one
for ground-truth, column two for ALI and column three
for AS-VAE.

FIGURE 5.7: Generated samples trained on ImageNet.
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Conclusion

In this dissertation, we proposed a deep generative model for learning image represetation

associated with a Bayesian support vector machine for lables and a recurrent network

for captions. Given the top-layer weights, the proposed deep model generates images

via a sequence of convolutional dictionary representations and stochastic unpooling. A

recognition model has been introduced for fast inference of the latent representation, based

on a novel use of a deep CNN. The model is learned using a variational autoencoder setup,

and allows semi-supervised learning. The algorithm has been scaled up with a GPU-based

implementation, achieving results competitive with state-of-the-art methods on extensive

image classification and image captioning experiments.

To address the limiations of traditional variational autoencoder, we further developed

two new methods for learning a vairiational autoencoder.

1. We have employed the Stein operator to develop a new method for designing the

encoder in a variational autoencoder, and for learning an approximate distribution

(samples) for the parameters of the decoder. The distributions for the codes and for the

decoder parameters are represented non-parametrically in terms of samples, inferred
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by minimizing a KL distance and via use of a RKHS. Fast inference is manifested

by learning a recognition model that mimics the manner in which the inferred

code samples are manifested. The method is further generalized and improved by

performing importance sampling. An extensive set of results, for unsupervised and

semi-supervised learning, demonstrate excellent performance and scaling to large

datasets.

2. We present the adversarial symmetrical variational autoencoders (ASVAE), a novel

framework which can match the joint distribution of data and latent code using the

symmetric Kullback-Leibler divergence. The experiment results show the advantages

of ASVAE, in which it not only overcomes the missing mode problem (Gulrajani

et al., 2017), but also is very stable to train. With excellent performance in image

generation and reconstruction, we will apply sVAE on semi-supervised learning tasks

and conditional generation tasks in future work. Morever, because the latent code z

can be treated as data from a different domain, i.e., images (Zhu et al., 2017; Kim

et al., 2017) or text (Gan et al., 2017f), we can also apply sVAE to domain transfer

tasks.
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