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Abstract 
Knowledge-based treatment planning models are commonly built from 

straightforward principles and utilize experience that it is able to learn from previous high-

quality plans. This knowledge can be harnessed by having an e-learning system 

incorporating knowledge-based treatment planning models to serve as informative, 

efficient bases to train individuals to develop IMRT plans for a particular site while 

building confidence in utilizing these models in a clinical setting. 

A previously developed beam angle selection model and a previously developed 

DVH prediction model for lung/mediastinum IMRT planning are used as the information 

centers within a directed e-learning system guided by scoring criteria and communicated 

with the trainees via a user interface ran from the treatment planning system (Eclipse). The 

scoring system serves both to illustrate relative quality of plans and to serve as a guide to 

facilitate directed changes within the plan. One patient serves as a benchmark to show skill 

development from the e-learning system and is completed without intervention. Five 

additional lung/mediastinum patients follow in the subsequent training pipeline where the 

models, graphical user interface (GUI) and trainer work with trainee’s directives and guide 

meaningful beam selection and tradeoffs within IMRT optimization. Five trainees with 

minimal treatment planning background were evaluated by both the scoring criteria and a 

physician to look for improved planning quality and relative effectiveness against the 

clinically delivered plan. 
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Trainees scored an average of 22.7% of the total points within the scoring criteria 

for their benchmark yet improved to an average of 51.9% compared to the clinically 

delivered plan which achieved 54.1% of the total potential points. Two of the five trainee 

final plans were rated as comparable to the clinically delivered by a physician and all five 

were noticeably improved by the physicians standards. For plans within the system, 

trainees performed on average 24.5% better than the clinically delivered plan with respect 

to the scoring criteria. 

This first attempt at creating a dynamic interface communicating prior experience built 

in models to an end-user was approximately 10 hours to rapidly improve planning quality.  

It brings unexperienced planners to a level comparable of experienced dosimetrists for a 

specific treatment site and when used to inform decisions, the knowledge-based models 

aided in producing high quality plans. 
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1. Introduction  
In recent years, different groups have put forth systems to combine knowledge-

based models to automate parts or all of the treatment planning process [5, 6, 13, 14, 15, 

17, 18]. This is a developing side of the treatment planning workflow, and a lot of models 

either serve supplementary to the planner or not within their protocols at all. These models 

work on varied principles to take some previous plans and gain some knowledge that can 

be translated in different scenarios. For example, models can be created to create 

automatically generated beam angles based on learned prioritizations of paths and forced 

separation [5, 6], or a model can predict what Dose-Volume Histogram (DVH) endpoints 

are achievable based on the geometry of a patient and IMRT dose objected can be made 

with respect to what the model claims is achievable [7]. This study looks at utilizing two 

of these aforementioned models, but instead of generating an automatic plan, it looks to 

translate the knowledge inherent to those models to unexperienced planners. Planning 

quality isn’t wholy dependent on having years and years of practice [1], and there is a ton 

of variation; new planners may be able to perform just as well as their veteran counterparts 

if given the proper training 

1.1 Automatic beam angle selection model 

A previously developed knowledge-based beam (KBB) model [5] works by looking 

down the possible paths a beam can travel and evaluate the priorities of previous planners; 

this path weighting is defined as 
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𝑞𝑞𝛼𝛼𝛼𝛼 =
∑ 𝑤𝑤𝑛𝑛𝑑𝑑𝑛𝑛𝛼𝛼𝑛𝑛

𝑑𝑑𝑃𝑃𝑃𝑃𝑃𝑃𝛼𝛼 (1.1) 

where α is the direction by which the beam travels, ν is the voxel within that path and 𝑑𝑑𝑛𝑛𝛼𝛼 

is the dose deposited to a given structure 𝑛𝑛. These structures are: PTV, lung, esophagus, 

heart, spinal cord, stomach, kidney and other normal tissues. The weighting factors 𝑤𝑤𝑛𝑛 

were the learned component of tradeoffs that were previously made, and these were 

empirically found. There is another critical component to the model that forces a separation 

between the beams it is looking at as there can be 10 independently wonderful beams, but 

if they are all within a narrow degree of separation, it would not be conducive to be a high-

quality plan with any degree of conformality. This separation is quantified within an 

efficiency index (EI) that penalizes beams within too close a proximity, 

𝐸𝐸𝐸𝐸 = �𝑞𝑞𝛼𝛼𝑖𝑖
𝑖𝑖

+ �
2𝑘𝑘

1 − 𝑐𝑐𝑐𝑐𝑐𝑐 𝛼𝛼𝑖𝑖𝑖𝑖 + 𝛿𝛿
𝑖𝑖≠𝑖𝑖

(1.2) 

 

where 𝑞𝑞𝛼𝛼𝑖𝑖 is the mediant of equation 1, 𝛼𝛼𝑖𝑖𝑖𝑖 is the angular separation between beams 𝑖𝑖 and 

𝑗𝑗, 𝛿𝛿 restricts the denominator from going to zero, and k is the weighting of the separation. 

For this study 𝛿𝛿 = 0.04, 𝑘𝑘 = 0.6 and the beams were restricted within a singular plane 

with a couch angle of zero degrees. 
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Figure 1: Visualized efficiency index for KBB model, shapes correspond to a 
particular beam set [5] 

Figure 1 shows an example of the model selecting a number of different set of 

beams given different angular spread factors. The jagged red line demonstrates the range 

of motion of beam angles that can be selected without having a collision. 

1.2 OAR DVH prediction model 

A previously developed organ-at-risk (OAR) DVH prediction model [7] operates 

by looking at a number of anatomical features from previous plans: a distance to target 

histogram (DTH), OAR volumes, PTV volume, overlapping volume of OARs/PTV, and 

volume of OARs outside field-of-view (FOV) of beams. It utilizes principle component 

analysis, a dimensionality reduction technique to simplify the calculation, and it uses the 

first two principle components (PCS1 & PCS2) of a model trained with 70 patients to make 
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its predictions. The principle components can be simply described as a weighted linear 

combination of the given features to represent some output, and this can be found by 

regression analysis. Taking the first two principle components reduces this to a two 

dimensional problem. 

This model then works by taking in a set of beams from a given patient along with a 

prescription, and it then can make its DVH prediction. Since this model is dependent on 

the specific inputted beams, it is of course variable with separate beam selection. For the 

sake of time in training, the clinical plan’s beams were inputted initially and the DVH 

prediction that the trainee will be comparing to will be based on that. The assumption made 

here is that the trainee’s beams are close enough of quality to that of the clinically delivered 

plan. 

1.3 Constraint-based intelligent tutor 

The proposed e-learning system is centered around these artificial intelligence (AI) 

models along with a user interface and scoring with a goal to become completely 

autonomous. In order to direct along that path, the direction of intelligent tutors [4] was 

taken in and some of those principles were utilized. This study can be best described as a 

constraint-based intelligent tutor; this has a variety of definitions depending on the field 

being discussed [20], but they all use similar themes. Instead of having defined problem-

solving paths, necessary constraints are defined in order for the user to have an end goal 

but need some creativity to figure out how to get there. These tutors are without need for 

the abstraction of the misconceptions of the user, and these constraints represent correct 
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significant states that can be found by a number of paths. The constraints that were utilized 

for this study were a piecewise scoring system that encompassed 19 separate metrics 

outlined in section 2.1. These tutors are typically made up of three components: a relevance 

condition, satisfaction condition, and a feedback message [20]. 

The relevance condition outlines when a particular constraint is applicable. For 

simplicity sake within this training system, each of the constraints on given metrics were 

applicable uniformly for every plan. The scoring was created so that the same system could 

be utilized for each case, but certain metrics will inherently already be receiving a 

maximum score as the geometry/ prescription makes it unlikely to reach certain endpoints. 

This can have a consequence of the trainee focusing on the wrong metrics, but it is 

sufficient for the purposes of this study. 

The satisfaction condition simply checks the solution for correctness. A matter of 

correctness is going to be mostly based on relative comparative means, but absolute cutoffs 

with penalties will serve as satisfactory minimum cutoffs. There will be two types of 

cutoffs of hard and soft cutoffs. The trainee must continue to plan to achieve at least the 

hard cutoffs the demonstrate conditions that would never be approved for a clinical setting. 

Soft cutoffs can be ignored, but it serves to detriment decisions that cause these penalties. 

The comparative measure of correctness is going to be judged against what the clinically 

delivered plan was able to achieve for each metric. The end goal is to have these trainees 

create a plan that is at the same level of quality of the clinically delivered plans. 
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The feedback message tells the user their solution is wrong, why it is wrong and 

what principle it violates. For this study, explicit explanations of wrongdoing are currently 

communicated by a trainer. The trainee gets their feedback from whatever score they are 

able to achieve, large detrimental differences between their plan and the clinically delivered 

plan or the knowledge-based model will give the trainee a chance to make their own 

assertations as to what went wrong. The trainer’s purpose is to evaluate their explanation 

and provide interpretation that is specific to the situation they are in. eventually, this can 

be completely automated so that simple feedback can be given for common issues or 

certain metrics that are typically indicative of specific planning misdirection. 

These intelligent tutors benefit from having feedback that has aspects of positive, 

reinforcing correct decisions and instilling confidence, and having negative aspects to deter 

the poor decisions made [21]. Positive feedback should not occur at every single correct 

decision that the user makes, as the user might learn to start habitually ignoring the 

messages. Rather, they are most effective when the user is uncertain about their decision, 

but they make the right change regardless. Negative feedback should occur at every 

incorrect decision the user makes to instill a change in how they choose their paths. 

The two knowledge-based models can be used as a guidance in this constraint-based 

intelligent tutor for an immersive learning environment that the user can garner a wide 

range of knowledge from those experienced in the field without needing a time consuming 

and costly teacher to walk the user through the process 
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1.4 Motivation 

There are a few central purposes that brought about this study; first, there is ample 

experience that beginners can gain quickly working from principles learned from previous 

high-quality plans via knowledge-based models. Knowledge-based models that are used 

entirely for the generation of completely automatic plans are not necessarily going to be 

better than what a human planner can perform. Of course, an exhaustive search method 

may be conducted to find near perfect solutions, but these would take much longer than 

what is clinically feasible to compute. Simplified models on complex regions like the lung 

where there is a lot of nuance, there very well may be components that the model fails to 

pick up on or wasn’t exposed to and lead to okay solutions, but not significantly better than 

humans. Keeping this in mind, there is a ton of knowledge to be gained from understanding 

and using these models. A lot of models are built with straightforward principles and hold 

information garnered from previous plans. A trainee who does not have a lot of previous 

experience can possibly find the fundamental qualities within the models through 

comparative means and build their own intuition, providing an avenue to find the 

intricacies and what to look for in their own evaluation and build a foundation of being 

able to produce clinically viable plans. A well-defined system will be able to do this in a 

quick and efficient manner. 

Second, with these models being put into an asynchronous learning environment, 

they can facilitate high quality of care in places where more experienced training isn’t as 

readily available. An extension of the first, if this training system is completely automated 
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and proven to be able to bring up the quality of care for those without experience, it can be 

an invaluable resource to provide to locations where there are possibly not the personnel 

capable of training and performing the highest standard that they are capable of and provide 

uniformity. [10] 

Lastly, there are people who do not trust knowledge-based models as they can be 

taken as complete black boxes. The medical field can be slow in general to change or make 

large adjustments to what is currently done without overwhelming obvious benefit. This is 

no different for the uptake of these models, and this can be from a number of reasons: fear 

of losing a job to automation, not understanding how the models work, and 

misunderstanding on how to properly utilize them. A lot of models can immediately be 

taken as helpful starting points to supplement the positions of those planning rather than 

consume them. A system centered around different models will bring people’s familiarity 

up and give them an understanding of their principles and provide confidence in using them 

as supplemental clinical tools. Models have already been shown to provide great 

supplementary use within the clinic [2, 8, 11, 16]. 

Along with these reasons, this study has defined goals in creating an e-learning system 

that enables the rapid learning of complex lung cases utilizing two knowledge-based 

models to facilitate learning. While a trainer is carrying out the process, they will garner 

the thought process of users, find issues in workflow, and adapt to a self-sufficient 

constraint-based intelligent tutor with the knowledge-based models as interventional 

guidance. 
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2. Methods 
For the purposes of this study, as many people as possible should be put through in 

an efficient manner. One student was initially put through as a trial in order to highlight 

deficiencies in the process to be corrected before taking the real results. Five subsequent 

students went through the system following adjustments to the initial attempt. 

For the realm of efficiency, six cases were chosen. There was a need for a balance 

between getting the users enough experience in a diverse set of plans as well as not having 

each person be a 20-hour process. One case was chosen to be a baseline to evaluate the 

growth of the user after going through the other 5 cases using the knowledge-based models 

and defined workflow. These plans were evaluated for their level of difficulty by looking 

at the prescription, tumor volume, tumor shape complexity, and proximity to OARs. Before 

the person gets put through the workflow, they were introduced to all the necessary features 

of the TPS in order to ensure adequate knowledge to do some planning on their own. 

The end goal for this particular project is to have a standalone application that does 

not need one-on-one instruction, which will be made after seeing what works best at any 

given time and how to automatically evaluate a variety of situations. A voice recorder is 

used to go back to look at the conversations that transpire through the training process. The 

conversation was directed as much as possible to having the trainee work through the logic 

of a situation rather than being told. The trainer stepped in for correction and reinforcement. 

A GUI was created to create a seamless way to convey information between the 

knowledge-based models and the way the user is currently planning the case as well as the 
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scoring system. The GUI was a WPF application to be ran from the Eclipse TPS and it had 

the functionality of scoring the plan being worked on along with any plan within the same 

course. Scores of comparing plans were displayed side-by-side, DVHs were displayed, the 

DVH prediction model solutions were pulled in for visual comparison, and the trainee’s 

dose objectives they selected in their optimization were displayed. 

The models aren’t entirely comprehensive to teach everything that would be useful 

in the clinic for planning, so additional tips and tricks were interjected occasionally to help 

out with specific issues the user is having or informative planning that is traditionally used 

in a clinical setting. Examples include creating rings around the PTV to aid in dose fall off, 

using the normal tissue objective (NTO), creating structures based on high dose areas, and 

being creative with fixing the jaws for more specialized beams. 

There was a concerted effort to make all these plans clinically viable by ensuring certain 

constraints like having a maximum of 11 beams, a choice of 6 or 10 MV photons, and 

smoothing the resulting fluence. They were also restricted to coplanar beams as to simulate 

not putting unnecessary additional setup time for the patient in the clinic in a real scenario. 

2.1 Scoring System 

There were a few methods in consideration as to how to evaluate the performance 

of the individuals in terms of scoring 

• Pass fail: A variety of specific metrics could be identified along with a hard cut off 

of passing or failing each specific metric. This was decided against for its lack of 

dynamic nature that would need to be very specific to each individual case 
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• Bad/ okay/ good regions: We can take these same metrics and now define three 

separate regions. A region where you really want to be, a region that is okay to be 

utilized in the clinic, and a completely failing region. This has the same 

fundamental issues as the pass/ fail criteria lacking a dynamic nature 

• Piecewise Scoring: This is the scoring that was settled on in the end as it was the 

most dynamic of the bunch by having weighted metrics with different degrees of 

point gradient between and within individual metrics 

Having a piecewise scoring allows to make a generalized scoring system that can 

apply to a wide array of cases. If this project was ever to be scaled to combat any and all 

cases, it would be overwhelming to individualize scoring to each particular case.  

If there is room allowed to go both up and down on the scoring metrics, a 

comparison can quickly be made to other plans. The other benefit of this dynamic scoring 

is that it facilitates pushing cases harder than the minimum necessary in order to be 

clinically viable. This makes it quite reasonable to beat the clinical plans due to having the 

quick and consistent feedback about pushing the plan.  

The first step to creating a scoring system was to pick the specific metrics that will 

be looked at within the scoring; this is summarized in table 1. The definitions of the metrics: 

Dx%: This corresponds to the dose (Gy) delivered to at least x% of the organ 

volume of interest 

Vx Gy: This corresponds to the volume (%) that received at least x Gy  
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Max/min dose: This corresponds to the largest/lowest dose within the 

volume of interest delivered to a volume of 0.03cc 

Mean dose: This corresponds to the mean dose (Gy) within the volume of 

interest 

Location of max dose: This simply corresponds to where in the body does 

the absolute maximum dose within the plan exist. This simply looks in an 

ideal scenario, it exists within the gross tumor volume (GTV), while the 

next best would be the PTV, otherwise, it exists somewhere in normal 

tissue. 

CIx%: This corresponds to a conformity index (CI) for a dose of x%, 

described as the ratio of a given isodose volume to that of the PTV, 

𝐶𝐶𝐸𝐸𝑥𝑥% =
𝑉𝑉𝑥𝑥% 
𝑉𝑉𝑃𝑃𝑃𝑃𝑃𝑃

(2.1) 

CNx%: This corresponds to a similar principle to that of the CI as a ratio of 

a given isodose volume to the target, except the conformation number (CN) 

has the added component of looking at that isodose volume within the target 

itself.  

𝐶𝐶𝑁𝑁𝑥𝑥% =
(𝑉𝑉𝑥𝑥%

𝑃𝑃𝑃𝑃𝑃𝑃)2

𝑉𝑉𝑃𝑃𝑃𝑃𝑃𝑃 × 𝑉𝑉𝑥𝑥%
(2.2) 

A CN is used instead of a CI for the higher dose indices as it is largely likely a 

portion of the PTV will not be covered by the isodose volume while there will be some 

leaking outside of it. In theory, you can have prescription isosdose CI that is perfectly 1, 
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but has a CN of 0, so this is a better representation of the conformity of high doses to the 

PTV.  
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The specific metrics were gathered by looking at relevant RTOG reports (0617) 

[12], speaking to a physician, and looking at online planning competitions such as 

ProKnow.  

Once the metrics were decided upon, specific scoring criteria had to be found; this 

was pursued with the ideology of having one generalized scoring system that could apply 

to a wide array of cases. For comparative means, it might be prudent to individualize a 

scoring system to each particular patient, but when a project like this is scaled up, it quickly 

becomes infeasible if it is not generalized. This meant the scoring was going to be built 

around general endpoints by which each clinically delivered plan resides. Figures 2 & 3 

show the clinical endpoints for the six patients being utilized in the training system. 
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Figure 2: First 9 metrics, the six plans endpoints are displayed, scoring regions; white 
is high gradient, black is low, green denotes a possible floor, red a possible ceiling 
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Figure 3: Second 9 metrics, the six plans endpoints are displayed along with 
designated scoring regions; white is high gradient, black is low, red denotes a possible ceiling 

The metrics were pulled out of each of the 6 plans, which is shown by the individual 

markers in the plots.  Limits were then imposed that the user should not be going beyond 

which is signified in red if it is a ceiling, and green if it is a floor. The limits were made as 

the limits imposed in RTOG reports for the OARs[12]. The bulk of the scoring, signified 

by the vertical white lines, were defined as wanting the most point differential be either 

right where all the clinical metrics are, or on the edge of where most of them lie so that the 

user may perform better or worse on any given metric. If the bulk of the point differential 

covered too large of a range, it would defeat the purpose of that important section of 
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scoring, so secondary scoring regions that had a lower point differential were made and 

signified by the black vertical lines. 

Greater extension was created for the metrics that are regarding parallel organs 

where getting a better metric can be quite meaningful as in the case of lungs and heart. The 

two easier cases also have a lower prescription dose, so it is important to have some point 

differentiation for absolute dose metrics that would easily be met only because it would be 

unreasonable to not achieve them. 

The next step was to assign explicit numerical values for each individual metric; 

the official final scoring used for this study is shown in figures 4 & 5. 

 

Figure 4: Scoring criteria for the first 9 metrics within the scoring system, vertical 
yellow and red lines denote penalties. 
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Figure 5: Scoring criteria for the second 9 metrics within the scoring system, vertical 
yellow and red lines denote penalties. 

Points were assigned to give more weighting towards tumor constraints and to more 

defining OARs. PTV has a maximum of 75 points while the most points an OAR can 

receive is the lung for 35. As treating the tumor takes priority, it receives the highest ceiling 

and provides the most incentive to focus on all around improvement. OARs still receive 

high variability in points, but by imposing penalties that will incentivize staying within 

clinical constraints. 

Penalties were imposed on two levels, soft and hard. Hard penalties, red lines, were 

imposed on constraints that are either completely geometry-defining, like low lung dose, 

or are simply never going to be exceeded in the clinic, like cord max doses. Soft penalties, 
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yellow lines, were imposed on constraints that should not be exceeded, but can at the 

benefit of other OARs. In cases like these, there is already a large presumed cost to the 

heart, but these patients are older, and their current well-being is more important than future 

heart complications. 

The scoring system remained similar through the trial process and the study itself, 

but there were a few key differences by which the first trial trainee took advantage of and 

exploited. Not shown in the figures above, a new scoring metric of ensuring the maximum 

dose within the plan is <130% by simple means of a large penalty (-25 points) was added. 

Additionally, more weight was given to V5Gy of the lungs, and penalties magnitude 

increased to further drive away from degenerate plans. Specifics on the trail trainee’s 

exploitations are outlined in section 2.4 
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2.2 Training Workflow 

 

Figure 6: Initial training diagram that was strictly followed throughout the training 
process of the initial trial trainee. 

This workflow training diagram was built around the notion of being an 

introductory model to those who do not have a ton of experience in lung treatment planning. 

It takes that vantage point of needing to be able to walk before the ability to run. It is 

designed so the trainee will first think about what a beam, as an individual will be able to 

accomplish or cause detriment to followed by thinking about how a number of beams will 

work in conjunction with one another. 

The user will start by selecting a beam angle that they would deem to be the best, 

if they could only plan with one beam angle. The purpose of this is to get them to think 

about trying to maximize dose to the PTV while minimizing it to the surrounding OARs, 

i.e. finding the singular best path to take through the body. This single beam is so they are 
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not overwhelmed by arbitrarily putting all the beams out at once with no justification on 

an individual level. They are also needing to think about the energy of the beam they are 

using that would best suit where the tumor is in the body. They are asked to verbally explain 

and defend their decision; this is compared to the first beam within the KBB, as it will 

serve as this independently best beam. 

The user is told to select a second beam, not by what is, in an absolute sense, the 

next best beam, but what is the best beam to work in conjunction with the first. Of course, 

one cannot just think of each beam on an individual level but needs to know how they work 

together. This eases into a process of how the beams would work together in order to aid 

in conformity of the PTV and avoidance of the OARs. This part was originally designed to 

work with the knowledge-based beams and compare their first two beam angles with the 

KBB, but in practice it is more functional to just talk about the beams that they picked and 

why they picked them. First beam generally is going to be coming in through the shortest 

path to the PTV that isn’t entirely a lateral beam; the second will depend on the individual 

case. 

Next, the intermediate beam assessment is the first place that the KBB are formally 

introduced in the workflow. The user is instructed to stop picking beams once they have 7 

beams and compare with what the KBB have as their first 7 beam angles. There is no 

guarantee one way or the other on which set of beams are actually better, but the point is 

to get an idea of what the beam selection would be when acting entirely with basic 

principles. The user gains insight on the basic principles and will think about the 
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differences between their beams and that of the models and what each would most likely 

accomplish, they then will apply this when continuing to pick the rest of their beams. 

After the user has selected what they consider to be all of their beams they get 

locked from that point forward and they compare their beams to the KBB with the full 

selection of 11 beams. This is where, currently, a trainer is having in depth conversation 

with the trainee to get them to explain as much as they can as to what dosimetric differences 

will be between plans with the only difference between them is going to be the geometry 

of the beams. This becomes relatively easy for metrics like coverage and low lung dose, 

but since these are intensity modulated beams, more though needs to be put in for the rest 

of the metrics. 

Again, as there is no guarantee one way or the other of whether the KBB are 

actually going to translate into a better dosimetric endpoint, so this part is going off of the 

user coming up with an explanation of what their expectation would be in how their plan 

will perform against the KBB. 

Since this is working with people who have little to no knowledge about these 

treatment plans, this will build an expectation vs reality intuition. The simple things are 

easy to come by i.e. more spread out beams will have better conformity, while beams that 

are much less involved in going through particular OARs will be better at sparing. There 

is more to this intuition, especially in looking at IMRT planning where the modulation can 

make up for some of the poor beam angle selection. 
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Next, the user then goes into the IMRT optimization and selects all their objectives 

in what they feel is achievable based on the geometry of the patient and their beams 

selected. Without much experience, they are almost guaranteed to be selecting dose 

constraints that are either completely unreasonable in how hard they are pushing, or 

completely off base in what an organ can receive and overshoots the ideal dose objective 

for that patient. For the purposes of this first optimization this is not all that important, as 

we are trying to go backwards to compare their beam selection with that of the KBB 

The users dose objectives are put through a simple check just to make sure that 

there is at least one objective for all the OARs of concern in this study, and at least one 

upper and lower constraint for the PTV. The user’s selections are then saved as a template 

to put through the KBB plan so that the only difference between the two plans is the beam 

selection. Both the user’s plan and the KBB’s plan are scored after they are optimized with 

the user’s dose objectives. 

With the only difference in the plans being the beams, they can see whether their 

intuition was correct in what would perform better where. The scoring allows for quick and 

easy comparison in the types of constraints one set of beams performs comparatively to the 

other. Of course, there are other factors that allow the user’s plan to be better even if the 

beam angles are worse in that they are allowed to perform difference tricks of changing the 

collimator angle and fixing jaws of certain beams to be more localized on a section of a 

tumor. The user may also contour additional structures like putting rings around the PTV 
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to aid in containing the prescription dose to inside of the PTV, but of course this gets 

translated to the comparing plan as well. 

After they are done with making their comparisons of the beam angles and seeing 

whether their expectations held true or not, they move straight into the guidance of the 

OAR DVH prediction model. The clinical plan was put through the prediction model to 

predict what the achievable DVH endpoints should be for the individual OARs. This 

project operates under the assumption that the user’s beams are of the same quality of the 

clinical beams, or they are close enough in comparison that you can extract information of 

the possible outcomes. Any difference between their DVHs and the prediction model can 

now be explained by one of two things, their beam angle selection or their optimization 

objectives 

This leads to a bit of parsing through and thinking about where the differences lay. 

The UI displays their objectives with their priority, the user’s DVH, the predicted DVH. 

With these a reasonable estimation of whether the DVH is being pushed hard, or not at all, 

next steps can be made to correct for it. It is clear of things that are pushed harder than the 

anatomy allows for and it sacrifices some constraint elsewhere. On the other hand, if a lot 

of constraints to better or worse than the prediction model across the board, then it is 

obvious the reason is the result in part by the selection of the beams 

This reaches an iterative part of the workflow where based on the score, knowledge-

based DVH, and their objectives, changes will be made to their optimization for what is 
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best for the plan. This again starts to enforce a correct intuition of what is possible in a 

particular plan from the anatomy itself, and where these tradeoffs specifically come in.  

Their initial dose objectives are in part based on their initial intuition of the 

anatomy, and in part by the scoring diagram. The scoring diagram tries to instill priority in 

certain constraints over the others. They know the bare minimum of what they need to 

reach, and that was a pretty dominant factor in where they would start their objectives, 

which is reasonable. 

They then reach a point in their optimization where they are satisfied and move to 

do a final score. When they compute their final score, they are now comparing the scores 

of their own plan to that of the clinical plan. With just having the scoring and DVH 

information, they are asked to make their assumptions of the makeup of the clinical plan, 

i.e. how do their beam angles align with the clinical 

Following this, a discussion is had on the viability of their plan in comparison to 

the clinical plan, ensure that their fluence map is smoothed and talking about why the 

clinical plan might be different. The strength of a plan is of course hard to be completely 

summarized from a scoring system based on specific metrics, but it can of course at least 

correlate to an extent that a higher score will be a better plan. Metrics that aren’t necessarily 

quickly viewed in the clinic, like the conformity index, are something that need to be 

thought about more than the metrics that can simply be looked at in a DVH 
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2.3 Patients 

 

Figure 7: Baseline case that all trainees plan without intervention from the available 
resources; the prescription is 62 Gy. 

The first case, shown above, was chosen to be the baseline case to be planned by 

the user before going through the workflow without additional help or aid of the 

knowledge-based models. The user was ensured to have all the knowledge necessary to 

navigate the treatment planning system, so any poor plan is due to lack of knowledge of 

planning the case. The first case was of intermediate difficulty with a prescription of 62 

Gy, overlapping with the esophagus and lungs, close proximity to cord, but localized on 

the right side of the patient’s body. 
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Figure 8: The two cases that were rated as an easy level of difficulty; they both have 
a prescription of 40 Gy. 

The first two cases of the five-case workflow, shown above, were on the simpler 

side of the plans to introduce the types of thinking needed to tackle the more difficult cases. 

Both of the cases had a smaller prescription dose of 40 Gy, were smaller in volume to the 

other cases, and were separated pretty well from the OARs for the most part. 
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Figure 9: The rated as an intermediate level of difficulty; it a prescription of 60 Gy. 

The next case is the start of an intermediate difficulty in planning moving up to 60 

Gy, a larger tumor with a nodule, overlapping a with the lungs, esophagus, and heart, but 

it has the benefit to be localized on the patient’s right side of the body. 
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Figure 10: The two plans rated at a difficult level of difficulty; they both have a 
prescription of 60 Gy. 

Finally, the last couple plans were deemed to be quite difficult with a prescription 

of 60 Gy, large tumors that extend across both sides of the body, overlap with the heart, 

lungs, esophagus and are close to the cord, and have multiple smaller nodules separated 

from the bulk of the tumor. 

2.4 Trial Trainee 

In order to highlight some of the deficiencies of the workflow designed, a person 

was put through as a trial to see what, if anything needed to be changed to further the cause 

of building the knowledge and intuition of the user. This trainee followed the workflow of 

figure 6, and the scoring criteria of figures 4 & 5 with only slight differences that were 

mentioned previously. 

Figure 11 shows the scores of the user before and after the workflow along with the 

comparison of the clinical plan 
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Figure 11: The scores of the trial trainee in their benchmark and return following the 
training system, compared to that of the clinically delivered. 

While the final score had an improvement, there were still some key topics the user 

did not fully grasp which costed them the ability to have a comparable end score to the 

clinical plan. The issue was settled on being the failure to properly emphasize the specific 

tradeoffs made for different decisions the user made that had them focus to heavily on 

specific metrics at the fault of being penalized for others. They also exploited certain 
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aspects of the scoring system themselves, so they were able to get by on earlier plans 

without having the knowledge needed to translate them to a variety of cases. Figure 12 

shows the specific metrics compared to the clinical plan before and after the workflow. 

 

Figure 12: Individual metric scores for the trial trainee before and after going 
through the system, the difference between their score and the clinical is displayed. 

The user failed to have geometry that would have saved the low lung dose, but also 

didn’t capitalize on the geometry they had to be conformal. Beyond that, some constraints 

like the cord simply were not pushed hard enough and the esophagus was over-prioritized. 
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Figure 13: difference in total score between the trainee and respective clinically 
delivered for each of the five cases within the training system 

Figure 13 shows the total scores that the user had in comparison the clinical plans 

for the five cases in the workflow. The user scored a fair amount better on the easy and 

intermediate plan, and they did marginally worse on the 2 more difficult cases. This 

amounted to an average of ~11 points better than the clinical plans, but of course this does 

not necessarily translate to better overall plans.  

Figures 14 & 15  are the individual metrics for the five cases from the user going 

through the workflow to get a better look at their experience going through the workflow. 
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These are able to tell more of the story as to why the trial trainee started off fairing so well, 

but failed to continue that trend on the more difficult plans, and their capabilities suffered. 

 

Figure 14: First nine individual metric score comparisons to the clinical for the trial 
trainee for each of five patients. 
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Figure 15: Second nine individual metric score comparisons to the clinical for the trial 
trainee for each of five patients 

The trainee highly over-prioritized the heart and the esophagus for the last plan at 

the expense of the tumor constraints. Rightfully, this led to a lower overall score since the 

constraints of the tumor are more important. The trainee failed to meet the worst possible 

allowed V5Gy and V20Gy for the fourth plan, but they still had a comparable score to the 

clinical plan, which is unacceptable as it warrants giving up some crucial constraints 

without sacrificing too much of an overall score. The exploits of having improved PTV 

constraints were too even for the tradeoff on destroying the lungs, making for an ill-advised 

tradeoff that no physician would agree upon. Also not show, is within some plans, they 
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forced certain constraints incredibly hard and caused extreme hotspots to form, sometimes 

on the order of 190% of the prescription. This, of course, helped them achieve certain 

endpoints, but put themselves in another completely unfeasible clinical scenario. 

With their exploits, and possibly some erroneous teaching, they failed to build the 

intuition necessary to perform well on the more difficult plans or translate that to where 

they had no outside intervention. This was a clear problem with both the learning system 

in general, and more specifically with the scoring, so changes were made. 

2.5 Changes Following Trial Trainee 

 

Figure 16: Advanced training diagram that is utilized for the intermediate and 
difficult patients. 

Something else that was quickly realized from the first person going through was 

that the assumption that the user’s beam angles were of a comparable quality to the clinical 

plans when looking at the 3 more difficult plans. When comparing the dose metrics of the 
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user’s beams and the knowledge-based OAR DVH prediction model, it becomes clear that 

if the metrics are indeed being pushed, and they are not meeting the metrics the model says 

are possible, the issues clearly rest with the beams they selected. This was largely in part 

to them not fully grasping the ideas of proper beam angle selection at this point, and not 

heeding some of the directed advice from the KBB. After seeing where their expectations 

fell with reality when doing the dosimetric comparison based on the geometry of the 

patient, the trainee is now allowed to go back and change their beams in the circumstances 

their beams are going to cause plenty of issues on specific metrics, most commonly the low 

lung dose. 

It also became redundant to emphasize the individual beams vs how the beams work 

together and carrying out a basic constraint check as that knowledge has been passed to the 

user quickly without needing to continuously repeat. Those very basic principles were 

simple enough to understand after only doing the exercise a couple of times. 

The training diagram in figure 6 is still to be used for the first two simpler cases, 

but the diagram in figure 16 is to be used for the last three cases. This introduces a more 

iterative process that is closer to reality of how a case will be planned in a clinical setting 

and makes for much better plans on the user’s end. It also allows them to more find out 

what sort of logic works better than others. 

The scoring presented in figures 4 & 5 is the scoring that was settled after this first 

user went through the workflow. Prior to changing the penalties were set at -10 for the hard 

penalty instead of -20. This change was to take away the exploitation the first user had to 
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develop a poor plan not meeting important constraints, but still meeting a reasonable score. 

Additionally, a penalty of -25 was imposed if there were any hotspots outside of the PTV 

for a dose greater than 130% of the prescription. A lower threshold was not used for the 

fact that one of the clinical plans had a 126% hotspot. Lastly, there was a small change to 

V5Gy for the lungs as it did not initially have a “step” after 65%, but it seemed beneficial 

to reward getting under that mark more than just fractions of a point for them trying to 

emphasize better geometry of their beams. 

2.5 Graphic User Interface 

The last tool that is utilized throughout this training process is the graphic user 

interface (GUI). This interface is a WPF application that run with Eclipse scripting. This 

GUI is central in the communication between the trainee, the models, the treatment 

planning system (TPS) and the scoring system. The GUI is run and automatically scores 

whichever plan was open at the time of running the script, the user can then open up any 

additional plan in the same course and score it alongside as a comparison. The DVH may 

be displayed for any particular structure, the user’s plan is represented as the thick line 

while the comparison plan is represented by the thin line. When displaying a particular 

structure, if that had a dose objective in the IMRT optimization then it will be displayed on 

the GUI. Hovering over the constraint will give the information regarding how it was 

prioritized within the optimization.  

The OAR DVH prediction model can be turned on and any of those particular 

structures will be displayed with three black lines. The center thick black line corresponds 
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to the average of where it would expect the clinical plan to be, the two-thinner outside 

DVHs are the 25% and 75% confidence intervals.  

Figure 17 is an example that user is comparing their lung DVH to that of the KBB 

model. The user is currently doing much better on V5Gy of the lungs without needing to 

push it all due to the geometry of their beams that are avoiding going through the lungs as 

much as possible. The consequence of this is clear from the reduced coverage and 

conformity of the PTV from a clear reduction in spread of the beams.  

This geometry warrants easily beating where the OAR DVH prediction model says 

is possible for V5 but is nowhere near the V20 mark in the same prediction model, meaning 

some more beam spread is necessary to spread the dose a little bit more on the low end and 

save some of V20. 
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Figure 17: Example GUI screenshot of trainee comparing to the KBB and DVH 
prediction model, specifically looking at the lung. 

After changing the geometry of the beams, they reach a point they feel they are 

comfortable and have a much more reasonable tradeoff of lung dose and are able to utilize 

the geometry to have a much better conformity than the clinical plan, as shown in the figure 

18. 



 

39 

 

Figure 18: Example GUI screenshot of trainee comparing to the clinically delivered 
plan and DVH prediction model after changes following figure 17. 

Whether this tradeoff is better clinically is of course going to be dependent on the 

patient and physician preferences, but the clinical plan also seems to have cared more about 

the heart dose than the trainee. When looking at the optimization objectives of the heart, 

shown in the figure 19, the user did not prioritize them highly and could have certainly 

pushed harder. This would be at the sacrifice of coverage a little bit, but knowing they were 

not really pushed at all, it would not sacrifice too much coverage and be worth it. 
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Figure 19: Example GUI screenshot of trainee comparing to the clinically delivered 
plan and DVH prediction model, specifically looking at the heart 

Finally, figure 20 shows how this facilitation can instill knowledge on the user that 

throughout the process they can beat a clinical plan in all of the metrics, since they have 

point incentive to better their plans passed a bare minimum. They were able to do about as 

well on every metric while maintaining much better coverage and conformity. This 

example was using the first “difficult” plan shown above, so their end plan is remarkable 

in comparison. Unless V20 of the lung was so crucial that the clinical plan needed to 

sacrifice the rest of them, this plan was clearly better. 
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Figure 20: Example GUI screenshot of trainee comparing to the clinically delivered 
plan, observing the tradeoff between PTV homogeneity and lung dose. 
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3. Results 

3.1 Benchmark and Return 

After the changes made in recommendations and scoring for the workflow, five 

Medical physics graduate students went through the system, and their scores corresponding 

to their initial attempt at the benchmark and what they were able to achieve is shown in 

figure 21. For the initial attempt, trainees scored an average of 22.7% of the total points 

within the scoring criteria, and they improved to an average of 51.9% compared to the 

clinically delivered plan which achieved 54.1% of the total potential points. For the scoring 

breakdown of the individual metrics, see Appendix A. 

 

Figure 21: Trainee scores for benchmark plan and their return compared to the 
clinically delivered plan. 

After the five students were completed with the training system, a physician 

evaluated their improvement on the benchmark patient as well to how they fared compared 

to the clinically delivered plan; this is summarized in table 2. 
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Table 1: Physician evaluation of trainee final plan on 5-point scale (significantly worse 
to significantly better) and clinical feasibility rating. 

 

 

Two of the trainees produced a plan that the physician graded as comparable to that 

of the clinically delivered; these two scored an average of 54.6% of the total points. One 

of these two plans was deemed to be entirely clinically ready if given to the physician. The 

other three were graded as marginally/ moderately worse than the clinically delivered; 

these three scored an average of 50.8% of the total points. All five of the students were 

found to have noticeably improved from their initial plan after going through the system. 

TRAINEE 
# 

COMPARISON TO 
CLINICAL 

COMPARISON TO 
BENCHMARK 

CLINICALLY 
FEASIBLE 

1 Comparable Moderately Better No 
2 Moderately Worse Moderately Better No 
3 Comparable Moderately Better Yes 
4 Moderately Worse Moderately Better No 
5 Moderately Worse Moderately Better No 
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3.1 Five Cases Within e-Learning System 

 

Figure 22: Trainee difference in scores for five plans within learning system 
compared to respective clinically delivered plan. 

Figure 22 shows the final score for each of the five users for each of the five patients 

within the training system. On average, trainees did 24.5% better than the clinically 

delivered plan with respect to the total possible score. There was only one instance (user 

5, case 3) where the trainee performed under the standard that the clinically delivered plan 

set. For the scoring breakdown for each individual metric of each user, see Appendix A. 
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4. Discussion 
The training system itself was approximately 10 hours per trainee, and two of the 

five trainees were able to come back and produce a plan that was deemed to be comparable 

to an experienced dosimetrist; and the scoring system had the same assessment. This is a 

significant achievement coming in such a short period of time and having little to no 

experience in planning beforehand. There was never an expectation to have people go 

through this quick system and start being expert planners but having a couple deliver 

something highly comparable is a step in the right direction for this initial attempt at 

developing an e-learning system such as this. Of course, there is ample room for 

improvement and things that can be carried out better. 

 

Figure 23: Beam angle and isodose comparison (a) is the clinical plan beam angle and 
isodose; (b) and (c) are trainee #1 and #3 respectively.  

Given that each trainee did as good or better for each of the five plans within the 

teaching system itself, it shows that the knowledge they provided was helpful in 

supplementing their planning ability. Each trainee had an understanding of how these 

models operated, their important underlying principles and how to utilize their information. 
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Utilizing the DVH prediction model rested entirely on the assumption that the trainee’s 

beams are similar enough to the clinically delivered plan, but of course this did not always 

hold true. While the situations that it didn’t hold were typically fairly apparent, that is not 

to say it wouldn’t be better if the inputted beam parameters to that model were more 

accurate in general to that of the trainee. There are two different methods that would be 

recommended in order to make the assumption either more accurate or entirely disappear. 

The trainee is comparing all of their beam selection to that of the knowledge-based model, 

and their beams are typically much closer to that of this model rather than that of the 

clinically delivered plan as that is how they are making their own adjustments. If the model 

is inputted the beam selection from this model that is done beforehand, there is no time 

sacrifice that would be made, and the assumption would be directly more accurate. If the 

trainee is not limited by time constraints, the most accurate method would be to input their 

individual beams into the knowledge-based model in order to have a much more accurate 

comparison of what is attainable based on their specific geometry. Of course, this takes an 

additional ~30 minutes of time for each plan they are working on. 

As the intention for this system is to become an asynchronous learning environment, 

all conversations were recorded in order to help facilitate future automation of the 

intelligent tutor. i.e. find the best place to make certain remarks for certain poor decisions 

and how to handle responses to failure of specific constraints. This will initially be done in 

a relatively straightforward and simple way of introducing other topics via supplemental 

sources and quick feedback within the GUI. 
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The scoring system is to be reevaluated from portions of the plan that were 

exploited by the trainees. The first aspect would be to remove the metric that scores where 

the maximum dose is within the body, or at least reduce the weighting, as looking at all the 

scores within the Appendix A, it was something that mostly every trainee had up over the 

clinical plan; this simply isn’t as crucial in a lot of scenarios. Along the same lines, the 

maximum dose to the lung penalization may also be unnecessary. Beyond that, some 

reevaluation of concepts of the scoring gradient might be in order as well. Different organs 

will have both a different priority and a different prioritization of small differences in that 

particular metric; for example, the lung is more of a deciding factor, but given clinically 

okay dosimetric endpoints, small changes in the esophageal dose might be a larger deciding 

factor than small changes in low lung dose. The reasoning is that essentially all of these 

mediastinal lung patients will experience some degree of esophagitis, and that is tried to 

keep to a minimum, while on the other hand only a small number actually develop 

pneumonitis[3,9]. Taking the radio-biological principles into account for the scoring 

gradient might be prudent for more meaningful scoring. Again, better scores do not mean 

that it is necessarily a better plan, and this has to be scrutinized to have this correlation be 

as close to reality as possible 

Lastly, there are some limitations with using the KBB model for a purpose such as 

this; its lack of having a collimator optimization component is the biggest variable factor 

that would need to be thought out in terms of teaching someone how to properly carry that 

out without a trainer guiding the process. The KBB model also used a relatively high beam 
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spread weighting factor, and it also became clear throughout the system, that this would 

quite commonly produce plans with poor low lung dose quality. Not to a large degree, but 

most would have been much more viable if just condensed a bit. 
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5. Conclusion 
This first attempt at creating a dynamic interface communicating prior experience 

built in models to an end-user was effective and only taking approximately 10 hours to 

rapidly improve planning quality.  It brings unexperienced planners to a level comparable 

of experienced dosimetrists for a specific treatment site. After some minor improvement, 

this can be extended to a variety of sites and tested on a larger cohort. Each of the trainees 

benefited both from learning from these models and utilizing them in conjunction to help 

supplement their planning abilities. Each of these trainees is capable of taking a developed 

model and using them in a meaningful starting place in their typical planning. Models such 

as the ones used in this study can find their home both in a teaching capacity and clinical 

supplement capacity. 
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Appendix A 

A.1 Trainee #1 

 

Figure 24: Trainee 1, first 9 metrics for 5 cases within training system. 
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Figure 25: Trainee 1, second 9 metrics for 5 cases within training system. 

 

Figure 26: Trainee 1, individual scored metrics for baseline and return plan  
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A.2 Trainee #2 

 

Figure 27: Trainee 2, first 9 metrics for 5 cases within training system. 

 

Figure 28: Trainee 2, second 9 metrics for 5 cases within training system. 
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Figure 29: Trainee 2, individual scored metrics for baseline and return plan 
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A.3 Trainee #3 

 

Figure 30: Trainee 3, first 9 metrics for 5 cases within training system. 

 

Figure 31: Trainee 3, second 9 metrics for 5 cases within training system. 
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Figure 32: Trainee 3, individual scored metrics for baseline and return plan 
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A.4 Trainee #4 

 

Figure 33: Trainee 4, first 9 metrics for 5 cases within training system. 

 

Figure 34: Trainee 4, second 9 metrics for 5 cases within training system. 
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Figure 35: Trainee 4, individual scored metrics for baseline and return plan 
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A.5 Trainee #5 

 

Figure 36: Trainee 5, first 9 metrics for 5 cases within training system. 

 

Figure 37: Trainee 5, second 9 metrics for 5 cases within training system. 
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Figure 38: Trainee 5, individual scored metrics for baseline and return plan 
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