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Abstract

Object segmentation in overhead imagery is a challenging problem in computer vision

that has been extensively investigated. One challenge with this task is the tremendous

visual variability that be present in real-world overhead imagery due to variations

in scene content (e.g., building designs, vegetation types), weather conditions (e.g.,

cloud cover), time-of-day (e.g., sun direction and intensity), and imaging hardware.

Existing training datasets to be used for object segmentation algorithms however only

capture a small fraction of this variability, limiting the robustness of trained segmen-

tation models. In particular, recent evidence in the literature suggests that trained

models perform poorly on imagery that was collected in novel geographic locations

(i.e., physical locations that are not present in the training data), or simply at a dif-

ferent time of day, limiting the widespread adoption of these approaches. In this work

I make several contributions towards understanding and addressing these challenges.

First, I build a deep learning framework, termed MRS, that streamlines the training

and validation of deep learning models on large remote sensing datasets. Using MRS,

I investigate how well modern deep learning models generalize to imagery collected

over novel geographic locations, providing comprehensive experimental evidence that

the generalization of modern models is indeed poor. Based upon these results, and to

address this problem, I explore the use of synthetic overhead imagery for training deep

learning models. Synthetic overhead imagery allows a designer to systematically add

and vary many sources of real-world image variability that would be cost-prohibitive

to collect and hand-label using real satellites. To accomplish this goal, I develop a

new process for generating synthetic overhead imagery. This software package offers

users simple controls of key properties of the synthetic imagery, and also generates

imagery in a fully automatic fashion. Subsequently I use the new software pack-
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age to create two datasets of synthetic overhead imagery, termed Synthinel-1 and

Synthinel-2. I then demonstrate experimentally that augmenting real-world training

imagery with Synthinel-1 or Synthinel-2 consistently yields more robust deep learn-

ing models, especially when the models are applied to novel geographic locations.

Finally, I analyze the impact of different design choices for the synthetic imagery,

and analyze potential reasons why the synthetic imagery is beneficial. Collectively

my work has elucidated a major limitation of modern deep learning models that

has prevented their widespread adoption for practical applications. Upon elucidating

these limitations, my work has also taken several major steps towards overcoming

these limitations and advancing the state of computer vision in overhead imagery.
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Chapter 1

Introduction

Remote sensing systems, which retrieve information from imagery collected by sensors

[CH16], has been a very critical source of information for efficient decision making

and energy system modeling , which is vital to the prosperity and sustainability of

the modern society [JBX+16, SBM18, DMP+18, GJM20, LZW+17]. The term re-

mote sensing covered in this document refers to the form that utilizes digital aerial

or satellite imagery [LKC15]. Object segmentation in remote sensing (e.g., satel-

lite images, aerial photography) is a challenging problem that has been investigated

extensively within the computer vision community [PB01, JD05, SU09]. Object seg-

mentation is the task of assigning pixel-wise labels of target objects, such as buildings

and roads, to the imagery. Recently, convolutional neural networks (CNNs) have

led to substantial performance improvements over previous segmentation methods

[HLA+18, DKL+18, IMO17]. Despite its similarity in objectives to traditional image

segmentation tasks, the semantic segmentation in remote sensing has the following

unique differences [ZTM+17]: the data collected by sensors are usually multi-modal,

which introduces a data-fusion challenge to the models; remote sensing data are geo-

located; the spatial resolution and the data-collection methods make the imagery

quality vary substantially across different sensors; and the remote sensing data are

large.

To overcome the unique challenges invoked by the nature of the remote sensing

imagery, several recent studies that leverages the deep Convolutional Neural Networks

(CNNs) have been proposed and consistently produce highly accurate segmentation of
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complex objects annotated in these benchmark datasets, such as buildings [HLA+18,

DKL+18, WWZ+17, ISBS18] and roads [ZZW18, BSP+19, Mni13, BSIS18]. A major

contributor to the recent success of these CNNs has been the development of large

publicly-available benchmark datasets of hand-labeled overhead imagery. CNNs are

high-capacity non-linear models that must be trained to perform segmentation using

massive quantities of overhead imagery in which the objects have been manually

annotated (e.g., buildings annotated with polygons). Recent datasets such as Inria

[MTCA17], DSTL [IMO17], and DeepGlobe [DKL+18] are unprecedented in their

size and geographic coverage thereby making it possible to effectively train CNNs.

Despite their success, preliminary evidence has suggested that recent benchmark

results may not represent the accuracy of CNN-based algorithms in real-world testing

scenarios. The experimental design of most recent benchmark tests prescribes that

models are trained and tested on subsets of the same imagery, as illustrated in Fig.

1.1(1). We refer to the experimental design in Fig. 1.1(1) as ”in-domain” testing,

based upon the concept of ”visual domains” within the computer vision community.

The term ”visual domain” is often used to denote a collection of imagery that is

similar in its visual properties [FHST13, PUK+17, PGLC15], often because the im-

agery in the dataset was collected under similar circumstances. This ”in-domain”

testing design implicitly assumes that every time we wish to apply our model to new

imagery, we will first label some of the imagery and re-train our segmentation model

on it. However, it is costly or infeasible to label and re-train a model every time it

is applied to new imagery (e.g., a new location, or on a new day), and therefore this

approach provides a measure of performance only under ideal conditions (e.g., as an

upper bound).

2



By contrast, a measure that reflects the accuracy under practical conditions would

involve training a model on one (possibly large) set of imagery and then testing it on

a completely distinct set of imagery like aforementioned, without additional labels

or re-training. We term this experimental design ”cross-domain” testing, and it is

illustrated in 1.1(2). Little work has been done exploring the cross-domain perfor-

mance of modern models. Recent work in [MTCA17] presented visualizations of the

output of a contemporary segmentation model in a cross-domain setting, indicat-

ing that the model produced poor and often unpredictable output (e.g., labeling a

large lake as a building). The work in [WCC+17] measured the cross-domain seg-

mentation performance of a network for solar array segmentation, and found that

segmentation accuracy dropped significantly compared to in-domain testing on the

exact same dataset. This work was done using a now outdated segmentation model

and a relatively small and obscure benchmark datasets, limiting the generalizability

and impact of the findings.

Although limited, these preliminary findings suggest that modern CNN-based

segmentation models generalize poorly to novel imagery - an important practical

use-case. If true, this finding presents a major obstacle to the practical use of these

models, and therefore limits their wide-spread adoption for many important potential

applications in economics (e.g., poverty analysis [JBX+16]), energy systems informa-

tion extraction [SBM18, DMP+18], and disaster relief [GJM20, LZW+17]. To over-

come these challenges, new cross-domain benchmark testing procedures are needed

to evaluate CNNs under more realistic conditions. These benchmarks could then

be used to produce more comprehensive empirical evidence regarding the extent to

which modern models perform poorly in cross-domain (i.e., realistic) testing scenar-
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Figure 1.1: We present samples of imagery from the DeepGlobe [DKL+18] (left)
and Inria [MTCA17] (right) benchmark datasets. These image samples illustrate the
tremendous visual variability can be present in overhead imagery. (1) illustrates the
conventional experimental design used to validate segmentation models, termed here
as ”in-domain” testing, in which models are trained and tested on random sets of
the same imagery. (2) illustrates an alternative experimental design that we propose
here, termed as ”cross-domain” testing, in which a segmentation model is trained
on one set of imagery, and then tested on another set of imagery that was collected
under different circumstances: e.g., a different location, time-of-day, weather, or with
different imaging equipment.

ios. Once the nature and magnitude of the problem is established, research could

be conducted to overcome the problem and effective solutions could be validated on

the same benchmark problems. Addressing these challenges is the focus of the work

presented in this thesis document.

1.0.1 Contributions of this thesis work

My collaborators and I (we) make several contributions in this Ph.D. thesis to ad-

dress the problems outlined above. First, we built a deep learning framework, termed
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MRS, that streamlines the training and validation of deep learning models on large

remote sensing datasets. Implementing, training, and validating modern CNN-based

segmentation models on overhead imagery is not trivial, since the overhead imagery

is usually voluminous, geo-located, and multi-model [ZTM+17]. The MRS is a soft-

ware platform that makes many recent state-of-the-art segmentation models readily

available to the user, and allows the user to use a high-level programming inter-

face to easily run training/evaluation experiments on large-scale datasets of overhead

imagery.

As a second contribution, we use the MRS framework to systematically study how

well modern segmentation models generalize to new imagery (i.e., visual domains).

To this end, we propose a new benchmark problem, termed xGD (Cross Geograph-

ical Domain), which brings together two large existing benchmark datasets: Inria

[MTCA17] and DeepGlobe [DKL+18]. The xGD benchmark design is illustrated in

1.1, and prescribes that each model is tested on exactly the same two testing datasets

(one from Inria and one from DG). However, we evaluate the performance of two

models on each testing dataset: one model trained on a highly similar dataset, rep-

resenting the in-domain testing scenario (e.g., 1.1(1)); and one model that is trained

on a dissimilar dataset, representing the cross-domain testing scenario (e.g., 1.1(2)).

By comparing the accuracy of the in-domain and cross-domain models, we can pre-

cisely quantify how much worse (or unreliable) segmentation accuracy becomes in

a cross-domain setting compared to the idealistic in-domain setting. Similarly, we

can test the robustness of new segmentation approaches by measuring how well they

close this performance gap. Using the MRS we compared a large number of mod-

ern models on the xGD benchmark, and our results indicate that modern models
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consistently generalize poorly to new imagery, building upon the earlier preliminary

evidence mentioned earlier [MTCA17, WCC+17]. Our results have been published

in [KHBM20, NYH+20].

Once we established that cross-domain generalization is indeed a problem, our

next goal was to explore potential solutions to this problem. One straightforward

solution would be to collect larger and more diverse training datasets that reflect

real-world variability, yielding more robust models. However, this would require cap-

turing imagery in many random locations across the globe. Furthermore, each of

these locations would need to be imaged numerous times under varying conditions:

time-of-day, weather, seasons, and imaging hardware. This is completely infeasible,

even for a relatively limited geographic region, due to the substantial costs of high res-

olution satellite imagery (e.g., 0.3m) and manual hand annotation. Another potential

approach that is already well-studied is called domain adaptation. Domain adapta-

tion essentially attempts to design models that generalize better in the presence of

domain changes, such as those present in satellite imagery [MTCA17, WCC+17].

Some work has been conducted applying domain adaptation to overhead imagery,

with some success as well, [TGT+20, THTA20]. However, such methods usually re-

lies on the semantic consistency of the scenes (i.e., the ”building” concept is different

in New York and Paris). This constraint prevents the method being used in a real-

world scenario when algorithms are tested in a new location. More analysis of the

domain adaptation methods is presented in section 2.4.

Therefore, in this work we explore an idea that has yet to be investigated in

overhead imagery: the use of synthetic overhead imagery to train recognition models.

Here “synthetic imagery” refers to imagery that has been captured from a simulated
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camera operating in a virtual world. In a virtual world, a designer can specify the

locations and visual characteristics of scene content, as well as the camera location

and its characteristics. As a result, the designer can collect large quantities of diverse

imagery at little cost, and use this imagery to augment or replace real-world training

imagery. Furthermore, there is no need to annotate synthetic imagery since the

locations of all objects are known by design.

Recently computer vision researchers have found tremendous success using “syn-

thetic” imagery for training recognition models in several application areas [RSM+16,

RVRK16], such as object recognition in streets [RSM+16, RVRK16, SBJ+18, TPA+18]

and indoor [TFR+17, ZSY+17] scenes. However, the practical generation of over-

head synthetic imagery presents several unique challenges compared to existing use-

cases of synthetic imagery. Existing uses of synthetic imagery require (geograph-

ically) small virtual worlds, with a focus on high-fidelity visual features, layouts,

and randomness of small-scale objects (e.g., people, vegetation, road signs, furniture,

etc.[RSM+16, ZSY+17]). By contrast, even a small quantity of synthetic overhead

imagery (e.g., 10− 20km2) requires a virtual world of corresponding large size. Simi-

larly, overhead synthetic imagery requires visual fidelity at much larger scales (e.g., a

few meters), as well as appropriate sources of randomness for such scales (e.g., shape,

colors, sizes, and layouts of roads, buildings, and landscapes). Existing tools cannot

efficiently generate synthetic imagery at the scales required for overhead synthetic

imagery.

In order to explore the generation and use of the synthetic overhead imagery, tools

are needed that can quickly generate large-scale virtual worlds with realistic (large-

scale) variations, while maintaining realistic (large-scale) layouts and structure, and
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providing the designer with high-level controls over important characteristics. Fur-

thermore, while it seems likely that synthetic imagery should ultimately be beneficial

for training deep convolutional models, the process for generating such a dataset, or

the properties a virtual world should possess (e.g., layouts, textures, colors), is far

from obvious. Object recognition (buildings, or other objects) in overhead imagery

relies on unique visual cues compared to existing work with synthetic imagery on

indoor/street scenes.

To address these challenges, and as a third contribution, we have introduced a

novel procedure for creating large quantities of diverse synthetic overhead imagery

that could be used to augment real-world training datasets [KHBM20]. Our ap-

proach automatically produces pixel-level annotations so that the dataset can be

used to train and validate segmentation models. We used this approach to create

Synthinel-1, a dataset of synthetic overhead imagery for building segmentation. We

used the MRS framework and the xGD benchmark to conduct experiments showing

that augmentation of real-world imagery with Synthinel-1 consistently yielded mod-

els that generalize better to new visual domains. These seminal results - published

[KHBM20] - demonstrated that synthetic overhead imagery can be highly effective

for overcoming the challenges of generalization to new imagery.

Although successful, Synthinel-1 and its associated software suffered from numer-

ous limitations. Crucially, the software for generating data required manual human

input at several steps in the generation process, and did not offer any simple mech-

anisms for the user to control key properties of the synthetic imagery (e.g., light-

ing conditions, camera angle, etc). These limitations made it difficult to produce

large datasets with systematic sources of variability. As a result, Synthinel-1 had
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poorly-controlled and limited visual variability, potentially limiting its effectiveness

for augmentation.

Figure 1.2: Example synthetic images included in Synthinel-2. The synthetic over-
head imagery and their corresponding labels are shown in the first and second rows,
respectively.

As a fourth and final contribution, and to address the limitations in Synthinel-1,

we built an improved software package which permits the user to easily generate large

quantities of synthetic overhead imagery, and control many key properties of the im-

agery. With the new software package we created Synthinel-2, which is more diverse

than Synthinel-1, while maintaining realistic visual features. Example synthetic im-

ages we created for Synthinel-2 are shown in Fig.1.2. We use the xGD benchmark

to compare performance results with Synthinel-1 and Synthinel-2 against each other,

and against using only real imagery. Our results indicate that Synthinel-2 is superior

to Synthinel-1, and leads to greater cross-domain generalization when used to aug-

ment real-world datasets. In addition to these main results, we also conduct several

other experiments to analyze the functionality of synthetic imagery, and improve its
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photo-realism (e.g., with style transfer [HTP+18, LYV19]).

1.0.2 Thesis Outline

The rest of this Ph.D thesis work is organized as follows: In chapter 2 we discuss work

related to that reported in this Ph.D thesis. Then in chapter 3 the details of the re-

lated models, datasets and evaluation metrics are introduced. Chapter 4 presents the

MRS and its basic functionality. Chapter 5 discusses the xGD (Cross Geographical

Domain) benchmark that implements the cross-domain testing scenario. In chapter

6 we study the feasibility of overhead synthetic imagery generation and propose a

synthetic overhead imagery dataset: Synthinel-1. Then in chapter 7 the limitations

in Synthinel-1 are discussed and we present a new dataset, Synthinel-2. Based upon

these synthetic datasets, in chapter 8 we show the benchmark testing results achieved

by augmenting training data with the synthetic data sets that were developed. Re-

sults suggest that using the synthetic data is generally beneficial. Finally, chapter 9

draws our conclusions and propose work that can be done in the future.
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Chapter 2

Related Work

In this section, we discuss the previous work related to this Ph.D thesis. In section

2.1 we first briefly summarize the recent advances in the remote benchmark datasets

and models that have been developed on these datasets. Then in section 2.2 we

discuss potential problems that would prevent these models from being applied to the

real world scenarios. We review related work on using synthetic data as a solution

towards these problems in section 2.3. Finally we discuss domain adaptation and

style transfer as another approaches that have been considered to be beneficial for

improving models’ generalizability and their potential limitations in section 2.4.

2.1 Recent Developments in Remote Sensing Bench-

mark Datasets

To support algorithm development, several publicly-available benchmark datasets

have been developed for both segmentation, and general object recognition, on remote

sensing imagery. A variety of objects have been considered for recognition in remote

sensing imagery, such as buildings [MTCA17, DKL+18], roads [DKL+18, Mni13],

solar arrays [BBC+16], and others [XBD+18, PSJVDH16]. The most recent and

most diverse datasets encompass hundreds of square kilometers of labeled imagery,

collected over a few distinct geographic locations. Some examples include the Deep-

Globe [DKL+18], the Inria [MTCA17], and the ISPRS challenge [RSG+14]. Within a
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given geographic location, imagery is usually collected under similar domain factors :

e.g., the same sensor, day of year, and environmental conditions. Although these

datasets are crucial to the current success of deep learning methods for object detec-

tion in remote imagery applications, they capture relatively little of the variability

in real-world imagery, motivating the development of alternate approaches including

generating synthetic imagery.

Table 2.1: Summarize of current overhead semantic segmentation datasets

Dataset Name # Regions Area (km2) Resolution # classes

Inria [MTCA17] 5 405 0.3m 2

DeepGlobe [DKL+18] 4 402.8 0.3m, 0.5m 3

ISPRS [RSG+14] 3 7 0.09m 6

Duke [BBC+16] 9 112.16 0.3m, 1m 3

Though the performance of semantic segmentation models have dominated several

benchmark datasets [HLA+18, DKL+18, ISBS18], they still have some limitations in

real-world applications. As shown in Fig 5.1, though the model achieved desirable

accuracy on both images when training with the access to the imagery in the same

region, it fails to recognize small residential and large commercial buildings in the first

and second row respectively when the training imagery is from another region. The

lack of information from the source domain also leads to false alarms for previously

unseen objects that are not in the training data (e.g., parking lot in the second

row). These failures are caused by the change of domain factors in the imagery. For

example, in the building segmentation task, the appearance of buildings is highly

geo-correlated. E.g., the color and texture of the rooftops, which is one of the most

distinguishable features to identify buildings, might be affected by the materials of

rooftops. And the material is closely dependent upon a region’s economic, climate

and culture status. The failure of these state-of-the-art models [RFB15] suggests a
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more representative set of overhead imagery would be crucial for a more general and

robust model. However, as aforementioned, such imagery, which requires global-wise

geo-spatially various samples, is costly to acquire. And labelling the collected imagery

would invoke tremendous amount of human effort, which could also be costly.

The diversity of current available overhead imagery is summarized in Table 2.1.

Even [BBC+16] only includes 9 United States cities, which is far from representative

for the purpose of training a general segmentation CNN.

2.2 Semantic Segmentation Models for Overhead

Imagery

Figure 2.1: An example of two different segmentation neural network
architectures[CZP+18]. On the top is the encoder-decoder network and on the bot-
tom is the feature pyramid pooling network.

In this Ph.D thesis work we focus on the semantic segmentation task in the remote

sensing field with overhead imagery. The semantic segmentation task requires a

model to make dense pixel-wise predictions. As a powerful feature representation

learning method, the CNNs are a good candidate as an efficient system [HSH19] .
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Based on a CNN, [LSD15] proposes a Fully Convolutional Network (FCN) which

replaces the fully connected layers with upsampling layers in traditional classification

networks [SZ14] to produce pixel-wise predictions. Inspired by the FCN, their variants

have achieved dominating performance in various applications [EVGW+10, COR+16,

BSFC08, GLSU13].

These state-of-the-art segmentation algorithms that are largely comprised of FCNs

can be divided into two categories[CZP+18], as shown in Fig 2.1. The first category

uses an encoder-decoder structure to maintain fine-grained object boundary details

[BKC17, RFB15]. Variants of the U-Net model, an encoder-decoder structure, re-

cently yielded top performance on the Inria, DeepGlobe, and DSTL benchmarks for

building segmentation in overhead imagery [HLA+18, DKL+18, ISBS18]. The second

category makes use of feature pyramid pooling structures to capture contextual infor-

mation at different image resolutions [CPSA17, ZSQ+17a]. Variants of the DeepLab

model, an example of this architecture, have recently led performance on bench-

marks for street view segmentation [COR+16] and the PASCAL VOC segmentation

challenge [EVGW+10].

Comparing the state-of-the-art networks in remote sensing with the classical

natural-image-segmentation designs, we noticed there are several differences. First,

the models with skip-connections which enable the fine-grained detail information

being shared to the decoders are favored [HLA+18, IMO17, ISBS18]. Second, the

variances in the appearance of the different objects of interest require the network to

be able to process imagery over larger geo-spatial areas, so that more contextual infor-

mation is available for recognition. Some models adapted Feature Pyramid Network

structures [LDG+17] to process images at different scales. Another approach that
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draws researchers attention recently is to adopt the attention mechanism to incorpo-

rate long range textual information [LZW+19, YCW19]. Thirdly, despite the differ-

ences between the images, finetuning models pretrained on the other large datasets

of natural images like ImageNet proved to be generally helpful [ISBS18, ZZW18].

2.3 Synthetic Imagery for Training Networks

In recent years interest has grown rapidly in the use of virtual worlds to gener-

ate ground truth, especially for semantic segmentation tasks where obtaining pixel-

wise labels is especially time-consuming and costly. A large number of publications

have demonstrated success in using synthetic imagery [RSM+16, RVRK16, SBJ+18,

TPA+18, TFR+17, ZSY+17]. Some notable examples were presented in [RSM+16]

and [RVRK16], in which synthetic imagery with pixel-wise semantic labels were gen-

erated from 3D virtual worlds. It has shown that these synthetic datasets can boost

the performance of segmentation networks on real-world benchmark imagery, such as

the CityScapes [COR+16], CamVid [BSFC08] and KITTI [GLSU13] dataset, among

others. In [SPT+17] the authors were able to outperform standard training on real

imagery using synthetic imagery that was stylized to look more realistic, using an

adversarial loss, bridging the gap between synthetic and real imagery.

2.3.1 Synthetic Overhead Imagery for Training Networks

In this Ph.D thesis work we explore the use of synthetic overhead imagery to overcome

the limitations of the real-world imagery benchmark datasets, as discussed in section

2.1. Here “synthetic imagery” refers to imagery that has been captured from a
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simulated camera operating over a virtual world. In a virtual world, a designer can

specify the locations and visual characteristics of scene content, as well as the camera

location and its characteristics. As a result, the designer can collect large quantities

of diverse imagery at little cost. Furthermore, there is no need for annotation since

the locations of all objects is known by design.

Recently computer vision researchers have found success using synthetic im-

agery for training recognition models in application areas [RSM+16, RVRK16] such

as object recognition in street [RSM+16, RVRK16, SBJ+18, TPA+18] and indoor

[TFR+17, ZSY+17] scenes. However, practical generation of overhead synthetic im-

agery presents several unique challenges compared to existing use-cases of synthetic

imagery; and to our knowledge these unique challenges remain unexplored in any

previous research literature.

Existing uses of synthetic imagery require (geographically) small virtual worlds,

with a focus on high-fidelity visual features, layouts, and randomness of small-scale

objects (e.g., people, vegetation, road signs, etc.[RSM+16, ZDG17]). By contrast,

even a small quantity of synthetic overhead imagery (e.g., 10 − 20km2) requires a

virtual world of a relatively large size, by current standards. Similarly, overhead

synthetic imagery requires visual fidelity at much larger scales (e.g., a few meters),

as well as appropriate sources of randomness for such scales (e.g., shape, colors, sizes,

and layouts of roads, buildings, and landscapes). Existing tools cannot be used to

efficiently or cost-effectively generate useful data at these scales.

Tools are needed that can quickly generate large-scale virtual worlds with re-

alistic (large-scale) variations, while maintaining realistic (large-scale) layouts and

structure, to provide the designer with high-level controls over important character-
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istics. Furthermore, although it seems likely that synthetic overhead imagery should

ultimately be beneficial for training deep learning models, the process for generating

such a synthetic dataset, or the properties an effective virtual world should possess

(e.g., layouts, textures, colors), are far from obvious. Object recognition (buildings,

or other objects) in overhead imagery relies on unique visual cues and considerations

compared to existing work with synthetic imagery on indoor/street scenes.

2.4 Domain Adaptation and Style Transfer for Syn-

thetic Imagery

Several studies have recently explored various methods of using domain adaptation for

segmentation models, including matching the learned intermediate features [HHK18]

or label distributions [SPT+17, ZDG17]. However, no studies have considered over-

head imagery data. The domain shift caused by geo-location differences not only

changes the content of the images but also has a significant impact on label distri-

butions. For example, the density of buildings will be different in a modern city

(e.g., New York) compared with less populated area (e.g., Tucson). This will change

the label distribution which prevents the matching in [SPT+17, ZDG17] from being

effective.

Another approach which has been proved beneficial in recent studies is using ad-

versarial neural networks to transfer the visual appearances of the synthetic imagery

[LYV19, CLYH19, THS+18] into a photo-realistic style which is more similar to the

real images. These methods have demonstrated that by transferring the synthetic

data [RVRK16] to resemble the real images more closely, better performance can be
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achieved on the real dataset [COR+16]. However, most of recent style transfer tech-

niques [IZZE17a, ZPIE17a] focus on changing the imagery only, with no guarantee

of the semantic consistency. Therefore, there could be a mismatch between images

and labels after the style transfer.

Nonetheless, the imagery after style transfer usually lost details at the boundary

or contains certain amount of distortions of the objects [HTP+18], which prevents it

being useful for training a segmentation model. As is shown in Fig. 2.2, when style

transfer is applied to the original images (real), the roof top colors have been changed

to ones that are more like background. Such features are crucial for neural networks

(perhaps even human beings) to identify whether an object is a building from the

overhead angle. The shifts in the feature space confuses the neural networks and they

are unable to understand the semantic meaning of the target object, especially when

the label space remains unchanged. Therefore transferring the raw imagery might be

problematic for the purpose of segmentation.

To address this issue, [HTP+18] proposed to use a segmentation network to infer

the style transferred image, the predictions are then compared with the original label

and a loss function is applied to align the label space. Therefore the mismatch

between feature and label space can be mitigated. Built upon this method, [LYV19]

has yield state-of-art performance on a benchmark street view dataset [COR+16]

with synthetic data. However, no similar work has been done with overhead imagery.

The most relevant studies we find in remote sensing with style transfer are [TGT+20]

and [THTA20]. [TGT+20] utilized a similar method on the remote sensing imagery

to successfully overcoming the visual difference gap between imagery collected from

different geographical locations. However it is tested on a private real imagery dataset
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Figure 2.2: Two pairs of figures demonstrates failure cases when using style transfer.
The original images are labeled as ”real” and style transferred images are labeled as
”fake”. Note that in fake image (a), the building roof top color on the left are being
dilated. In fake image (b) some of the roof top colors has been transferred to green
which is similar to the color of grass.

collected in several cities in Europe, which lacks diversity as mentioned in section 5.

[THTA20] focuses on transferring only the color space of the imagery. In this work

we propose to use the style transfer techniques proposed in [HTP+18, LYV19] on our

created synthetic imagery. To our best knowledge we are the first to do so with the

synthetic overhead imagery.
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Chapter 3

Methods

In this section we explain the details of related models, datasets and evaluation

metrics that will be used in this work.

3.1 U-Net: FCN with Skip Connections

The semantic segmentation task requires the network to make dense pixel-wise pre-

dictions. To compensate for the spatial reduction results from the maxpooling, up-

sampling methods are widely used in segmentation networks [LSD15, BKC17]. These

networks generally follow an encoder-decoder structure. The encoder usually has a

cascade of convolution-pooling layers in a VGGNet-like arrangement. Then one or

several stages of up-sampling are applied to the extracted deep features from the en-

coder, collectively forming what has come to be known as the decoder of the network

[RFB15, BKC17, LSD15, ISBS18, HLA+18].

One dilemma FCNs are facing is the loss of spatial information in maxpooling

of the encoders. The encoder summarizes higher-level concepts of the input im-

ages, while the decoder requires detailed spatial information to produce fine-grained

boundaries of the objects. To address this problem, the U-Net [RFB15] employed

connections between the encoder and decoder by concatenating feature maps from

encoder layer to the corresponding decoder layer, as demonstrated in Fig. 3.1.

Due to this unique design, U-Net and its variations have achieved impressive per-
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Figure 3.1: Network architecture of the U-Net model, figure comes from [RFB15].
The grey arrows represent skip connections where high resolution feature maps from
the encoder are being cropped and concatenated to the corresponding feature maps at
the decoder. This information sharing enables the detail recovering in the pixel-wise
prediction step.

formance results in the recent remote sensing problems [HLA+18, DKL+18, ISBS18,

ZZW18]. In [ISBS18], the authors further switched the encoder to a pretrained

WideResNet38 [ZK16] and yielded state-of-the-art performance in building segmenta-

tion of the overhead imagery that comprised their dataset. Since then several studies

have considered using encoders pretrained from other large natural imagery datasets

as the decoder for remote sensing segmentation models [ZZW18, WWZ+17, CZ20].

Their results empirically show that, though the encoder is not trained on the remote

sensing dataset, using a feature extractor pretrained on large datasets in segmentation

networks generally lead to better performances. Inspired by this, in this work, unless

specified, we will use a U-Net with the encoder as a pretrained ResNet50 [HZRS16].

Details can be found in chapter 4 and 5.
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3.2 Publicly-available Building Segmentation

Datasets

In this work, unless specified, we primarily evaluate our models on two benchmark

datasets, the Inria building labelling dataset [MTCA17] and the DeepGlobe building

dataset [DKL+18].

Inria [MTCA17]. The INRIA Aerial Image Labeling Challenge Dataset is a

recent benchmark dataset for building segmentation. It features 0.3m2 resolution

RGB aerial imagery collected over ten cities across the U.S. and Europe. A total of

81km2 of imagery is available for each city. We conduct our experiments on a subset

of five cities for which publicly available ground truth labels are available: Austin,

US, Chicago, US, Kitsap, US, Western Tyrol, Austria, and Vienna, Austria.

DeepGlobe [DKL+18]. The DeepGlobe (DG) dataset is an overhead segmenta-

tion imagery dataset with both road and building footprint segmentation. The DG

dataset features varying quantities of 0.3m RGB imagery collected over four cities

across the world: Shanghai, China (133km2); Khartoum, Sudan (29km2); Las Vegas,

U.S.A. (113km2); and Paris, France (33km2).

We explain the reasons for choosing these two datasets in section 5.2.
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3.3 Evaluation Metric: Intersection Over Union

(IoU)

In this work we will use Intersection of Union (IoU) as the performance metric. It

measures the similarity between the predicted region and the truth region by

IoU =
(A ∩B)

(A ∪B)

where A is the predicted region and B is the truth region. Examples are demonstrated

in Fig. 3.2

Figure 3.2: An example of the IoU metric where green represents the overlapping
region. Blue and orange represents ground truth and prediction, respectively. Left:
IoU = 1 when prediction perfectly aligns with the ground truth. Middle, IoU = 1

7

when they have 1
4

overlapping. Right, when there is no overlapping, IoU = 0.
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Chapter 4

MRS: A Deep Learning Framework for

Remote Sensing

In this chapter we introduce our first contribution from this Ph.D thesis work, a deep

learning framework that we developed for semantic segmentation of remote sensing

imagery. We first review the challenges in segmentation of the overhead imagery.

Then we present our deep learning framework in details. At last we show several

applications that used this framework.

4.1 Semantic Segmentation in Remote Sensing

Due to the unique scale of the remote sensing imagery as we discussed in chapter

1, raw remote sensing imagery, which is often stored as large image “tiles”, cannot

be processed directly because of limited memory on the graphics processing units

(GPUs) when training convolution neural networks. A common solution to this

problem is to extract smaller sub-images, termed patches, and process them indi-

vidually. Once label maps are inferred for each patch, they are “stitched” (e.g.,

concatenated) together to form a tile-sized label map. This process is illustrated in

Fig. 4.1. Several recent studies report using some variant of this ”stitching” ap-

proach [MSW+18, MWG+16, WWZ+17, She16] for label inference. However, to our

best knowledge, there is no such deep learning framework that offers this remote

sensing process pipeline solution to the research community.
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Figure 4.1: Illustration of the process of stitching together large contiguous semantic
label maps (right) using the output of smaller input patches extracted from the
original imagery (left).

4.2 The MRS Framework

The research community has thrived due to the development of the open-source

ecosystem [PGM+19], especially the deep learning community in recent years. Sev-

eral open-sourced packages has been developed for semantic segmentation in deep

learning [Yak20, BIK+20, Khv19, SRKI] and much research has been accomplished

by adopting these packages [HBCM20, ISBS18]. However, there is no open-sourced

segmentation framework that addresses the unique challenges associated with re-

mote sensing applications as discussed in chapter 1. [Yak20] is the most relevant

work which offers an user friendly interface for training various segmentation models,

but it lacks the patching and stitching functionality necessary for processing the large

scale remote sensing imagery.

In this Ph.D thesis research we developed a deep learning framework based on

the PyTorch [PGM+19] library for semantic segmentation tasks in remote sensing

specifically, termed MRS (Models for Remote Sensing). The block diagram for the
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functionality of this framework is demonstrated in Fig. 4.2. There are five function

groups built-in this framework: model builder, data handler, trainer, scorer and

miscellaneous helper.

Figure 4.2: Functionality illustration of the MRS framework. Each block except the
green ones represents a function module of the framework. The green blocks chain
represents the typical model training & deployment process in deep learning.
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4.2.1 MRS Function Groups

Model builder: As a deep learning framework, MRS has various state-of-art networks

built-in. More specifically, four segmentation models have been implemented: U-Net

[RFB15], DLinkNet [ZZW18], PSPNet [ZSQ+17b] and DeepLabV3+ [CZP+18]. We

choose these segmentation networks for two reasons: a) The U-Net and DLinkNet

have been considered the state-of-the-art architectures in remote sensing [MTCA17,

HLA+18, DKL+18]. b) The PSPNet as well as the DeepLabV3+ have achieved suc-

cess in the broader computer vision community [COR+16]. We also enable each model

to be compatible with several encoders (or “backbones”), since they usually yield bet-

ter performance as we discussed in section 3.1. With the MRS, the user can customize

any combination between encoders and decoders. This flexibility gives the user the

ability to trade-off between efficiency (small encoder) and accuracy (large encoder) as

well as performance in local regions (encoder-decoder network) and contextual under-

standing (feature pyramid pooling). Detailed information regarding the supported

encoders and decoders are shown in table 4.2.1. Besides the encoder and decoder

architectures, attention modules as discussed in section 2.1 like [LZW+19, YCW19]

are also included and can be plugged in to any architecture the user has chosen.

Table 4.1: Encoders and decoders supported in the MRS framework.

Encoders
UNet[RFB15], DeepLabV3+[CZP+18],
PSPNet[ZSQ+17b], DLinkNet[ZZW18]

Decoders

VGGNet [SZ14] VGG11, VGG13, VGG16, VGG19

ResNet [HZRS16]
ResNet18, ResNet34, ResNet50, ResNet101,
ResNet152

ResNeXt [XGD+17] ResNext50, ResNext101
Res2Net [GCZ+19] Res2Net50, Res2Net101
InceptionNet [SLJ+15] InceptionV3
SqueezeNet [IHM+16] SqueezeNet1 0, SqueezeNet1 1
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Data handler: Due to the unique scale of remote sensing imagery as discussed

in section 2.1, challenges has been brought up to the preprocessing steps when training

deep networks. In the MRS, patching can be done easily to prepare data for deep

learning training.

Besides patching, in remote sensing, annotations are often presented with polygon

or geo-spatial information. The function to parse such formats into pixel-wise anno-

tations which is commonly used in the training of segmentation models is included

in the data handler.

Furthermore, for quick and easy training setup, there are several benchmark

datasets with written preprocessing scripts in the MRS. These datasets are the Inria

[MTCA17], the DeepGlobe (building, road and land) [DKL+18] and the MIT Build-

ing & Road [Mni13]. The users can also easily create a custom preprocessing scripts

with any dataset with the handing functions provided. Moreover, a PyTorch com-

patible loader is provided for all types of data image and label decoding. Various of

augmentation functions are also supported by the Albumentations library [BIK+20].

Trainer: The training process is the process that shares similarities with the

broader model training process. In the same fashion as the other segmentation frame-

works [Yak20, SRKI], the MRS offers user friendly training process management. The

functions include the support of various commonly used loss functions, for example

cross entropy [GBCB16], soft dice [SLV+17] and focal loss [LGG+17].

Besides these loss functions, the utilization of these functions has also resulted in

improvements in the training of remote sensing models [ISBS18]. An example would

be:

L = α · Lxent + (1− α) · Lfocal
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where Lxent and Lfocal are the cross entropy loss and focal loss, respectively. The

parameter α controls the contribution of each loss function towards the total loss. In

the MRS, any customized joint optimization with these losses is also supported.

The MRS can also handle the model deploying and loading when multiple graphic

cards are available.

Scorer: As for the evaluation, the MRS handles the stitching process as demon-

strated in Fig. 4.1. Both the pixel-wise (Intersection-Over-Union) and object-wise

(precision recall) metrics are included in this framework. A performance report sys-

tem which handles detailed image-wise scores as well as bigger picture region-wise or

dataset-wise aggregated scores has also been built to help user better understanding

and analyzing the performance.

Furthermore, in remote sensing applications, it is a common approach to ensemble

the predictions to achieve better performance [IMO17, HLA+18]. An example is

presented in Fig. 4.3. The prediction in this example is ensembled by:

Ŷ = max
j
T inv
j (f(Tj(I)))

where T could be any spatial translation and in this example T is the flipping and

rotation used in Fig. 4.3. T inv is the inverse transform of the spatial translation.

In the MRS, we included such approaches for enhancing the performance at label

inferring.

Miscellaneous helper: Besides the function groups that are used to support

the deep networks training pipeline, we also developed a visualizer function module

which generates prediction color maps (as demonstrated in Fig. 4.4) and train-

ing/validation losses plots. Furthermore, a task configuration file system , as shown

in Fig. 4.5 has been developed for user friendly training setup and reproducibility.
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Figure 4.3: An example of prediction ensemble. On the left, the image circled by
red dashed box is the original image while the rest of them are rotated versions. To do
the ensemble, the same trained model would inference these images. The prediction
maps are then rotated back to align with the prediction map of the original image.
The final prediction is the max over all aligned prediction maps.

4.2.2 Applications of the Framework

Since it has been developed, the MRS framework has been widely used in several

applications including building, solar panel and land usage segmentation, examples

are demonstrated in Fig. 4.4. There are several published papers or under review

also using this framework including [HBCM20].
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Figure 4.4: Prediction examples of the models trained in different remote sensing
tasks with the imagery on top and prediction maps on the bottom. Left column:
building segmentation, middle column: solar panel segmentation, right column: land
usage segmentation. In the left two columns: green and white represents TP and TN
pixels, respectively. Red and blue represents FP and FN pixels, respectively. While
in right column each color represent a class.
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Figure 4.5: An example configuration file which trains DLinkNet with ResNet50
model on the Inria dataset with a batch size of 5 for 80 epochs. The learning rate
for the encoder and decoder are 1e− 3 and 1e− 2 respectively, learning rate will be
decayed by 0.1 after 50 epochs. Cross entropy is used for training.
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Chapter 5

Deep Learning Models Generalization

Problem: the xGD Benchmark

In this chapter, we utilize the MRS framework and provide the first comprehensive

results demonstrating that geographic domain shift is a major obstacle to practi-

cal recognition in overhead imagery. As discussed in section 2, the performance of

convolutional neural networks has dominated that of other traditional approaches in

remote sensing benchmark problems. However, most of these benchmark problems

involve training and testing the network models on imagery collected over roughly the

same geographic locations – an approach we term in-domain testing. In real-world

applications however, it is costly or infeasible to collect labeled imagery for each new

geographic region we encounter, and/or re-train the model with it. Therefore, in a

practical scenario we would like to apply our trained models to imagery collected

over novel geographic locations (i.e., distant locations from the training data) and

also obtain reliably high recognition accuracy.

Two recent studies have examined the performance of CNN models in this more

practical setting [KHBM20, WCC+17] – termed here as cross-domain testing - and

the results suggest that there can be significant and unpredictable degradation in

recognition accuracy. Cross-domain performance loss can occur due to several fac-

tors. Perhaps the most important among these is that many classes of objects visible

in aerial imagery (e.g., buildings, roads, vegetation) can appear very differently in dif-
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Figure 5.1: Example of failure cases with a state-of-art semantic CNN model
[RFB15] when applied to previously unseen regions. The input imagery is displayed
at the left column. The results produced by a model trained with data from the same
region as the evaluated city is shown in the middle column. The right column shows
the results produced by the model trained with data from a different region other
than the evaluated city. All correct predictions are labeled in green. False positives
are in red and false negatives are in blue.

ferent geographic locations. Fig 5.1 illustrates this problem across two cities, though

the model achieved desirable accuracy on both images when training with the access

to the imagery in the same region, it fails to recognize small residential and large

commercial buildings in the first and second row respectively when the training im-

agery is from another region. Other important factors that can influence performance

include changes in the hardware/calibration used to collect new imagery; or changes

in the weather conditions and time-of-day when new imagery was collected. We note

that these factors are not all strictly tied to geographic distance.

In the computer vision literature such qualitative visual changes are often referred

to as visual domain shift [SS16]. In this work we use the term geographic domain
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shift, to refer to the aggregate visual changes due to all of the aforementioned domain

factors. Therefore, geographic domain shift can occur over two images collected

over the same location. Although [KHBM20, WCC+17] presented evidence that

geographic domain shift is a problem for visual recognition in satellite imagery, few

experimental results were provided, and many questions remain. For example, do

modern recognition models, when trained on recent large and diverse benchmark

datasets (e.g., [MTCA17, HLA+18, DKL+18]), exhibit poor performance in cross-

domain testing? If so, how does this compare to their in-domain performance? And

are some models more robust than others?

To answer these questions, we propose a benchmark problem, termed the xGD

(cross-geographic-domain) problem, built upon two publicly-available datasets. With

xGD we systematically compare the performance of several state-of-the-art recogni-

tion models using within-domain and cross-domain testing, respectively. xGD focuses

on the task of the building segmentation problem due to the availability of suitable

datasets. Our results indicate that cross-domain model accuracy is always statis-

tically significantly worse than in-domain accuracy. Surprisingly, our results also

suggest that, while larger models (i.e., deeper and/or more parameters) tend to yield

better in-domain performance than smaller models, they do not exhibit poorer cross-

domain performance. In fact, we found that better in-domain results (i.e., usually

larger models) were sometimes correlated with greater cross-domain performance.

This is the second contribution of this Ph.D thesis, and we have reported the exper-

imental design details of xGD in publication [HBCM20] to support future work in

the community.
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5.1 xGD Experimental Methods

5.1.1 State-of-the-art Segmentation Models

To provide comprehensive experimental results we will use the MRS framework dis-

cussed in chapter 4 with all the supported segmentation models: UNet[RFB15],

DLinkNet[ZZW18], PSPNet[ZSQ+17b] and DeepLabV3+[CZP+18]. We also con-

sider each model with several encoders of the VGGNet [SZ14] and ResNet [HZRS16]

structure, each pretrained on the ImageNet dataset [DDS+09]. Specifically, we con-

sider the following encoders: VGG16, VGG19, ResNet18, ResNet34, ResNet50 and

ResNet101.

5.2 The xGD Benchmark Problem

The xGD benchmark is based on two large, geographically-diverse, and publicly-

available datasets of overhead imagery: the Inria [MTCA17] and DeepGloble [DKL+18]

benchmarks, detailed in section 3.2. We chose these two datasets since: (i) they are

well-known in the remote sensing community, (ii) they have similar spatial area, (iii)

they are large and geographically-diverse, and (iv) they have the same spatial res-

olution. The breadth and size of these datasets allows us to design an experiment

in which we can emulate a real-world cross-domain testing scenario, and estimate

model performance. In such a scenario we expect to train a modern CNN on a large

and geographically-diverse set of labeled imagery – a reasonable expectation given

the scale of modern datasets. Subsequently, we hope to apply the trained model

to several new geographic regions, without local labeled imagery or re-training the

model (i.e., the cross-domain testing scenario).
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Figure 5.2: Data split for both cross-domain (a) and in-domain (b) testing scenarios

The experimental design of the xGD problem is illustrated in Fig 5.2, which is

intended to emulate the aforementioned real-world scenario. Fig 5.2 (a) and (b)

illustrate how we evaluate cross-domain and in-domain performance, respectively.

Both in-domain and cross-domain models are evaluated on exactly the same 14%

subset of testing imagery, helping to ensure a fair comparison of the in- and cross-

domain scenarios. This design also ensures that the models in both scenarios have

access to similar quantities of image area and building labels for training.

5.3 Experimental Results on xGD

For our experiments we evaluate the in-domain and cross-domain performance of

all combinations of (i) the four models presented in section 5.2, and (ii) the six

pre-trained encoders. Therefore, we evaluate 4 × 6 = 24 different models, for both

in-domain and cross-domain performance evaluation. All models are trained with

a batch size of 5. The input size of the models is 512 × 512 pixels. For the Inria

dataset, the input images are uniformly cropped into sub-images of the desired size

as suggested by [MTCA17]. Since the images are already in 650 × 650 pixels in the
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DeepGlobe dataset, we randomly crop the images during each training step. For

all the models, we use the Stochastic Gradient Descent (SGD) optimizer with a

momentum of 0.9 and weight decay of 5e − 4 for 80 epochs. We use a learning rate

of 1e− 3 and 1e− 2 for the encoders and decoders respectively and drop the learning

rates by one magnitude after 50 epochs. We use a smaller learning rate for encoders

since they are already pre-trained.

5.3.1 In-domain Results

Figure 5.3: Violin plots of the source domain IoU comparison grouped by encoders
(top) and decoders (bottom). Both encoders and decoders are ranked by size from
left to right.

In Fig. 5.3 we present violin plots of the IoU obtained with each type of encoder

(top) and decoder (bottom). Both encoders and decoders are ordered by model size

from smallest (left) to largest (right). The results suggest that increasing the size
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of the encoders yields better performance on the source domain, however no clear

correlation emerges between size and IoU for the decoders. This may occur because

larger encoders have substantially greater modeling capacity than smaller encoders,

but the differences are smaller for the decoders. It does however appear that the

U-Net consistently achieve the best performance among decoder designs.

5.3.2 Cross-domain Results

Figure 5.4: The percentage of ∆IoU change from the source to the target domain
under the cross − domain scenario. Results grouped by encoder and decoders are
shown in the top and bottom figure respectively.

In Fig. 5.4 we show the ∆IoU% change under the cross-domain scenario and

group the results by different encoders and decoders respectively. The ∆IoU% is

defined as:

∆IoU% =
IoUsource − IoUtarget

IoUsource

%
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For all the models, there is a substantial performance drop (30% ∼ 60%) under

the cross-domain scenario. This suggests that all the state-of-the-art segmentation

models fail to generalize to a novel domain. However, no clear pattern is found for

how the encoder or the decoder would affect the IoU change in the cross-domain

scenario.

5.3.3 The Relationship Between In-domain and Cross-

domain Performance

In Fig. 5.5 we present scatter plots of the in-domain IoU (x-axis) and cross-domain

IoU (y-axis) of all models. The results are split into two plots based on which datasets

served as the test set. We initially hypothesized that larger models would achieve

better in-domain performance, at the cost of lower cross-domain performance, based

upon the assumption that, during training, large models will learn to encode more

unique visual features of the source domain. In turn, this would likely reduce their

global generalization (i.e., as indicated by lower cross-domain IoU).

While larger models did consistently achieve greater in-domain IoU, we see no

correlation between in-domain and cross-domain IoU. In fact, when testing on DG

(Fig. 5.5, top), there appears to be a positive correlation between the in-domain and

cross-domain IoU. Since the primary difference between smaller and larger models

is the depth of their pre-trained (on ImageNet) encoders, we now hypothesize that

the superior IoU of large models – both cross-domain and in-domain – is due to the

superiority of the existing pre-trained features, rather than inferring new features on

the overhead imagery. This would explain why larger models consistently achieve

greater in-domain IoU, without reducing their cross-domain IoU. Further research
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can confirm this hypothesis.

Figure 5.5: Cross domain performance results for Inria→DG and DG→Inria on the
top and bottom respectively. All markers are colored by segmentation models and
the marker shape represents the encoder architecture that is being used. Note the
difference between the scale of the x and y axis. Better viewed in color and zoomed
in.
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5.4 Deep Models Fail to Generalize to Novel Ge-

ographic Domains

In this chapter, we proposed a benchmark problem – termed xGD - to examine the

cross-domain performance of CNNs for object recognition using overhead imagery

data. Our results indicate that cross-domain model accuracy is always substantially

worse compared to in-domain testing (i.e., testing on imagery near to the train-

ing imagery). Surprisingly, our results indicate that larger models (pre-trained on

ImageNet) are the best overall model choice: they yield much better in-domain per-

formance, and they are comparable to smaller models on cross-domain problems. It

tentatively appears that larger models do not overfit to source-domain characteristics.

The xGD experimental results, especially the ones shown in Fig. 5.5, provides the

first comprehensive results for cross-domain recognition in overhead imagery, indicat-

ing that geographic domain shift is indeed a major obstacle to practical recognition

in overhead imagery. Better modeling or datasets with higher variance compared

with the current public benchmark datasets could contribute to mitigate this effect.

However, as we will discuss in chapter 6, constructing a benchmark dataset with high

variance would be cost-prohibitive. We therefore propose to use synthetic overhead

imagery as an alternative.
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Chapter 6

The Synthinel-1 Dataset: The First

Synthetic Dataset for Remote Sensing

Segmentation

In the previous chapter we presented experiments results with the xGD benchmark

suggesting that domain shift causes substantial performance degradation in deep

Convolutional Neural Networks (CNNs), representing a major obstacle to widespread

adoption of these approaches. As discussed in Section 1.0.1, there are several potential

approaches to overcome this problem (e.g., more diverse training sets, or domain

adaptation methods). However, in this work we explore a novel approach involving

the generation of highly diverse synthetic overhead imagery.

The primary motivation for using synthetic imagery is its (i) ability to efficiently

generate large quantities of visually diverse imagery, and (ii) automatically generate

detailed ground truth labels (e.g., pixel-wise building labels). One major challenge

with this approach however is that existing software used to generate synthetic im-

agery cannot easily be used to generate synthetic overhead imagery. To be useful,

synthetic overhead imagery must be generated for very large geographic areas (tens

or hundreds of square kilometers of area), whereas existing software is focused on

generating imagery for smaller geographic areas.

In this chapter we develop the first approach for scalable generation of synthetic
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overhead imagery, and we use our approach to create Synthinel-1: a large collection

of overhead imagery for training building segmentation models for overhead imagery.

We explore the effectiveness of Synthinel-1 by using it to augment real-world training

imagery used in the xGD benchmark. These experiments suggest that Synthinel-1

is indeed beneficial for increasing the robustness of CNNs to domain shift, and this

work has been published in [KHBM20].

6.1 Developing the synthetic overhead imagery soft-

ware

Several different software packages have been developed for the generation of synthetic

imagery. Most of recent studies chose software packages such as the Unreal Engine

[QY16], the Unity game engine [RSM+16, GWCV16], or existing video game engines

[SLS16]. The datasets created with these packages have been widely used to enhance

the performance for street scene segmentation [HHK18, SPT+17, ZDG17]. In this

work, our methodology is built upon the CityEngine software1. Fig. 6.1 provides an

overall summary of the method, detailed explanations of the synthetic data generation

can be found in section 6.1.1. Our main motive for using this software is that it allows

users to rapidly generate geographically large virtual worlds, that are randomized to

introduce variability, while being constrained to exhibit realistic characteristics (e.g.,

layouts of building, roads and landscapes; colors and textures of large-scale objects).

Furthermore, the user is provided with high-level controls over the features of the

virtual world. For example, the software begins with a procedural generation algo-

1https://www.esri.com/en-us/arcgis/products/esri-cityengine/overview
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rithm for roadways (described in [CEW+08]). The designer can control features of the

topology of the road network (e.g., “organic”, “raster”, “radial”, or combinations).

Once a street network is generated, the intervening space is randomly populated

with structures (e.g., buildings, trees, landscapes, etc.). The designer can control

the qualities of these objects using a combination of (i) libraries of object models

and textures (easily customized if desired), and (ii) computer-generated architecture

(CGA) scripts (described in [MWH+06]). We altered the CGA files to generate vir-

tual worlds with desired geographic extent. We then developed Python scripts that

communicate through a built-in CityEngine API to systematically move a simulated

camera around the virtual world and take overhead photographs at regular spatial

intervals. Our software package also controls the camera height and field-of-view to

obtain the proper resolution (approx. 0.3m/pixel).

Figure 6.1: (a) Illustration of a virtual city and two perspectives of a virtual camera,
set by the designer. The corresponding images for each camera are shown in panels (b)
and (c). The camera settings in (c) are designed to create images that mimic overhead
imagery. We changed the focal length of the camera (illustrated in (a)) so that the
imagery mimics the perspective of a camera located at a much higher altitude than
can be achieved with our virtual camera. In (d) we show the corresponding ground
truth labels extracted for the image in (c), which are readily available because we
designed all of the content in the virtual world.

Although it is possible to design a virtual world with specific characteristics (e.g.,

to mimic a real-world city, or style), we began by leveraging pre-defined city “styles”
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that are freely available online. This is simpler, and we reasoned (if it worked) it would

serve as an excellent baseline for more sophisticated approaches. We identified six

candidate styles to explore first, based on our subjective assessment of their realism.

These styles are presented in Fig 6.2, and comprise the full Synthinel-1 dataset.

Figure 6.2: An illustration of the six different virtual city styles that is used in the
Synthinel-1 dataset. (a) Red roof style; (b) Paris’ building style; (c) ancient building
style; (g) Austin city style; (h) Venice city style; (i) modern city style

We extracted 1,604 of approximately 47km2 synthetic images with corresponding

ground truth imagery. Each synthetic image is 572 × 572 pixels in size, with a

resolution 0.3m/pixel. Our total pool of synthetic imagery is constructed from equal

quantities of image patches from each of the six styles illustrated in Fig 6.2.

6.1.1 Synthinel-1 Creation

The goal of this section is to provide additional information about our methodology

for generating synthetic overhead imagery. In the last section we introduced using

CityEngine as an approach for virtual world generation. In this section we focus

on two topics: extraction of the synthetic imagery from the virtual world, and then

extraction of the ground truth labels.
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Extracting Synthetic Imagery

Once a virtual world is generated, our goal is to capture overhead imagery encom-

passing the entire virtual world, at the proper resolution. To do so, we can take

snapshots of the virtual world using a virtual camera moving within the world. We

set several camera and environmental parameters to the following values in order

to mimic the average qualities of our real-world imagery: a scene light angle of 60

degrees, a scene light intensity of 1.0, a camera altitude of 950 meters, and a focal

length of the camera of 135mm (largest possible). The high altitude of the camera is

intended to replicate a satellite camera, to the best of our ability within the software

package.

We also controlled the camera parameters to capture imagery with an approximate

ground sampling density of 0.3 meter/pixel – this is the resolution of our real-world

imagery datasets. Assuming that our camera has a fixed number of pixels in each

photograph, we can adjust the resolution by changing the field-of-view of the camera

(i.e.,how much area is encompassed within the image). This can be done easily with

the software package. Therefore, we adjusted the field-of-view of the camera to be

larger, or smaller, to achieve the desired ground sampling density in the image.

We then developed Python scripts that communicate through the CityEngine

API to systematically move a simulated camera around the virtual world and take

overhead photographs at regular spatial intervals. This process is very fast, and

is incorporated in the speed estimates in section 6.1.2 (i.e., kilometers of synthetic

imagery generated, per minute).
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Extracting Ground Truth Labels

We extract the labels by setting the building objects in the virtual world to be

purely black (i.e., all-zero RGB values). We then extract overhead photos of this

modified version of the virtual world. Then we use a post-processing script to assign

a building label to any purely black pixel. All other pixels are assigned a background

label. Changing the building color to black can be achieved easily by modifying

the Computer Generated Architecture (CGA) rule files. Perfectly black objects with

all-zero RGB values is rare, making this approach effective. An illustration of this

process is provided in Fig. 6.3.

Figure 6.3: An illustration of the extraction of ground truth building labels from
the synthetic overhead imagery. (a) Original synthetic overhead image, (b) the same
overhead imagery in as in (a), but all building objects have been assigned a pure
black color. (c) The result of extracting ground truth from (b). To obtain (c) we
use a post-processing script that identify any pixels that are purely black and assign
them a label of one, indicating that they are buildings. All other pixels are zero.

6.1.2 Costs and Time: Real-world Versus Synthetic

In this section we compare real and synthetic imagery on two characteristics: the price

of (i) acquiring imagery and (ii) annotation of objects. The cost of satellite imagery

can vary substantially, depending upon many factors: spatial resolution, geographic
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coverage, its age, level of preprocessing by the vendor, and more. However, archived

(i.e., ≥3 month old) color imagery at 0.3m/pixel (i.e., a popular resolution, used in

this work) from an imagery vendor encompassing a single municipal region can cost

on the order of tens of thousands of dollars, and over a million for states or countries.

While CityEngine does require a yearly software license fee, this is far less than the

cost of purchasing satellite imagery. Many research institutions (e.g., universities)

also already have a site license, making it free to use for students and researchers

there. Therefore, even small quantities of real imagery greatly exceed the prices of

synthetic imagery.

Annotation is another major cost (in time and money) associated with using real

overhead imagery. We note however that, while synthetic imagery does not require

any annotation – a major benefit – it still requires a software a designer to invest

time designing features of the virtual world. As a result, a precise comparison of

the time associated with each approach is difficult to make. For example, a carefully

designed virtual world, with highly customized features intended to maximize realism,

will require substantially greater design time than one that largely utilizes default

settings. However, we hypothesize that designing a virtual world will generally require

substantially less time than annotation, and we expect the advantage of synthetic

imagery to grow as further research is conducted to improve and automate the design

process. Finally, we note that, once a virtual world is designed, it requires (approx.) 1

minute per square km of generated overhead synthetic imagery on standard hardware

(an Intel(R) Core(TM) i7-7700HQ CPU@2.80 GHz) - negligible for most applications.
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6.2 Conclusions and Limitations of the Synthinel-

1 Dataset

To our knowledge, the Synthinel-1 dataset is the first to publish a reproducible pro-

cess for creating synthetic overhead imagery. We developed a process to rapidly create

fully synthetic overhead imagery with pixel-wise labels for target objects. The bench-

mark testing results are shown and discussed in chapter 8. This work is published in

Winter Conference of Computer Vision (WACV) 2020 as [KHBM20].

However, while the Synthinel-1 dataset sets a strong foundation for developing

synthetic overhead imagery, it suffers from several limitations: (1) Quality of the

synthetic imagery, as we will discuss in chapter 7, is still not desirable, especially

for the ground truth labels as it is shown in Fig. 7.2. (2) The diversity/size of the

synthetic imagery is still relatively limited. (3) The ease with which users can add and

control the characteristics of the imagery is absent. To address these drawbacks, we

further developed Synthinel-1 and created an evolved version of the dataset, termed

Synthinel-2, which is introduced in chapter 7.
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Chapter 7

From Synthinel-1 to Synthinel-2

The Synthinel-1 dataset is the first publicly available reproducible synthetic overhead

imagery dataset. However, it suffers from a few aforementioned limitations: undesir-

able imagery/label quality, limited size and diversity, labor intensive data generation

process. In this chapter, we discuss our new data generation process which builds

upon the generation software package described in chapter 6. We also developed a

new dataset: Synthinel-2, which is created with this software package.

7.0.1 Improvements from Synthinel-1

In this section we show three major changes from Synthinel-1, each of which improves

significantly upon the work in Synthinel-1. We next summarize these improvements.

Improved synthetic data generation software package. The data gener-

ation software in Synthinel-1 requires human input at several steps, and does not

provide simple mechanisms to alter key properties of the imagery (e.g., lighting con-

ditions and camera nadir). Furthermore, the previous software package would often

produce inaccurate ground truth labels. In this work we develop a software package

that is fully automatic, offers simple controls for key properties of the synthetic im-

agery, and yields highly accurate building labels. A high-level illustration of the user

interface is shown in Fig. 7.1, illustrating the data properties (input values (a-e))

that our software package allows the user to easily control. Fig. 7.1 is discussed in

further detail in section 7.0.2.
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Figure 7.1: Illustration of the high-level interface of the software package developed
in this work for generating synthetic overhead imagery. Further description of the
figure is provided in Section 7.0.2.

Large scale and diverse dataset. We use our new software package to generate

a new set of synthetic imagery, termed Synthinel-2. We designed Synthinel-2 to be

more diverse than Synthinel-1, while maintaining realistic city features. It was shown

in [KHBM20] that many of the design features, termed “styles” of Synthinel-1 were

actually detrimental when training segmentation models. We hypothesize that these

styles were detrimental because they were too unrealistic. To build Synthinel-2, we

therefore began by adopting (qualitatively) the most realistic style in Synthinel-1.

We then made numerous changes to the design of this style in an effort to increase

both its diversity and quality, while maintaining realism.

To evaluate the effectiveness of training segmentation models with Synthinel-

2, in section 8 we use the same general experimental design that was applied to

evaluate Synthinel-1 in [KHBM20]. We find that Synthinel-2 is always more effective

than Synthinel-1, and that Synthinel-2 always yields performance improvements when

52



added to training imagery (with one marginal exception).

Analysis of synthetic data design. As a third improvement, in Section 8.6

we analyze the design of synthetic overhead imagery. First, we measure the impact

of generating more synthetic imagery to train models. The results of this experiment

suggest that increasing the quantity of synthetic imagery also improves its effective-

ness, up to a limit. As we explain in Section 8.6, this suggests we have successfully

increased the diversity of synthetic imagery in Synthinel-2 while retaining realism

better than Synthinel-1. As a final analysis, we investigate the impact of includ-

ing Synthinel-2 on each individual city in our benchmark test sets. This analysis

hopes to explain the fundamental cause for the benefits of Synthinel-2: matching

the characteristics of specific test cities, or exposing the model to diverse styles and

thereby increasing overall global robustness (e.g., domain randomization or confusion

[TFR+17, TPA+18]).

7.0.2 Summary of the Synthetic Data Generation Process

The data generation process is illustrated in Fig. 7.1, where the blue boxes (top)

represent major processes in the data generation process, and the orange cylinders

(bottom) represent input that users of our software package can easily provide to

the process. The core functionality of the software package is a simulation software,

called CityEngine, which is commercial, but is accessible at low cost, especially for

non-commercial use [KHBM20]. The software package developed by our team is open-

source and written in Python. Our software package interacts with, and controls,

CityEngine through its application programming interface (API). We now briefly

summarize the major stages of the synthetic data generation using the structure and
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numbering shown in Fig. 7.1. In this discussion we only describe the controls that

our software package offers to users, but we note that it is possible to control much

more of the process using the API, or manual input.

Step 1: This step generates the roadways in the virtual world. The topology of

the roadway can be controlled by a user-provided definition, shown in Fig. 7.1(a),

which effectively controls the density and connectivity of the roads, among other

properties. Once the roads are created, the intervening empty space is assigned a

label indicating the type of content that will fill the space (e.g., background, building,

or trees). These assignments are done randomly, but in a manner that maintains real

city-like structure.

Step 2: This step generates any 3D structures that will be present in the virtual

world, such as buildings and trees. The shapes and sizes of these 3D objects can be

controlled via shape definition libraries provided by the user. Similar to roadways,

this process is also random, and these definitions only define high-level properties

that guide the generation process. The size, shapes, and layout of 3D objects will be

different each time this process is run.

Step 3: This step randomly assigns an “asset” to each object (or facet of

an object) in the virtual world. An asset is typically an image with a repeating

color/texture pattern. Examples of the assets we use for Synthinel-2 can be found in

section 7.1.3. There are separate asset libraries for different classes of objects, e.g.,

roads, background, and buildings. Therefore the user can independently control the

visual appearance of these objects by adding assets with specific colors and textures

to the associated library. Furthermore, by adding more assets, the visual diversity of

the virtual world will increase.
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Step 4: Here the sun lighting conditions are applied to the virtual world. In

contrast to other parameters, these are not randomized, but applied in the same

manner to all 3D objects in the virtual world. Our software package focuses on

controlling three of these parameters: light intensity, light angle, and light azimuth.

Step 5: In this step, the synthetic overhead color imagery, and the building

ground truth labels are captured. This is done by the height and location of a

virtual camera to approximate the camera on a satellite. The height (and thereby

image resolution) and the nadir angle of the camera can be controlled by the user.

To capture the ground truth labels we first automatically apply black colors to all

building objects, and white colors to all other objects, and then capture the overhead

photograph.

7.0.3 Improvements Over the Software Package

One major limitation of the Synthinel-1 software package was that it required manual

human input at numerous steps (at least six in total). This not only included point

and click operations, but often also required setting parameters manually, or copying

files into new directories. This made it difficult to create large datasets, or to create

many different datasets with varying key design parameters. In this work we present

software package that can be executed end-to-end with a single command.

In Synthinel-1, the truth labels were created by applying purely black colors to the

buildings, and then post-processing the imagery to extract all purely black regions.

However, we found that this process would often produce noisy labels, especially at

the boundaries of the buildings, as illustrated in Fig. 7.2(second left). We found that

this noise was due to lighting present in the virtual world, causing the buildings not
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Figure 7.2: (Left) An example of one synthetic city “style” from Synthinel-1
[KHBM20]. The Synthinel-2 is built upon this style because it is qualitatively more
realistic than other styles in Synthinel-1. (bottom row) A sample of imagery from
Synthinel-2. Note the increased diversity of building colors, shapes, sizes, and tex-
tures compared to the Synthinel-1 imagery. We have also removed white space from
the imagery, and reduced noise the ground truth labels, which are both apparent in
the Synthinel-1 imagery shown here.

to be purely black. We have added code that automatically disables these lighting

effects, resulting in sharp and consistent building label boundaries, as illustrated in

Fig. 7.2 (rightmost).

7.0.4 Software Package Computation Speed

1 minute was needed per square kilometer of the overhead imagery generation for

Synthinel-1. Using similar hardware (e.g., an Intel(R) Core(TM) i7-7700 CPU@2.80

GHz), our new process requires roughly 1.5 minutes per square kilometer. This some-

what longer generation time is due to additional processing steps that our software

package must make to enable end-to-end automatic data generation. Overall there-

fore, the generation of synthetic imagery and ground truth is still substantially faster

and cheaper than it is with real-world imagery.
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7.1 The Synthinel-2 Dataset

In this section we discuss the design details of the Synthinel-2 dataset. First we

discuss the overall motivation for Synthinel-2. Then we discuss the process we used

for making individual design choices. In the final sub-section we present the final

design and contents of Synthinel-2.

7.1.1 Motivation for the Synthinel-2 Design

The design of Synthinel-2 was motivated by two key experimental findings about

the Synthinel-1 dataset. As a reminder, Synthinel-1 was composed of nine visually

distinct synthetic data designs, termed “styles”. The first key finding from Synthinel-

1 is that many of these nine styles were actually detrimental when included in the

training segmentation models. As a result, only a subset of styles, termed “Synth-1”,

were included in benchmark testing in [KHBM20]. We hypothesize that these styles

were simply too dissimilar from real-world imagery to be beneficial for training. This

suggests that care must be taken to exclude highly unrealistic styles/content from

the synthetic overhead imagery.

A second key finding in [KHBM20] is that generating more synthetic imagery (i.e.,

creating more randomized content) was beneficial, but that benchmark performance

quickly plateaued at 47km2, a relatively small quantity of overhead imagery. It was

hypothesized in [KHBM20] that this performance ceiling was caused because the

Synth-1 design included a relatively limited number of visual assets, environmental

conditions, and other input to the synthetic generation process, as illustrated in

Fig. 7.1 (see Section 7 for description). This is problematic because it limits the

combinations of visual features that can be present in the synthetic imagery, as well
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as their overall diversity.

7.1.2 The Design Process

Given the considerations in section 7.1.1, our design strategy for Synthinel-2 focused

on creating a much larger and more diverse set of input to the synthetic data genera-

tion process in Fig. 7.1, while trying to exclude particularly unrealistic input settings.

We began our design of Synthinel-2 by first adopting the settings (i.e., inputs to Fig.

7.1) corresponding to the “Red Roofs” city style from Synth-1 in [KHBM20]. We

selected this city style because it was simple, and qualitatively realistic. From this

baseline style, we incrementally added new content to the design. For example, we

added a large number of new building shape definitions and rooftop assets (i.e., Fig.

7.1(b) and Fig. 7.1(c)) to expand the number and diversity visual features that could

be generated in the synthetic imagery.

Our primary mechanism to validate new design content was to qualitatively eval-

uate the realism (i.e., similarity to real-world imagery) of the synthetic imagery pro-

duced using the new design. To minimize the potential positive performance bias

of this procedure, we attempted to filter out unrealistic content, rather than adding

specific content to match our testing cities. There were fourteen different cities in

the benchmark datasets, covering hundreds of square kilometers (see section 8 for

details), making it difficult to design synthetic data to match the content.

To design the Synthinel-2, we periodically examined the performance of our de-

signs as we developed Synthinel-2 by observing the effectiveness of the synthetic data

on one of our benchmark tests: training on Inria [MTCA17] and testing on Deep-

Globe [DKL+18] (see section 8 for further details). This approach is likely to add
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some positive performance bias; however, we only performed these tests on a small

subset of our benchmark testing cities – four of our fourteen testing cities to reduce

the bias while ensuring the synthetic data included variations that were similar to

real overhead imagery.

7.1.3 Synthinel-2 Design Details

By following the design process presented in section 7.1.2 and comparing with the 9

real cities we have in the two datasets, we created the Synthinel-2 dataset. In this

section we introduce the details of the design choices, especially the textures, shapes

and environmental conditions we used.

Rooftop Color/Texture Assets

In addition to the 28 default textures used in Synthinel-1, we downloaded 44 high

resolution rooftop textures and added them to the library. The thumbnails of a

subset of newly added rooftop textures are shown in Fig. 7.3. The texture files were

acquired from a third party texture library 1.

Figure 7.3: Thumbnails of high-resolution rooftop textures added to the Synthinel-2
dataset.

1http://texturelib.com/
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As demonstrated in Fig. 7.4, we noticed the existence of several not photo-

realistic textures in the Synthinel-1 dataset. First, we replaced the tree models used

in Synthinel-1 and downscaled their sizes to better simulate the real-world trees.

Second, the parking lots (surrounded by red boxes in Fig. 7.4) textures which carries

the level of details which should not be visible from the overhead imagery has been

removed.

Figure 7.4: A comparison of texture used in Synthinel-1 and Synthinel-2, note the
differences in trees. And the two highlighted parking lots do not exist in Synthinel-2.

Building Size/Shape Library

One building type that is prevalent in real world imagery we found is the high-rise

residential apartment buildings. Unfortunately, this building type is not included in

Synthinel-1. Therefore we added a building model to represent high-rise residential

structures, as well as some transformations in the shapes for the purpose of diversity,

as demonstrated in Fig. 7.5.

Environmental Parameters

When rendering the virtual cities, there are several parameters users can set to change

the lighting conditions, which affects the visual appearance of the photos significantly.
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Figure 7.5: New building types added to the synthetic dataset. On the left is the
real imagery and the rest are synthetic models we created.

The most common of them are light intensity, light angle and sun azimuth angle. The

light intensity controls the overall brightness of the light source (sun), which then

changes the brightness of the images. Light angle affects the height of the sun which

then changes the length of the shadows. Similar to light angle, the sun azimuth angle

changes the orientation of the shadows. Examples of these effects can be found in

Fig. 7.6.

To create a city that can better reflects the real city scenarios, we manually es-

timated the lighting conditions in each city that exists in both the Inria and the

DeepGlobe datasets. We think this would be a feasible way in real-world applica-

tions where the raw imagery is available for measuring or estimation such lighting

conditions while the labels are not. Our measured light parameters for each city are

provided in table 7.1.

Road Topology Definitions

To increase the amount of data without losing diversity, we take advantage different

street maps for virtual city generation. Street maps are different road networks as

demonstrated in Fig. 7.7. For each street map, we render it with each row of light

parameters as in table 7.1. This leads to the final Synthinel-2 dataset.
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Figure 7.6: Same virtual city rendered by different lighting parameters. First row:
light intensity, second row: light angle, third row: sun azimuth angle. Note the
differences of shadow length and orientation in the last two rows of images.

Figure 7.7: Five built-in street maps used to create Synthinel-2. Black lines indi-
cates where the roads would be rendered by the software.

7.1.4 Final Design and Contents of Synthinel-2

A summary of the final design parameters we used to create Synthinel-2 is provided in

Table 7.2. These design choices were made incrementally using the process described

in section 7.1.2 and 7.1.3.

62



Table 7.1: Estimated environmental and imaging parameters for each city in the
Inria and Deepglobe datasets. Estimates are based upon a brief manual inspection
of the imagery.

City Name
Environmental parameters

Imaging
parameters

Sunlight
angle

Sunlight
intensity

Sunlight
azimuth

Camera
angle

Vegas 75 8 250 88
Pairs 45 5 250 85
Shanghai 85 3 275 85
Khartoum 90 7 360 90
Austin 45 9 240 90
Chicago 45 9 210 90
Kitsap 75 7 280 90
Tyrol-w 80 7 220 90
Vienna 60 9 230 90

Table 7.2: Design summary of Synthinel-2.

Input ID Design Variable Description of settings

(a) Road Topologies 5 road topologies

(b) Building Shape definitions
Approximately 12.

They are generated with
randomized height

(c)
Rooftops 72 assets.

Road 33 assets
Background 4 assets

(d),(e) Sunlight & imaging properties 9 unique combinations.
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Figure 7.8: Illustration of how we generated Synthinel-2. First we developed a shape
library and asset library: inputs (b) and (c) to the generation software package. Each
time the software package is run, the input in (b) and (c) are randomly permuted
to give novel instances of buildings, roads, and background visual appearance. We
repeatedly ran the data generation software package, each time using a different
combination of the remaining input values: (a), (d), and (e). In total, we had 45
different combinations of these input values (see text for justification).

Figure 7.9: Illustration of imagery generated by Synthinel-2 with just 4 of the 45
combinations of parameter settings in Fig. 7.8

To generate the full Synthinel-2 dataset, we created multiple individual datasets

using the generation software package, each time with a different combination of the

input values (a),(d), and (e) that are shown in Table 7.2. This process is illustrated

in Fig. 7.8, where input parameters (b) and (c) remained fixed across all generation

runs. The reason for this approach is that parameters (b) and (c) correspond input
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content that is automatically randomized by the synthetic data generation software

package (see section 7). In contrast, parameters (a),(d), and (e) are global parameters

that remain fixed across all of the synthetic imagery (e.g., sunlight intensity, camera

nadir angle). As a result, to create variability of these parameters we need to manually

alter them and re-run the generation process.

The final Synthinel-2 dataset contains 204km2 of synthetic imagery, compared

with 47km2 in Synthinel-1. Some additional samples of the imagery are presented in

Fig. 7.9, illustrating the significant diversity in all of the input properties: lighting

conditions; rooftop shapes, colors and textures; and road topology. The shadows are

more difficult to see, but they also vary in their strength, size, and direction.
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Chapter 8

Benchmark Testing with Synthinel-1 and

Synthinel-2

8.1 Benchmark Imagery Datasets

To demonstrate the effectiveness of the synthetic data, especially when the model is

applied in a novel region, we follow the xGD experiment in section 5.2 and also choose

the Inria [MTCA17] and the DeepGlobe (DG) [DKL+18] datasets. Both of them are

popular large scale building segmentation bench mark datasets with high resolution

(0.3m) RGB overhead imagery. Different regions are presented in each dataset: five

cities in U.S (Austin, Chicago, Kitsap). and Europe (Tyrol, Vienna) are provide with

ground truth in Inria, each city consists of 81km2 data. Five cities across the world

are included in the DG dataset with different amount of data: Las Vegas, U.S.A.

(113km2); Paris, France (33km2); Shanghai, China (133km2); and Khartoum, Sudan

(29km2).

8.2 Benchmark Models and Training Schemes

To establish strong baseline results, we apply a modified U-Net [RFB15]/DeepLabV3

[CZP+18], where the encoder of the model is switched to a ResNet50 model [HZRS16]

pretrained on the ImageNet [DDS+09] as introduced in chapter 5. This general

design has been shown state-of-the-art segmentation performance in recent remote
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sensing benchmarks [ZZW18, ISBS18]. The models are implemented using the same

framework described by [HBCM20].

Our networks are implemented with the MRS framework. The cross-entropy loss

between the pixel-wise ground truth and predictions is used to train the network with

the Adam optimizer. The baseline models are trained 80 epochs with a batch size of

seven. The batch size is selected based on [KHBM20].

8.2.1 Mixed-batch Training

The mixed-batch training, is the phrase we use to refer to the approach employed

in [RVRK16]. With mixed-batch training we constrain each mini-batch to contain a

fixed proportion of real and synthetic imagery, respectively. We define ρ = Nr : Ns to

indicate the total number of real images, Nr, and synthetic images, Ns,, respectively,

in each mini-batch. For example, if ρ = 6 : 1 the batch is composed of six real images

and one synthetic image (and therefore seven total).

As Nr increases relative to Ns, it reduces the influence of the synthetic imagery

during training. We hypothesize that the introduction of synthetic imagery will bias

the network to learn more general concepts of buildings, and thereby improve its

performance on novel imagery. However, this advantage may come at the cost of

learning features that are less suitable to the real-world training imagery, thereby

lowering performance on some real-world imagery.

8.2.2 Training Schemes

Training without synthetic imagery: we use a learning rate of 1e− 3 and 1e−

2 respectively for the encoder and decoder of the segmentation model. A smaller
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learning rate is applied to the encoder since it is already pretrained on the ImageNet

dataset. For both the encoder and decoder, we drop the learning rate by one order

of magnitude after 50 epochs. We found such settings yield the best performance in

on our real-world imagery experiments.

Training with synthetic imagery added: We employ a two-stage training

procedure when using synthetic imagery. First, we train segmentation models on

real images the same way as training without the synthetic imagery. Then we apply

a mixed-batch scheme [RVRK16] to finetune the model for 30 more epochs. For each

mini-batch, we select 6 images from the real data and 1 image from the synthetic

data, which is the same as [KHBM20]. In the second stage we use the learning rate

of 1e-3 and 1e-2 on the encoder and decoder, respectively. No learning rate drop is

adopted in this stage.

As discussed in [KHBM20, HBCM20], neural networks fail to generalize when

applied in a novel region. [KHBM20] has demonstrated synthetic data helps the

models generalize to an unseen dataset. Therefore, in this section, we also aim to

evaluate the performance with and without synthetic data in both in-domain and

cross-domain scenarios.

To evaluate both the in-domain and cross-domain performances, we use the same

xGD experimental settings as described section 5.2 for data handling. We split the

Inria and DG datasets into two disjoint subsets. Following the guidance from the

Inria authors [MTCA17], we use the first 5 tiles of each Inria city for testing (14%

of total imagery), and the remaining imagery (86%) for training. To match the data

splits employed in Inria, we also used 14% of the DeepGlobe imagery for testing, and

86% for training as well.
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In this work we use the Intersection of Union (IoU) [LSD15] as the performance

metric. It measures the similarity between the predicted region and the truth region

by IoU(A,B) = |A ∩ B|/|A ∪ B| where A is the set of pixels that are predicted

to be buildings, and B is the set of pixels that are truly buildings. This metric

however is influenced more strongly by regions (e.g., cities) with greater numbers of

buildings. However, in our experiments we would like each city to have the same

influence on the IoU, therefore representing how much augmentation with synthetic

imagery increases robustness across each of the testing cities, rather than effectively

measuring its performance on the cities with the most buildings. Therefore we use a

performance metric where we take the average of the IoUs of each city, given by

mIoU =
1

N

N∑
i

IoU(Ai, Bi).

Here Ai and Bi are the predicted and truth pixel sets for the ith testing city.

8.3 In-Domain Testing Results

Table 8.1: In-domain testing results on popular building segmentation benchmark
datasets.

Model Data DG→DG Inria→Inria

DeepLabV3
w/o synthetic 0.762 0.772
w/ Synthinel-1 0.767 0.775
w/ Synthinel-2 0.779 0.784

U-Net+Res50
w/o synthetic 0.793 0.790
w/ Synthinel-1 0.771 0.769
w/ Synthinel-2 0.792 0.794

Our in-domain benchmark results are presented in Table 8.1 for both the DeepLabV3

and U-Net+Res50 models. For each of these models we compare three training
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scenarios: no augmentation (real data only), augmentation with Synthinel-1 from

[KHBM20], or augmentation with Synthinel-2.

We see first that the overall performance of the U-Net+Res50 model is superior to

the DeepLabV3 model, as expected. We also see that Synthinel-2 yields better results

than Synthinel-1 in all four experimental scenarios. Surprisingly, despite being an

in-domain testing scenario, where the training and testing datasets are highly similar,

we see that Synthinel-2 yields performance benefits in three out of the four scenarios,

and only narrowly deteriorates performance (by 0.001 IoU) in the fourth case. This

is the case as well with Synthinel-1 when using the DeepLabV3 model, but when

using the better-performing U-Net+Res50 we see that Synthinel-1 is now somewhat

detrimental in both DG→DG and Inria→Inria scenarios.

These results collectively suggest that the Synthinel-2 dataset is more effective

than Synthinel-1 when they are used to augment the real training set, and is poten-

tially beneficial for augmentation even when the testing data is highly similar to the

training dataset. This suggests therefore that there is little risk in augmentation with

synthetic imagery because it is still advantageous (or at least not detrimental) even

in ideal testing scenarios.

8.4 Cross-Domain Testing Results

Our cross-domain benchmark results are presented in Table 8.2 for both the DeepLabV3

and U-Net+Res50) models. For each of these models we compare three training sce-

narios: no augmentation (real data only), augmentation with Synthinel-1, or aug-

mentation with Synthinel-2.

Once again, we see that the overall performance of the U-Net+Res50 model is
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superior to the DeepLabV3 model. We also see that both Synthinel-1 and Synthinel-

2 improve performance in the cross-domain setting. Among them, augmentation

with Synthinel-2 provides substantial performance improvements in all four testing

scenarios. With the U-Net+Res50 we see an 8.8% and 5.9% improvement on Inria

and DG, respectively. With DeepLabV3 we see a 4.4% and 69.7% improvement on

Inria and DG, respectively.

Table 8.2: Cross-domain testing results on popular building segmentation bench-
mark datasets.

Model Data DG→Inria Inria→DG

DeepLabV3
w/o synthetic 0.593 0.244
w/ Synthinel-1 0.617 0.349
w/ Synthinel-2 0.619 0.414

U-Net+Res50
w/o synthetic 0.612 0.490
w/ Synthinel-1 0.619 0.497
w/ Synthinel-2 0.666 0.519

Qualitative segmentation results are presented in Fig. 8.1 for four different cities

in the testing datasets. These visualizations present instances in which the synthetic

imagery appears to have significantly improved the generalization of the segmenta-

tion models: either by reducing large areas of false alarms (top row), or identifying

buildings that were previously undetectable (rows 3 and 4).

These quantitative and qualitative results suggest that the Synthinel-2 imagery

is effective for training more robust models. Thereby these results demonstrate the

potential power of synthetic imagery to provide greater generalization without the

high costs associated with obtaining new imagery.
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Figure 8.1: Qualitative analysis of Synthinel-2 results. Each row represents a patch
of imagery from a unique testing city. The first column shows the original imagery.
The remaining three columns show the output of the trained segmentation models
under different training conditions, as labeled at the top of each column. In each
image, green pixels represent true positives, red pixels represent false positives, and
blue pixels represent false negatives.

8.5 Testing with Style Transferred Synthetic Data

In last section we demonstrated the effectiveness of the synthetic data when used to

augment the training data. However, as we have introduced in section 2.3, using style

transfer techniques to align the visual appearances of the target domain to those in

the source domain has also been considered as a potential solution. Therefore, in this

section we conduct experiments using style transfer techniques to increase the photo-

realism of the Synthinel-2 we created and train the networks augmented with the
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style transferred synthetic data. In section 8.5.2 we analyze the experiment results

and discuss why we focus on developing the synthetic data except adopting the style

transfer techniques.

To change the visual appearances of the overhead images, we re-purposed the style

transfer models in [LYV19] for our remote sensing imagery. More specifically, when

training the style transfer network, we choose the same generator and discriminator

as [ZPIE17b, HTP+18]. The source images, are the same as the Synthinel-2 we

proposed in section 7. The target images in this case would be the real overhead

imagery from the target (novel) region. In addition, our segmentation networked

used to align the feature and label space will be a model that is pretrained on the

source real imagery dataset. For example, in the xGD experiment settings, when we

test the cross-domain performance Inria→DG as in section 5.2, we use the Synthinel-2

as the source image, the DG dataset without labels as the target image and a model

pretrained on Inria as the segmentation network, which is the same as the model

presented in in-domain results presented in section 8.3. We believe this reflects the

real-world usage scenario where the annotated imagery of certain region besides the

test location would be available, thus a model can be pretrained based on this known

imagery dataset.

8.5.1 Style Transfer Results

In our experiments, we use input image with the size of 512 × 512 pixels to keep it

consistent with our aforementioned experiments. We train the model with a learning

rate of 2.5e − 4 and 1e − 4 for the generator and discriminator respectively for 30

epochs. Due to the limitations of the hardware, we train the model with a batch
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size of 6 on 6 Titan RTX graphic cards. Note that better performance and more

stabilized results might be possible with a larger batch size. After the style transfer

network finishes training, we transfer the visual appearances of the Synthinel-2 and

train models with the same mixed batch setup as mentioned in section 8 with the

new imagery.

Table 8.3: Cross-domain testing results with style transfer on synthetic (row 4) and
real data (row 5).

Model Data DG→Inria Inria→DG

U-Net+Res50

w/o synthetic 0.612 0.490
w/ Synthinel-1 0.619 0.497
w/ Synthinel-2 0.666 0.519
w/ Style Transferred Synthinel-2 0.672 0.521
w/ Style Transferred Real 0.670 0.492

As shown in the first four rows in table 8.3, when model is trained with the style

transferred synthetic data, the slight improvements are achieved in both cross-domain

scenarios. We hypothesis that the models are beneficial from the enhancement of the

photo-realism of the imagery (example figures in Fig. 8.2).

Figure 8.2: Example images of the original synthetic images (real) and their corre-
sponding style transferred images (fake).
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8.5.2 Why Style Transfer with Synthetic Data

The results in table 8.3 suggest cross-domain performance can be improved when the

photo-realism of the synthetic images are enhanced. It is therefore natural to question

whether style transfer could resolve the domain shift between two geographic regions

alone. To investigate the feasibility of using style transfer networks directly on real

source imagery dataset, we train the same style transfer networks for Inria→DG

and DG→Inria scenarios without using synthetic imagery. The style transferred

images are used to train the segmentation networks in the same approach as the

style transferred synthetic images. The results are shown in table 8.3 row 5.

Surprisingly, though using the style transferred real data yield better results com-

pared with the baseline performance, it does not result in better performance com-

pared with training using the synthetic data. We hypothesize that, due to the lack of

understanding of objects’ semantic meaning in the target domain, the generators fail

to maintain the semantic consistency when transferring the source images. An ex-

ample is demonstrated in Fig. 8.3. When the source domain significantly misaligned

with the target domain (e.g., the shape and size of the buildings changes drastically),

style transfer leads to the inconsistency in object’s semantic meaning (building being

transferred to background).

We further hypothesis this is a more common issue in real to real case. Since,

as described in section 7.1, the synthetic data is designed to match the target real

imagery, though they are not photo-realistic.

Furthermore, it is worth mentioning that, even though the style transfer proved

beneficial in cross-domain testing, it takes significant amount of extra resources in

terms of both hardware (6 Titan RTX or more for training) and time (5 days for
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Figure 8.3: Example images of style transfer with real overhead imagery. First row,
An image in DG (left) transferred to a fake image (middle). On the right is one
random image picked from the target dataset (Inria). Second row, the same image
from the Inria dataset being transferred to the DG domain. Note the buildings in
the red box being blended into the background in the fake image.

Inria→DG) compared with using synthetic data (few hours of rendering time). There-

fore, as the results in table 8.3 suggest, we believe focusing on developing high quality,

diverse synthetic data while applying style transfer networks only when the domain

gap is mitigated by the synthetic data at the end would be an efficient approach to

address the cross-domain issue.

8.6 Additional Analysis

In this section we conduct analyses to understand the effectiveness of our design

strategy for Synthinel-2 and the underlying cause for the benefits of Synthinel-2.
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Similar analyses were conducted in [KHBM20], and we will enhance our analysis by

comparing these prior results to our own results here.

8.6.1 The Effect of Synthetic Imagery Quantity

In this analysis, we study the impact of training on greater quantities of synthetic

imagery. We study this question using the cross-domain testing scenarios: DG→Inria

and Inria→DG. The results of this experiment are presented in Fig. 8.4, where we

gradually increase the amount of synthetic imagery available during training, and

measure the performance of the resulting model. To simplify the analysis, and reduce

noise, we report the average of the IoU across all testing cities in DG and Inria.

To interpret these results, it is important to note that we use a mixed-batch

approach for training, where each mini-batch is composed of 7 real patches and 1

synthetic patch. As a result, the total amount of synthetic imagery presented to

the models during training does not change in these experiments. Instead, we are

effectively increasing the diversity of the synthetic imagery that is presented to the

model during training.

The results indicate that performance grows steadily as we increase the size of

Synthinel-2, and appears to saturate somewhere beyond 150km2 of imagery. We

assume that the apparent drop in performance is simply due to noise, since we have

reason to believe performance should saturate, and not drop, as we increase image

diversity.

We have labeled the point of saturation for Synthinel-2 with a vertical red dashed

line. The same experiment here was also conducted for Synthinel-1 in [KHBM20], and

we have also labeled the saturation point for Synthinel-1. As we see, the Synthinel-2
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saturation point is nearly three times the size of Synthinel-1. This increase sug-

gests that our new design for Synthinel-2 successfully increased the amount of useful

diversity in the synthetic imagery.

This can be seen by observing that the synthetic generation process produces

novel synthetic imagery each time it is run. However, because the generation en-

gine samples colors/textures/shapes for the scene content from a finite library, the

synthetic imagery becomes increasingly redundant (visually) as the total quantity of

imagery grows, presumably leading to diminishing performance improvements (but

not worse performance) as the total amount of synthetic imagery grows. The point

of saturation will depend upon two qualities of the synthetic data designs: (i) their

photo-realism and/or similarity to real-world objects, and (ii) the total quantity of

unique visual design features.

This reasoning suggests that Synthinel-2 is superior to Synthinel-1 in one or both

of the aforementioned characteristics. Ultimately however, this also reveals the limita-

tions of our current designs. Ultimately a design should be feasible that is sufficiently

diverse and realistic that substantially larger quantities of synthetic imagery can be

generated before saturation occurs. Such a design would leverage the full potential

of synthetic imagery to generate large quantities of diverse imagery.

8.6.2 Why Does Synthinel-2 Work: Domain Matching or

Domain Randomization?

Here we stratify the cross-domain benchmark results in Section 8.4 for the U-Net+Res50

by city, and investigate whether the addition of Synthinel-2 is beneficial for perfor-

mance on a few individual cities, or whether it tends to improve performance similarly
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Figure 8.4: Performance (IoU) versus the quantity of unique synthetic imagery avail-
able. The models are trained on 10%, 30%, 50%, 70%, 90% and 100% of Synthinel-2,
respectively. The right most point is the model trained on full Synthinel-2.

across all testing cities. The results for DG and Inria are presented in Tables 8.4 and

8.5, respectively. This will provide insight into the reasons why Synthinel-2 is bene-

ficial.

The results indicate that performance improves for most cities (six of nine), is

comparable to the baseline for two cities, and results in a significant loss of perfor-

mance for one city. By contrast, although Synthinel-1 proved to yield overall worse

performance than Synthinel-2, it was shown in [KHBM20] that it improved perfor-

mance across all cities in the test set. This was attributed to the highly diverse (but

possibly unrealistic) choice of designs included in Synthinel-1, causing an overall im-

provement in the robustness of the models without favoring a particular domain (e.g.,

city style). This is an effect that has been referred to as domain randomization (or

domain confusion) [TFR+17, TPA+18] in recent literature using synthetic imagery

to train models.

In contrast, our results suggest that Synthinel-2 may be yielding less of a do-

main randomization effect because its impact on individual cities varies much more
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Table 8.4: City-wise performance (IoU) when evaluating U-Net+Res50 in the
Inria→DG scenario.

DeepGlobe testing city
Training data

Vegas Shanghai Paris Khartoum

Inria 0.668 0.429 0.540 0.326

Inria w/ Syn2 0.718 0.422 0.540 0.362

Table 8.5: City-wise performance (IoU) when evaluating U-Net+Res50 in the
DG→Inria scenario.

Inria testing city
Training data

Austin Chicago Kitsap Tyrol-w Vienna

Inria 0.572 0.582 0.632 0.663 0.662

Inria w/ Syn2 0.686 0.632 0.602 0.678 0.735

strongly. This may have been because we removed the most unrealistic (but unique)

visual styles in Synthinel-1, improving overall performance, but yielding improved

performance on a smaller subset of real-world imagery that better matches the de-

sign features we added to Synthinel-2.
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Chapter 9

Conclusions

In this document we investigated advancing the frontier of using synthetic data for

object segmentation of the remote sensing imagery. The MRS, a deep learning frame-

work for semantic segmentation has been developed for related training and evaluat-

ing semantic models in remote sensing has been developed and serves as the corner-

stone of the rest of the work. We utilized this framework and reviewed the challenge

of applying remote sensing models to an unseen region. Our results verified that

almost all state-of-art segmentation models have been failed to generalize to novel

region. We further discussed the potential corresponding reasons and conclude that

domain change could be a reason for the effect.

Very limited previous work addressing this issue was discovered due to the lack of

necessary data, which would be expensive and time consuming to acquire. Therefore

we propose to take advantage of synthetic engines for rendering high fidelity overhead

imagery. We developed a software package for rapidly generating synthetic overhead

imagery, and used the tools to generate a set of overhead imagery. We then developed

the first synthetic datasets for remote sensing, termed Synthinel-1 and Synthinel-2.

We further demonstrated that such datasets can be used to augment real satellite

imagery to improve the performance of building segmentation models, especially on

novel imagery that was not present in the training dataset. We further demonstrated

that, combined with a more state-of-art segmentation model, we yield significant

improvements in the cross-domain testing scenario in two benchmark datasets with
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Synthinel-2.

Though the results are promising, there is still relatively little understanding

regarding the design of the synthetic overhead imagery. Furthermore, the visual

domain gap between the synthetic imagery in Synthinel-2 and real-world imagery is

still large, potentially limiting the maximum benefits of the synthetic imagery. The

performance improvements with style transfer techniques indicates that mitigating

this visual gap could be beneficial.

As for the future work, there are mainly three paths that can be progressed along.

Design principles. To have a better understanding of the synthetic imagery.

We should seek to understand the design principles. Due to the requirement of the

scale, overhead synthetic imagery is difficult to achieve the same fidelity as the works

in [RVRK16, RSM+16]. This trade-off between scale and fidelity, as well the control

of the diversity, needs to be further investigated to better design synthetic data to

match a target novel region. In section 8.6 few experiments have been conducted to

analyze why synthetic data is beneficial. In the future, more controlled experiments to

study the effect of lighting condition, texture styles and street layouts would improve

the understanding of the synthetic data, or even the mechanism of deep learning

algorithms.

Visual gap. Studying and developing techniques to reduce the visual domain

gap between synthetic imagery and real-world imagery would benefit the usage of the

synthetic data. In this Ph.D thesis work we focus on studying the feasibility of the

overhead synthetic imagery. In 8.5 preliminary results suggest further improvements

can be achieved when the visual domain gap is mitigated. In the future, domain

adaptation and style transfer techniques [LYV19, CLYH19, TGT+20] could yield
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further improvements when adopted with the synthetic overhead imagery.

Multi-task Dataset. As mentioned in [COR+16, RSM+16], annotation time

increases with the number of classes. Automatic label generation is one advantage of

the synthetic data. In this Ph.D thesis work, we mainly explored building segmenta-

tion with the synthetic data. In the future, other objects in the synthetic data that

are in the interest of the remote sensing community could be investigated, e.g., road,

solar panel, cars and trees.
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