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Abstract

Deforestation and forest degradation in developing countries are leading causes of

environmental problems such as soil erosion, biodiversity loss, and climate change.

As a result, policies aimed at slowing or reversing the trend of deforestation and

forest degradation have attracted considerable attention. This dissertation consists

of three essays on evaluating forest conservation programs in developing countries.

Although the focus of each essay differs, they all use rigorous econometric methods

to provide insights on impacts of historical forest conservation programs and assist

stakeholders in modifying existing policies and making future ones more efficient

and effective.

I begin by assessing the nutritional impact of payments for ecosystem services

(PES) in the context of rural China (i.e., Chapter 2). PES is a special type of

conditional cash transfer (CCT) in which the conditionality is explicitly attached

with conservation practices. In this chapter I develop a stylized household-farm

model to show that when households participate in a land-diversion PES program,

they would settle for lower levels of food consumption if they lack market access.

Exploiting panel data from the China Health and Nutrition Survey (CHNS), I use

a triple difference (TD) model to examine the impact of China’s Sloping Land

Conversion Program (SLCP), one of the largest PES programs in the world, on

the nutrient intake of farming households. My findings suggest that the SLCP had

a significant negative impact, though small, on calorie intake and this effect was
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likely driven by missing market in areas that implemented the SLCP. This essay

demonstrates that land-diversion PES, which is a dual conservation and develop-

ment tool, could affect food consumption and nutrition in ways very different from

other conservation programs such as protected areas (PAs) as well as regular CCT

programs that only aim for poverty reduction.

I then shift the focus from PES to PAs by implementing innovative evaluation

methods to assess the effectiveness of mangrove protection in Southeast and South

Asia (i.e., Chapter 3 and Chapter 4). Economists typically estimate the average

treatment effect on the treated (ATT) when evaluating government programs. The

welfare interpretation of the ATT can be ambiguous when program outcomes are

measured in purely physical terms, as they often are in evaluations of environmental

programs (e.g., avoided deforestation). In Chapter 3, my co-authors and I present

an approach for inferring welfare impacts from physical outcomes when the ATT

is estimated using propensity-score matching. We employ the discrete-choice Roy

model of selection into treatment to show that the ex post net social value of a

forest conservation program can be proxied as a weighted ATT, with the weights

being utility measures derived from the propensity of being treated. We apply this

new metric to mangrove forest conservation in Thailand during 1987–2000. We

find that the Thai government’s conservation program protected approximately

30% of the social welfare that would have been lost if all the protected mangrove

area had been deforested. This magnitude is very similar to the magnitude of

a conventional ATT that measures avoided deforestation, but we show that the

potential range of the welfare-based ATT extends from barely a quarter of the

conventional physical measure to nearly twice as large as it.

While Chapter 3 adopts an indirect approach to infer the welfare impact of

PAs, Chapter 4 exploits the same idea in a direct approach. In Chapter 4, my
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co-authors and I exploit rich data on carbon stock and land values in India to

estimate and predict spatial heterogeneity in the benefit (i.e., carbon sequestra-

tion) and cost (i.e., forgone land value) of mangrove conservation. We combine

this information with satellite-based data on India’s mangrove coverage in 1990–

2010 to construct a net land value, and then estimate the causal impact of PAs

on the net land value. This new approach allows us to account for spatial het-

erogeneity in the net economic benefit of conservation. Our results show that

incorporating the economics of conservation into evaluation could detect impact

of PAs that would not be detected under the conventional approach that focuses

only on avoided deforestation. Estimates from our heterogeneity treatment effect

model suggest that the level and direction of PA’s impact is associated with the

road proximity of mangrove sites and differs between the short run and the long run.

The three essays in my dissertation examine the heterogeneity in effects of

forest conservation programs in one way or another. They highlight that the

efficiency and effectiveness of conservation programs depend on local contexts.

When designing and implementing future conservation programs, policymakers

should assess local contexts and adjust program features accordingly.
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Chapter 1

Introduction

Deforestation and forest degradation in developing countries are leading causes of

environmental problems such as soil erosion, biodiversity loss, and climate change.

As a result, policies aimed at slowing down or reversing deforestation and forest

degradation attract attention. In the last twenty years, a new economic literature

on the ex post evaluation of forest conservation policies has emerged with the

intention to help stakeholders make forest conservation policies more efficient and

effective (Blackman 2013). This dissertation consists of three essays that contribute

to the cutting-edge research in this field on various fronts.

The core underlying framework that economists use for evaluating forest con-

servation programs, or public programs in general, is treatment effect model, which

is built upon the classical model of potential outcomes (Quandt 1958; Rubin 1974).

This framework can be highlighted by a simple regression representation of the

treatment effect model,

Y = α + βD + U (1.1)

in which Y denotes an outcome variable of interest, D denotes the treatment status,

often binary, of a forest conservation program, and β denotes treatment effect.1

1Equation 1.1 can be derived as Y = DY1 +(1−D)Y0 = Y0 +(Y1−Y0)D = E(Y0)+(Y1−Y0)D+
(Y0 − E(Y0)) where (Y0, Y1) are two potential outcomes associated with each treatment status
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To identify and empirically estimate the treatment effect β, economists regularly

apply quasi-experimental techniques including instrumental variables, matching,

difference-in-differences, and regression discontinuity (Imbens and Wooldridge

2009). The strength of this impact evaluation framework is its power in statistically

revealing any causal relationship between the treatment and the outcome. On the

other hand, the treatment effect on its own does not necessarily entail an economic

story. In this dissertation, I rely on quasi-experimental techniques to identify and

estimate β in rigorous ways and apply formal economic reasoning to motivate the

choices of Y . Each of my chapters treats Y in a different way.

Y can represent private outcomes. Economists are interested in knowing whether

conservation programs alleviate or reinforce poverty (Bulte et al. 2008; Ferraro,

Hanauer, and Sims 2011). Chapter 2 investigates the impact of land-conversion

payments for ecosystem services (PES) on human nutrition. Land-conversion PES

is a hybrid program that serves both environmental and development purposes.

Participating households set aside part of their agricultural land for conservation

(e.g., convert it to forest) and are compensated by state for their agricultural loss.

I develop a stylized household-farm model to show that the program’s impact on

household’s food consumption depends on household’s access to market. When

households lack access to food and labor market, the program would lead to

lower levels of food consumption, in contrast to the theoretical prediction with

competitive market. Motivated by this insight, I designed a triple difference (TD)

model to examine the impact of China’s Sloping Land Conversion Program (SLCP),

one of the largest PES programs in the world, on the nutrient intake of farming

households, using panel data from China Health and Nutrition Survey. I find that

the SLCP had a significant negative impact, though small, on calorie intake and

D ∈ {0, 1}. Y , the realized outcome, and D are the only things observable to the researchers.
Denote α ≡ E(Y0) and U ≡ Y0−α, we will get Equation 1.1. Consequently, α and U are implicitly
determined by the choice of Y .
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this effect was likely driven by missing market in some areas that implemented the

SLCP. My findings are consistent with my theoretical insight. This work is the first

study to analyze the impact of PES programs on household’s food consumption.

It demonstrates that the nutritional impact of PES programs can be very different

from other conservation programs such as protected areas (PAs) and other transfer

programs that do not constrain household’s agricultural production.

Y can also represents social welfare. The main reason for establishing forest

conservation programs is to correct for the market failure that leads to the under-

provision of ecosystem services provided by forests, so it is critical to evaluate

whether conservation programs indeed lead to a better social outcome. The con-

ventional evaluation approach is to examine a program’s causal impact on avoided

deforestation. However, as Vincent (2016) has pointed out, evaluation that solely

assesses the impact on avoided deforestation, a physical outcome rather than an

economic outcome, ignores the spatial heterogeneity in the benefit and cost of

forest conservation and can be misleading. Instead of using avoided deforestation

as Y , as widely done in the literature, Chapter 3 and Chapter 4 use innovative

approaches to construct Y that represents the net economic benefit of avoided

deforestation, and apply them to evaluate PA programs in Thailand and India,

respectively.

Chapter 3 considers an evaluation problem in which we do not directly observe

the economic benefit and cost of protecting a forest site. Instead of observing Y ,

the net economic benefit of avoided deforestation, we only observe land use decision

Q that represents whether or not deforestation occurs. This chapter develops a

new methodological approach to indirectly evaluate the economic impact, rather

than the pure deforestation impact, of forest PAs. This research builds upon the

method of propensity score matching and connects it with the random utility model,

3



constructing a new evaluation metric that is a utility-weighted average treatment

effect on the treated. Compared to average treatment effect on the treated (ATT),

the conventional evaluation metric in the literature, this new evaluation metric

gives more weights to forest sites that were more likely to be protected because

the likelihood of being protected reflects the ex ante expected value of protection.

Chapter 3 then demonstrates the application of this new evaluation approach using

mangrove’s zoning system in Thailand. Overall, this chapter argues that this new

evaluation metric is economically more meaningful than the conventional ATT in

capturing the spatial heterogeneity in the net value of conservation.

Chapter 4 essentially considers the same evaluation problem as in Chapter 3,

but now incorporates the economic benefit and cost of forest protection that are

observed or predicted. With respect to mangrove protection in India, this chapter

focuses on mangrove’s carbon value as the benefit and the foregone agricultural

value as cost. My coauthors and I conducted a meta-analysis to predict the carbon

value across mangrove habitats and acquired data on agricultural land values from

national surveys. We then constructed an economic outcome, which measures the

change in land’s associated value due to land use change, and assessed the causal

impact of PAs on this economic outcome using a standard evaluation method (i.e.,

parametric regression prescreened by matching). We compare this approach with

the conventional evaluation in which a binary indicator on deforestation is the

outcome variable. This study shows that incorporating economics into evaluation is

more informative than the conventional approach and can infer different conclusions.

Chapters 2, 3, and 4 each stands as an independent research, but as I have

laid out above, they are interconnected and related in theme, methodology, and

empirical context. They all attempt to address heterogeneity in the evaluation

problem about forest programs, apply and extend the toolkit of impact evaluation,
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and focus on programs in developing countries. Together, they contribute to the

economic literature on forest conservation and connect it to related literature in

the field of environmental and development economics.
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Chapter 2

Nutritional Impact of Payments

for Ecosystem Services in China

2.1 Introduction

Food consumption and nutrition are critical to development. For centuries,

economists have been concerned about meeting society’s food needs in a world

full of hunger and poverty. The tradition of using economic analysis to scrutinize

food and agricultural policy can be traced back to Adam Smith on the British

Corn Laws and Thomas Malthus on aid to the poor (Finaret and Masters 2019).

In the past few decades, conditional cash transfer (CCT) has been a remarkable

policy innovation for addressing a wide range of development issues, including the

need to achieve nutritional goals. CCT programs provide regular cash transfers to

low-income households to help reduce poverty, conditional on the receiver comply-

ing with some behavioral constraint. These programs began in 1990s in Mexico,

Brazil, and Bangladesh, and today more than 63 countries have at least one CCT

program (Bastagli et al. 2016).

One special type of CCT program that has grown in popularity for conservation
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purposes is payments for ecosystem services (PES), in which the conditionality for

receiving the transfer is to deliver a well-defined ecosystem service in a transparent

way.1 In the context of land-diversion PES, the conditionality involves a restriction

on land use either by requiring afforestation or prohibiting deforestation.2 In this

paper, I show that these land-diversion PES programs have negative impact on

food consumption and nutrition when participating households have limited market

access. Using panel data from the China Health and Nutrition Survey (CHNS), I

test the nutritional impact of China’s well-known Sloping Land Conversion Program

(SLCP), in which farming households were paid to convert their sloped agricultural

land to forest. I find a negative impact on calorie intake, most of which was due to

decline in the consumption of staples. The impact was larger and more significant

for households that lacked market access, yet I find no evidence for an impact of

the SLCP on household income.

My setting is representative of land-diversion PES programs in developing

countries. Rural households living close to ecological hotspots that warrant con-

servation measures often engage in complete or partial subsistence agriculture.3

The introduction of a land-diversion PES program affects a farming household in

two ways: the transfer, and land diversion. The transfer expands the household’s

budget constraint, which is expected to increase food consumption. On the other

hand, land diversion reduces the household’s agricultural profit, which in turn

would negatively affect food consumption. Whether the positive impact of the
1The concept of PES can slightly vary by context. Wunder (2015) discusses variations in the

concept, definition, and terminology of PES.
2In either case, agriculture is usually seen as the default land use in the absence of PES

intervention. Some PES programs allow land to be still used for agricultural production, but
require landowners to adopt certain agricultural practices that help preserve some ecosystem
services. Zilberman et al. (2008) refer to these two type of PES programs as land-diversion
programs and working-land programs, respectively. See Wunder et al. (2008) for PES examples
from both categories.

3See examples of studies that connect environmental conservation with subsistence agriculture
in the contexts of Asia (Acharya 2006), South America (Iwamura et al. 2014), and Africa (Jerneck
and Olsson 2013).
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transfer dominates the negative impact of land diversion depends on two things: the

size of the transfer, and the extent of the adjustment households can make in their

agricultural production subject to the PES intervention. Since the household has

less available land after participating in the PES, its agricultural labor becomes less

productive. In a competitive market where prices remain unchanged, the household

will reduce the allocation of labor to farming until marginal labor productivity

matches the market wage. Meanwhile, the household will reallocate the excess

labor to other employment and earn the market wage, and purchase food from

the market at the market price. Assuming that the transfer is at the minimum

level that equals the forgone agricultural profits, conditional on fixed labor input,

the net impact of the PES can be characterized as a simple increase in household

income. This leads to an increase in food consumption.

The net impact on food consumption is the opposite when the household lacks

market access and must engage in subsistence agriculture. In this case, the house-

hold cannot separate its consumption from production and faces a strict tradeoff

between consuming food and leisure. When the PES is introduced and agricultural

labor becomes less productive, the household cannot maintain its average labor pro-

ductivity by reallocating labor as in a competitive market. Instead, the household

optimizes by reducing its excess labor to gain extra consumption of leisure. Since

the household completely relies on its own production for food consumption, lower

labor input leads to lower food production as well as consumption. Assuming the

same level of transfer as in the context of competitive market, the PES intervention

leads to a net decrease in food consumption.

A land-diversion PES in the developing world can be somewhere between the

two extreme contexts of having perfect market access and having no market access,

so its impact on food consumption, and in turn on nutrition, becomes a context-
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based empirical question. The empirical analysis of my paper focuses on the SLCP,

one of the largest land-diversion PES programs in the world (Ouyang et al. 2016).

The SLCP was designed and implemented in 1999 by the Chinese government to

mitigate soil erosion through tree planting, especially by permanently converting

agricultural land with steep slopes and low productivity to forestland. Farming

households received direct compensation from the government for 16 years after

joining in the program and converting their farmland. The Chinese government

has also viewed the SLCP as a major anti-poverty and development program in

rural areas.

Utilizing the CHNS, which has never been used to study any PES program,

I present the first study to examine the nutritional impact of the SLCP, or any

land-diversion PES.4 The CHNS dates backs to 1989 and is one of the most widely

used individual-level panel datasets on the Chinese population, but it does not

contain any direct information related to the SLCP. I overcame this data problem

by linking the CHNS data to external data on SLCP status at the county level in an

innovative way. Using a triple difference (TD) estimator to control for unobserved

confounding effects, I find that the SLCP had a small negative impact on calorie

intake. The program on average decreased the calorie intake of an individual in

the treatment group by 0.2% for each unit of land, locally referred to as mu, that

the individual’s household cultivated prior to the implementation of the SLCP.5

The impact was largely due to a decline in carbohydrate intake, which mainly

came from the consumption of staple items that households grew in their own

fields. The impacts on fat and protein intake were not significant, providing no

evidence for improvement in nutritional diversity. I also find no significant impact
4To my knowledge, Adjognon et al. (2020) is the only other study to date that examines

the nutritional impact of PES. The context of their study involves the conservation of existing
forest and is therefore very different from the context of mine. In contrast to my findings, they
report a significant positive impact on food consumption and nutrition of PES in the context of
Sub-Saharan Africa.

515 mu is equivalent to 1 hectare.
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on household income, which suggests that the negative impact on calorie intake

was unlikely to be a result of insufficient compensation. The negative impact on

calorie intake is larger and more significant for households that engaged more

in subsistence farming, which is consistent with the prediction of my theoretical

model that highlights the importance of market access.

My paper contributes to an extensive literature that investigates the causal rela-

tionship between CCT programs and nutritional outcomes.6 It is well-documented

that CCT programs in general significantly increase food consumption and improve

nutrition as most of the transfer income is spent on food (de Groot et al. 2017).

Some studies have also argued that CCT programs can alleviate the liquidity

constraints that limit the agricultural productivity of poor rural households. By

examining Oportunidades, a well-known CCT program in Mexico, Todd et al. (2010)

adopt the liquidity argument and show that the program increased household’s

agricultural production, which in turn increased the value and variety of food

consumed from own production. Boone et al. (2013) find that the Social Cash

Transfer Scheme in Malawi increased the ownership of productive agricultural

assets as well as food types consumed from own production. This argument is

reinforced by evidence from several other CCT programs in various Sub-Saharan

African countries (Daidone et al. 2019).

My findings run counter to existing evidence on the nutritional impact of CCT

and highlight that land-diversion PES, which is commonly recognized as a type of

CCT, affects food consumption and nutrition in ways different from standard CCT

programs. Unlike standard CCT programs, the conditionality of a land-diversion
6See Leroy et al. (2009), Ruel et al. (2013), and Bastagli et al. (2016) for some of the systematic

reviews on this literature. One important question that largely remains unsettled is regarding the
full pathway through which various CCT programs can affect nutrition and health. Garcia-Guerra
et al.’s (2019) study on a CCT program in Mexico is a good recent example examining this
question.
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PES serves environmental purposes and adversely affects agricultural production

of participating households. In analyzing land-diversion PES, I connect the impact

of CCT programs with the issue of missing markets, which is a common source of

market failure in developing countries but receives limited attention in the CCT

literature.

My paper also connects with another rich literature that examines the links

between conservation programs, food security, and health outcomes. Most of the

research in this field has been associated with evaluating protected areas (PAs).

As another type of conservation policy that is widely applied, PA refers to a

national park or other clearly defined geographical area, typically under public

ownership, that is dedicated and managed by the public sector to achieve long-term

conservation purposes.7 One concern commonly addressed in this literature is that

by restricting access to natural resources, PAs might decrease food security and

lead to adverse health consequences. The empirical evidence, however, is mixed.

Golden et al. (2011) suggest that restricting access to wildlife in rural northeastern

Madagascar would induce a 29% increase in anemia among children. On the other

hand, Aswani and Furusawa (2007) find that marine PAs in the Roviana Lagoon

of the Solomon Islands generated positive impacts on calorie and protein intake.

Despite mixed results on the nutritional impact of PAs, studies on marine PAs

consistently report synergy between the impacts on income and food security (Gill

et al. 2019). Naidoo et al.’s (2019) study reinforces this pattern by showing that

terrestrial PAs increase household wealth by 17% via tourism and in turn reduce

stunting, which is largely driven by malnutrition, by 13%.

My findings on the nutritional impact of PES complement the PA literature in

several aspects. First, my model resonates with the notion in the PA literature
7See Locke and Dearden (2005) for further discussion of PA.
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that by restricting access to natural resources, i.e., agricultural land in the context

of land-diversion PES, conservation programs might decrease food security. In

this way I highlight the similarity between PES and PA. Second, I show how

the nutritional impact of land-diversion PES depends on the transfer and market

context, which is different from the context of PAs. Lastly, my empirical findings

are different. I find a small impact on nutrition, and I find no evidence for synergy

between income and nutrition.

Recent literature on forest policy has also asserted the concern that large-scale

reforestation programs such as the SLCP can have negative impacts on food security.

Yan (2019) makes an explicit point on this concern when analyzing unintentional

conversion of highly productive farmland under the SLCP. Other authors who

examine the potential of combating climate change via large-scale reforestation

have listed food security as one of the most important constraints of this strategy

(Pena-Levano et al. 2019; Griscom et al. 2017; Bastin et al. 2019). My paper does

not examine the relationship between large-scale reforestation programs and global

food supply. Instead, I adopt a different approach and address this topic from the

perspective of individual farming households. That I find a small, though indeed

negative, impact on food consumption suggests that food security may not be the

vital concern for large-scale reforestation programs that these studies suggest and

that developing better market infrastructure could help alleviate this concern.

From a policy perspective, my paper adds a new lens to a long list of studies

that examine the socioeconomic impacts of the SLCP. Most of them use household

income or off-farm labor as the main outcomes of interest, and the results are

highly local-dependent, though consistently suggesting positive or neutral impacts

on both.8 Nonetheless, although my findings show that the SLCP had a negative
8See H. Li et al. (2015), J. Li et al. (2011), C. Liu et al. (2010), Uchida et al. (2007), and

J. Xu et al. (2010) for impact on household income; Treacy et al. (2018) and Uchida et al. (2009)
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impact on food consumption, one should be cautious about its welfare impact.

Given the market constraints households were facing, my framework suggests that

they made the optimal choice, at least in their own view, to exchange some food

consumption for more leisure time, so lower food consumption does not necessarily

mean lower welfare. Yet, there are at least two major concerns that would cast

doubt on claiming that a reduction in food consumption yields a positive welfare

impact. First, one may worry about inequality in intrahousehold allocations of

food and nutrition.9 Second, one may worry that household decisions were not

fully rational.10 My paper advances the literature on evaluating the socioeconomic

impact of the SLCP, and PES in general, by shifting the focus from income to

consumption and opening up for further inquiries on the welfare impact of PES.

The rest of the paper is organized as follows. Section 2.2 presents the theoretical

framework for the impact of land-diversion PES on food and nutrition. Section 2.3

introduces the policy background of the SLCP. Section 2.4 explains the empirical

design and data sources. Section 2.5 discusses my empirical results. Section 2.6

discusses conclusions.

2.2 Conceptual Framework

PES on agricultural land directly affects two outputs: agricultural goods and

ecosystem services. In a comprehensive PES model where households are the

relevant economic agents, both outputs are factors in a household’s utility function

(Zilberman et al. 2008; Barbier 2010). In practice, despite the general truth in such

a specification, agents predominantly have an interest in either one of the two, but

for impact on labor; and R. Yin et al. (2014, 2018) for impact on both.
9There is an extensive literature on intrahousehold allocation of food and nutrition since at

least 1980s. See Deaton (2019) for a recent discussion on this topic.
10There is complicated psychology associated with food consumption. Blundell (2017) presents

a careful review on the linkage between appetite and nutrition. J. Huang et al. (2020) show that
farm households in China use mental accounting when consuming own-produced food.
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probably not in both to the same extent. A payer demands higher ecosystem ser-

vices, while a receiver is interested in agricultural production. Although receivers,

who often live in ecologically fragile areas, can also benefit from the improved

provision of ecosystem services, such benefit is typically of secondary importance,

or a PES would probably not have been introduced in the first place. Enlightened

by Coase’s (1960) seminal work on solving the externality problem via property

rights, PES was designed to resolve the conflict of interests between different groups

of people. In the case of the SLCP, for example, the ecosystem service targeted by

the program was the mitigation of flood risks. By planting more trees in upstream

areas, residents living in downstream floodplains would directly receive most of the

environmental benefit, while landowners in the upstream areas would bear most

of the afforestation cost.11,12 Since this paper focuses on the impact of PES on

agricultural households that bear the conservation cost, I will adopt a simplified

framework that neglects changes in ecosystem services caused by PES. The model

presented in this paper, therefore, is partial and in no way attempts to capture the

full economic impact of PES.

To see theoretically how a PES program such as the SLCP could impact agricul-

tural households, I rely on a household-farm model, which is the main workhorse

used by economists to study the behavior of rural households in less-developed

countries. Its key feature is to model the household as both producer and consumer.

Unlike the standard consumer choice model, in which the household budget is

generally assumed to be exogenous, a household-farm model treats the household
11Whether the SLCP truly mitigated flood risks is a worthy, but separate question. Some

limited empirical evidence suggests a positive impact on reducing soil erosion on the Loess Plateau
in Shannxi Province, but little is known about other areas. See Rodriguez et al. (2016) for a
review of this literature. The relationship between forest and flood mitigation is a more general
question. Tan-Soo et al. (2016) find that tropical deforestation upstream leads to increased
downstream flooding in Malaysia.

12Another example of PES, where the conservation cost is mostly borne locally while the
environmental benefits are mostly received elsewhere, could be the mitigation of climate change.
Pagiola (2011) explains how PES can be a major instrument in the context of reducing emissions
from deforestation and forest degradation (REDD).
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budget as endogenous and dependent on the household’s production decisions. The

specific model I develop in this paper draws heavily from the general framework

presented by Taylor and Adelman (2003), which in spirit is largely consistent

with other seminal works on household-farm models (Sen 1966; Singh et al. 1986;

De Janvry et al. 1991).

I develop the framework for land-diversion PES programs, which the SLCP

belongs to. For conciseness, unless specified otherwise, this is the type of PES

program I refer to in the rest of this paper. I will show that the impact of the PES

intervention on a household’s food consumption depends on whether the household

has market access. In particular, when the household has no market access, the

PES intervention could lead to a decline in its food consumption.

2.2.1 Household-farm model: a graphical presentation

I will present two graphs, both of which depict a simple, two-good household-

farm economy, but under two diametrically opposite market scenarios. In the

first scenario, the household has no access to food and labor markets. In the

second scenario, the household has perfect access to them. I will show that a PES

program such as the SLCP would have opposite impacts on the household’s food

consumption under these two different scenarios.13

Consider a household that obtains utility by consuming two goods, food (Cf )

and leisure (Cl), given by a utility function U(Cf , Cl;Zh), where Zh represents

household characteristics. Let us assume that the utility function is well-behaved

(i.e., increasing in both food and leisure with diminishing marginal returns). An

agricultural household also produces food (Qf) by combining labor (Lf) with

capital (K̄). Although the capital for agricultural production covers many things,
13For clarity, I use the same notation as in Taylor and Adelman (2003) as far as possible.
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Figure 2.1: Impact on an agricultural household with no market access

land is clearly one of the dominant factors, and for a simple graphical illustration

it is fine to just think of capital as the land. In the short run, the household treats

capital as fixed and is therefore only capable of adjusting its labor input. The

production technology is described by a production function Qf = Qf (Lf , K̄) and

is assumed to exhibit the usual properties (i.e., increasing in each factor with dimin-

ishing marginal returns, holding the other factor fixed). Leisure is produced by not

allocating household time to agricultural labor. The household’s problem is to maxi-

mize utility subject to its budget constraint, which also depends on food production.

In the pre-treatment period, taking capital as given, the household faces a

production possibilities frontier (PPFPRE) as depicted in Figure 2.1. At one ex-

treme, the household can allocate all available time T̄ to leisure and thus produce

no food. At the other extreme, the household can allocate all available time to

labor and thus produce the maximum amount of food conditional on the level of

capital. With no access to the market, the household cannot make a trade and
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therefore has to choose its optimal consumption bundle somewhere on the PPFPRE.

Point A is where the PPFPRE reaches the highest possible utility, identified by the

indifference curve IPRE. In this case, the household’s production choice is identical

to its consumption choice. The gradient of the tangent line running through point

A identifies both the marginal rate of transformation from the perspective of pro-

duction and the marginal rate of substitution from the perspective of consumption.

More specifically, it identifies the ratio between the shadow prices of food (pf ) and

household time (ω), both of which are endogenous and in general not observed.

A conventional policy intervention that works through a market price would

not generate any impact on the household due to its lack of access to the market.

Nonetheless, by reallocating agricultural land for conservation purposes, a PES

program such as the SLCP generates impacts by directly changing the capital stock

of the household. The overall impact of the PES intervention can be broken down

into two components. First, by converting part of the agricultural land to forest, the

household faces a lower and flatter production possibilities frontier due to its post-

treatment capital (i.e., land) K̄POST, which is lower than the pre-treatment capital

K̄PRE. Since capital and labor are complementary in the production process, the

difference in potential production level between pre-treatment and post-treatment

is higher for larger labor inputs. Second, the household receives compensation from

the government, which shifts the new production possibilities frontier upward. In

the SLCP case, the government plan was to compensate households for the amount

of food that had been produced on the sloping land that was to be afforested,

which essentially means shifting the new production possibilities frontier (PPFPOST)

up to where it crosses point A. The household can now move to point B, where

PPFPOST is tangent to a higher indifference curve IPOST. Since PPFPOST is flatter

than PPFPRE, point B is necessarily to the right of point A, indicating that the

household now consumes more leisure and less food.
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The economic reasoning for the policy’s positive impact on leisure consumption

is rather intuitive, because the household now has less land to cultivate. The

amount of extra food that can be produced from the remaining land is limited and

would probably not be worth the extra labor input. The reasoning for the policy’s

negative impact on food consumption is less intuitive, as it is driven by the fact

that the household can only choose its consumption bundle along its production

possibilities frontier. In this case, the household faces a direct and fundamental

trade-off between leisure and food: any amount of gain in leisure consumption

must be accompanied by a sacrifice in food consumption and vice versa.

Now we consider the same household in a very different market scenario. As-

sume that the household has perfect access to both the labor market and the

food market, which means that the household can easily buy or sell food, work

elsewhere, or hire other people to work on its own agricultural land. With the same

production possibilities frontier, instead of dealing with its own shadow prices of

food and labor, the household now deals with exogenous wage w and food price

Pf that are given by the market. It makes the optimal production decision by

setting the marginal rate of transformation equal to the price ratio (i.e., points

A and B in Figure 2.2 for pre-treatment and post-treatment respectively). The

tangent lines that run through the optimal production choices then become the

household’s budgets for making the subsequent consumption decisions. The opti-

mal consumption bundle (points A’ and B’ for pre-treatment and post-treatment

respectively) is where the marginal rate of substitution equals the price ratio (i.e.,

the budget constraint is tangent to the indifference curve). In general, the optimal

production decision is different from the optimal consumption decision, and the

household achieves both outcomes via trade. With perfect access to markets, the

household can essentially separate production and consumption.
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Figure 2.2: Impact on an agricultural household with perfect market access

If we focus on a partial equilibrium in which the price ratio w/Pf remains

exogenous throughout, then the policy’s impact on the household represents an

upward shift in the household’s budget constraint (i.e., an increase in household

income). Since both food and leisure are normal goods (i.e., with a positive income

elasticity of demand), the policy has a positive impact on consumption of both of

them (i.e., from point A’ to point B’). The direction of the impact on leisure is the

same as in the case of no market access, while the direction of the impact of food

is the opposite of the impact in that case.

2.2.2 An analytical example

A household-farm model can be presented as solving a maximization problem with

the following set of equations: (1) household utility function U(.); (2) household

production function Qf(.); (3) labor-leisure constraint; and (4) a cash income

constraint in the presence of markets. To make things concrete, I will present an

19



analytical example with simple and stylized specifications for both the household

utility and production functions. I will simplify the notation for convenience.

Let us first consider the case of no market access. Let the household have

Cobb-Douglas preferences over food and leisure:

U(c, l) = cβl1−β (2.1)

where c is food and l is leisure. Let the household’s production function also have

a simple constant returns-to-scale Cobb-Douglas form:

Q(L, K̄) = LαK̄1−α (2.2)

where L is labor input. The household maximizes its utility given the following

constraints:

c ≤ Q(L, K̄) (2.3)

L+ l ≤ T̄ (2.4)

Both constraints are binding, so we can substitute them into the objective. The

problem then becomes choosing the optimal amount of labor:

max
L

U(Q(L, K̄), T̄ − L) (2.5)
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From the first-order necessary condition (FOC) we obtain the following results:

Uc ×QL = Ul (2.6)

=⇒ β( l
c
)1−βα(K̄

L
)1−α = (1− β)(c

l
)β (2.7)

=⇒ βlα(K̄
L

)1−α = (1− β)c (2.8)

=⇒ βlα = (1− β)L (2.9)

=⇒ l∗ = 1− β
1− β + αβ

T̄ (2.10)

Denote µ ≡ 1−β
1−β+αβ . Clearly, 0 < µ < 1. Note that with this specification, optimal

labor allocation does not depend on K̄, which makes the derivation much easier.

Substituting l∗ back into the production function, we can obtain optimal food

consumption

c∗ = [(1− µ)T̄ ]αK̄1−α (2.11)

which depends on K̄.

Now suppose the government proposes a PES program. Participating in the

program reduces the household’s agricultural capital (i.e., available land) by a

fraction γ ∈ (0, 1), which directly reduces the household’s food consumption to

c∗γ = [(1− µ)T̄ ]α(γK̄)1−α (2.12)

In return, the household receives direct compensation C that is equal to the

difference between c∗ and c∗γ:

C = c∗ − c∗γ = (1− γ1−α)[(1− µ)T̄ ]αK̄1−α (2.13)
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Consequently, the household now faces a new production function:

Q̃(L, γK̄) = Lα(γK̄)1−α + C (2.14)

The new FOC yields the new optimal labor allocation:

Uc ×QL = Ul (2.15)

=⇒ β( l
c
)1−βα(γK̄

L
)1−α = (1− β)(c

l
)β (2.16)

=⇒ βlα(γK̄
L

)1−α = (1− β)[Lα(γK̄)1−α + C] (2.17)

=⇒ l = µT̄ + µ( T̄ − l
γK̄

)1−αC (2.18)

=⇒ l∗ = 1 + (γK̄)α−1C

1 + µ(γK̄)α−1C
µT̄ > µT̄ (2.19)

Since 0 < µ < 1, the new optimal leisure is strictly larger than the optimal

leisure prior to the PES intervention. Consequently, we obtain the household’s

new optimal food consumption:

c∗ = (T̄ − l∗)α(γK̄)1−α + C (2.20)

=
( (1− µ)T̄

1 + µ(γK̄)α−1C

)α
(γK̄)1−α + C (2.21)

=
( (1− µ)T̄

1 + µ(γα−1 − 1)[(1− µ)T̄ ]α
)α

(γK̄)1−α + (1− γ1−α)[(1− µ)T̄ ]αK̄1−α

(2.22)

=
(

1− γ1−α + γ1−α(
1 + µ(γα−1 − 1)[(1− µ)T̄ ]α

)α)[(1− µ)T̄ ]αK̄1−α (2.23)

< [(1− µ)T̄ ]αK̄1−α (2.24)

where the last inequality follows from µ, γ, α ∈ (0, 1). Thus, I have shown that

the PES intervention leads to a lower optimal food consumption for the household

when it has no market access (i.e., a non-separable model).
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I now turn to the scenario in which the household has access to competitive

markets for food and labor and can thus separate production from consumption.

With the same production function, the household now seeks to maximize its profit

by choosing the optimal labor input:

Π = pQ(L, K̄)− wL (2.25)

where p and w are the market prices for food and labor respectively. From the

FOC we obtain the optimal bundle of labor and profit:

L∗ =
(
αp

w

) 1
1−α

K̄ (2.26)

Π∗ = Π(L∗, K̄) (2.27)

The household then chooses the optimal consumption bundle to maximize its utility

U(c, l) subject to its budget constraint

pc = w(T̄ − l) + Π∗ (2.28)

where the left-hand side is food expenditure and the right-hand side is household

income. The optimal consumption for food and leisure can be obtained from

the FOC of the Lagrangian, which I will skip. Note that the PES intervention

only affects the consumer’s problem through its effect on the exogenous profit

Π∗. Therefore, all we need to know is whether the PES intervention increases or

decreases Π∗. The answer is actually trivial. Since the compensation exactly covers

the direct change in output with fixed labor input:

C = Q(L∗, K̄)−Q(L∗, γK̄) (2.29)

household income cannot possibly decrease as a result of the intervention. Conse-
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quently, the consumption of food and leisure will both increase.

2.2.3 Food consumption and nutrition demand

This core framework for using household-farm models to study food consumption

and nutrition demand in less-developed rural areas was established in the 1980s.

Strauss (1984) investigated the effects of price policies on food consumption and

calorie intake of low-income, semi-subsistence farmers using a household-farm

model. Health economists have extended the model by inserting a health pro-

duction function and a nutrient intake function, thus incorporating health and

nutrition as additional endogenous factors in both the household utility and the

production function (Behrman and Deolalikar 1988). The substance of this gener-

alized comprehensive model is rich and complex and extends beyond the scope of

this study, but issues regarding nutrient demand are relevant and deserve further

consideration here.

In the framework I have so far discussed, food is seen as a single-type homoge-

neous normal good. In reality, it is not. People consume a bundle of food items

with various characteristics, most of which can be divided into two categories:

nutrition and taste. The calorie is the most widely used measure of nutrition. A

large volume of empirical research in the 1970s and 1980s examined the income

elasticity of calorie intake. The results vary widely, ranging from close to zero in

some cases (Wolfe and Behrman 1983) to approximately 0.9 in other cases (Strauss

1984). Estimates of the income elasticity for proteins, when available, are similar

in range. Despite this variation, most studies share the conclusion that the income

elasticity of nutrient demand (i.e., calories) decreases as income increases. Using

data from Morocco, Mateus (1985) estimated income elasticities of both calories

and protein to be 1.2 for low-income households, 0.5 for average households, and

-0.15 for high-income households. Households have a strong and essential desire to
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reach calorie subsistence level, and the marginal utility of calorie intake declines to

approximately zero very fast above that point.

Developing countries that have experienced fast income growth, such as China

and India, have exhibited a large and consistent decline in calorie intake, which is

puzzling to some extent (Shufa Du et al. 2004; Deaton and Dreze 2009). One plau-

sible hypothesis in the literature is that calorie requirements have declined due to

lower levels of physical activity (e.g., less labor-intensive farming) or improvements

in the health environment (e.g., more access to piped water). Although calorie

deficit (i.e., undernutrition) remains extensive among part of the population, for

the average rural household, the main difficulty has not been to satisfy a minimum

calorie requirement. In general, households have access to cheap calories from

staples.

Staple foods, however, are typically strongly inferior goods. There is extensive

evidence in the literature suggesting that when income increases, households seek to

improve the taste and variety of their diet (Behrman and Deolalikar 1989). In many

of the studies that examine the effect of staple price changes on nutrient intake,

this wealth effect dominates, which is why a food subsidy on staples often leads

to neutral or even negative impacts on overall calorie intake. Using a randomized

experiment on some poor urban households in two provinces in China (Hunan

and Gansu), Jensen and Miller (2011) find that when households receive a staple

subsidy, they substitute toward foods with higher non-nutritional attributes (e.g.,

taste) but lower nutritional content per unit of currency. In Hunan, the households

in their treatment group reduced their consumption of rice and vegetables, replac-

ing them with increased seafood consumption (i.e., fish, the cheapest source of

animal protein). They do not find systematic substitution across foods in Gansu,

but instead, the treated households there were consuming more oils to add more
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flavor to their regular diet because better taste is associated with higher content

of fat or protein. These findings are consistent with macro nutritional trends in

China. Using the CHNS data, Popkin and his coauthors documented a nutritional

transition from a low-fat diet to a high-fat in China among households that had

experienced a rapid increase in household income (Popkin 2001; Shufa Du et al.

2004; Popkin et al. 2012).

Based on what is suggested by the literature, I will use both nutrient intake (in

terms of calories) and taste (proxied by nutritional content) as measurements for

the household’s food consumption. With market access, a simple rise in income

would lead the household to improve its diet, either by increasing its overall calorie

intake or by adjusting the nutritional content to make the food more tasty, which

would be characterized by substituting fats and proteins for carbohydrates. A

PES intervention in an environment with limited market access, on the contrary,

could trigger an opposite effect. Moreover, we should acknowledge that changes in

household diet do not mean that the household diet necessarily became better by

any objective standard such as healthiness. If we take into account limited rational-

ity in household decision making, then we cannot even conclude that households’

dietary decisions are welfare-maximizing.

There are studies that investigate the impact of CCT programs on food con-

sumption and health outcomes in less-developed rural regions (Ruiz-Arranz et al.

2002; Hou 2010). Although PES can be seen as a kind of CCT, it should be

clear, from the framework presented in this section, that in addition to the income

effect that applies to all CCT programs, the PES can also impact agricultural

households by changing their production function. In terms of alleviating poverty,

this latter impact mechanism sets PES apart from conventional CCT. Although

the household-farm model is widely referred to and applied in the PES literature,
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there is a lack of empirical studies examining explicitly how PES interventions

might affect food consumption, especially with absent or limited local markets.

With that in mind, the rest of this paper focuses on the SLCP in order to fill this

gap in the empirical literature.

2.3 Background on the Sloping Land Conversion

Program

The origin of the SLCP can be traced back to the summer of 1998 when disastrous

flooding occurred throughout major river basins in China, including both the

Yangtze River and the Yellow River, claiming over 4,000 lives in 29 provinces and

causing economic damage estimated at 70 billion dollars (in 2015 USD) (Shiqiang

Du et al. 2019). In the aftermath of the flooding, some provincial governments

in China were convinced by the forestry community about the importance of up-

stream forestland in alleviating soil erosion and therefore initiated discussions the

September of 1998 on planting more trees upstream to reduce future flooding risks

downstream.14 The idea was then adopted by the central government. In 1999, an

inspection team led by the Premier of the State Council visited several provinces

to acquire information and statistics relevant to an upcoming state intervention,

including the expected agricultural production that would be forgone as a result of

afforestation. The structure of the intervention was established subsequently and

included four central guidelines: (1) to convert agricultural lands into forestland or

grassland; (2) to compensate smallholders with a grain subsidy; (3) to conserve

the afforested land and prevent exploitation; and (4) to have individual households

sign a contract with their local government (SFA 2000). The intervention was

rolled out in 1999 as a pilot program in Sichuan, Gansu, and Shannxi Provinces,

all of which are located in the upper basins of the Yangtze River and the Yellow
14Further information on these early discussions can be found in major news reports from that

time, such as the People’s Daily.
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River. The program’s scope was expanded to 13 provinces and 174 counties in

2000.15 In 2002, the SLCP was listed as one of the country’s Six Key Forestry

Projects and was further expanded to 25 provinces and 1,897 counties, increasing

the number of participating counties more than tenfold.16 On Dec. 14, 2002, the

Chinese government issued the Regulations on Restoring Farmland to Forest, which

formally specified the contents of the SLCP and formed the legal basis for the

program’s implementation. Given the enormous increase in program scale, 2002 is

widely acknowledged as the end of the SLCP’s pilot stage and the beginning of its

full implementation (Z. Xu et al. 2004). The program entered its final stage after

2006 when new conversions gradually declined to zero.

The SLCP in the broad sense included three types of tree planting. The first

type consisted of converting agricultural lands to forest. After signing a contract

with the government, smallholders who owned these farmlands were required to

convert them into forestland and preserve their forest status thereafter. Two other

types of afforestation were also included under the broad umbrella of the SLCP. One

of them involved planting trees on publicly-owned barren land (officially classified

as "wasteland," mostly on top of mountains) by aerial seeding, and the other,

officially denoted as "closing hillsides to facilitate afforestation," entailed growing

more trees on already forested land and prohibiting forest exploitation. Between

1999 and 2013, approximately 28 million hectares of land were forested under the

broad SLCP, including 9.06 million hectares for the first type, 16.6 million hectares

for the second type, and 2.95 million hectares for the third type (Rodriguez et al.

2016). The narrow definition of the SLCP, the one that is commonly associated

with PES in the literature, only refers to the first type of tree planting. Unless speci-
15The 13 provinces are Yunnan, Sichuan, Guizhou, Chongqin, Hubei, Shannxi, Gansu, Qinghai,

Ningxia, Inner Mongolia, Shanxi, Henan, and Xinjiang (Wang et al. 2017).
16In addition to the 13 provinces already in the program in 2000, the newly participating

provinces were Beijing, Tianjin, Hebei, Liaoning, Jilin, Heilongjiang, Anhui, Jiangxi, Guangxi,
Hainan, Tibet, and Xinjiang Production and Construction Corps (Wang et al. 2017).
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fied otherwise, the SLCP discussed in this paper only refers to this narrow definition.

The SLCP aimed for afforestation of land with low agricultural productivity

and potentially high ecosystem values. Technically, the program mainly targeted

two types of agricultural land: (1) land with slope greater than 25 degrees, and

(2) land with slope greater than 15 degrees that was located near upstream rivers

or ecologically important water bodies.17 Participating households received an

annual grain subsidy from the government for converting their land. The subsidy

rates were uniformly set by the central government. Smallholders in the Yellow

River Basin and North China would receive 1500kg of crops for each hectare of

converted land, and those in the Yangtze River Basin and South China would

receive 2250kg per hectare. The seedlings of new plantations were also subsi-

dized by the government, which on average were worth 750 Chinese Yuan (RMB)

per hectare, equivalent to 90 USD/ha. In addition, the farmers received a cash

subsidy of 300 RMB for each hectare of eligible land, which is approximately

36 USD/ha, and the converted lands were exempted from agricultural taxes (R.

Yin and G. Yin 2009). These subsidies, together with program targeting, were

designed to be at least equal to the average pre-program net agricultural revenues

from the converted plots. Early evidence based on a household survey suggests

that on average, the package of subsidies overcompensated the farmers, although

it appears the scheme did not take adequately into account regional and inter-

household variability in agricultural production (Uchida et al. 2005).18 From

2005 onward, the grain subsidy was fully replaced by a cash subsidy with a fixed

rate of 1.4 RMB/kg, approximately 0.17 USD/kg, which was equivalent to the

price at which the state previously purchased the subsidy grain from major food
17See the Regulations on Restoring Farmland to Forest issued by the State Council (2002),

Article 14.
18In this study I will ignore considerations of risk. Insofar as households are risk averse, all else

equal, they would prefer to receive a fixed annual payment rather than engage in agricultural
production with the same expected return.
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suppliers. Participating households received the full subsidy for the first eight years

of enrollment and half of it for the next eight years, after which the payment ceased.

The institutional design of the SLCP is best understood as a hybrid form of

governance that combined innovative elements in the spirit of a standard PES

scheme - decentralization and volunteerism - with a more traditional top-down

command-and-control approach that both the state and the population in China

were more accustomed to (Bennett 2008). On the one hand, the program allowed

for significant diversity in local implementation, and rural households were directly

engaged in the process. In principle, program participation was voluntary. On the

other hand, the program involved substantial macro-planning and a campaign-style

mobilization by the government. The consultation with local communities and

rural households prior to the implementation of the program was limited, and so

was the flexibility in contract structure. Therefore, despite its stated principle

of volunteerism, the SLCP has been commonly described as a quasi-voluntary

program (Bennett 2008; Uchida et al. 2009). Both for conservation reasons and

to minimize administrative costs, local governments were incentivized to convert

areas of cropland that were as consolidated and connected as possible (Jin et al.

2017). Agricultural land in rural China, however, is typically cut into many tiny

plots and a household’s holdings are interspersed with those of other households.19

Consequently, local officials occasionally coerced households into participation,

violating the stated principle of volunteerism. Past surveys conducted in Shannxi,

Gansu, and Sichuan have found that nearly half of the households felt that they

had no choice about participating (Bennett 2008; J. Xu et al. 2010). Another

survey from Anhui, Hubei, and Shanxi reports that over 60% of the households

participated in the SLCP because it was required (Song et al. 2014). These survey
19Rural landholdings in China are highly interspersed, mainly due to historical reasons. When

China privatized agricultural land in the late 1970s and early 1980s, community-owned agricultural
land was divided and distributed among households in intricate ways to ensure fairness and
equity. See Li (1993) for a detailed account of how the distribution was typically done.
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results are generally seen as evidence that the SLCP was in fact non-voluntary in

many places. However, the fact that households had limited autonomy does not

necessarily mean that they would not have voluntarily chosen to participate if they

could. As these past surveys also suggest, the compensation for participating in the

SLCP exceeded households’ opportunity costs, on average. In one of the surveys,

which directly asked households to compare the SLCP compensation with their

perceived opportunity cost of the land, only 15% of the households claimed to be

under-compensated, which is much lower than the share who lacked autonomy in

participation. Therefore, so long as households were economically rational, most of

them would probably have chosen to participate had the government offered them

the choice. The fact that the SLCP was probably, on average, effectively a volun-

tary program but was implemented under a politically coercive institution, creates

some confusion in the relevant literature regarding the voluntariness of the program.

The special institutional characteristics of the SLCP, especially related to

its quasi-voluntary nature, have two implications. First, since it was largely

implemented in a non-voluntary fashion, despite involving a payment for ecosystem

services, the SLCP does not necessarily generate the efficiency gain suggested

by a market-based voluntary PES scheme. Instead of aligning with conventional

PES schemes, the implementation of the SLCP was in fact more similar to that

of a protected areas (PAs) scheme, where the government decides what land to

conserve. The core difference is that PAs typically apply to public land while the

SLCP targeted private land and compensated private landowners. Second, the fact

that households were, on average, fairly compensated indicates that the program’s

actual impact on rural households might not be very different from what it would

have been under a wholly voluntary scheme. Therefore, lessons learned from the

SLCP could still enhance our general understanding of PES.
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2.4 Empirical Design and Data

2.4.1 Data

Household and individual panel data

The primary household and individual data I use are from the China Health

and Nutrition Survey (CHNS). This survey is an ongoing collaborative project

between the Carolina Population Center at the University of North Carolina at

Chapel Hill (CPC-UNC) and the National Institute for Nutrition and Health at

the Chinese Center for Disease Control and Prevention (CCDC). The project

has collected household-level panel data every two to four years in ten waves

from 1989 to 2015, perfectly overlapping the period of interest for this study.20

The CHNS was designed to examine the ways economic and social changes affect

health behaviors in China at a time when large-scale longitudinal surveys in China

barely existed (Popkin et al. 2010). No previous study on the SLCP has used

it as a data source. Almost all previous empirical studies on the socioeconomic

impacts of the SLCP have relied on household surveys that were designed for

the purpose of evaluating its impact (e.g., Uchida et al. 2009; J. Li et al. 2011;

Kelly and Huo 2013; Yang and J. Xu 2014; Z. Liu et al. 2018; R. Yin et al.

2018). There are two potential sources of bias in the existing literature. First,

since the SLCP was a direct and immediate policy response to the unexpected

floods of 1998, the surveys used by previous studies were conducted after the

implementation of the program, so their pre-treatment baseline information was

largely based on recall data, which are subject to recall bias. Second, in order

to conduct a SLCP-oriented survey, researchers typically needed to collaborate

with local government agencies, especially the forestry bureau which is in charge of

implementing and monitoring the SLCP and thus might have a conflict of interest.
20The years for each CHNS wave are 1989, 1991, 1993, 1997, 2000, 2004, 2006, 2009, 2011, and

2015.
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By working mostly with the CHNS data, the analysis presented in this paper

is less exposed to these potential sources of bias. The CHNS contains several

rounds of surveys that were conducted before the implementation of the SLCP.

These rounds provide reliable pre-treatment information and were conducted un-

der the supervision of Chinese institutions that are independent of forestry agencies.

Given the national scale of the SLCP and its highly context-dependent local

implementation, its socioeconomic impacts are expected to be heterogeneous. This

is evident from the wide range of empirical results generated by localized case

studies (Rodriguez et al. 2016). The external validity of localized case studies

can hardly be tested. The CHNS sample is not representative at the national

scale, but it covers a collection of provinces with substantial geographic, demo-

graphic, and socioeconomic diversity. From the northeast to the southwest, it

covers nine provinces: Heilongjiang, Liaoning, Shandong, Henan, Jiangsu, Hubei,

Hunan, Guizhou, and Guangxi.21 Although it does not cover the three pilot SLCP

provinces (i.e., Sichuan, Shannxi, and Gansu), it covers a large region along the

Hu Line, a transitional region between the more-developed coastal region and the

less-developed west (Hu et al. 2016).

In each province, CPC-UNC and CCDC used a multi-stage random cluster

sampling process for households. The sample size for households was 4,020 in 1989

and 4,467 in 2006. Data are available on 15,927 individual household members

in 1989 and 18,764 in 2006. Approximately half of the sample consists of rural

households/individuals. The number of household and individual observations

varies between rounds as some participants might drop out during one round and

sometimes re-enter in a later round. As with most household panel data, the CHNS
21Heilongjiang was added to the survey in the 1997 round. All the other provinces have been

enrolled since the first round in 1989. The CHNS added some provinces to these nine after 2000,
but due to the lack of pre-program information, I have excluded them from the analysis.
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is thus subject to attrition, but it is moderate.22

The CHNS team collects detailed dietary information for surveyed households

over a three-day time span and reports individuals’ daily calorie consumption based

on the dietary information. The CHNS also breaks down the sources of calories

into carbohydrates, fats, and proteins, and reports consumption for each category.

We use these nutritional variables as the main outcome variables for the empirical

analysis. These variables are only available for waves between 1993 and 2011, so

we only use data from these waves for the main analysis. The CHNS also reports a

large set of socioeconomic variables at individual, household, and community levels,

which allows us to control for exogenous variables and pre-treatment characteristics.

Treatment Status

The main limitation of the CHNS data set, and perhaps the main reason why it

has never been used to study the impact of the SLCP, is that it does not contain

any information related to SLCP implementation. Due to concerns about confiden-

tiality, the CPC-UNC does not release respondents’ geographical identifiers below

the provincial level. Among the nine provinces in the sample, two of them (Jiangsu

and Shandong) have never implemented the SLCP, so their treatment status is

known. In the other provinces, the SLCP was implemented in some regions but

not others, so a major challenge was to assign the appropriate treatment status to

households in these seven provinces. CPC-UNC agreed to merge the CHNS data

set with county-level SLCP data that I assembled.23 The SLCP data contained

four discrete variables: (1) whether the county implemented the SLCP; (2) whether

the county was listed as an SLCP-prioritized county; (3) whether the county was in
22See Popkin et al. (2010) for more details on CHNS sampling and attrition over time.
23CPC-UNC offers a service that merges the CHNS data with external data. See the CHNS

website (https://www.cpc.unc.edu/projects/china) for details related to the data-merging service.
The merged data are publicly available. County identifiers used for merging are removed in the
output data for confidentiality reasons.
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Figure 2.3: County-level coverage of the SLCP in CHNS-sampled provinces

a high or low compensation region; and (4) the first year of SLCP implementation

in the county, if applicable.

I obtained the list of all counties that have implemented the SLCP from an in-

ternal SFA report, which also reported the level of compensation and the program’s

priority status. Among the 1,897 counties across China that implemented the

program, 856 (about 45%) are listed as prioritized counties. Within the provinces

in the CHNS sample, the corresponding numbers are 612 and 231, respectively.

Prioritized counties in general are located in ecologically vulnerable areas where
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the government viewed conservation as urgent and critically important. Figure 2.3

displays a map showing the counties’ locations within the provinces covered by the

CHNS. As the focus of the program, prioritized counties accounted for the major

share of afforestation and received higher political and administrative attention

than their non-prioritized counterparts. It should be noted, though, that even

in prioritized counties, not all rural households participated in the SLCP, so the

county-level treatment should be regarded as an intention to treat. The treatment

effect presented in this paper should be interpreted accordingly. In the final linked

dataset, about 65% of the entire sample of households are in SLCP counties, and

about 26% are in SLCP-prioritized counties.

We know that a household did not participate in the program if they were in

counties that did not implement the SLCP. For counties that implemented in the

SLCP, however, household participation is unknown and could potentially vary

substantially. To be more precise about the within-county coverage of the program,

I acquired a partial list of townships (the administrative tier below counties) that

implemented the SLCP in the sampled provinces, as well as the year of imple-

mentation, from the SFA. I was not able to acquire the full list despite several

attempts. The townships with available information account for more than 70% of

all townships in the sampled provinces. Table 2.1 presents some summary statistics

for townships with known and unknown SLCP status. The two groups are similar

in terms of topography and forest cover and less so on some other fronts.

I developed a logistic model to impute the township SLCP statuses that were

missing (see Appendix A for more details on the logistic model). For each town-

ship with missing SLCP status, I predicted its probability of implementing the

program. I aggregated the probabilities to the county level using the township

mean probabilities and then converted the continuous probability to a categorical
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Table 2.1: Summary Statistics of Townships

Available Data on SLCP status? YES (n=9,449) NO (n=2639)
mean s.d. mean s.d.

Average Slope (◦) 7.309 (6.978) 7.422 (7.224)
Average Elevation (meter) 310.108 (382.996) 371.784 (449.292)
Township Area (100 km2) 2.22 (3.22) 2.93 (10.0)
Urban (dummy) 0.169 (0.375) 0.196 (0.397)
2000 Forest Cover (above 25◦) 0.0506 (0.0892) 0.0511 (0.0918)
2000 Forest Cover (between 15◦and 25◦) 0.0860 (0.118) 0.0880 (0.122)
2000 Forest Cover (below 15◦) 0.128 (0.146) 0.156 (0.186)

variable that was later merged with the CHNS data.24 In the analysis, I only

included counties whose township-average computed probability of implementation

exceeded 0.95.25 We can be confident that the SLCP had complete coverage in these

counties. Counties that implemented the program but have the township-average

probability of implementation below 0.95 accounted for approximately 11% of

the entire sample and were dropped from the analysis. Figure 2.3 illustrates the

geographical locations of these counties.

I developed an OLS model to impute the starting year of SLCP implementation

in townships for which we lacked data (see Appendix B for details on the OLS

model), and then aggregated it to the county level. In the final linked dataset,

among observations in the SLCP counties, over 98% of them have the starting

year of implementation as 2001, 2002, or 2003. The remaining observations have

the starting year as 2005. This is consistent with national statistics suggesting

that implementation of the SLCP peaked in 2002 and 2003. Since the CHNS has

waves in 2000 and 2004, we classified 1993–2000 as the pre-treatment period and

2004–2011 as the post-treatment period. The small subsample with a starting

year of 2005 was dropped from the analysis. None of the provinces in the CHNS
24One of the requirements for using the merging service of the CHNS data is that the user

must guarantee prior to the merger that county identity cannot be deduced from the merged
data. For that reason, no continuous variable can be included in the merger.

25Townships known to have implemented the program have a probability value of 1. The rest
of the probability values were estimated based on the logistic regression. The township averages
were weighted by township areas.
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sample are from the three pilot provinces that implemented the SLCP in 1999,

thus making 2000 undoubtedly the last pre-treatment wave.

2.4.2 The Quasi-Experimental Design

Economists commonly use quasi-experimental techniques to evaluate the impact

of public programs. To empirically examine the causal impact of the SLCP on

nutrition, I apply the triple difference (TD) method, which is an extension of

the difference-in-differences (DID) method. The TD estimator was introduced

by Gruber (1994) and has been widely applied by empirical economists in the

last two decades. The policy context of the SLCP and the available data set

provide a perfect setting for applying this method. Observations can be divided

into two groups: those belonging to counties that fully implemented the SLCP,

and those belonging to countries that did not implement the program at all. Fur-

thermore, data are available for two periods: pre-implementation (1993–2000) and

post-implementation (2004–2011). Finally, the CHNS sampled both urban and

rural populations, while the SLCP only directly affected the rural population of

agricultural landowners. We can thus establish counterfactuals in two ways. One

way is to compare SLCP counties and non-SLCP counties over the entire time

span, which would control for all the time-invariant heterogeneity between the

two groups of counties. Most importantly, in this way we control for the fact that

SLCP counties are in general socioeconomically less developed than non-SLCP

counties. The second way is to compare rural and urban populations within

counties that implemented the SLCP. This allows us to further control external

shocks that might have impacted SLCP counties and non-SLCP counties differently.

During the 1993–2011 time span, two major events in the global market might have

impacted SLCP counties and non-SLCP counties differently. The first was China

joining the World Trade Organization (WTO) around 2001, and the second was the

global economic recession in 2008. Being closer to the coastline and international
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ports, non-SLCP counties are in general more connected to the global market than

SLCP counties. Nonetheless, within the same county, the global market should

affect rural and urban populations similarly, which is why incorporating the urban

population as another control group can be helpful. Comparing the urban and

rural populations also controls for any potential policies that might have targeted

SLCP and non-SLCP counties differently in systematic ways.

Equation 30 presents the specification of the TD model used for our main

analysis.

Y = α + β1S + β2F + β3Post+ β4S ∗ F + β5S ∗ Post+ β6F ∗ Post

+ δ0S ∗ F ∗ Post+ δ1S ∗ F ∗ Post ∗ Land+ ϕX + ε (2.30)

The analysis is run at the individual level. For conciseness, variable indexes are

omitted. Y denotes the outcome variable. S denotes the dummy variable indicating

SLCP county or not. F denotes the dummy variable indicating farming household

or not. Post denotes the dummy variable indicating post-implementation. X

denotes the set of additional controls, which include: (1) exogenous individual

characteristics such as gender, ethnicity, polynomial of age; (2) pre-implementation

household characteristics such as agricultural land area; (3) pre-implementation

community characteristics comprising population density, access to various food

markets, transport, communication, entertainment, schools, and medical facilities;

(4) wave fixed effects; and (5) province fixed effects. Since CHNS uses a cluster

sampling procedure and the treatment status in our model is assigned at the county

level, we clustered the error term ε at the county level.

In addition to the standard TD estimator δ0, I also include δ1 to account for a

heterogeneous treatment effect with respect to the household’s pre-implementation
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agricultural land, denoted as Land. Since the SLCP only converted a fraction

of farmland into forest and not all rural households in SLCP counties necessar-

ily participated, the treatment variable in our model is only a proxy for actual

treatment, so δ0 might be biased toward zero. Including the δ1 term provides

an additional means at empirically detecting the treatment effect. Based on the

theoretical framework presented in Section 2.2, land area is a nontrivial factor in

the program’s impact on food consumption. Given that the sample is random,

households with more land were more likely to participate in the SLCP, and their

converted land was also likely to be larger, so a significant δ1 estimator indicates

that the SLCP had a causal impact on the outcome variable.

The TD estimator can be interpreted as the difference between two DID estima-

tors, so it requires a parallel trend assumption to have a causal interpretation. The

fact that the CHNS has multiple waves allows us to visualize the temporal trends

of treatment groups and control groups, which is the most common way to verify

the parallel trend assumption. In addition, I empirically checked the necessary

condition of the parallel trend assumption using some of the standard approaches

(Angrist and Pischke 2008). It should be noted, though, that the TD estimator

does not require two parallel trend assumptions. Instead, the TD estimator is

unbiased as long as the bias in the two DID estimators (e.g., a rural population

estimator and an urban population estimator) is the same (Olden and Moen 2020).

While survey waves and county’s SLCP status are well-defined, whether a

household can be classified as farming, thus in the treatment group, or non-farming,

thus in the control group, during the period of interest is more ambiguous. I

classified a household as non-farming if the household did not report having

cultivated any agricultural land in the surveyed year at any waves. Most of

the non-farming households are registered as urban residents for all waves. I
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classified a household as farming if the household satisfied both of the following

criteria: (1) the household reported having cultivated non-zero agricultural land

in the surveyed year during at least one of the pre-implementation waves; (2)

the reported primary occupations of the household head and his/her spouse were

both agricultural (e.g., farming, fishing, hunting) for pre-implementation waves.

The remaining households consist of two groups: those that fail to meet the first

criterion and those that satisfy the first but fail to meet the second. About 8.1%

of all the sampled households belong to the first group, indicating that they only

reported engaging in farming activities in the post-implementation waves. About

another 11.4% of all the sampled households belong to the second group. They are

partially farming households that also earned a significant portion of household

income from non-agricultural employment even before the implementation of the

SLCP. For a clear comparison between farming and non-farming, I dropped these

remaining households from the analysis. The remaining sample consists of 5,226

households. I further dropped from the analysis surveyed individuals who were

not close relatives (e.g., not spouses, children, grandchildren, parents, or parents

in-law) of the household heads.

2.5 Empirical Results

2.5.1 Verifying SLCP Participation Within the Treatment

Group

Since we cannot directly identify households that participated in the SLCP using

the CHNS data, we first need to verify that the treatment group we classified was

exposed to the program as compared to the control group, by determining if culti-

vated area declined more for the treatment group after the SLCP was implemented.

The surveyed households reported the land areas that they cultivated in a surveyed
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Figure 2.4: Trends in average household’s cultivated land

year. Figure 2.4 illustrates the trends in households’ average cultivated land for all

non-SLCP counties (the control group), all SLCP counties (the entire treatment

group), and the prioritized SLCP counties (the subset of the treatment group that

is the main target of the program). The figure only accounts for farming households,

since non-farming households by definition have no cultivated land. The effect of

the SLCP can be easily visualized for the prioritized treatment group, where the

trend remains mostly stable over time with a significant drop (an approximate 25%

drop from 4 to 3) when the SLCP was implemented. The trends for the entire

treatment group and the control group, however, are not so clear-cut. Although

the control group also witnessed a modest drop in cultivated land around the time

of SLCP implementation, the magnitude of the drop is much smaller than that

of the prioritized treatment group in terms of both the absolute value and the

percentage. The first two columns of Table 2.2 show the regression results when I

estimated this observed impact on cultivated land using a difference-in-differences
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Table 2.2: SLCP impact on household land

(1) (2)
DID: Treatment Effect -0.452 -1.091**

(0.390) (0.505)
Dummy: Treatment Group 1.978** -0.768

(0.436) (0.510)
Dummy: Post-treatment -0.538 -0.552

(0.436) (0.510)
Province FE YES YES
Wave FE YES YES
Community-level pre-treatment controls YES YES
Treatment group: prioritized counties only NO YES
R-square 0.0522 0.0386
Observations 7,338 4,454
Note: Standard errors clustered at county level are in parentheses.

*** p<0.01, ** p<0.05, * p<0.1

specification. Consistent with our expectation, the estimated treatment effect has

a negative sign, even though it is statistically significant only when non-prioritized

SLCP counties are excluded from the treatment group. In light of these results,

we are confident that our treatment group does indeed include households that

participated in the SLCP, although it is highly likely that the treatment group

also includes households that did not.

The amount of compensation is another critical factor we need to evaluate

before we can say anything meaningful about the welfare impact of the SLCP. If

the compensation greatly exceeded the forgone agricultural profit, then it would

be trivial to find that households were better off, and vice versa. The literature

on the SLCP tends to agree that the SLCP on average provided participating

households with compensation that was equivalent to their forgone profit, if not

slightly greater, even though the uniform compensation scheme failed to take into

account local heterogeneity in land productivity (Uchida et al. 2005; Song et al.

2014). The CHNS contains data on households’ agricultural yields for 1993 and

1997 for four different types of crops, the names of which are unspecified, and it
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Table 2.3: Distribution of Agricultural Productivity and Compensation Scheme

Region Compensation rate Mean productivity from CHNS data
full sample bottom 5pct bottom 10pct bottom 15pct

North China 100 453 23 41 64
South China 150 707 78 160 211
S/N Ratio 1.5 1.56 3.39 3.90 3.30

The unit for compensation and productivity displayed in this table is kg/mu.

also reports the local selling price for each crop in the year. In general, Crop 1

had the largest share of yield and the lowest price, while Crop 4 had the lowest

share of yield and the highest price — about 40% higher than the price of Crop 1.

Pooling the data from both waves, I constructed the within-sample pre-treatment

distribution of agricultural productivity, weighted by the wave-specific average

prices of crops and using Crop 1 as the reference. Table 2.3 shows that the average

pre-treatment productivity was 457 kg/mu and 704 kg/mu for North China and

South China respectively. The ratio between these two figures is very close to the

ratio between the SLCP’s compensation rates for the two corresponding regions. It

is reasonable for the compensation rates to be much lower than the average yields

because the program was targeting sloping lands that were supposed to have low

agricultural productivity.

Since we do not know which lands were converted by the program, I also present

the mean productivity for the bottom of the distributions at different cut-off points.

The difference-in-differences model for land plots provides an estimate, though

not very precise, that average productivity fell by 0.45 kg/mu as a result of the

program, which was about a 5.5% drop from the 2000 baseline level. China had

522 million hectares of agricultural land in 2000 as reported by the World Bank

World Development Indicators. Nationally, the SLCP overall converted 9.06 million

hectares of agricultural land to forest (Rodriguez et al. 2016), which is about 1.7%

of the national total. My estimate of a 5.5% drop only refers to counties in the

treatment group (those that fully implemented the SLCP in the sampled provinces)
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Figure 2.5: Trends in calorie intake

and is therefore expected to be significantly higher than 1.7%, the raw national

rate of conversion. Although my estimate is not very precise, it seems to be a

reasonable benchmark for the purpose here. Assuming these converted lands were

among the ones with the lowest productivity, the summary statistics from the

CHNS data suggest that if anything, the compensation in general exceeded the

agricultural productivity of converted lands, more significantly for North China

than for South China. Most households that participated in the program were

likely to have been well compensated, if not overcompensated. Our findings based

on the CHNS data are thus in general consistent with the existing literature on

the SLCP.
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2.5.2 Nutritional Impacts

The main analysis of this paper examines the impact of the SLCP on nutrition, for

which I use calorie intake as the primary outcome variable. I begin by checking the

parallel trends assumption. Figure 2.5 shows the trends in calorie intake for all four

subgroups in the analysis, among which the rural population in SLCP counties forms

the treatment group. Based on the trends between the treatment group and rural

populations for non-SLCP counties, we can observe good signs indicating parallel

trends prior to 1997. The two trends started to diverge in 2000, before the SLCP

was implemented, and their difference peaked in 2004 and then gradually declined,

before the two trends converged again in 2011. Since divergence occurred before

the start of the SLCP, there are probably some confounding factors that we cannot

control with a DID model that compares only these two rural groups. Interestingly,

we observe a similar pattern during 1997–2000 between the SLCP and non-SLCP

counties for the urban groups, which should not be affected by the SLCP. For both

rural and urban groups, the calorie intake was higher for the SLCP counties than

the non-SLCP counties in 1997, but lower in 2000. A similar pattern between

the rural comparison and the urban comparison can be observed for 2009–2011. I

therefore use a TD model to incorporate the two urban groups into the analysis and

thus control for confounding factors that impacted differently on SLCP counties

and non-SLCP counties but uniformly on rural and urban populations. I discuss

additional identification tests later in this section, and in section 2.5.4, I return to

the issue of declining trend in calorie intake observed across all groups in Figure 2.5.

Table 2.4 presents the results of the TD model. Although the baseline treatment

effect is non-significant, the coefficient on the interaction term between treatment

and pre-treatment land is significantly negative, suggesting that within the treat-

ment group, households with more pre-treatment land experienced a significantly
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Table 2.4: SLCP impact on calorie intake

Log(Calorie Intake)
(1) (2) (3) (4)

Treatment Effect (TE) -0.0036 -0.0018 -0.0010 0.0144
(0.0393) (0.0375) (0.0542) (0.0629)

TE × Pre-treatment Land -0.0015* -0.0020*** -0.0014*** -0.0016**
(0.0008) (0.0007) (0.0004) (0.0008)

Pre-treatment Land 0.0010 0.0017*** 0.0012*** 0.0011*
(0.0007) (0.0004) (0.0003) (0.0006)

Pre-treatment VS Post-treatment YES YES YES YES
Rural: SLCP VS non-SLCP YES YES YES YES
Rural VS Urban YES YES YES YES
Province FE YES YES YES YES
Wave FE YES YES YES YES
Exogenous ind. charac. YES YES YES YES
Community-level pre-treatment controls NO YES YES NO
Treatment group: prioritized counties only NO NO YES NO
Group specific trends NO NO NO YES
R-square 0.2889 0.3176 0.3268 0.2899
Observations 69,821 54,812 33,471 69,821

Note: Standard errors clustered at county level are in parentheses.
*** p<0.01, ** p<0.05, * p<0.1

larger decline in their calorie intakes. Since households with more pre-treatment

land are also expected to have more land enrolled in the SLCP and consequently

converted to forest, these results indicate that the SLCP had a statistically signifi-

cantly negative impact on calorie intake. The results remain robust when I only

include prioritized counties in the treatment group (Column 2) and when I include

community-level pre-treatment characteristics as additional controls (Column 3),

both of which suffer from having fewer observations.

On average, the magnitude of the impact was likely economically insignificant

for this sampled population, because the SLCP only decreased people’s daily calorie

intake by less than 0.2% for each mu of land that the household cultivated prior

to the implementation of the program. Farming households in the estimation

sample on average cultivated 6.5 mu of land in 1997. Nonetheless, this does

not mean that the nutritional impact of the SLCP was necessarily trivial on all

households, because the treatment effect was likely very heterogeneous. The treat-
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Table 2.5: The SLCP impact on calorie composition

Log(Calorie Intake in X)
Carbo Fat Protein
(1) (2) (3)

Treatment Effect (TE) 0.0396 -0.0325 -0.0362
(0.0483) (0.0493) (0.0561)

TE × Pre-treatment Land -0.0025** 0.0016 -0.0010
(0.0011) (0.0014) (0.0012)

Pre-treatment Land 0.0023** -0.0027 0.0006
(0.0010) (0.0013) (0.0009)

Pre-treatment VS Post-treatment YES YES YES
Rural: SLCP VS non-SLCP YES YES YES
Rural VS Urban YES YES YES
Province FE YES YES YES
Wave FE YES YES YES
Exogenous ind. charac. YES YES YES
Community-level pre-treatment controls NO NO NO
Treatment group: prioritized counties only NO NO NO
R-square 0.3623 0.1980 0.2442
Observations 69,821 69,821 69,821

Note: Standard errors clustered at county level are in parentheses.
*** p<0.01, ** p<0.05, * p<0.1

ment group in the estimation sample includes all rural populations in the SLCP

counties, while only part of these populations actually participated in the SLCP

and were actually impacted by it. My estimates measure the intention-to-treat

effect and therefore underestimate the actual treatment effect on the treated, which

could be economically non-trivial and imply health consequences. Unfortunately,

I have no way to identify the actually treated subgroup in the CHNS data set

and therefore cannot estimate the magnitude of the SLCP’s nutritional impact on it.

The CHNS data also report the composition of calorie intake, broken down

into carbohydrates, fats, and proteins, so I further examined the impact of the

SLCP on various sources of calories using using the same model specifications.

As Table 2.5 shows, the program’s impact was almost entirely on the intake of

carbohydrates, which mainly came from the consumption of staple items that
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Table 2.6: Causality Test

P-values
(1) (2)

Lead: 1 wave 0.026** 0.049**
Lead: 2 waves 0.696 0.993
Lead: 3 waves 0.672 0.668
F-stat (all three leads) 0.049** 0.095*
F-stat (leads 2 and 3 only) 0.881 0.903
Community-level pre-treatment controls NO YES
Observations 69,821 54,812

Note: Standard errors are clustered at county level.
*** p<0.01, ** p<0.05, * p<0.1

households grew in their own farms. The program had no statistically significant

impact on the intakes of fats and proteins. These results remain robust regardless

of whether community-level pre-treatment controls are included or not. That most

of the impact was associated with the intake of carbohydrates is consistent with

our expectation. Furthermore, these results indicate that households were not

substituting from carbohydrates to fats or proteins, so there is no evidence for

improvement in nutritional diversity as a consequence of the program.

The identification of the TD model requires the parallel trend assumption to be

satisfied, just as the DID model does. The necessary and sufficient condition of the

parallel trend assumption depends on the counterfactual and cannot be empirically

tested, so I primarily rely on visualization (as in Figure 2.5) and background

knowledge to justify the assumption. In addition, there are two ways I empirically

checked the necessary conditions for interpreting the estimated coefficients in

causal ways (Angrist and Pischke 2008; Cerulli and Ventura 2019). I applied both

approaches for the main analysis on overall calorie intake. In the spirit of Granger

(1969), the first approach is to add leads and lags of the treatment variables into the

model and test if all the leads are jointly statistically insignificant. Rejecting the

null hypothesis would mean that treatment in the future was impacting an outcome

in the past, indicating the existence of either endogeneity or an anticipation effect.
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Figure 2.6: Actual Conversion (left axis) VS. Media Coverage (right axis)

The SLCP was designed and implemented in the aftermath of the 1998 flooding,

so we should definitely expect no anticipation effect for waves prior to 1998. Table

2.6 shows that the two-wave and three-wave leads are jointly insignificant, which

is therefore consistent with our expectation. However, we cannot rule out the

possibility of an anticipation effect for the 2000 wave because by that time, the

SLCP had already become a well-known national program. For each year between

1998 and 2006, I counted the number of times when key terms such as "Sloping

Land Conversion Program" or "Grain for Green Program" appeared in the title of an

article from the People’s Daily, the primary media outlet of the central government,

as a proxy for the program’s media coverage. As Figure 2.6 illustrates, the media

coverage had its first peak in 2000 when the level of actual implementation was

still low. Although the program had not been implemented in most places in

2000, it would be reasonable for farmers all across the country to anticipate that

the program might be implemented in their local communities within the next

few years. And indeed, Table 2.6 shows that the one-wave lead is statistically

significant. Nevertheless, my main results remain robust regardless of whether we

take into account a potential anticipation effect in 2000.

The second approach is to add group-specific trends to the model specification,
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Figure 2.7: Trends in rural household income

which allows the four groups in the analysis to trend differently. I found the

estimated treatment effects to be highly robust regardless of whether we allow

group-specific trends or not (Table 4, Column 4). This is another good sign that

the parallel trend assumption is valid for this analysis.

2.5.3 The Mechanism for a Nutritional Impact

Most of the existing studies that evaluate the socioeconomic impacts of the SLCP

focus on the program’s impact on household income. The implicit argument of

this standard approach is that household income is the primary mechanism for the

program’s impact on other aspects of welfare, including nutrition. It is therefore

important to examine whether the nutritional impact I find can be attributed to an

impact on household income. The CHNS data set reports total household income

by adding income from various sources, including agricultural production, house-
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Table 2.7: SLCP impact on household income

Log(SLCP-less household income)
(1) (2) (3) (4)

Treatment Effect (TE) -0.0666 -0.0759 -0.0786 0.0072
(0.0946) (0.0904) (0.1042) (0.1286)

TE × Pre-treatment Land 0.0007 -0.0013 -0.0009 -0.0033
(0.0022) (0.0019) (0.0020) (0.0023)

Pre-treatment Land 0.0039 0.0044 0.0034 0.0031
(0.0023) (0.0028) (0.0025) (0.0025)

Pre-treatment VS Post-treatment YES YES YES YES
Rural: SLCP VS non-SLCP YES YES YES YES
Rural VS Urban NO NO YES YES
Province FE YES YES YES YES
Wave FE YES YES YES YES
Community-level pre-treatment controls NO YES YES YES
Treatment group: prioritized counties only NO NO NO YES
R-square 0.1347 0.1490 0.1287 0.1431
Observations 13,065 12,033 22,212 13,910

Note: Standard errors clustered at county level are in parentheses.
*** p<0.01, ** p<0.05, * p<0.1

hold business, wages, pensions, gifts, and government subsidies. The government

subsidies, however, do not include the SLCP.26 Figure 2.7 illustrates the trends in

rural household income, measured in the 2015 currency, for both SLCP counties

and non-SLCP counties. The two lines are highly parallel to each other except

for a moderate convergence in 1993 and a divergence in 2011, suggesting that the

parallel trend assumption very likely holds. Household incomes in SLCP counties

are systematically lower than in non-SLCP counties, which is consistent with the

fact that the SLCP was also regarded as a developmental program. The figure

suggests that the program had a neutral impact on income.

Table 2.7 presents formal examination of the program’s impact on income using

DID (Columns 1 and 2) or TD (Columns 3 and 4) models. The results are consistent,

suggesting that the SLCP did not have a significant impact on household income.

Since the household income reported in the CHNS does not include the subsidy
26The only subsidy items that the CHNS includes are for single children and utilities (i.e., coal,

gas, and electricity).
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from participating in the SLCP, my estimates likely underestimate the program’s

impact on household income, which makes them consistent with the conclusions

from most existing evaluations of the SLCP, that the SLCP had either a neutral or

slightly positive impact on household income (Uchida et al. 2007; J. Xu et al. 2010;

J. Li et al. 2011; R. Yin et al. 2014; H. Li et al. 2015). Therefore, the negative nutri-

tional impact of the SLCP was likely not driven by the program’s impact on income.

The theoretical model presented in this paper provides an alternative explana-

tion for the negative nutritional impact of the SLCP: households’ imperfect market

access. If this argument holds true, then the negative impact on nutrient intake

should have diminished over time for two reasons. Firstly, China was developing

rapidly during the decade after the implementation of the SLCP, and a huge

amount of infrastructure was built over this period, so households that did not have

access to markets at the beginning stage might have acquired access in later years.

Secondly, the program’s compensation was delivered fully or partially in agricul-

tural products before 2005, and completely in cash afterward. Clearly, it is more

convenient for households to engage in market transactions with cash than with rice.

A contrary view, however, it that the underlying story was indeed about an in-

come effect, which I failed to detect with the CHNS data and my modeling approach.

Under this story, short-term and long-term impacts would differ: compensation

from participating in the SLCP was halved eight years after land conversion and

lasted another eight years before ceasing (SFA 2000); therefore, if the income story

were valid, the negative impact on nutrient intake should rise (i.e., become a larger

negative amount) over time. Since the CHNS contains multiple post-treatment

waves, I examined the plausibility of these two competing explanations by including

alternative post-treatment waves in the analysis. Table 2.8 shows that the impact

on calorie intake from having additional land was about −0.25% for 2004 and
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Table 2.8: The impact on calorie intake with alternative post-treatment waves

Log(Calorie Intake)
2004 2006 2009 2011
(1) (2) (3) (4)

Treatment Effect (TE) -0.0393 0.0398 -0.0023 0.0379
(0.0586) (0.0627) (0.0421) (0.0518)

TE × Pre-treatment Land -0.0025** -0.0020 -0.0018*** -0.0015**
(0.0015) (3.125) (0.0006) (0.0007)

Pre-treatment Land 0.0017*** 0.0015*** 0.0015*** 0.0015***
(0.0004) (0.0005) (0.0004) (0.0004)

Pre-treatment VS Post-treatment YES YES YES YES
Rural: SLCP VS non-SLCP YES YES YES YES
Rural VS Urban YES YES YES YES
Province FE YES YES YES YES
Wave FE YES YES YES YES
Exogenous ind. charac. YES YES YES YES
Community-level pre-treatment controls YES YES YES YES
Treatment group: prioritized counties only NO NO NO NO
R-square 0.3274 0.3292 0.3257 0.3337
Observations 38,446 36,457 38,149 37,667

Note: Standard errors clustered at county level are in parentheses.
*** p<0.01, ** p<0.05, * p<0.1

−0.15% for 2011, diminishing by approximately 40% between the earliest and

latest post-treatment waves in the sample. The point estimates exhibit a steady

decline during this period, although the 2006 estimate has a large standard error

and is statistically non-significant. The empirical results in Table 2.8 are more

aligned with the market-access argument than with the income story.

The CHNS does not include a direct measure of market access. To further

examine the validity of the market-access argument, I constructed a proxy for

market access using pre-treatment (i.e., 1993 and 1997 waves) data on household

crop production. In addition to a household’s total agricultural output, the CHNS

reports the amounts sold either to the government or on the market. Assuming

that the remainder was completely consumed by the household, I computed the

share of the household’s agricultural production that was self-consumed for the

two pre-treatment waves, with a higher share indicating worse market access. I

weighted quantities of different crops by prices in the same way as explained in
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Table 2.9: SLCP impact on calorie intake taking market access into account

Log(Calorie Intake)
(1) (2) (3) (4)

Treatment Effect (TE) 0.0088 0.0059 0.0079 0.0240
(0.0385) (0.0388) (0.0557) (0.0634)

TE × Pre-treatment Land -0.0036*** -0.0029** -0.0027 -0.0036***
(calibrated by market access) (0.0011) (0.0014) (0.0017) (0.0011)
Pre-treatment Land 0.0018*** 0.0019*** 0.0015*** 0.0018***
(calibrated by market access) (0.0004) (0.0006) (0.0005) (0.0004)
Pre-treatment VS Post-treatment YES YES YES YES
Rural: SLCP VS non-SLCP YES YES YES YES
Rural VS Urban YES YES YES YES
Province FE YES YES YES YES
Wave FE YES YES YES YES
Exogenous ind. charac. YES YES YES YES
Community-level pre-treatment controls NO YES YES NO
Treatment group: prioritized counties only NO NO YES NO
Group specific trends NO NO NO YES
R-square 0.2894 0.3177 0.3270 0.2904
Observations 69,821 54,812 33,471 69,821

Note: Standard errors clustered at county level are in parentheses.
*** p<0.01, ** p<0.05, * p<0.1

Section 2.5.1, and I assigned households with missing data or a negative share (a

rare situation indicating that the a household purchased agricultural produce from

the market) a share value of 0, which indicates perfect market access and is the

default. For each household, I computed the average share across 1993 and 1997,

multiplied it by the pre-treatment cultivated land area of the household to form a

new composite variable, and calibrated it so that it had the same mean value as

the observed cultivated land area. I reran the main analysis on nutrient intake by

substituting the pre-treatment cultivated land area with this new market-access-

adjusted variable.

Table 2.9 presents the regression results, the models for which are exactly the

same as those represented in Table 2.4, except for this change in the variable on

pre-treatment cultivated land. Consistent across all columns, the baseline treatment

effects between the two sets of models are almost identical, but the coefficients on

the land variable and, more importantly, the interaction term generally increase by
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more than 50% when I incorporate this composite measure of market access into

the analysis. The negative impact of the SLCP on nutrient intake was larger, not

only for households with more agricultural land, but also for households that were

more isolated from the market. This result further suggests that households with

limited market access relied heavily on self-production to meet their food demand

and in turn significantly adjusted their food consumption when the SLCP was

implemented, consistent with the theoretical model presented in Section 2.

2.5.4 Declining Trend in Calorie Intake

When seeking to explain the decline of average calorie intake in India since the

1980s, Deaton and Dreze (2009) discuss a number of potential reasons, two of

which may be relevant to the SLCP context (see Figure 2.5) and therefore de-

serve attention. One of them is a change in food prices. One might suspect that

given the scale of the SLCP, we can no longer take food prices as exogenous, and

the negative impact on calorie intake was due to an increase in food prices as a

consequence of the SLCP. To explore this explanation, I ran a set of similar TD

regressions on the various food prices, using the corresponding data that CHNS

has at the community level. The dummies for SLCP status and post-treatment are

defined in the same way as in the main analysis. Instead of trying to differentiate

between farming and non-farming households, I now use another community-level

dummy, which indicates whether the community has farmland, to construct the

third differences. There are only 214 communities in the sample. To reduce the

likelihood of overfitting, I include province and wave fixed effects and exclude all

pre-treatment community level controls. Table 2.10 presents the TD estimates

on various food prices. Interestingly, the prices of rice and flour, which are the

staple foods produced from cultivation, were not impacted by the program at all,

while prices of oils and chicken, which are the main sources of fats and proteins,
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Table 2.10: SLCP impact on various food prices

TD estimator
Outcome: Log(Price) treatment effect estimate standard error
Rice -0.00 0.12
Flour 0.15 0.12
Oils 0.23*** 0.08
Sugar 0.12 0.08
Eggs -0.20 0.25
Soy sauce 0.17 0.23
Vinegar 0.22 0.18
Common vegetables -0.03 0.15
Pork 0.04 0.07
Chicken 0.19* 0.10
Fish 0.11 0.09
Tofu 0.02 0.17
Note: Standard errors clustered at county level are in parentheses.

*** p<0.01, ** p<0.05, * p<0.1

increased significantly. This finding suggests that when participating households

received the transfer payment, they attempted to spend it on consuming additional

oil and protein, which would increase their nutritional diversity, but the supply of

oil and protein sources in the local market could not meet this increased demand.

Consequently, a household’s oil and protein intake remained the same, while the

prices of oil and protein sources increased significantly. This finding reflects a

lack of market access at the community level, in which the entire local community

behaved like a household that engaged in subsistence agriculture.

The other potential mechanism that could lead to a decline in calorie intake

is a declining need for calories. One might argue that households participating

in the SLCP engaged in less labor-intensive farming activities, so they required a

lower calorie intake. I explore this alternative mechanism by evaluating the SLCP’s

impact on the activity level of adults, which is measured by the average farming

time self-reported by survey individuals. Since non-farming households have no

farming time and are therefore necessarily excluded from the analysis, I use a
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Table 2.11: SLCP impact on farming time

Log(Farming time)
(1) (2) (3)

Treatment Effect (TE) 0.0229 -0.0885 -0.0069
(0.1188) (0.1302) (0.1210)

TE × Pre-treatment Land -0.0046** -0.0056** -0.0063*
(0.0021) (0.0021) (0.0032)

Pre-treatment Land 0.0091** 0.0081* 0.0067*
(0.0040) (0.0043) (0.0034)

Pre-treatment VS Post-treatment YES YES YES
Rural: SLCP VS non-SLCP YES YES YES
Rural VS Urban NO NO NO
Province FE YES YES YES
Wave FE YES YES YES
Exogenous/pre-treatment ind. charac. YES YES YES
Community-level pre-treatment controls NO YES YES
Treatment group: prioritized counties only NO NO YES
R-square 0.1663 0.1973 0.2298
Observations 20,623 18,357 11,179

Note: Standard errors clustered at county level are in parentheses.
*** p<0.01, ** p<0.05, * p<0.1

similar, but simpler, DID specification for this exercise. Table 2.11 shows that the

coefficient of the interaction term is indeed statistically negative. Therefore, we

cannot empirically rule out the possibility that a declining need for calories was

one of the reasons for the nutritional impact.

2.5.5 Impacts by Gender and Age and on BMI

A decline in calorie intake has ambiguous health implications. On the one hand,

for poor households that struggle to meet their calorie requirements, a decline in

calorie intake can lead to an adverse impact on health, especially for young children.

There is strong evidence suggesting that undernutrition can have severe long-term

adverse effects on young children (Alderman et al. 2006). On the other hand, a

lower calorie intake might improve the health status of an overweight population,

especially when the diet structure also changes from over-dependence on a staple

food to a more mixed diet. Both undernutrition and malnutrition have been major
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Table 2.12: SLCP impact on calorie intake with gender heterogeneity

Log(Calorie Intake)
(1) (2) (3)

Treatment Effect (TE) 0.0024 0.0056 -0.0018
(0.0387) (0.0363) (0.0524)

TE × Female -0.0119 -0.0146 0.0015
(0.0085) (0.0094) (0.0080)

TE × Pre-treatment Land -0.0013 -0.0018*** -0.0015***
(0.0008) (0.0005) (0.0004)

TE × Pre-treatment Land × Female -0.0004 -0.0004 0.0003*
(0.0005) (0.0008) (0.0002)

Pre-treatment VS Post-treatment YES YES YES
Rural: SLCP VS non-SLCP YES YES YES
Rural VS Urban YES YES YES
Province FE YES YES YES
Wave FE YES YES YES
Exogenous ind. charac. YES YES YES
Pre-treatment Land YES YES YES
Community-level pre-treatment controls NO YES YES
Treatment group: prioritized counties only NO NO YES
R-square 0.2890 0.3177 0.3268
Observations 69,821 54,812 33,471

Note: Standard errors clustered at county level are in parentheses.
*** p<0.01, ** p<0.05, * p<0.1

nutritional concerns in China, and they can coexist in the same community (Doak

et al. 2000; Popkin 2001; Jaacks et al. 2015). To investigate these issues, I examined

calorie intake effects by gender and age, and I also examined impacts on body

mass index (BMI).

To explore potential heterogeneity in the treatment effect with respect to gender,

I include additional interaction terms in the main analysis on the nutritional impact.

Overall, I find no evidence for a systematic difference between the impacts on males

and females (Table 2.12). The absolute impact on females for the entire sample

seems to be slightly lower than the impact on males (Column 1), but the difference

is not statistically significant, and it is not robust when I include community-level

pre-treatment controls and only include prioritized counties (Column 3).
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Table 2.13: SLCP impact on calorie intake for various age groups

Log(Calorie Intake)
below 18 18 to 60 above 60

(female) (male)
(1) (2) (3) (4)

Treatment Effect (TE) 0.0207 -0.0375 -0.0161 -0.0022
(0.0481) (0.0705) (0.0390) (0.0450)

TE × Pre-treatment Land -0.0059* -0.0021** -0.0015** -0.0008
(0.0033) (0.0008) (0.0007) (0.0023)

Pre-treatment Land 0.0016* 0.0017*** 0.0014*** 0.0019***
(0.0008) (0.0005) (0.0004) (0.0006)

Pre-treatment VS Post-treatment YES YES YES YES
Rural: SLCP VS non-SLCP YES YES YES YES
Rural VS Urban YES YES YES YES
Province FE YES YES YES YES
Wave FE YES YES YES YES
Exogenous ind. charac. YES YES YES YES
Community-level pre-treatment controls YES YES YES YES
Treatment group: prioritized counties only NO NO NO NO
R-square 0.4420 0.4815 0.2073 0.2020
Observations 5,766 6,548 33,966 9,922

Note: Standard errors clustered at county level are in parentheses.
*** p<0.01, ** p<0.05, * p<0.1

To explore how nutritional impact varied across different age groups, I catego-

rized all individuals into three age groups — below 18, between 18 and 60, and

above 60 — and I conducted a separate analysis for each age group. In general,

the nutritional impact seems to be larger on the youth and smaller on the elder

(Table 2.13). The impact on girls (Column 1) seems to be more than twice as large

as the impact on boys (Column 2), even though the difference is not statistically

significant. This finding is consistent with existing study on the gender gap in

nutritional outcomes in rural China (Ren et al. 2014) and raises concern of a

nutritional reduction on girls that could lead to adverse health consequences.

Changes in calorie intake could lead to health consequences such as being

overweight or underweight. The CHNS includes data that allow investigation of

impacts on BMI. Following the definitions provided by the Centers for Disease

Control and Prevention (CDC), I classify an adult (over 18 years old) as underweight
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Table 2.14: SLCP impact on being underweight or overweight

Underweight Overweight
Adult Child Adult Child
(1) (2) (3) (4)

Treatment Effect (TE) -0.0075 -0.0503 0.0155 0.0010
(0.0133) (0.0436) (0.0309) (0.0380)

TE × Pre-treatment Land 0.0003 0.0005 0.0007 -0.0007
(0.0003) (0.0005) (0.0006) (0.0012)

Pre-treatment Land -0.0003 -0.0007** -0.0005 0.0000
(0.0002) (0.0003) (0.0007) (0.0006)

Pre-treatment VS Post-treatment YES YES YES YES
Rural: SLCP VS non-SLCP YES YES YES YES
Rural VS Urban YES YES YES YES
Province FE YES YES YES YES
Wave FE YES YES YES YES
Exogenous ind. charac. YES YES YES YES
Treatment group: prioritized counties only NO NO NO NO
Community-level pre-treatment controls NO NO NO NO
R-square 0.0430 0.1575 0.1010 0.2812
Observations 55,122 24,285 55,122 24,285

Note: Standard errors clustered at county level are in parentheses.
*** p<0.01, ** p<0.05, * p<0.1

if their BMI is less than 18.5 and as overweight if their BMI is above 25.27 For

children between 2 and 18, I classify weight status based on the age-specific weight

Z-score available on the World Health Organization (WHO) website.28 Using

the conventional cut-off points recommended by the WHO, I classify a child as

underweight if their weight Z-score is below −2 and as overweight if their weight

Z-score is above 1. Table 2.12 presents the impacts of the SLCP on being either

underweight or overweight for both adults and children, estimated by the TD model.

I detect no significant impact of the SLCP on any aspect, and the results remain

robust with the inclusion of community-level pre-treatment controls. Finding no

statistically significant impact on health outcomes is not a surprise for two reasons.

First, the TD estimators are biased toward zero due to our inability to identify the

farming subgroup that actually participated in the SLCP. Secondly, and perhaps

more importantly, the nutritional impact of the SLCP was very small and might
27The CDC definition is available at https://www.cdc.gov/obesity/adult/defining.html.
28See https://www.who.int/nutgrowthdb/about/introduction/en/index5.html.

61



not result in an observable change in the weight status.

2.6 Conclusion

PES programs are designed to address one specific kind of market failure, in

which private landowners do not take negative environmental externalities into

account when making land-use decisions. When a PES program is implemented

in the real world, its impact will depend on the existence of other market fail-

ures. In this paper, I examine the nutritional impact of PES when participants

lack market access, a common market failure in remote areas that environmental

conservation programs such as PES often target. I develop a stylized household-

farm model to show that when participants lack market access, a PES program

can have a negative impact on food consumption even when participants receive

compensation that enables them to maintain the status quo consumption level.

In light of this conceptual framework, I conduct the first rigorous evaluation of

the nutritional impact of the SLCP using a TD model. Empirically, I find that

the SLCP had a significant negative impact on calorie intake. Supplementary

analysis of the mechanism suggests that limited market access, rather than income

or food prices, was likely the reason for the negative nutritional impact of the SLCP.

Although the magnitude of the SLCP’s negative nutritional impact was small,

the empirical findings of this paper are significant for three reasons. First, much

evidence indicates that standard CCT programs improve nutritional outcomes,

and economists tend to overemphasize the similarities between PES programs and

standard CCT programs. In a very recent paper that empirically finds a large

positive impact of PES on food consumption in sub-Saharan Africa, Adjognon et al.

(2020) highlight PES as "conditional environmental cash transfers" and situate

their work in the literature on cash-transfer programs. Their work focuses on a
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working-land PES program in which farmers were paid to undertake maintenance

activities to increase the survival rate of trees on existing degraded forested land on

public land. The policy context of their paper is different from land-diversion PES

programs like the SLCP, so it is understandable that their empirical conclusion is

very different from that of this paper. There seems to be a lack of acknowledgment

that PES programs involve more than cash transfers and, depending on the context,

can significantly affect the food system in other ways. We should be careful not to

characterize PES programs as standard CCT programs and assume that they will

improve nutritional outcomes just as standard CCT programs would.

Second, the PA literature has reported large positive effects of forest conser-

vation on human nutrition and health. My results indicate that one should not

assume that all conservation programs have similar nutritional and health effects.

Unlike PA programs, which can boost household wealth and health via the develop-

ment of eco-tourism (Naidoo et al. 2019), PES programs, especially land-diversion

programs, must compensate households for the loss of agricultural production. The

institutional design of conservation programs can be critical for their impact on

human well-being.

Third, recent literature has expressed concern over food security with respect

to large-scale forest restoration programs, including the SLCP. This paper echoes

the view that we should think carefully about the impact on agriculture and food

consumption when considering these programs. My empirical findings provide

evidence to inform this discussion. Nonetheless, the actual impact of the SLCP on

nutrient intake seems to have been small, suggesting that we should also not be

overanxious about food security. When forest restoration programs target marginal

farmland with low productivity, a feature that the SLCP seems to have had, it

is possible to restore forest cover without putting too much pressure on the food
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system.

Given the data available to me, the empirical analysis of this paper has a few

caveats, and each of them suggests a line for future research. First, the treatment

group is classified only at the county level, which includes both participating house-

holds and an unknown portion of non-participants, so the estimated treatment

effects likely underestimates the real impact on participating households. Future

studies that classify participation status at a finer scale will reveal more about the

actual magnitude of the impact. Secondly, the health consequences associated with

the nutritional impact remain unclear. I find no evidence for average impact on

BMI, which is not surprising given the low magnitude of the estimated treatment

effect and the fact that the health consequences of nutritional change might not be

immediately revealing. However, the gender gap that seemingly existed between

the impact on girls and boys raises concern about welfare implications and deserves

more investigation than what is presented in this paper. The most recent CHNS

wave for which all the nutritional and health data are publicly available is 2011.

The CHNS had another wave in 2015, but data from it are not yet available. As

more follow-up data become available, examining SLCP’s nutritional and health

impact on children could certainly be a direction for future research. Third, the

welfare implications of our findings remain ambiguous, especially if we consider

that participating households might have bounded rationality. Future studies

could explore the welfare implication of this paper’s finding by adopting more

sophisticated models that relate nutrition and health to welfare. Lastly, although I

develop the theoretical framework for general land-diversion PES programs, the

empirical analysis of this paper focuses solely on the SLCP. The institutional

design of the SLCP fits China’s political context and might not be easily applied

to developing countries in other parts of the world. Since the impacts of PES are

highly context-specific, the degree to which the conclusion of this paper can be
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generalized to other contexts remains to be explored in future work.
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Chapter 3

Inferring Welfare Impacts from a

Program’s Physical Outcomes:

An Application to Forest

Protection in Thailand1

3.1 Introduction

Economists routinely use treatment effects models to evaluate government pro-

grams’ causal impacts on observed outcomes. Identifying causal relationships

requires addressing various potential sources of bias, including non-random selec-

tion, confounding, and spillover effects. Economists and other social scientists have

developed a variety of quasi-experimental impact evaluation methods to address

these biases, including matching, instrumental variables, regression discontinuity,

and difference-in-differences (Imbens and Wooldridge 2009). These methods im-

plicitly assume that the economic outcomes of interest, ideally ones related to

social welfare, are observable. In many settings, however, this assumption may not
1This chapter draws on datasets developed in collaboration with Krista Erdman, Orapan

Nabangchang, and Alex Vanko and analytical discussions with Jeffrey Vincent.
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hold. Economists sometimes only observe outcomes measured in physical terms,

which might lack well-defined economic interpretations. In such cases, although an

impact evaluation using a physical outcome is feasible, it will not necessarily serve

as a useful proxy for a program’s welfare impact. This paper presents an approach

to analyzing the welfare impact of a program when outcomes are only observable

in physical terms.

We present this approach in the context of forest conservation. Forests can

provide various non-market public goods, such as biodiversity conservation, carbon

sequestration, and watershed protection. Private land owners, however, often have

incentives to convert forestland to more profitable land uses. Since the free market

likely fails to preserve the socially optimal amount of forests, governments often

intervene by implementing forest conservation programs, such as protected areas,

payments for ecosystem services, and community-based forest management. The

ex post welfare impact of such programs is useful information for both researchers

and policy makers, but the net social value of forest conservation typically cannot

be observed. Accordingly, most impact evaluations of forest conservation programs

use forest cover as the outcome variable (Blackman 2013). For a unit area of

land, forest cover is typically classified as a binary variable, and deforestation is

consequently defined as a state change from forest to a non-forest land use. A

program’s average treatment effect on the treated (ATT) compares the realized

forest cover change in treated (i.e., protected) areas to the counterfactual forest

cover change that would have occurred in the same areas had they not been treated.

This ATT for avoided deforestation is a good proxy for a conservation program’s

welfare impact only when the net social value of forest protection is homogeneous

(Vincent 2016). There is strong evidence that this value varies greatly, even across

short distances. The benefits of conservation are highly heterogeneous across forests
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with respect to several important forest-based ecosystem services, including carbon

sequestration (Asner et al. 2010), watershed services (Pattanayak and Kramer

2001; Brauman et al. 2007), and biodiversity habitat (Gibson et al. 2011; Le Saout

et al. 2013). The costs of conservation, which include the opportunity costs of

forgone land uses, the costs of managing protected areas, and transaction costs, are

also highly heterogeneous (Naidoo, Balmford, et al. 2006; Polasky 2008). The net

social value of forest protection is thus heterogeneous, and a program that increases

forest cover by, for instance, 20% does not necessarily raise net forest value by the

same 20%. Depending on the distribution of benefits and costs across the sites

included in a program, the ATT for avoided deforestation can either overestimate

or underestimate the ATT for net forest value. More generally, environmental

economic theory has recognized that environmental values can vary spatially and

that environmental management by government agencies must account for this

variation since at least Mäler’s (1974) seminal treatise.

We propose an indirect way to estimate the ATT for net forest value by building

on work by Heckman (2010), who emphasized the structural framework embedded

in treatment effects models. We employ a discrete-choice Roy model (1951) to

describe the process of selection into treatment. One can view this model as a

random utility model (McFadden 1973; Manski 1977) and parametrically estimate

the effects of forest attributes on behavior in response to a conservation program.

A byproduct of this procedure is the estimated propensity score, which is used as

the matching criterion in propensity score matching. We show that under certain

conditions, a transformation of the propensity score has a utility interpretation and

can be used as a proxy for the site-specific ex post net social value of a conservation

program. We use this transformation as a weight and construct an economically

weighted ATT. This new metric can be viewed as a generalized form of the ATT for

avoided deforestation, and it offers a better measure of the ATT for net forest value.
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Our development of this metric connects the non-market valuation literature

to the impact evaluation literature. The random utility model is widely applied in

measuring the values of non-market goods, including ecosystem services provided

by forests (Freeman III et al. 2014), and propensity score matching is commonly

used in impact evaluation. We show how to combine these two approaches and

exploit their respective advantages. In doing so, we contribute to filling a gap in

the environmental policy analysis literature, in which valuation and evaluation are

disconnected (Ferraro, Lawlor, et al. 2012). More broadly, we contribute to the

general discussion in economics on structural versus reduced-form approaches for

evaluating policies. Structural models can inform the economic interpretation of

impact evaluations (Heckman 2010). We view the structural versus reduced-form

issue from an empirical perspective, which recognizes a limitation on the conven-

tional, physical outcome variable in forest conservation impact evaluations and

proposes a new approach for addressing this limitation by drawing on a structural

discrete-choice framework.

To demonstrate this approach, we evaluate a forest zoning system in Thailand

that aimed at protecting mangrove forests. Mangroves are coastal ecosystems

located in the tropics and subtropics that provide a wide range of benefits to

local and global populations. In a series of papers, Mäler and colleagues list these

benefits as including nesting, resting, and feeding sites for birds; feeding and nursery

areas for commercially important fish; production of shellfish, firewood, timber,

and game; carbon sequestration; and shoreline and storm protection (Mäler et al.

1996, 2008, 2009; Arrow et al. 2000). Mäler et al. (2008, 2009) emphasize that the

values of these ecosystem benefits are “very case sensitive” and can vary greatly

by location due to differences in ecological, economic, and institutional conditions.
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In 1987, recognizing both the high value of Thailand’s mangroves and the rapid

loss of these forests, the Thai government introduced a zoning system for managing

the nation’s mangroves (Havanond 2008). This system assigned mangroves to

different categories that varied in terms of restrictions on forest use, including

conversion to non-forest land uses. We evaluate its impact using both the ATT

for avoided deforestation and the economically weighted ATT that we develop,

and we compare the results. We find that mangrove zoning in Thailand protected

approximately 30% of the social welfare that would have been lost if all the pro-

tected mangrove had been deforested. The magnitude of the impact in avoided

deforestation terms was virtually the same. Although our new metric and the

conventional ATT yield very similar results in the Thailand application, we show

that the potential range of the new metric in that case extends from barely a

quarter of the conventional ATT to nearly twice as large as it.

The rest of the paper is organized as follows. In Section 3.2, we present an

analytical model of forest protection that provides the theoretical framework for our

new metric. In Section 3.3, we construct the new metric and develop an empirical

strategy for estimating it. In Section 3.4, we apply this estimation strategy to the

mangrove zoning system in Thailand. The last section summarizes the welfare

implications of our new metric and discusses limitations associated with it.

3.2 Theoretical framework: the behaviors of the

land user and the regulator

Impact evaluations are program-specific, and the empirical strategy one should use

to identify program impacts depends on the data structure. Although our proposed

method can in principle be applied to non-environmental programs, to illustrate it

we focus on evaluating a hypothetical forest conservation program. There are many
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ways to model such a program and its potential impacts, so the way we construct

the theoretical model in this section is tailored to the empirical implementation

presented in the subsequent section. The empirical strategy we have in mind is

propensity score matching, so the model we construct allows propensity score

matching to be an appropriate evaluation strategy.

The Roy model considers a setup where economic agents face two potential

outcomes (Y0, Y1), which are associated with a treatment status D that takes the

value of 0 (untreated) or 1 (treated). Two central challenges are widely recognized

in the impact evaluation literature. The first challenge is the evaluation problem,

which means that empirical analysts can observe either Y0 or Y1, but not both,

for any individual agent. The second challenge is the selection problem, which

means that the observed values of Y0 or Y1 might not be a random sample of their

corresponding distributions. One typical example of selection would be that agents

select into the treatment group, i.e., D = 1, if and only if Y1 > Y0. We can express

this example as an indicator function,

D = 1(Y1 > Y0) (3.1)

Regardless of the structure of the selection process, the observed outcome Y for

any agent can be expressed as

Y = DY1 + (1−D)Y0 (3.2)

which represents the switching regression framework first used by Quandt (1958).

3.2.1 Land user’s problem under no regulation

Everything so far is in spirit common across most impact evaluations. In our

model, we consider the specific situation in which we are interested in Y but do
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not observe it. Instead, we observe an agent’s behavior, Q, which is associated

with Y . Consider that there is a collection of forest sites that a government (the

“regulator”) cares about, with individual sites distinguished by i. For simplicity,

there is only one land user, who is rational and must decide whether or not to

deforest each site i. Denote Qi = 1 if deforestation occurs and Qi = 0 otherwise,

with both outcomes being observable. We suppress the site index i henceforth to

simplify notation.

Let X denote a set of site characteristics whose information is publicly available,

and let UL
1 and UL

0 denote site characteristics that are only known by the land user.

Consider a stylized specification for the land user’s private utility Y L
1 and Y L

0 ,

Y L
1 = µL1 (X) + UL

1 (3.3)

Y L
0 = µL0 (X) + UL

0 (3.4)

and a rational deforestation decision,

Q = 1(Y L
1 > Y L

0 ) (3.5)

We assume UL
1 and UL

0 to be standard normal and distributed independently of

each other and of X. The land user chooses deforestation if and only if the utility

of deforestation is higher than the utility of retaining forest. Y L
1 −Y L

0 is the private

utility gain if deforestation occurs, but Y cannot be observed by others. Only Q

can be observed.

3.2.2 Regulator’s problem

Now consider the regulator’s problem. We follow the mangrove management

example in Arrow et al. (2000) by assuming the existence of a rational, benign
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regulator who acts on behalf of society and wants to increase social welfare.2

This assumption also mirrors Mäler’s (1974) assumption of an environmental

management agency with knowledge of society’s preferences for environmental

quality. The regulator observes (X,Q) and can estimate the expected private

utility gain from deforestation, µL1 (X)−µL0 (X), i.e., the gain not accounting for the

unobserved component of private utility. However, there is a social cost associated

with deforestation that the private land user has not taken into consideration, so

the regulator has an incentive to intervene and correct the market failure. There

are multiple ways the regulator could intervene, but here we focus on establishing

protected areas (PAs), as in the Thailand example that we empirically analyze.

The regulator decides to protect a site if and only if they believe that the social

benefit from retaining forest exceeds the expected private gain from deforestation,

D = 1
(
µS(X) + U s > kR

(
µL1 (X)− µL0 (X)

))
(3.6)

D is the treatment status such that D = 1 if the site is protected and D = 0

otherwise. µS(X) is the component of the social benefit from retaining forest that

is determined by observed site characteristics X. US is the regulator’s private

knowledge about the social benefit from retaining forest. US is assumed to be

normal and distributed independently of (X,UL
1 , U

L
0 ). Without loss of generality,

we normalize US to be standard normal by making both µS(X) and US measures

of the regulator’s utility.

kR is a scalar transformation that the regulator chooses to make the land
2Throughout this paper, we use the term social welfare loosely to refer to a utility function

that represents society in its preferences for services provided by mangroves, which can then be
revealed from regulatory decisions on mangroves. In doing so, we do not posit that there exists a
unique "correct" utility function that represents society’s preferences. While acknowledging that
this utility function can vary significantly both spatially and temporally across governors and
regimes and involves various political economy concerns, we present a model most suitable for a
context in which regulatory decisions are made on a rational basis at one time by a time-consistent
agency, a context that our empirical case in Thailand seems to resemble.
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user’s utility comparable to social well-being. This transformation serves two

purposes. The first purpose is economic: kR characterizes how much the regulator

values the private welfare of the land user. The second purpose is statistical: the

transformation allows us to simultaneously normalize (UL
1 , U

L
0 ) and US, which we

need for later identification. We can group terms and rewrite the above expression

as

D = 1
(
µS(X)− kR

(
µL1 (X)− µL0 (X)

)
> −US

)
≡ 1

(
µR(X) > UR

) (3.7)

Since US is standard normal, so is UR. Equation (3.7) is the selection equation

in our model. Since D and X are observable, this equation can be estimated

non-parametrically or, as more commonly done in empirical work, by a flexible

parametric model. Estimating this equation is the first stage of propensity score

matching.

The next step is to derive the land user’s response to the regulator’s intervention.

Before doing so, we point out two implicit assumptions in our model. First, we

do not consider the case of a dynamic game where the regulator can readjust

treatment (i.e., protection) after observing the land user’s response. In other words,

our model is a simple two-stage game where the regulator is the first player and

the land user is the second one. Although this simplification prevents us from

considering strategic behaviors by either the regulator or the land user, it buys

tractability and fits the facts of Thailand’s mangrove zoning system during the

period we analyze, because the zoning system was a one-time intervention.

Second, we only consider the case of a uniform treatment, which is character-

ized by the binary treatment dummy. Although governments can design more

complicated conservation schemes, binary treatment status is very common in the
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empirical literature on impact evaluation, partly because it is simple to analyze

statistically. Like the first assumption, it is well-suited to Thailand’s mangrove

zoning system, which classified mangroves as either protected against land-use

conversion or not. We will elaborate on empirical aspects of the Thailand case in

Section 3.4.

3.2.3 Land user’s problem under regulation

The land user observes the treatment status D decided by the regulator and must

decide on their deforestation behavior. Protection status (D = 1) imposes an

additional deforestation cost C > 0 on the land user. C accounts for the extra

conversion cost that the land user has to bear in the presence of regulation, and it

is not necessarily observed by the regulator. For example, C could include a fine

paid to the regulator or reduced profit if the regulator restricts use of the converted

land; we will consider the social welfare implications of these different examples

later. Thus, the land user’s deforestation decision for site i becomes

Qi = 1
(
Y L

1i −DiC > Y L
0i

)
= 1

(
µL1 (Xi) + UL

1i −DiC > µL0 (Xi) + UL
0i

)
= 1

(
µL1 (Xi)− µL0 (Xi)−DiC > −

(
UL

1i − UL
0i

))
≡ 1

(
µL(Xi)−DiC > UL

i

)
(3.8)

In the switching regression framework, the outcome variable Q can be expressed as

Qi = DiQ1i + (1−Di)Q0i (3.9)
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where Q1i is the potential outcome when Di = 1 and Q0i is the potential outcome

when Di = 0. We can thus rewrite Equation (3.9) as

Qi = Di1
(
µL(Xi) > UL

i + C
)

+ (1−Di)1
(
µL(Xi) > UL

i

)
(3.10)

We group U and C together on the right hand side of the inequality to highlight

that both of them pertain to the land user’s private information and are observed

by neither the regulator nor an econometrician.

3.3 Econometric estimation of the program’s wel-

fare impact

Now we shift to the perspective of an applied econometrician and ask how to

evaluate the protection program. Given our setup, we have a random sample of

{Qi, Di, Xi} that is independently and identically distributed. Unlike Heckman’s

(2010) case, we have no instrument that shifts the treatment variable exogenously.

We deliberately set up the model this way so that the structure of the dataset

makes matching the most appropriate strategy for identifying the treatment effect.

The focus of this section is on inferring the program’s welfare impact given that

the observed outcome is not an economic variable.

3.3.1 The conventional approach using avoided deforesta-

tion as the outcome variable

The impact evaluation literature on forest conservation programs typically uses

Q, the deforestation status, as the outcome variable. In this case, the individual

treatment effect can easily be defined based on Equation (3.10):

τi = Q1i −Q0i = 1
(
µL(Xi) > UL

i + C
)
− 1

(
µL(Xi) > UL

i

)
(3.11)
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which indicates that the treatment effect τi is a function of Xi. Since the treatment

status D is also a function of X according to Equation (3.7), there is a selection

problem. The way we have constructed the model allows us to address the selection

problem using matching. The key assumption for using matching, the Conditional

Independence Assumption (CIA), requires selection only on observables:

(Q1, Q0) ⊥ D|X (3.12)

This condition is satisfied since we assume UR ⊥ UL. Satisfying the CIA assumption

is often not easy empirically, as it requires a sophisticated understanding of the

program context and a comprehensive list of observable covariates. From the

theoretical perspective here, we assume that the assumption holds. When X is

high-dimensional, economists often use propensity score matching to address the

issue of the curse of dimensionality. Rosenbaum and Rubin (1983) showed that

controlling for the propensity score, which is a scalar function of X defined as

p(X) ≡ Pr(D = 1|X = x) (3.13)

is sufficient for eliminating selection bias in the matching setup.

Various types of treatment effects can be estimated. In the simple world of

homogeneous treatment effects, UL
i has a uniform distribution, so the choice of

treatment effect to be estimated does not matter. In general, however, treatment

effects are heterogeneous, i.e., UL
i is not uniform, so the choice matters. The ATT

is the most common type estimated in the empirical impact evaluation literature

because it captures the realized impact of the program. The ATT for avoided

deforestation would be specified as

τATTQ = E[Q1 −Q0|D = 1] (3.14)
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To interpret τATTQ , we categorize all sites into three groups:

S1: those that will not be deforested regardless of being treated or not, i.e.,

Q1i = Q0i = 0;

S2: those that will be deforested regardless of being treated or not, i.e., Q1i =

Q0i = 1;

S3: those that will not be deforested only if they are treated, i.e., Q1i = 0 and

Q0i = 1.

Let’s call the sites in the third group the switchers. A reverse switcher, a site that

will be deforested only if it is treated, does not exist given the assumption that

regulation creates an additional private deforestation cost, C > 0. τATTQ is the

share of switchers, S3, conditional on being treated. Although this share may be

of policy interest, it does not contain information regarding the welfare gain from

switching. We could have a large share of switchers, each receiving only a small

welfare gain, or a small share of switchers, each receiving a substantial welfare gain.

Welfare gains might thus not be highly correlated with τATTQ .

3.3.2 Specifying the welfare outcome

The more interesting question from a policy perspective is to ask about the pro-

gram’s welfare impact. To develop an answer to this question, we will first write

out the welfare outcome for individual sites in each of the three groups under

alternative treatment statuses. Since we assume a benign government that aims

at improving social welfare, we can use the government’s selection function to

specify the welfare outcome. The only difference is that instead of using ex ante

expected welfare, which the government uses to make treatment decisions, we now

use the ex post realized welfare, which also accounts for the land user’s private

information. Since welfare is measured in utility terms, we use Y to denote it so

that it is consistent with the notation in Section 3.2. For all categories, we consider

deforestation as the default status and regard its welfare status as the reference level.
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In group S1, the forest never gets deforested, nor would the land user incur

cost C. Therefore,

Yi(Di = 1, i ∈ S1) = Yi(Di = 0, i ∈ S1) = µS(Xi)+US
i −kR

(
µL(Xi)−UL

i

)
(3.15)

which is the difference between the social benefit from retaining forest and the

forgone private benefit from land conversion. Even without regulation, the land

user voluntarily chooses not to deforest in this case, so µL(Xi)− UL
i is negative

and the entire expression is positive, indicating that retaining forest is better than

the default outcome of deforestation. Since the expression does not depend on

treatment status, we have

∆Yi(i ∈ S1) = 0 (3.16)

which means that regulation has no impact on this group.

In group S2, we always observe the default outcome of deforestation. In the

presence of regulation, we need to account for the additional cost to the land user.

Therefore,

Yi(Di = 1, i ∈ S2) = −kRC (3.17)

Yi(Di = 0, i ∈ S2) = 0 (3.18)

We can express the impact of regulation using the difference,

∆Yi(i ∈ S2) = −kRC (3.19)

which is always negative.

In group S3, the switchers, we would observe the default outcome of defor-
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estation in the absence of regulation, but the forest is preserved with regulation,

so

Yi(Di = 1, i ∈ S3) = µS(Xi) + US
i − kR

(
µL(Xi)− UL

i

)
(3.20)

Yi(Di = 0, i ∈ S3) = 0 (3.21)

We can again express the welfare impact by a difference,

∆Yi(i ∈ S3) = µS(Xi) + US
i − kR

(
µL(Xi)− UL

i

)
(3.22)

We can express the overall welfare impact on the treated group by combining the

welfare impacts for all categories:

τ∆Y ≡
∑

i∈S1,Di=1
∆Yi(i ∈ S1) +

∑
i∈S2,Di=1

∆Yi(i ∈ S2) +
∑

i∈S3,Di=1
∆Yi(i ∈ S3)

=
∑

i∈S2,Di=1
(−kRC) +

∑
i∈S3,Di=1

[
µS(Xi) + US

i − kR
(
µL(Xi)− UL

i

)]

(3.23)

Since Y is a welfare measure, the new treatment effect τ∆Y conveys economically

more meaningful information than the avoided deforestation treatment effect τATTQ

does. We can reorganize Equation (3.23) as the sum of three separate terms,

τ∆Y =
∑

i∈S2,Di=1
(−kRC) +

∑
i∈S3,Di=1

kRUL
i +

∑
i∈S3,Di=1

(
µS(Xi) + US

i − kRµL(Xi)
)

(3.24)

The second term represents the welfare impact associated with unobserved land

characteristics that affect the land user’s utility. By assumption, UL
i is independent

of treatment and has an expected value of zero, so this term’s expectation is also

zero. The first term represents the welfare impact associated with enforcing the

regulation. As written, it indicates that enforcement increases the private cost of

deforestation for the land user. The nature of the enforcement action affects the
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action’s broader welfare impacts, however. For example, C could be a fine that

the government collects on forestland that is converted illegally. If the government

spends the fine revenue on some other activity, then C is a social transfer, and

Equation (3.24) omits the potential welfare gain associated with that activity. If

the omitted welfare gain equals kRC, then the transfer is neutral in welfare terms,

and the treatment effect τ∆Y simplifies to just the third term,

τ∆Y =
∑

i∈S3,Di=1

(
µS(Xi) + US

i − kRµL(Xi)
)

(3.25)

On the other hand, C could represent an uncompensated private welfare loss, such

as reduced profit if the government shuts down use of the illegally deforested land.

In that case, τ∆Y as given by Equation (3.25) represents an upper bound on the

true welfare impact. Our new metric for evaluating the protection program is

based on τ∆Y as given by this equation.

3.3.3 The new metric as a weighted average treatment ef-

fect on the treated

Although τ∆Y as given by Equation (3.25) has a straightforward economic in-

terpretation, it is not an appropriate evaluation measure for forest conservation

programs for three reasons. First, it is a population measure that sums across all

individuals in the subset that satisfies i ∈ S3 and Di = 1. We need a measure that

can be estimated via a finite random sample. Second, it is a direct measure of

utility. Since the absolute level of utility does not have a well-defined economic

interpretation, we cannot compare τ∆Y across different programs. Third, it has a

range of R+, so we cannot compare it with conventional evaluation measures such

as the ATT for avoided deforestation, which ranges from zero to one.

We therefore propose a normalized version of τ∆Y as the appropriate welfare-
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based evaluation measure:

τATTW =

∑
i∈S3,Di=1

(
µS(Xi) + US

i − kRµL(Xi)
)

∑
Di=1

(
µS(Xi) + US

i − kRµL(Xi)
) (3.26)

We refer to τATTW as a weighted ATT because, unlike the ATT for avoided

deforestation τATTQ , it weights treated sites differently from each other. Recall

that τATTQ is the share of S3 in the treatment group,

τATTQ =
∑
i∈S3,Di=1 1∑
Di=1 1 (3.27)

The denominator is the size of the treatment, which represents the maximum

amount of impact that can possibly be achieved. The numerator represents the

actual impact. By analogy, we can interpret τATTW in a similar way. The de-

nominator of τATTW represents the maximum welfare impact that can possibly be

achieved, while the numerator represents the actual welfare impact. Both τATTQ

and τATTW range between zero and one, making them directly comparable when

referring to the same program.

The identification of τATTW involves two tasks. The first task is to identify the

forest-cover counterfactuals, which are also required for the identification of τATTQ .

We use propensity score matching to do this. We have shown in Section 3.3.1 that

the CIA is satisfied. We also assume P(D = 1|X = x) ∈ (0, 1) for all x in the

support of X, which is the full support assumption. Given this assumption, the

treatment effect conditional on X,

τi = E[Q1i|p(Xi), Di = 1]− E[Q0i|p(Xi), Di = 0]

= E[Q1i|p(Xi), Di = 1]− E[Q0j|p(Xj), Dj = 0]
(3.28)

can be identified. The second equation replaces the second term, which is the

82



counterfactual of i, by its matched counterpart j in the control group. p(Xi) is

the propensity score, which needs to be estimated before Equation (3.28) can be

applied. Although one can estimate p(Xi) using a non-parametric method such

as a kernel estimator, we estimate it using a parametric method, specifically the

logistic regression model.

The second task in identifying τATTW is to identify the conditional expectation

of the expression in parentheses in Equation (3.26). We denote it as

Wi ≡ E[µS(Xi)− kRµL(Xi) + US
i |Xi = x,Di = 1] (3.29)

Since the selection equation is

Di = 1
(
µS(Xi)− kRµL(Xi) + US

i > 0
)

(3.30)

the first part of Equation (3.29) can be identified by assuming a distribution for US
i .

For simplicity, we will again use a logistic model, denoting θXi = µS(Xi)−kRµL(Xi)

and assuming US
i follows the standard logistic distribution. Thus, θ is identifiable.

We can then treat θ as given and identify Wi, which now can be written as

Wi = E[θXi +US
i |θXi +US

i > 0]. Utilizing the fact that US
i has a standard logistic

distribution, we can derive (see Appendix A for details):

Wi = eθXi

1 + eθXi
ln(1 + eθXi) (3.31)

which is identifiable once we have identified θ.

In empirical work, we can first estimate Wi, then use propensity score matching

to estimate

τ̂ATTW =
∑
i

DiŴi∑
iDiŴi

(Qi −Qj) (3.32)
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Table 3.1: τATTQ and τATTW in a simple numerical example

Site Effective Protection
Case 1 Case 2 Case 3

A (Area=1, Weight=1) YES NO NO
B (Area=1, Weight=2) NO YES NO
C (Area=1, Weight=3) NO NO YES
τATTQ 1/3 1/3 1/3
τATTW 1/6 1/3 1/2

where Qj is the matched counterpart of Qi. Compared to the ATT for avoided

deforestation,

τ̂ATTQ =
∑
i

Di∑
iDi

(Qi −Qj) (3.33)

the only difference is the inclusion of the estimated welfare weight. Table 3.1

illustrates the difference between these two metrics through the simple example of

three forested sites (A, B, C), which have the same area and are all protected but

vary in terms of their utility weights and the effectiveness of protection. In each

of three cases shown in the table, protection is effective for only one of the sites

(i.e., deforestation occurs if and only if that particular site is not protected). Since

all sites have the same area, τATTQ has the same value in each case. Depending

on which site is effectively protected, however, τATTW can be larger than, smaller

than, or equal to τATTQ . The expressions for τ̂ATTQ and τ̂ATTQ given by Equations

(3.32) and (3.33) can be extended to cases in which Q is not a binary variable.

Appendix B elaborates on the analytic framework for a continuous Q.

To interpret the economic message embedded in the τATTW , recall that θXi

is the ex ante expected difference, conditional on X, between the social welfare

value of maintaining forestland and the private welfare value of converting land.

From Equation (3.31) we can see that Wi is monotonically increasing in θXi, i.e.,

∂Wi/∂(θXi) > 0. Therefore, compared to τATTQ , τATTW gives more weight to sites

associated with higher expected welfare differences. One would expect a benign

government to prioritize the protection of such sites. Indeed, this is implied by our
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model. Statistically, the procedure for estimating Wi is identical to estimating the

propensity score p(Xi), which can be expressed as

p̂(Xi) = exp (θ̂Xi)
1 + exp (θ̂Xi)

(3.34)

We can therefore rewrite the estimator for Wi as a monotonic transformation of

the estimated propensity score,

Ŵi = p̂(Xi) ln
( 1

1− p̂(Xi)

)
(3.35)

Hence, τATTW also gives more weight to sites associated with higher propensity

scores.

To emphasize, τATTW differs from τATTQ only when the treatment effect is

heterogeneous. If the treatment effect is homogeneous, then the weighted and

unweighted averages are the same. Moreover, by proposing to use the τATTW ,

we are considering a context where the individual treatment effect varies not

randomly, but rather in accordance with the propensity score. This connection to

the propensity score implies that the τATTW is larger if a program is more effective

in places with high propensity scores than in places with low propensity scores.

Acknowledging that the government has information that economists do not have

and assuming that the government is benign, the τATTW thus is larger if a program

achieves more of what the government prioritizes. Although we cannot empirically

test the assumption of the benevolence of the government, we can incorporate the

variation in individual treatment effects into an empirical measure of a program’s

impact.
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3.3.4 The standard error of the new metric

Estimating the standard error of matching estimators is challenging. It requires

establishing an asymptotic approximation to the distribution of matching esti-

mators, which is difficult because the estimators are non-smooth functions of the

distribution of matching variables. Furthermore, Abadie and Imbens (2008) have

shown that, for a fixed number of matches, bootstrapping is not valid for matching

estimators. We therefore follow the alternative method for estimating standard

errors of treatment effect estimators that Abadie and Imbens (2006) developed.

First, we rewrite Equation (3.32) as

τ̂ATTW =
n∑
i=1

ŵiτ̂i (3.36)

where ŵi = DiŴi/
∑
iDiŴi and τ̂i = Qi−Qj . We treat ŵi as given, i.e., ŵi = wi, so

the variance of τ̂ATTW , conditional on the covariates and the treatment indicators,

can be expressed as

V [τ̂ATTW |X,D] = V [
n∑
i=1

ŵiτ̂i|X,D] =
n∑
i=1

w2
i V [τ̂i|X,D] =

n∑
i=1

w2
i

(
σ2

1(Xi) + σ2
0(Xj)

)
(3.37)

This procedure is similar to the way that Abadie and Imbens (2006) establish the

variance of the conventional ATT matching estimator. We need to estimate σ2
1(Xi)

for all i in the treatment group and σ2
0(Xj) for all j that are used as the matched

controls. Fortunately, these estimates do not need to be consistent. Abadie and

Imbens (2006) suggest estimating them using matching within the treatment group

and the control group, respectively, and we implement their method.

In a more recent study, Abadie and Imbens (2016) show that the variance

of matching estimators must be adjusted for the fact that propensity scores are

estimated prior to matching. They derive the adjustment term, and they develop a
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procedure to estimate it. The adjustment term, denoted as σ2
adj , is based entirely on

the first-stage regression that estimated the propensity scores, which is identical to

our first stage in estimating τATTW . Therefore, we can directly add the adjustment

term to the estimation of the variance of τ̂ATTW given by Equation (3.37):

V̂ [τ̂ATTW |X,D] =
n∑
i=1

ŵ2
i

(
σ̂2

1(Xi) + σ̂2
0(Xj)

)
+ σ̂2

adj (3.38)

When σ̂2
1(Xi) and σ̂2

0(Xj) are homogeneous across i and j, the variance of τ̂ATTW

is always larger than the variance of the corresponding τ̂ATTQ due to the presence

of unequal weights. In that particular case, the economically more meaningful

measure of a program’s welfare impact that τ̂ATTW provides compared to τ̂ATTQ

comes at the cost of reduced precision. In the general case, however, the variance

of the individual treatment effect can be heterogeneous. Consequently, the variance

of τ̂ATTW can be larger, smaller, or equal to the variance of τ̂ATTQ , depending on

how weights are assigned.

The variance formula for τ̂ATTW developed above has a limitation, as it treats

ŵi as given weights. Analyzing the distribution of a weighted average of random

variables when the weights themselves are random is a challenging issue that

remains on the frontier of statistical research (Tang and Yuan 2014; Roozegar and

Soltani 2015). We do not attempt to solve that issue in this paper.

3.4 Empirical application

We demonstrate how the τATTW metric can be applied by evaluating Thailand’s

mangrove zoning system. In the 1970s and 1980s, Thailand experienced a boom

in shrimp farming, which entailed the complete or near-complete conversion of

affected mangrove areas into shrimp ponds. Consequently, the annual deforestation

rate of mangroves increased from 6,350 hectares in 1975–1979 to 12,986 hectares
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in 1979–1986 (Sathirathai 1998). On December 15, 1987, the country’s highest

governmental authority, the Prime Minister’s Cabinet, issued a resolution that

established a new management system for the country’s mangroves. The new

system assigned most of country’s mangrove area to three zones: (1) a Protection

Zone, which allowed neither conversion to other land uses nor extractive use of

any kind; (2) Economic Zone A, which prohibited conversion but allowed sustain-

able harvesting of wood products; and (3) Economic Zone B, which allowed both

conversion and extractive uses. The government implemented this system for 13

years. In 2000, it issued a new Cabinet Resolution, which merged both Economic

Zones into the Protection Zone.

Until 2000, mangroves in the Protection Zone and Economic Zone A can

therefore be considered to be in protected areas (PAs) where deforestation (i.e.,

conversion to other land uses) was prohibited (the "treatment group"), while man-

groves in Economic Zone B and outside the zoning system can be considered to be

unprotected from the standpoint of deforestation (the "untreated group"). Most

of the Protection Zone and Economic Zone A represented a newly protected area:

only 7.4% of the combined area of these two zones was within national parks or

other PAs that had been established before 1987.

We are interested in comparing the impact of Thailand’s zoning system when

measured in economic terms, using τATTW , to the impact when measured using the

ATT for avoided deforestation. Mangrove protection in Thailand during 1987–2000

is well-suited to the application of our new evaluation metric. The Thai government,

which can be seen as a single agent, mandated where the zones would be located,

and the zone assignments remained unchanged during this period. Using a single

model (i.e., the logistic model) to analyze the selection process and using matching

to identify and estimate the program’s causal impact are therefore appropriate

88



evaluation procedures.

3.4.1 Data and Covariate Construction

We acquired GIS data on mangrove presence/absence for Thailand in 2000 from

the Global Mangrove Forest Distribution, v1 (2000) dataset, which was created by

Giri, Ochieng, et al. (2011) and is publicly available from NASA’s Socioeconomic

Data and Applications Center.3 We hired a spatial analyst to create corresponding

data for 1987 using the same type of satellite images (Landsat) and the same

techniques as were used in Giri, Ochieng, et al. (2011). Any differences in image

processing between the two years should therefore be negligible and not bias our

results. The data for both years are in raster format, with a 30-meter pixel size.

We drew a random sample of 50,000 points from locations where mangroves

were present in at least one of the two years. The total area of pixels satisfying

this criterion was 3,227 km2, which implies that we drew roughly 1 point for every

6 hectares of mangroves. Figure 3.1 presents our sampling frame. To prevent

drawing multiple points from a single pixel, we set the minimum distance between

any two sampled points at 50 meters. Given our focus on avoided deforestation,

we dropped all points where mangroves were not present in 1987. We also dropped

points from a small part of Krabi Province that lacked mangrove data for 2000;

those points accounted for less than 2% of the entire sample.4 Lastly, we dropped

points inside PAs that existed prior to 1987 to eliminate the confounding effect of

existing PAs. These procedures left a sample of 37,938 points.

We classified the treatment status of these points using a shapefile from the
3See https://sedac.ciesin.columbia.edu/data/set/lulc-global-mangrove-forests-distribution-

2000.
4We confirmed with the corresponding author of Giri, Ochieng, et al. (2011) that the data

were missing due to technical oversight during image processing, so there is no reason to suspect
that mangrove cover dynamics during 1987–2000 in this small region differ systematically from
dynamics in other parts of the country.
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Figure 3.1: Map of mangrove sampling frame

Note: Sampling frame (i.e., areas with mangrove cover in either 1987 or 2000) is shown in black.
Gray boundaries demarcate Thai provinces.
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Figure 3.2: Local illustration of the mangrove zoning system

Note: This map shows a portion of Krabi Province on the west coast of Thailand. Tambons are
third-level administrative subdivisions of the Thai government, below provinces and districts.
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Table 3.2: Size of polygons by type of zone

Zone Median Area (km2) Side (km) Diameter (km)
Protection Zone 0.026 0.161 0.182
Economic Zone A 0.023 0.152 0.171
Economic Zone B 0.218 0.467 0.527
Note: "Side" refers to the dimension of the median polygon assuming that
the polygon is a square. "Diameter" refers to the dimension of the median
polygon assuming that the polygon is a circle.

Thailand Department of Marine and Coastal Resources (DMCR), which showed

the boundaries of the Protection Zone, Economic Zone A, and Economic Zone B

as of 1987. As shown in Figure 3.2 and Table 3.2, the government delineated the

zones at a very fine scale. Approximately two-thirds of the points (24,648) were in

the treatment group, i.e., in either the Protection Zone or Economic Zone A. The

observed 1987–2000 deforestation rates were 21.5% and 16.8% for the Protection

Zone and Economic Zone A, respectively, and 49.0% and 50.6% for Economic Zone

B and the area outside of the zoning system, respectively.

We also collected data for a comprehensive set of covariates that could poten-

tially affect both treatment status (i.e., protection) and the forest cover outcome

(i.e., avoided deforestation). Table 3.3 lists the covariates and their means and

standard deviations for the 37,938-point sample. Several of the covariates reflect

protection criteria stated in the 1987 Cabinet Resolution, which include location

within existing national parts and other PAs; proximity to coastlines and rivers, to

prevent coastal erosion and serve as windbreaks; and importance as biodiversity

habitat. We augmented covariates for these criteria with ones commonly used in

the matching literature on forest conservation programs, such as distances to the

nearest road, urban areas, and the forest edge (Pfaff et al. 2009, 2015). We did

not include two covariates commonly used in that literature, slope and elevation,

because mangroves occur primarily in intertidal zones where variation in these

factors is negligible. We also included dummy variables for major climatic zones,
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Table 3.3: Definitions and summary statistics of the covariates (N=37,938)

Covariate Units Mean Std. Dev.

Climate: equatorial binary 0.071 0.256
Climate: tropical savanna binary 0.091 0.287
Wind speed meters per second 3.503 0.386
Distance to coast meters 2,757 2,851
Distance to river meters 546.1 808.2
Distance to province capitals meters 31,428 20,636
Distance to district seats meters 11,230 6,905
Distance to urban area meters 18,820 12,757
Distance to road meters 4,585 3,247
Distance to edge: near binary 0.465 0.499
Distance to edge: far binary 0.248 0.432
Principal component of species 0.000 1.611

which in addition to the distance variables might affect returns to other land uses

and thus the opportunity cost of protection. Appendix C provides details on data

collection and construction of these covariates.5

Matching requires the common support assumption: covariates must have

sufficient overlap between the treatment group and the untreated group. For

each covariate, we identified untreated points with values more than 1% beyond

the range of treated points and dropped them from the sample. This process

resulted in less than 1% of the points being dropped. Our final data set included

37,585 points, 65.6% of them treated. We used it to conduct two parallel impact

evaluations, one using the conventional τATTQ for avoided deforestation, with

mangrove status (presence/absence) in 2000 as the outcome variable, and the other

using our new metric τATTW . Both analyses used propensity score matching to
5Matching studies on PAs often include population density as a covariate. Spatially disaggre-

gated population data are available for Thailand’s Population and Housing Census in 1990 but
not the previous census year, 1980. We did not include population density based on the 1990
data as a covariate because the data are post-treatment, which could cause the covariate to be
endogenous. We note, however, that 1990 population density is well-balanced in the sample, with
a standardized mean difference of -0.026 and a variance ratio of 0.608, which compare favorably
to the corresponding values for the covariates included in the matching analysis (see Section 3.4.2
and Table 3.5).
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reduce selection bias, with the same logistic regression used in the first stage. We

used matching with replacement, so that untreated points could be used as the

best match (“nearest neighbor”) for multiple treated points. To determine if results

were sensitive to the number of untreated points used as matches for each treated

point, we varied the number of matches from 1 to 20.

3.4.2 Spillovers and Balance

The literature on PA evaluation emphasizes the need to address spillover effects,

which can bias estimates of treatment effects (Robalino et al. 2017; Herrera et al.

2019). There are two types of spillovers, leakage and blockage (Fuller et al. 2019).

In the case of leakage, PA establishment displaces deforestation that would have

occurred inside a PA to an unprotected location where deforestation would not

have occurred in the absence of protection. Conversely, in the case of blockage,

PA establishment increases the cost of deforestation in unprotected locations and

reduces the amount of deforestation that would have otherwise occurred in those

locations. Failure to control for leakage and blockage can result in overestimation

and underestimation, respectively, of PAs’ effectiveness in reducing deforestation.

When investigating local spillovers, the definition of “local” depends on the

geographical scale of the PA in question. Since mangroves naturally occur in

narrow strips along the coastline, Thailand’s zoning system delineated the polygons

for the different zones at a much finer scale (see Figure 3.2 and Table 3.2) than,

say, the scale of PAs commonly analyzed in countries such as Brazil (Herrera et

al. 2019) and Costa Rica (Robalino et al. 2017). Median areas were substan-

tially smaller than 1 km2 for polygons in all three zones. We therefore expect

spillover effects associated with the Protection Zone and Economic Zone A to occur

primarily within a few kilometers of the corresponding polygons. To investigate

the magnitude of spillovers, we first estimated τATTQ , the treatment effect for
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Table 3.4: Propensity score matching estimates with controls for spillovers

Exclusion Criteria τATTQ N1 N0
Baseline: No Exclusion 0.213*** 24,648 12,937

(0.011)
Exclusion Distance: 1 km 0.331*** 24,648 5,360

(0.025)
Exclusion Distance: 2 km 0.268*** 24,648 4,277

(0.047)
Exclusion Distance: 3 km 0.242*** 24,648 3,665

(0.031)
Standard errors in parentheses
*** p<0.01, ** p<0.05, * p<0.1

Note: N1 and N0 indicate the numbers of observations in the
treated group and the control group, respectively.

avoided deforestation, using the full sample of 37,585 points as a baseline. Then,

we progressively excluded from the analysis untreated points that were within a 1

km, 2 km, or 3 km buffer of a Protection Zone or Economic Zone A polygon. Table

3.4 displays the results. The estimated τATTQ for the 1 km buffer is much higher

than the baseline value, suggesting that protection caused significant blockage and

that the baseline estimate underestimates the actual impact of the zoning system

on avoided deforestation. The estimates decline as the buffer increases beyond 1

km, but they remain greater than the baseline value.

Although the declining estimates for buffers greater than 1 km could reflect a

changing mix of spillover effects, we suspect that it instead reflects deteriorating

match quality. Table 3.5 presents information on covariate balance before and after

matching when we apply the 1 km buffer. For almost all variables, the standard-

ized mean differences are much closer to zero, and the variance ratios are much

closer to one, after matching. Both criteria indicate that matching significantly

improved the balance between the treatment and control points, and both satisfy

the corresponding rules-of-thumb in the matching literature: the absolute value

of the standardized mean differences are below 0.25, and the variance ratios are
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Table 3.5: Covariate balance with and without matching (N=30,008)

Standardized Difference Variance Ratio
Variable Raw Matched Raw Matched
Climate: equatorial -0.447 0.080 0.301 1.460
Climate: tropical savanna -1.401 -0.007 0.037 0.932
Wind speed -0.570 0.110 0.647 0.606
Distance to coast -0.692 0.196 0.456 1.008
Distance to river -0.181 -0.215 0.689 0.522
Distance to province capitals 0.692 -0.155 1.847 1.252
Distance to district seats 0.548 -0.101 1.840 1.067
Distance to urban area 0.448 -0.070 1.246 1.625
Distance to road 0.410 0.190 1.344 0.705
Proximity to edge: near -0.991 -0.216 1.273 0.902
Proximity to edge: far 0.760 0.176 4.443 1.174
Principal component of species 0.296 0.167 3.882 1.213
Predicted propensity score 2.182 0.000 0.120 1.000

between 0.5 and 2 (Rubin 2001; Ho et al. 2007; Jayachandran et al. 2017). The

bottom row of the table presents the balance for the predicted propensity score,

and Figure 3.3 illustrates that the absolute deviations in the predicted propensity

score between treated points and their matched controls are tiny.

For the 1 km buffer, match quality is therefore very good even though applying

the buffer results in a loss of more than half of the potential matches. Match

quality deteriorates as the buffer increases to 2 km and then 3 km, with the

standardized mean differences and variance ratios both becoming much larger.

This deterioration occurs because increasing the buffer shrinks the pool of potential

controls by excluding more untreated points from the analysis (see the last column

in Table 3.4). The 1 km buffer appears to be the most appropriate exclusion

criterion, as it controls for spillovers while still achieving acceptable match quality.

We therefore use it in the rest of the analysis.
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Figure 3.3: Match quality for treated points.

Table 3.6: Results of the first stage logistic regression

Variable Marginal Effect
Climate: equatorial -0.214*** (0.034)
Climate: tropical savanna -0.299*** (0.050)
Wind speed -0.049 (0.045)
Distance to coast -1.02E-5** (4.33E-06)
Distance to river -2.00E-5** (9.94E-06)
Distance to province capitals 2.30E-06* (1.35E-06)
Distance to district seats 4.04E-06 (2.64E-06)
Distance to urban area -3.97E-06** (1.98E-06)
Distance to road 2.02E-06 (3.79E-06)
Proximity to edge: near -0.076*** (0.013)
Proximity to edge: far 0.067*** (0.022)
Principal component of species -0.004 (0.007)

Observations 30,008
Pseudo R-square 0.540
Standard errors, clustered for as districts, in parentheses

*** p<0.01, ** p<0.05, * p<0.1
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3.4.3 Comparison of Treatment Effects

Table 3.6 presents the results of the first-stage logistic regression that we used

to estimate the propensity scores for the sample with the 1 km buffer. Most of

the covariates have statistically significant (p < 0.05) effects on the probability

of being treated. The coefficients for distances to coast and river are both sig-

nificantly negative, which is consistent with the Cabinet Resolution’s statement

that mangrove protection should be prioritized closer to the coastline and river

banks, to protect the shoreline. These variables evidently provide better measures

of selection for coastal protection than does the wind speed variable, which is

insignificant. The probability of being treated was higher for interior mangroves

and lower for mangroves near the forest edge, which mirrors results in previous

matching studies on PAs (e.g., Joppa and A. Pfaff 2009). The results also indicate

that climatic zone significantly influenced treatment. Although the Cabinet Reso-

lution listed biodiversity conservation as an important reason for protection, the

species covariate is insignificant. A plausible explanation is that the government

likely weighted biodiversity conservation less heavily in Economic Zone A, where

most of the protected area was located and where the Cabinet Resolution allowed

sustainable wood harvesting, than in the Protection Zone. The remaining four

variables are all distance measures to anthropogenic features (cities of various

types; roads) and are mostly insignificant, perhaps due to correlations with each

other or the other distance variables.

Table 3.7 compares the estimates of the conventional ATT for avoided defor-

estation (τATTQ) and the weighted ATT for net forest value (τATTW ) for different

numbers of matches. The number of matches has little impact on either measure:

the estimates of τATTQ range only from 0.29 to 0.33, and the range for the estimates

of τATTW is virtually the same, 0.28 to 0.34. The difference between the estimates
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Table 3.7: Propensity score matching estimates of the zoning system’s impacts

Number of Matches τATTQ τATTW
n=1 0.331*** 0.342***

(0.025) (0.025)
n=2 0.316*** 0.321***

(0.023) (0.023)
n=5 0.300*** 0.289***

(0.024) (0.024)
n=10 0.295*** 0.278***

(0.022) (0.022)
n=15 0.312*** 0.303***

(0.025) (0.025)
n=20 0.308*** 0.295***

(0.025) (0.025)
Observations 30,008 30,008

Standard errors in parentheses
*** p<0.01, ** p<0.05, * p<0.1

of τATTQ and τATTW within each pair is tiny and statistically insignificant based on

t-tests using the estimates and their standard errors. Nonetheless, the two measures

have different interpretations: the estimates of τATTW indicate that approximately

30% of the Protection Zone and Economic Zone A prevented deforestation that

would have occurred in the absence of protection, while the estimates of τATTW

indicate that the zoning system protected approximately 30% of the social welfare,

as perceived by the government, that would have been lost if all the protected

mangroves had been deforested.

The nearly identical estimates of τATTQ and τATTW is a coincidence that need

not have occurred. To demonstrate this, for the model with a single match, we

divided the treatment group into 50 quantiles based on predicted propensity scores,

and we calculated each quantile’s ATT for avoided deforestation. Figure 3.4 shows

the resulting distribution, with each dot representing the τATTQ for a given quantile.

The treatment effects vary greatly across the quantiles, ranging from close to 1 to

slightly below 0. More important, they are almost entirely uncorrelated with the

predicted propensity scores (r = 0.12, p = 0.38). The discussion in Section 3.3
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Figure 3.4: Distribution of the average treatment effect for avoided deforestation
(τATTQ) by quantiles of the predicted propensity score (50 quantiles)

implies that this lack of correlation is responsible for the very similar estimates of

τATTQ and τATTW .

In general, however, predicted individual treatment effects and propensity scores

could have a non-zero correlation. If they are positively correlated, then τATTW

is larger than τATTQ , and the opposite is true if they are negatively correlated.

Because τATTQ does not depend on the correlation between predicted individual

treatment effects and propensity scores, we can readily determine the potential

range of τATTW for the Thailand zoning system. In effect, we can simulate a

more complex, and more realistic, example than the simple one given in Table 1.

τATTW attains a maximum value of 0.582 if the two series are perfectly positively

correlated and a minimum value of 0.073 if they are perfectly negatively correlated.

The lack of correlation in the actual data causes τATTW to be near the middle of
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this range and thus similar to τATTQ , but the two measures could have differed by

large amounts. Depending on the correlation of the predicted individual treatment

effects and propensity scores, τATTW could have been nearly twice as large as τATTQ

(0.582 vs. ∼0.3) or barely a quarter as large as it (0.073 vs. ∼0.3). The ATT for

avoided deforestation can thus be a highly misleading proxy for the welfare impact

of a forest conservation program.

3.5 Conclusion

Propensity score matching is one of the most widely applied methods for identifying

and estimating treatment effects models, especially in the forest conservation liter-

ature. In its standard application, the first stage of a propensity score matching

study serves only as a statistical step for predicting an index, the propensity

score, that is subsequently used to match treated observations to controls. In

this paper, we have argued that when the outcome variable is a binary variable

that characterizes behavioral responses by agents to a government program, then

a welfare interpretation is embedded in the first-stage analysis. We exploit this

welfare interpretation to develop a method that can be used to indirectly evaluate

the welfare impact of a program. We demonstrate the applicability of this method

using the empirical case of mangrove protection in Thailand.

This paper extends the analytical tools that applied economists have for eval-

uating the impacts of government programs, and forest conservation programs

in particular. Nonetheless, our new method has limitations. First, the way we

constructed the standard error of τATTW in this paper does not account for the fact

that the weights are estimated, which means that the τATTW estimates presented

in this paper are less precise than the reported standard errors indicate. Second,

the weights capture the utility of the policy maker, not the public whose utility
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is affected by the policy maker’s decisions. By claiming that such weights also

represent social welfare weights, we are assuming a rational government that acts

on behalf of society. This asssumption is obviously a strong one, which holds

better in some contexts than others. Third, in the absence of information on

enforcement actions against noncompliance with a program, the new metric τATTW

is best interpreted as an upper bound on welfare impacts.

We close by noting a difference in how a government might respond to a low

estimate of τATTW compared to a low estimate of τATTQ . A response to a low

estimate τATTQ could include shifting program targets to alternative sites (or

recipients), in order to increase a program’s impact as measured in physical terms.

The theoretical framework for τATTW does not imply a similar option to retarget

a program, because it assumes that the government made the socially optimal

choice of program targeting when it selected sites (or recipients) for treatment.

If a program’s impact as measured by τATTW is low, then increasing its impact

is purely a matter of strengthening enforcement, not retargeting. Viewed from

another angle, this difference implies that retargeting a program in response to

a low estimate of τATTQ might not be welfare-improving, particularly when the

estimates of τATTQ and τATTW are very different.
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Chapter 4

Incorporating Economics

Increases the Estimated Impact

of Protected Area1

4.1 Introduction

National parks and other protected areas (PAs) have long been leading tools for

conserving natural forests and the ecosystem services they provide. Evaluating the

effectiveness of PAs is crucial for establishing the evidence base for conservation

policy. In the recent decade or so, there has been an explosion in the evaluation of

causal impacts of PAs (dos Santos Ribas et al. 2020). The causal impact refers

to the difference between a realized conservation outcome and its counterfactual,

the hypothetical outcome that would have happened in the same areas had those

PAs not existed (Ferraro 2009). To overcome the challenge that counterfactuals

are unobservable, economists have advocated for exploiting quasi-experimental

designs, including matching methods, difference-in-differences models, instrumental
1This chapter draws on datasets developed in collaboration with Krista Erdman, Chandra Giri,

Qiang He, Ryan Huang, Kavi Kumar, Brian Silliman, and Alex Vanko and analytical discussions
with Brian Murray and Jeffrey Vincent.
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variables, and regression discontinuity (Imbens and Wooldridge 2009).

The rate of deforestation is the focal outcome of interest in the existing lit-

erature on the evaluation of forest PAs (Blackman 2013; Burivalova et al. 2019).

Although estimating the impact on the rate of deforestation is an understandable

and useful initial step toward assessing the ex post effectiveness of PAs, its eco-

nomic interpretation and policy implication can be ambiguous or even misleading

if PA impacts on deforestation and the net value of forest protection are spatially

heterogeneous (Vincent 2016). Both conditions hold true in the reality. There is

rigorous evidence at local, regional, and global level suggesting that PA impacts

vary considerably by location (Herrera et al. 2019). Conservation ecologists have

long known that ecological values of forests, such as species habitats and carbon

storage, also vary by location (Asner et al. 2010; Gibson et al. 2011; Le Saout et al.

2013). When forests are preserved, the same land cannot be used for other eco-

nomic activities, and this forgone economic value of preserved land is also spatially

heterogeneous (Naidoo, Balmford, et al. 2006; Polasky 2008). An ideal PA should

effectively preserve the forestland that provides the highest ecological values and

bears the lowest opportunity cost. In this perspective, the impact on deforestation

rate provides very limited information regarding the economic performance of a PA.

We argue for an impact evaluation approach that incorporates more economics.

Instead of focusing on the causal impact on the deforestation rate, which is a

physical measure of land use change, we emphasize the causal impact on the net

value of land, which is an economic measure that can be expressed in monetary

terms and embodies spatial variation in the benefits and costs associated with

avoided deforestation. In the context of forest conservation, the net value of land

depends on the state of land use. When a plot of forest is converted to serve other

economic activities, the plot would in principle experience a decline in its ecological
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value and an increase in its market value. Such land use transformation is socially

beneficial if the net value of land increases, i.e., the gain in market value exceeds

the loss in ecological value, and not if otherwise. By intervening and restricting

the decision on land use change, the essential goal of a PA program is to prohibit

land use transformations that are socially detrimental while still allowing for land

use transformations that are socially beneficial. Thus, estimating the impact on

the net value of land is a direct and reasonable way to evaluate the effectiveness of

PAs. Due to spatial heterogeneity in these values, the impact on the net value of

land can be expected to differ from the impact on the deforestation rate in terms

of both relative magnitude and potentially even direction.

We implemented this economically oriented evaluation approach on mangrove

conservation in mainland India. No previous study has rigorously evaluated the

impact of mangrove PAs in India. Mangroves are highly productive forested ecosys-

tems that occur in the inter-tidal zone in tropical and subtropical regions and

store more carbon than any other tropical or subtropical ecosystem per unit of

area (D. C. Donato et al. 2011; Mcleod et al. 2011). In 2000, India had 4,500

square kilometers of mangroves, approximately 2.7% of the global total, including

part of the Sundarbans, the largest contiguous mangrove forest in the world (Giri,

Ochieng, et al. 2011). Human conversion of mangroves to agriculture, aquaculture,

and urbanization has contributed to large global losses of mangrove area since the

1970s, leading to loss of carbon sequestration as well as other ecosystem services

that mangroves provide (Polidoro et al. 2014). The government of India established

nearly all mangrove PAs in the country between 1975 and 1990. The primary reason

stated in the government announcements that established the PAs was to protect

wildlife, especially the Bengal tiger, followed by protecting the coastline against

erosion and storms.2 Although carbon sequestration was not a stated reason for
2The government announcement (“gazette notifications”) can be accessed online at

www.wiienvis.nic.in/Database/Protected_Area_Gazette_Notification_Database_7813.aspx.
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establishment of the PAs, protecting carbon stored in mangroves (“blue carbon”)

has more recently been identified as an important means of mitigating global

climate change (Pendleton et al. 2012; Siikamäki et al. 2012). In addition, concern

has emerged that forest protection for carbon sequestration might not result in

protection of sites that are valuable for biodiversity conservation (Di Marco et al.

2018). Our analysis contributes the debate on this issue by examining whether

PAs established originally primarily for biodiversity conservation can nevertheless

deliver net carbon benefits in monetary terms.

We exploited a new set of 30-meter raster layers on mangrove presence/absence

in India for 1975, 1990, and 2015 based on Landsat images, along with a new

set of digital maps for all mangrove PAs in India established during 1975–1990.

(See Section 4.3 for details on both of these new datasets). This enabled us to

conduct a conventional evaluation of PAs’ impact on mangrove cover (i.e., avoided

deforestation) during 1990 – 2015, using multivariate regression models prescreened

by covariate matching. In addition, we drew on published estimates of carbon

storage in the biomass and soils of Indian mangroves to develop a regression-based

model that predicted spatially varying estimates of potential carbon storage across

mangrove sites in India. We combined these estimates with the social cost of

carbon to value the carbon benefit of mangrove protection. We also used household

survey data from India’s National Sample Survey Office (NSSO) to estimate the

market value of agricultural land in the Indian districts (equivalent to US counties)

where mangroves are found. We used these estimates as spatially varying measures

of the opportunity cost of mangrove protection. With this combination of datasets,

we evaluated PAs’ impact on the net value of land using the same models as we did

for the conventional evaluation. We examined how the impact of PAs varied with

respect to road proximity and the length of the protection period (i.e., number

of years since PA establishment). Our results show that incorporating economics
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into the outcome variable in an impact evaluation of PAs reveals effects that are

not detected by the conventional approach. The level and direction of the effects

we detected are associated with proximity of mangrove sites to roads and differ

between the short run and the long run.

The rest of this chapter is organized as follows. Section 4.2 lays out the empirical

method of our evaluation analysis. Section 4.3 explains the data we used. Section

4.4 explains how we estimated potential carbon stock. Section 4.5 presents our

evaluation results. Section 4.6 discusses the implications of the results.

4.2 Empirical Method

To examine the economic impact of PAs on mangroves, we performed a set of

multivariate OLS regressions on a sample prescreened by matching. The raw sample

we used contains 6,280 treated points (i.e., mangrove locations that were protected

during 1990 – 2015) and 4,946 untreated points (i.e., mangrove locations that

were unprotected during 1990 – 2015), but they are unbalanced in key covariates

that could drive mangrove loss and the establishments of PAs. See Section 4.3

for description of the dataset and the covariates we used. We first used matching

methods to construct a control group that is well balanced with the treatment

group in all observable covariates. We then ran three sequential regressions on this

prescreened sample: (1) the conventional approach using avoided deforestation

as the outcome variable; (2) substituting avoided deforestation with a carbon

measure (the potential stock of biomass and soil carbon) as the outcome variable;

and (3) substituting the carbon measure with a net land value measure as the

outcome variable. The right-hand side of this set of regressions remains the same,

which allows us to compare evaluations using different outcome variables. Both the

carbon measure and the net land value measure are different between the treatment
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group and the control group only when mangrove status differs. In other words, our

analysis neither attempts to assess the impact of PAs on potential carbon stock of

mangroves nor the impact on potential land value when deforestation occurs. Our

analysis, specifically the second and third regressions, only captures the impact

of PAs through land use changes, by weighting the biophysical outcome variable

(avoided deforestation) by either potential carbon stock (the second regression) or

net land value (the third regression).

4.2.1 Covariate matching

We applied matching methods to improve balance between the treatment and the

control group and minimize the potential issue of selection bias. The matching

approach requires that the treated points and untreated points satisfy the common

support condition. We verified it for each covariate and subsequently dropped

points outside of the common support. 610 points were dropped in this step. In

terms of the matching specification, we experimented with both covariate matching

and propensity score matching, both of which implemented one-to-one matching

with replacement. We decided to use covariate matching approach because it

outperforms propensity score matching in producing better overall balance (see

Table 4.1). The 1970 population density was the only covariate that remained

unbalanced due to its skewed distribution. We addressed this problem by flattening

the right tail of its distribution, recoding the values of observations in the largest

decile to the decile’s minimum value. This enabled us to successfully reduce the

standardized differences between the treatment and the matched control to less

than 0.25 for all the covariates, which is the rule-of-thumb standard for balanced

sample recommended in the matching literature (Ho et al. 2007; Jayachandran

et al. 2017; Rubin 2001). The final prescreened sample contains 6,264 treated

points and their one-to-one matched controls.
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Table 4.1: Balance of Covariates before and after Prescreening

Variable Standardized differences Variance ratio
Raw Prescreened prescreened Raw Prescreened prescreened

sample by by sample by by
covariate propensity covariate propensity
matching score matching score

matching matching
Dummy: 0.198 0.004 -0.054 1.433 1.005 0.927
small delta
Dummy: -0.336 0 -0.060 0.052 1 0.415
lagoon
Dummy: 0.354 -0.001 0.065 0.589 1.002 0.880
cyclone
Wind speed -0.487 -0.079 -0.184 0.624 0.933 0.567
Distance to 0.234 0.011 0.041 1.105 1.110 0.932
coast
Dummy: 0.672 0.004 0.081 1.680 1.000 1.013
tiger habitat
Number of 0.665 0.086 0.188 0.484 0.990 0.985
mammal species
Number of 0.468 -0.059 0.228 0.537 0.965 0.496
bird species
Number of 0.723 0.069 0.176 0.533 1.007 0.763
amphibian
species
Distance to 0.478 0.103 -0.166 1.557 1.209 0.648
mangrove
edge 1975
Distance to -0.219 0.108 0.016 0.540 0.987 0.869
state capital
Population -0.636 -0.138 0.163 0.689 0.877 0.809
density
1970 (adjusted)
Note: For most of the covariates, covariate matching generates the standardized differences that are
closest to 0 and the variance ratios that are closest to 1. As we do not include the distance to road as a
matching covariate, the prescreening only slightly improves the balance of the Road variable between the
treated and the control (i.e., its standardized difference changes from 0.593 to 0.441, and its variance ratio
changes from 2.362 to 2.668).
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4.2.2 Regression analysis on avoided deforestation

We then started with a multivariate OLS regression using the prescreened sample

with the following specifications:

Q2015i = α+β1Di+β2Di×DistRoadi+β3Di×Li+β4Di×Li×DistRoadi+γXi+εi

(4.1)

where Q2015i is the binary mangrove status in 2015 (1 = presence, 0 = absence),

Di is the treatment status (i.e., protected during 1990-2015 or not), Li is the

number of protected years prior to 1990, DistRoadi is the distance to the nearest

road as of 1990, Xi is the full set of covariates used for pre-screening, and β is

the treatment effect. Standard errors εi are clustered at the district level. We

included the entire set of covariates for matching to control for any remaining

unbalance between the treatment and the control. Mathematically, Di × Li is

equivalent to Li because Li is a positive number when Di = 1 and zero when

Di = 0, so the model is saturated with respect to Di, Li, and DistRoadi except for

the omission of DistRoadi as a separate regressor. We did not include DistRoadi

in this specification as an independent regressor due to the concern that it might

be endogenous with respect to the treatment and thus could bias the β estimates.

Nonetheless, doing so introduces the risk of transmitting the bias to the interaction

terms involving DistRoadi. We therefore also conducted robustness check by

including DistRoadi as an independent regressor, and the main results remain

consistent (see Section 4.5.5).

These interaction terms in Equation 4.1 allow us to investigate heterogeneity in

the treatment effect. β1 captures the baseline treatment effect when a hypothetical

mangrove site became protected in 1990 and was immediately adjacent to a road

at that time. β2 captures the incremental treatment effect as sites are farther

away from roads. β3 captures the incremental treatment effect of being protected
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for an extra year prior to 1990. Finally, β4 captures how the effect of road

proximity changes over time. Since all points in the sample had mangroves in

1990, the treatment effect can be directly interpreted as the impact on avoided

deforestation. This is perfectly aligned with the practice in the mainstream

literature on deforestation and conservation evaluation. We treat this model as

the benchmark.

4.2.3 Regression analysis on carbon stock

To incorporate spatial heterogeneity of carbon stock in the analysis, for the second

regression analysis we constructed the carbon outcome Carboni as the following:

Carboni = Q2015i × Ci + (1−Q2015i)×NCi (4.2)

where Ci is the potential carbon stock if mangrove is present and NCi is the poten-

tial carbon stock if mangrove is absent (i.e., converted to another land use). Index

i refers to both the treated points and the control points for the 2015 mangrove

status, but only to the treated points for carbon stocks. Points in the control group

were assigned with the corresponding carbon stocks of their matched points in the

treatment group.

The potential carbon stock includes both the aboveground and below ground

biomass carbon stored in mangrove trees and the soil carbon maintained due

to the presence of the mangrove forest. For all treated points the sample, we

predicted these two carbon components using a regression analysis of mangrove

carbon estimates drawn from the literature (see Section 4.4 for details). When

mangroves are converted to other land use, on average 75% of the biomass carbon

and 59% of the soil carbon are released to the atmosphere, and the rest remains

(Siikamäki et al. 2012). We used these ratios to construct NC for all treated points.
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We used the same regression specifications as in Equation 4.1 but replaced the

mangrove outcome with the carbon outcome. Since the potential carbon stock for

the treatment group and the control group were set to be the same, the treatment

effect for the carbon outcome can only be driven by the change in land use, the

same as the treatment effect for avoided deforestation.

4.2.4 Regression analysis on economic outcome

To incorporate additional economics into the evaluation, for the third regres-

sion analysis we constructed the net value of land Yi, which has the following

representation:

Yi = Q2015i ×MCi + (1−Q2015i)× (LVi +NMCi) (4.3)

where MC is the economic value of the potential carbon stock if mangrove is

present, NMC is the economic value of the potential carbon stock if mangrove

is absent, and LV is the market value of the land in 2012. Just as for potential

carbon stocks, the land values of the control points were assigned the values of

their matched points in the treatment group. While potential carbon stocks vary

by points, land values only vary by districts (see Subsection 4.3.5 for details), and

so we expect Yi to be measured with greater error than Carboni.

To express the economic value of carbon stock in monetary terms, we multiplied

potential carbon stock by the social cost of carbon (SCC). We set the SCC to be

50 USD, which corresponds to a discount rate of 3% and is a figure that would

be accepted by most economists (EPA 2019). For robustness, we also performed

two parallel analysis with the value of SCC equal to 75 USD and 14 USD, which

correspond to discount rates of 2.5% and 5%, respectively. Finally, we converted
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the land value, which the NSSO reported in 2010 rupees, to 2019 US dollars using

the consumer price index for India and the official rupee/USD exchange rate from

the World Bank’s World Development Indicators database.

Again, we follow the same regression specifications as in Equation 4.1 but now

used the net value of land as the dependent variable. It accounted for spatial

heterogeneity in both potential carbon stocks and land values.

4.3 Study Site and Data

4.3.1 Mangrove presence/absence

Previous remote sensing analysis estimated that approximately 60% of mangrove

area in India in 2000 was found on the country’s east coast along the Bay of

Bengal, including in the Sundarbans, while 14% was on the west coast along the

Arabian Sea (Giri, Long, et al. 2015). The remaining 26% was found on oceanic

Indian archipelagoes, including the Andaman Islands, the Nicobar Islands, and

Lakshadweep. These islands have very different biophysical environments and

socioeconomic contexts compared to mainland India. For this reason, our study

focuses on mangroves on mainland India.

We used the best available Landsat images to identify locations in India with

mangrove cover in 1975, 1990, and 2015. All data are presented in raster format

at a 30-meter spatial resolution, with the 1975 data being downscaled from the

images’ original resolution of 60 meters. Mangrove status (i.e., presence or absence)

for all years was coded as a binary variable where 1 indicates mangrove presence

and 0 indicates its absence. Aggregated to the district level, the Landsat-based

estimates of mangrove acreage is generally consistent with the district-level stats

reported in the Forest Survey of India’s annual State of Forest Reports, which is
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not surprising given that Forest Survey of India draws on remote sensing data in

addition to field plots.

4.3.2 PA boundaries

We generated a new spatial dataset on the boundaries of mangrove PAs in India.

The World Database on Protected Areas (WDPA) contains information on PAs

worldwide and is the most common source of PA attributes, including shapefiles

for their boundaries, in the forest protection literature (Bingham et al. 2019). Ob-

servation of the WDPA polygons for mangrove PAs in India suggested inaccuracies,

with polygons missing entirely for some PAs. We thus consulted four other sources,

which in order from most preferred to least preferred were: high-resolution PA

shapefiles provided by Dr. Krithi Karanth of the Science for Nature and People

Partnership (SNAPP)3; low-resolution PA map images available from the ENVIS

Centre on Wildlife & Protected Areas, an initiative hosted by the Government of

India’s Wildlife Institute of India4; PA boundaries shown on the ArcGIS base map;

and miscellaneous PA map images found online.

Our data included all 31 PAs in our study region, consisting of 5 national parks

(NP) and 26 wildlife sanctuaries (WLS). We generated shapefiles for the boundaries

of all of them. We used WDPA shapefiles for only 5 of them, and SNAPP shapefiles

for 13. We manually digitized the boundaries of the 13 remaining PAs, with 5

based on map image from the ENVIS Centre, 6 based on the ArcGIS base map,

and 2 based on maps included in brochures for the corresponding PAs. For all PAs,

we cross-checked the boundaries shown in the shapefiles and map images against

the descriptions of their locations in the notifications from the government gazettes

when they were established. We drew information on type of PA (NP or WLS) and

dates of establishment from the gazette notices, supplemented by information from
3See https://snappartnership.net/teams/landscape-connectivity-in-india/
4See http://www.wiienvis.nic.in/Database/Maps_PAs_1267.aspx
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Table 4.2: Protected Areas that were established between 1975 and 1990 and had
mangroves in them

Name Established Year
Bhitarkanika Wildlife Sanctuary 1975
Coringa Wildlife Sanctuary 1978
Dr. Salim Ali Bird Wildlife Sanctuary 1988
Gulf of Kachchh Marine Wildlife Sanctuary 1980
Gulf of Mannar Marine National Park 1980
Haliday Island Wildlife Sanctuary 1976
Khijadiya Wildlife Sanctuary 1981
Krishna Wildlife Sanctuary 1989
Lothian Island Wildlife Sanctuary 1976
Sajnakhali Wildlife Sanctuary 1976
Sundarban National Park 1984

the ENVIS Centre and the WDPA. After overlaying the PA map on the mangrove

maps, we eventually identified 11 PAs that were established between 1975 and 1990

and had mangroves within their boundaries, which essentially formed the treatment

group. See Table 4.2 for a list of these 11 PAs and their dates of establishment.

4.3.3 Sampling

We drew a random sample of points from locations classified as mangrove in 1990,

allowing the minimum distance between any two points to be 200 meters. We

chose this minimum distance to avoid drawing multiple points from the same

representative mangrove fragment, which is assumed to be a 1-hectare square for

computational ease (R. Huang et al. 2020). This gives us a sample of 11,297 points.

Among them, 9,471 points remained in mangrove as in 2015, yielding a cumulative

raw deforestation rate of 16.1%. Our analysis focuses only on deforestation, but

we note that mangrove reforestation (a change from mangrove absence in 1990

to mangrove presence in 2015) also occurred in some locations. We subsequently

dropped a small number of points within PAs that were established either before

1975 or after 1990. In doing so, we maintained a sample for which we can safely

classify 1975 as the pre-treatment year and 1990 – 2015 as the period of interest
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when treatment status was fixed. This gave us the final sample, which contains

11,226 points, among which 6,280 are inside at least one PA and are thus classified

as treated.

4.3.4 Matching covariates and road variable

Pre-screening of data by matching methods can enhance the balance of covariates

between treated and control observations, thus allowing regression results to have

a causal interpretation. We applied covariate matching in this analysis and drew

on the impact evaluation literature on the forest PAs in general (Ferraro, Hanauer,

Miteva, et al. 2015) and mangrove PAs in particular (Miteva et al. 2015; Turschwell

et al. 2020) to select covariates that might confound the relationship between PAs

and mangrove coverage. To avoid introducing endogeneity, we chose covariates

that were certainly unaffected by the treatment. They can be categorized in

the following three groups: (1) physical variables that are time-invariant, (2)

biological variables that are time-invariant, and (3) socioeconomic variables in

the pre-treatment period, i.e., before 1975. Below is a list of variables with their

descriptions and sources.

1. Physical variables

• Dummies for coastal system (small delta or lagoon). Tidal system is

the reference category and therefore omitted from the analysis. We use

a high-resolution map on coastal system created by Dürr et al. (2011)

as the data source.

• Dummy for cyclone risk. We use the Global Cyclone Hazard Frequency

and Distribution, v1 (1980–2000) that is publicly available from the

Socioeconomic Data and Applications Center (SEDAC).5 We then cate-

gorized the dummy variable as one if the cyclone risk category is larger
5See https://sedac.ciesin.columbia.edu/data/set/ndh-cyclone-hazard-frequency-distribution
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than four or as one if not.

• Wind speed. We obtained data on 50-meter above ground wind speed

from the Global Wind Atlas 2.0.7.6

• Distance to coast. We generated the map of the coast for the Indian

subcontinent based on India Subdistrict Boundaries 2018 available from

Esri.7 The distances were then calculated using GIS tools.

2. Biological variables

• Dummy for tiger habitat. We obtained a map on tiger habitat from the

Tiger Conservation Landscape.8 The dummy is coded as one if within

tiger habitat and zero if not.

• Number of mammal species. We obtained the spatial distribution of

mammal species from the Gridded Species Distribution that is available

at SEDAC.9

• Number of bird species. We obtained the spatial distributions of bird

species from the BirdLife International Species.10

• Number of amphibian species. We obtained the spatial distribution

of amphibian species from the Gridded Species Distribution that is

available at SEDAC.11

3. Socioeconomic variables.

• Distance to the edge of mangroves as in 1975. We used our 1975

mangrove layer to calculate the distance to the nearest point that is

classified as non-mangrove in 1975 via GIS tools.
6See https://www.globalwindatlas.info/
7See https://www.arcgis.com/home/item.html?id=2f0dac0e7b8244b29aa56289aaf26056
8See https://data.globalforestwatch.org/datasets/04d892c083f54c638228931da081467b_3
9See https://sedac.ciesin.columbia.edu/data/collection/species/maps/services

10See http://datazone.birdlife.org/home
11See https://sedac.ciesin.columbia.edu/data/collection/species/maps/services
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• Distance to state’s capital. We collected the geocoordinates for the

capitals of all states in India from Google Maps and calculated the

corresponding distances via GIS tools.

• Population density as in 1970. We obtained population density estimates

at 30 arc-second resolution for 1970 from the Global Population Density

Grid Time Series Estimate, v1 (1970–2000), available from SEDAC.12

Cyclone variables (e.g., dummy for cyclone risk) and biodiversity variables (e.g.,

dummy for tiger habitat) are included because coastal protection and biodiversity

conservation are major motivations for protecting mangroves in 1970s and 80s.

The socioeconomic variables we included are common choices in the literature to

control for market proximity and deforestation pressure.

The proximity to road is another socioeconomic variable that is commonly

included as a matching covariate in the literature. However, we could not find

a high-quality road map for India in the pre-treatment period (pre-1975). The

earliest road map we acquired is the Digital Chart of the World (DCW). It was

last updated in 1992, but for the part of India that is relevant to our study, the

information is based on raw maps in the 1980s. For points in our sample, we

calculated the distance to the nearest road using GIS tools. Since this road variable

could potentially be endogenous with respect to treatment, we do not include it as

a matching covariate. Nonetheless, we incorporated it into our main multivariate

regression analysis because it is exogenous with respect to the outcomes, which

are based on changes during 1990–2015.

Slope and elevation are two topographical variables that are often included in

forest impact evaluations. We did not include them because variation in these two
12See https://sedac.ciesin.columbia.edu/data/set/popdynamics-global-pop-density-time-series-

estimates
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variables is negligible in the intertidal zones where mangroves grow, relative the

variation found in inland forests. The coastal system dummies can be viewed as

alternative topographical variables, more suitable for mangroves, that might affect

the suitability of mangroves for land-use conversion.

4.3.5 Agricultural land value

Our objective in estimating agricultural land value was to develop a spatially

varying measure of the opportunity cost of protecting mangroves from conversion

to other land uses. Land clearing for agriculture is the most common reason for

mangrove deforestation in India, and so we focused on obtaining data that enabled

us to estimate the value of agricultural land. The government’s National Sample

Survey Office (NSSO) collects data on land values from a stratified, random sample

of rural and urban households approximately every 10 years as part of its Debt

and Investment Survey.13 We purchased NSSO data from the most recent survey

round, Round 70, which reports land values as of June 30, 2012. The data refer

to individual land parcels and are assessed values, reported by household heads

but corroborated by village accountants (patwaris). There are known problems

with the accuracy of assessed land values in low- and middle-income countries

(Gonzalez-Navarro and Quintana-Domeque 2009), but for our purposes the NSSO

data only need to provide accurate measures of relative, not absolute, differences

in land values between locations.

To protect households’ anonymity, the NSSO reports only coarse-scale informa-

tion on their locations. For Round 70, it reported the states and districts where the

households were located. (Districts in India correspond to counties in the U.S.) We

extracted land value data for districts in our random sample of mangrove points for

the five categories of agricultural land uses in the survey: irrigated seasonal crops,
13Information of the NSSO data can be viewed at its official website:

http://www.mospi.gov.in/national-sample-survey-office-nsso
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Table 4.3: District-level agricultural land values, by state (2019 USD per ha)

State No. Districts Median Mean SD
Andhra Pradesh 5 8,012 13,153 13,151
Goa 2 54,292 54,292 10,159
Gujarat 8 24,307 23,648 11,386
Karnataka 2 14,159 14,159 5,254
Maharashtra 6 25,908 32,690 21,637
Orissa 6 6,321 8,985 7,920
Tamil Nadu 6 10,808 11,840 5,224
West Bengal 3 34,189 34,040 12,421

unirrigated seasonal crops, orchards and tree-crop plantations, planted timber

forests, and aquaculture ponds. The number of observations (parcels) totaled 6,692,

with nearly all (98%) being in either unirrigated seasonal crops (48%), irrigated

seasonal crops (38%), or orchards and tree-crop plantations (11%). The median

and mean number of observations per district were 104 and 124, respectively, with

a standard deviation of 97.

We calculated mean agricultural land value in each district by dividing the

sum of parcel values in the district by the sum of parcel areas. The NSSO survey

reported parcel values in current rupees. We used the consumer price index for

India and the rupee/USD exchange rate to convert the values to 2019 USD. Table

4.3 provides descriptive statistics by state on mean agricultural land values in the

districts in our sample. The values are large in absolute terms, which is consistent

with a finding by Naidoo and Iwamura (2007) that gross agricultural revenue per

hectare, calculated using data on crop yields and crop prices, is higher in India

than in most other parts of the world.

The land values refer to a date (June 30, 2012) that is within the evaluation

period (1990–2015). In principle, the land value could be affected by the change in

mangrove cover and the existence of PAs, which would violate our premise that

the land value remains exogenous with respect to PA and affect how our results
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can be interpreted. However, mangroves comprised only a tiny fraction of the area

of most districts in both 1990 and 2015 (see Table 4.4). This fact, in combination

with the mangrove deforestation rate being relatively low during 1990–2015 (only

16% of the 1990 mangrove points lacked mangrove cover in 2015), suggests that

the risk of simultaneity bias was very low.

4.4 The Carbon Analysis

The objective of the carbon analysis was to predict the potential carbon stock at

each 1990 mangrove pixel, with “carbon stock” referring to the aggregate amount

of carbon, in metric tons per hectare, across the three carbon pools (above-ground

biomass, AGB; below-ground biomass, BGB; 100 cm soil), and “potential” referring

to the stock in natural, undisturbed forests. We conducted the analysis in four steps:

(i) compiling carbon stock estimates for mangroves in India; (ii) generating variables

hypothesized to explain variation in the estimates; (iii) developing parsimonious

regression models that predicted carbon stocks with minimal prediction errors; and

(iv) using the models to predict carbon stocks across all pixels with mangroves in

1990. We explain these steps in turn.

4.4.1 Compiling carbon stock estimates for mangrove in

India

We compiled carbon stock estimates from prior studies for the three carbon pools

plus 30 cm soil carbon. We identified these studies in three ways. First, we used

the search phrases “mangrove carbon Asia” and “mangrove carbon India” on the

Web of Science and in Google Scholar. Second, we contacted researchers in our

networks, including local researchers in South Asia. Third, when we identified

studies in either of these ways, we checked the studies they cited and subsequent

studies that cited them. We conducted an initial search during July 2017–January
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Table 4.4: Fractions of land area in mangrove by districts

District name share area share area District name share area share area
in mangrove in mangrove in mangrove in mangrove

(1990) (2015) (1990) (2015)
Ahmadabad <0.01 <0.01 Alappuzha <0.01 <0.01
Amreli <0.01 <0.01 Anand <0.01 <0.01
Baleshwar <0.01 <0.01 Bhadrak <0.01 0.01
Bharuch <0.01 0.01 Bhavnagar <0.01 <0.01
Chennai <0.01 <0.01 Cuddalore <0.01 <0.01
Dakshina Kannada <0.01 <0.01 Daman 0.01 0.02
Devbhumi Dwarka 0.01 0.01 Diu <0.01 0.06
East Godavari 0.02 0.02 Ernakulam <0.01 <0.01
Ganjam <0.01 <0.01 Gir Somnath <0.01 <0.01
Guntur <0.01 <0.01 Jagatsinghapur <0.01 <0.01
Jamnagar 0.01 0.02 Junagadh <0.01 <0.01
Kachchh <0.01 0.01 Kannur <0.01 <0.01
Karaikal <0.01 <0.01 Kasaragod <0.01 <0.01
Kendrapara 0.07 0.08 Kollam <0.01 <0.01
Kottayam <0.01 <0.01 Kozhikode <0.01 <0.01
Krishna 0.01 0.01 Mahe <0.01 <0.01
Malappuram <0.01 <0.01 Morbi <0.01 <0.01
Mumbai 0.03 0.08 Mumbai Suburban 0.05 0.08
Nagapattinam <0.01 <0.01 Navsari <0.01 0.01
North Goa <0.01 0.01 North 24 Parganas 0.01 0.01
Palghar <0.01 <0.01 Paschim Medinipur <0.01 <0.01
Porbandar <0.01 <0.01 Prakasam <0.01 <0.01
Puducherry <0.01 <0.01 Pudukkottai <0.01 <0.01
Purba Medinipur <0.01 <0.01 Puri <0.01 0.02
Raigarh <0.01 0.01 Rajkot <0.01 <0.01
Ramanathapuram <0.01 <0.01 Ratnagiri <0.01 <0.01
Sindhudurg <0.01 <0.01 South Goa <0.01 <0.01
South 24 Parganas 0.23 0.26 Sri Potti <0.01 <0.01

Sriramulu Nellore
Surat <0.01 0.01 Surandranagar <0.01 <0.01
Thane <0.01 0.01 Thanjavur <0.01 <0.01
Thiruvallur <0.01 <0.01 Thiruvananthapuram <0.01 <0.01
Thiruvarur 0.01 <0.01 Thoothukkudi <0.01 <0.01
Thrissur <0.01 <0.01 Udupi <0.01 <0.01
Uttara Kannada <0.01 <0.01 Vadodara <0.01 <0.01
Valsad <0.01 <0.01 West Godavari <0.01 <0.01
Yanam 0.06 0.11
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Table 4.5: Descriptive statistics on mangrove carbon estimates (metric tons per
hectare) for mainland India.

Carbon pool No. studies No. observations Mean SD Min Max
AGB 9 59 42.5 25.8 3.0 118.5
BGB 5 37 17.7 11.4 2.0 51.7
30 cm soil 26 98 35.5 16.5 15.1 162.4
100 cm soil 14 27 100.0 26.9 56.0 147.6

2018 and updated it during September 2018–April 2019.

We excluded studies that: (i) did not report data on any of the four carbon

pools; (ii) for soil carbon, were based on cores shorter than 20 cm in the case of

the 30 cm soil and less than 60 cm in the case of the 100 cm soil; (iii) reported

information only on planted mangroves or, in the case of natural mangroves, sites

that had been harvested less than 15 years before fieldwork; (iv) reported estimates

only for Indian archipelagos (e.g., Andaman Islands, Nicobar Islands, Lakshad-

weep), not mainland India; or (v) reported information identical to information in

other studies. The final set included 32 studies. Every study reported data for a

single year with the exception of one study that reported data for two years. The

years ranged from 1987 to 2014, with a median of 2010. All but 6 studies reported

data from more than one site, where “site” was defined variously as an individual

plot or the mean across a set of plots. The median number of sites was 3, and the

maximum number was 17. Most studies did not report the number of plots used

to estimate site-level means, or the standard errors or variances of the estimates.

Table 4.5 provides information on the allocation of studies and observations

by carbon pool, along with descriptive statistics on the carbon stock estimates.

Most studies on AGB and BGB directly reported tons of carbon per hectare, but

some reported total biomass per hectare. In the latter case, we converted biomass

to carbon using, in order of preference, conversion factors stated in the study,

conversion factors stated in a different study at the same, or conversion factors at
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a similar site. Similarly, while some soil studies directly reported tons of carbon

hectare, others reported data on three soil characteristics that can be used to

estimate soil carbon: soil depth, percentage of soil organic carbon (SOC), and,

rarely, soil bulk density (BD). For studies that reported all three characteristics,

we estimated soil carbon using the identity:

Soil carbon(ton ha−1) = Soil depth(cm)× SOC(%)× BD(g cm−3) (4.4)

For studies that reported only soil depth and SOC, we estimated BD using the

equation (Kauffman, D. C. Donato, et al. 2012):

BD = 1.25× SOC−0.5163 (4.5)

We linearly extrapolated the carbon estimates for cores with 20 cm ≤ depth < 30

cm to 30 cm and cores with 60 cm ≤ depth < 100 cm to 100 cm.

4.4.2 Generating variables hypothesized to explain varia-

tion in carbon stock estimates

Prior research reports significant associations between mangrove carbon stocks

and various site characteristics, including latitude (Atwood et al. 2017; Bukoski

et al. 2017; Hamilton and Friess 2018; Sanderman et al. 2018), coastal system

(D. C. Donato et al. 2011; Rovai et al. 2018; Twilley et al. 2018), tidal amplitude

(Rovai et al. 2018; Sanderman et al. 2018), distance to coast (D. C. Donato et al.

2011), cyclone risk (Simard et al. 2019), and bioclimatic variables (Hamilton and

Friess 2018; Hutchison et al. 2014; Rovai et al. 2018; Simard et al. 2019). We

generated data on all these characteristics for both the study sites and the 1990

mangrove pixels. We did not generate data on another variable that has been

associated with mangrove carbon stocks, maximal canopy height, because the

124



Simard et al. (2019) dataset on it excludes many mangrove locations in India. Nor

did we generate data on the number of mangrove tree species, which the studies

reported too inconsistently.

We determined the latitude and longitude of the study sites using informa-

tion from the studies or Google Maps. We used a high-resolution map in the

supplementary material for Dürr et al. (2011) to classify each site according to

its type of coastal system, which from most common to least common in our

dataset were tidal system, small delta, and lagoon. As additional indicators of

coastal system, we classified each site according to its general coastal region within

India (Arabian Sea, Bay of Bengal, Sundarbans) and its location at the mouth of

large river basin as classified by the Government of India.14 We obtained data on

tidal amplitude used by Rovai et al. (2018) from the corresponding author. We

imputed missing values at 16 sites by using a linear regression model that related

tidal amplitude at the other sites to coastal system type, distance to coast, and

a quadratic function of latitude and longitude. We used GIS tools to measure

each site’s distance to coast. We obtained data on cyclone risk from the Global

Cyclone Hazard Frequency and Distribution, v1 (1980–2000) available from the

SEDAC. We considered all sites with a decile ranking of five or greater to be at an

elevated risk. As a second measure of the impact of elevated wind speed, we ob-

tained data on 50-meter above ground wind speed from the Global Wind Atlas 2.0.7.

We obtained 19 bioclimatic variables (11 temperature, 8 precipitation) for

each site from WorldClim (Version 2.0, 2.5 minutes resolution).15 We did not

use BIO7 (Temperature Annual Range), which does not provide any additional

information because it is the simple difference between two other variables, BIO5

(Max Temperature of Warmest Month) and BIO6 (Min Temperature of Coldest
14See https://indiawris.gov.in/
15Available at https://www.worldclim.org/
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Month). We used principal component analysis (PCA) to reduce the dimensionality

of the remaining set of 18 variables. We excluded five variables from the PCA: BIO1

(Annual Mean Temperature) and BIO12 (Annual Precipitation), because they are

the only annual variables in the WorldClim database and thus capture broad-brush

climate differences between the sites; and BIO2 (Mean Diurnal Range: Mean of

Monthly Max Temp − Min Temp), BIO18 (Precipitation of Warmest Quarter),

and BIO19 (Precipitation of Coldest Quarter), because their pairwise correlations

with all the other nonannual variables in their respective groups (temperature,

precipitation) across the study sites were all less than 0.75. We retained these five

variables in the dataset in their original form. Along with these 5 variables, we

included in the dataset the first principal component for each of the following four

groups of variables:

1. Temperature Seasonality: six variables, BIO3 (Isothermality: BIO2/BIO7×100),

BIO4 (Temperature Seasonality: Standard Deviation×100), BIO6 (Min Tem-

perature of Coldest Month), BIO8 (Mean Temperature of Wettest Quarter),

BIO9 (Mean Temperature of Driest Quarter), and BIO11 (Mean Temperature

of Coldest Quarter)

2. Temperature Warmest Period: two variables, BIO5 (Max Temperature of

Warmest Month) and BIO10 (Mean Temperature of Warmest Quarter)

3. Precipitation Wettest Period: two variables, BIO13 (Precipitation of Wettest

Month) and BIO16 (Precipitation of Wettest Quarter)

4. Precipitation Driest Period: three variables, BIO14 (Precipitation of Driest

Month), BIO15 (Precipitation Seasonality: Coefficient of Variation), and

BIO17 (Precipitation of Driest Quarter).

We included one final site characteristic, based on information reported in

the studies: the disturbance status of the mangrove, i.e., whether it was primary
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forest, secondary forest, or unspecified natural forest. Controlling for the other

site characteristics, carbon stocks should be larger at undisturbed sites (primary

forest) than at sites that were known to have been harvested in the past (sec-

ondary forest) or might have been harvested in the past (unspecified natural forest).

The final set of variables referred to study characteristics. We generated a

categorical variable for publication type, which was either journal article or other

(book chapter, government report, etc.) All studies except one were published as

journal articles. We also generated a categorical variable for data format, which

refers to the format in which a study reported the carbon stock estimates and was

either a numerical value stated in a table or the text or a numerical value extracted

from a figure. Finally, we generated a variable on fieldwork year. We used the

midpoint for studies whose fieldwork spanned multiple years, and we assumed that

fieldwork occurred two years before the publication year if studies did not report

the fieldwork year.

4.4.3 Developing regression models to predict carbon stocks

with minimal prediction errors

Given the relatively small datasets for each carbon pool (Table 4.5), we aimed

at developing parsimonious models that avoided overfitting. For AGB carbon,

we did this in three steps. In the first step, we used forward-selection stepwise

ordinary least squares (OLS) regression to select, from the full set of explanatory

variables described above, the subset that minimized the Bayesian Information

Criterion (BIC). We repeated the stepwise regression using backward-selection,

which generated a somewhat different subset of variables. The dependent variable

in both stepwise regressions was the ln-transform of tons of AGB carbon per

hectare. We confirmed the appropriateness of the ln-transform through a Box-Cox

test of the models generated by the stepwise regressions (Box and Cox 1964).
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The clustered nature of the data, with most studies being sources of multiple

observations, implies that the conventional standard errors generated by the step-

wise regressions could overstate the statistical significance of the selected variables

(Kloek 1981; Liang and Zeger 1986; Moulton 1986). In the second step, we used

standard errors clustered by study to test the significance of the variables in both

the forward-selected and backward-selected models. We refined the models by

dropping variables with p > 0.1. Given that the number of clusters (i.e., studies)

was small (9),16 which can cause clustered standard errors to overstate significance,

we confirmed significance at p < 0.1 by using the wild bootstrap procedure of

Cameron et al. (2008). We note that the applicability of this procedure to our data

is imperfect, as it can overcorrect when clusters vary greatly in size (MacKinnon

and Webb 2017), as they do in our dataset.

In the third step, we used the out-of-sample root-mean-squared prediction

error (RMSPE) to discriminate between the refined forward-selected and backward-

selected models. Given a sample of N observations, we sequentially estimated

each model N times, each time excluding one observation from the sample. We

predicted the carbon stock for the excluded observation using the corresponding

estimated model, and we then used the set of N predicted values to calculate

the RMSPE. The RMSPE was lower for the backward-selected model than the

forward-selected model, so we chose the backward-selected model as the model to

predict potential ABG carbon stocks. Table 4.6 presents the estimation results for

this model.

Even fewer observations were available for BGB carbon (37) than for AGB car-
16The small number of studies is also the reason we used OLS instead of random-effects (RE)

models, which some prior studies on mangrove carbon stocks have used (e.g., D. C. Donato et al.
2011, Bukoski et al. 2017, Rovai et al. 2018). RE models require large numbers of observations
and clusters to generate unbiased estimates (Angrist and Pischke 2008, p. 223).
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Table 4.6: Model for predicting above-ground biomass carbon

Explanatory variable Coefficient
Dummy: Bay of Bengal -0.479***

(0.051)
BIO5 (max temperature of warmest month) -0.356***

(0.030)
BIO17 (precipitation of driest quarter) 0.000368***

(0.00002)
BIO19 (precipitation of coldest quarter) 0.0132***

(0.002)
Year of field work 0.151***

(0.002)
Dummy: other publication type -0.979***

(0.056)
Constant -288.407***

(4.714)

Observations 59
R-square 0.7846
Note: P -values (two-tailed t tests): ***, P < 0.01; **, P < 0.05;
*, P < 0.1. Standard errors in the parentheses are clustered by
study (number of clusters = 9).

Table 4.7: Model for predicting below-ground biomass carbon

Explanatory variable Coefficient
Above-ground biomass carbon 0.422***

(0.032)
Constant -3.101

(2.128)

Observations 37
R-square 0.8618
Note: P -values (two-tailed t tests): ***, P < 0.01;
**, P < 0.05; *, P < 0.1. Standard errors in the
parentheses are clustered by study (number of
clusters = 5).
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Table 4.8: Model for predicting 30 cm soil carbon

Explanatory variable Coefficient
BIO2 (mean annual diurnal temperature range) 0.289**

(0.125)
BIO5 (max temperature of warmest month) -0.224*

(0.121)
BIO11 (mean temperature of coldest quarter) 0.078

(0.050)
BIO16 (precipitation of wettest quarter) -0.0004*

(0.0002)
Constant 7.604***

(2.555)

Observations 98
R-square 0.2013
Note: P -values (two-tailed t tests): ***, P < 0.01; **, P < 0.05; *,
P < 0.1. Standard errors in the parentheses are clustered by study
(number of clusters = 26).

bon (59). We therefore followed a much simpler procedure to develop a predictive

model for BGB carbon: we simply regressed BGB carbon on AGB carbon (Table

4.7). We did not ln-transform BGB carbon, in view of Box-Cox test results.

In the case of soil carbon, the number of observations was similarly larger for

30 cm soil carbon (98) than for 100 cm soil carbon (27). For 30 cm soil carbon, we

followed the same set of procedures as for AGB carbon, which yielded the model

shown in Table 4.8. We then regressed 100 cm soil carbon on 30 cm soil carbon,

which yielded the model shown in Table 4.9.

4.4.4 Using the models to predict carbon stocks across all

pixels with mangroves in 1990

This part of the analysis was straightforward: we inserted pixel values for the

variables into the AGB and 30 cm soil carbon models in Tables 4.6 and 4.8,

respectively, to predict those two carbon pools. We then used the BGB and 100
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Table 4.9: Model for predicting 100 cm soil carbon

Explanatory variable Coefficient
Soil carbon: 30 cm 2.942***

(0.231)
Constant 9.237

(8.201)

Observations 22
R-square 0.8466
Note: P -values (two-tailed t tests): ***,
P < 0.01; **, P < 0.05; *, P < 0.1.
Standard errors in the parentheses are
clustered by study (number of clusters
= 12).

Table 4.10: Descriptive statistics on mangrove carbon estimates (metric ton per
hectare) across pixels in the 1990 mangrove cover layer

Carbon pool Mean SD Min Max
AGB 71.2 24.2 7.5 118.5
BGB 27.0 10.2 2.0 46.9
30 cm soil 32.6 6.7 21.4 83.3
100 cm soil 103.6 15.1 72.1 147.6

soil carbon models in Tables 4.7 and 4.9 to predict the remaining two pools. Table

4.10 shows summary statistics for the four carbon pools across the pixels in the

1990 mangrove cover layer.

4.5 Evaluation Results

4.5.1 Matching and Prescreening

We used a logistic regression to model the treatment status using the covariate list

we chose. As Table 4.11 presents, almost all covariates are statistically significant.

The only exception is the number of mammal species, which is highly correlated

with other biological variables (R = 0.898) and whose effect is likely superseded by

the Government’s specific interest in one particular mammal, the Bengal tiger. The

overall significance of the covariates suggests that we have successfully identified
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Table 4.11: Coefficients of The Logistic Regression Explaining Treatment Status

Variable Marginal effect
Dummy: small delta 0.195***

(0.019)
Dummy: lagoon -0.371***

(0.046)
Dummy: cyclone 0.574***

(0.053)
Wind speed (meters/second) -0.062***

(0.011)
Distance to coast (meters) -1.61e-05***

(1.47e-06)
Dummy: tiger habitat 0.112***

(0.012)
Number of mammal species -0.001

(0.001)
Number of bird species -0.001***

(9.48e-05)
Number of amphibian species 0.026***

(0.003)
Distance to mangrove edge in 1975 (meters) 2.99e-04***

(3.05e-05)
Distance to state capital (meters) 1.54e-06***

(1.82e-07)
Population density in 1970 -0.002***

(7.35e-05)

Constant YES
Observations 10,616
Pseudo R-Square 0.2654
Note: P -values (two-tailed t tests): ***, P < 0.01; **, P < 0.05; *,
P < 0.1. Robust standard errors in the parentheses.
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Table 4.12: Regression coefficients on avoided deforestation

Variable Model 1 Model 2
Aggregated effect Heterogeneous effect

Dummy: protected area (PA) 0.0704 0.175
(0.0688) (0.110)

Interaction: PA × Distance to Road (DR) 1.42e-06
(3.19e-06)

Interaction: PA × Additional Years of Protection (AYP) 0.00907
(0.0122)

Interaction: PA × DR × AYP -8.18e-07*
(4.33e-07)

Constant YES YES
Full covariates YES YES
Observations 12,528 12,528
R-Squared 0.257 0.288
Joint significance (F-test) YES
Note: P -values (two-tailed t tests): ***, P < 0.01; **, P < 0.05; *, P < 0.1. The standard errors are in the
parentheses and are clustered at the district level. The number of districts in the sample is 24. All coefficients
became non-significant at P < 0.1 level when we adjust for the small number of clusters. However, because the
number of observations across districts are very unbalanced as majority of them are from one particular district,
South 24 Parganas, which contains the Sundarbans, the adjusted estimator could perform poorly and greatly
exaggerate the standard errors. Therefore, we chose to report the unadjusted standard errors throughout the
analysis. Coefficients significantly different from zero at P < 0.05 are in bold.

a set of covariates that affected the selection decision, so we can use matching

method to achieve better balance between the treatment group and the control

group. Table 4.1 shows the balance of covariates before and after prescreening by

covariate matching or propensity score matching. After exploring both methods,

we found that covariate matching generated a more balanced sample and therefore

proceeded with this approach. For all covariates, the standardized differences are

much closer to zero in the prescreened sample than in the raw sample, and the

variance ratios are much closer to one in the prescreened sample than in the raw

sample. The population density in 1970 has the largest standardized difference,

0.138, which is still far below 0.25, the rule of thumb threshold in the literature for

judging good balance. We therefore have strong confidence in believing that the

prescreened sample is well balanced.
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4.5.2 Treatment effect on avoided deforestation

Table 4.12 shows the estimated regression coefficients for conventional evaluation

in which avoided deforestation is the outcome variable. The average treatment

effect can be interpreted as the impact on deforestation rate. Model 1 presents

the aggregated effect, which is simply the mean difference between the treatment

group and the control group of the prescreened sample. Model 2 presents results

of the full model in which we investigated heterogeneity in the treatment effect.

Although treatments in the full model are jointly significant (F = 9.53, p = 0.000),

none of these individual terms are statistically significant (p < 0.05). This suggests

that PAs overall affected mangrove outcome, but the effect is heterogeneous, and

its pattern cannot be teased out via this specification. By the standard practice in

the evaluation literature, we would need both the t-test and F-test to be significant

to conclude that a program has impact (Bloom and Michalopoulos 2013; Djebbari

and J. Smith 2008; Schochet et al. 2014). Therefore, we would conclude that PAs

in India have had no impact on mangrove conservation.

The signs of the coefficients are noteworthy. PA has a baseline positive coefficient

on avoided deforestation, which is consistent with the basic goal of establishing a PA.

The interaction term between PA and the distance to road is positive, suggesting

that for the most recent PA in our sample, its conservation impact might increase

for mangroves that are farther away from roads. The interaction term between PA

and the number of additional years of protection before 1990 is positive, suggesting

that the conservation impact of PA might be gradually increasing over time. The

triple interaction term has a negative coefficient, statistically significant at p < 0.1

level, which suggests that the road effect probably declines and even reverts over

time. In the short run, mangroves far away from roads might be better protected

than mangroves along roads. In the long run, however, the opposite might be true.
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Table 4.13: Regression coefficients on carbon stock

Variable Model 1 Model 2
Aggregated effect Heterogeneous effect

Dummy: protected area (PA) 8.583 -0.477
(8.266) (13.048)

Interaction: PA × Distance to Road (DR) 7.01e-04*
(3.92e-04)

Interaction: PA × Additional Years of Protection (AYP) 3.091**
(1.484)

Interaction: PA × DR × AYP -1.55e-04***
(5.03e-05)

Constant YES YES
Full covariates YES YES
Observations 12,528 12,528
R-Squared 0.483 0.509
Joint significance (F-test) YES
Note: P -values (two-tailed t tests): ***, P < 0.01; **, P < 0.05; *, P < 0.1. The standard errors are in the
parentheses and are clustered at the district level. Coefficients significantly different from zero at P < 0.05 are
in bold.

4.5.3 Treatment effect on carbon stock

To exploit the variation in potential carbon stock of mangroves and incorporate it

into the evaluation, we estimated the treatment effect on carbon stock using the

same model specifications. This is an intermediate step between the evaluation on

forest status and the evaluation on net economic values. Table 4.13 presents the

corresponding estimated regression coefficients, for which the outcome variable is

expressed in tons of carbon per hectare. Most of the signs of the coefficients remain

the same as in the deforestation model. The only exception is the baseline treatment

effect in the full model, which is nonetheless insignificant in both models. The

main difference is that we now detect some statistically significant heterogeneous

treatment. Incorporating carbon variation allows us to detect significant patterns

in the conservation impact of PAs across space and time.

4.5.4 Treatment effect on the net value of land

Table 4.14 presents our main findings in which we estimated the impact of PAs on

the net value of land, an economic outcome that only changes when deforestation
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Table 4.14: Regression coefficients on net value of land

Variable Model 1 Model 2
Aggregated effect Heterogeneous effect

Dummy: protected area (PA) 1,527 -4,623***
(1,273) (1,645)

Interaction: PA × Distance to Road (DR) 0.229***
(0.061)

Interaction: PA × Additional Years of Protection (AYP) 830.3***
(248.0)

Interaction: PA × DR × AYP -0.0341***
(0.00876)

Constant YES YES
Full covariates YES YES
Observations 12,528 12,528
R-Squared 0.588 0.629
Joint significance (F-test) YES
Note: P -values (two-tailed t tests): ***, P < 0.01; **, P < 0.05; *, P < 0.1. The standard errors are in the
parentheses and are clustered at the district level. Coefficients significantly different from zero at P < 0.05 are
in bold.

occurs but captures spatial variation in both carbon stock and land value. While

the overall average treatment effect estimated by the simple difference model

remains insignificant, our full heterogeneity model generates highly significant

coefficients for all treatment related variables, with the variables’ signs identical to

those in the carbon stock model. The outcome of the net value of land is in US

dollars per hectare. These results take the social cost of carbon to be 50 USD per

ton of carbon dioxide emissions.

One unexpected finding is that as we incorporate more economics into the

evaluation framework, the PA’s baseline impact shifts from positive impact on

deforestation to almost neutral impact on net carbon, then to statistically negative

impact on net land value (Figure 4.1). For every hectare of mangroves that was

next to a road and started being protected in 1990, the society would on average

lose an estimate of 4,623 US dollars between 1990 and 2015, even though our

deforestation model suggests that PA might have positive impact on mangrove

cover. Our model on the net value therefore suggests that PAs were not effectively

protecting the mangroves that one would want them to protect for the purpose of
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carbon sequestration. Instead of protecting mangroves with high carbon values and

low opportunity cost as we would like, PAs were protecting mangroves with low

carbon values and high opportunity cost. This finding is not surprising, however,

when interpreted in the context of the Government of India’s stated reasons for

establishing mangrove PAs during 1975–1990, which did not include climate change

mitigation. It suggests the existence of a tradeoff between protecting mangroves

for biodiversity conservation, which was the Government’s primary reason for

establishing mangrove PAs, and protecting them for climate mitigation, which is an

issue that has been raised in the forest conservation literature (Di Marco et al. 2018).

The coefficients of the interaction terms are highly informative. For mangroves

that were protected and close to road, one additional protected year prior to 1990

would increase the net value of land by 830 dollars per hectare, which is only

about one-fifth of the baseline treatment effect. This indicates that older PAs

were generating more conservation values and compared to the baseline effect,

it would only take another six years for PAs to start generating positive values.

Interestingly though, the temporal trend of PA’s economic impact was the opposite

for mangroves far away from roads. As can be seen in Figure 4.2, as time goes

by, PAs became more effective at protecting mangroves that were close to existing

roads, but less effective at protecting mangroves that were far away from roads.

4.5.5 Robustness check

Our main specification above does not include the distance to road as an inde-

pendent regressor, which is valid when the matching eliminates all selection bias.

One may still worry that the distance to road remains endogenous and excluding

it as an independent regressor transmits bias to the interaction terms involving

it. We therefore run alternative models by including the distance to road an as

independent regressor. Table 4.15 presents the results.
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Figure 4.1: Treatment effects across models with various outcome variables
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Figure 4.2: Heterogeneous Treatment Effect: effects of distance to nearest road in
the short run vs. the long run

Note: Dashed lines are indicating 95% confidence intervals.
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Table 4.15: Regression coefficients including distance to road as an independent
regressor

Variable Model 1 Model 2 Model 3
Avoided deforestation Net carbon Net land value

Dummy: PA 0.228** 4.928 -3,746*
(0.085) (12.063) (2,056)

Interaction: PA × DR -5.08e-06** 3.23e-05 0.121***
(2.44e-06) 3.05e-04 (0.033)

Interaction: PA × AYP 0.014 3.607** 914.0***
(0.011) (1.462) (274.6)

Interaction: PA × DR × AYP -5.91e-07** -1.32e-04*** -0.030***
(2.71e-07) (3.42e-05) (0.006)

Constant YES YES YES
Full covariates YES YES YES
Distance to Road (DR) YES YES YES
Observations 12,528 12,528 12,528
R-Squared 0.310 0.518 0.644
Note: P -values (two-tailed t tests): ***, P < 0.01; **, P < 0.05; *, P < 0.1. The standard errors
are in the parentheses and are clustered at the district level. Coefficients significantly different
from zero at P < 0.05 are in bold.

In general, whether or not the distance to road is included as an independent

regressor generate consistent outcomes, particularly for Model 3 on the net land

value and less so for Model 1 on avoided deforestation. This suggests that en-

dogeneity issues associated with distance to road is more of a concern when we

evaluate PAs based on their impacts on avoided deforestation and less so when

we conduct evaluation based on net land value. Also worth noting is that with

this specification, we can see clear sign reversals from Model 1 to Model 3 for

terms without the additional-year-protection (AYP) component and increase in

significance for terms with the AYP component. This suggests that evaluations

based on avoided deforestation and net land value generate different conclusions in

the short run and converges in the long run.
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4.6 Discussion and Conclusion

Our results show that incorporating spatial heterogeneity in forest protection’s

benefits (e.g., carbon value) and costs (e.g., land value) into the evaluation analysis

increases the estimated impacts of PAs in India. We were able to conclude that PAs

had significant impacts from an economic perspective, even though they seemed to

have no significant impacts on the deforestation rate of mangroves. What drives

this discrepancy is the fact that treatment effects for avoided deforestation are

heterogeneous, and this heterogeneity is correlated with the benefits and costs

of conservation. Our full model specification investigated two ways in which the

treatment effect of PAs varies, one of which is spatial (e.g., with respect to road

proximity) and the other is temporal (e.g., with respect to the establishment dates

of PAs).

Road proximity, an indicator for transportation costs, has long been recognized

as an important driver of deforestation (Deininger and Minten 2002; A. S. Pfaff

1999). More recent literature has shown that road could also have positive impact

on forest cover, particularly in the context of India (Foster and Rosenzweig 2003;

Kaczan 2020). Our results contribute to the knowledge on the dynamics between

road and forest cover by showing that road proximity can affect the economic

effectiveness of PAs, and that this effect changes over time.

One possible mechanism that could explain our findings regarding the effect of

road on PAs’ impact is related to the monitoring and enforcement of PA regulations.

One of the main reasons that mangrove deforestation still occurred within PA

boundaries is illegal conversion. There has been a longstanding tension in these

areas between forest guard who are enforcing the regulations and forest dwellers who

could gain from land conversion (Ghosh et al. 2015). Before a PA was established,
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it was probably more benefitable for forest dwellers to convert mangroves that were

close to existing roads because of convenience in transportation. Such deforestation

pattern might persist right after the establishment of the new PA, which is why

PAs are found to be more effective in areas far away from roads in the short

run. However, the dynamics changes in the long run as road proximity instead

becomes an advantage for the forest guard. Compared to interior mangroves,

mangroves next to roads could be easier to monitor and their protection could be

enforced at a lower administrative cost. Consequently, forest dwellers who looked

for opportunities of illegal conversion would target mangroves that were deeper

in the woods. This could be why we find that in the long run, PAs are becoming

more effective in areas next to roads, but less effective for mangroves that are more

interior.
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Chapter 5

Conclusions

This dissertation delivers three studies on forest programs in China, Thailand,

and India, respectively. Chapter 2 uses a triple difference model to examine the

impact of China’s Sloping Land Conversion Program (SLCP) on human nutrition.

It is the first study that examines the nutritional impact of the SLCP or any

other land-diversion PES. I find that the program led to a moderate decline in

calorie intake especially for farming households that lacked market access. The

findings of this work runs counter to the expectation based on existing literature

on conditional cash transfer programs and conservation programs and therefore

enhance our understanding about these programs.

Chapter 3 incorporates propensity score matching and random utility model

to develop a new metric that can evaluate the welfare impact of forest protection

programs. This new evaluation approach overcomes the limitation of conventional

approach that only evaluates the average impact of forest cover. My collaborators

and I apply our method to the context of Thailand, presenting the first rigorous

impact evaluation on Thailand’s zoning system that was designated to protect the

ecologically valuable mangrove forests. Our results show that the zoning system

significantly reduced the welfare loss due to land conversion by approximately 30
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percentage points, compared to the counterfactual outcome had the system not

implemented.

Chapter 4 presents an novel evaluation on mangrove protection areas (PAs) in

India by combining impact evaluation with the idea of cost-benefit analysis. My

collaborators and I have assembled a rich data set for the all mangrove habitats in

India on mangrove coverage, PA boundaries, estimates of potential carbon stock,

agricultural land values, and supplementary variables. Using this data set, we con-

duct a sequence of analyses to evaluate the impacts of PAs on avoided deforestation,

carbon stock, and net value of land, progressing from the conventional approach

to our innovative approach that incorporates more economics. Our results show

that PAs had moderate but insignificant impact on avoided deforestation but had

significant impact on net value of land.

In addition to advancing the relevant literature on forest program and impact

evaluation from various perspectives, separately, the three studies together highlight

the importance of heterogeneity. Chapter 2 shows that the nutritional impact

of land-conversion PES is associated with whether participating households are

in a competitive market or engage in subsistence agriculture. Chapter 3 argues

that the land use outcome of forest protection can be spatially correlated with the

net value of forest, so it is important to account for variation in the net value of

forest when evaluating the welfare implication of program-driven land use changes.

Chapter 4 shows that accounting for variations in potential carbon stock and

agricultural land values affects evaluation results and the economic impact of PAs

is heterogeneous with respect to road proximity and the duration of protection.

Together, they contribute to the economic literature on forest conservation by

providing new insights on the importance of heterogeneity and enhancing our un-

derstanding of it with respect to evaluating the welfare impact of forest conservation.
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By emphasizing on the importance of heterogeneity, this dissertation calls for

more attention from researchers and policy makers on the targeting of conser-

vation programs, not only in terms of where to assign protection, but perhaps

more importantly also in terms of where to allocate and improve supplementary

institutions (e.g., enforcement, infrastructure, monitoring, subsidy). The success

of conservation effort depends on local contexts that can entail substantial spatial

variation, so it is critical for conservation scheme and its supplementary design to

effectively address local challenges. Local contexts becomes more relevant when

we attempt to redefine the measurement of "success" from a homogeneous physical

good (e.g., tree cover) to a heterogeneous economic measure (e.g., welfare) because

the latter is more context-dependent. This dissertation advocates for conservation

program evaluation incorporating more economics on heterogeneous treatment

effect, which is more informative than conventional evaluation approach. Each

study in this dissertation makes an advance on this agenda.

In the context of low- and middle-income countries, the need to design and

implement conservation programs that benefit local residents is both desirable and

urgent. Since ecological conservation can impose additional constraints on local

residents who in contexts survive around the poverty line, it is critically important

that ecological conservation does not become an extra source of environmental

injustice. This dissertation demonstrates various approaches researchers can in-

corporate the welfare of local residents into an evaluation framework, either by

estimating an impact on them (i.e., Chapter 2) or by weighting land use outcome

via the agricultural value of land (i.e., Chapters 3 and 4). Agricultural value of

land is considered exogenous here. Future research along this line could further

investigate how ecological conservation affects the agricultural value of nearby land,

which could represent an important aspect of land use policy’s spillovers.
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Appendices

Appendix 2A. SLCP Implementation

I use SLCP implementation status at the township-level to classify the county-level

implementation status, which is used for the main analysis, with more precision.

Approximately 30% of the townships in countries that both implemented the SLCP

and are included in the CHNS data have missing data. To address this problem, I

impute their conditional probability of implementation, P (Xsi), using the following

logistic model:

logit(P (Xsi)) = γ1Xsi + µs + εsi (5.1)

where s and i are indexes for provinces and townships, respectively, γ1 is a vector of

parameters, X is the vector of independent variables, µs is the province fixed-effect

(FE), and εsi represents the error term. There are a total of 7 provinces in the

CHNS sample that implemented the SLCP. Province Heilongjiang and Liaoning

are grouped as a single province for the FE for two reasons: (1) all countries in

Heilongjiang implemented the SLCP, so a separate FE for Heilongjiang would

simply be dropped off from the regression, and (2) Heilongjiang and Liaoning are

geographically in the same region (i.e., Northeast China) and distant from all other

provinces in the sample. Below is the description for all the independent variables

in the model.

Relative Slope. Slope is the primary parameter that determined where the
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SLCP was implemented. I downloaded the 30-meter digital elevation map (DEM-

30m) for China from Google Earth Engine in 2018, and used it to construct a

slope layer via standard GIS methods. Because China is a large country with

substantial geographical variation and also because the SLCP was planned at

both national and provincial levels, instead of using the absolute slope, I use slope

relative to province’s mean value as the independent variable, calculated at the

pixel-level. To conduct the analysis at township-level, I convert the variable by

taking its mean value in each township. This procedure requires boundary map for

various levels of administration. Boundaries at county-level or above are publicly

available at GADM (https://gadm.org). I purchased a digital map of China’s

township boundaries from a private geoscience service center on Taobao also in 2018.

Relative Elevation. The primary motivation of the SLCP was to reduce

downstream flood risk by planting more trees in upstream areas. I intend to

capture this feature by including an elevation variable. The DEM-30m layer pro-

vides the data. For the same reason as with slope, instead of using the absolute

elevation, I use elevation relative to province’s mean value as the independent

variable. Township-level values are computed based on pixel-level values in the

same way as for the relative slope variable.

Township Area. Presumably townships with larger areas were also more

likely to be included in the SLCP. This variable is directly calculated based on the

township boundary map using standard GIS tools.

Urbanity. County-level administrations in China can be broadly categorized

as two groups, those named district (qu), which commonly refers to a subdivision

of large city, and those named county (xian), which is the default category. I

exploit this variation to construct a binary proxy for urbanity. Urbanity equals to
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1 for townships that belong to districts and 0 otherwise.

Forest Cover in 2000. Because the SLCP was an ecological restoration and

afforestation program, I expect that it was more likely to be implemented in places

with a lack of tree cover. To capture this, I downloaded the digital map of tree

cover for year 2000 from the Global Forest Change 2000-2014 database.1 For each

township in the sample and for land with slope above 25◦, between 15◦and 25◦,

and below 15◦, respectively, I calculate the share of land area, ranging from 0 to 1,

that is covered by trees in 2000, which coincides with the beginning of the SLCP.

All three share variables (i.e., above 25◦, between 15◦and 25◦, and below 15◦) are

included as independent variables of the logistic model.

Table 5.1 presents the marginal effects of all the independent variables, estimated

using the logistic regression. The estimated effects of most independent variables

have signs that are consistent with my expectation. Since slope and elevation are

highly correlated, including relative elevation as an independent variable seems to

turn off the significance of relative slope, which would otherwise be statistically

significant. I classify a township as treated (i.e., implemented the SLCP) if

its predicted conditional probability of being treated exceeds 0.5. Based on this

classification threshold, 96% of the actually treated townships are correctly classified

(i.e., the sensitivity measure) and 74% of the actually untreated townships are

correctly classified (i.e., the specificity measure). Within sample, the probability of

correction prediction is 96% and 72% for townships that are predicted to be treated

and untreated, respectively. Overall, 93% of the sample are correctly predicted. I

then use this model to impute the implementation status of townships with missing
1This forest data are publicly available on its project website at

https://earthenginepartners.appspot.com/science-2013-global-forest/download_v1.2.html.
Reference: Hansen, M. C., P. V. Potapov, R. Moore, M. Hancher, S. A. Turubanova, A.
Tyukavina, D. Thau, S. V. Stehman, S. J. Goetz, T. R. Loveland, A. Kommareddy, A. Egorov,
L. Chini, C. O. Justice, and J. R. G. Townshend. 2013. “High-Resolution Global Maps of
21st-Century Forest Cover Change.” Science 342 (15 November): 850–53.
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Table 5.1: Township–SLCP’s Implementation Status

SLCP Implementation (YES=1; NO=0)
Variables Marginal Effect
Relative Slope 0.103

(0.068)
Relative Elevation 0.325***

(0.054)
Township Area 3.73E-10***

(7.06E-11)
Urbanity -0.054**

(0.017)
Forest Cover in 2000 (Slope > 25◦) -0.167

(0.354)
Forest Cover in 2000 (15◦< Slope < 25◦) -0.595**

(0.267)
Forest Cover in 2000 (Slope < 15◦) 0.336**

(0.168)
Province FE YES
Pseudo R2 0.5704
N 7,030

Note: Standard errors clustered at county level are in parentheses.
*** p<0.01, ** p<0.05, * p<0.1

data.
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Appendix 2B. SLCP Starting Year

For townships with missing data and predicted to have implemented the SLCP, I

also need to impute their beginning year of implementation. To do so, I design the

following linear model:

Tci = γ2Xci + νc + εci (5.2)

where c and i are indexes for counties and townships, respectively, γ2 is the vector of

parameters, X represents the same set of independent variables used for imputing

the implementation status (see Appendix A), νc is the county fixed effect (FE),

and εci represents the error term. I then estimate this model using OLS, and Table

5.2 presents the regression results.

While the overall explanatory power of my model is not very high (adjusted

R2=0.1993), two explanatory variables turned out to be statistically significant.

The coefficient of township area is significantly negative, suggesting that townships

with larger areas tended to have implemented the SLCP earlier. This is consistent

with my expectation because of two interrelated reasons: (1) larger townships are

more likely to contain sloped land; and (2) townships in more remote places, which

tend to have more hilly terrains, are also likely to be larger in area. The constant

term is also statistically significant, showing that the program’s starting year

peaked in 2002-2003, which is consistent with national figures (see Figure 2.6). The

urbanity variable is dropped off from the analysis due to the inclusion of county FE.

I then use the estimated coefficients to predict and impute the program’s

starting for townships with missing data. For county FEs that are unknown, I

use their corresponding mean values at prefecture level, which is one-tier higher

than county level. Based on the general timeline of the SLCP in the sampled

provinces, I set the earliest and latest possible starting year to be 2000 and 2006,
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Table 5.2: Township–SLCP’s Starting Year

Variables SLCP’s Starting Year
Relative Slope -0.080

(0.072)
Relative Elevation 0.090

(0.062)
Township Area -2.13E-10***

(5.58E-11)
Forest Cover in 2000 (Slope > 25◦) 0.555

(0.426)
Forest Cover in 2000 (15◦< Slope < 25◦) -0.512

(0.343)
Forest Cover in 2000 (Slope < 15◦) 0.544

(0.229)
Constant 2002.481***

(0.043)
County FE YES
Adjusted R2 0.1993
N 6,178
Note: Standard errors clustered at county level are in parentheses.

*** p<0.01, ** p<0.05, * p<0.1

respectively. 98% of the townships with missing data have their imputed starting

year between 2000 and 2004, which correspond to two consecutive waves of the

CHNS. For all of them, year 2000 is classified as pre-treatment and year 2004 is

classified as post-treatment. Although the exactly imputed starting year might not

be very precisely, it is extremely unlikely that the error is large enough to cause

the treatment status in 2000 and 2004 to be incorrect as well.
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Appendix 3A: Derivation of the weight Wi

For convenience, we simplify notation by denoting US
i by Ui and Xi by x. The

cumulative distribution function (cdf) of U , evaluated at a specific value u, is given

by the standard logistic distribution,

FU(u) = eu

eu + 1 (5.3)

with corresponding probability density function (pdf)

fU(u) = e−u

(1 + e−u)2 (5.4)

Note that E[βx + Ui|βx + Ui > 0] is the expectation of the distribution βx + Ui

truncated at βx+ Ui > 0, where βx is estimated by logistic regression. Since Ui

has an independent and identical distribution, we can further simplify notation

by dropping the index i and defining Z(x) = βx+ U . The distribution of Z(x) is

the distribution of U shifted to the left by βx. Since U has a standard logistic

distribution, we can write the pdf of Z(x) as

fZ(x)(z) = e−(z−βx)

(1 + e−(z−βx))2 (5.5)

The corresponding cdf for Z(x) is

FZ(x)(z) = ez−βx

ez−βx + 1 (5.6)

The probability that Z(x) > 0 is therefore

P(Z(x) > 0) = 1− FZ(x)(0) = 1− e−βx

e−βx + 1 = 1
e−βx + 1 (5.7)
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Now, we can derive the expectation of the right tail of Z(x), truncated at Z(x) > 0:

E[Z(x)|Z(x) > 0] =
∫∞
0 zfZ(x)(z)dz
P(Z(x) > 0)

=
∫∞
0 z e−(z−βx)

(1+e−(z−βx))2dz
1

e−βx+1

= eβx

1 + eβx

∫ ∞
0

eβxze−z

(1 + eβxe−z)2dz

(5.8)

Denoting A = eβx and v = 1
1+Ae−z , we have

dv = Ae−z

(1 + Ae−z)2dz (5.9)

z = lnA+ ln v − ln(1− v) (5.10)

and therefore

E[Z(x)|Z(x) > 0] = A

1 + A

∫ 1

1/(1+A)
[lnA+ ln v − ln(1− v)]dv

= A

1 + A

[ ∫ 1

1/(1+A)
lnAdv +

∫ 1

1/(1+A)
ln vdv −

∫ 1

1/(1+A)
ln(1− v)dv

]
= A

1 + A
ln(1 + A)

= eβx

1 + eβx
ln(1 + eβx)

(5.11)

which corresponds to Equation (3.31) in the text.
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Appendix 3B: Analytic framework for τATTW with

continuous Q

Here we consider the case in which the observed physical outcome Q is continuous,

such as acres of land or tons of carbon emissions. This outcome has an unobservable,

heterogeneous social welfare value, Ui(Q). Instead of estimating the ATT in physical

terms,

τ̂ATTQ =
∑
i

Di∑
iDi

(Qi,Di=1 −Qi,Di=0) (5.12)

we are interested in estimating the ATT in welfare terms,

τ̂ATTU =
∑
i

Di∑
iDi

(Ui(Qi,Di=1)− Ui(Qi,Di=0)) (5.13)

We proceed by assuming Ui(Q) has the following structure:

Ui(Qi,Di=1) = ωi1Q (5.14)

Ui(Qi,Di=0) = ωi0Q (5.15)

The policy maker who acts on behalf of society does not observe ω but has an

implicit or explicit model for predicting it by using a set of covariates Z,

ωi1 = f1(Zi) + εi1 (5.16)

ωi0 = f2(Zi) + εi0 (5.17)

The first moment of the difference of these two expressions, ωi = E[ωi1]− E[ωi0] =

f1(Zi)− f2(Zi), is the policy maker’s ex ante expected utility from treating site i

when the physical outcome increases by one unit. Assuming treatment can only

changeQ in one direction, the policy maker treats i, i.e. Di = 1, if and only if ωi > 0.

We can further decompose ωi into two components, ωi = θXi + εi(Zi|Xi), where X
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is a subset of Z that is correlated with the physical outcome Q and is observable.

This decomposition implies that the CIA is satisfied: D|X ⊥ (Qi,Di=1, Qi,Di=0).

We can use propensity score matching to control for X, and we can estimate the

weight, Wi = E[ωi|ωi > 0], using observable data on D and X. These steps allow

us to rewrite τ̂ATTU as

τ̂ATTW =
∑
i

DiWi∑
iDiWi

(Qi −Qj) (5.18)

which corresponds to the expression derived in the text for a binary Q.
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Appendix 3C: Data sources and variable construc-

tion

3C.1 Mangrove cover

We acquired GIS data on 2000 mangrove cover in Thailand from the Global Man-

grove Forest Distribution, v1 (2000) dataset, which was created by Giri, Ochieng,

et al. (2011) and is publicly available from NASA’s Socioeconomic Data and Ap-

plications Center.2 Mangrove cover is coded as a binary variable with 1 indicating

mangrove presence and 0 indicating its absence. We hired a spatial analyst to

create corresponding data for 1987 using the same type of satellite images (Landsat)

and the same techniques as were used in Giri, Ochieng, et al. (2011). The data for

both years were in raster format, with a 30-meter pixel size.

We used tools in ArcMap to draw a random sample of 50,000 points from

locations where mangroves were present in at least one of the two years. To prevent

drawing multiple points from a single pixel, we set the minimum distance between

any two sampled points to be 50 meters. We subsequently dropped all points where

mangroves were not present in 1987.

3C.2 Treatment Status

The Thailand Department of Marine and Coastal Resources (DMCR) provided

a shapefile containing the boundaries of the Protection Zone, Economic Zone A,

and Economic Zone B as of 1987. We used GIS to overlay the boundaries onto our

sample of points. We used a binary variable to code the treatment status, with

observations in the Protection Zone and Economic Zone A coded as the treated

group (D = 1), and observations in the other two categories coded as the untreated
2https://sedac.ciesin.columbia.edu/data/set/lulc-global-mangrove-forests-distribution-2000
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group (D = 0).

3C.3 Pre-1987 Protected Areas

We generated a binary variable that identified mangroves that were already within

national parks and other PAs when the zoning system was introduced. The World

Database on Protected Areas (WDPA)3 has information on PAs in Thailand,

including their establishment dates and GIS polygons of their boundaries. We

selected coastal PAs in the WDPA that were established no later than 1987, and we

created a binary variable that equaled 1 if a point in our sample was within any of

them and equaled 0 otherwise. We used features on the Google Earth base map to

manually correct the boundaries of the PAs, as most of the polygons were displaced

by ∼0.45 km in a southeasterly direction, and some were displaced by up to ∼1

km in other directions. All of the coastal PAs for Thailand in the WDPA were

national parks with the exception of three non-hunting areas (Thale Noi, Thale

Sap, Mu Ko Libong). The WDPA did not include polygons for those three areas,

but we obtained polygons for them from the Thailand Department of National

Parks, Wildlife, and Plant Conservation. The Department also provided polygons

that enabled us to correct additional boundary errors in the WDPA polygons for

several Marine National Parks (Had Chao Mai, Had Noparatthara - Mu Ko Phi

Phi, Khao Lam Pi - Hat Thai Muang, Khar Sam Roi Yot).

3C.4 Covariates

We used tools in ArcMap to generate the covariates in the selection model. Through-

out the analysis, we used GCS_WGS_1984 for geographical coordinates and

Azimuthal Equidistant as the projection. We used the latter projection to minimize

distance measurement errors caused by map distortions. We set the latitude-

longitude of the center of the Azimuthal Equidistant projection at 10◦N , 100◦E,
3https://www.protectedplanet.net/
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which is approximately at the center of our study area.

Climatic zones. We generated categorical dummy variables for climatic zones.

We manually coded a map of the World Köppen Climate Classification at the

subdistrict (tambon) level.4 Our study area includes only three climatic zones:

tropical savanna, monsoon, and equatorial. The reference (excluded) zone in the

selection model was the monsoon zone.

Wind speed. We drew data on wind speed from the Global Wind Atlas 2.0.5 We

extracted the 50-meter aboveground wind speed as a raster file from this database

and overlaid it on our sample of points. We considered also including a variable

on cyclone frequency, but the global cyclone frequency map available on SEDAC

shows little variation in cyclone frequency in Thailand.

Distance to coast. We evaluated two sources of data on Thailand’s coastline:

the shoreline map in the Global Self-consistant Hierarchical, High-resolution Ge-

ography (GSHHG) database (Wessel and W. H. Smith 1996);6 and a digital map

of administrative boundaries in Thailand that we obtained from the DMCR. We

selected the latter because it matched much more closely with the mangrove zone

boundary map, also provided by the DMCR. We visually checked its accuracy

by overlaying it on the Google Earth base map. This comparison prompted us

to manually edit one part of the administrative boundaries map (i.e., Thailand’s

international boundary with Myanmar along the Kra Buri River). We then used

ArcMap to calculate the distance between each point in the sample and the nearest

coastline. Because much mangrove area is submerged even during low tide, some

points were classified as being beyond the coastline. We recoded distances for these
4http://commons.wikimedia.org/wiki/File:Thailand_map_of_K%C3%B6ppen_climate_cla-

ssification.svg
5https://www.globalwindatlas.info/
6https://www.soest.hawaii.edu/pwessel/gshhg/
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points as 0 (i.e., directly on the coastline).

Distance to river. We measured distance to the nearest river using a stream map

of Thailand available on Marc Souris’s research website.7 We visually checked the

map by overlaying it on the Google Earth base map, which revealed that it omitted

many tidal streams near river mouths. Before taking the distance measurements, we

manually edited the map to add tidal streams shown on the Google Earth base map.

Distances to cities and roads. We used ArcMap to generate several other dis-

tance variables that are commonly included as covariates in the matching literature

on forest conservation programs. These variables are proxies for proximity to

centers of economic or political influence, which might affect treatment status.

The first of these variables was distance to the provincial capital. We compiled

from Wikipedia and verified (against Thai sources) a list of the capitals of coastal

provinces in Thailand and their geographical coordinates. Using the administrative

boundaries map from the DMCR, we determined the province where each point

in our sample was located and calculated the distance to the provincial capital.

The second variable was distance to the district seat. Districts (amphoe) are one

level below provinces in Thailand’s administrative structure. We constructed this

variable in the same way as distance to the provincial capital. The third variable

was distance to the nearest urban area. We measured this distance using a GIS

layer on global urban extent in 1995 from the Global Rural-Urban Mapping Project

(GRUMP, v.1) (Balk et al. 2006), which is available from the NASA’s SEDAC

website.8 The last distance variable was distance to the nearest road. The Digital

Chart of the World includes a global road map for 1992.9 We used this map

to measure the distance between each point in our sample and the nearest road
7http://www.savgis.org/donnees-sig-2/thailand.html
8http://sedac.ciesin.columbia.edu/data/collection/grump-v1/sets/browse
9http://worldmap.harvard.edu/data/geonode:Digital_Chart_of_the_World
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in Thailand as of that year. The data on distances to nearest urban area and

nearest road are post-1987, which could cause them to be endogenous. The risk of

endogeneity is small, however, because these variables are slow-moving and the

number of years post-1987 is small. Moreover, excluding these covariates from the

analysis has a negligible impact on the estimated treatment effects.

Proximity to mangrove edge. We used GIS tools and the 1987 mangrove layer to

compute the distance between each point in our sample and the nearest terrestrial

non-mangrove point. We created two binary variables, Proximity to edge: near and

Proximity to edge: far, which identified the thirds of the sample that are nearest

and farthest, respectively, from the edge.

Mangrove-resident animal species. We considered several data sources on the

distribution of mangrove-resident animal species in Thailand. We focused on

amphibians, birds, and mammals, whose geographical distributions are better

known than for other taxonomic groups. One source was the International Union

for Conservation of Nature (IUCN), whose Red List website provides comprehensive

data on threatened species throughout the world. An obstacle to using these data

was that we wanted data on the geographical distributions of species that were

threatened in 1987 (or a year close to it), but IUCN reports current threat status.

We therefore instead used data on the total number of species, not the number

of threatened species. We acquired raster data on geographical distributions of

amphibian and mammal species from SEDAC.10 We acquired corresponding data
10https://sedac.ciesin.columbia.edu/data/set/species-global-amphibian-richness-2015 Interna-

tional Union for Conservation of Nature - IUCN, and Center for International Earth Sci-
ence Information Network - CIESIN - Columbia University. 2015. Gridded Species Dis-
tribution: Global Amphibian Richness Grids, 2015 Release. Palisades, NY: NASA So-
cioeconomic Data and Applications Center (SEDAC). Accessed March 31, 2018. And
https://sedac.ciesin.columbia.edu/data/set/species-global-mammal-richness-2015 International
Union for Conservation of Nature - IUCN, and Center for International Earth Science Information
Network - CIESIN - Columbia University. 2015. Gridded Species Distribution: Global Mammal
Richness Grids, 2015 Release. Palisades, NY: NASA Socioeconomic Data and Applications
Center (SEDAC). Accessed March 31, 2018.
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on bird species from BirdLife International.11 We determined the number of species

in each of the three taxonomic groups at each point in our sample by intersecting

the species distributions with the coordinates of the points. We used the total

historical range for each species, which refers to the area where the species is

known or thought very likely to occur presently or historically. The covariate in

the selection model is the first principal component of the variables for the three

taxonomic groups. The first principal component contains 87% of the variation in

the three variables.

11http://datazone.birdlife.org/species/requestdis
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