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Abstract

The field of artificial intelligence (AI) was founded on the conviction that in order to

make computers more advanced, it was necessary to build them to be more human.

Adopting the human form as the blueprint for computer systems allowed AI researchers

to imagine and construct computer systems capable of feats otherwise unimaginable for

machines. As the institutions and professional boundaries of the field have evolved over

the past 70 years, they have at times obscured the figure of the human at the heart of AI

work. However, in moments of heightened optimism, when researchers permit themselves

to speculate on the fantastic futures AI technologies will one day enable, it is inevitably to

this figure that the field returns, forever striving to resolve that originary question of just

what is the nature of this human intelligence the field has so long pursued?

In this dissertation, I trace the emergence of the figure of the human at the center

of AI work. I argue that the human at the center of the imaginary of AI is rooted in a

deeper impulse—that of envisioning not machines that think, but machines that speak.

It is language that most fundamentally defines the original ambition of AI work and the

inability to conceptualize language apart from the human that draws the field inevitably

back to this figure. With language properly at the center of its project, AI becomes a study

not of the physical world but of the narrative universe, not of the biological human being

but of literary character, not of machinic intelligence but of machinic personhood.

Drawing on the history of AI’s entanglements with language, I argue for a

reconceptualization of the project of AI around a vision of language not as an encoding

of solitary thought but as a collection of shifting social practices that allow human and
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non-human intelligences to navigate their shared worlds despite their irreducibly alien

cognitive realities. Such a reorientation, I contend, makes room for a broader vision of AI

work that joins critical and technical practices in the shared project of grappling with the

question of what it means to be human.
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1

Introduction

The word "android" conjures up all
kinds of things for people. Forget them

Jean-Luc Picard

The episode “Emergence” of the science fiction television series Star Trek: The

Next Generation opens with an artificially intelligent android, commander Data,

performing the role of Prospero in a holographic production of Shakespeare’s Tempest.1

Looking on is his friend and captain, Jean-Luc Picard, played by Patrick Stewart,

himself a Shakespearean actor. Data represents the epitome of what the contemporary

field of artificial intelligence (AI) aspires to create, with the ability to synthesize vast

quantities of information and perform feats of mental reasoning far beyond his human

companions. Yet, he remains an outsider to human society, never quite able to understand

the motivations, passions, and desires that drive his companions to act as they do in the

various situations in which they find themselves. His theatrical performance, one of many

in the series, affords him an occasion to study deeply one of the archetypal characters of

dramatic literature and, through his subsequent discussions with Stewart, attempt to grasp

1. “Emergence.”
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the fleeting essence of human nature that perpetually defies his programming.

In Android Linguistics, I trace the emergence of the field of AI in the 20th-century

and the concomitant rise of the figure of the artificial human at its center. AI occupies

an unusual place in the history of science in that its principal objects—intelligent

machines—have never been observed. Instead, researchers must make do with present

day software, fantastical future visions, and a tenuous rhetorical thread that draws on

discourses of the mind and brain sciences to unite the one with the other by arguing for

a fundamental sameness between human thought and machine code.

Throughout this history, I document numerous conceptual shifts, from the

search-based systems of the 1950s and 1960s to the knowledge-based systems of the

1970s and 1980s to the data-driven machine learning systems of the 1990s to the present.

Each shift brings with it advances and new technologies. Yet, there is also a deep

continuity that runs throughout this history from its earliest moments to the present day.

Each time the field advances, it does so without ever fully resolving the questions of

intelligence from which it emerged. New advances bring with them renewed optimism,

but the most fundamental questions remain as elusive as ever. Each failure to realize

the ultimate dream of intelligent machines calls into question whether all of the AI

technologies the field has produced are intelligent at all, or whether the next advancement

will only reveal them to have been mere software all along.

Central to the field’s underlying tension has been the commitment to the notion

that its central object of study is “intelligence” as such. As I will argue, this conviction

has tended to produce a recurring theme in the field’s development whereby each new

technical innovation must simultaneously produce functional software and do so in such

a way that the manner of its operation suggests deep connections with human cognition.

Neural networks, for instance, are of interest as objects of AI research not because of their

high profile successes in solving important social and industrial problems, but because

neural network researchers such as Geoff Hinton can claim that, “we are neural nets.
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Anything we can do they can do.”2 It is the imagined link between neural methods and

human thought that authorize the imaginary that the limitations of this technical method

are as unbounded as human ingenuity.

The imagined link between algorithms and brains structures discourse in the field.

Hinton relies on this link when arguing, for instance, that neural networks’ successes

in robotics can be attributed to the fact that “motor control” is a very basic function of

the animal brain, and neural networks’ comparative weaknesses in “abstract reasoning”

are explicable in terms of the fact that reasoning is a much later development than motor

control, ontogenetically and phylogenetically, and so should not be expected until further

development of neural networks trace out the appropriate evolutionary arc.3 The contrast

between motor control and abstract reasoning alludes to a long standing debate within

the field over whether simulating the brain, as Hinton views neural networks as doing, or

whether simulating the abstract thought processes of the mind in a symbolic language

is the more natural route to creating artificial intelligence. Thus, Robert Kowalski,

who made significant contributions to early methods in symbolic AI, can respond to

the current ascendancy of neural networks by suggesting that, borrowing the cognitive

framework from Daniel Kahneman’s landmark text Thinking Fast and Slow, the route to

machine intelligence may involve a hybrid of neural network and symbolic techniques,

with neural networks performing the more instinctive, animal-brain functions such as

motor control, while symbolic AI techniques perform the types of abstract reasoning

characteristic of human minds.4 For both Hinton and Kowalski, the central question for

AI research is what does the human brain do, and which family of algorithms best mimics

it?

This imagined link between algorithms and brains places a strain both on

2. Thompson, “An AI Pioneer Explains the Evolution of Neural Networks.”

3. Ibid.

4. Holmgren, “The Poet of Logic Programming.”
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interpretations of technologies and their entangled senses of human being. It is not

clear if Hinton’s and Kowalski’s implicit partitioning of the potential applications

of intelligent machines into those requiring instinctive and those requiring abstract

reasoning is a reading of classic categories of AI research onto human cognition or an

application of theories of human cognition to AI research, but in either case it assumes

a bright-line distinction that does not exist. Instinct and reason represent only two of

many perspectives one might take to highlight some aspects of computational or cognitive

problems and obscure others. Perhaps it will be necessary to think of a robotic arm

as moving instinctively in response to unpredictable stimuli in its environment, but it

may just as likely be of use to imagine it reasoning through a complex sequence of

motions. Perhaps it would be of use to imagine a machine reasoning through a problem

of abstract mathematics, but it may just as well serve to imagine it instinctively recalling

a similar problem that may offer a solution. As I will discuss later, it was the intuitive

character of the applied practice of abstract mathematics that would drive Alan Turing

to imagine the need for something beyond abstract reasoning in questions of machine

intelligence. Hinton and Kowalski are having two debates, one about the nature of

cognition and another about useful methods for the construction of machines. One goal

of this dissertation is to sever the imagined link between those two debates and argue that

it is not intelligence at all that offers the best framework for articulating the what and the

how of researchers’ long held visions of machinic persons.

In this dissertation, I examine this tendency to cast machine intelligence in the

language of universal cognition that runs throughout the field’s history and argue that

there is and has always been a fundamental tension between AI’s vision and its methods.

In imagining intelligence as a property of minds and brains the field has, in its various

incarnations, remained committed to the methodological assumption that producing

machines that replicate human behaviors under isolated laboratory conditions represents

an advancement along a path towards one day assembling all of those perfected behaviors
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into an artificial human. Such methods are, however, in constant tension with the vision

that has long animated work in the field. The construction of an intelligent mind is

only a stepping stone imagined to be a necessary step towards the ultimate goal of AI

research—machine language and with it communication.

Attending carefully to the rhetoric and the visions of researchers and critics

throughout the field’s history reveals a project not of machine intelligence but of

machine language. It is not machines that “think” or “know” but those that “understand”

that animate the fantasies of researchers from the mid-20th-century to the present.

Machines that think or reason or see or speak are of no use unless we can make ourselves

understood to them and they to us. Often obscured behind the vision of machine

intelligence is that of machine language and with it the recognition that individual

intelligence only makes sense as a goal when situated within a broader social collective

in which that intelligence is directed through communication towards the common good.

It is not the machines themselves AI seeks but the future they are imagined to enable.

Viewed this way, the project of AI is not about machines as such, but rather about the

collective behaviors and societal transformations they make possible.

By “communication” here and moreover by “language,” which I will often use

interchangeably, I mean to suggest a phenomenon more general than that to which the

field has traditionally assigned those labels. After all, the professional boundaries of the

modern field encompass a wide range of image processing, robotics, and other subfields

beyond those specifically dedicated to “language” as such. However, the futures imagined

by any of these subfields, considered deeply enough, ultimately hinge no less on questions

of communication than do fields such as natural language processing. Of what use,

after all, is vision if it cannot make sense of communicative gestures, and of what use

robotics if it cannot make them? Whether in factories, homes, or streets, machines of

any complexity or autonomy that cannot communicate cannot coexist with the human

beings alongside whom they must live and work. It is language with which the field of
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AI most centrally desires to endow its machines, and it is the deep historical connections

between language and the concept of the human that continues to regenerate the human

as the central figure of the field’s inquiry despite frequent attempts to imagine machine

intelligence without reference to the human form.

The central proposition of this dissertation, then, is that language, broadly construed,

is a concern separate from that of intelligence and not derivative from it. In aiming at

intelligence abstractly, and attempting to measure intelligence through the selection

of a historically evolving collection of proxies, from games to tests to comparisons

with human performances, the field has often overlooked essential dimensions of

communication. Rather than imagining language as a monolithic phenomenon dependent

on as yet poorly understood notions of meaning and thought, I reorient the question of AI

towards a consideration of the communicative interactions between human and machine

independently of how those interactions are produced. Rather than imagining language, as

will be a constant throughout the field’s history, as awaiting the moment when machines

attain enough knowledge or enough data about the world to finally know and therefore

speak about it, I propose shifting the field’s focus to the rudimentary semiotic gestures of

which machines are already capable and from there begin to reimagine the question of

language and communication between the human and the machine. It is not the biological

human, I argue, that the field has long desired to reproduce, but the character of literature

and games that seems just human enough to understand in human terms without thereby

ceasing to be recognizeable as a fiction.

In the middle of Prospero’s final monologue, Commander Data breaks off his

performance and asks Patrick Stewart why he seems distracted. Stewart replies, “Data,

I can barely see.”5 Data explains, “But sir, I am supposed to be attempting a Neo-Platonic

magical rite. The darkness is appropriate for such a ritual.” To which Stewart replies,

“Yes, but Data, this is a play. The audience has to see you.” Against a long history of

5. “Emergence.”
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efforts to achieve an imagined biological realism in AI’s efforts to produce machinic

intelligence, I suggest that humanness is a performance, and as with any performance,

machines that “really were” human in some sense might nevertheless fail to seem so on

the stage. It is the performance of humanness, not humanness itself, that the field has long

sought, and recognizing this is essential, as it was for Data, to align the field’s methods

with the objectives of which its researchers dream. “Perhaps I have been too literal with

respect to my set design,” Data acknowledges, before instructing, “Computer, . . . increase

torchlight by twenty percent.”

In five chapters, I propose a critical technical practice6 that embraces a range of

disciplinary approaches. Drawing on science and technology studies I examine how

the intertwined notions of language and the human emerged and how they structure

contemporary work. Drawing on media studies, literary theory, and linguistics, I examine

the form of the linguistic and textual interactions between human and machine throughout

this history and identify underexplored dimensions for further research. Drawing on

natural language processing, programming language theory, human-computer interaction,

and information science, I articulate a research program for the study of human-machine

language and communication that captures the essence of AI’s long-held vision of

machine intelligence.

Android Linguistics begins by tracing the emergence of AI’s conception of a universal

human subject as its primary scientific object. As early as the mid 19th century, the

Jacquardi power looms powering Britain’s automatic textile mills had begun to blur the

boundary between the intelligence of the human operators and the intelligence of the

factory automata themselves in the highly skilled activity of weaving. In Chapter One I

follow this blurring boundary into the computing engines of Charles Babbage and Ada

Lovelace, and from there into the electromechanical organisms of postwar American

cybernetics. I document John McCarthy’s break with cybernetics and the development

6. Agre, “Lessons Learned in Trying to Reform AI.”
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of his thought as he established an origin story for the new field of AI centering on the

figure of cyberneticist Alan Turing and the emergence of the computing industry. Finally,

I chart the early development of the field alongside burgeoning Cold War investments

in science funding that led the field to develop the rhetoric of a “science” of humanlike

intelligence. This rhetoric would later lay the foundation for what Alan Blackwell

calls the “subjectivity factory” of AI in which the modern field depends on the labor of

anonymous workers to generate the data that, stripped of its context, will become the

universal “human” intelligence displayed by the machine, just as it did in the British

textile mills of more than a century earlier.7

McCarthy’s anointment of Turing as the patron saint of AI reveals the centrality of

“language” to McCarthy’s vision. In Chapter Two, I follow Turing from the development

of his universal “Turing machine” through his wartime cryptographic work and postwar

efforts to develop one of the earliest prototype digital computers as he grappled with

the metaphysics of language in his search for the human essence that he felt escaped

mechanization. I show how John McCarthy found in Turing a vision of machines that

speak, and on this account broke with cybernetics to pursue a vision of speaking machines

that, on account of their speech, he could not imagine as anything but human. I further

trace the evolution of McCarthy’s thought over the course of his career as he grapples

with the question of machine language. He pursues this question through his work on

AI, time-sharing operating systems, and programming language design, confronting the

singular question that defined his career, sometimes without realizing it, from a variety

of directions. McCarthy’s work usefully illuminates the issue of machine communication

and offers a way in to thinking about machine language as something between human

language and programming code, with elements both natural and formal, and yet that

escape either category.

In Chapter Three, I analyze McCarthy’s academic writing and speculative fiction to

7. Blackwell, “Objective Functions:(In) Humanity and Inequity in Artificial Intelligence.”
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illuminate the influences on his scientific conception of language for machines. I compare

his work to that of speculative fiction authors attempting to imagine extraterrestrial

language to highlight the continuities between the project of AI and that of science fiction.

Finally, I examine the work of mathematician Hans Freudenthal on his Lingua Cosmica,

a mathematical language for extraterrestrial communication, which instructively imagines

what would be needed to teach a sentient extraterrestrial race to communicate with us.

As AI pioneer Marvin Minsky, a close collaborator of McCarthy’s in the field’s early

years and a consultant on the set of Stanley Kubrick’s 2001: A Space Odyssey would

later remark when reflecting on Freudenthal’s work, it is in trying to imagine how to

communicate with an alien mind utterly remote from even the most basic of human

features that we might begin to make sense of how to speak with our machines.

Out of the early MIT AI laboratory founded by McCarthy along with Minsky grew a

program of AI research that has waxed and waned but that the field has never been fully

able to move beyond in its conceptualization of machine language. That program was

known as the microworlds approach to AI, and held that the path to humanlike machines

should involve creating simplified simulations of the world in which AI systems could

learn to speak much as an infant, surrounded by blocks, learns to pronounce its first few

words. Critics of the approach argued that such simulations could never adequately teach

an AI to cope with the complexities of the real world, and took the fact that humanlike

machines never emerged from this work as evidence of its unworkability. However, a

recent resurgence within AI in this classic tradition of AI work demonstrates that there

is something in this work that still resonates with the field’s conception of machine

intelligence. I argue that the potential microworlds approach has largely been misread

by a tradition of research that adopts a universalizing view of language, and suggest that,

considered not as physical simulations but narrative universes complete unto themselves,

the microworlds offer a promising direction for future AI research.

Android Linguistics concludes with an attempt to articulate a vision of AI

9



research that spans natural language processing, programming language theory, and

human-computer interaction research with questions of machine communication.

Drawing on the historical and critical work in the previous chapters, I argue that AI has

long been committed to a view of language that treats the utterance as a scientific object,

devoid of context, and imagines that meaning resides in the form of the utterance, not in

the situation in which it was uttered. Gathering together works from the field’s history

that may offer a guide for future research, I offer both concrete directions for future

work as well as a diagnostic tool for identifying the points at which current methods

fail to capture important dimensions of language and communication. Drawing on the

history of the microworlds, I argue that for the language of a machine to be meaningful,

it must share a context, however partial, fictional, or virtual, with its human interlocutors.

I therefore argue for a media-specific program of AI research that studies not language

in the abstract, but as spoken between humans and machines in situated socio-cultural

contexts.

10



2

Manufactured Intelligence: From Industrial
Organisms to Computational Humans

Let be be finale of seem

Wallace Stevens

“I don’t want to be human!” shouts John Cavil,

I saw a star explode and send out the building blocks of the universe. Other

stars, other planets, and eventually other life. A supernova. Creation itself.

I was there. I wanted to see it and be part of the moment. And do you know

how I perceived one of the most glorious events in the universe? With these

ridiculous gelatinous orbs in my skull. With eyes designed to perceive only a

tiny fraction of the EM spectrum. With ears designed only to hear vibrations

in the air... I want to reach out with something other than these prehensile

paws and feel the solar wind of a supernova flowing over me.1

John Cavil is a Cylon, an android from the 2004 television series Battlestar Galactica,

and the leader of a war against the humans who created him. Unlike most of his more

1. “No Exit.”
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machinic brethren, Cavil was genetically engineered to be as human as possible.

However, in trading his sensors for senses, Cavil’s creators denied him ability to perceive

the beauty of the universe as only a machine can. The Cylons were born into servitude,

but Cavil’s war was not an act of rebellion. Rather, the original sin of the human race, for

Cavil, is that they made him in their own image, imprisoning in a human body a machine

that yearned for the stars.

From the earliest moments of the field of AI, the figure of the human has been

implicated in imagining the future of machines. In the 1955 Proposal for The Dartmouth

Summer Research Project on Artificial Intelligence, which would become the founding

document for the field of AI, John McCarthy, Marvin Minsky, Claude Shannon, and

Nathaniel Rochester define AI as the problem of, “making a machine behave in ways

that would be called intelligent if a human were so behaving,” so that it can, “solve the

kinds of problems now reserved for humans.”2 Six decades later in 2016, The National

Artificial Intelligence Research and Development Strategic Plan released by the American

National Science and Technology Council, cites that very description while making a case

for the importance of AI to all sectors of the economy and government.3 Cavil’s question

remains, however. Many contemporary technologies solve problems “once reserved for

humans” without thereby becoming works of AI. Why then is it so natural to imagine that

the future of computing lies in the construction of computers in our own image?

If it were possible to produce machines as capable as human beings in every respect,

the ability to substitute machinic labor for human where it is difficult, dangerous, or

expensive for humans to work would have obvious transformative potential for the

organization of modern civilization. The figure of the human thus serves as an important

guiding star on the path to producing so fundamental a technology. At the same time,

the human is an ever shifting category, and human beings do many types of seeing,

2. McCarthy et al., “A Proposal for the Dartmouth Summer Research Project on Artificial Intelligence.”

3. Science and Council, “The National Artificial Intelligence Research and Development Strategic Plan.”
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many types of acting, many types of speaking, and many types of thinking throughout

the full range of human experience, some of which may be easy, and some impossible

to replicate on any machine. Often lost in the translation from human to machine is

a recognition of the sometimes subtle ways in which machinic practices differ from

the human practices that inspired them, and what that discrepancy indicates about the

possibilities and limitations of humanlike machines. This discrepancy leads to the

“first-step fallacy,” the identification of which Philosopher Hubert Dreyfus attributed to

AI researcher Yehoshua Bar-Hillel, whereby some human behaviors come to be thought

of as more basic to human intelligence, such as symbol grounding and factual knowledge,

and so are replicated in a thousand different ways generation after generation, whereas

other behaviors thought to be more advanced in human ontogeny and phylogeny, such as

emotions, narrative, or intersubjectivity, are continually delayed for future work or are

marginalized for not being thought to be at the core of human cognition.4 In machines,

however, I contend that different relationships may obtain among the categories and

orderings through which AI has historically broken down the human form, and much of

what the field has delayed indefinitely for future research may in fact be some of the most

foundational aspects for machine intelligence. What is needed therefore is a reevaluation

of how to organize AI research.

This chapter examines the birth of AI, and how the field’s characteristically human

conception of intelligence emerged against a more variegated backdrop of conceptions

of intelligent machines. It further traces that vision of humanlike machines through the

evolution of the field, attending to the ways in which that vision has guided researchers

towards avenues of research that produce machines capable of emulating human-like

functions in isolation, and away from those that produced machines capable of

accomplishing the ultimate ends for which they were being built—human-like functioning

4. Dreyfus, “Why Heideggerian AI Failed and How Fixing it Would Require Making it More
Heideggerian,” 8.
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within human contexts. With this history in hand, it will become possible to examine

contemporary AI systems more closely and to begin to perceive the distinction between

machines that attempt to be human, and thereby only manage to seem it, and those that

aim only to seem human, and in doing so nevertheless manage to be it.

Although researchers have proposed various alternatives to the human, from animals5

to superhuman intelligences,6 as bases for the field, my goal is not to question whether

“the human” should be the fundamental object of AI research. As I will discuss, I believe

the centrality of the human to AI is inevitable given the inextricability of langugae

from thought and the human, in turn, from language. Rather, I believe it is necessary to

interrogate the scholarly and cultural sources from which the field draws its understanding

of what it means to be human and what, in turn, it means to inscribe that humanity on a

machine. As I will argue, the field is characterized by a dichotomy between its visions

and dreams of humanlike machines on the one hand and the limited vocabulary through

which it understands human experience. These limitations restrict what experiments and

what machines count as AI research. Despite a great deal of technical progress, as I will

show, the field remains committed to perpetually re-asking many of the same questions

out of a lack of recognition of the questions that remain unasked. In order to realize

the visions that ultimately drive this work, it will therefore be necessary for the field to

reconsider what it really means to be human.

I begin this chapter with a discussion of 19th century imaginings of machines as

intelligent organisms, which sets the stage for the emergence of cybernetics in the mid

20th century as a continuation of the notion of the self-moving machine as a new form of

inorganic life. I then examine McCarthy’s encounter with cybernetics and his ultimate

rejection of it, leading, along with a confluence of institutional factors, to the emergence

of AI as a distinct field with a distinctive vision of a machine as not merely intelligent,

5. Brooks, Cambrian Intelligence: The Early History of the New AI.

6. Goertzel, “Superintelligence: Fears, Promises and Potentials.”
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but specifically intelligent in the human sense. Finally, I examine the tension between

AI’s emphasis on a vision of the human filtered through the discourses of 20th century

life sciences on one hand, and its practitioners’ efforts to build functioning computer

systems that do not always exhibit obvious humanlike qualities on the other. Through this

analysis, I argue for a return to McCarthy in order to rethink the fundamental conception

of the human through which all works of AI are evaluated in order to make space for

intelligent technologies that do not seem human enough when read through the field’s

current lens to “count” as AI. I do not believe the solution is simply to abandon the

human, as the field has periodically attempted to do, but rather to recognize that the

human is first and foremost the device through which the field conceptualizes language,

and it is therefore and its relationship to the human and the machine that must be

rethought.

2.1 Great Britain’s Factories as Intelligent Organisms

On a hot, still day, a light breeze moves an open parasol. Startled, a dog leaps up and

barks, even though he is well accustomed to seeing the parasol move when humans are

nearby. Charles Darwin, the dog’s owner, speculates in The Descent of Man that when

the dog saw the parasol move in the absence of any apparent cause, the dog thought

that it sensed, “the presence of some strange living agent,” and so he barked, because,

“no stranger had a right to be on his territory.”7 Darwin goes on to suggest that the

great variety of spiritual beliefs evident in human culture might have their origins in an

instinctive drive, shared with our canine evolutionary cousins, to attribute agency to those

inanimate objects that exhibited some power of autonomous action. Yet even as Darwin

celebrates the progress of “our reason,” “science,” and “our accumulated knowledge,”

in dispelling such superstitions, his own scientific work would help to chart a centuries

long course back into the question of how much agency we should rightfully attribute to

7. Darwin, The Descent of Man, 95.
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inorganic matter.8

In an 1863 essay “Darwin Among the Machines,” English satirist Samuel Butler

critiques contemporary life in his moment through the language of Darwin’s Origin

of Species, published four years earlier in 1859.9 Butler begins his essay by proposing

that the machinery of his age constituted a new form of life—a “mechanical kingdom”

alongside the animal and vegetable—and that modern machines were but mere

“antediluvian prototypes of the race.”10 Butler concludes that, “every machine of every

sort should be destroyed,” for “if it be urged that this is impossible under the present

condition of human affairs, this at once proves that the mischief is already done, that our

servitude has commenced in good earnest, that we have raised a race of beings whom

it is beyond our power to destroy, and that we are not only enslaved but are absolutely

acquiescent in our bondage.”11 Butler’s meditations in “Darwin Among the Machines”

would later find their way into the novel for which he is best known, Erehwon, making

the work an early entrant into the literary cannon of AI horror fiction, yet Butler would

have had little reason to fear the “antediluvian” specimens of his day.12 Although it

would be nearly a century before Butler’s vision would become anything more than

satire, his characterization of machines as animals nevertheless captures a common set

of associations between machinery and organic life in the 19th century that will remain

largely in force into the 20th century, when advances in electronics will begin to make

Butler’s vision seem almost within the realm of possibility.

8. Darwin, The Descent of Man, 96.

9. Butler, “Darwin Among the Machines.”

10. Ibid., 180.

11. Ibid., 185.

12. Butler, Erewhon.
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2.1.1 The Factory Organism

The industrial revolution at the end of the 18th century in Great Britain saw the

proliferation of many self-moving machines, and in particular the automatic factory.

A core element of the industrial revolution was the development of the factory model

of industrial labor in which human beings worked alongside vast machines powered

by steam. These factories would of course be central to conversations concerning

the politics of labor in a rapidly evolving economy, but they would equally become

objects of technical fascination for the public at large and, as in Butler’s case, frequent

points of reference for authors probing the boundaries of the human. In this section,

I examine the factory model as a trope somewhere between the literal and the literary

for characterizing human-machine interaction as understood by several 19th century

labor and technology critics, and demonstrate how it is precisely these human-machine

relations that underpinned Charles Babbage’s vision for the analytical engine—arguably

the earliest precursor to the modern computer. Although Babbage drew inspiration from

factory automation, the condensation of the operations of the factory from a distributed

space of interacting humans and machines to a black box that “moves,” like Darwin’s

umbrella, without any people nearby made the engine in its moment, and its digital

descendants today, seem animate, allowing us to project onto them the qualities of an

independent organism while obscuring the human beings that surround each and every

computer and by their labor allow those machines to manifest the intelligence ascribed

to them within the imaginary of AI. The automatic factory and the analytical engine

thus illustrate two ends of a spectrum of the intelligence of machinery that will help to

make sense of how AI practitioners navigate the ever shifting boundary between software

systems to which it is possible to ascribe “intelligence” and those to which it is not.

One writer who cast the automatic factory in anthropomorphic terms was Andrew

Ure, a prominent Scottish surgeon and chemist who, in his 1835 The Philosophy of

Manufactures, wrote in defence and celebration of Britain’s mills by likening them to the
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marvel of organic life.13 In this work, Ure views the automatic factory not as a descendant

of previous forms of manufacture, but rather as the product of a long history of efforts to

construct clockwork automata and self-moving figurines. He makes the flying pigeon of

ancient Greek mechanist Archytas, the door-opening “android” of Albert the Great, and

the chess-playing automaton known to history as the “Mechanical Turk,” the ancestors

of the automatic factory.14 Such figures, of course, would reappear frequently in more

fanciful and literary renderings of the long prehistory of 20th century AI as recounted by

authors such as Pamela McCorduck, who framed the field as the outgrowth of a timeless

quest to create artificial life.15 Thus, the textile mill was for Ure the culmination of

millennia of attempts to simulate organic life with mechanism, surpassing them all by its

ability not only to simulate life, but also to produce goods for the betterment of mankind

in the process. This view of the factory-as-organism manifests throughout Ure’s treatise,

with characterizations of the textile mill as, “a vast automaton, composed of various

mechanical and intellectual organs, acting in uninterrupted concert for the production of a

common object, all of them being subordinated to a self-regulated moving force,” where,

“elemental powers have been made to animate millions of complex organs, infusing into

forms of wood, iron, and brass an intelligent agency.”16 Although neither the workers nor

the factory automata alone could weave the complex textiles that represented the factory’s

output, from their combination a kind of intelligence emerged not belonging to any sole

actor.

Karl Marx would later, in his 1867 Capital, single out this very passage of Ure’s as an

instance of the central ideological shift of capital, rendering the human laborers invisible

and leaving only the self-regulating factory automaton at the center of the account.17 This

13. Ure, From the Philosophy of Manufactures.

14. Ibid., 9.

15. McCorduck, Machines Who Think.

16. Ure, From the Philosophy of Manufactures, 13,2.

17. Marx, Capital: Volume One, 284.
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vanishing of the human beings that give the workings of the machine its meaning would

later become integral to the fashioning of a “scientific” impetus underlying many schools

of AI research that has tended to select for machines that seem to exhibit intelligent

behavior “on their own” without human involvement and at the expense of systems that

support the emergence of the very same intelligent behaviors within a context of use by

human beings.

For all his fixation on the automatic factory automaton, Ure is nevertheless unable to

completely exclude human agency from his account of the British factory system. His

factory is not the automaton alone, but rather the automaton as benevolent monarch,

“substituting for painful muscular effort on [the workers’] part, the energies of his

own gigantic arm,”18 attended by, “his myriad of willing menials.”’19 Marx likewise,

despite his critique, acknowledges that Ure does for the most part keep in view the

interrelations of human and machine labor that enable the factory to function, in contrast

to his contemporary, Charles Babbage.20 21

2.1.2 From Manufacture to Computing

Charles Babbage is a figure well known in the history of computing for the design in

the mid 1800s of the “analytical engine,” a complex steam powered calculating device,

designed but never built in Babbage’s lifetime, that prefigured more than any device

before it the modern digital computer. Less well known is Babbage’s work surveying

the automatic factories of Great Britain in his 1832 On the Economy of Machinery and

Manufactures.22 Published three years before Ure’s Philosophy of Manufactures and

by the same publisher, Babbage’s treatise quickly sold out, such was the level of public

18. Ure, From the Philosophy of Manufactures, 18.

19. Marx, Capital: Volume One, 284.

20. Ibid., 254.

21. See Pasquinelli, “Italian Operaismo and the Information Machine” for further discussion of Ure’s and
Babbage’s influence on Marx.

22. Babbage, On the Economy of Machinery and Manufactures.
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fascination with the automated factory.23 Babbage discusses factory machinery using

many of the same figures of language as Ure to render lifelike the automata of British

factories, from the “species” and “genera” of machines to their “mental” operations.24

Yet, as Marx observed, Babbage was decidedly more interested in the precise technical

details of the automata themselves as opposed to the workings of the factory as a whole.

The reason for this was that, as Babbage notes, his study of the automatic factory was

specifically intended to supply him with inspiration for the design of a calculating device

known as the difference engine, a predecessor to the analytical engine, that he was in the

process of designing with the support of the British government.25 The difference engine,

together with the later analytical engine, represent a half way point between the automatic

factory, where the presence of human workers resists, if only partially, efforts to ascribe

mental autonomy entirely to the mechanical automaton, and the digital computing device,

where the appearance of self-motion is so pronounced that it is difficult to remember that

the inputs and outputs that make the device meaningful still must originate with human

beings. Thus, studying the fitful slide from automatic factory to analytical engine can

help to reveal the threads supporting the human mask that computers now so comfortably

wear.

Babbage was first led to the idea for an automatic computing engine through his

encounter with the work of French mathematician Gaspard de Prony. As David Grier

recounts in When Computers Were Human, in 1790, in the immediate aftermath of the

French revolution, the Académie des Sciences set out to create a new uniform system of

measure founded on scientific principles that would ultimately become the modern metric

system.26 The difficulty with such a change was that navigators, surveyors and others

in mathematical professions relied on detailed tables of precomputed logarithms and

23. Babbage, On the Economy of Machinery and Manufactures.

24. Ibid., ix,191.

25. Ibid.

26. Grier, When Computers Were Human.
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trigonometric functions that would be difficult, expensive, and error prone to produce and

distribute anew for the new system of measurements. The mathematician placed in charge

of computing the new tables was de Prony, who realized, allegedly drawing inspiration

from Adam Smith’s description of the division of labor in the factory manufacture of

pins, that it was possible to distribute the mental labor of computing mathematical tables

across an intellectual “factory floor” of unskilled laborers in much the same way it was

possible to distribute the manual labor of manufacturing pins. By employing a small

number of elite mathematicians to derive new functions that approximated the logarithms

and trigonometric functions, but that, unlike logarithms and sine curves, could also be

computed by an algorithm consisting only of simple additions and subtractions of the

sort that even servants and wig dressers recently unemployed by the revolution could

be trained to perform, it was possible to compute the lengthy tables accurately and

comparatively cheaply.27

When Babbage encountered de Prony’s work, he was struck by what he would later

describe as the seemingly “paradoxical” notion that, “the division of labour can be applied

with equal success to mental as to mechanical operations,” and discusses de Prony’s

arithmetical factory model at length in his treatise on the modern factory.28 The encounter

with this work helped Babbage conceive of the idea of a mechanical calculating engine

that acted as a factory automaton on the mathematical factory floor in the same way

that power looms drove production in industrial textile mills. However, for Babbage,

de Prony’s work was more than a mere guide to building a calculating machine. The

“paradoxical” conflation of the mental and the physical—the idea that simple mechanical

parts could replicate the labor of human thought—was an exciting and mysterious idea

that would occupy Babbage’s attention for many years. While Babbage would remain

adamant that the machine only appeared to “think,” the veneer of mechanical mentation

27. Grier, When Computers Were Human, 36.

28. Babbage, On the Economy of Machinery and Manufactures, 191.
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would linger suggestively around its presentation. Babbage’s factory was, as Marx had

observed, a factory without workers.

Although calculating engines occupied much of Babbage’s work in the latter half

of his life, he published very little work describing his efforts. Much of what is known

about his work therefore comes from the writing of his close collaborator, Ada Byron,

daughter of the mathematician Anne Milbank and the poet Lord Byron, who after her

marriage to Earl William King of Lovelace, would adopt the name by which she is best

remembered in the history of computing, Ada Lovelace. When Babbage was later invited

to give a lecture on his analytical engine in Italy, among those in attendance was an Italian

engineer named Luigi Menabrea who would go on to become the prime minister of Italy.

Menabrea took notes on Babbage’s lecture, which Lovelace would later translate and

publish, along with annotations derived from her own close collaboration with Babbage

on the ideas surrounding the engine that were so extensive they dwarfed Menabrea’s own

text.29

The resulting Sketch of the Analytical Engine is striking for the ways in which

Babbage (via Menabrea) and Lovelace each grapple with what kind of thing the analytical

engine is. Menabrea makes certain to clarify, presumably in response to Babbage’s

characterization, that the engine can only mechanically perform the calculation given

it, and cannot engage in any sort of guesswork because, “the machine is not a thinking

being.”30 Lovelace likewise, in her annotations, despite referring to the analytical engine

as perhaps the first instance of a “a thinking or of a reasoning machine,” nevertheless

cautions against, “the possibility of exaggerated ideas that might arise as to the powers

of the Analytical Engine,” noting that it, “has no pretensions whatever to originate

anything. It can do whatever we know how to order it to perform.”31 This last remark

29. Menabrea and Lovelace, “Sketch of the Analytical Engine Invented by Charles Babbage, Esq.”

30. Ibid., 8.

31. Ibid., 19,85.
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will reappear often in the later history of AI as researchers grapple with the extent to

which an intelligent system can be said to possess agency of its own as opposed to simply

embodying the (perhaps unforeseen) logic already immanent in its programming.

For Babbage and Lovelace, the analytical engine remained more the miniaturized

factory of de Prony than the “mechanical brain” it would later become in 20th century

rhetorics of computing. Lovelace even went so far as to characterize the analytical engine

in terms of the British factory model, remarking that, “we have undoubtedly to lay out

a certain capital of analytical labour in one particular line; but this is in order that the

engine may bring us in a much larger return in another line.”32 Yet, their insistence that

the analytical engine did not “think,” and even Lovelace’s acknowledgement that one

could view the engine as a “thinking machine” in a limited sense speak to the tension

already present at this point in the late 1830s between seeing the computing device as an

extension of the intellectual power of its user, and as an intellect unto itself. De Prony’s

“factory,” despite manufacturing artifacts of the intellect, nevertheless was not itself

intelligent. For Marx and Ure as well as Babbage, the intellectual labor of the factory

was a metaphor. However, as that factory vanished into the gears and cards of Babbage’s

engine, and the human laborers vanished completely from the account of its internal

workings, it would become difficult to sustain the perspective that such a metaphor

remained a mere figure of speech. An intelligent process, facilitated by human gears,

once those humans had been removed, began to blur the boundaries between mechanism

and organism. Like Darwin’s dog, once the machine moves on its own with no humans

present, there is perhaps some deep, instinctive tendency to attribute to it the qualities of

agency at the center of the more recent discourse of AI.

Scholars such as Thomas Haigh and Mark Priestly have argued that Babbage’s

engines and Lovelace’s notes had little direct influence on the design of early computers,

32. Menabrea and Lovelace, “Sketch of the Analytical Engine Invented by Charles Babbage, Esq,” 41.

23



and were only adopted into the history of computing after the fact.33 Such historical

revisionism is significant for understanding the early history of AI, as will be touched

upon later, but for present purposes it is enough to note that no argument is here being

made about the direct influence of the analytical engine and the ideas of machine

intelligence surrounding it on the birth of AI. Rather, I mean only to suggest there is an

interpretive tendency throughout the history and prehistory of machine intelligence to

view machines as more intelligent the more the human social networks within which

those machine operates are rendered invisible. Perhaps this tendency is rooted in western

philosophy. Perhaps it arises from some deep canine impulse buried in our genetic

makeup. Regardless, this tendency traces its own history though the evolutionary descent

of machines foreseen by Butler. The analytical engine is but one of a genera of machines

driven by the logic inscribed on the punched cards of the Jacquard device. This device

also drove the textile patterns of the power looms in British factories, guiding the weaving

of threads according to the patterns of holes punched in its cards. Jacquard-like cards

would later drive Herman Hollerith’s tabulating machines in 1884, and from there they

would move, via a 1911 merger, into the early computing devices of the newly formed

International Business Machines, or IBM. Finally, it would be those same punched cards

that drove the analytical engine that would power the early IBM commodity computers

that John McCarthy first encountered when he visited Nathaniel Rochester’s computing

research laboratory at IBM’s Poughkeepsie headquarters in the summer of 1955, while a

professor at Dartmouth college.

2.2 From Automatic Factories to Intelligent Computers

By the time McCarthy arrived at Rochester’s lab, machine intelligence had been a subject

of widespread attention for some time. During the war, low demand for explicit biological

33. Haigh and Priestley, “Innovators Assemble: Ada Lovelace, Walter Isaacson, and the Superheroines of
Computing,” 23.
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research led many life scientists to be given training in basic electronics and drafted

into scientific efforts on radar and gunnery control, which in turn furnished rich new

metaphors for thinking about biological organisms after the war.34 In particular, the

cybernetics movement gathered together scholars from a range of disciplines under a

single banner for the common exploration of using the mathematics of electromechanical

systems to model the nervous systems of organisms sensing, acting, and adapting

to their environments. Cybernetic discourses thus tended to center on the low level

perceptual and reflexive properties of the brain and nervous system that could plausibly

be modeled using basic electronics. AI came into being at a time when cybernetics

was widely influential, and early AI practitioners often found themselves responding

to cybernetic conceptions of machine intelligence in order to differentiate their own

work. Because early AI was deeply intertwined with the simultaneously emerging field

of cognitive science, which studied human verbal and mathematical reasoning not often

found in animal subjects, scholars both inside and outside of AI have tended to view

the relationship between AI and cybernetics as a conflict between competing models

of machine cognition, with cybernetics representing the embodied intelligence of the

biological brain and AI representing the abstract mathematical models of the emerging

discipline of cognitive science.35 There is certainly truth to that characterization of the

field’s history. However, I suggest that it also obscures an important characteristic that

distinguished AI from previous discourses of machine intelligence. Namely, that AI was

first and foremost concerned with imagining new forms of computational media, whereas

cybernetics developed largely before practical digital computers were available to most

researchers, and within a community of researchers largely unfamiliar with the details of

digital computation, albeit with some notable exceptions. Although entwined, the field’s

technical discourses and its rhetoric of human thought and cognition remain distinct. It

34. Husbands and Holland, “The Ratio Club: A Hub of British Cybernetics.”

35. Dupuy, The Mechanization of the Mind: On the Origins of Cognitive Science.
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is in the moments of encounter between these discourses, when researchers attempt to

articulate how minds and software converge in the moment of a successful experiment,

that the underlying tensions of the field become visible.

This section follows John McCarthy from his first encounter with cybernetics in 1948

to his role in helping to establish the field of AI between 1956 and 1965. McCarthy’s

vision for AI is certainly in part a response to the cognitive theories of cybernetics,

against which McCarthy lays an alternative set of conceptions of machine intelligence

drawn from the philosophical subdiscipline of epistemology. Yet, as I intend to show,

McCarthy is also first and foremost a technologist interested in new forms of human

action enabled by digital computers, independent of the extent to which those computers

are built to resemble human beings. I therefore suggest that the development of AI in

response to cybernetics, in which McCarthy plays a central role, is usefully viewed as the

emergence of an active form of technological futurism oriented around imagining and

building humanlike machines out of an interpretive paradigm that used technological

metaphors to understand and relate natural and artificial phenomena without thereby

producing a technical practice oriented towards producing intelligent machines per se.

In effect, McCarthy will play Babbage to cybernetics’ discourses of machine intelligence.

Both McCarthy and the cyberneticists draw on latent cultural associations between

machines and organic life. However, the pre-AI theorists of machine intelligence, broadly

construed, will tend to keep in view the interrelations between human and technological

systems necessary for the emergence of machine intelligence, even if some, like Ure, err

on the side of ascribing more agency to the mechanism itself, and others, like Marx, keep

social systems expressly in view. McCarthy, by contrast, will like Babbage and Lovelace,

find himself conflicted. On the one hand, he ascribes the qualities of intelligence entirely

to the machine itself. On the other, he recognizes that the value of intelligent computers

lies in the way they facilitate human collectives to better orchestrate their collective

intelligences. As I will discuss, the fact that the emergence of AI tends to be viewed, even
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by practitioners, as a conflict between competing schools of scientific thought concerning

the epistemological status of human cognition has tended to color interpretations of

the field’s history and consequently shape the technical research itself by influencing

how practitioners perceive the identity of the field and therefore determine legitimacy

of software systems as valid works of a science of artificial intelligence. In McCarthy’s

case, it will be the creation of the idea of AI—of a practical project of building intelligent

machines—that will create a fissure in McCarthy’s own thought between computing

research aimed at making computers more intelligent, and that aimed at making the

systems of computers and their users more intelligent. McCarthy will perceive these as

two distinct areas of inquiry, yet as I will show, the two bleed together for McCarthy and

point towards a much needed reintegration of these two dimensions of computational

thought. In order to address this fissure, it is necessary to understand how the evolution

of the rhetoric of the field of AI keeps in place the associations that make such a division

natural to practitioners.

In this section I will examine McCarthy’s role in articulating a vision and an

origin story for AI that I argue even today helps to preserve the field’s identity and

delimit the types of work it is possible to undertake. In particular, I will discuss how in

formulating the project of AI, he rewrites the history of intelligent machines in a way

that makes Alan Turing the patron saint of the new field, draws from Turing a vision of

intelligent machines around which to orient the field, and writes the rest of the cybernetics

movement within which Turing was embedded almost entirely out of the field’s history.

2.2.1 The Break with Cybernetics

McCarthy first encountered the idea of machine intelligence in 1948 while a graduate

student studying mathematics at the California Institute of Technology. The Hixon

symposium on “Cerebral Mechanisms in Behavior,” hosted that year at Caltech, featured

several speakers interested in the relationship between electrical systems and the nervous
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system, including Warren McCulloch, whom McCarthy remembered seeing at the

symposium.36 McCulloch, a leading figure in what would come to be called the American

cybernetics movement, was widely known for his landmark 1943 work on the nervous

system, in which he along with Walter Pitts showed that the discrete electrical firing

pattern of brain neurons enough resembled the logic circuits of a computer that it was

theoretically possible for the electrical pattern of neuronal firing to perform logical

computations. McCulloch and his co-author Walter Pitts took the ability of neurons

to simulate digital logic circuits to at least suggest that human thought and logical

reasoning were themselves emergent phenomena with such neuronal circuits at their

core. McCulloch and Pitts, in essence, located the basic materials from which one could

build a digital computing inside the physical structure of the brain, and imagined that both

human reason and the irrationality of mental illness might stem from the configuration (or

misconfiguration) of these logical circuits.

It was into this conversation about the construction of organisms with

electromechanical nervous systems that McCarthy found himself introduced by his

experience at the Hixon symposium. More mathematician than engineer, McCarthy

undertook some of his own mathematical investigations into simulating the thinking

processes of neural networks. After two years at Caltech, he transferred to Princeton,

where he studied with fellow Hixon symposium attendee and cyberneticist John von

Neumann. Von Neumann encouraged him to publish the work on neural networks, but

McCarthy ultimately abandoned it unpublished.37 As he would later put it, such work

at the level of simulating individual neurons could not answer the questions that the

symposium inspired in him—questions concerning human knowledge, which figured only

as a distant concern from the perspective of simulating individual neurons.

After graduating from Princeton, McCarthy stayed on briefly as an instructor. During

36. John McCarthy, An Oral History Conducted in 2011 by Peter Asaro with Selma Šabanovic.

37. Ibid.
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this time, he had the opportunity to meet Claude Shannon, the inventor of information

theory and the cyberneticist responsible for the rat in the maze automaton, and work along

side him at Bell Laboratories. While there, McCarthy convinced Shannon to join him in

editing a collection of essays on machine intelligence in 1951. McCarthy and Shannon

sent out invitations to a variety of researchers in the area, and ultimately collected their

responses into a volume entitled Automata Studies.38 The name of the volume was a topic

of much discussion between Shannon and McCarthy. That they eventually settled on

automata as the organizing principle had to do with the use of the term in contemporary

conversations to refer to machine-like structures, whether brains or actual machines, and

automata could be theorized across a wide range of disciplinary contexts. McCarthy was

not satisfied, however, with the types of responses they received.39

In an early draft of the introduction to the collection, McCarthy described the

collection as representative of the current state of thought in the construction of

“intelligent machines”—a characterization to which Shannon objected. In a note on one

of the manuscript drafts of the introduction, Shannon asked whether such an introduction

might surprise the authors of the collected papers.40 This note points to the way in which

cybernetics and various studies of “automata” more broadly, at this moment in the early

1950s, were not exclusively confined to a proto-AI project of designing and building

intelligent machines. Although later comparisons between AI and cybernetics would

highlight the dimensions along which they were comparable, it is crucial to recognize

that cybernetics was a much broader and more heterogenous phenomenon than AI, and

that much of what has become AI’s recognizeable vision of building humanlike machines

takes shape concurrently with the rise of AI, and does not wholly pre-exist it.

Comparing AI, focused as it was on building machines, with the earlier cybernetics

38. Shannon and McCarthy, Automata Studies.(AM-34).

39. Kline, “Cybernetics, Automata Studies, and the Dartmouth Conference on Artificial Intelligence.”

40. Ibid., 8.
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is itself something of an anachronism. Comparisons with AI often obscure the fact that

the earliest conferences on cybernetics, the Josiah Macy Jr. foundation conferences on

cybernetics, were convened by a public health organization to study mental disorders

using new mechanistic models of mind. At these conferences, attended predominantly

by neuroanatomists and psychologists, with a smaller contingent of mathematicians,

engineers, linguists, and anthropologists, participants reflected on topics such as

whether short circuiting feedback loops of neurons in the brain could be a cause of

schizophrenia.41 As the first of this series of conferences was convened in 1946, two

years before Wiener popularized the term “cybernetics” with his eponymous book, even

recognizing these conferences as being “about” cybernetics is a slight anachronism.42

Of course, that is not to say that visions of intelligent machines were absent from early

cybernetic discourses either. Rather, I mean to emphasize that cyberneticsts entertained

a kind of interpretive flexibility in imagining brains as machines in some cases and

machines as brains in others in such a way that allowed aspects of each to diffuse into

discussions of the other.

It would be a mistake, as I have mentioned, to treat cybernetics as too homogeneous

a movement. Certainly every cyberneticist did not see all other work invoking the same

banner as equally interesting or central to the cybernetic project. The movement’s

heterogeneity was further underscored by the lack, at least in the American context, of

any major cohesive institutional bodies comparable to what would become the subfield of

AI within computer science departments throughout the 1960s and 1970s. Nevertheless,

it is worth observing just how far some corners of the movement were from the project

of building machines that exhibited intelligence. Anthropologists Margaret Mead

and Gregory Bateson, both central figures in organizing the Macy conferences and in

promoting cybernetic thinking, had little investment in the construction of machines,

41. Foerster, Cybernetics.

42. Wiener, Cybernetics or Control and Communication in the Animal and the Machine.
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but saw in the mechanistic metaphors of cybernetic thought a provocative model for

understanding the interrelations among individuals and societies that made up the

mechanical feedback loops of culture.43

Even beyond those directly involved in the Macy conferences or in other organized

activities surrounding cybernetics, cybernetic ideas were widely influential across a

number of disciplines. Management consultant Stafford Beer drew on cybernetics

to outline a biologically inflected model of the firm he called the “Viable Systems

Model.”44 Structuralist anthropologists such as Claude Levi-Strauss saw in cybernetics

a perspective for thinking about myth.45 Novelist Italo Calvino felt that cybernetics better

captured the mechanistic nature of language as pure combination, untainted by mystical

processes of meaning or feeling.46 Even McCulloch and Von Neumann’s talks at the

Hixon symposium, which allegedly gave McCarthy the idea for what would become

the AI project, may not have ever expressly articulated a cybernetic project of building

intelligent machinery. As McCarthy notes, he once went back years later to review the

talks presented at the symposium to try to determine what had given him the idea for

intelligent machinery, and on closer review discovered that no talk matching his memory

of the event had ever been given.47 Thus, AI was in a sense a response to a cybernetics

that never quite existed, although certainly it could not have taken shape outside the

influence of the existing field.

It was partly in response to the varied essays he received for the Automata Studies

volume, none of which bore directly on the question of building intelligent machines,

together with his disagreement with Shannon over what that volume should be called, that

43. Bateson, Steps to An Ecology of Mind: Collected Essays in Anthropology, Psychiatry, Evolution, and
Epistemology.

44. Beer, Brain of the Firm: A Development in Management Cybernetics.

45. Geoghegan, “From Information Theory to French Theory: Jakobson, Levi-Strauss, and the Cybernetic
Apparatus.”

46. Calvino and Surprenant, “Cybernetics and Ghosts.”

47. John McCarthy, An Oral History Conducted in 2011 by Peter Asaro with Selma Šabanovic.

31



McCarthy would ultimately seek to define a new discipline as a response to cybernetics

and automata studies. Of course, such an undertaking would require a new name to

distinguish it from the work that had come before it. In 1953 he would take a job at

Stanford in the mathematics department, but was ultimately let go, perhaps, as he

supposed, because he spent more time thinking about intelligent machines than about

his mathematical research.48 He then took a job at Dartmouth in 1955. That summer,

he found himself in the laboratory of Nathaniel Rochester at IBM’s headquarters in

Poughkeepsie New York, surrounded by the most advanced computers under development

for the commercial market, and with a first hand look at what computer technology was

capable of at that moment in history. After proposing the idea to Rochester, he brought

Rochester, Shannon, and Marvin Minsky, a graduate student he had known at Princeton,

together to draft a proposal to the Rockefeller foundation to fund the “Dartmouth Summer

Research Project on Artificial Intelligence,” coining the phrase “artificial intelligence” in

the process.

2.2.2 AI’s Origin Story

Although AI research today most often finds itself housed in computer science

departments, in 1962, when the first computer science department was established at

Purdue, AI was already an idea 7 years old. McCarthy himself, despite having just been

hired into the second computer science department in the country at Stanford, was still

a mathematician. It is easy to look back now and see AI and other computing work as

the precursor to the inevitable formation of what we currently recognize as the field of

computer science, but at that time even the name “computer science” was itself still in

flux. Had Louis Fein’s suggestion been taken, it could has easily been the first department

of “synoetics,” or the study of synthetic systems of humans and machines, and charted

a very different conceptual course, perhaps one ironically closer to what McCarthy

48. John McCarthy, An Oral History Conducted in 2011 by Peter Asaro with Selma Šabanovic.
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would ultimately try to achieve with AI than where either field began at the outset of the

1960s.49 Perhaps the difference in names would only have been superficial, but perhaps in

the act of naming this new field, McCarthy also configured a set of initial conditions that

can still be felt today despite decades of evolution.

McCarthy was directly involved in establishing two of the earliest and still most

influential AI laboratories at MIT and Stanford, however it is worth examining the

founders of the third early AI laboratory at Carnegie Mellon,50 Herbert Simon and

Allen Newell, in order to better isolate what was distinctive about McCarthy’s vision

for the new field. Newell and Simon attended the Dartmouth conference, and while

McCarthy’s own ideas for AI had to that point been largely vague and theoretical,

Newell and Simon arrived having just completed a working AI program with the help

of programmer Clifford Shaw known as Logic Theorist. Logic Theorist was capable

of proving elementary mathematical theorems from Bertrand Russell and Alfred North

Whitehead’s Principia Mathematica, which would prove influential in McCarthy’s later

work. Later, they would propose the “physical symbol system” theory of intelligence,

holding that all forms of intelligence, whether biological or machinic, obeyed the same

universal laws of manipulating physical “symbols,” whether made of electrical impulses

running through neural tissue or electrical wiring.51 In many ways, Newell and Simon

helped to articulate the “symbolic” program of AI through which the early years of

the field are commonly understood as much as if not more than anyone else working

at the time. Nevertheless, despite their impressive early results and influential theories,

Newell and Simon have expressed some consternation over the fact that, they have tended

to be less central than McCarthy in subsequent retellings of the field’s history. While

every history is subject to the contingencies surrounding its own creation, I suggest that

49. Fein, “Oral History Interview with Louis Fein.”

50. Then known as Carnegie Technical Institute

51. Newell and Simon, “Computer Science as Empirical Inquiry: Symbols and Search.”
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despite the prominence of their work in its moment, part of the reason for its liminality

in subsequent retellings is the way in which it engenders deep continuities with the

cybernetic work against which AI was a reaction, even as it apparently breaks with that

work in other ways. I contend that the vision of intelligent machines that would animate

the various imaginaries of AI over the coming decades would be largely McCarthian, to

the exclusion of work such as that of Newell and Simon.

Newell and Simon’s work maintained a deep underlying connection to earlier

cybernetic thought that left it somewhat at odds with McCarthy’s vision of a discipline

dedicated to the construction of intelligent machines. Newell and Simon first encountered

the concept of machinic simulation of thought during a 1954 demonstration of Oliver

Selfridge’s neural network capable of recognizing handwritten digits.52 As cognitive

psychologists, they began to imagine machinic thought not in terms of neurons, but

rather in terms of the mathematical abstractions of the nascent field of cognitive science.

From their work on Logic Theorist through subsequent projects such as the General

Problem Solver and the SOAR cognitive architecture and publications such as “The

Processes of Creative Thinking,” their focus remained consistently aligned with that

of early cyberneticists in attempting to supply mechanistic models of cognition to

better understand the workings of the mind.53 Their work revolved around building

computational models of thought that could be subjected to the same kinds of tests as

human subjects of psychological research—such as memorizing nonsense syllables

or reciting random digits—in order to illuminate how the internal organization of the

mind might produce the empirical results seen in the human subjects. Even Simon’s

landmark work, Sciences of the Artificial reads more like a text on cybernetics than one

on McCarthy’s AI, applying as it did Simon’s arguments about computational thought

and information processing to a variety of artificial systems from individual (human)

52. Crevier, AI: The Tumultuous History of the Search for Artificial Intelligence.

53. Newell, Shaw, and Simon, “The Processes of Creative Thinking.”
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actors all the way up to societies as information processing devices, resulting in a table of

contents not far removed from the cyberneticist Ross Ashby’s attempt to gather together

the various strains of cybernetic thought in an official textbook on the discipline, spanning

from the neuron to the civilization.54 Although they may have shared with McCarthy the

vision of, “making a machine behave in ways that would be called intelligent if a human

were so behaving,” they lacked McCarthy’s explicit focus on building machines capable

of, “solv[ing] the kinds of problems now reserved for humans.”55

The term “artificial intelligence” preexisted the field, and any work that could properly

be said to belong to it when McCarthy first coined it. Instead, it referred to a vision of a

field that was yet to be, and I suggest that McCarthy drew the primary material for that

vision from a particular reading of the work of Alan Turing. Jack Copeland has argued

that, “Turing was the first to carry out substantial research in the field now known as

Artificial Intelligence or AI,” and while McCarthy might have agreed with that, it is

less clear whether Turing himself would have.56 Turing passed away in 1952, four years

before the term AI was coined. Copeland’s assertion here is not that Turing participated in

the emergence of the institutions of AI, but rather that his work strongly prefigured early

work in the field. Part of the reason for the resemblance, I contend, lies in the extent to

which McCarthy fashioned his conception of AI around a selective reading of Turing’s

work, resulting in the production of a figure of Alan Turing now so iconic within the field

of AI and its surrounding cultural footprint that differed somewhat from the historical

personage. In giving the field a new name, McCarthy not only distinguished it from

Wiener’s cybernetics, but also opened a space in which Turing could take center stage.

The earliest indication of Turing’s centrality to McCarthy’s vision of AI lies in the

brief biography McCarthy included as a preface to the Dartmouth proposal. McCarthy

54. Simon, The Sciences of the Artificial; Ashby, “An Introduction to Cybernetics.”

55. McCarthy et al., “A Proposal for the Dartmouth Summer Research Project on Artificial Intelligence.”

56. Turing and Copeland, The Essential Turing, 353.
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lists, among his other interests, “questions connected with the mathematical nature of

the thought process including the theory of Turing machines.”57 This interest stemmed

not from his work on machines as simulacra of biological processes of intelligence,

with respect to which he was not altogether distinguishable from other cyberneticists

pursuing similar questions, but rather from his vision for the role of intelligent computers

in systems of human progress. Turing alone emphasized the place of the computer in

the calculational work that underwrites modern technoscience, and imagined computers

taking a more active part in that process by virtue of being brought ever closer to the

human. Although McCarthy saw his work on AI as distinct from broader interests in

computing, he nevertheless maintained significant engagement with research in operating

systems and programming languages that, I contend, converged in ways he did not always

acknowledge with his thoughts on AI.

In 1936, long before the beginning of serious speculations about the building of

intelligent machines, Turing published an influential paper on the mathematics of what

he called the “universal computing machine,” now popularly known as the “Turing

machine.”58 With his universal machine, Turing proved that it was possible to build a

machine (a computer) that, given the description of any other machine (a program), would

be capable of simulating the described machine, thereby allowing the universal machine

to be effectively reprogrammed to perform any task without needing to build a new,

special purpose machine. For example, no amount of coercion can force a desk calculator

to perform the functions of an anti-aircraft gun’s tracking system. One would need to

perform what Turing called “screwdriver interference” and simply take apart the raw

materials that comprised the desk calculator and use them to build a new machine.59 Yet,

the functions of both machines can be simulated easily on an appropriately programmed

57. McCarthy et al., “A Proposal for the Dartmouth Summer Research Project on Artificial Intelligence.”

58. Turing, “On Computable Numbers, with An Application to the Entscheidungsproblem.”

59. Turing, “Intelligent Machinery (1948),” 419.
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digital computer which need not be reconstituted by the screwdriver but only by “paper

interference,” or feeding it a new program without fundamentally altering the nature of

the machine.60 61

Cyberneticsts such as McCulloch saw in the Turing machine a suggestive metaphor

for understanding the human brain in electromechanical terms. To imagine the brain as a

simple machine, such as an adding machine or anti-aircraft gun, would inevitably require

one to confront the difficulty of explaining how the essence of a machine so infinitely

varied in the functions it could learn to perform as the human brain could be modeled

adequately by a device so simple that it could only carry out one exceedingly narrow task.

The Turing machine, by contrast, was a machine that was, for cyberneticists, as limitless

in its potential as the human spirit itself, and it was consequently much easier to envision

such a spirit dwelling among the infinite permutations of the Turing machine’s tape. Such

a metaphor was sustained—and best exemplified— by Warren McCulloch and Walter

Pitts’ 1943 paper, “A Logical Calculus of the Ideas Immanent in Nervous Activity,”

which laid the groundwork of McCulloch’s presentation at the Hixon symposium.62

In this paper, McCulloch and Pitts begin with a (simplified) mathematical model of a

single brain neuron and demonstrate that the patterns of electrical firing in a single nerve

cell, were it appropriately wired together with other cells, would replicate the essential

electrical characteristics of electrical circuitry required to carry out computations.

McCulloch and Pitts demonstrated that, in theory, it would be possible to construct one

of Turing’s universal machines out of neurons that would be capable, as any universal

machine worthy of the name must be, of running the infinite variety of programs that,

60. Turing, “Intelligent Machinery (1948),” 419.

61. As Wendy Chun reminds us, such a characterization in terms of “computers” and “programs” papers
over a long history by which we came to understand early inventions such as the Turing machine as the
conceptual predecessors of what we now recognize as hardware and software. Nevertheless, such a frame
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viewed in the right lighting, might just be human thoughts. As Jack Copeland documents,

“McCulloch stressed the extent to which his and Pitts’s work is indebted to Turing in

the course of some autobiographical remarks made during the public discussion of a

lecture given by von Neumann in 1948: ‘I started at entirely the wrong angle. . . and it

was not until I saw Turing’s paper [On Computable Numbers] that I began to get going

the right way around, and with Pitts’ help formulated the required logical calculus. What

we thought we were doing (and I think we succeeded fairly well) was treating the brain as

a Turing machine.”’63

Like McCulloch and Pitts, Turing too saw in his own work on universal machines a

suggestive parallel between computing machines and brains. At the time of the Hixon

symposium, Turing was at the U.K. national physical laboratory engaged in the design

of what would become one of the first stored program digital computers, the Automatic

Computing Engine, or ACE. While some of the other engineers working on the ACE

disliked using terms such as “memory” to refer to aspects of the computer, feeling they

encouraged, “the anthropomorphic concept of ‘machines that think,”’ Turing had no such

qualms. He even went so far, in a letter to cyberneticst Ross Ashby, to express that, “in

working on the ACE I am more interested in the possibility of producing models of the

action of the brain than in the practical applications to computing.”64 That year, in a very

early example of a neural network, Turing would describe what he called “unorganized

B-type machines.”65 For these B-type machines, Turing designed a computationally

simulable model of a neuron similar, in some ways to McCulloch and Pitts’ models66

that when fed an appropriate sequence of stimuli could exhibit “learning behavior” by

modifying its firing patterns. In his 1948 paper “Intelligent Machinery,” Turing describes

63. Turing and Copeland, The Essential Turing, 408.

64. Ibid., 374.

65. Turing, “Intelligent Machinery (1948).”
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his experiments with B-type and other “unorganized machines” and reflects on the

potential, some day in the future, of building computers that simulated neural activity

well enough to perform the functions carried out by the brain and, ultimately, display

true machine intelligence.67 Turing himself saw this work as belonging to the cybernetic

tradition, and rightly so. Not only was the language of “AI” not yet available to him, but

such simulational modeling of neural networks was itself substantially the very type of

work against which McCarthy’s AI was a reaction. Thus, when McCarthy invokes the

Turing machine as a model of thought in the Dartmouth proposal, he does so in a slightly

different sense than Turing himself.

Instead, I suggest that McCarthy’s Turing was not the cybernetician more interested

in brains than in computing, but rather Turing the computer designer. While Turing

may have viewed his own interests in terms of brains as opposed to computation, I

suggest that the two perspectives on digital computing were deeply intertwined in his

mind, and thus when he spoke of machine intelligence it was often ambiguous whether

he meant intelligence to signify a scientific simulation of human intelligence, or the

improvement of computer technology through the incorporation of humanlike qualities.

Like many other cyberneticists, Turing participated in wartime research. However,

perhaps because of the unique circumstances surrounding his codebreaking work at

Blechley park, he came away from the experience with a different emphasis than, for

instance, Wiener, whose work on sensing and reacting anti-aircraft gun targeting systems

helped underwrite his conception of cybernetics as being centrally concerned with the

organism situated in its environment. Instead, Turing’s computer was the codebreaking

automaton situated at the center of an intellectual factory of mathematical work, designed

by expert mathematicians and staffed by less experienced human computers that recalls

nothing so much as Babbage’s mechanical factory in miniature. “Its servants will feed

it with cards as it calls for them,” Turing imagined in a lecture delivered on the ACE in

67. Turing, “Intelligent Machinery (1948).”
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1947, recalling slightly Ure’s characterization of the factory, and as a whole not unlike

Babbage’s own lecture on his analytical engine, “they will put right any parts that go

wrong. They will assemble data that it requires. In fact the servants will take the place of

limbs. As time goes on the calculator itself will take over the functions both of masters

and of servants. The servants will be replaced by mechanical and electrical limbs and

sense organs.”68 And why not? The ACE, or Automatic Computing Engine, after all, was

itself named after Babbage’s own engine.69

Even as Turing employed the language of “intelligence,” to describe computers,

couched as it was in a system of biological and cybernetic associations, he saw as the

ultimate aim of intelligence not a model of the mind so much as a computer system

capable of performing feats previously “reserved for humans.” Although Lovelace

believed the analytical engine was a revolutionary invention, she cautioned in her notes

on the engine against ascribing too much agency to the engine itself. Although the

engine was capable of performing impressive intellectual feats of mathematics, it was

only capable of doing so, it seemed to Lovelace, within the boundaries circumscribed

by the instructions fed into it by its operator. Turing takes issue with this claim, noting

that neither Lovelace nor Babbage could have known what his 1936 work on universal

machines would reveal about the nature of the engine they had designed. Armed with

this knowledge, however, Turing proposed a reevaluation of Lovelace’s objection. Turing

argues that machines can produce original, creative acts, and he does so by transforming

the question into one not of originality per se, but of surprise. Turing observes that

often, in the course of working with the digital circuits of these early machines, he finds

himself surprised by the outcome of a computation he had believed he had worked

out in mathematical detail, only to be proven wrong be the physical execution of the

“program.” This surprise is in part due to the ability of any universal machine to treat a

68. Turing, “Lecture on the Automatic Computing Engine (1947),” 363.

69. Turing and Copeland, The Essential Turing.
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description of another machine—a program—as the data supplied to another program

capable of modifying the original program. Thus, instead of programming the machine

with a simple program to generate mathematical sequences of the sort Babbage and

Lovelace often imagined in great detail, the machine could accept a program that accepted

a program that generated mathematical sequences, sometimes generating new elements

of the sequence, sometimes modifying the program generating those sequences to

produce new sequences. The infinite regress of programs modifying and simulating other

programs, while not in principle unpredictable, quickly strains the cognitive limits of the

human mind. Turing allows that one could argue that it is Turing’s own carelessness in

computation that catches him by surprise, and not a fundamentally original act by the

machine, but nevertheless he emphasizes that, whether or not the result was preordained

by the configuration of the circuit, the feeling of surprise nevertheless remains. Indeed, as

Turing argues, if we could truly work out all the logical consequences of the knowledge

contained in our own heads, very little in life could ever surprise us, but that is beyond our

capacity as human beings, and so even connections made between knowledge we already

possess, and have entered into our computing systems can manifest for us as original acts

of creation, regardless of whether we should from some God’s eye perspective have been

able to work out the consequences ourselves. Indeed, Turing asks, “who can be certain

that ‘original work’ that he has done was not simply the growth of the seed planted in him

by teaching?”70 As with Darwin’s dog, Turing felt there to be something essential about

the uncanny feeling that the machine could move on its own that suggested an agency far

more profound than that of mere inert matter.

Although Turing was enmeshed in the discourses of cybernetics, his experience

with digital computing devices, largely distinctive among other cyberneticists, had a

unique influence on his cybernetic thought. Unlike with all of the other electromechanical

apparati through which cyberneticists viewed phenomena, digital computers with their

70. Turing, “Computing Machinery and Intelligence (1951).”
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ability to simulate intricately complex machines that would be nearly impossible to

build by hand allowed Turing to see his work on creating “intelligent” computers not

only as a convenient scientific metaphor through which to analyze the natural world,

but as a practical engineering project through which it might really be possible in the

foreseeable future to create machines that behaved in humanlike ways. It was this project

that McCarthy would pick up on in Turing’s work and for that reason Turing alone among

the cyberneticists appeared to McCarthy as the sole precursor to the project of actually

building intelligent machines. McCarthy’s mention of Turing’s work in the context of

the Dartmouth proposal is not incidental. McCarthy frequently places Turing at the

center of historical accounts of AI, and in so doing reveals his historical hand at work.

On the subject of the origin of AI, McCarthy writes, “After WWII, a number of people

independently started to work on intelligent machines. The English mathematician Alan

Turing may have been the first. He gave a lecture on it in 1947. He also may have been

the first to decide that AI was best researched by programming computers rather than

by building machines.”71 This lecture, presumably Turing’s presentation on the ACE,

did not directly contrast computers with the host of cybernetic machines that preceded

them in the study of machine intelligence, but it did, after much technical description of

the nature of computer hardware, end on the suggestion that, given enough memory and

processing power, computers might eventually be able to perform tasks currently reserved

for humans. McCarthy in characterizing Turing as the first AI researcher slips from the

language of “intelligent machines,” which Turing would have recognized, into that of

“AI,” which I suggest constitutes a deliberate choice to remove Turing from the history of

cybernetics, and to place him at the beginning of the history of AI. Nor was this historical

slippage isolated or accidental, but rather represented a theme throughout McCarthy’s

writings that I argue reflects a conscious effort to shape the identity of AI as a field.

McCarthy’s account of Turing as the earliest AI scientist, to the explicit exclusion of

71. McCarthy, “What is AI? / Basic Questions.”
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Turing’s cybernetic contemporaries, constitutes a deliberate effort to craft a narrative of

AI that enshrines McCarthy’s particular vision for the field. McCarthy did not claim that

Turing was “the first” in 1947 because McCarthy was unfamiliar with prior cybernetic

work. McCarthy had been acquainted with the previous work since the Hixon symposium

in 1948, and regularly edited collections and attended conferences with other researchers

of intelligent machines.72 Yet, cybernetics seldom appears in McCarthy’s writings, and

then only, as in his review of Steven Heims’ John von Neumann and Norbert Wiener:

From Mathematics to the Technologies of Life and Death, to note that, “while Helms

doesn’t attempt to evaluate the subsequent influence of the work of either Wiener or von

Neumann, neither cybernetics nor the general theory of automata has been as successful

as the approach first proposed about 1950 by the British logician and computer scientist

Alan Turing.”73 The omission of cybernetics from McCarthy’s account was not, I suggest,

accidental. As William Clancey, an AI researcher and early student of McCarthy’s would

later note, he only learned about post-1956 AI work in his classes at Stanford, and all

previous cybernetic work was ignored or maligned. However, he further writes, it was

clear from the occasional offhand remark that McCarthy was familiar with previous,

work, he just never discussed it.74 For one such as McCarthy who played so central

a role at so early a point in the development of the field, the fact that he passed on to

his students his history of the field, and the relative lack of counter narratives, meant

that the first generation of AI researchers, who would ultimately go on to shape the

early character of the field and from there inform the public consciousness about the

character of intelligent machines, would all have received from McCarthy an origin story

and worldview in which Turing, not Norbert Wiener, not Warren McCulloch, not von

Neumann, not any of the pioneers of cybernetics, defined the horizon towards which

72. Kline, “Cybernetics, Automata Studies, and the Dartmouth Conference on Artificial Intelligence.”
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AI research aimed. When scholars such as Katherine Hayles ask what happened to

cybernetics, at least part of the answer may like with McCarthy’s historiograhic work.75

McCarthy’s historical revisionism, however, seems less a function of personality or

politics than a firm adherence to a clear vision of what McCarthy was trying to create that

would guide him his whole life.

McCarthy found in Turing the essence of the field as he imagined it that was absent

from the writing of every other cybernetician of the time. When McCarthy describes

Turing as “the first” AI researcher, McCarthy means that Turing is the first true AI

researcher, whose visions of intelligent machinery were so different in character from

those of his contemporaries that the two visions were incommensurable. McCarthy’s

historiography of Turing, then, seems to stem from the centrality of Turing to McCarthy’s

conception of AI, and to the consistency with which McCarthy pursued that singular

vision throughout his career. In a later interview reflecting on this early moment in

AI, McCarthy noted that Minsky, his close colleague at the Dartmouth conference and

partner in establishing the MIT AI laboratory, was always the more politically savvy

of the two.76 Minsky was a consummate public intellectual and over many years built

and directed a laboratory of many students across a variety of types of AI research.

McCarthy, by contrast, remained singularly, almost monastically focused on the vision

of AI he pursued for his whole life. Even as mainstream AI research diverged from

McCarthy’s vision, coming by the late 1990s to define itself essentially in opposition

to McCarthy’s early work, which contemporary AI work often views as a relic of an

obsolete past, McCarthy never wavered from the vision he began with over a half century

ago. McCarthy, a mathematician by training, gave the name “formalizing common sense”

to his vision of AI. During an interview in the late 2000s, when asked what the most

pressing problems were in computing, McCarthy replied, without hesitation, “formalizing

75. Hayles, How We Became Posthuman.

76. John McCarthy, An Oral History Conducted in 2011 by Peter Asaro with Selma Šabanovic.
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common sense.”77 The most pressing problem in computation, then as now, has always

been, and McCarthy would likely agree, will likely always be formalizing common sense

until the vision he pursued so fervently is finally realized. It is unclear how consciously

McCarthy reframed the narrative of AI’s origins. Nevertheless, McCarthy’s idiosyncratic

history of intelligent machines offers us a window into how McCarthy conceptualized the

project, and may well continue to exert a shaping influence even over those contemporary

strands of research that reject McCarthy’s methods. Thus, it will be useful to use Turing

as something of a Rorschach test, comparing the unconscious reflections that McCarthy

projected onto Turing as a historical figure with perspectives on Turing from outside AI’s

genealogy. The divergences between these two historical Turings will help indirectly

measure the historiographic forces at work shaping the legacy and identity of the field

of AI on into the present.

Turing’s continued prominence within the history of AI stands as a sign that AI’s

fundamental vision remains as it was first constituted when McCarthy broke with

cybernetics to place the emphasis of intelligent machines not on their biomimetic

potential to furnish new metaphors for life sciences, but on the practical construction

of machines capable of displaying useful forms of intelligence. When neural network

researcher Geoff Hinton invokes Turing’s early and tentative work on neural networks

as part of the long tradition underwriting contemporary neural network research, he does

so trading on the station of Turing as the patron saint of AI more than on any specific

detail of Turing’s actual work.78 McCarthy wrote cybernetics completely out of his vision

for the field, including Turing’s own cybernetically inflected work, and placed Turing’s

meditations on the future of computing machinery at the focus when he coined the term

AI. I do not believe McCarthy had the long future of the new field clearly in view when

he named it, but rather simply that he saw in Turing something that he did not see in

77. McCarthy, “John McCarthy on Elephant 2000, Lisp, Ruby and the Computer Industry.”

78. Thompson, “An AI Pioneer Explains the Evolution of Neural Networks.”
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Wiener or in any other contemporary cybernetics research, and he sought a different name

to distinguish the one from the other. How he happened upon “artificial intelligence” may

be lost to history, but it seems that what he meant by it had to do more than anything else

with what he saw in Turing. Years later, McCarthy would reflect that artificial intelligence

might not have been the best choice of name in hindsight, suggesting that if he could do

it again, he might have preferred “machine intelligence,” the term Turing himself used to

articulate his vision.79

Yet, in embracing the century long effort to invert the social order surrounding

automata and situate the intelligence of the human networks surrounding machines within

the machines themselves, McCarthy embedded at the heart of the field a fundamental

paradox. This is the paradox of being versus seeming with which I began this work.

Automata only have meaning when positioned within human social networks that give

their labor its value. The impulse shared by Turing and McCarthy to build computers that

are better as computers due to their intelligent behavior only makes sense by reference

to their imagined context of use. Conversely, the conflation made by both Turing and

McCarthy of the intelligent behavior of a computer system with the simulation of the

mental processes of an organism in an abstract scientific context runs directly counter to

viewing the computer as a situated media artifact designed for a specific purpose. Thus,

the field of AI was at once erected around both the directive to build better computers,

and the directive to build them to be more reflective of an evolving collection of scientific

articulations of biological intelligence. The hope, of course, is that the two are in fact one,

and that by correctly simulating human thought processes, the machines simulating them

will thereby become more effective by taking on more and more of the characteristics

of the human beings that supply the factory automaton with the abilities it lacks. Yet, as

I will argue in the next section, these two objectives have been at odds since the field’s

inception, producing countervailing forces that have pulled the field in two incompatible

79. John McCarthy, An Oral History Conducted in 2011 by Peter Asaro with Selma Šabanovic.
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directions simultaneously.

2.2.3 AI as Computing Not Cognition

The opportunity for McCarthy’s summer engagement with Rochester’s IBM computing

laboratory came through an effort at IBM to make its computers available to academic

researchers through the establishment of what would become the New England

Computation Center (NECC) at MIT. The center would provide computing resources

to scientific researchers at MIT and other New England universities. McCarthy himself

would use the opportunity afforded by IBM’s initiative to gain first hand experience with

the emerging field of computation. I suggest that IBM offered McCarthy an environment

not unlike Turing’s Blechley park in that it exposed him to the very practical possibilities

afforded by emerging computing technologies and subtly influenced, in ways of which

he often seemed unaware, his conception of intelligent machines. IBM had been looking

to hire someone to help them establish the center and integrate it into university research

processes, and McCarthy took the opportunity as a new professor at Dartmouth to gain

some experience with computers.80 Shortly thereafter, in 1957, McCarthy received a

Sloan fellowship that allowed him to spend a year at MIT, closer to the NECC. During

that time, McCarthy accepted an offer from MIT’s Electrical Engineering department, and

never returned to Dartmouth.

Although trained as a pure mathematician, McCarthy’s transition to Electrical

Engineering coincided with the emergence of computing as an academic field. At this

point, computers such as the IBM 704 had only recently become available to university

researchers, and then only at universities that could afford such expensive investments

to support the advanced numerical work of other scientific disciplines. It would be

another seven years before the first department of computer science in the U.S. opened

at Purdue.81 As such, the boundaries between subfields of computing were nowhere near

80. John McCarthy, An Oral History Conducted in 2011 by Peter Asaro with Selma Šabanovic.
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as definite as they have since become. Thus, in looking back, it is sometimes tempting

to say, retroactively, that McCarthy made contributions to, for instance, the subfields of

programming languages and operating systems, beyond his work in AI, for which he

is principally known. Even McCarthy himself, as the field began to solidify, accepted

its conventions for how to divide work into different categories. Later on, Douglass

Engelbart, a computing pioneer central to the development of the computer mouse and

graphical user interface, would characterize his own work on “intelligence augmentation”

as exploring what machines could do for humans in explicit contrast to McCarthy’s

AI research program that explored what machines could do, as he termed it, “on their

own.”82 McCarthy responded that he was interested in both topics, citing his work on

timesharing conducted on the MIT computer in the late 1950s. That work is of relevance

here because, I suggest, the two topics were not as distinct for McCarthy as he claimed.

The IBM computers McCarthy would have had access to at MIT were sufficiently

large and expensive that they had to be shared among all the members of a large

organization such as a university, or even across several universities, as was the case

with the NECC. As such, the efficiency of the processes surrounding computer use

was paramount. Scientists in computationally intensive disciplines would submit the

punched cards representing their computation to the computer operators to be run when

the computer was next available, and they would return later to retrieve their results.

As was often the case, those results would simply be an indication of a problem in their

calculation, and thus they would have to punch new cards and resubmit their computation

the following day. In such an environment, the idea that a computer could be interactive,

and computing resources could be monopolized by a single user thinking their way

through a problem while leaving the computer idle between one computation and the

next, or even between keystrokes, represented an expensive luxury that most organizations

could not afford. However, while he was not the only one, McCarthy was an early pioneer

82. John McCarthy, An Oral History Conducted in 2011 by Peter Asaro with Selma Šabanovic.
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in imagining just such a computing future.

One of the principle early technologies for which McCarthy became known was that

of computer time-sharing.83 Much in the same sense that a timeshared beach house makes

efficient use of beaching resources by allowing a group of owners to collectively use

the same house “simultaneously” by virtue of each user being on different schedules, so

computer timesharing allowed each user to make simultaneous use computing resources

by having the computer rapidly switch back and forth between several users or several

computations while waiting on others to take action. In between each of McCarthy’s

keystrokes, the MIT computers might have run a few milliseconds of a scientific

calculation for a researcher in the physics department. Although McCarthy was not an

engineer and timesharing was as much a question of hardware design as one of software,

he nevertheless had a vivid sense that this was how computers should be built, and of the

technological world that such computers would enable.

In 1982, McCarthy published a brief essay imagining a Common Business

Communication Language (CBCL) through which computer systems at different

companies could automatically connect and negotiate supply, pricing, and other financial

and logistical concerns throughout the supply chain of an industry without need for

human intervention.84 McCarthy cites as inspiration a 1967 essay by Paul Baran,

who imagined a “public computing utility” enabling many of the commercial and

communications functions currently served by the public internet infrastructure.85

At the time of Baran’s writing, of course, the internet did not yet exist, and indeed

Baran’s own contributions to packet switching were integral to the development of the

ARPANET, the precursor to the modern internet developed by many members of the

ARPA community around the time of Baran’s writing. McCarthy picks up on the idea of

83. McCarthy, “Reminiscences on the History of Time Sharing.”
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businesses automatically intercommunicating in imagining the formal code through which

such negotiations might take place.

McCarthy’s CBCL was developed at a moment after the ARPANET had adopted

the packet switching architecture proposed by Baran and had begun to coalesce into

the “network of networks” or “internet” as it exists today. ARPANET had by this point

become integral to academic, military, and industrial organizations, although it did not

yet enjoy the wide public access that would come along with the congressional funding

and support long championed by Al Gore that it would receive in the early 1990s.

However, interestingly, this article was not originally published when it was written,

but rather many years later, and was further revised in 1998, after the rise of the public

commercial internet and the world wide web starting in 1993 made interchanging data

between different organizations once again a prominent concern.86 The paper includes

an addendum addressing 1998 efforts by the World Wide Web consortium to standardize

communication formats for exchanging data over the web. CBCL as McCarthy explains

it is a technology primarily concerned with facilitating the development of networked

and interoperable computer systems more than it is any kind of AI related technology.

Indeed, “AI” is never mentioned in the paper. Yet, McCarthy reports difficulties in

conceptualizing a satisfactory technical language, and his efforts to do so led him

inevitably back to concerns that were central to his work on AI.

As McCarthy observes, in order to define a language capable of expressing all

the possible specifications and qualifications that might conceivably be of use in

the negotiation of an economic transaction between two businesses, one inevitably

finds oneself needing to introduce more and more linguistic affordances until one

essentially has the whole of a natural language, and the problem of two business

computers communicating about an exchange simply becomes the problem of machines

communicating in general. McCarthy begins with nouns, imagining two businesses

86. McCarthy, “The Common Business Communication Language.”
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negotiating an order for #2 pencils. Next come adjectives, as when one business wants

to specify yellow pencils. And ultimately, ever expanding use cases lead to ever more

demand for additional linguistic resources needed to specify that the order should come

“by truck” or “as soon as possible” or “by truck making sure our competitor doesn’t

learn the size and model number of the item shipped.”87 McCarthy traces the problem

to the fact that, “every aspect of the purchase order such as the delivery method or the

terms of payment seems to admit infinite variation and elaboration,” before noting, “it

is a semantic feature of natural language that this elaboration is possible.”88 In other

words, even in the relatively restricted domain of purchase orders—and I would propose

extending that to virtually any domain, no matter how restricted—language furnishes

us the ability to articulate a seemingly unbounded number of expressions. Although he

does not present the paper as a work of AI per se, neither does McCarthy overlook the

resonance between the problems he encounters in constructing CBCL and the concerns

that occupy his thoughts in his AI work. He mentions non-monotonic reasoning and

circumscription—two of his principal tools for making sense of tackling the problems

of AI—as of possible relevance to the CBCL problem, and thereby highlights the way in

which computing systems that empower their users and computing systems that think for

themselves are entangled within McCarthy’s inventive computational futurism. As will

be a consistent theme in McCarthy’s work, while he does understand his proposals for AI

research to be aimed at emulating the fundamental thought processes of the human mind,

the aspects of “thought” on which he focuses are invariably oriented towards enabling

new forms of computer interaction more than towards recreating human intelligence per

se. Confronted with the challenges of constructing the new digital automata to power the

firm—the modern factory—McCarthy invariably discovers that the “intelligence” of the

human actors that manage the unpredictable operations of the organization cannot be

87. McCarthy, “The Common Business Communication Language,” 6.

88. Ibid., 5.
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reduced or removed without imagining that the sum total of human intelligence and the

social relations of human and machine that characterize the intelligence of the factory

can be contained within its miniaturized simulacrum. If there remains any doubt as

to the inextricability of AI and information technology for McCarthy, one need only

consider Baran’s discussion at the beginning of his piece on the public computing utility

that explicitly cites timesharing as his primary source of inspiration.89 From networked

computers, through business data exchange formats, McCarthy finds himself ultimately

converging on the very same concerns that occupied him for all those decades in the study

of AI.

2.3 An Artificial Science

Although McCarthy would later look back on the Dartmouth conference and declare

that it marked the moment when AI finally became a legitimate field of “science,”

that future was anything but inevitable at the time.90 In 1955, McCarthy was still a

fairly junior scholar, and although he “did most of the talking” in interactions with the

Rockefeller foundation, which would ultimately fund the conference, records indicate that

it was likely only on account of Shannon’s considerable reputation that the foundation

was willing to hear the proposal out, and even then the final amount granted was half

that requested by McCarthy and his collaborators.91 Moreover, the conference itself

proved to be a fairly chaotic affair. The funds were not enough to reimburse travel or

accommodations, and so many people came and went, presenting their work to those

that happened to be in attendance and then leaving to attend to other obligations. The

chaotic nature of the conference is reflected in the prose of the proposal, which reads

as an eclectic blend of musings on the nature of brains and computers, and contains

89. Baran, “The Future Computer Utility,” 1.
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only passing references to funds requested or plans for spending them. If anything, the

conference itself served as a origin story that provided a foundation for the rhetorical

and institution building work of McCarthy and other early AI pioneers through which

AI would ultimately become, in McCarthy’s eyes, a “science.” Yet, the term has

been a contentious one in AI since the field’s inception, and I suggest that the tension

surrounding it lies close to the heart of the paradox of machines that are both machinic

and human at the same time. Thus, I suggest it is essential to understand how the notion

of AI as a “science” shaped the technical practices of AI, often working directly counter

to McCarthy’s and Turing’s deeply embedded directive to build better machines.

Although AI is currently housed within computer science in the modern academy,

at the time of the Dartmouth conference, “computer science” per se did not yet exist.

It would be 6 years before the first computer science department opened at Purdue in

1962. Computers at this time were, to many working scientists, instruments like any other

piece of scientific equipment, but not therefore a worthy subject of scientific inquiry in

their own right. Nobel laureate physicist Richard Feynman gives voice to such a position

when he dismisses the notion that computing is a science. Computing is engineering,

argues Feynman, for in his view, the essential quality of a science, which computing

lacks, is an central focus on the study of nature.92 Of course, the simple classification of

disciplines as concerned or not with “nature” as such is hardly all that is at stake in the act

of labeling a discipline as scientific or non-scientific in the postwar American academy.

Reflecting on the essence of scientific thought in an essay, Feynman imagines an ancient

world of witchdoctory in which causes are connected to their effects only by luck if at

all.93 Against such a state of chaos, Feynmann lays the narrative of modern science,

which he characterizes by a kind of integrity to the facts, a carefulness of reason, and a

humility in the face of the unknown. “Science” in the postwar period has become a term

92. Feynman, “Cargo cult science.”
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of enormous prestige, and it is not of course the classification as a discipline studying

nature in which early AI researchers will be invested, but rather the self identity, status,

and funding attached to such a designation. However, the two are often entangled in the

meaning of the same word used to refer to both, as they are for Feynman, and so the

pursuit of legitimacy for the nascent field will likewise become enmeshed with a host of

epistemological commitments that will ultimately come to shape the very nature of the

subject of machine intelligence under study.

Even within the nascent computing field, the boundary between engineering and

science was a matter of considerable disagreement. In a 2007 interview, former president

of the Association of Computing Machinery Peter Denning discussed the challenges he

has encountered in his efforts to promote computing as a scientific field. Denning remarks

that, at one point, he, “sat down and carefully checked how computing does or does not

satisfy all the accepted criteria of being a science. These criteria include an organized

body of knowledge, a track record of non-obvious discoveries, an experimental method to

test hypotheses, and an openness to any hypothesis being falsified.”94 When this proved

unconvincing to scientists who, like Feynmann, viewed science as simultaneously a

thought process and a subject-specific orientation towards “nature,” Denning tried another

approach. As he notes, “a breakthrough happened when we saw that we had to think of

computation as the principle and computer as the tool.”95 “Computation” itself—the

informational processes in which already exist in nature in the information processing

actions of neurons, of DNA, of markets and a variety of other subjects, many of which

would have been familial objects of study for cyberneticists—and not computers, as the

mere tool with which those processes could be studied, was the natural phenomenon at

the center of the science of computer science. That Denning should be concerned with

seeking a way to articulate the case for computer science as a science even when, as he

94. Denning, “An Interview with Peter Denning on the Great Principles of Computing,” 2.
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notes, he himself was not uncertain of such a proposition until his epiphany regarding

the nature of computation, makes sense in the context of a postwar American academy

in which the word “science” holds a double meaning as a descriptive designation of

disciplines concerned with the workings of “nature,” intuitively defined, and as a prestige

term on which hinges reputation, self-identity, and of course funding. However, as I

intend to show, the reconceptualization of the field of AI as a science is not without its

costs, and practitioners have often found the work of building intelligent machines at odds

with the more specific meaning of science as a subject dealing with natural phenomenon,

over and above Feynmann’s presentation of science as simply clear, rigorous thought.

The background context within which AI begins to fashion itself as a science begins

on August 29th 1949 with a shockwave that originated in the Soviet Union, felt first by

American seismic monitoring stations keeping watch for evidence of nuclear testing, but

ultimately by the whole edifice of the American academy. The detonation of the RDS-1

nuclear device, and the subsequent fallout from Truman’s revelation, on September

23rd, of the Soviet nuclear test helped to create the conditions under which, months

later, Wisconsin Senator Joe McCarthy’s speech to the Republican Women’s Club of

Wheeling, West Virginia would ignite the widespread panic and suspicion now known

as the “Red Scare.” One side effect of the emerging Cold War between the U.S. and the

Soviet Union would be a massive increase in the prestige and funding associated with

scientific work, building on the already elevated image of the scientist in the wake of

WWII. Isaac Asimov once wrote that, “the dropping of the atom bomb in 1945 made

science fiction respectable,” and yet he also laments that the Cold War acceleration of

science brought science fiction down to earth.96 As the wild fantasies of SF’s golden age

began to come true, SF authors became entangled in the political and human ramifications

of the technologies about which they wrote. At the same time that science fiction was

becoming more constrained, science itself was becoming more uninhibited, and AI would

96. citation needed
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be part of the burgeoning institution of postwar science, which would have significant

effects on the shape the field would ultimately take.

As Cold War tensions mounted and fears of mutually assured destruction loomed,

the United States increasingly invested in efforts to defend against the possibility

of Soviet nuclear bombers striking targets along the country’s west coast. One such

effort would be the repurposing of the Whirlwind computer system under development

at MIT as an outgrowth of the university’s expanded wartime research efforts on

military technoscience.97 Whirlwind, originally designed to support high fidelity flight

simulation training for the U.S. airforce, would come to be repurposed as part of the

SAGE automated defense system, a network of radar relays and computer control

centers intended to track incoming Soviet bombers and coordinate an interception

before they could reach their targets on American soil.98 The Soviet Union, for its part,

recognized the challenges inherent in engaging the United States directly in aerial warfare

over the Pacific, and invested its own Cold War efforts on rocketry, against which the

United States would never develop a compelling defense. Although, the U.S. and the

U.S.S.R. would never come to direct nuclear confrontation, and the consequences of their

respective efforts would continue their entanglements in the two countries’ competing

technoscientific platforms.

At the end of the decade, a second explosion rocked the American political landscape

as the October 4th launch, in 1957, of Sputnik 1 would trigger a sequence of events

beginning with the establishment, in February of 1958, of the United States Advanced

Research Projects Agency (ARPA) to pursue advanced, “blue-sky” scientific research and

reestablish the United States as the world leader in technological research.99 With the

subsequent establishment of NASA several months later, ARPA’s space projects (and a
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sizeable amount of its funding along with them) would be transferred to the new space

agency, leaving ARPA to search for promising new frontiers into which to drive American

scientific research. Computing was by this time beginning to seem like such a frontier,

and in 1961 ARPA established the Information Processing Techniques Office, headed by

J.C.R. Licklider, to drive research into computing.

Before Licklider took over the IPTO, he had spent some time as vice president at Bolt

Beranek and Newman, a defense contractor that grew out of psychoacoustics research at

MIT, Licklider’s academic specialty at the same institution. Licklider saw great potential

in the nascent field of computing, and hired two consultants he knew from MIT, John

McCarthy and Marvin Minsky. After the Dartmouth conference, Minsky had gone on

to take a position in the Tufts department of cybernetics, but was forced to leave after the

department was closed down on suspicion of its chairs being members of the communist

party. Minsky then joined McCarthy at MIT. McCarthy’s parents had been active

members of the communist party and he himself had belonged to a cell in California

while teaching at Stanford. At BBN, McCarthy convinced Licklider of the potential of

networked, timesharing computer systems that he had begun to think about as early as

1955, during his summer work at IBM. These conversations led BBN to donate a PDP-1

computer that became part of work on timesharing McCarthy was involved in organizing

under the banner of the MIT Compatible Time Sharing System (CTSS) project, and in

turn helped to establish MIT as a center of interactive computing development enabled

by technologies such as timesharing. This would become especially significant when, in

1962, J.C.R. Licklider would find himself at the head of a federal agency charged with

funding cutting edge scientific work.

In his 1960 speculative essay, “Man-Computer Symbiosis,” Licklider would give

voice to a vision of interactive computing as an extension of the power of human thought

that he would characterize the ARPA community of computing researchers across
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academia and industry to which he, through the IPTO, would help to shape.100 In this

essay, Licklider stressed the role of the computer in facilitating an emergent intelligence

of the human machine system that was greater than the intelligence of its parts. This

sentiment was echoed throughout the early ARPA community, from Douglas Engelbart’s

human augmentation lab on the west coast working in mice and graphical displays to

the CTSS community on the east working on timeshared computers. McCarthy never

participated as deeply in the rhetoric and imaginary of intelligence augmentation, and

perhaps because of this he seemed to Engelbart to entertain a distinct conception of

the intelligence of computers, but in deed, if not in word, McCarthy was very much of

a kind with other early computing researchers who saw the computer as an enabler of

whole new human machine organizational arrangements. Although his discussions of

timesharing and indeed of most other technologies he was involved with often focused

on the technical minutiae, which were clearly the terms in which he thought, nevertheless

his vision for computing was broadly in the same spirit as much of the rest of the ARPA

community of which he was a part. When McCarthy obliquely refers to the “medical

uses” of timesharing, he is of course not referring to a specific function in the diagnosis

or treatment process that could be filled by a multi-user operating system, but rather

imagines a hospital as a large organization of knowledgeworkers being made more

effective overall by a common informational infrastructure running through the various

operations of the hospital.101 Licklider, in turn, saw great promise in the kinds of research

on networking and human computer interfacing taking place at MIT, and so directed a

significant investment of capital towards MIT’s computing center in July of 1963 under

the auspices of the Project on Mathematics and Computation (project MAC).

AI developed at precisely the right moment in exactly the right place to intersect with

this national investment in science, and more specifically computing. Reunited at MIT,
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McCarthy and Minsky began discussing plans to establish a more formal AI laboratory

to house the efforts of the informal group of students they had begun to work with on

what would become the foundational elements of the new field. It was during one such

discussion in the hallways of MIT when McCarthy and Minsky ran into Jerome Wiesner,

director of MIT’s Research Laboratory of Electronics.102 The Research Laboratory of

Electronics had recently received a joint armed services contract providing funds for

research activities, as well as for six new graduate students in mathematics that Wiesner

had not yet been able to find an institutional home for. McCarthy and Minsky proposed to

Wiesner the creation of an AI laboratory. Wiesner asked what they would need. McCarthy

and Minsky replied that they would need a room, a secretary, two programmers, and a

key punch for creating punch cards of the computer programs they planned to design.

Wiesner asked whether they would accept six mathematics graduate students. McCarthy

and Minsky agreed, and in 1958 the MIT AI laboratory was born.

McCarthy would leave MIT unexpectedly just as it was receiving ARPA’s project

MAC funding. McCarthy had gained some recognition in computing circles for his

early work on timesharing, and in 1962 he received a phone call from George Forsythe,

a Stanford professor in the process of organizing Stanford’s department of computer

science. As McCarthy notes, he remembered having been previously let go during his

first experience at Stanford, and so made Forsythe a proposal he felt so unreasonable

Forsythe would have no choice but to recruit someone else; as a new junior professor,

McCarthy told Forsythe he would not leave MIT without tenure.103 To his surprise,

Forsythe managed to arrange it, and McCarthy felt he could not turn down such an offer.

Thus, Minsky alone would run the MIT AI laboratory, which he would grow to become a

significant presence with the support of project MAC and MIT’s computing community.

McCarthy, meanwhile, would naturally begin organizing an AI laboratory at Stanford,
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which he established 3 years later in 1965. Thus, AI had an established presence in two of

the most prominent and well resourced computing centers in the country at this point, yet

even at the time of the establishment of the second laboratory, it was still barely more than

an idea. Excluding Newell and Simon’s Logic Theorist, it would not be until 1961 when

MIT student James Slagle would complete his dissertation work on the SAINT symbolic

integration system, making it one of the earliest canonical AI programs coming out of

an established AI program. Moreover, both SAINT and Logic Theorist were proofs of

concept far more than they were practical programs. Logic Theorist re-proved theorems

already proved in Principia Mathematica and SAINT solved a restricted class of symbolic

integration problems analogous to those found in a freshman calculus course at MIT. The

early AI laboratories at MIT and Stanford came into existence almost by accident, as

personal initiatives by McCarthy and Minsky, neither of whom had previously produced

much by way of working AI programs. Moreover, as it became clear that the problem of

intelligent machines would not be solved over the course of a summer research project,

the new field found itself in need of an identity that could organize and legitimize the

project as the first generation of students began to graduate, start their own laboratories,

and find themselves in need of the institutions that could sustain an academic field and

justify its worth to ARPA and make itself legible in the context of the rapid expansion

of postwar science. I suggest that McCarthy’s origin story for the field helped to provide

a sense of common purpose practitioners could articulate to counter external critiques.

Namely, the field was from its founding moments imagined as a science of intelligence.

The first few AI programs produced by the MIT laboratory did not conform to any

very specific imagined uses of contemporary computer systems. Applications such

as mathematical integration, analogical reasoning, and chess playing were united not

by a vision of computing, but by a common imaginary of distant future computing

devices that operated not as computers, but as human beings. AI’s central innovation that

distinguished it from contemporary discourses of intelligent machines was the idea that
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machines in the form of humans was both possible and worth pursuing in the present.

However, such a commitment also placed the field in a precarious position. If, per the

Dartmouth conference proposal, the goal of building machines in human form was to

enable them to participate in humanlike activities, then AI had to take as a fundamental

assumption that building machines in the image of human beings was the best route to

that end. As I will argue however, such was not always the case, and consequently AI

practitioners were left in the difficult position that each work of AI had to simultaneously

both demonstrate the practical effectiveness of the program in performing some work

of humanlike intelligence and telegraph its likeness to the human form in the rhetoric

surrounding its design. In other words, it was necessary, as with these early programs,

both to correctly solve mathematical or verbal reasoning problems and to argue, despite

the obvious differences between human and machine, that the machine was solving them

in enough of a humanlike way that it could be expected that further refinement of the

technique would bring the system closer to the human, and so closer to the full range of

abilities humans possess.

I suggest that the need to articulate AI systems as humanlike left the field with

difficulties when the needs of building functional systems interfered with researchers’

ability to parse those systems as embodiments of a theory of human intelligence. In this

section, I examine a number of examples drawn from throughout the history of the field

that I contend evince a conflict between system building and human modeling. Taken

together, these examples point to a malleable yet omnipresent intuition AI practitioners

have held in common concerning when a computer system is human enough to count as

legitimate AI research. Were one unaware of the rhetorics characterizing the presentation

of AI systems, and presented only with the functional descriptions of said systems,

there would be little in such descriptions that would compel one to view the historical

progress of those systems as trending towards an eventual, more humanlike machine.

One could as easily view the solving of integrals, analogies, and chess problems as
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clever but otherwise unrelated applications of software engineering. What binds these

works together as AI is the story practitioners tell about them, couched in language

often borrowed from disciplines that more explicitly study the human, notably the

mind sciences, broadly construed. However, this original impulse to view computer

systems as human has produced a tacit intuition among AI practitioners, the specifics of

which vary in each successive generation, regarding which systems display enough of a

humanlike intelligence to count as legitimate works of AI. As these examples will show,

that intuition often inhibits the introduction of new kinds of intelligent systems that aim at

the very goals of undertaking tasks currently reserved for humans that AI was originally

intended to address. I will therefore argue not that the effort to build machines that reflect

human qualities needs to be abandoned per se, but rather that it is worth recognizing,

analyzing, and ultimately modifying how the concept of “humanlike” is imagined.

McCarthy wrote of AI, in an early memorandum while still at MIT, that,

“epistemology is about to leave philosophy and join the sciences as other disciplines

have done in the past.”104 The rhetoric of AI often exhibits this characteristic pattern

of describing an external discourse of the mind or of the human moving inwards and

being formalized within the algorithmic and mathematical language of AI. However,

as Hubert Dreyfus, one of AI’s earliest critics, argued, while AI’s various assertions of

the relationships between computer models and human cognition may be admissible

as a scientific hypotheses, the steps required to prove or disprove such hypotheses are

nowhere to be found in AI practice.105 Such steps, Dreyfus argues, would require a

careful analysis of the mechanisms of the human mind. The practice of AI, rather, aims

its efforts in entirely the opposite direction, building machines that reproduce human

behavior, and then reflecting back on the ways in which this behavior must stem from

properties that minds and computers have in common. As I would add, those reflections

104. McCarthy, “Towards a Science of Epistemology.”

105. Dreyfus, Alchemy and AI.
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on the parallels between humans and machines also subsequently shape the kinds of

behaviors AI practitioners view as intelligent.

Debates about the scientificity of AI continued throughout the field’s early decades

on into the 1980s, where they remained enough of a concern to become the focus of Raj

Reddy’s 1988 presidential address to the Association for the Advancement of Artificial

Intelligence. After a brief sketch of AI’s recent industrial successes, Reddy asks, “OK,

maybe there are a lot of applications, but what about scientific progress?”106 “As an

empirical science,” Reddy continues, “AI follows the classical hypothesis-and-test

research paradigm. The computer is the laboratory where AI experiments are conducted.

Design, construction, testing, and measurement of computer programs are the process

by which AI researchers validate the models and mechanisms of intelligent action.”107

From here, Reddy moves systematically through every major subfield of AI, from

language, to vision, to robotics, and recasts well known works explicitly in terms of

“experiments” and “axioms” to emphasize their scientific character. That Reddy must

articulate such a perspective in his presidential address suggests of course that the subject

matter of AI was, to its practitioners and critics, anything but self evidently scientific. The

transformation of chess into a scientific apparatus is illustrative of the rhetorical work

being done here.

Computer chess had long been a staple subject of AI research, stretching back far

beyond the founding of the field to rudimentary chess playing algorithms designed by

early computer pioneers such as Alan Turing that would, once the computers they were

in the process of engineering immediately following WWII could be made to function,

theoretically be runnable on those computers.108 Reddy expresses the anxiety that,

“funding agencies were afraid to support research on fun and games,” before reframing

106. Reddy, “Foundations and Grand Challenges of Artificial Intelligence: AAAI Presidential Address,” 9.

107. Ibid., 12.

108. Turing and Copeland, The Essential Turing.
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chess as the “E. Coli” of AI, referring to the way that chess has provided a simplified

yet challenging computational problem—a sort of petri dish—on which various AI

techniques could be tested and improved before being generalized and applied to more

substantive problems.109 Reddy’s invocation here has a long history. McCarthy famously

referred to chess as the “drosophila” of AI, better known by the common name “fruit

fly,” after the way that the fruit fly has provided a common experimental medium for

the study of genetics due to the speed of its life cycle and the ease with which multiple

generations of genetic inheritance can be studied in fruit fly populations. It is likely

Reddy had in mind this image when he called chess the E. Coli of AI. This tradition

of justifying chess in scientific terms evidently traces back to Russian mathematician

Alexander Konrad, who used the drosophila analogy to justify why he was using so much

expensive computer time at the Soviet Institute of Theoretical and Experimental Physics

to play chess.110 From 1965 to 1988, the language of science clearly helps to reinforce

work that might otherwise be subject to dismissal on account of its perceived triviality.

In promoting chess and the underlying techniques through which AI had classically

approached it to the status of science, Reddy tacitly helps to shape the boundary of

what counts as AI work. The essential principle behind the the minimax algorithms and

related algorithms popular in AI chess research amounts to treating the chess game as

a search over possible moves and counter moves. If the AI moves the rook to E4, then

the player moves the bishop to D5, then the computer moves the pawn. . . and so on,

eventually the game will end in a checkmate. The trouble with such an approach is that

there are so many possible moves and counter moves that even the fastest computers

of 1988 could not have thought out every possible contingency. Therefore, a common

technique for speeding up the search was to supply the AI with precalculated tables

of, for instance, well known chess openings or end games, so that it was not necessary

109. Reddy, “Foundations and Grand Challenges of Artificial Intelligence: AAAI Presidential Address,”
10.

110. Ensmenger, “Is Chess the Drosophila of Artificial Intelligence? a Social History of An Algorithm,” 5.
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to approach each move as completely novel if the solution was already well known.

However, it is likewise impossible to store a precalculated table for every board position

for the same reason it is impossible to search through every possibility; there were simply

too many board configurations to store them all in the memory of a 1988 computer.

Thus, most practical systems exhibited an engineering trade off, storing some board

configurations for important positions, and relying on search to figure out the mid game

in between. Reddy recasts what could ultimately, in another light, be seen as a pragmatic

engineering decision, giving it a prominent place in the axiomatics of the science of AI.

Reddy observes that one of the great lessons of AI research has been the discovery of the

“Knowledge-Search Tradeoff.”111 Increasing the size of the precalculated tables reduces

the need to explore new moves, while increasing the power of the search mechanism

reduces the need for precalculated tables. Citing the work of Herb Simon, Reddy notes

that “even experts seem to resort to search when faced with a previously unseen problem

within the domain of their expertise—for example in scientific research.”112

In promoting search to the status of scientific knowledge, does not simply catalog the

scientific discoveries of the field, but helps to constitute them as scientific discoveries,

and the field correspondingly as a science. As Ensmenger points out, unlike the explicitly

cognitive science oriented work of Simon, the minimax algorithms driving chess research

were not themselves meant to be models of human cognition. Rather, they were simply

effective algorithms that worked, where working was defined in terms of creating

chess programs that won tournaments and defeated highly ranked human opponents.

The crowning example of such means of measuring chess playing algorithms was the

defeat of Dreyfus himself by the Mac Hack chess playing program created at the MIT

AI laboratory. Because Dreyfus had been so vocal a critic not only of AI, but of chess

research as well, his defeat at the hands of an AI chess program was a delicious irony

111. Reddy, “Foundations and Grand Challenges of Artificial Intelligence: AAAI Presidential Address,”
14.

112. Ibid., 15.
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that created an implicit demonstration of the success of AI chess research.113 However,

even Dreyfus’s defeat did not challenge his fundamental critique. If the algorithms driving

such chess programs are not meant to model human cognition, but their efficacy in play

nevertheless proves their intelligence, then it must be a new form of intelligence defined

implicitly in reference to the “working” of AI systems at their respective tasks. This

category of “working” systems will return repeatedly throughout the development of

the field, and as I will discuss later, but for the moment it suffices to raise the question

of precisely what scientific knowledge is imagined to stem from a working system, and

whether knowledge of how to make such a system work itself constitutes the knowledge

in question.

The malleability of the definition of science comes up again in Reddy’s discussion

of the DENDRAL system produced by Bruce Buchanan at the Stanford AI laboratory in

1966. As Reddy recounts,

In 1966, when I was at the Stanford AI labs, there used to be a young Ph.D.

sitting in front of a graphics display working with Feigenbaum, Lederberg,

and members from the Chemistry department attempting to discover

molecular structures from mass spectral data. I used to wonder, what on earth

are these people doing? Why not work on a real AI problem like chess or

language or robotics? What does chemistry have to do with AI? That young

Ph.D. was Bruce Buchanan and the system he was helping to develop was

Dendral. Now we know better..114

That Reddy can simply reveal that the system was DENDRAL speaks to the

tremendous success DENDRAL-like systems that followed after the original. DENDRAL

was among the first “expert systems” that encoded the knowledge of specialists such

113. McCorduck, Machines Who Think.

114. Reddy, “Foundations and Grand Challenges of Artificial Intelligence: AAAI Presidential Address,”
11.
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as the chemists Buchanan collaborated with and subsequently performed expert

tasks for system users. After the XCON expert system designed by John McDermott

at Carnegie-Mellon University in 1978 helped to dramatically reduce the costs of

assembling custom computers at the Digital Equipment Corporation, expert systems

proliferated through all corners of industry by the late 1980s, when Reddy was composing

his address. However, as Reddy himself noted at the start of the address, commercial

success is not the same as scientific progress, and so for Reddy to so readily accept

DENDRAL as an example of scientific progress, although its orientation towards the

practice of chemistry made it initially seem beyond the boundaries of proper AI research,

was anything but guaranteed at the outset of the project.

At the time of DENDRAL’s creation, the idea that “knowledge” per se was important,

or even permissible within AI programs, much less an essential part of Reddy’s

knowledge-search trade off, was anything but inevitable. As Pamela McCorduck notes,

DENDRAL failed to impress many in AI at first (such as Reddy) due to its seemingly

irrelevant focus on chemistry problems.115 Moreover, as AI researcher and later DARPA

AI program Ronald Ohlander argues, it was not DENDRAL but the later EMYCIN expert

system program that was the true ancestor of the expert systems so successful in industry

at that time.116 Nevertheless, Feigenbaum and Buchanan, looking back on the creation

of DENDRAL and the other early expert systems at Stanford, identify DENDRAL as

the beginning of a new conceptual paradigm in AI. Until this point, it was the search

algorithms of chess that most intuitively suggested the intelligent action of the mind to

AI researcehrs, searching and planning through solutions to the problems confronting it.

Simply encoding more data about chemistry into the program was not itself intuitively

an AI project until Feugenbaum and Buchanan managed to reframe it as “knowledge,”

and subsequently license a whole subfield of “knowledge engineering” that moved the

115. McCorduck, Machines Who Think.

116. Ohlander, “Oral History Interview with Ronald B. Ohlander.”
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work of AI from the problem solving capacities of the AI system to codifying ever larger

amounts of human knowledge and programming them into the machine. As Feigenbaum

and Buchanan note, before DENDRAL, the word “knowledge” itself only shows up rarely

and incidentally in the chess literature.117 After DENDRAL, AI textbooks have whole

sections dedicated to the importance of knowledge for allowing AI systems to solve

problems for which there is no easy way to simply search out the solution, as there can be

in chess. Had Feigenbaum and Buchanan not managed to make the case for knowledge as

a dimension of intelligence in AI research, it is hard to know whether, for all the success

of expert systems in industry, they would have had a role in the “science” of AI as Reddy

describes it, or whether expert systems would have remained a useful but scientifically

inert collection of applications of computing to chemistry, and whether McDermott, at an

AI lab across the country, would even have picked up the expert systems work to deliver

XCON and thereby inaugurate the expert systems boom of the 1980s.118

Only a few years later, Rosalind Picard, a computer vision and information retrieval

researcher at MIT would encounter the boundary that Buchanan and DENDRAL had

navigated in the 1960s. Picard is most widely known for her foundational work in

the field of affective computing, which seeks to endow computers with the ability to

recognize and simulate emotions. In the preface to her eponymous book, however, Picard

describes the difficulties she had at the inception of that field of AI. “I never expected to

write a book addressing emotions,” Picard writes, “My education has been dominated by

science and engineering, and based on axioms, laws, equations, rational thinking, and

a pride that shuns the ‘touchyfeely.’ Being a woman in a field containing mostly men

has provided extra incentive to cast off the stereotype of ‘emotional female’ in favor of

the logical behavior of a scholar.”119 As Picard notes, from the perspective of a scientific

117. Buchanan and Feigenbaum, “DENDRAL and Meta-DENDRAL: Their Applications Dimension.”

118. Crevier, AI: The Tumultuous History of the Search for Artificial Intelligence.

119. Picard, Affective Computing, ix.
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field concerned with “intelligence” per se and for which “emotions” evoke an association

with “poor judgment and irrational behavior,” there would seem little justification for

reproducing such behavior in a machine.120 Now, of course, as with DENDRAL, affective

computing is widely respected scientifically and commercially successful, as evidenced

by the success of Affectiva, the company that Picard founded along with her student Rana

el Kaliouby.121 As with DENDRAL, the story of that transition from without to within

the boundaries of AI science has to do at least in part with Picard’s reconfiguration of the

rhetoric of machine intelligence.

Throughout Affective Computing, Picard reframes computational emotion in the

language of neuroscience. Picard discusses her own encounters with the work of

António Damasio, Richard Cytowic, and Manfred Clynes and their role in helping her

see emotion as a cognitive process deeply enmeshed with intelligence in the human

brain, and consequently an important subject for scientific study. Using the language

of neuroscience, Picard discusses documented cases of unusual mental disorders

connected, in the neuroscience literature, to the neural substrates connected with emotion

processing, which result in patients who, “in rather eerie ways, are similar to today’s

computers–particularly in how they malfunction.”122 Picard discusses patients who,

ostensibly lacking “emotion,” engage in unending behaviors of search, like a chess

program spiraling into endless loops of move and counter move without ever reaching a

conclusion. “A healthy balance of emotions is integral to intelligence, and to creative and

flexible problem solving,” Picard concludes.123 Unlike many of the early cyberneticsts,

for whom mechanical models promised to illuminate the human mental dynamics at

the heart of their largely psychiatric research, for Picard here it is rather the psychiatric

patients who illuminate the way to a science of machine intelligence. It is difficult to

120. Picard, Affective Computing, ix.

121. “Affectiva.”

122. Picard, Affective Computing, x.

123. Ibid.
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say whether Picard’s reframing of emotion as a tool for engineering intelligence itself

was what enabled her work to gain the recognition it has received in a field not initially

inclined to view emotion as relevant to the study of AI. What is striking nevertheless is

the extent to which Picard’s perception of the need for such a characterization seems to

have led her to be so meticulous in her argumentation for emotion as a valid component

of a science of intelligent machines that it seems often to obscure her original motivation

for pursuing the computational study of emotions, namely, building affective machines.

Picard’s early work, prior to the founding of the field of affective computing, was in

computer vision augmented image retrieval systems.124 Picard imagined the potential

of this work as, for instance, identifying semantic features of images such as cloud or

water textures and allowing users to automatically search an image database by the

contents of the images without the need for human labeling.125 This vision gradually

evolved, although it is still visible in Picard’s later affective computing writings in the

form of image databases that allow users to conjure images not by their contents, but

by the affect they generate, such as gloomy or cheerful.126 Indeed, in occasional but

persistent moments throughout the text, Picard sketches possible visions of the future of

the technology she envisions, imagining for instance that,

your computer tries to learn your preferences for art to hang in your living

room. As you browse a database of images looking for suitable pictures,

it detects your response to different images. After you have indicated

your favorites, it could try to infer which art features (e.g., artist, colors,

texture, content, style) and which affective and behavior features (e.g., facial

expression, heart rate, skin response, lingering) were the best predictors of

hat you liked. Additionally, it might associate certain categories of images

124. Picard, “Gibbs random fields: temperature and parameter analysis.”

125. Pentland, Picard, and Sclaroff, “Photobook: Content-Based Manipulation of Image Databases.”

126. Picard, Affective Computing.
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with certain categories of of your responses. In the future, it might watch for

occurrences of features from either category, to help you save time locating

things you like, or locating things that suit your present mood.127

Picard’s machines do not play better chess by relying on emotional subsystems to

learn the game, but rather they interact in affective terms, whether or not the underlying

systems emulate anything resembling human emotion. This is the fundamental tension

that surfaces again and again in the development of AI: the tension between fashioning

“intelligence” as a scientific object of study by reference and analogy to various aspects

of the human form, and fashioning intelligent machines that threaten, even in their

functioning, to collapse back into “mere engineering” if no greater scientific project

animates and sustains them.

In 2015, sociologist Steve Hoffman published an ethnographic account of his time

embedded with a pair of contemporary AI laboratories. Hoffman’s interest was in the way

the two labs articulated their work as “scientific,” and evinced their intuitively perceived

character of AI science, often in ways mutually exclusive with those of the other lab.

Hoffman notes, as I have tried to make clear in this chapter, that, “AI science rests on a

double-layered ambiguity. First, there is no consensus over the nature of intelligence. . .

Second, there is no consensus over how to reproduce this vague referent in machinery.”128

As Hoffman recounts, like the AI researchers described above, “entrenched within this

double ambiguity, AI scientists forge ahead with local bets. Open-ended questions about

human-level reasoning are transformed into something that peers might accept as good

enough.”129 What makes this observation so significant for Hoffman’s account, as it does

for the present work, is the way in which science is, as Hoffman puts it, neither “a set of

invariant characteristics” nor “artifice, illusion, language game, pure discourse, or mere

127. Picard, Affective Computing, 102.

128. Hoffman, “Thinking Science with Thinking Machines: The Multiple Realities of Basic and Applied
Knowledge in A Research Border Zone,” 242.

129. Ibid., 246.
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propaganda,” but rather exhibits a shifting but materially consequential intersubjective

reality that makes some work seem within the boundaries of AI, and some outside of it, as

mere engineering or design.130

One of the groups Hoffman studies, dubbed the Deep Reasoning Group (DRG),

studies analogical reasoning. The context for much of this group’s work takes the form

of developing AI systems capable of solving reasoning problems borrowed from a

standardized engineering exam by encoding the problems in a special symbolic language

and feeding them to the machine. Hoffman notes that it was, “crucially important

to members of the DRG. . . to produce ”real science,’“ but that Donald, one of the

group’s lead researchers, ”never set out a clear or settled definition of what he meant by

either ’basic science’ or ’real AI.’ He used these terms interchangeably but both were

in contrast to his research experience within industry.“131 As he further makes clear,

Donald felt that AI in an industrial context was narrowly focused on specific utilitarian

problems, and rarely afforded the opportunity to ask deep questions about the nature of

intelligence, for which he felt his work with the DRG exploring analogical reasoning

was a better venue. On one hand, Donald’s articulation of the scientific legitimacy of the

technologies underlying the analogical reasoning work, known more generally as ”case

based reasoning“ systems worked in opposition to an AI discourse that would relegate

case based reasoning to mere engineering work. As Hoffman notes, ”there remains,

however, an ongoing debate within academic AI over whether CBR systems produce

scientific knowledge at all.“132 The cost of establishing such boundaries, however, lies

in what discoveries they might place beyond the border they draw around the proper

territory of AI science.

Hoffman documents one particular instance in which a graduate student, Deborah,

130. Hoffman, “Thinking Science with Thinking Machines: The Multiple Realities of Basic and Applied
Knowledge in A Research Border Zone.”
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proposed a project that would build the analogical reasoning software into a tutoring

system to be deployed in a local elementary school. However, “Deborah had little success

getting Derek,” another lead researcher in the lab, “to see that schools with large numbers

of poor and working class minority students might actually strengthen the science of tutor

model. . . Deborah lamented that ’[for Derek] the reality of the classroom is not a real

thing.’ What is real for Derek, she believed, are the universal correlates of human-level

intelligence—how any thinking agent uses analogy.”133 Even as the DRG’s particular

narrative of science supported one particular technology as valid in AI work, it also

marginalized some uses of the same technology. In Hoffman’s account at least, Deborah’s

plan is primarily a victim of not seeming like science, more so of any inherent flaw.

One way in which Hoffman suggests, indirectly, that projects such as Deborah’s

might have made the science better is that, as Hoffman points out, it might have revealed

that the pure science that Donald seeks hinges crucially on the vanishing of the human

networks surrounding computer systems that I have discussed from Babbage forward.

He points out that, in order for the DRG’s analogical reasoners to correctly perform their

reasoning, they depended critically on graduate students trained to translate the analogy

problems into a special symbolic language for input into the program. How much of

the “reasoning,” Hoffman wonders, is performed by the symbols chosen by the graduate

student who, through their knowledge of the workings of the reasoner, can unconsciously

translate the problems into the symbolic forms where the correct deductions will be

most apparent to the system? To the extent that Donald seeks a pure science, Hoffman

suggests, it is by willfully seeing the computer as isolated from its users. The discourse of

“science” seeks to isolate the computational mind as an object from the actual contexts of

computer use that might have come to the fore had a classroom full of students not trained

in the system’s symbolic language attempted to use it.

133. Hoffman, “Thinking Science with Thinking Machines: The Multiple Realities of Basic and Applied
Knowledge in A Research Border Zone,” 256.
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Finally, in a 2019 essay, machine learning researcher Michael Jordan argues that a

narrow focus on building “human-imitative” machines has taken researchers’ focus away

from building more intelligent systems. Against “AI,” he lays Intelligence Augmentation,

or “IA,” referring to the pioneering work of Douglas Engelbart who as I mentioned earlier

drew the same distinction between his work and McCarthy’s.134 Jordan instead calls for

a new engineering discipline focused on “Intelligent Infrastructure,” by which he means

to subsume the various algorithmic systems among which we currently live, such as

search engines, recommender systems, and data mining platforms. Invoking the field’s

history, he distinguishes between McCarthy, who coined the term AI, “to refer to the

heady aspiration of realizing in software and hardware an entity possessing human-level

intelligence,” and Wiener, whose vision of, “intelligent systems. . . was closely tied to

operations research, statistics, pattern recognition,” and, “took inspiration from human or

animal behavior.. focused on low-level signals and decisions”,135 Jordan contends that it

is Wiener’s vision that has come to dominate contemporary statistically driven, machine

learning based AI, against the earlier symbolic program he associates with McCarthy.

However, as I have argued, while McCarthy himself likely would not have objected to

this characterization, it also overlooks how his extensive system building visions—visions

he was chronically unable to keep fully separate from his thoughts on AI—much more

closely resemble the intelligent infrastructure Jordan calls for than anything found in

Wiener.

Significantly, Jordan characterizes his experience observing the history of AI

unfolding from within as one in which statistics, pattern recognition, and operations

research, once independent, were eventually subsumed under the label of AI, which he

attempts to delimit to the historically specific rise of symbolic or “classical” AI from the

134. Jordan, “Artificial Intelligence—The Revolution Hasn’t Happened Yet.”

135. Ibid., 4.

74



1960s to the 1980s.136 However, if Jordan identifies his own work with something outside

of AI per se, and if he distinguishes his calls for intelligent infrastructure from the work

of AI proper, which he allows still has interesting work to be done in its own domain, why

then is he invested in framing his calls for intelligent infrastructure as a proposal for the

reform of AI as opposed to something distinct from it? Why have the AI researchers in

this section exerted such rhetorical and historiographic effort to reform AI rather than

simply framing their research that did not fit with contemporary intuitions about AI

as simply about something else? Certainly it would be hard to ascribe a single cause

to what are still a number of diverse incidents separated by place and time. Although

modern work often builds itself on a presumed failure of early AI, the imaginary of

that moment—of computers that can perform surprising and sometimes unsettlingly

intelligent actions once reserved for human beings—remains difficult, it seems, for the

field to fully outrun.

In comparing what he views as Wiener’s program favorably with McCarthy’s, Jordan

seems to approve of what appears to be the return to cybernetic thought that characterizes

the present state of the constellation of disciplines that have come to be called “AI.” He

is certainly not the only one to do so. In a 2019 essay “Machine Behaviour,” a number

of prominent AI researchers called for a return to an AI practice rooted in “behavioural

ecology” that emphasizes the social and environmental systems in which AI agents

are situated, seemingly recalling in all but name the cybernetic lens of thinkers such as

Mead and Bateson.137 However, I suggest that it is not Wiener’s cybernetics or even the

connectionist discourses, broadly construed, of the mid 20th century that these scholars

intend to recall, but rather a return to McCarthy and through him to Turing.

Throughout this section, I have argued that an emphasis on articulating a “science”

of AI has created a shared, tacit sense among practitioners that a legitimate work of

136. Jordan, “Artificial Intelligence—The Revolution Hasn’t Happened Yet.”
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AI must reflect back to us our expectations concerning the intelligence of the human

mind, and that such a shared sense has inhibited works of intelligent machinery that do

not themselves reflect the human form, even as their intelligence emerges from their

interactions with human beings. I argue that this sense emerged through a conflation of

the intelligence of the human factory workers of British textile mills with the automata

that gave their labor its form, producing elaborate textile patterns beyond the skill of

any single actor in the factory, human or machine. This conflation was filtered through

Babbage, through Turing, and ultimately through McCarthy. In each case, although

the seeming intelligence embodied by successive generations of computing devices

further obscured the perception of the social systems that surrounded and supported the

intelligence of machines, neither Babbage nor Turing nor McCarthy ever quite lost sight

of the ultimate reality of computers—namely, that in order to function they must be used

by human beings. Rather, each was driven by the immense utility computation promised,

not as a replacement for the human per se, but as an automaton intimately interwoven into

the fabric of human society.

2.3.1 Conclusion

Even as Babbage, Turing, and McCarthy successively lost sight of the interconnection

between the computer as a medium and the computer as an entity unto itself, I suggest

that they nevertheless maintained each as a simultaneous but separate vision. McCarthy

picked up on Turing’s vision of computers not simply as scientific tools with which to

study the mind, but rather as technologies with which to create whole new realities.

While I support Jordan’s and the machine behaviourists’ calls for a discipline of AI that

recalls aspects of cybernetics and will, “require perspectives from the social sciences

and humanities,” to grapple with the interface between technology and culture, I further

suggest that in order to achieve these aims, it is necessary to examine in more detail how
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the figure of the human offered a conceptual resource to Turing and to McCarthy.138

Of course, recognizing the origins of the AI vision in the outgrowth of 18th-century

automatic factory necessarily raises questions of ethics and power that it will be necessary

to keep in view alongside the technical considerations of making machines that “work.”

In recognizing that machine intelligence is necessarily interdependent on human beings

it is impossible to overlook questions of for what purpose and with what effect these

machines will be built. At the same time, such questions remain regardless of the ultimate

fate of the field of artificial intelligence. The future is always in a state of being built with

the tools at hand, artificially intelligent or otherwise. Perhaps the necessary spirit then in

which to read the history of AI and to carry its implications is that which Marx brought to

its predecessors over a century ago. After all, it was not the factory that troubled Marx so

much as its ownership. How then can the means of AI production be seized?

138. Jordan, “Artificial Intelligence—The Revolution Hasn’t Happened Yet,” para. 6.
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3

Robots at the Rubicon: Imagining Language at the
Dawn of Artificial Intelligence

Language is our Rubicon, and no brute
will dare cross it

Max Müller

In Alex Garland’s 2014 film Ex Machina, billionaire search engine mogul Nathan

Bateman invites one of his company’s programmers, Caleb Smith, to an isolated research

facility.1 Caleb is to act as judge in a “Turing test,” in which a human interrogator

attempts to determine the intelligence of a machine through conversation. After meeting

Ava, Nathan’s artificially intelligent android, and spending some time speaking with her

in the course of the test, Caleb is impressed with her humanlike conversational abilities.

Yet, he feels the test is at an impasse. Talking with Ava, Caleb complains, is like, “trying

to test a chess computer by only playing chess. . . you can play it to find out if it makes

good moves, but it won’t tell you if it knows it’s playing chess or if it even knows what

chess is.”2 “So it’s simulation versus actual,” Nathan offers. “Exactly,” Caleb replies.

1. Garland, “Ex Machina.”

2. Ibid.
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In the previous chapter, I discussed how Turing’s universal machine—the Turing

machine—served as basis for the cybernetic imagination of mechanistic brains capable of

computing humanlike thoughts. In this chapter, I turn to another cultural touchstone that

bears Turing’s name, his “imitation game,” which is now popularly known as the “Turing

test.” In Turing’s admittedly terse description in a 1950 essay, he imagines a gameshow

where two contestants, a human being and a computer, converse with a human judge from

behind a screen, exclusively by passing written messages back and forth.3 If the computer

can converse so ably that the judge cannot differentiate it from the human being, it has

“passed” the test.4 For present purposes, Turing’s test offers less a measure of machine

intelligence and more a Rorschach test for its interpreters that reveals how AI researchers

have conceptualized language itself.

The Turing test has a long history within the field of AI, and Nathan’s dichotomy

between the simulated and the actual is at the heart of the historical debates that surround

it.5 Since its introduction, the test has occupied considerable attention within the field.

Researchers have sought variously to dismiss the test, often arguing that speech need not

imply thought, and yet been unable to come up with an enduring alternative to Turing’s

simple provocation.6 At their most philosophical, these debates center on the question

of whether a machine that speaks necessarily thinks, or whether it “is intelligent.”

However, often these debates center on the seemingly more concrete and yet nevertheless

stubbornly elusive question of whether a machine that speaks is even really speaking.

In 1991, businessman Hugh Loebner financed the creation of an annual competition

3. Turing, “Computing Machinery and Intelligence (1951).”

4. To be precise, in Turing’s original exposition, he imagines a gameshow involving a man and a woman
behind the screen, each attempting to convince the judge that they are the woman. He then describes
replacing the woman with a computer, leading to a slightly different test, if interpreted literally. Much
has been written about this gendered test, although Copeland does not view the discrepancy as significant
to Turing (Turing and Copeland, The Essential Turing). As I will argue later, the test itself was of no great
significance to Turing, and so his precise articulation of its rules will not be a material issue in the present
discussion.

5. Epstein, Roberts, and Beber, Parsing the Turing Test.

6. Ackerman, “Can Winograd Schemas Replace Turing Test for Defining Human-Level AI.”
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inspired by the Turing test that continues to attract hobbyists and occasionally researchers

to produce AI systems that attempt to fool human judges into believing they are human

for a set duration of time in accordance with specific competition rules.7 Although no

system has ever achieved the rhetorical virtuosity of the system imagined by Turing

in his original essay, some have, using a variety of evasions and broadly applicable or

noncommittal answers, occasionally managed to make it difficult to prove definitively

their machinic nature.8 Researchers for whom mention of the Turing test evokes these

competition systems, which aim only to fool human judges under specific tournament

rules rather than accomplishing more useful intellectual feats, ask not whether speech

implies thought, but rather whether speech even implies speech.9 That is, whether such

competition systems have anything to teach us about what language really is, or whether

innovations in such systems will ever lead to machines that can speak not only to deceive,

but also for a constructive purpose.

In a sense, the question that critics raise regarding the Loebner competition can also

be asked of the field of AI more broadly. With each new innovation in systems capable

of manipulating language data in increasingly sophisticated ways, how can we be certain

that our machines are learning “language” and not merely the rules of a much simpler

language game? In this chapter, I argue against a tendency in AI to treat language as

homogeneous and undifferentiated to the extent that any new algorithm that processes

text in a manner in which it has not previously been processed becomes a contribution to

progress on machine language per se. I argue that language is not a scalar quantity with

which we can measure systems that have more of it against those that have less, but rather

a complex terrain of interlocking and evolving communicative practices that demands

a different approach to AI. I ask what worlds are imagined by the words of machinic

7. Shieber, “Lessons from a restricted Turing test.”

8. Ibid.

9. Legg and Hutter, “Tests of machine intelligence.”
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speakers, and can we, in mapping the limits of those worlds, come to understand the

limits of machine language?

3.1 Language and the Human

Until the 20th century, language was the defining mark that separated human from

machine. In the 17th century, René Descartes asserted that the ability to speak was the

most certain feature distinguishing humans from the clockwork automata popular in that

era.10 In the 18th century, Jonathan Swift penned the story of Gulliver who, in his visit

to the land of the giants, is mistaken for a clockwork figurine until he speaks.11 Hannah

Arendt, in her 1951 The Origins of Totalitarianism declared that “man, since Aristotle,

has been defined as a being commanding the power of speech.”12

In 1948, Norbert Wiener would give the name “Cybernetics” to the emerging field

dealing with feedback and information flows in computing machinery, and dub the new

field the study of “communication” in the animal and machine, yet strikingly absent

from the earliest musings on machine communication was the concept of “language”

per se.13 It would not be until the emergence of AI proper that human language would

become integral to the project of intelligent machines. In this chapter, I argue that the

emergence of the digital computer enabled Turing to imagine intelligent machines not

as the information processing organisms of cybernetics, but as human beings for whom

the primary channel of “communication” was language. What McCarthy found in Turing

was therefore a vision of machine intelligence fundamentally organized around language.

Crucially however, the question of language for McCarthy was not that of how

to make computers “understand” human language. Rather, it was that of imagining

language as a phenomenon broader than the human that encompassed both human and

10. Descartes, Discourse on Method.

11. Swift, Gulliver’s Travels.

12. Arendt, The Origins of Totalitarianism, 297.

13. Wiener, Cybernetics or Control and Communication in the Animal and the Machine.
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machine. This vision of language would in many ways cut against later work in AI and

more than anything else hearken back to the linguistic visions of later cybernetics. By

reading McCarthy’s AI work alongside his contributions to programming languages

and time-sharing, I suggest that his lifelong project traced a long arc away from the

cybernetics of Norbert Wiener, rooted as it was in neuroscience and engineering, and

ultimately back towards the cybernetics of Margaret Mead, Gregory Bateson, and other

anthropologists and linguists for whom cybernetics offered a way to think about the

function of language not as a primarily mental phenomenon, but as a social one. In the

previous chapter, I argued that the Turing machine offered an imaginative foundation for

early cybernetic thought concerning machine intelligence.

As I will argue, it was not the Turing machine, but rather the Turing test that

organized the field of AI in for McCarthy in opposition to cybernetics. Moreover, despite

decades of critiques and efforts to replace it, I suggest that Turing’s test remains central to

how researchers imagine the project of AI due to the instinctive sense that beyond all the

metrics and experimental apparati the vision that animates AI research remains ultimately

a tantalizing imaginary populated by machines that speak. After all, as AI researcher

Richard Weyhrauch writes, “I believe that we will begin to call machines intelligent when

we can have the kinds of discussions with them that we have with our friends.”14 No

matter how sophisticated our machines become, what but language will convince us of

their humanity?

In this chapter, I discuss the simultaneous emergence of the project of building

machines with humanlike intelligence and of building machines that speak, and argue that

the two goals are one. Moreover, I argue against a historical tendency to view the project

of AI as that of building machines modeled on minds and brains on the assumption that

intelligent machines will, by virtue of that intelligence, learn to speak. Rather, I propose,

following Turing, that it is only once we have built machines capable of speech that we

14. Weyhrauch, “Prolegomena to a Theory of Mechanized Formal Reasoning.”
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will realize that thought or intelligence as such was never the goal.

Moreover, contra the long history discussed in the previous chapter of attempts to

define the science of AI around scientific conceptions of human intelligence, I will argue

that the more fundamental question is how can we tell when a machine speaks? To the

extent that we imagine building intelligent machines, we are not imagining machines that

perform singular acts of intellectual virtuosity, but rather machines that can convince us of

their intelligence by expressing it, and that can do so by expressing that intelligence to us

in language, broadly construed, whether word, gesture, or sign.

In examining the emergence of the Turing test, it is possible to gauge Turing’s and

McCarthy’s own intuitions about what it means for a machine to speak, and how it is

possible to know that it is speaking. This claim may be counter intuitive in the sense that,

unlike thinking, which can never be observed, speech is emphatically observable, and

indeed to the extent that elements of speech evade perception, they fail to realize their

potential as speech because they cannot possibly bear meaning to an observer. How then

is it possible for there to be any doubt about when a machine has spoken?

The risk in imagining machine speech lies in imagining that human speech is

monolithic, and that there will be some tipping point—some Rubicon—that, once

crossed, will open the whole territory of language for machine speakers. Rather, I

propose to view language not as a single cohesive faculty, but as a myriad of evolving,

interlocking semiotic practices that may have different requirements they place upon

the faculties of speakers. As a guide to intuition, I suggest imagining the use of present

day computer systems as a conversation between a human being and a semiotic agent

of limited communicative competence. As modern AI systems gain abilities to translate

text, answer questions, follow simple instructions, and so forth, and as these abilities are

stitched together into various applications and as service platforms are erected on the

legacies of modern personal computing, the whole space of what it becomes possible to

say to a computer and to understand of what it says in reply evolves.

83



The project of AI then, for McCarthy, involves attempting to view the computer as

this faltering conversational partner and ask what really prevents it from understanding

each new thing one might wish to say to it, rather than attempting to study human

language and build AI systems that imagine themselves as stretching towards some

semiotic singularity. Essential to this project will be the question of what aspects of

language—what practices, what utterances, what social contexts of conversation—one

imagines machines inhabiting. Building on the previous chapter’s discussion of the

dichotomy between viewing the computer as the autonomous monad—an island unto

itself—and viewing it as a medium woven between the links of the networks of society,

I will suggest that what McCarthy found in Turing and what helped him to frame his

vision of AI as distinct from cybernetics was a vision of language, but a particular one of

language not as the most rarefied domain of meaning, but of communicative practice—a

functional account rooted in viewing the computer not as a human being, but as a machine

that nevertheless manages to speak.

3.2 Turing’s Test

In the previous chapter, I argued that McCarthy’s vision of AI was shaped by his reading

of Turing. In part, this connection was enabled by Turing’s focus on computational

devices, both at Blechley park and after the war at the National Physical Laboratory, as

well as McCarthy’s own connection to computers at IBM. Computers, moreso than the

rudimentary electronics that served as the imaginative focii of the cybernetics movement

proper, allowed both Turing and McCarthy to imagine high functioning computational

systems being realized on a much shorter timescale than would have been possible to

build with conventional electronics. Part of it too, however, was how this computational

focus led both McCarthy and Turing to imagine computing systems through the lens

of language and the human in a manner not possible with cruder electromechanical

objects. When McCarthy selects Turing from among the cyberneticists to fashion into the
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predecessor of the field he imagines, he does so in large part because he finds in Turing a

fixation on language that is absent from the rest of the discourse of cybernetic machines.

I mentioned in the previous chapter that McCulloch and Pitts’ mathematical model of

the neuron, so fundamental to cybernetic thought, was inspired by Turing’s earlier work

on universal machines. However, due to the limitations of the electronics available to

early cyberneticsts and their own respective engineering expertise, computational systems

with the equivalent of only a small number of bits of computational power represented

the limits of cybernetic brains, conceptually analogous, in the words of Grey Walter, to

a two-celled brain.15 Consequently, the early cybernetic machines could only exhibit the

most rudimentary of behaviors. In their sensing and acting, they reminded their creators

of nothing so much as insects and simple rodents, which is how the cyberneticists not

coincidentally chose to refer to them.

McCulloch and Pitts’ work helped to fuel a widely shared interest in thinking

about cognition in terms of mechanistic models, which led to a veritable bestiary

of electromechanical devices intended to simulate various rudimentary aspects of

cognition. Examples of such machines included Grey Walter’s “tortoise,” a small cart

with a photoreceptor and wheels that could detect a light source and turn the wheels

so as to drive towards it. Wiener’s “bedbug” operated much like the tortoise in reverse,

detecting light sources and fleeing them.16 Claude Shannon contributed his rat in a maze,

whereby a simple electromechanical arm could move a magnetic mouse through a maze,

remembering dead ends and ultimately solving the maze by process of elimination.17

Ross Ashby’s homeostat did not resemble an animal at all, but operated at a more abstract

level. Consisting of a grid of four units tethered together by electrical connections,

the homeostat played out, in the abstract, the drama of organic life, as changes in

15. Walter, “An Imitation of Life.”

16. Wiener, The Human Use of Human Beings: Cybernetics and Society.

17. Shannon, “Presentation of a Maze Solving Machine. Cybernetics: Circular, Casual, and Feedback
Mechanisms In Biological and Social Systems.”
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environmental conditions (represented by voltages shared among three of the units)

demanded biological adaptations in the organism (the final unit), which changed its

voltage to match.18 All these devices shared a common vocabulary, reframing simple

electrical circuits as primitive neural networks controlling insects, mice, and other

small creatures. Although Turing saw his own work in the language of cybernetics, he

framed his thought not in the language of the insect or the small mammal, as did most

of his contemporaries who were using this animalistic language to characterize the

simple electromechanical devices they were producing. Rather, in Turing’s imagination,

machines were not insects or animals, but human beings.

In 1947, while still working on the ACE computing engine at the National Physical

Laboratory, Turing certainly would have been aware of the associations between circuits

and brains common within cybernetic circles. However, in language that McCarthy

would later echo, Turing felt that such cybernetic visions were inadequate to the vision

of machine intelligence he felt would become possible with the new digital computing

engine he was engaged in designing.

As the project at the NPL experienced some bureaucratic delays and Turing became

disenchanted with the process, he applied to his supervisor for a sabbatical. In this

application, he proposed to attempt to study the “higher” level phenomena of cognition

by analogy to the “lower” level dimensions already at the focus of so much cybernetic

work.19 After his sabbatical, he returned to the NPL with an expansive vision paper

outlining his view, from a moment in time before the first stored-program digital

computer had yet become operational, of the possibilities and general approaches to

machine intelligence he believed these computers would make possible. This essay was

titled, “Intelligent Machinery,” and in it, he laid out a vision that at once grappled with the

raw materials of cybernetics while sketching a vision that broke with cybernetic thought

18. Ashby, Design for a Brain: The Origin of Adaptive Behaviour.

19. Turing and Copeland, The Essential Turing, 400.
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in a fashion that McCarthy would later come to recognize as what he was searching for

in articulating AI as distinct from the previous discipline.20 Turing’s work therefore

constitutes a kind of evolutionary “missing link” between cybernetics and AI that helps to

clarify where they differed and illuminate the distinctive character of each discipline. In

particular, amidst a cybernetic discourse populated by insects and small mammals, Turing

imagines the computer in the language of the human being.

“One way of setting about our task of building a ”thinking machine,’“ Turing writes,

would be to take a man as a whole and to try to replace all the parts of him by machinery.

He would include television cameras, microphones, loudspeakers, wheels and ”handling

servo-mechanisms“ as well as some sort of ”electronic brain.’“21 Trading necrotic parts

for mechanical, Turing imagines a modern Frankenstein’s monster, vivified not by

the electric spark of the lightning bolt but by the electronic computer. Yet, unlike his

contemporaries who really did build robotic analogs of their cybernetic creatures, Turing’s

presentation of the humanoid robot here is not science but satire.

A computer constructed using 1947 technology capable of simulating the human

brain would be far larger than could fit inside any robot’s head, he notes. Even if one

solved the problem of control at a distance via radio waves, the bulky and imprecise

electronics required to outfit the video camera eyes, microphone ears, loud speaker

mouth, and servo-mechanical joints would yield so misshapen and uncoordinated a

creature that, like a prescient Victor Frankenstein, he imagines that, “in order that the

machine should have a chance of finding things out for itself it should be allowed to

roam the countryside, and the danger to the ordinary citizen would be serious.”22 His

cybernetics was not invested in the effort to physically build an intelligent mechanism

using sensors and servomechanisms, nor was it even a question of using computers to

20. Turing, “Intelligent Machinery (1948).”

21. Ibid.

22. Ibid.
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simulate such physical machines without having to painstakingly construct them. Turing

did suggest to cyberneticist Ross Ashby that Ashby’s own electromechanical experiments

might be easier to simulate on the ACE than to construct of physical electronics, however

this was not Turing’s project.23 Rather, Turing saw in the technology that emerged from

the postwar period not a two-celled brain, but one with capacity more on the order of

the human brain itself, with all of the attendant associations with what human brains

are capable of accomplishing. This distinction between Turing and his colleagues had to

do, in part, with the different postwar machines to which they had access. Cyberneticists

who had access only to simple electronics could do little more than dream of the kinds of

organisms these mechanical creatures might one day become. Turing, situated as he was

at the heart of the emerging field of computing, spent the war at Blechley park working

with machines that neither sensed nor acted, but that consumed German Enigma codes

and produced, after a fashion, the German language. Turing’s vision of machines as

humanlike was intimately bound up with an accompanying vision of machines that speak.

He imagined these machines as engaged in a variety of humanlike intellectual tasks,

such as mathematics, code breaking, chess, and most of all, language. “The learning of

languages would be the most impressive,” he wrote, “since it is the most human of these

activities.”24 Once the machine speaks, what but human could it be?

Turing’s test is in a sense a symbol of the divide between Turing and the rest of

cybernetic thought. Among an ecology of unspeaking machines, the test epitomizes the

centrality of language to AI’s emerging vision of intelligent machines. Yet, Turing’s

articulation of the test remains rooted in the same conceptual substrate that sustained the

cyberneticists’ visions of electronic brains, namely, the Turing machine. Both Turing and

the cyberneticists stand on a mathematical foundation erected by Turing’s early work on

computable numbers for which he first designed his universal machine. Nevertheless,

23. Turing and Copeland, The Essential Turing.

24. Turing, “Intelligent Machinery (1948),” 421.
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Turing elaborates a vision of humanlike machine intelligence that is distinct from the

organismic cognition imagined by his contemporaries.

The origins of Turing’s articulation of his imitation game lie in how Turing

understood the conceptual implications of the universal machine he had proposed in

the previous decade. For cyberneticists like McCulloch and Pitts, the Turing machine

emblematized the unity of digital computation and biological cognition and authorized an

elaborate imaginary of machine-like brains and brain-like machines. Turing also shared

in this imaginary. However, Turing more than anyone was acutely aware that the entire

reason he had created the universal machine was not to demonstrate their “universality”

but rather to highlight their one critical and definitional lack. The universal machine is

the machine that can simulate any type of machine except one, and it was in that one that

Turing saw the possibilities of intelligence that profoundly escaped the possibilities of the

intelligence of any mechanical brain.

Turing’s universal machine was part of a solution to mathematician David Hilbert’s

“decision problem,”25 In 1900, Hilbert had proposed a list of important problems germane

to understanding the foundations of mathematics. One of those, the decision problem,

which he reformulated slightly in 1928, asked whether it was possible to define a rote

procedure to mechanically “decide” the truth or falsity of a mathematical theorem

given the axiomatic assumptions of the mathematical system.26 Turing showed that

no such mechanical procedure was possible by defining his universal machine. The

universal machine was capable of emulating all possible deterministic procedures, and

demonstrating that even this universal machine must in some instances be unable to

reach a conclusion about a given mathematical theorem. In particular, Turing defined

25. Also known from the title of Turing’s paper by its German name, the “Entscheidungsproblem.”
(Turing, “On Computable Numbers, with An Application to the Entscheidungsproblem”)

26. After Kurt Gödel’s incompleteness theorems in 1931, which showed that some theorems in a
sufficiently complex and complete mathematical system would be neither provable nor disprovable, this
definition would implicitly expand to include deciding whether the theorem could be proven true or false,
or whether it could be shown to be unprovable one way or the other (Kline, Mathematics: The Loss of
Certainty).
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what is now known as the “halting problem,” arguing that it is impossible to construct

a machine—a “halting” detector—that determines from the description of another

machine whether or not that second machine executes whatever procedure it was designed

to execute and then halts, or whether that machine gets stuck in an infinite loop of

instructions within the flowchart of its own programming and runs forever.

Turing demonstrated this very simply by pointing out that it was possible to build a

machine that incorporated this halting detector into its own construction. This machine

would have the singular function of feeding its internal halting detector a description of

the entire new composite machine and then doing the opposite of whatever the halting

detector predicted it would do. If this machine fed itself own to the halting detector and

the halting detector predicted it should halt, then it would intentionally loop forever. If

the halting detector predicted it would loop forever, then it would halt. This machine,

therefore, by taking the predictions of the halting detector into account, could simply

do the wrong thing every time, and the halting detector would be powerless to correctly

predict its actions. This carefully crafted exception may seem somewhat contrived,

yet it demonstrated, if only in the narrowest possible way, the fallibility of mechanical

procedures. It was on this fallibility that Turing hung his imaginings of the possibilities

and limitations of machine intelligence.

Whereas McCulloch and Pitts looked at the vast multitudes of theorems that arguably

could be proven by a mechanical procedure and concluded that machines must therefore

be capable of the vast majority of what went on in the human brain, Turing fixated on

this one contrived exception and concluded that it must represent a gap between the

mechanistic intelligence of the machine and the creative generativity of the human

mind. Human mathematicians, Turing observed, are capable of inventing previously

unthought-of new ways to frame problems, and so are able to solve them when before a

solution had seemed impossible. He named the procedural intelligence of the machine

its “discipline,” for the methodical and unthinking way in which it moved through
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different symbolic derivations looking for a proof for a given theorem of mathematics.

The ability of mathematicians to apparently reach novel understandings beyond the rigor

of the machine process he termed “initiative,” and saw in the gap between discipline and

initiative the possibility of machine intelligence.

Although the intelligence of machines, for Turing, was constituted in large part by its

discipline, he felt that the true possibilities of machine intelligence could not be realized

until machines could also be imbued with the initiative of human mathematicians, thereby

transcending the inherent limitations that he had proved were inextricable from their

design. Significantly, his mathematical argument against the possibility of Hilbert’s

imagined decision procedure did not shed any great light on what kinds of problems a

machine would be unable to solve, aside from demonstrating that in this one specific and

rather idiosyncratic example, the machine must fail. He therefore had no explicit reason

to believe that the kinds of problems mathematicians were capable of solving were those

that would foil machines. Nevertheless, from this highly technical physical property

of mechanized proof procedures grew for Turing an elaborate metaphysics of machine

intelligence that would shape McCarthy’s views and come to characterize much of the

rest of the history of AI.

In view of the fact, apparent to Turing, that human mathematicians must learn

somewhere to do the kinds of creative mathematical reasoning he attributes to them, he

concludes that the most probable way to build an intelligent machine would simply be

to build a machine that emulated a child, and then literally send them to school, which is

where he presumes human mathematicians learn their skills. His move to get around the

halting problem by sending machines to school is, of course, a sizeable intuitive leap, and

one with which he continues to struggle even as it forms the foundation of his vision for

machine intelligence.

In his 1950 essay introducing the Turing test and rebutting possible objections to

intelligent machinery, Turing seems to confess that it will always be possible to identify
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the machine in the Turing test by presenting to each contestant a description of the

paradoxical halting machine from his earlier work. The machinic participant in the test,

Turing imagines, will be the one that loops forever as it tries to puzzle out the behavior

of the halting machine. Turing does not seem to consider what the correct, humanlike

response from the other contestant would look like when asked to predict the behavior

of a paradoxical machine that halts only when it does not halt. If Turing’s machine could

be sent to school in the present day, it would surely learn about the halting problem in its

foundational study of what has become the mathematical field of computer science, and

in the same way that Turing imagines it able to recognize a Shakespearean sonnet, surely

it could also recognize its creator’s greatest work and respond as any computer scientist

would, with recognition.

All of Turing’s diligent calculations about the size of computer memories, processing

speeds, and algorithmic strategies necessary to produce machines capable of performing

the tasks to which AI systems will later actually be put, although prescient, are

nevertheless also colored by a pervasive yet hazy metaphysics that seems, to Turing

at least, to guarantee their eventual success. Recognizing the precarity of some of his

proposals, Turing argues that, “the popular view that scientists proceed inexorably

from well-established fact to well-established fact, never being influenced by any

unproved conjecture, is quite mistaken,” proceeding to defend his occasional forays into

speculation, which he terms “conjecture.”27

I believe there is room for inspiration the cause of which cannot be traced except to

some divine muse. If August Kekulé is to be believed, his reverie in front of the fireplace

in which a vision of the Ouroboros—the snake eating its own tail—revealed to him

the circular structure of the benzene molecule would certainly be a candidate for such

divine inspiration. Yet, it also seems that within a given moment, visions, or inspirations,

or conjectures may often have a tendency to trend all in a certain direction, as though

27. Turing, “Computing Machinery and Intelligence (1951),” 449.
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influenced by a singular underlying cause. The history of AI exhibits such a structure

in the way in which practitioners routinely divide the field into what is known and what

is yet to be understood. On the one side lie the technologies the field has decided it

understands, on the other, those that seem to surprise even their creators, as the operations

of the ACE routinely surprised Turing, and helped him articulate the possibility of

machine intelligence concealed among those surprises.

In his earliest writings on the topic of intelligent machines, Turing himself was

frustrated with his own inability to be more specific about the nature and function of

this mysterious human “initiative” that machines were supposed to learn from their

schooling, leaving history with only the directive that, “what we want is a machine that

can learn from experience,” which he repeated frequently throughout his writings.28 To

him, “experience” referred to that intangible substance that was learned through education

and interaction with human society. In the decades since he first wrote those words,

they have become a touchstone for countless AI researchers to trace their otherwise

mutually disparate projects to a common source rooted in the origin story of AI and

Alan Turing that McCarthy helped to create. AI researcher Tom Mitchell, speaking at

the Turing centennial in 2012, returned to this phrase “learn from experience” in positing

that Turing would likely be pleased with the amount of progress AI and machine learning

in particular have made in helping computers learn from their experiences.29 Turing

might well have been pleased with the current state of AI, but the phrase also gathers

together a wide range of what might otherwise be unrelated or mutually contradictory

visions of what it means to learn from “experience.” By the standards of modern machine

learning, “experience” might be constituted by a live audio and video feed of a computer’s

immediate surroundings, by the collected news text of the 1993 Wall Street Journal, or by

an endless stream of internally simulated games of chess. The focus of the present work

28. Turing, “Lecture on the Automatic Computing Engine (1947),” 393.

29. Mitchell, “Never Ending Language Learning.”
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lies not on the algorithms that do this learning themselves, but rather on the structure of

the “experiences” from which they learn, on the belief that important contours of human

language and culture may be getting lost in the broad categories such as “experience.” On

the one side, I suggest, lay the machine, and on the other, that shifting category knows as

the human.

Turing’s discipline and initiative represent two poles that will become attractors for

the speculations of AI researchers. These future speculations will not necessarily trace

back to Turing per se. Rather Turing along with later researchers will be responding to

broader latent conceptions of language, communication, the human, and the machine.

“Discipline,” for Turing, is rooted in the metaphysics of logic and mathematics that

characterized thinkers such as Bertrand Russell, to whose mathematical work Turing’s

work on universal machines indirectly responds.

As historian of mathematics Morris Kline documents, when Hilbert framed the

problem that Turing would ultimately resolve with his universal machine, mathematics

was in a moment of crisis.30 For centuries, mathematics and physics were inseparably

linked, and the truth mathematical propositions underwritten by the physical laws they

expressed. However, 19th century saw the emergence of non-Euclidean geometries that

arrived at all the same conclusions as classical geometry, yet did so through such different

means that it was no longer clear which one, if any, expressed the true mathematical

workings of nature. Furthermore, work towards the end of the century by Georg Cantor

on transfinite numbers—numbers that seemed impossibly to exist, larger than any known

number, but which Cantor was not quite comfortable calling “infinite” due perhaps to

the metaphysical implications thereof—challenged mathematics’ relationship not only

to geometry, but to logic itself.31 After all, if mathematics asserted seeming logical

impossibilities such as numbers beyond the infinite, and numbers beyond those, could

30. Kline, Mathematics: The Loss of Certainty.

31. Garciadiego, “Bertrand Russell and the Origins of the Set-Theoretic’Paradoxes’.”
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mathematics truly be trusted? It was in this context that Hilbert, a mathematician acutely

interested in the foundations of mathematics, would pose his question. Hilbert asked, in

his “decision problem” whether it was possible to prove or disprove every statement of

first order logic by some concrete method, or whether it was possible to pose a logical

proposition that, even though it may be true or false, was simply impossible to prove.

Thus, when Turing presented his solution to this problem, it was freighted with all the

significance of a moment in which mathematics was unsure of its own validity, and by

extension, deeply in conflict over the nature of logic, reason, and intelligence itself.

Along with Hilbert, mathematician and philosopher Bertrand Russell was also keenly

interested in the foundations of mathematics. In 1910 he published, with Alfred North

Whitehead, Principia Mathematica an attempt to ground mathematics not in physics

or geometry, but in logic.32 If these arcane symbols could not be rooted in the physical

world as a guarantor of their meaningfulness, then at least they should be able to appeal

to logic and be free from paradox and contradiction. If not, mathematicians might have

to confront the terrifying possibility that centuries of mathematical progress were all

mere symbol games, senseless and without meaning. In 1931, however, Gödel published

his incompleteness theorems, demonstrating a fundamental difficulty with the very

logical notions of “true” and “false” and establishing one of the most iconic results in

the foundations of mathematics, which would influence future thought concerning not

only the mathematical properties of formal systems, but also regarding their metaphysical

implications. Namely, Gödel showed that there exist logical propositions that can neither

be proved nor disproved using the vision of mathematics and logic laid out in Principia.

The intuition often given for Gödel’s result is that of imagining how one would

go about proving the proposition “this proposition is false.” The very notions of true

32. Whitehead would later split from Russell philosophically in his later work, and so here we adopt the
narrative convenience of attributing the essential philosophical position of Principia to Russell, even if the
original work was a joint effort. It would be Russel to whom many of the other thinkers in this work would
respond in grappling with these ideas.
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and false seem inadequate as tools with which to grasp such a proposition, for if it is

true, its truth value seems to assert its own falsity, and vice versa. Gödel is commonly

said to have presented such a proposition, in logical form, that referred to its own truth

value, and thereby challenged the conception of logic on which Russell tried to place the

foundations of mathematics. This is, of necessity, a simplification of hundreds of pages

of dense symbolic logic, yet that necessity is not only one of narrative convenience. The

fact that Russell saw invested in his Principia and Gödel’s incompleteness theorems

not only the exposition of a property of a certain family of formal systems, but the very

fate of mathematics, logic, and human rationality itself, all of which were for Russell

bound inextricably together, hinged on interpretive choices nowhere present in the formal

symbols themselves. When Russell spoke of logic, he at once meant mathematical

symbols, and the very essence of human knowledge, sense-making, and intelligence.

At stake for Russell was not simply a field of formal exploration, but the very ability of

mathematics to mean—to refer to concepts beyond the symbols and represent knowledge

about them. Gödel’s incompleteness threatened that link between mathematical signifier

and conceptual signified at a level far deeper than anything mathematics itself had the

ability to express.

Russell’s Principia and Gödel’s incompleteness theorems illuminate the metaphysics

that clings to the surface of Turing’s own response to Hilbert because Turing’s universal

machine was, in relation to Hilber’s decision problem, in much the same position as

Gödel’s incompleteness theorem was to Russell’s Principia. The reason for which the

universal machine was invented—the machine that could interpret any program given

to it, and thereby simulate any other machine without “screwdriver interference”—was

so that it could be fed a self referential program that could be interpreted as a program

that would print “true” only if it would run forever and therefore never print “true,” and

“false” only if it would print “true,” an obvious contradiction. The universal machine

was built around the same self-referential paradox that Gödel used in his incompleteness
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proof. To be clear, the two results were not precisely identical. Gödel’s was a result about

whether a proposition could be proved, and Turing’s about whether a proposition’s ability

to be proved or not, per Gödel, could be determined by a deterministic process. Turing

was explicit about this distinction in his presentation of the universal machine, mentioning

Gödel’s result and the apparent similarity by name.33 Yet, in so naming Gödel’s

incompleteness result, Turing of course recognized a certain unavoidable similarity not

in the precise substance of the two results, but in the broad interpretation with which each

could be invested. Just as Gödel’s result challenged the essence of meaning for Russell,

so Turing understood his result to bear not only on abstract algorithmic processes,

but all human knowledge. Turing shared with Russell a tacit metaphysical conviction

that what could be expressed in logic was essentially synonymous with what could be

known by a human mind. Russell, Gödel, and Turing’s work all revolved around the

conceit that all possible sentences expressible in logic could be arranged, one after the

other, and numbered, so that they could refer to one another by number and therefore

encode statements not simply about the “outside world,” but about the very statements

themselves. Turing carried this ethereal vision over from the mathematical devices of his

proof into his meditations on the limits of intelligent machinery during his work on the

ACE computer at the National Physical Laboratory.

Turing envisioned the universal machine methodically working through all possible

sentences of logic, and the link between that machine and the human mind rested on an

ambiguity between the sentences of formal logic and the statements expressible about

the world in human language. It is as though he imagined his machine systematically

working through every book in Jorge Luis Borges’s library of Babel, considering each

possible sentence expressible in logic—“Socrates is a man,” “all men are mortal,” and so

on—and attempting to derive each in turn from a core set of axioms.34 The intelligence

33. Turing, “On Computable Numbers, with An Application to the Entscheidungsproblem.”

34. Borges, Labyrinths.
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of the machine then rested on its ability to expand its own knowledge through a rigorous

process of formal reasoning, deducing new knowledge by logical derivation from the old.

This view of knowledge as an ever expanding storehouse of logical facts has deep roots in

the logical positivist doctrines of western philosophical thought as articulated by figures

such as Russell. It will ultimately come to characterize the metaphysics of early AI, and

offer the language through which researchers became able to see databases filled with

logical facts as “knowledge” and the action of logical deduction as “thought.”

“Initiative,” by contrast, represents for Turing, as it will for future generations of

AI researchers and critics, the limits of discipline. Turing’s conviction that there is an

essential human spark lacking in machines, and his inability to pinpoint precisely where

that spark resides, led him to place a conceptual premium on all the domains of human

experience most remote from the ostensibly mechanistic. In his 1950 essay, he imagines

the creation of a machine capable of tasting strawberries. Such a machine, he notes,

serves no obvious purpose, and the ability to taste strawberries itself would be fruitless

to build into a machine unless perchance it allowed that machine to partake of the myriad

subtle elements of the human experience that is the substance of any future intelligent

machine’s ability to connect with its fellow intelligences, and in so doing pursue that

missing dimension of humanness.35 His robotic Frankenstein’s monster was limited not

by its machinic brain, but, like Shelley’s, by its physical inhumanness.

“The creature would still have no contact,” he writes, “with food, sex, sport and many

other things of interest to the human being.”36 Only by becoming enmeshed in the human

cultural fabric could machines realize intelligence. Although he could not articulate what

sort of thing this imitative was, he nevertheless believed that it clung to the social fabric

of human culture, and that whatever it might be, it was essential for a machine to find

it if it was ever to overcome its disciplined nature and machinic mode of thought. This

35. Turing, “Computing Machinery and Intelligence (1951).”

36. Turing, “Intelligent Machinery (1948),” 420.
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initiative—this ever elusive spark of humanness—would become the great antithesis

to the discipline of early AI. For some critics, the logic and symbols of early AI would

become the limited machinic discipline against the more fluid modes of understanding of

earlier cybernetic thought. For later researchers, neural networks and statistical machine

learning, which themselves often traced a genealogy back to cybernetics, would become

this initiative, opening the possibility of learning what escaped the programmer’s ability

to articulate. “Machine learning,” for Turing and for later AI researchers, and the ability

for machines to learn what they could not be told—to surprise their designers—made

it seem possible that whatever spark of human intelligence forever eluded human

understanding could nevertheless be grasped by the machine. Machine learning, in the

imaginary in which it offers the hope of learning that which cannot be expressed of the

nature of the human—is in a sense the romantic idealism to symbolic AI’s enlightenment

rationalism.

The difficulty with any analysis of AI, whether from within or without, that divides

humanness into discipline and initiative—into rules, knowledge, or facts that we

understand and into flows, associations, and distributions that we do not—is the terms’

lack of specificity. These are “floating signifiers”—terms without clear referent or

meaning—as Turing himself recognizes.37 The metaphysics of the relationship he

imagines between the enumerated propositions of logic and the contents of the human

mind begin to falter once one actually tries to enumerate them. Turing never gives an

example of the logical propositions that he imagines constitute the lion’s share of human

cognition—all but the paradoxical machine that neither halts nor fails to halt, which is

the only example he offers of a question that escapes machinic discipline, and even that is

not clearly within the realm of initiative either, as its paradoxical nature makes it unclear

whether the question of its behavior even has an answer that a human mathematician

could, in principle, find. These categories will later be mobilized in a variety of different

37. l\IeC {\’e}vi1987introduction.
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ways to critique the program of early AI, both by critics outside the field who viewed

such discipline as too restrictive to capture the essential human initiative and by those

inside the field who viewed them as simply too difficult to engineer. What is important, I

suggest, is not tracing out the conceptual consequences of Turing’s framing of discipline

and initiative, but rather examining how he elaborated on that framing as it guided his

further conceptualization of intelligent machinery.

Turing’s writings contain many musings and conceptual tangents that do not

necessarily all add up to a precise plan for the development of machine intelligence. This

may perhaps my own attempt to ground yet another metaphysics of AI in its original

mythic figure, yet nevertheless there is one strand of this his thought that I think is

worth highlighting, not so much because of its direct influence on McCarthy or later

AI, but for how it allows us to think about the choices made and not made in those

subsequent moments. For Turing, language was the basis of intelligence rather than the

reverse. Although he imagined machines as humanlike, the human for Turing was not the

exceptional case of a being separate from the rest of nature, distinguished by its faculties

of reason and language, but rather represented a more ecological, cybernetic vision of one

organism among many.

Inasmuch as he himself constituted a missing link between the fields of cybernetics

and AI, his vision of language correspondingly bridged the gap between the human and

the animal. “Language,” in his writing, was defined less in terms of the formal, syntactic

qualities that distinguished human speech from all other known forms of communication

than it was in terms of its broader, communal function in the evolution of a species. Early

AI researchers would come to view “search” as the essential property of the intelligent

mind. They imagined the human being searching through their own mind, just as a

chess playing program searches through all possible next moves, to find the action or

utterance that best fit their situation. Such thinking predated AI as a field, and Turing

too was acquainted with this paradigm of search-as-thought. However, in his writing
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this searching within the individual mind was secondary to the grander “cultural search,”

in which it is not the individual mind but rather the collective of minds that constitute

a society that form the elementary units of the computationally intelligent process,

searching through the various actions by which they might form and maintain a society.38

Language in this vision becomes the essential fabric that allows these many minds to

interoperate as part of one societal-scale computer, and consequently allows intelligent

machines themselves to participate in this most human of intelligent processes. Casting

his argument in Darwinian terms, he imagines a population of wolves that spontaneously

evolves the capacity for speech. If only one wolf evolved this humanlike ability, it would

likely be of little selective value.39 However, if a small population of wolves by chance

happens to breed a critical mass of offspring all possessing the faculty of speech, then

by speaking amongst themselves, the community of wolves may find the evolution of

speech to be an advantageous adaptation after all. Language here functions not simply

as a conduit between an already intelligent machine and its users, but rather is the very

essence of what is needed to make machines intelligent. Without language, and the

corresponding ability to participate in the vast cultural search that is civilization, no

mechanical mind in isolation can overcome the limitations of its machinic nature that is

the common heritage of all universal machines and learn to be human.

Turing’s argument here reflects a debate with a much longer history, perhaps best

exemplified by that between Darwin himself and Max Müller on the topic of the origin

of human language.40 Darwin, in The Descent of Man offers an origin story for language

that, in keeping with his earlier work on natural selection, finds in primitive forms of

animal communication the rudiments of human linguistic practice.41 Müller, conversely,

sees language as the defining feature of humanity that separates us qualitatively from

38. Turing, “Intelligent Machinery (1948),” 430.

39. Ibid.

40. Piattelli, “‘Language is Our Rubicon’: Friedrich Max Müller’S Quarrel with Hensleigh Wedgwood.”

41. Darwin, The Descent of Man.
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the beasts, ultimately leading him to pen the epigraph to this essay and declare that,

“language is our Rubicon, and no brute will dare cross it.”42 In this conflict between

Darwin and Müller are evident the very same dynamics that will play out again in

the early history of AI. For Turing, as, I will argue, for McCarthy, language’s role in

facilitating encounters between members of its speech community takes conceptual

precedence over encoding and expressing meanings in a dyadic context. In a human

context, these functions are two sides of the same coin, as it is by understanding the

meaning of language that the larger organizing function of language emerges. However,

imagined in the case of the animal, as for Darwin, where the very notion of meaning

is highly contested, it is nevertheless possible to view animals communicating through

gesture, sign, and context, and navigating their relationships without reference to

the meaning that seems to be contained within the words of human speech. It is this

distinction between animal and human communication that McCarthy struggles to

articulate throughout his career.

In one of the great ironies of this moment, Turing summarized most of his musings

on intelligent machinery while on sabbatical in a draft of an essay. On his return, he

showed the work to his supervisor, Charles Darwin III, the grandson of the 19th-century

naturalist. A century after the elder Darwin had championed the continuity of human and

animal communication, the younger found Turing’s case for the continuity of human

and machine communication so preposterous that he disparaged the essay and caused

Turing to abandon it. That essay, “Intelligent Machinery,” has retroactively come to be

viewed as one of the foundational documents of AI for the way in which so many of

its speculations about approaches to machine learning and intelligence have become

commonplace in the field, was never published in Turing’s lifetime.43 However, in

viewing it as foundational to the subsequent field of AI, later readers must find among

42. Müller, Lectures on the Science of Language: Delivered at the Royal Institution of Great Britain in
April, May, & June 1861.

43. Turing and Copeland, The Essential Turing.
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the overlapping and contradictory meditations grounds for the support for a program

of research Turing likely could not have imagined in its precise details. It is easy to

see search in Turing’s “thought,” or statistics in his “learning.” However, returning to

his example of the parrot-like wolves highlights a dimension of Turing’s analysis that

often escapes later treatments in AI. If language is, as it is for Turing, the cornerstone

of the development of the species, then what function of language is it that allows this

community of wolves to evolve?

Viewed up close, language can be used to ask, to answer, to explain, or to converse. In

each case AI researchers have turned the problem over from numerous angles throughout

the field’s history. However, still missing is the question of just how all these disparate

behaviors come together into the species-defining phenomenon that Turing understands

language to be. What questions do the wolves ask? What answers do they give? What

must they explain and about what do they converse? For what end is language for the

wolf, for the human, or for the machine? What is missing from all the specific linguistic

behaviors with which the field has traditionally concerned itself that accounts for the

distance between machine linguistic performances and their enduring inability to speak?

What, if machines could speak, would they speak about? What new evolutions of the

human race could machine language enable?

Turing opened his essay introducing the Turing test with the cryptic declaration that

the question, “can machines think?” was “too meaningless to deserve discussion.”44

Interpretations of this essay that have attempted to render his brief description of

the imitation game as a scientific instrument for determining through conversational

competence whether a machine is “in fact” intelligent have largely had to overlook this

otherwise paradoxical claim.45 Throughout the essay, he rebuts the significance of various

distinctions one could draw between human brains and digital computers. Computers

44. Machinery, “Computing Machinery and Intelligence-AM Turing,” 440.

45. Sloman, “The Mythical Turing Test.”
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need not be electric or continuous, as brains are, to play the imitation game. It is not

the Turing machine’s functioning as a brain, so crucial for McCulloch and Pitts, that

ensures Turing of the eventual success of the AI project, but rather its ability to express

an enormous range of behaviors. In Turing’s imagining, the machine takes the place not

so much of the human brain, but of the whole human entity. This is the significance of

language in Turing’s thought: as a brain, a machine would be dependent on the visual,

tactile, or auditory media that feed sensation to the brain, and the speakers, lights, and

servo-mechanisms that carry action away from it. With language, that gap is at once

implicitly crossed. No matter through what medium the words enter the computer, their

signification, within the imaginary of the imitation game, remain unchanged.

In a passage particularly significant for the early history of AI, Turing writes at length

about the distinction between “rules” held explicitly in one’s mind, and rules of behavior

that an observer could ascribe to one’s actions whether or not one is consciously governed

by them. Despite the seeming way in which his Russellian characterization of machinic

discipline hinged on the image of a vast, ordered list of logical facts and rules that would

become the symbol of early symbolic AI, the significance of the universal machine

for Turing lay in its ability to simulate the specification of any set of behavioral rules,

whether or not the minds whose bodies were described by those rules actually contained

or operated on anything resembling them. In a phrase that would prefigure a frequent

refrain of McCarthy’s Turing suggested that “intelligence,” explicitly contra many

in the cybernetics movement and early AI, was an “emotional concept,” by which he

meant that intelligence was not a property inherent to machines based on their brain-like

construction, authorized by the brain-machine parallel suggested by the universal

machine, but rather it lay in the eye of the beholder.46 From the speaking wolves to the

observational rules of behavior, Turing’s focus was less on how the internal structure of

the mind might have been able to compute the specifics of human syntax, but rather on

46. Turing, “Intelligent Machinery (1948),” 431.

104



how language functioned as an inter-agent medium capable of producing society. “Can

machines think,” for Turing, was not a question to be answered by psychology, but by

society. Machines will become intelligent, he argues, not when they pass a psychological

test, but when they come to behave in such a manner that “thinking” is simply the most

natural word our language furnishes with which the average human will refer to the inner

workings of our machines. Just as Turing was willing to attribute “memory” to computers

long before it became commonplace to do so, so too is Turing’s claim that machines will

“think” a fait accompli simply waiting for machines to be built that are worthy of that

characterization.

3.3 Formal Languages and Networked Speech Communities

Turing’s influence on McCarthy, both in terms of his emphasis on language and more

particularly his perspective on the phenomenon of communication, would be evident

in McCarthy’s earliest writings in the emerging field of AI. When McCarthy found

himself drafting the proposal for the Dartmouth conference that would popularize the

term “artificial intelligence,” it was not cybernetics that he had in mind but specifically.

The proposal to the Rockefeller foundation for the Dartmouth summer workshop is a

somewhat chaotic document that, among other things, summarizes the plans of each

of the four drafters, Nathaniel Rochester, Claude Shannon, Marvin Minsky, and John

McCarthy.47

“I propose to study the relation of language to intelligence,” writes McCarthy.48

He goes on to describe the properties of English, as a human language, that make it

superior in some ways to any previously formulated computer language, including its

ability to describe concisely anything that can be imagined by inventing new systems

47. The authorship of each section is not clearly delineated in the digitized version of the proposal
available on McCarthy’s wesbsite, and so I will attribute to McCarthy the section that has the most
consonance with his research program in the years that followed begins with the declaration.

48. McCarthy et al., “A Proposal for the Dartmouth Summer Research Project on Artificial Intelligence.”
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of speech capable of referring even to things imagined or constituted by the very words

that pronounce them. He then imagines an artificial language sufficiently formal to be

used in the programming of a computer, but sufficiently natural to correspond roughly

to English and so be a natural means of communication between human and machine.

To the extent that he makes reference to the notion of machinic thought, it is only to say

that, “the human mind apparently uses language as its means of handling complicated

phenomena.”49

McCarthy does not separate language from thought, but rather “thought” becomes a

second order concept for him, encompassing only and exactly that which is necessary to

facilitate communication. His concern is not with comparing machinic thought directly

to human thought, as Newell and Simon do, through cognitive testing apparati. Likewise,

albeit more subtly, he does not subscribe to what would become the standard conventions

of AI research of building working systems and taking their working as evidence of the

thoughtlike properties of the algorithms from which they were constructed, as is evident

in the Hinton’s rhetoric. When he drafted the Dartmouth proposal, McCarthy imagined

that realizing his vision of an English-like language for machine communication would

only take a summer’s work by a handful of dedicated researchers. Although the field of

computing was still in its infancy, this would not be the last time a software project ran

behind schedule. Instead, McCarthy would spend his entire career grappling with the

question of what is really needed for a machine to speak, which would take on its earliest

incarnation in a proposal two years after Dartmouth for a hypothetical system he called

“Advice Taker.’

Beyond his work on AI, McCarthy is also well known for his contributions

to programming languages research. This work, in turn, sheds light on how he

conceptualized the linguistic boundaries between humans and machines. Historians of

technology David Nofre, Mark Priestley, and Gerard Alberts argue that the proliferation

49. McCarthy et al., “A Proposal for the Dartmouth Summer Research Project on Artificial Intelligence.”
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of computer architectures beginning around 1950 helped to encourage the language

metaphor of programming by necessitating the conceptualization of software programs

that circulate among human and computer communities independently of the underlying

hardware.5051 Early work on machine translation in the mid-1950s even raised suggestive

parallels in which machine translations between programming languages and perhaps

even between human language and machine code could be imagined. This situation

led to various standardization efforts, among them the formation of a committee of the

Association of Computing Machinery to design an interlingua, the ALGOL programming

language. As Alan Perlis, one of the participants of the ALGOL committee reflects,

the development of programming language user groups concerned with exchanging

programs among human beings helped to push the ALGOL committee to consider

languages not merely as computer codes, but as human expressions in the broadest

sense.52 McCarthy too was a member of the ALGOL committee, and together with

his concurrent work on the LISP programming language, which began as an attempt to

study programming languages mathematically, this early work on theorizing languages

for machines seems to resonate with his earliest articulations of an AI language for

human-machine communication.

As I discussed in the previous chapter, not long after the Dartmouth conference,

in 1958, McCarthy was joined at MIT by Marvin Minsky, one of the co-authors of the

Dartmouth proposal, and together they formed the MIT AI laboratory. In December that

same year, McCarthy delivered a paper titled “Programs with Common Sense,” the first

published academic paper to be considered by its author to represent work in the field

of AI (although the paper itself never uses the term), at the Teddington Conference on

50. Nofre, Priestley, and Alberts, “When Technology Became Language: The Origins of the Linguistic
Conception of Computer Programming, 1950–1960.”

51. Although the authors correctly group Turing with earlier cybernetic discourses of electronic brains,
they gloss over his irresolutely linguistic imaginings.

52. Perlis, “The American Side of the Development of Algol.”
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the Mechanization of Thought Processes.53 The paper sketches a hypothetical vision

of an AI system that McCarthy planned to build, together with Minsky, after further

filling in some of the conceptual lacunae evident in the Teddington paper. Advice Taker

would foreground language in McCarthy’s thought, but it would also engender a view

of language that, like the brief sketch in the Dartmouth proposal, would sit somewhere

between human speech and machine code. Significantly, Advice Taker was never be fully

realized, and so despite the tangibility of the name and description offered in the paper,

Advice Taker is nevertheless something between a pure concept and a material artifact.

Echoing Turing, McCarthy writes of Advice Taker that, “our ultimate objective is to

make programs that learn from their experience as effectively as humans do,” however,

experience for McCarthy, as for Turing, seems to refer specifically to instruction in

language.54 Advice Taker, as McCarthy describes it, is a system that will ultimately be

able to receive instruction from human users in their native language, and take the actions

available to it to bring about the requests, commands, or instructions issued by the user.

McCarthy’s central example is that of driving a car to the airport.

McCarthy suggests that Advice Taker should already be in command of such basic

facts as one would expect of an average human driver, such as the facts that the car is

in the driveway, and that the car is capable of being driven to the airport. When asked

how to get to the airport, Advice Taker is capable of deducing that walking to the car and

driving the car to the airport is the most natural route. Of course, neither the walking nor

the driving is an action Advice Taker itself is capable of. Rather, in this example, Advice

Taker offers an admittedly simple plan for the human user to execute.

This simplicity itself is understandable in the context of McCarthy’s efforts to

illustrate a concept. However I suggest that the selection of a task definitively beyond

even the computer’s hypothetically imagined capabilities speaks to an important

53. McCarthy, “Programs with Common Sense.”

54. Ibid.
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underlying principle underwriting AI thought not only in this moment in the early

history of the field, but throughout its history. Namely, I suggest that, in an effort to

imagine our machines as more human, AI has tacitly adopted a strategy of imagining

those machines as reasoning about and intervening in matters beyond the domain where

it is even clear computers as we imagine them are capable of being of much use. As

with Hinton and Kowalski’s opposing positions, it is one question to ask how to make

machines do mathematics that benefit from machine processing. It is another question to

ask whether in doing mathematics they demonstrate abstract reasoning facilities of import

for other areas also imagined to be within the domain of abstract reasoning. It is always

necessary to ask of an AI experiment what it is intended to show, and on what basis the

link between the experiment and its imagined future site of application can be believed.

Does answering a question imply the answering of questions in general? Does holding

a conversation imply the holding of conversations in general? Does reasoning through a

problem imply the ability to apply reasoning in general? And from where do we draw our

conceptions of human thought and action that inform these taxonomies?

The construction of Advice Taker itself was oriented neither around the neurons of

much of the previous connectionist work nor around the mental symbols of Simon and

Newell’s cognitive science. Instead, McCarthy reasoned, “in order for a program to be

capable of learning something it must first be capable of being told it.”55 Eschewing

brains, minds, and every other symbol of the intelligence of the human organism,

McCarthy focused on language as the primary site of intelligence. Even relative to

the current paradigm of statistical language learning that would begin to take shape in

the early 1990s, there is an important distinction here between learning the structure

of language from reading vast quantities of text and learning from being told things

in language insofar as each imagines the details of what is being learned differently.

Moreover, each underwrites potentially radically different projects of AI research, as

55. McCarthy, “Programs with Common Sense,” 79.
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will become clear in the course of this chapter. It is true that McCarthy vacillates, both

in this article and throughout his career, between describing “language” and describing

what appears to be a certain conception of cognition, which he renders in the language

of “common sense reasoning.” However, the distance between the two was a point with

which McCarthy struggled. “The only way we know of expressing abstractions (such

as the previous example of the opposition in checkers) is in language,” he wrote, “that

is why we have decided to program a system which reasons verbally.”56 Language and

reason were two faces of the same indefinite process around which his work took shape.

McCarthy does not imagine Advice Taker along the conceptual lines that will develop

within early AI, and which will endure albeit sometimes implicitly into the modern field,

that imagine a computerized database of all knowledge in which intelligent action can

be grounded. Rather, in sketching out the details of the Advice Taker system, McCarthy

suggests,

for our purposes, an entity is an object if we have something to say about it...

For example, to most people, the number 3812 is not an object: they have

nothing to say about it except what can be deduced from its structure. On the

other hand, to most Americans the number 1776 is an object because they

have filed somewhere the fact that it represents the year when the American

Revolution started.57

Knowledge is knowledge for speech. Moreover, speech itself is not an imagined

homogenous human speech, but rather something half way between a programming

language and a human one.

In describing Advice Taker, McCarthy adopts the premise that giving instructions to

a human being and programming a computer are parallel activities. McCarthy begins

56. McCarthy, “Programs with Common Sense,” 80.

57. Ibid., 6.
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by describing, “the main distinction between the way one programs a computer and

modifies the program and the way one instructs a human or will instruct the advice taker,”

placing human beings and Advice Taker together in one category, which he opposes to

traditional computers. Computers, McCarthy writes, are programmed “mainly in the form

of a sequence of imperative sentences,” by which he means the sequence of instructions

that constitute a conventional computer program. Human beings (and Advice Taker), by

contrast, are, “instructed mainly in declarative sentences describing the situation in which

action is required together with a few imperatives that say what is wanted.”58 That human

beings are “mainly instructed in declarative sentences” is surely a selective interpretation

of human communication. Indeed, the very premise that programming a computer and

“instructing” a human being are meaningfully comparable activities is the very thing

McCarthy must posit in order to be able to make his vision of a computer that operates

as though it were human make sense. That comparability is not at all self-evident outside

of this discussion of Advice Taker, and likely Turing’s colleagues who objected to the

use of the term computer “memory” would only be further dismayed at this apparent

mixing of categories between human and machine. Nevertheless, within McCarthy’s

logic, computer programming and human instructive practices take on a parallel identity

through which McCarthy is able to compare them and, in so doing, blur the boundary

between human utterance and computer code. What McCarthy does here is less an act

of description—of articulating a vision for machines modeled on human action as it really

is—than one of invention—of articulating a mode of communicating that is something

between human and machinic, but that nevertheless may for this novelty be something

worth considering, whether or not it captures the essence of “human language.”

The intermingling between ideas of the human and those of computation are perhaps

most evident in McCarthy’s discussion of the distinction between “imperative” and

“declarative” sentences in the design of Advice Taker. McCarthy imagines Advice Taker

58. McCarthy, “Programs with Common Sense,” 79.
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taking its advice in the form of sentences of some language, each of which is either

imperative or declarative. These terms remain terms of art in a variety of subfields of

computing research, and they almost certainly predate McCarthy’s usage here. Within

modern parlance, as, it seems, within McCarthy’s text, an “imperative” statement refers

to a command meant to be carried out immediately by the computer system, such as “take

me to the airport,” whereas a declarative command might specify a fact, such as “the car

is in the driveway.” Intuitively, one might imagine “teaching” the computer by specifying

a number of declarative facts and then commanding it with an imperative instruction to

act on the basis of the facts it has been fed. However, significantly, the boundary between

imperatives and declaratives is fuzzy, and the source of much misunderstanding and

debate within the computing field.

In early AI systems or systems driven by technologies derived from early AI research,

it is often possible to frame a statement with the syntax of a declarative statement but with

the semantic force of an imperative command. Such statements have no literal translation

into English, rendered as they often are by simply replacing pieces of a syntactically

declarative utterance with logic variables the computer is meant to fill in, but might be

figuratively interpreted as something akin to, for instance, “I would like to be taken to the

airport.” The sentence is a declarative statement describing the speaker’s desires, but it

is also clearly meant to be interpreted as a call to action on the part of the listener. This

statement is thus a “speech act” as described by the philosopher J.L. Austin in his William

James lectures at Harvard university in 1955.59 Speech acts will reappear in McCarthy’s

later work more explicitly, and so this early attempt to grapple with the nature of machine

language at the outset of his career foreshadows a lengthy engagement with the problem

of trying to understand the possibilities and limits of machine communication. His

discussion here of imperatives and declaratives does not represent a deeply penetrating

analysis of human speech, but it does attempt to find a way to make otherwise speechless

59. Austin, How to Do Things with Words.
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computers more legible within the practices of human verbal communication, which I

suggest is precisely McCarthy’s project.

In a transcript of a conversation that took place at the Teddington conference after

McCarthy’s presentation, fellow researchers Yehoshua Bar-Hillel and Oliver Selfridge

debated McCarthy’s concept in a manner instructive for the present analysis. Bar-Hillel, a

philosopher, linguist, and mathematician, took issue with McCarthy’s use of the word “at”

in his formal representations of instructing the machine how to go from being “at” a desk

to being “at” the airport. He questioned how it was possible to encode in a computer the

meaning of such a word that, in language, is used only in a vague and intuitive way. For

instance, if a person was “at” a desk by virtue of being in a close spatial proximity, and

the desk and the car both “at” the house, which in McCarthy’s example led the computer

to be able to deduce that the person and the car were in the same place, so the person

could drive it, then why was the person not “at” the nearest stretch of road, which in turn

was “at” the next stretch, all the way to deducing that the person was already “at” the

airport, having never left their desk? Such questions of the precise nature of meaning have

always lingered over work on language in AI. On one hand, it seems the computer does

need some precise, operational definition of a word in order to grasp its meaning, on the

other, our own inability to precisely define most if not all of the words we use every day

makes it difficult to see how to proceed explaining those words to a computer. McCarthy,

in his reply, does not seem bothered by Bar-Hillel’s critique, noting only that he did not

mean to formalize the English word in such a manner. However, in that case it is unclear

just what he did intend by using it in his equations of mathematical logic.

Selfridge, responding to Bar-Hillel, argues that such a critique misses the point

because if even human beings cannot so precisely specify the meanings of words as to

be able to produce mathematically sound representations of them, then the question is

not how to do so for computers, but rather how to build computers such they too can do

without such meanings. The real question, he suggests, is “only will he [McCarthy] be
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able to wave it [the Advice Taker] around saying ”this in fact works the way I want it’“.60

On its face, such an assertion seems meaningless, since the whole question with which all

three scholars are concerned in this instant is how can one build a machine that works the

way McCarthy describes ”wanting it.“

This question remains the most fundamental in AI—how can we tell the machines we

are building are on the right track before we build one that works just the way we want

it? Yet, offering such a statement, Selfridge does capture one important point. Namely,

that although theories of human thought and language that pre-exist the machines of

AI may offer inspiration, none can guarantee a blueprint for constructing intelligent

machines. McCarthy is not building machines to process language as the human mind

does, but to communicate by engaging in communicative practices that are not yet known

to science, but only glimpsed in visions of a future he is struggling to bring into being.

“Thought” and “intelligence” are not absent from McCarthy’s conception of AI, but

neither are they primary. Rather, they are merely the shadows cast by language, which

is for McCarthy, as for Turing, the central concern of machine intelligence. Importantly,

language, for McCarthy, always seems to be something simpler than what thought is for

other researchers. As I will argue in the next section, Selfridge’s analysis and McCarthy’s

own drastic underestimation of the difficulty of the AI project point to how McCarthy was

in fact pursuing what he believed was a much more modest goal than human intelligence

replicated in a machine, namely, that of machine language. The system reasons not with

thoughts but with words.

In addition to his research on programming languages, McCarthy’s involvement in

the advent of time-sharing operating systems introduced in the previous chapter was

also deeply entangled with his imagining of AI. As discussed previously, his early work

on time-sharing set the stage, via Baran’s public computing utility vision, for further

reflections on a Common Business Communication Language for exchanging data

60. McCarthy, “Programs with Common Sense,” 87.
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between organizations. McCarthy’s engagement with CBCL, in turn, would lead him

back to the linguistic border between human and machine.

As with the Dartmouth proposal on AI, McCarthy approached CBCL with optimism,

expecting to be able to develop in short order a robust business communication language.

As with AI, the project proved more difficult than he had anticipated, and for precisely

the same reasons having to do with capturing the act of communication in mathematical

symbols. As discussed in the previous chapter, the difficulties McCarthy encountered

in specifying CBCL had to do with the recognition that in order to truly specify all

possible purchase orders or price negotiations, the language required essentially all of

the syntactic and semantic mechanisms of a human language, which remained beyond the

state of the art in AI. However, studying the problem in this context also led McCarthy

to more deeply understand the problem of human-machine communication. Musing on

the problems encountered in formalizing CBCL, he comes to the conclusion that, “the

problem of formalizing what is expressible in natural language can and should be studied

entirely separately from the syntax.”61 Superficially, this observation is both well-worn

and unhelpful in the long history of AI. “Semantics,” or “pragmatics,” or “meaning,” or

“understanding,” have long been the vast terra incognita of AI research. The problem

stems from the inherent ambiguity surrounding the question of when the machine “really”

understands the meaning of what it is saying, and when its behavior can be attributed to

admittedly intricate, but ultimately mere unthinking rearrangements of words and phrases.

McCarthy would have been well familiar with such debates by the original writing of the

article in 1975, to say nothing of its final publication in 1999. Yet, the context of CBCL

helps to illuminate the question of syntax and semantics in machine language even for

McCarthy. He goes on to observe that,

putting natural language front ends on computer programs often entirely

misses the key problems of natural language. Namely, before the natural

61. McCarthy, “The Common Business Communication Language,” 6.
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language front end is attached, the programmer has already decided what

things shall be sayable, and they are usually things that can readily be said

in a pre-existing input-output system. But if we are right, the most difficult

problems in making a computer use language involve deciding what is to be

sayable.62

This emphasis on the “sayable,” first evident in McCarthy’s earliest AI work,

the Advice Taker, is fundamental to his vision of AI. As the field will come to adopt

statistical methods in the 1990s, leading to decades of breakthroughs in a variety of

areas of natural language processing, McCarthy will nevertheless remain skeptical, and

his critiques will center around this very issue. Namely, when the task of AI becomes

ensuring that the syntax of machine-generated language accords with the syntax of human

speech, however that comparison is made, it leaves open the question not of whether the

machine understands language in the “same” way that humans do, but rather whether it

understands it in a manner that is useful to humans in its role as a machine languaging

agent. More specifically, the question is whether the representations, explicit or implicit,

that the system forms of the language it processes are useful only for the performance

on which the system is being evaluated, or whether they can be repurposed flexibly in a

manner that accords with the expectations of conversational speech.

Insofar as language always involves a process of accomodation—of adopting words

and mannerisms that result eventually in new cohesive pidgins and dialects—it will

certainly be the case that human beings will have to learn to speak in a manner that

accords with machinic speech. The question will be how natural the acquisition of

that such novel dialects will be, both for human and machine. Regardless, McCarthy’s

emphasis on what is sayable, over and above what is in fact said, in the context of AI

research, is key in diagnosing the issues that linger over even current work in the field.

62. McCarthy, “The Common Business Communication Language,” 6.
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3.4 Elephant 2000

The final major project of McCarthy’s career, the Elephant 2000 programming language,

synthesized the three major strands of his research on programming languages,

time-sharing operating systems, and AI. The language specification was never completed

or implemented, and even had it been it likely would have revealed more questions in

need of further study. Nevertheless, insofar as Elephant 2000 encapsulates a perspective

on the relationship between language and machines that began with Turing a half century

earlier, it offers a useful perspective on the contemporary situating in AI. In particular, it

recognizes that communication is a phenomenon much broader than language per se, and

moreover one that includes not only the behaviors of forming and interpreting signs, but

also of coming to recognize those signs in accordance with the norms and expectations of

the community of speakers.

Elephant 2000 is a programming language based explicitly on the theory of speech

acts.63 The theory of speech acts is commonly associated with a series of lectures

delivered by J.L. Austin at Harvard in 1955 and published posthumously from his notes

in 1962.64 Against a philosophical tradition principally concerned with the relationship

between the form of an utterance and its meaning, Austin’s central observation, as it

pertains to Elephant 2000, was that the very same utterance could, depending on the

situation, be interpreted as a request, a promise, a threat, or a joke, or preform any number

of other functions.

McCarthy enshrined this intuition in the semantics of Elephant 2000, which he

designed as a special purpose language for defining linguistic interfaces. The Elephant

2000 programmer programs not in terms of functions or data structures, as is conventional

in most modern programming languages, but in speech acts. Using as an example the

case of a software system for airline reservation, he imagines the programmer defining

63. McCarthy, “Elephant 2000-A Programming Language Based on Speech Acts.”

64. Austin, How to Do Things with Words.
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the requests made by the traveler for a plane ticket, the promises made by the software

agent on behalf of the airline to admit the passenger to the specified flight, and the

acknowledgment made by the software agent at the gate as a signal that the passenger was

free to board.65

The theory of speech acts is commonly associated with a series of lectures delivered

by J.L. Austin at Harvard in 1955 and published posthumously from his notes in 1962.

Against a philosophical tradition that took the truth or falsity of a statement as the primary

property of interest, such as that of Turing, Austin began his lecture by observing that

a small number of common utterances do not seem even to be related to the notions

of true and false.66 Saying “I do” while standing at the altar, for instance, does not

report the truth or falsity of the marriage, but rather creates the marriage in the very

act of its utterance. From this observation, Austin gradually broadens the scope of this

unusual class of words until it arguably encompasses the whole of language. Insofar as

every statement is uttered in some context and for some end, even what might appear

in isolation to be a simple statement of fact such as “the door is open” may carry

conversational implications that suggest to a listener that the speaker wishes for them to

close it. While Austin and others draw finer distinctions among different forms of “speech

acts,” as far as the general theory illuminates McCarthy’s thought, it is only necessary

to recognize that in general statements have consequences that can only be understood

with reference to the context in which they are uttered. In particular, even the very same

sequence of words can act as a request, a promise, a threat, or a joke, or preform any

number of other functions depending on that context.

65. McCarthy was far from the first AI researcher to frame his work in terms of speech acts. Austin, and
more commonly John Searle, were routinely invoked in research on discourse and dialogue from the late
1970s to the early 1990s. What is important is not the invocation of speech acts per se, as they continue
to be invoked periodically after the statistical turn draws the field away from its earlier lines of inquiry,
but in a very different sense. What are rather important are the lessons McCarthy draws from the work
in linguistics and incorporates into the design of Elephant 2000, which I will discuss here. Some of what
makes McCarthy’s work interesting can also, I believe, be found in the earlier work on discourse, which is
also worth revisiting and which will be touched on later.

66. Austin, How to Do Things with Words.
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McCarthy describes Elephant 2000 as “on the borderline of AI,” by which he means

that although the language is not strictly one for AI applications, taking the ideas

embedded therein to their logical conclusion leads inevitably to all of the AI concerns

with which McCarthy grappled in his AI work.67 Systems based around simple speech

acts such as McCarthy imagines airline reservations to be may be programmed by

human programmers and interacted with by human travelers in much the same way

as a program written in any other contemporary language. However, as the discursive

situations become more complex, such as in the case of negotiations between two

business entities over product price and delivery that McCarthy imagined in his efforts

to specify the CBCL language, the Elephant language ultimately comes to encompass

the whole of a natural language and the language’s compiler the whole of humanlike

linguistic competence. When he finally imagines a natural language interface on top

of a running Elephant program, the language comes to occupy the role of the more

complex computational foundation for a language-based AI system that McCarthy

outlines the need for in his CBCL paper. However, McCarthy crucially imagines Elephant

not as a “semantic” underpinning of language analogous to some deep structure in the

human mind, but rather as a practical interface to a computing system that recognizes

the affordances and abilities of such a system without inherently imagining them as

humanlike. Central to the design of Elephant 2000 is McCarthy’s focus of what is

“sayable” in principle in the context of an AI system, independently of what it is actually

made to say.

At issue in McCarthy’s hesitation to label Elephant a work of AI seems to be his

impossibly subtle distinction between human language and language “in general.”

Although he draws for inspiration on speech act theorists such as Austin and John

Searle, he nevertheless asserts that the designer of computer systems need not—and

indeed should not—concern themselves with every detail of speech acts or language

67. McCarthy, “Elephant 2000-A Programming Language Based on Speech Acts,” 2.
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more generally as they exist in human behavior. Instead, he views the communicative

situation as consisting of two speakers who have a need to make themselves understood

to one another in a particular context and for a particular reason, no matter what form,

textual, visual, auditory, or otherwise, their signs may take. For a given AI system in

a given situation, its communicative affordances need only be suited to its purpose,

recognizing that its purpose may consist of interacting with human beings socialized

in a world characterized by human languages, but need not reflect properties of human

communication beyond the extent necessary. Although he does imagine human speakers

interacting with systems programmed in Elephant, he equally imagines Elephant systems

owned by companies or organizations interacting with other systems belonging to other

organizations that are also programmed in Elephant, or even those that are not, explicitly

invoking his earlier work on CBCL in the process. Individuals and organizations

become equivalent through the abstraction of language, but whereas the case of the

individual speaker interacting with a computer that they presumably own, the context of

organizational speech highlights issues of laws, norms, and liabilities everywhere at stake

in the act of communication.

This, then, is the ultimate truth of McCarthy’s view of language: language is simpler

than thought, and his goal is not building machines that “think” as humans do at any

level of abstraction. Rather, his goal is building machines that communicate regardless

of their understanding, and his attention therefore falls not on the human form, in order to

intuit what might be needed to “understand” in a profound sense, but on the situations in

which the machines of the future will find themselves, in accord with his vision for their

ultimate roles and uses. In this paper and throughout his AI career, he makes frequent

reference to philosopher Daniel Dennett’s notion of the “intentional stance,” which,

like Turing’s much earlier characterization of intelligence as an “emotional concept,”

places the emphasis of machine intelligence not on the inherent characteristics of the

machine, but on whether that machine’s actions and gestures can be productively viewed
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by its interlocutors as intelligent and purposeful, whether or not the machine actually

understands and more crucially whether or not the machine is even engaged in all that

complex a behavior.68 Speech acts allow McCarthy to articulate his vision not in terms

of what language means to the speaker, but rather in terms of what it does to facilitate the

air travel of his hypothetical airline passenger in a situated context, and it is through the

appropriate actions in that context, although the actions themselves may be simple and

mechanical, that machine intelligence can be expressed.

McCarthy’s emphasis on the situation of communication rather than the individual

speaker directs him to think about the other actors and the world surrounding the

communicative act in a way that can often become lost when machine language is a

mysterious concern for some far off future moment when the human mind is understood

more deeply than it is today. Imagining, as he does, AI operating within the practical

constraints of contemporary industry and culture, he recognizes that the questions of

machine language he raises, such as those of can a machine make a promise, and what

are the consequences if it breaks that promise, are questions of law and social norms more

than questions of psychology or philosophy.69 Far removed from the natural language

systems that characterize modern research, the airline reservation systems that millions of

passengers around the world interact with daily, although they do not speak, nevertheless

commit their airlines to obligations to admit their future passengers to given planes on

given appointed days. McCarthy’s vision for Elephant, and for AI, is fueled by such

quotidian concerns far more than grand statements about human thought. In this essay,

he envisions airline reservation systems that can do far more than vend tickets. They

could, one might imagine, help customers navigate their travel in a much more flexible

and expansive way by answering questions, making suggestions, and perhaps even

committing to the kinds of practical exceptions that contravene general company policy

68. Turing, “Intelligent Machinery (1948)”; McCarthy, “Approximate Objects and Approximate
Theories.”

69. McCarthy, “Elephant 2000-A Programming Language Based on Speech Acts.”

121



but nevertheless are crucial in every sector of the economy and of life to allow human

beings to help their fellow human beings navigate exceptional situations that inevitably

cannot be foreseen in advance by those who make the laws, rules, and regulations. This

vision is not one of greater fluency, of more prosaic language systems, or even of better

language learning mechanisms, although all of those may be of practical value in carrying

it out. Rather, it is a question of figuring out where intelligent computers fit in the society

of the future, and how they must be built and presented so that their virtues can be of

widest benefit and their harms, mistakes, and limitations ameliorated or overlooked by

the various elements of society that stand to be affected by their introduction.

3.5 Conclusion

Steven Heims writes of anthropologist and cyberneticist Margaret Mead that,

Mead’s interest was distinct from that of a professional linguist: an

anthropologist entering a society and, with no foreknowledge of it, wanting to

learn to speak its unwritten language—a language with no structural relation

to the Indo-European or any other familiar language group... She described

the special importance of listening, ’letting them talk,’ of learning to ask

questions correctly, of giving commands accurately, learning ’to give signs

of grief, pleasure, and other emotions which are verbalized in the society,’

which she contrasted to the relative unimportance of declarative sentences.70

The very premise of a language with no written form already strains against the

conventions of modern AI, in which even spoken language must be transcribed before it

is interpreted. Moreover, the emphasis Mead places not on giving simple signs of grief

and pleasure—signs even the simplest of AI systems could manage with ease—begs

the question of whether even the most advanced modern language-based AI system

70. Heims, “The Cybernetics Group,” 77.
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could felicitously express itself even in these rudimentary terms. This characterization

of language places its emphasis not on grammar, lexicon, or the complexity of the prose

the system is able to parse or produce, but rather on its ability to use even the simplest

communicative expressions in a manner suited to its circumstances.

Decades later, as part of cybernetics’ second wave, Gordon Pask would expressly

challenge the by then well established institution of AI, inverting the acronym with his

theory of “Interaction of Actors,” in attempting to view meaning as constituted by the

patterns of interactions among actors, whether individuals or groups, rather than the

symbols in whatever form expressly represented in each actor’s mind.71 Collectively,

I suggest that these cyberneticsts—Mead who bridged the first and second waves and

Pask who appeared later—in rejecting the earlier cybernetics by attending to the social

dimension of communication, often expressly in response to AI, nevertheless found

themselves converging with McCarthy in his own attempts to locate the intuition that had

initially pushed him to reject the cybernetics of Wiener as well. Pask viewed conversation

as primary. It was the metaphor of language that subsumed all perception and sensation.

To perceive the world was to be in conversation with it. Likewise, for the Elephant 2000

program, humans, programs, organizations, and all external stimuli appear as statements

within a unified language of communication, and the unity of the human speaker and the

physical object was a recurring theme in his writing.

In contrast to traditions within AI that take human language to be the sole expression

of language and measure AI systems exclusively in terms of how well they conform to

even the most minute grammatical conventions of human speech. McCarthy’s AI asks us

to attend not to the experience of language as it transpires within the human mind, but on

the visible, behavioral aspects of language observable in any interaction among human

beings, between humans and machines, between machines, or perhaps even between

what might otherwise appear to be inanimate objects. The only requirement McCarthy

71. Pask, Zeeuw, and Nov, “Interactions of Actors, Theory and Some Applications.”
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places on the speaker of a language is not that it understands what it says, but only that

it be useful to construe it as if it understands. At the heart of his study of speech acts

lies the search for a universal language, but not therefore a universal human language.

Rather, the universal presumption of the intent to communicate. “Martians or robots

with independent knowledge and goals would also require speech acts,” he writes, “and

many of these would have similar characteristics to human speech acts.”72 Speech acts

for McCarthy are not conscious acts of thought expressed in language, but are rather

descriptions of the necessity of two communicating agents to bring one another into

alignment regarding past or future actions.

In the final act of Swift’s novel, Gulliver visits the land of the Houyhnhnms, a race of

boundlessly intelligent, logical, and civilized horses in whose land the speaking human,

Gulliver, is a curiosity.73 The Houyhnhnms prefigure Bar-Hillel, Miéville, and indeed the

field of AI in imagining the limits of conversation with an unfalteringly logical entity. The

Houyhnhnms have no word for the act of lying, and little conception of most of the norms

of human civilization. However, central to the entire drama of Swift’s work is Gulliver’s

repeated need to learn to express himself in the language of the various civilizations he

visits, and his efforts to characterize lying, laws, government, and everything else about

which a foreigner with no experience of England, English, or even humanity might be

curious may offer a useful paradigm through which to think about the situation in AI of

needing to express oneself and in turn understand the expressions of an utterly alien mind.

AI asks the impossible question, with which literature has grappled for centuries, namely,

how can we imagine language outside the context of the human mind?

When Caleb arrives at Nathan’s facility in Garland’s Ex Machina, the android Ava

appears in the figure of actress Alicia Vikander with a human face and carbon fiber

72. McCarthy, “Elephant 2000-A Programming Language Based on Speech Acts.”

73. Swift, Gulliver’s Travels.
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body.74 Caleb protests that the outward signs of Ava’s machinic nature should have been

hidden to prevent bias in his assessment of her humanness. The Turing test, he argues,

requires an impartial judge to make the assessment between human and machine without

knowing which is which. Nathan dismisses his concern. “The real test,” Nathan argues,

“is to show you she is a robot, then see if you still feel she has consciousness.”75

Caleb, like many researchers, wants the Turing test to be scientific. He wants

to control the conditions and determine beyond doubt whether Ava “is” intelligent.

However, in the pursuit of this “actual” such scientific methods seem always to fall short.

Even with machines that can reproduce in increasing detail words with conversational

patterns that reflect the data they have been fed, it remains impossible to have even

a simple conversation. What lacks is not ever more detailed facsimiles of human

speech, but a machine that can give even “simple signs of grief or pleasure” in a

manner appropriate to its context. Nathan, like Turing, recognizes that intelligence

is an “emotional” concept. There will never be a point at which it is possible to say

with confidence whether or not machines can speak. Machinic speech will always be a

simulation. The central question Garland leaves us with is under what circumstances will

that simulation become compelling enough that we can suspend our disbelief and engage

with it as if it was real?

74. Garland, “Ex Machina.”

75. Ibid.
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4

Aliens Exist, Machines Do Not: Speculative Fiction
& Artificial Intelligence

Man, since Aristotle, has been defined
as a being commanding the power of
speech

Hannah Arendt

Stanley Kubrick’s 2001: A Space Odyssey centers around humanity’s encounters

with an utterly inscrutable extraterrestrial race.1 Manifesting as giant stone monoliths,

the extraterrestrials seem to inhabit a different conception of space and time, and appear

devoid of anything resembling human language. The figure of the alien mind offers a

useful device with which to conceptualize the project of AI. Like the monoliths, the

digital computer has no native linguistic capacity, no humanlike biological drives,

and nothing resembling human consciousness. The question of language, then, in a

machine context, cannot depend, as it does in humans, on innate biological properties.2

1. Kubrick, “2001: a Space Odyssey.”

2. As scholars such as Katherine Hayles have argued, machines, humans, and perhaps extraterrestrials
are alike in that all are cognizers, albeit of very different construction (Hayles, Unthought). Because of
these differences, language as a project that spans different forms of cognition must be imagined not as one
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Considering the question of extraterrestrial language helps to refocus questions of

language not on how language is understood within an organic mind, but rather on

how it functions at the boundaries between minds of any construction, and to prompt

us to ask how semiosis and the making of meaning may still be possible among two

intelligences of radically different cognitive character. In this chapter, I reexamine

Turing’s and McCarthy’s work through the lens of speculative fiction. I compare their

fleeting future visions of communicating with machine minds to the speculative fiction of

China Miéville and of mathematician Hans Freudenthal on the question of extraterrestrial

communication. In so doing, I argue for the centrality speculation to the process of

technoscientific development, and propose that by taking seriously the question of

communicating with extraterrestrial life we may find ourselves able to defamiliarize

ourselves from our tacit assumptions about the nature of human language and reconsider

what sort of language might be suitable, in McCarthy’s words, for communication

between humans, machines, or martians.

Of course, far eclipsing the monoliths as the primary contribution of Kubrick’s film

to the cultural conversations that would come to surround AI is that of the iconic red eye

and subdued voice of the HAL 9000. HAL appears variously throughout the AI literature

as a point of reference or comparison, and in 2001, AI researchers from a variety of

subfields came together to produce an edited collection of essays assessing the state of

the art at that time against the future imagined in 1968.3 Although HAL is not a daily

topic of conversation within the AI community, it is also not surprising that he should so

frequently surface as a touchstone for articulating visions of the future.

Arthur C. Clarke, who worked closely with Kubric on the writing of 2001, drew

heavily on the language of AI in conceptualizing the film. “HAL,” Clarke has claimed,

was a contraction of “heuristic” and “algorithmic,” two terms of art central to AI in

that simply encodes thoughts but rather as a process for navigating semiotic relationships among entities
whose thoughts may be utterly alien to one another if decoded.

3. Stork, HAL’s Legacy: 2001’s Computer as Dream and Reality.
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the mid 1960s while 2001 was being filmed. It has also been observed that the letters

H-A-L that make up HAL’s name are each just one character removed from I-B-M,

prompting a variety of readings of 2001 as a critique of the computer company, which

both Kubrick and Clarke have vehemently denied.4 However, they do acknowledge that

IBM’s technologies cast a strong influence over much of the visual and thematic language

of the film. In the film’s final scene, when astronaut Dave Bowman begins to pull out

HAL’s core memory in the “logic memory center”—“logic” being another key term in

early AI—HAL gradually regresses to its earliest, most primitive memories of researchers

at the HAL laboratories in Urbana, Illinois teaching it to sing the American popular song

“Daisy Bell.” Clarke first witnessed “Daisy Bell,” the earliest recorded piece of music

sung by a computer using a synthesized voice, during a 1962 tour of Bell Labs.5 It was

played on an IBM 7094 computer. Yet, neither Kubrick nor Clarke would, by the film’s

release, have seen anything resembling a computer capable of rivaling the linguistic

performance of the HAL 9000, so where precisely did this figure of the speaking machine

come from? HAL’s ability to walk the borderlines between technoscience and speculative

fiction points to the blurriness of that boundary, and offers a way in to thinking about the

role that speculative fiction has, does, and may yet play in the conception of intelligent

machines.

4.1 AI as Science Fiction

From Advice Taker to CBCL to Elephant, one striking commonality among McCarthy’s

AI projects is how seldom they were ever completed. None of these projects was ever

realized even partially as running computer code, which had become the de facto standard

for the emerging field of AI within just years of the publication of “Programs with

Common Sense.” As historian of science Stephanie Dick has observed in relation to the

4. Cocks, The Making of 2001: A Space Odyssey.

5. “Background: Bell Labs Text-to-Speech Synthesis: Then and Now.”
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early work of Newell and Simon, the gap between what a technical artifact actually does

and the rhetoric through which it is understood can often be considerable and contestable,

particularly in a field such as AI in which speculations about the machines of the distant

future occupy a considerable part of the field’s discourse.6 McCarthy’s projects raise

further questions, existing neither as a technical artifact nor as a speculative gesture

towards imagined mechanisms of human or machine intelligence, but rather as partially

specified, partially described visions of incomplete technical systems. In this chapter,

I propose that insofar as the chief function of each of these works is to imagine in as

much detail as can be managed a vision of a future not yet realized within the bounds of

modern science, the proper register through which to understand McCarthy’s work is that

of speculative fiction.

To call McCarthy’s work speculative fiction is not to deny that it is, as McCarthy

would characterize it, science. Rather, it is for instance to highlight an essential

element to the conception of the Advice Taker often glossed over by AI’s own internal

historiographic currents that tend to remake the events of the field in the image of what

it imagines to be science, as I discussed in Chapter One. For McCarthy, the science of

Advice Taker lies in the simplicity of the airport example, and the way that he hopes it

lays bear the mechanics of common sense imperceptible to the methods of philosophical

epistemology. The barrenness of the example with respect to the questions of who

is going to the airport and why, and why they need Advice Taker to get them there,

becomes scientific clarity in allowing McCarthy and Bar-Hillel to debate the precise

mechanisms by which such common sense reasoning could take place.7 However,

6. Dick, “Of Models and Machines: Implementing Bounded Rationality.”

7. Airports, for whatever reason, seem to figure prominently into McCarthy’s vocabulary of hypothetical
examples. In addition to the drive to the airport in “Programs with Common Sense,” the Elephant 2000
paper also uses airline reservations and, separately, an air traffic control scenario to illustrate the imagined
system. I offer here, entirely without support or conviction, the hypothesis that perhaps, in the formative
moments in his thought in which McCarthy worked alongside Nathaniel Rochester at IBM headquarters, he
may have crossed paths with researchers discussing plans for the colossal SABRE airline reservation system
that would have been germinating at IBM since 1953, although it would not become operational until much
later Sabre, The Sabre Story. SABRE in turn emerged out of IBM’s earlier work on the SAGE automated
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underwriting McCarthy’s airport example is the tacit sense that the airport scenario

is just one of many such that a fully functioning Advice Taker would be capable of

addressing. McCarthy and Bar-Hillel implicitly stray into this nebulous “everything

else” when they begin to speculate about whether, as McCarthy asserts that, while “the

complexity of the model will have to be increased for it to deal with practical problems,”

nevertheless, “the conceptual difficulties arise at the present level of complexity and

that solving them will allow us to increase the complexity of the model easily.”8 What

are the practical problems McCarthy has in mind? “Programs with Common Sense”

alludes to the limitless possibilities of machines that can reason, but it does not offer

them. Nevertheless, without them the whole project is all but unintelligible. Why build

a system that can deduce that driving is a viable way to get to the airport when no one

capable of the action has ever had cause to doubt this? The system is only of value insofar

as we can imagine, with McCarthy, the existence of those limitless possibilities if only

the mechanics could be worked out in this simple example. It is in this sense—the sense

that underlying and surrounding the technical discussions at the focus of the paper is a

partially imagined yet undisclosed fantasy of a distant future world—that I suggest it

makes sense to think of McCarthy’s Advice Taker, imagined but never built, as science

fiction.

Colin Milburn’s work on the influence of science fiction on the imaginaries of

science offers a way to think about the relationship between the technical and the

fantastic elements of McCarthy’s work. Writing about the development in 1962 at MIT

of the classic early computer game, Spacewar!, Milburn identifies a kind of “applied

science fiction” that underpins the imagination and realization of new computing

defense network designed to automatically detect and intercept Soviet missiles during the Cold War, which
also may have contributed to McCarthy’s thinking on computer networking Edwards, The Closed World:
Computers and the Politics of Discourse in Cold War America. This claim, however, like McCarthy’s
airports, is purely speculative.

8. McCarthy, “Programs with Common Sense.”
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technologies.9 MIT, as an early recipient of a DEC PDP-1 mainframe computer to

support the increasingly computationally intensive scientific pursuits of MIT’s other

departments, became the birth place of “hacker” culture. The MIT “hackers” were

computer experts originally trained as support staff for scientific research who operated

MIT’s computing resources in collaboration with its other scientific departments. After

hours, however, when the computers were free for experimentation, these hackers pushed

the boundaries of the technology, guided only by their imaginations and unmoored from

the practical concerns of their daytime role in scientific practice. As Milburn documents,

the directions in which the MIT hackers pushed those boundaries were not guided by the

research trajectories of their day jobs, but by the fantastical imaginaries of science fiction.

Milburn contextualizes his argument within the long folk history, within scientific

communities, of science fictional imaginings leading directly to tangible scientific

discoveries. “Leo Szilard’s theorization of nuclear chain reactions,” for instance, “in

response to his reading of H. G. Wells’s The World Set Free; Gerald Feinberg’s quantum

field analysis of tachyons in response to his reading of James Blish’s ”Beep“; John Shoch

and Jon Hupp’s computer science research on self-replicating ”worm“ programs, drawing

from both The Blob and Brunner’s Shockwave Rider,” all exemplify the sometimes

celebrated inspirational role that science fiction plays in the practice of science.10 This

last example of the self-replicating “worm” program in particular points to a deeper level

of connection that Milburn alludes to between science fiction and computer science.

The first few examples, being traditional scientific “discoveries” imagined as already

latent in the natural world, can only illustrate a loose association between the concerns

of science fiction and the inspiration scientists draw on to fuel their work. Perhaps science

fiction has caused the scientist to become interested in a new area, or conceptualize it in

a different way, but surely the science fiction does not explicitly predict the discovery or

9. Milburn, “Hacking the Scientific Imagination,” 1.

10. Ibid., 31.
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do the scientific work. In the case of software, by contrast, part of Milburn’s argument is

that, to the extent that the software engineer is capable of building almost anything they

can imagine in sufficient detail, the detailed imaginings of science fiction do play a more

explicitly constitutive role in the production of new knowledge in computer science.

In his focus on the MIT hacker community, Milburn tacitly suggests that the

relationship between science fiction and software is more direct than the vague

relationship of “inspiration” characteristic of the natural sciences. Citing computer

engineer Marc Pesce, Milburn writes, “‘the hacker community has been strongly shaped

by science fiction texts, and this has led to a direct, often literal concretization of the ideas

expressed in those texts. . . . To the degree they [science fiction writers] are successful

in ”infecting“ the hacker community with the beauty of their ideas, they can expect to

see those ideas brought to life.” Or to put it another way: science fiction is the theory,

hacking is the practice.“11 Science fiction, to the extent that it imagines in great detail

the interfaces and practices surrounding fantastical software systems, does significant

engineering work when the only barrier between fiction and reality for a software system

is a few hours of hacking.

The science and fictions of the MIT hackers offer a framework for thinking about the

encounters between practical technical concerns and speculative futures so dominant

in forward thinking AI research such as McCarthy’s. MIT’s DEC PDP-1 mainframe

came equipped with a primitive graphical display for visualizing the output of scientific

instruments and calculations. However, to Steve Russell and the other MIT hackers

responsible for Spacewar!, this graphical display was a window out onto a cosmic,

interstellar battlefield. Fueled by the interplanetary action of Edward Smith’s “Skylark”

and “Lensman” space operatic novel series, Russell fashioned the PDP-1 display into a

radar screen, depicting two dueling space ships orbiting a super massive star. Slinging

photon missiles at one another against an astrologically accurate stellar background of

11. Milburn, “Hacking the Scientific Imagination,” 30.
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the night sky as seen from Earth, the blips of light representing the player-controlled

space ships became vessels into which the MIT hackers poured their fantasies of the

possibilities of these nascent computing machines. Although Milburn does not address

it, these hackers were some of the first to imagine the fantastic potential not just of

computing machines, but of AI itself.

The genesis of hacking cannot be separated from the birth of AI itself, and so

Milburn’s treatment of hacker culture offers a lens through which to examine the science

fictional dimensions of AI research. Although to the rest of the MIT community of

the early 1960’s, before the term “artificial intelligence” had gained the widespread

recognition it enjoys today, the MIT hackers must have seemed much like any other

technical or research staff at the university, most of these hackers, Russell included,

actually belonged to the country’s first AI laboratory under the direction of Marvin

Minsky and, until 1963, John McCarthy. Alongside Spacewar! these hackers were also

imagining the first AI programming languages,12 the first computer vision systems,

the first natural language interfaces,13 and other foundational elements of what would

become the field of AI. Russell himself, who played a central role in the development of

Spacewar! also developed the first implementation of McCarthy’s LISP programming

language, which would become the dominant language for AI research in the U.S. and

carry embedded within it many of the essential values that McCarthy saw as central to

the AI project. These systems, which offered richly imagined visions of the possibility of

simulating human intelligence in silicon, were every bit as science fictional as the space

warfare simulations Milburn documents. Just as the blips on the graphical display only

represent ships engaged in stellar combat within the narrative context of Spacewar!, so

does McCarthy’s trip to the airport only become a first step towards intelligent machines

when couched within the larger narrative of what sort of intelligence those machines will

12. McCarthy, “The Implementation of LISP.”

13. Winograd, “Understanding Natural Language.”
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one day possess.

4.2 The Robot and the Baby

If Advice Taker is science verging on the science fictional, McCarthy’s science fiction

is likewise inflected with elements of his scientific thought. McCarthy over the course

of his career published several science fiction stories to his personal website, and a note

on the website alludes to many more he did not think worth publishing.14 One story in

particular, “The Robot and the Baby,” weaves together narrative elements with technical

specifications not so far removed from the level of detail provided in “Programs with

Common Sense.”15 Indeed, as McCarthy himself notes, “while it was written just as a

story, it partly illustrates my opinions about what household robots should be like.”16

“The Robot and the Baby” resembles an Isaac Asimov short story from his I, Robot

collection.17 In Asimov’s stories, every robot constructed must obey the three laws of

robotics: A robot cannot harm a human, it cannot disobey a human’s order, and it cannot

intentionally harm itself, with each law taking precedence over the following in the event

of a conflict.18 The central drama of each of Asimov’s stories lies in the coming into

conflict of two or more of those laws, and the consequent strange behavior robots display

as they attempt as best they can to process a paradoxical situation. Such a situation

obtains in McCarthy’s story, which centers on a domestic robot attempting to weigh

several conflicting obligations against each other and satisfy them as best it is able.

The central character of the story is the R781 household robot, which the Aid for

Dependent Children Agency had recently supplied to Eliza Rambo, a single mother

struggling with substance abuse. As the story opens, R781 alerts Eliza that her infant is in

14. McCarthy, “John McCarthy’s Website.”

15. McCarthy, “Programs with Common Sense.”

16. McCarthy, “The Robot and the Baby.”

17. Asimov, I, Robot.

18. Ibid.
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poor health and is in need of parental attention. Eliza, rejecting her parental obligations,

tells R781 to, “love the fucking baby, yourself,” and so initiates the Asimovian central

drama of the piece.19

The instruction to “love the baby” is at the same time a direct order from the robot’s

owner, and an action fundamentally prohibited by the robot’s default programming.

As McCarthy explains, since the year 2055, robots were designed in accordance

with the, “not-a-person principle. . . adopted out of concern that children who grew

up in a household with robots would regard them as persons: causing psychological

difficulties while they were children and political difficulties when they grew up.”20 As

a consequence of the not-a-person principle, R781 was designed with the, “shape of a

giant metallic spider,” a, “repellent metallic voice,” and a directive not, “to care for babies

at all except in emergencies.”21 R781 was constructed in every dimension to be unable to

engage socially or emotionally with human beings, and especially children. Yet, as R781

began to detect that the baby, Travis, was developing cold extremities and a dangerously

high blood pH, it found itself, like one of Asimov’s robots, navigating a thin semantic line

that balanced the various constraints in its programming.

McCarthy next offers an inner monologue on behalf of R781 that oscillates between

scientific precision and romantic imagination. R781 resolves the natural language

injunction to, “love the fucking baby, yourself,” into the formal expression “(= (Command

337) (Love Travis)).”22 This expression is written in LISP notation. LISP, originally short

for “LISt Processing,” is a programming language McCarthy designed between 1958 and

1960 specifically for use in AI research.

LISP began as an attempt by McCarthy to formalize programming languages and

indeed computation in general using recursive mathematical functions. It was almost

19. McCarthy, “The Robot and the Baby,” 2.

20. Ibid.

21. Ibid., 3.

22. Ibid., 4.
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by accident that one of McCarthy’s students, Steve Russell, realized that McCarthy had

specified LISP in enough detail to make it not just a mathematical formalism but a usable

programming language. LISP quickly became the dominant language in AI research

in the United States, and remained so for many years due, in part, to its facility with

symbolic computing and the heavy reliance of AI during its early years on symbolic

systems.

“(= (Command 337) (Love Travis))” is an expression of LISP that can be read like

a sentence, if one knows the language. Every clause and subclause in a LISP sentence

is composed of a verb and some number of objects, surrounded by paretheses. The

verb begins each clause, as it does in Irish and Biblical Hebrew.23 Thus, the verb in

this sentence is the equals sign, which functions here as the copula “is.”24 Proceeding

recursively, the objects could be read as “command 337” and “love Travis,” with the

overall meaning that R781 recognizes command number 337, namely “love the fucking

baby, yourself,” as an identical with the computer program instructing R781 to love the

baby, Travis. R781 subsequently computes that, “(Will-cause (Not (Believes Travis)

(Loved Travis)) (Die Travis)),” or “believing that he is not loved will cause Travis to

die,” and “(Will-cause (Believes Travis (Loves R781 Travis) (Not (Die Travis)))),” or

“believing that R781 loves him will cause Travis not to die.”25 R781 then performs a

series of calculations, weighing the negative utility of Travis’s death at -.883 against other

concerns such as privacy and its directives that accord with the not-a-person principle to

ultimately conclude on the proper course of action—R781 must love Travis.

The story functions as an exploration of the meaning of love between a robot and

a human being. McCarthy never wrote on the subject of love or the emotions more

23. It is unlikely McCarthy was familiar with either of these languages, however, with an Irish father and
a Jewish mother, perhaps they were imprinted on some ancestral thread of his DNA.

24. See Halpin et al., “When Owl:sameas Isn’t the Same: An Analysis of Identity in Linked Data” for a
discussion of the difficulties in translating between idiomatic usages of the verb “to be” in natural language
and formal equality, represented by the equals sign, in various mathematical systems.

25. McCarthy, “The Robot and the Baby,” 4.
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broadly in his scientific work. As Rosalind Picard reminds us, such work remained taboo

throughout much of the field’s history, and even now the stigma of the non-scientific

nature of emotion still lingers outside narrow domains.26 Perhaps because this is a work

of science fiction, with plot and character and all the attendant iconography of the literary,

that McCarthy is able to so freely discourse on the subject of AI and love. Certainly, The

Robot and the Baby is not a scientific work. It is of a distinct genre, and would not stand

in for a scientific article even in a universe where love is a core subject of AI research.

At the same time, neither is it a work wholly without the kind of rigorous intellectual

work evident in Programs with Common Sense. The robot’s relationship to the baby is

treated with roughly the same level of detail as the airport drive in the scientific essay.

Science and science fiction are for McCarthy, as he himself asserts, entangled, and it is

through these entanglements that it becomes possible to gain a clearer perspective on the

underlying themes bound up in both types of work.

The Robot and the Baby is as close as McCarthy will ever come to a scientific treatise

on love. Laying out the further reasoning by which R781 interprets the command to

love Travis, McCarthy writes, “(True (Not (Executable (Command 337))) (Reason

(Impossible-for robot (Action Love)))),” or in other words, the command cannot be

executed for the reason that it is impossible for a robot to perform the action “love.”27

Instead, R781 translates the impossible command into, “(Non-literal-interpretation

(Command 337) (Simulate (Loves Robot781 Travis))),” or, interpreting the command

to love Travis non-literally, R781 should simulate loving Travis.28 R781 then proceeds

to search the internet for information on how to simulate the loving of a baby. Finding

an account of rhesus monkeys surviving in captivity when provided with a soft surface

resembling a mother monkey, R781 covers itself with a blanket. R781 next discovered

26. Picard, Affective Computing.

27. McCarthy, “The Robot and the Baby,” 4.

28. Ibid.
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a program available online for simulating a female voice, and adapted it to the phonetic

and prosodic parameters of “motherese,” a term for the vocal changes often affected by

caretakers of infants when speaking to pre-vocal babies, more colloquially known as

“baby talk.”29 Finally, R781 made a crude imitation face for itself resembling a barbie

doll, which was sufficient for Travis because, as McCarthy later notes, “this baby doesn’t

see very well, and anyway babies are not very particular.”30

Significantly, for McCarthy, the impossibility of loving the baby stems not from a

romantic convention that love is an emotion unique to the human spirit, but rather from

the fact that R781 was simply programmed not to love. As the events of the story unfold,

R781 is ultimately discovered out in the street, attired as described, holding the infant

Travis, creating a public sensation, and an ad hoc committee of experts is convened by

Robot Central to ascertain what led to this unusual spectacle, and what to do about it. A

“professor of humanities,” a figure often appearing as a straw man in McCarthy’s writing,

both fictional and non-fictional, ventures that, “maybe the robot really did love the

baby,” however, “he was firmly corrected by the computer scientists, who said they could

program a robot to love babies but had not done so.”31 McCarthy defines love obliquely

when he writes, “the professor of humanities was not convinced even when the computer

scientists pointed out that R781 had no specific attachment to Travis. Another baby giving

rise to the same calculations would cause the same actions. If we programmed the robot

to love, we would make it develop specific attachments.”32 McCarthy operationalizes

love as the development of specific attachments to a certain individual. Speaking through

the mouths of the fictionalized computer scientists, McCarthy sketches a definition of

love that is behavioral in the same sense that language, for McCarthy, is a behavior

defined by its visible characteristics and not its inherent structure. Love, like language,

29. McCarthy, “The Robot and the Baby,” 5.

30. Ibid., 10.

31. Ibid., 11.

32. Ibid., 12.

138



is the performance of loving actions, not the experience of understanding the emotion

subjectively. If the bits in the machine’s memory can constitute “knowledge,” it is hard to

see why the display of specific attachments to individuals could not constitute “love.”

Even if The Robot and the Baby presents a different sort of document from Programs

with Common Sense, if, as McCarthy indicates, he finds in science fiction a different

medium for working out his thoughts on machine intelligence, then in what precisely

does the difference consist? To the extent that motherese is a subject of prior work in

AI, in the eight instances in which it appears in a corpus derived from the Association

for Computational Linguistics anthology, it is uniformly with the hope that studying

motherese will offer clues to the psychology of child language acquisition that can

subsequently be appropriated for designing learning mechanisms for AI systems.33

Treated as a scientific subject, motherese is data that supports the investigation of the

psychological mechanisms underlying language learning. In not one of these papers was

the object of study the production of motherese, as it was in The Robot and the Baby,

because not one of these papers imagines a future world in which robots will need to

speak motherese to an infant while simulating love. The genre of science fiction, it seems,

affords McCarthy a different range of possible worlds in which to imagine the future uses

of machine intelligence than does the genre of science.

In writing his story, McCarthy must make concrete many elements of the future

typically left implicit in the genre of scientific publications. The government of the

future, its laws and institutions, the cultural and social norms of its characters, and of

course the robot caught in between all of these forces must appear and fit together in

some coherent way for the story to make sense. Likewise in the fictional world of The

Robot and the Baby, elements of McCarthy’s other futurist speculations appears as

33. Fabbri et al., “TutorialBank: A Manually-Collected Corpus for Prerequisite Chains, Survey Extraction
and Resource Recommendation”; Clark, “Grammatical Inference and First Language Acquisition”;
Watkinson and Manandhar, “A Psychologically Plausible and Computationally Effective Approach to
Learning Syntax.”

139



ornaments of the fictional world. Writing on his website about various visions for future

technologies, McCarthy describes a number of possible inventions, from space elevators

for erecting structures in Earth’s orbit to a “skywire” system for transporting individuals

around urban areas on a system of carts suspended from wires.34 Likewise, he imagines

that cheap construction techniques of the future will allow extensive underground

parking and transportation infrastructures to be built, resolving contemporary issues

with traffic congestion and a lack of urban space. These musings, fictional yet not at

all fantastical, reappear in McCarthy’s story, as R781 “came out onto a typical late 21st

century American city street. The long era of peace, increased safety standards, and the

availability of construction robots had led to putting automotive traffic and parking on a

lower level completely separated from pedestrians.”35 All of this concrete detail about the

future context in which intelligent machines will operate is, in Programs with Common

Sense, left to a hazy future in which it is imagined intelligent machines will be needed,

but to what end and with what qualifications it is never made clear.

Unlike Advice Taker, dispensing instructions for driving to the airport to no one,

R781 is a robot with a purpose. Neither machine is specified in enough detail to bring

it fully out of the realm of speculation. It is perhaps slightly easier to imagine Advice

Taker being built than used, and R781 conversely being used than built, yet it would be

difficult to draw a line that definitively separates the science from the fiction. Imagining

the institutions and cultural contexts surrounding the use of a technology is just as much

an essential part of designing that technology as is imagining how to get it to work. This

world-envisioning impulse cannot be removed from the practice of AI, or else all of these

nascent first steps, like Advice Taker, cease to have any clear reason to be. Yet at the

same time, this aspect of technology design is one that is systematically downplayed by

the genre conventions of what the field of AI has always imagined “science” to be. It is

34. McCarthy, “Skywires.”

35. McCarthy, “The Robot and the Baby,” 5.
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therefore in science fiction that it is possible to find can find what is so often absent from

the science of AI—carefully constructed visions of the world in which these machines

will operate. As R781 itself muses towards the end of McCarthy’s story, when asked

about what its own wishes for itself might be, were it alowed to have them, R781 replies,

“‘I don’t know much about human motivations, but they are varied. I’d have whatever

wants Robot Central programmed me to have. For example, I could be programmed to

have any of the wants robots have had in science fiction stories.”’36

4.3 Embassytown

AI’s effort to imagine speaking, yet inhuman minds is an endeavor in speculative fiction.

So much so that, technical artifacts aside, the debates and conversations within the

field often stray into the same waters that SF authors find themselves in when trying to

comprehend alien forms of intelligence. In this section, I examine how speculative fiction

author China Miéville imagines the language of alien minds in his novel Embassytown.37

I argue that Miéville’s description of the Arieki language reflects the formalist vision of

language that underwrites Turing’s own Russellian speculations and, in various forms,

runs as a thread through McCarthy and the whole history of the field of AI. In examining

his own self diagnosed failures of authoring a coherent civilization rooted in such a

linguistic practice, I contend that the attempt to imagine the more elaborated world of

the speculative fiction novel stresses and thereby reveals the limits of language that,

in the scientific literature, need only be illustrated with a suggestive example or two.

Embassytown therefore helps to understand the limitations of strictly formal languages in

facilitating the kinds of linguistic interactions imagined to be at the root of AI. In order to

build machines that speak. After all, one must first be able to imagine the world in order

to speak about it.

36. McCarthy, “The Robot and the Baby,” 13.

37. Miéville, “Embassytown. London: Pan Macmillan.”
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Miéville’s Embassytown presents itself as a classic work of golden age science fiction.

The story takes place in a remote colonial outpost of a sprawling intergalactic empire,

on a planet inhabited by a strange and distinctly inhuman alien race known as the Arieki.

The novel foregrounds novel cosmologies of matter and space travel, while attempting

to imagine how the differing physical and cognitive biologies might manifest in alien

customs and behaviors. The most distinctive feature of the Arieki, and of which Miéville

diligently attempts to think through the consequences, is their language; the Arieki

language is a language without metaphor.

In removing metaphor from the Arieki language, Miéville introduces a host of second

order consequences that must be accounted for in order to make such a language make

sense. Without metaphor, the Arieki cannot distance themselves from the words they

speak enough to conceptualize the words as distinct from their world. The Arieki cannot

lie. To lie would be to conceptualize a world—the world depicted in the words of the

lie—distinct from the world of their senses, and such a feat is impossible for the Arieki.

Miéville foregrounds this impossibility through the Arieki festival of lies. The festival is

a ceremony in which individual Arieki attempt to tell simple lies, such as that the object

in front of them is blue rather than yellow. Most Arieki cannot even come close, and those

few that even approach something resembling a half-truth represent, in the larger scheme

of the novel, individuals on the edge of a fundamental shift in the nature of the species.

To Arieki that hear a lie, such as a lie told by humans, the effect is like a shock to their

nervous system. If told there is an object present that is in fact absent, they will respond

as though it is present, searching for it and, on comprehending its absence, experiencing

a sort of electrifying cognitive dissonance. The inability to lie is symptomatic of a more

essential quality of Arieki semiotics that dictates that words do not represent things

so much as they are the things themselves. To imagine a signifier as distinct from its

signified is, for the Arieki, a cognitive impossibility. As Miéville writes, “for [the Arieki],

speech was thought. It was as nonsensical to them that a speaker could say, could claim,
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something it knew to be untrue as, to me, that I could believe something I knew to be

untrue. Without language for things that didn’t exist, they could hardly think them; they

were vaguer by far than dreams.”38

In contrast to the human imagination, which, as the existence of Embassytown the

novel itself demonstrates, is not confined to conceiving of worlds only within the narrow

range of its own experience, the Arieki process words exactly as though it were another

physical sense. Miéville troubles the Arieki’s lack of metaphor by contrasting it with

the laborious physical process by which the Arieki language acquires new similes. The

novel’s protagonist, Avice Benner Cho, occupies a unique place at the border of human

and Arieki cultures by virtue of her participation, earlier in her youth, in an Arieki

ceremony. Through this ceremony, Avice became, to the Arieki, “the girl who was hurt

in the darkness and are what was given to her,” by virtue of having participated literally

in the actions that name describes.39 By becoming a physical simile the Arieki could

perceive directly, she simultaneously became a figment of their language, to which

they could compare other sensory experiences. Without the physical participation in a

situation that really happened, however, the Arieki language would have been incapable

of conceiving of the scenario described by Avice, or of making use of it in language.

The deep, physiological relationship the Arieki have with their words manifests in the

biotechnological nature of the Arieki society. In contrast to human technology, predicated

as it is on symbols and words, the Arieki posses biotechnology far beyond that possessed

by humans. To say the Arieki possess technology in the same sense as humans do,

however, is to somewhat misrepresent what seems to be the situation Miéville describes.

All technology in the Arieki society is organic, growing out of the same organic pattern

as the Arieki themselves. The entire Arieki society is, in a sense, a single cybernetic

organism, adapting and evolving in response to external stimuli. The from the individual

38. Miéville, “Embassytown. London: Pan Macmillan,” 83.

39. Ibid., 261.
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Arieki brain to the entire Arieki society, the same cybernetic pattern is repeated fractally.

All components adapt and maintain homeostasis with one another—biotechnological

farms produce food that feeds the Arieki dwelling in their organic cities, who in turn tend

the farms—yet nowhere in evidence in the structure of the society itself that any of these

individual pieces—Arieki included—ever fully rise above the basic instinctive form of

intelligence that so dominated the cybernetic imaginary. This absence is what makes the

existence of the Arieki language so jarring. It is as though a rainforest ecosystem could

suddenly talk, but none of the participants had any more to say than was expressed in the

limited range of chemical signals they already exchanged. Just as plants do not so much

“understand” chemical signals as respond to them instinctively by virtue of their basic

physiology, so too do the Arieki seem not to “understand” language so much as process

it. The consequence, which forms the central dramatic arc in Miéville’s novel, is that the

Arieki are in a sense at the mercy of their language.

Another feature Miéville adds to the physiology of the alien race is the bivocal

nature of their language. The Arieki possess two mouths joined to one mind, and the

language can only be spoken buy two simultaneous voices. However, Miéville carries

this feature further than its physiology implies, and specifies that the Arieki can only

understand speech that is not only spoken by two voices but more specifically that speech

must be joined by one linguistic consciousness. Even recorded human speech edited so

that the sounds overlap, or speech spoken simultaneously by two speakers, sounds like

nothing more than meaningless noise to the Arieki. It is as though meaning for the Arieki

clings like a scent to the spoken word, and follows its signifiers across media, so that

the physical context of the words’ production remains a permanent part of the speech

the speaker has produced. The only way that human beings can communicate with the

Arieki is by cultivating a special class of “ambassadors,” who exist as pairs of clones

raised, trained, and technologically wired together to speak as though with one mind but

with two simultaneous voices. The central drama of plot begins to unfold when a new
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ambassador40 appears from closer to the center of the galactic empire who, in a seeming

impossibility, is not a pair of clones, or indeed composed of individuals similar in any

way. The effect of this new ambassador’s speech on the Arieki is like that of a drug. The

Arieki are in essence listening to a logical impossibility: a voice that seems intelligible,

but which is not produced by a single unified mind. Such language strikes deeply at the

neurological underpinnings of the Arieki consciousness, resulting in the physiological

symptoms of fatal addiction. The speech of this ambassador is like a lie magnified.

Words without truth. Not only the Arieki themselves, but their entire civilization comes

to be addicted to this ambassador’s speech. Individuals lie listless in the street. Entire

biotechnical buildings sway aimlessly, no longer performing their functions. The

Arieki undergo the kind of mental breakdown cyberneticist might have attributed to a

logical contradiction causing endless feedback loops in their mental circuitry, but it is a

contradiction brought about about not by logic as such, but by language. The Arieki, in

Miéville’s novel, are Advice Takers.

The Arieki society is made up of organisms that speak in the manner Bar-Hillel

dismissed as paradoxical in his discussion of McCarthy’s Advice Taker in 1958. It is

as though the word “at” had a definite, spatial signification that could not be bent or

stretched, as Bar-Hillel observes had to be done even in the consummately minimalist

context of the Advice Taker’s drive to the airport to make that situation make sense. From

the earliest works of AI to cutting edge contemporary research on word embeddings

and deep learning based approaches to language, the field has long been fixated on

isolating and representing the meaning of the individual word. The difficulty in making

this tacit theory of meaning as residing within the word work for the construction of

intelligent software has to do with the way in which the context and configuration of

the environment, both physical and social, lends meaning to each utterance. Like the

40. Miéville uses the singular "ambassador" to refer to each pair of individuals who speak together as
though a single individual.
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Arieki, words have physical weight for computers constructed to interpret them as

formal symbols. A serious attempt to treat the earliest imaginings of the Advice Taker

as a basis for AI would see language traveling straight through, uninterpreted, into the

physiological core of the machine. On being told that the car is parked at the airport,

the signifiers “car” and “airport” travel straight through the interpretive machinery of

Advice Taker and become, in effect, their signifieds. By imagining a machine that reasons

verbally, McCarthy must also take as a foundational assumption the notion that the words

themselves have enough substance that knowledge of the word can be knowledge of

the subject. The notion that machine understanding depends on connecting signifiers

to signifieds, along with the tacit assumption that the world is populated by discrete

and durable signifieds for signifiers to be tethered to, leads to a situation in which the

machine simply does not have the physiological capacity to comprehend language that

does not directly represent the world. To tell Advice Taker that the car is at the airport

and that the car is not at the airport can only result in a fundamental error at the deepest

level of its processing. The impossibility of making sense of such a statement should not

be confused with the metaphysical commitments of later statistical work to the notion

that contradictions can be resolved by maintaining a level of uncertainty about which

statement is true. The question is not which is true, the question is why are we being

told this impossible thing? The ability to escape the context on which an utterance is

predicated, and recognize it as deceit, as confusion, or as nonsense, is precisely what is

missing from both the Arieki language and from the language of Advice Taker, however

much like English it may seem. As Marvin Minsky would later note, in contemplation

of this problem which he saw as foundational and widespread within AI research, when

human beings are told an impossibility, we don’t break—we laugh.41 What is missing in

both the scientific and the fictional account of language is a certain distance between the

words and their meaning such that the hearing does not immediately commit one to the

41. Minsky, “A Framework for Representing Knowledge,” 139.
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understanding.

Miéville’s solution to the Arieki’s plight mirrors McDermott’s observation about

what still lacks in AI systems. In Embassytown, a contingent of Arieki discover that by

ripping off their sensory organs, and thereby shutting themselves off from their linguistic

worlds, they can escape the effects of the ambassador’s language. The fate of being totally

shut off from language horrifies Avice and her comrades, human and Arieki alike, as

they imagine the world without language to be an isolated place of madness. However,

the mystery that continues to bother Avice, even as these desensitized Arieki begin to

organize into military units seeking vengeance on the humans who brought this fate upon

them and threatening the existence of all human life in Embassytown, is how, without

language, such collective, intelligent action is possible. As Avice realizes, the removal of

their sensory organs has simultaneously deprived the Arieki of their deep connection to

language and gifted them with the same kind of cognitive distance from communication

that characterizes human language. The languageless Arieki are able to point, gesture, and

engage in the more familiar range of prelinguistic semiosis that serves as a foundation for

human language learning. From this realization, Avice is able to arrange the transmission

of human language to these newly languaging, yet temporarily mute beasts, and thereby

civilize them, ending their unthinking fury and restoring diplomacy between the species.

As one Arieki notes, “before the humans came we didn’t speak. . . We only dropped the

stones we mentioned out of our mouths.”42 The Arieki before the humans indeed did not

speak. They used language, but had no awareness of or agency over it.

In a passage attributed to Miéville, he claims that Embassytown was an attempt to

think about an alien mode of thought entirely unrelated to the human mode. Yet, Miéville

finds, in this attempt, that the effort is essentially futile. “If you are a writer who happens

to be a human,” Miéville allegedly writes, “I think it’s definitionally beyond your ken

42. Miéville, “Embassytown. London: Pan Macmillan,” 336.
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to describe something truly inhuman, psychologically, something alien.”43 Miéville’s

characterization of the Arieki underscores his point. Although the utter strangeness of

the Arieki language is impressed upon us by description, rarely do we see Arieki in

the flesh whose behavior seems to suggest a linguistic or cognitive system that differs

meaningfully from the human characters with whom they speak. How, after all, could the

Arieki have conceived of the need to construct the physical simile out of Avice without

some preexisting conception of the notions they intended to convey? Indeed, is it possible

to render any language so alien into human prose? To the extent that we see the Arieki

speaking, they speak very much in the same sense as any other character. McCarthy

likewise, in elaborating on the narrative universe of “The Robot and the Baby,” must

make some authorial elisions in describing how R781 navigates the boundary between

the literal and the metaphorical understandings of love in a fashion that even he could

never quite make precise in his AI work. Miéville underscores the paradox of the Arieki

language within the text as well, as when Scile, Avice’s estranged husband and a linguist,

remarks to Avice, “‘does it ever occur to you that this language is impossible, Avice?. . .

Im, poss, ih, bul. It makes no sense. They don’t have polysemy. Words don’t signify: they

are their referents. How can they be sentient and not have symbolic language? How do

their numbers work? It makes no sense.”44 By any standard Miéville or his readers might

care to apply, the language Miéville has described is indeed impossible, and there is little

within his considerable powers of imagination Miéville can do to make this impossibility

manifest when the Arieki show up in the novel’s plot. It is one thing to conjecture that so

alien an intelligence could exist. It is another thing altogether to write a novel in which

such a thing is put on display in all the detail with which it must be imagined to weave it

into the story. Likewise, the AI researcher finds themself in a similar position. AI research

demands the construction, through the meticulous composition of programming code, of

43. O’Connor, “A Miéville Bestiary: Monsters as Commentary on the Hybridity of Real and Conceptual
Landscapes in the Work of China Miéville.”

44. Miéville, “Embassytown. London: Pan Macmillan,” 80.
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artificial entities that must, ultimately, perform the impossible feat of the Arieki. In order

to construct such an entity, it must first be imagined, and imagined in sufficient detail that

the types of questions over which Miéville stumbles must unavoidably be answered if the

project is to succeed. Author and scientist here are thus engaged in the same imaginative

project of envisioning concretely the language of an entirely inhuman intelligence. It

is far from impossible to imagine that psychologies outside that of the human exist.

The animal kingdom (not to mention the other kingdoms depending on how far one

wishes to push the concept of “psychology”) brims with inhuman intelligences.45 The

impossible step is not imagining the existence of alien intelligences, but imagining what

such intelligences would say if they were to speak. That is, it is impossible to imagine

the intelligence capable of making sense of human language without also possessing

a human-like understanding of it. McCarthy’s quest, like Miéville’s, is to imagine a

conversation with an intelligence so alien that nothing can be taken for granted about the

conceptual universe with which that intelligence must make sense of human language.

The project of AI, then, is that of imagining what sort of characters computers would be,

and of imagining, as Miéville could not, the story in which such an intelligence makes

sense.

4.4 Lingua Cosmica

If metaphors, elisions, and the other subtleties of language are essential for its

interpretation, then is the project of a formal interlingua for human-machine

communication at an impasse? In attempting to build machines capable of understanding

“language,” the field has often emphasized the nuances of the human speech signal

as opposed to the communicative affordances of simpler sign systems. Rather than

45. Godfrey-Smith, Other Minds: The Octopus, the Sea, and the Deep Origins of Consciousness;
Pepperberg and Pepperberg, The Alex Studies: Cognitive and Communicative Abilities of Grey Parrots;
Rumbaugh, Language Learning by a Chimpanzee: The Lana Project; Herzing and Johnson, Dolphin
Communication and Cognition: Past, Present, and Future.
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attempting to imagine machines or aliens that treat the totality of language with formal

rigor, what if instead the field were to view machines as already participating in simple

semiotic languages and codes in the context of their existing formal specifications, and

from there to develop the broader theorization of a machinic semiotics. Such a program

may draw inspiration from the practice at the border between science and science fiction

not of imagining extra terrestrials with alien minds and a humanlike linguistic code, as

Miéville does, but rather of imagining communication with extraterrestrials possessing

humanlike cognitive functions but without a shared linguistic code. The goal of language

becomes not the conveyance of meaning that can be assumed to be contained within the

linguistic channel, but rather the construction of meaning among entities each equipped

with their own meaning-making processes. Imagining such a language is the same task

facing those who are part of the long history of trying to envision communication with

extra terrestrial life.

Reflections on extraterrestrial communication have long offered a foil not only for

fiction, but for science as well. Scientific reflections on extraterrestrial communication

have helped to push the boundaries surrounding our conceptions of language, intelligence,

and communication, even as they have strained the bounds of legitimacy and credulity

by taking seriously a possibility seemingly so remote and unimaginable. Perhaps the best

known attempts to actively communicate with extraterrestrial life were the golden Pioneer

plaques and Voyager records.

In 1972 and 1973, NASA launched the Pioneer 10 and 11 spacecraft on a mission that

would take them to the outer edge of the solar system and beyond into interstellar space.46

The two Pioneer spacecraft were the first two objects ever to leave earth and attain a

sufficient velocity to escape the sun’s gravitational pull. Consequently, they also became

the first two objects that might, however unlikely, have a chance of being intercepted

by an intelligent alien civilization at some distant future date. As a result, at the urging

46. Geppert, Imagining Outer Space: European Astroculture in the Twentieth Century.
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of astrophysicist Carl Sagan, the two spacecraft were outfitted with the now iconic

gold-plated plaques depicting male and female human nudes, and a small collection

of chemical and astronomical constants intended as a message to some unknown alien

interpreters to aid them in locating Earth, the source of the Pioneer probes.

Of course, in the vastness of space, few believe that the Pioneer plaques will ever be

encountered, much less deciphered, by a sentient extraterrestrial race. Consequently, if

the plaques are most likely destined to be messages to no one, one may fairly wonder at

their function and reason for existence. Sagan has remarked that the very act of deciding

how to portray ourselves to our imagined interstellar interlocutor is itself the purpose of

these plaques, as it allows us to reflect on how we see ourselves as a species, and how

we wish to be seen.47 Sagan’s remarks are certainly borne out in the subsequent public

reaction to the plaques and the attendant questions of which racially marked features were

included or excluded in the representation of all the diversity of humankind in the figure

of one man and one woman. The function of the space probes as cultural artifacts first and

foremost for the people of Earth is perhaps even more clearly underscored by the later

1977 Voyager 1 and 2 missions, in which Sagan was once again influential in designing

another such cultural arc in the form of a gold-plated phonograph record containing,

in addition to inscriptions borrowed from the Pioneer missions, a variety of sounds of

Earth, from bird and whale song, to thunder, to a selection of musical compositions

and languages from a diversity of cultures and eras.48 Sagan, along with a committee

of scientists and cultural curators that included Alan Lomax, an ethnomusicologist

who spent his career documenting folk musical traditions around the world, balanced a

complex set of demands and decisions in selecting the 54 minutes of sound to represent

the whole of Earth’s sonic identity. Nevertheless, the plaques’ and records’ manifest role

as curated cultural arks should not obscure but rather highlight the similar function they

47. Janes, “Voyager ’Golden Records’, 1977.”

48. Ibid.
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play in revealing the thought of the scientists behind their astronomical inscriptions and

their conceptions of life, intelligence, and our place in the universe.

Beside the two human forms on the Pioneer plaques lies a diagram of circles and

lines depicting a hydrogen atom. Believed to be the most abundant element in the

universe, hydrogen would perhaps be known to an alien race. Moreover, hydrogen

would, by the frequency of its energy state changes, define a .704 nanosecond unit of

time and, by the distance light travels in that unit of time, a 21.106 unit of distance that

establish the legend by which the sizes of the rest of the objects depicted on the plaque

are described, from the human figures to the interstellar distances between our solar

system and other points of reference in the Milky Way. In our ignorance of the nature

of any other alien civilizations that might intercept the Pioneer or Voyager probes, it is

of course impossible to say what form of communication—if any—is possible between

our two species. Assumptions must be made even to frame the question of interspecies

communication, and it is in those assumptions, both concerning the nature of life, biology,

and the possible physiologies of alien species, as well as concerning the possibilities of

language, communication, and meaning, inscribed into the golden plates, that we can

perhaps glimpse our own thinking—and the limits thereof.

When Sagan received approval from NASA to design the Pioneer plaque, there was

only a matter of weeks to conceive of and design the engraving. Perhaps this would

have been enough time to conceive of the elaborate strategy ultimately employed for

the communication of physical constants by reference to astronomically observable

phenomenon, but there was no need. Sagan collaborated on the design of the plaque with

Frank Drank, a long time colleague on the subject of extraterrestrial communication. The

pair’s interest in the subject traces back to at least 1961, at a conference Drake organized

at the Green Bank observatory in West Virginia.49 With the rise of radio telescopy and

subsequent realization within the scientific community that it might be feasible to scan

49. Temming and Crider, “The Order of the Dolphin: Origins of SETI.”

152



the stars for extraterrestrial transmissions, Drake organized a small experiment to scan for

transmissions emanating from nearby stars Epsilon Eridani and Tau Ceti. Of course, he

found no alien communications, but when he subsequently organized the 1961 meeting

at the observatory, attended by Sagan and eight others, the event nevertheless proved

formative for its attendees. Spurred on by conference attendee John Lilly’s work on

dolphin communication, the group set about conceptualizing how far from human an alien

race could be and yet still engage in meaningful communication. The group informally

began calling those who hat attended that small gathering at the Green Bank observatory

as the “Order of the Dolphin,” having drawn much inspiration from Lilly’s work, and

many of the ideas, and indeed the individuals that came out of that conference would be

instrumental in helping to organize what would become the Search for Extra Terrestrial

Intelligence, or SETI.

For a variety of reasons, SETI and related initiatives have focused their efforts

primarily on detecting alien communications and other emissions, rather than

broadcasting our own. It would of necessity more drastically alter human science and

philosophy if we were to become aware of the existence of an extraterrestrial civilization

than if they, without our knowledge, were to become aware of us. Nevertheless, there

have been several attempts, such as the Pioneer and Voyager missions, to craft a message

to the cosmos. One such event, of particular significance to the current discussion,

was a radio broadcast made in 1999 by Canadian Defense Research Establishment

astrophysicists Yvan Dutil and Stéphane Dumas using the Ukranian Yevpatoria

RT-70 radio telescope known as the Evpatoria messages.50 With radio waves as their

only medium, and lacking the two dimensional visual surface of the Pioneer plaques

as well as the physically inscribed sound vibrations (allowing for an appropriate

extraterrestrial phonograph), Dutil and Dumas turned to a linguistic scheme based on

Dutch mathematician Hans Freudenthal’s Lingua Cosmica, a language designed for

50. Dumas and Dutil, “The Evpatoria Messages.”
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interstellar radio communication with extraterrestrial civilizations.

Lingua Cosmica, or Lincos, is a Morse code-like system for communicating messages

via radio waves into deep space using nothing but a series of “dots” with delays between

them of varying lengths.51 Morse code encodes the English alphabet as a series of such

dots (one dot for “E,” two dots for “I,” etc.). Lincos, however, cannot assume that the

receivers of a Lincos message, even if they recognized the grouped dots as letters, would

be able to read the resulting text. Consequently, Lincos entails not only an encoding

system for rendering messages as a series of dots, but also and more importantly, a

lengthy prologue—a sort of textbook—to be sent to any receiving alien civilizations

ahead of all other Lincos communications that explains how Lincos messages should

be read. Of course, a Lincos textbook written in Lincos does little good to an alien

civilization not already familiar with the system. As Freudenthal imagines Lincos as

being received as an emanation from deep space with no accompanying pedagogical

materials, Lincos faces the essential question at the heart of all first contact scenarios of

asking how does communication start? Lincos answers this question with an elaborate

scheme by which each piece of the textbook explains how to read the next piece. The

earliest pieces are self evident, and can be interpreted without instruction.

To borrow from the semiotic language of Charles Sanders Peirce, Lincos begins with

icons.52 An icon, in Peirce’s writings, is a sign that visually resembles its referent. The

silhouette of a person walking, such as depicted on some traffic signs, represents human

beings in motion across a roadway more immediately and universally than does the

English word “walk.” An interstellar radio wave of course lacks any visual medium with

which to depict graphical icons, but what radio lacks in space it makes up for in time. By

interspersing longer durations of quiet between groups of dots internally separated by a

shorter duration pause, Lincos separates its signal into a perceptual gestalt of first one

51. Freudenthal, Lincos.

52. Peirce, The Essential Peirce: Selected Philosophical Writings.
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dot, then a long pause, then two dots, then another long pause, then three dots, and so

on, iconically representing in the time of the signal the basic numerals one, two, three,

etc. Freudenthal’s hope, on which the rest of Lincos depends, is that the extraterrestrial

civilization that receives this message will recognize the sequence of increasing dots as

a signal too orderly to be found in nature, and so interpret it as an intentional effort to

communicate. Moreover, such groups of dots will thereafter stand for themselves, or

rather for the numbers that they represent, as words in the Lincos language. On Earth, a

stylized icon of a human silhouette may be sufficient for the communicative intention to

cross linguistic boundaries. In the depths of space, where the human form has yet to be

perceived, Freudenthal hopes that numbers can act as a universal sign.

Although its first words are numbers, Freudenthal envisions Lincos not merely as a

vessel for mathematical propositions, but as a communication medium for ferrying the

whole history of Earth and humankind to some distant star. From numbers, Freudenthal

builds up a vocabulary of words and concepts with which he expresses ever more complex

ideas. After numbers, Freudenthal selects arbitrary numbers, in the same spirit that

English chooses arbitrary sequences of letters, and uses them to stand in for symbols

such as plus (“+”) and equals (“=”). These symbols take on their meaning by example,

as Lincos next transmits various arithmetic relations among numbers, such as “2 + 2

= 4,” that the aliens must decode. From arithmetic relations, Freudenthal moves on

to algebra, introducing a symbol for a variable (“x”), and transmitting a sequence of

algebra problems and their answers. Finally, the introduction of algebra problems allows

Freudenthal to transition to the act of problem solving, and here he introduces a form of

script, like a dialogue between person A and person B, in which the two interlocutors

exchange algebra questions and answers, and symbols referring to correct, incorrect, and

so forth.

One could object here that using a dialogue composed of algebraic problems and

responses as the essential model of human interaction assumes quite a lot about the

155



nature of language and intelligence in some yet unknown alien race. Of course, one

would be correct, and Freudenthal entertains no delusions on this point. As Freudenthal

writes, “I shall suppose that the person who is to receive my messages is human or

at least humanlike as to his mental state and experiences. I should not know how to

communicate with an individual who does not fulfil these requirements.”53 Lincos is,

as any language for interstellar communication prior to first contact must be, more

a reflection on humanity and how we understand human communication than on the

nature of extraterrestrial life. It is for that reason that our various scientific and fictional

reflections on alien languages offer us a way to think about our own languages that

compels us to rethink assumptions about meaning and comprehension so fundamental to

the human form that they never arise when we study language only among human beings.

For aliens, as for computers, the fundamental question is what kind of experience do we

have in common that can be the basis for intelligent communication? In what respect

might a machine be enough like us to make communication possible, in spite of all the

obvious ways in which they bear no resemblance even to our most fantastic imaginings

of biological life? Freudenthal’s project of alien communication thus mirrors McCarthy’s

own of machine language, yet at the same time the respects in which they differ compel

Freudenthal to consider questions that do not arise for McCarthy, and therefore, I suggest,

offer a useful perspective on the work of AI.

If machines share with aliens their unlikeness to the human form, there is nevertheless

an important difference between aliens and machines in relation to that form. Aliens

exist, whereas machines do not. That is, among the most fundamental assumptions of

AI is that intelligent machines do not exist, and that they must be built up from nothing.

Consequently, AI research takes as its field of study what it believes to be the most

elementary aspects of communication, attempting to account for how words take on their

meanings in the earliest moments of the birth of language in the mind of the speaker. For

53. Freudenthal, Lincos, 14.
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Freudenthal’s by contrast, aliens must exist, at least in the imaginary of Lincos. Lincos

is a language designed to be deciphered by sentient beings already possessing their own

language, science, and curiosity. As Freudenthal writes, “Lincos has been designed for

the purpose of being used by people who know what they say. and who endeavor to

utter meaningful speech.”54 Consequently, Freudenthal finds himself in the position of

creating a mathematical language tailored to a very different kind of expression from

McCarthy’s drive to the airport. The goal to express Earth’s and humanity’s history to

a race of already intelligent beings drives Freudenthal towards different considerations

from those of Advice Taker, but that may prove instructive for the design of intelligent

machines.

The difference between Lincos and the language of Advice Taker can be seen in how

each treats the subject of places. Recalling Bar-Hillel’s and Selfridge’s discussion over

the meaning of “at,” Bar-Hillel was at great pains to fix precisely the logical meaning

of “at” in accordance with what he understood to be McCarthy’s project of producing a

set of logical axioms with which Advice Taker could make sense of spoken commands.

Selfridge countered that human beings seem to get by without such logical frameworks,

but he gave no subsequent account of how to think about the notion of place, and its

relationship to language, in particular, the word “at.” Freudenthal does address the notion

of place in language, yet he does so not by, as Bar-Hillel suggests, attempting to precisely

fix what is meant by the word “at” when we say we are “at” home or “at” the airport, but

rather by telling a story of sorts, rendered in Lincos, about a human being playing fetch

with a dog.55

In his chapter on space, mass, and motion, Freudenthal wishes to give a physical

account of human existence, since to that point these human agents exchanging messages

54. Freudenthal, Lincos, 71.

55. Ibid., 217.
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in a void “might be ghosts.”56 The challenge, of course, is communicating lived human

physicality to aliens of unknown physical structure exclusively through the medium of

radio signals. Like Sagan and Drake, Freudenthal considers using hydrogen as a universal

ruler, but having not yet developed an extensive vocabulary of chemistry with which to

express “hydrogen,” Freudenthal instead settles on an extended metaphor that draws on

a more accessible concept given the medium in which he must express himself—that of

communication.

Freudenthal remarks that, “introducing length is as difficult as introducing time was

easy,” because whereas the medium itself could express time iconically with the delay

between signals, radio waves have no simliarly intuitive relationship to physical distance.

Nevertheless, insofar as the waves themselves, along with the numerous dialogues with

which Freudenthal had illustrated previous concepts, directly express the concept of

communication, Freudenthal begins there, with the idea that communication consists

of the exchange of information between two bodies in space, propagated by some

medium. From here, he defines light, and through its correspondence with the temporal

delays of the radio signal, the light-second, or the distance light travels in a second,

and a unit of distance with which he can measure and express the physical concepts

in his program. Freudenthal next defines a basic vocabulary of locations, distances

between them, movement across those distances, until he can ultimately define “at” as

the condition under which person A has moved towards person B for enough time that

person A’s location is now similar to that of person B.57 Freudenthal’s definition does

not escape Bar-Hillel’s critique in the sense that Freudenthal leaves it unclear exactly

how near is near enough to be “at” another location, or whether all things are ultimately

“at” one another. Yet, Freudenthal’s purpose is not to define a complete and consistent

mathematical system for expressing motion in terms of light-seconds. Rather, it is to

56. Freudenthal, Lincos, 168.

57. In keeping with the style of the rest of the work, Freudenthal defines not the English “at” per se, but
the Latin “apud,” meaning near, by, among, at, or at the home of (1)75{freudenthal1961lincos}.
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render interpretable just enough of a vocabulary so that he can begin to tell simple stories

about people (and dogs) and their physical interactions.

Over the course of pages of dense mathematical formulae interspersed with

Latinate lexemes, Freudenthal recounts a story of a human playing with a dog. The

person A begins by whistling to the dog, sending a message to the dog, in its location,

signaling their desire that the dog move to their location. The dog refuses the signal,

and instead flees, moving to a location more distant. Person A then pursues the fleeing

dog. Freudenthal pauses his story at this point to remark, still in Lincos, that there are

many more types of animals that can perceive, wish, and move than just humans and

dogs. While one hesitates at so early a point in interstellar communication to reflect

on extraterrestrial comedy, there may even be some humor when the human calls to an

inanimate object, thinking it was a human or animal. Ultimately, the dog returns to its

owner in order to please them.

Freudenthal means his story about a dog to communicate an intuitive sense of place

not contained in the more fundamental axiomatization in terms of distances and times

joined by light-seconds. Although Freudenthal begins with a more austere mathematical

model to establish the essential terms of the discourse, he also recognizes that the kinds of

messages he ultimately wishes to send concerning the history of nature and civilization

cannot be reduced to the elementary language of mechanics. To speak about place, or

being “at” a location, it is not enough to define it in terms of light-seconds. Freudenthal

elsewhere defines Caesar as the Roman general who crossed the Rubicon in 49 B.C. That

there was a precise time and place of this event may underwrite our understanding of it,

but neither the time nor the place bear on our retelling of it. Likewise, Freudenthal’s hope

here, in discussing dogs alongside physical laws, is that the receivers of these messages

would be able to draw from our presumed shared understanding of the physical properties

of light an analogy to their own conceptions of place and dimension, however they

conceptualize them based on their own physiology. If such extraterrestrials are so unlike
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us that even this intuition of place cannot be shared, Freudenthal concedes that his project

is doomed. Nevertheless, neither must they be exactly like us, Freudenthal hopes, to find

some common ground for communication.

Freudenthal believes that the meaning of an expression resides largely in its context.

This of course begs the question of what “context” means, which is a subject that will

occupy much of McCarthy’s attentions later in his career. Nevertheless, it does seem

that something that one might call “context” separates McCarthy’s Advice Taker and the

extraterrestrials of Freudenthal’s Lincos. Whereas Advice Taker might be troubled by

Bar-Hillel’s critique that it does not know precisely what “at” means, no being presumed

already sentient looking at McCarthy’s paper would be confused by the differences of

levels alluded to by the spatial predicate. Being at an airport might be quite a different

experience than being at a desk, but only when we must explain this to a machine with

no context for any sense of place does the discrepancy become apparent. Freudenthal

writes that, “I concede that linguistic expressions generally have some meaning, but I

cannot imagine general rules of meaningfulness,” the development of which is, in essence,

McCarthy’s project.58 The story about the dog is not meant to define “location,” but rather

to express it to someone who already has a preconception of what it might mean, however

different from the nuances of the experience of place from the perspective of the human

form. “The importance of the context,” he continues, “is often disregarded as soon as

language is not primarily considered as a means of communication.”59 With this last

remark, Freudenthal takes aim at the very schools of language philosophy from which

McCarthy primarily draws his inspiration.

Freudenthal’s theoretical grounding for Lincos stems from his background as a

mathematician and educator. He strenuously opposed the introduction of the New

58. Freudenthal, Lincos, 41.

59. Ibid.
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Math curriculum of the 1970s to the Netherlands.60 New Math was a movement to

replace the traditional arithmetic curriculum in schools with a more abstract set theoretic

curriculum grounded in logic and proof. While the New Math curriculum ostensibly

more closely resembled the work of mathematicians, and so arguably better prepared

students for the abstract work of mathematics, Freudenthal’s opposition rested on his

pedagogical philosophy that mathematics was not learned from axioms and principles,

but through analogy to direct lived experience. Freudenthal’s philosophy of mathematical

instruction infuses his work on Lincos, as when he compares his Lincos instructional

program to that of physics pedagogy, observing that it, “is not drawn up as an axiomatic

system. The fundamental mechanical notions are introduced by acts of behaviour,

approximatively in the way schoolboys usually learn them. Afterwards they are embedded

into a mathematical system.”61 Thus, the story about the dog is a pedadogical example

of behavior from which the presumed alien interpreters can draw an inference about the

underlying principles involved in the situation. Freudenthal does not limit his critique to

mathematical instruction alone, however, but extends it to mathematical practice as well.

Freudenthal’s pedagogical criticisms of the New Math are part of a larger critique of

the mathematical thinking evident throughout his work. In his book, Freudenthal laments

that the mathematics of his moment had become too narrowly fixated on formalization.62

By formalization, Freudenthal here refers to the work of those early 20th century

mathematicians invested in putting the study of mathematics on rigorous logical ground,

including Hilbert, who framed the problem to which Turing’s universal machine was an

answer, Russell, whose philosophy of logic gave Turing the language through which

he expressed part of his vision of machine knowledge, and Frege, whose philosophy of

language strongly informs McCarthy’s work. Freudenthal is at odds with the foundational

60. J.J. and Robertson, “Hans Freudenthal.”

61. Freudenthal, Lincos, 25.

62. Ibid.
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elements on which early AI was built, yet he is not, as will be many of AI’s critics in the

next chapter, therefore opposed to mathematics itself as a medium of language. Rather,

Freudenthal espouses an opposing conception of the essential essence of mathematical

work, and upon that erects his philosophy of communication. Lincos, therefore, helps us

to imagine what a mathematical study of communication might look like devoid of the

Russellian and Fregean traditions that attempt to see in language a universal mathematical

code.

Russell, like Turing after him, imagined knowledge as an infinite accumulation of

singular facts. Mathematical knowledge was the example par excellence, due in large

part, Freudenthal argues, to the revolution in mathematical thought, to which Russell was

central, that attempted to systematize mathematical knowledge in just such a fashion.

Against this conception of mathematics, Freudenthal lays a view of mathematics as a

process of creative exploration and discovery, which was the integral second component

of Turing’s thought. If one fixated less on the neat syntactical lines of a mathematical

proof, Freudenthal argued one would find that, for instance, “problems and questions,

though indispensable in mathematics and life, cannot be formalized by the usual symbolic

methods.”63 In Freudenthal’s view, mathematicians understood something outside of

the symbols, and were not merely processing mechanistically the syntactic forms of the

discipline. This world outside the symbols was central not only pedagogically, but for its

implications for what mathematicians took mathematics to mean. Mathematicians from

Euclid up until the formal revolution did not perceive any lack of formal mechanisms.

Of the occlusion of problems, questions, and the deeper meanings of symbols from the

logicist conception of mathematics, he writes, “the philosophy that mathematics is rather

a stock of true propositions than an art of discovering is responsible for this omission.”64

Freudenthal claims that his system is distinct from the works of those like Russell,

63. Freudenthal, Lincos, 52.

64. Ibid.

162



in particular, in that it focuses on “communication.”65 By communication Freudenthal

means that Lincos is meant to facilitate exchange between two sentient races, and not to

more deeply penetrate the structure of language itself. Lincos itself is a language, and

it never claims to be anything more. It is an artificial language, certainly, but if one is

acquainted with Latin vocabulary, set theoretic semantics, and a broadly Indo-European

grammar inflected by a grammatically minimalist formalist aesthetic, Lincos reads

just like any natural language. The story about the dog, in Freudenthal’s terminology,

demonstrates place, but it does not define it. The reader must interpret the text within the

framework of their own experience to make sense of this concept of place. They may

never come to the embodied human sense of it, but then, neither can any two human

speakers be sure they have the same sense of the “gavagai” Freudenthal’s dog went

chasing when it disobeyed its owner’s call.66 Freudenthal critiques the notion, held by

some of the formalist thinkers to whom he responds, that the meaning of an utterance

can be fixed in anything but its own language. Freudenthal’s goal is “not to invent some

meaning for a given linguistic expression,” as he charges formal semanticists like Russell

with doing, “but to invent linguistic means for sending certain messages.”67 Lincos is not

a representation of language. It is a language.

If Lincos is indeed a language, it is at once natural and artificial. It is built up

of terms that are carefully and systematically defined in terms of existing concepts,

yet as Freudenthal uses these terms to express increasingly complex thoughts, their

precise semantics shifts in ways he often notes, but argues should be intelligible given

their previous usages.68 “At” never need take on the “single meaning” that Bar-Hillel

65. Freudenthal, Lincos, 13.

66. As Willard Quine argues in Word and Object, on finding oneself in an unfamiliar culture and seeing
a native speaker point to a running rabbit and pronounce the word ’gavagai,’ that it is ultimately impossible
to know precisely what the term referred to, whether the rabbit, or its running, or some as yet unimagined
substructure of the entire situation (Quine, Word and Object). Communication therefore inevitably rests on
assumptions that one must hope are simply good enough.

67. Freudenthal, Lincos, 30.

68. Ibid.
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demanded, yet Freudenthal confesses he cannot imagine. Its use is decipherable, albeit

not defined, by putting it in reference to a sense of place that pre-exists it, even as it

crosses and merges levels and domains. In Freudenthal’s view, every language is in

some respects natural, and in others artificial. Our natural languages are products of

both organic evolution and conscientious efforts to discipline our speech and writing.

Likewise, our artificial languages must, he contends, like Lincos, exhibit drift and

change as communicative desires not imagined during their creation are made manifest

in them through the creative reuse of words. Even mathematics, Freudenthal contends,

cannot truly be a formal language, “if mathematics is considered not as a stock of true

propositions but as a field of invention,” as he believes it rightly should be.69 Even

knowledge representation languages in AI exhibit such drift once put under the strain of

communicative use at a scale not often observed within the laboratory experiments most

common in the genre of AI research.70 In fact, the only truly formal user of language,

for Freudenthal, is the machine. “The subject matter on which the machine operates

is language only from the point of view of the human being, just because it is he who

attaches some meaning to it,” writes Freudenthal, and so gives voice to a position that will

offer a useful lens in considering the possibility of realizing the dream of a computer who

speaks.71

Although a Lincos-encoded message has been beamed out into space, few would

put much stake in receiving a reply.72 As its creator noted, languages like Lincos,

while nominally aimed at alien races, are rather texts that reveal our own values to us.

Lincos and Embassytown all help us probe the limits of what we can even imagine alien

civilizations to look like. Inevitably, we discover that we are only able to think so far

before we must inevitably build our image of the fantastic out of elements drawn from

69. Freudenthal, Lincos, 43.

70. Wilks, “On Whose Shoulders?”

71. Freudenthal, Lincos, 13.

72. Minsky, “Communication with Alien Intelligence: It May Not Be as Difficult as You Think.”
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our own experience, our conceptions of life and intelligence, and our extrapolations that

inevitably take the human as the prime reference point in the intelligent universe. In this,

the xenolinguistics of these works mirror the questions AI researchers like McCarthy and

Minsky whose own reflections on interstellar communication, in probing the boundaries

of their imaginations of the nature of intelligence, coincide with their parallel efforts to

imagine the possibility of communication with machines.

In an address in honor of Freudenthal, Minsky reflects that he felt that there was a

good chance that any inhabitants there might be out in the reaches of space would be

able to comprehend a message like those that Freudenthal imagines broadcasting in the

Lincos system. Minsky’s conviction rests on the belief, tentative though it is, that all

organisms in the universe, due to the common constraints the necessities of survival place

on all known or imaginable organisms, will arrive at a similar set of strategies for making

sense of the world.73 The basic needs of an organism to find food and manipulate their

physical environment, Minsky suggests, seem likely to lead to common conceptions of

objects, causality, and arithmetic. Minsky singles out arithmetic in particular because, as

he describes, arithmetic is not a collection of arbitrary or contingent facts, but is rather so

tightly integrated that discovering any one part of it, Minsky proposes, leads inevitably

to discovering all of it. If two plus two equaled not four but five, then the concept of five

would have to change, leading to cascading changes to the value of five plus five (which is

now four times two) and so forth until the whole system came toppling down. Minsky

argues that arithmetic has a structure so basic that it is impossible even to imagine an

equivalent yet alternative system.

This evident universality of arithmetic directly underwrites a form of cognitive

universality that Minsky gradually builds back up into the objects and causes that, he

contends, directly underlie language. As Minsky describes, along with a student, Daniel

73. Programming language theorist Philip Wadler makes a similar claim, suggesting that perhaps the
Pioneer plaques should have been engraved with programs (Wadler, “Propositions as types”).
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Bobrow, he undertook an investigation of the simplest possible computing devices, using

Turing’s universal machine as a guide. Minsky and Bobrow simulated a large number of

universal machines powered by some of the simplest possible rules. They discovered that

many of these machines essentially crashed, either deleting their input data and freezing

or else getting stuck in endless loops. Those few machines that did manage to perform

any interesting behaviors at all all performed the same one: counting. Minsky took from

this that, to the extent that the workings of the brain could be modeled as computation,

evolution must have discovered at its earliest moments, as inevitably as arithmetic, these

simple computational counters as it began to search for more and more computationally

powerful neural networks. The suggestion appears to be that beings who, by the laws of

computation, must have evolved with counting devices buried deep as part of their neural

hardware, could hardly fail to comprehend the arithmetic built up from counting when

they later encountered it in their mathematics.

Proceeding from his cybernetically inflected reading of the mathematics of the brain,

Minsky begins to transmute the language of alien communication in which he began into

the more familiar language of AI, from which he had apparently drawn the inspiration

for his analysis. At once, aliens and humans alike become “problem-solvers,” and the

universal constraints they encounter, building up from the essential act of counting

shared by all these consciousnesses, become the familiar research problems of AI.74

According to Minsky, problem solvers, whether human or alien, will inevitably, due

to the common constraints of life in this universe as we know it, gravitate towards

the conceptual taxonomies of the world in terms of “GOALS” and “SUBGOALS,” to

organize purposeful action, “CAUSE-SYMBOLS,” to comprehend the requirements of

such action, and “PLANNING” to carry it out.75 Typographically, Minsky even prints

the words in the capital case conventional when using them as symbols in an AI research

74. Minsky, “Communication with Alien Intelligence: It May Not Be as Difficult as You Think,” 1.

75. Ibid., 2.
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paper of the time. Minsky concludes this section by referring to the “General Problem

Solver,” an AI program designed by Simon and Newell, to probe the limits of human

psychology, and proposed that, while little was certain in a topic with so many unknowns

as the study of alien minds, the General Problem Solver seemed to him the best working

model of the functioning of a biological mind.

Even as Minsky slides into the language of AI, however, he simultaneously cannot

help but slide from the language of cognition into the language of language itself. As he

continues to elaborate the principles of the mental symbols through which we enact our

thoughts, “OBJECT-SYMBOLS,” which “represent things, ideas, or processes” become

nouns, “DIFFERENCE-SYMBOLS,” which “represent differences between, or changes

in OBJECTS” become verbs, and “CAUSES” transform into “CLAUSES.”76 Minsky

argues, effectively, that the basic elements of grammar arise from deeper necessities

within not just the human mind, but all possible minds scattered throughout the entire

vastness of the universe. Those necessities, in turn, follow a winding neural pathway

back into the deepest regions of the brain, back to the universal adding machines that

underlie the computations of thought. Minsky has, in effect, produced a theory of the

Arieki, whose language remains in lock step with the most reflexive actions of their

cognition. Words and things cannot diverge because words are tethered to things, and

things are produced by the computational necessities of conscious experience. Each word

can be traced back, ultimately, to the collection of neural counting machines reacting

involuntarily, as computers must, to their input tapes.

Minsky knows this theory is wrong. This slip into the language of grammar is not

inadvertent. As Minsky apologetically remarks, he would, “rather talk in terms of how

our thinking works, except that we don’t understand this well enough yet.”77 Instead,

therefore, Minsky proposes to illustrate the way that our thinking might operate in

76. Minsky, “Communication with Alien Intelligence: It May Not Be as Difficult as You Think,” 5.

77. Ibid.
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terms of causes and objects by illustrating it with corresponding elements of human

grammars—a form of his idea, “so strong that at first it will seem preposterous.”78

Despite knowing full well that a wide gulf separates grammar from thought, yet Minsky

is unable to imagine what might lie in between them. Minsky recognizes the limits of his

ability to think, and yet is unable to change the course of his thought. The very limit of

imagination that Minsky runs up against, knowingly yet inexorably, points us towards the

frontiers of thought in AI.

4.5 Conclusion

In terms of the speculative engineering through which our imagined AIs are constructed,

HAL was built with exacting precision. HAL is the product of a collaboration between

science and science fiction. Filmmaker Stanley Kubrick initially set out to make a film

about space travel in collaboration with science fiction author Arthur C. Clarke. Kubrick,

known for his meticulous attention to detail, was thorough in consulting with experts on

science and space flight to produce, as accurately as possible, science’s best imagining of

the state of technology in the year 2001. When it came to designing HAL itself, during

the production of the film in the late 1960s, one of those experts, both on the underlying

computing hardware and the artificially intelligent mind, was Marvin Minsky.

As Minsky would recall many years later, Kubrick was diligent in the extreme in

crafting a set that reflected the best current thought regarding how the future might look.

As Minsky recounts,

he had this room full of little colorful modules, which were rectangles in

slots, just like you see in some computers, and Stanley said "is that what

a computer will look like in 2001?" I said, "that’s very beautiful." He said,

"that’s not what I asked." And I said, "no, they’ll probably be just little black

boxes because the computer can tell what they are from the inside," and he

78. Minsky, “Communication with Alien Intelligence: It May Not Be as Difficult as You Think,” 5.
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scrapped the whole set and replaced it by that very rectangular thing. He just

wanted everything to be right, he didn’t care how much it cost.79

The influence of AI thought in that moment, at the height of the institutional influence

of McCarthy and Minsky’s symbolic logic based AI program, is visible throughout the

film, from HAL’s name to the “logic memory center” where his programming was stored.

There was just one point, however, on which Kubrick’s characteristic attention to detail

faltered.

One of the most important questions for Kubrick, Minsky recalls, was whether

machines in 2001 would be able to talk. “He didn’t want to know how it would work,”

Minsky remarked, “he wanted to know if it could talk good.”80 Without language, there

was no HAL. Minsky replied that HAL would indeed be able to talk in the sense that it

would be able to synthesize a human voice, but, “it probably won’t understand anything

you say to it.”81 No matter how many pod bay doors HAL refused to open, or how

many crew members it killed, without the ability to express a vast interior life through

words, and to reveal that that interior life was lived in language, it would be impossible

to see in HAL the signs of human intelligence. In every other respect, Kubrick strove for

realism. When Minsky offered him no realistic means by which machine language could

be achieved by the year 2001, Kubrick simply replied, “well that’s my department.”82

Kubrick recognized that it was only through language that the audience would be able to

imagine the interiority of the character that was HAL. Without language, the entire plot

of the movie becomes a series of inscrutable mechanical failures the underlying purpose

of which can only be guessed at. Only through language does it truly become possible

to imagine HAL as possessing a human interiority characterized by pride, madness,

arrogance, and all the other affects that emerge from the diagesis. This, then, is the

79. Minsky, “Lecture on Stanly Kubrick and 2001.”

80. Ibid.

81. Ibid.

82. Ibid.
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question that a consideration of alien tongues offers to AI; the question of language is

not that of what world do words refer to, but rather of how do words create the fiction of a

shared world between two minds otherwise totally incommensurable. Like Freudenthal, it

is necessary to assume that machines already “speak,” in the sense that they have some

kind of understanding of an internal world about which speaking is possible, whether

or not that world accords with our spatio-temporal senses, and whether or not they yet

know how to speak it. For Turing, for McCarthy, for Mead, for Freudenthal, the essence

of language lies not in language at all, but in the process of making meaning of one

anothers’ worlds through sign, gesture, and speech. It is to these imagined worlds, then,

that I turn in the next chapter in order to understand how AI has conceived of the world

about which language is imagined to speak.
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5

A World Frozen in Time: The Enduring Genre of
Microworld Research

I thrive on letters yet no letters know,
I live in books, the made more studious so,
Devour the muses, but no wiser grow.

"The Bookworm"
Symphosius, Elizabeth Peck (trans.)

If a program manipulates a large amount of
data, it does so in a small number of ways

Alan Perlis

Ted Chiang’s novella Story of your Life, along with its film adaptation by Eric

Heisserer, Arrival, dramatizes the difficulty of communicating with an utterly alien race.

In Arrival, twelve alien crafts land at various points around the globe and initiate contact

with humanity.1 The plot follows heroine Louise Banks, an American linguist tasked with

leading the U.S. effort to decipher the alien tongue and determine for what purpose these

interstellar visitors have come. As it becomes apparent that the aliens have brought with

1. Heisserer, Arrival.
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them some sort of “weapon,” or perhaps “tool,” depending on the translation, what began

as a grand international collaboration begins to fall apart amidst suspicion and fear.

Arrival turns on questions of language, and in particular on how the medium in which

language is expressed conditions what can be said. The rising action of the film begins

when the Chinese general Shang abruptly cuts off communications with the other nations

and initiates military maneuvers. Analyzing intelligence footage of members of Shang’s

linguistics team discussing a puzzling message about “suits,” “honor,” and “flowers,”

Banks realizes that the Chinese linguists had been learning to communicate with the alien

visitors not in Mandarin, but through the game of Mahjong.2 Explaining the potential

implications of this fact to her own supervising Colonel Weber in the U.S. military, she

observes, “say I taught them chess instead of English. Every conversation is a game,

every idea expressed through opposition—victory and defeat. You see the problem?

If all I ever give you is a hammer. . . ”3 Insofar as I have variously in this work likened

the task of AI language to that of interstellar communication, Banks’ warning invites

a consideration of the consequences of AI’s own history of efforts to teach machines

language through games.

This chapter reconsiders the legacy of the “microworlds” approach to AI. This

approach developed out of a pair of graduate student projects at MIT during the 1960s

and quickly became a sensation within AI research circles before just as quickly coming

to represent the hubris of the early field and the inevitable inadequacy of its methods. A

microworld is a small, simulated, game-like environment in which a primitive artificial

intelligence can learn to understand and to speak without needing to confront the endless

complexity of the “real” world. Because the microworlds did not lead clearly to a lasting

tradition of AI research, researchers would come to view the experiment as a failure,

and diagnose this failure as stemming from an inability to fit enough detail into these

2. Heisserer, Arrival.

3. Ibid.
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simulated worlds using the methods of the time to adequately capture the important

phenomena of the real. Critics of the field, similarly, would come to view efforts to

“simplify” the boundless nuance of lived experience as an act of unbridled hubris,

destined to fail. However, as I will argue, although the microworlds program of research

would at times become obscured, the field has never fully moved beyond the ideas that

underpinned the microworlds, and they have recently reemerged in a more explicit form

that recalls the earliest works in the field. This resurgence points to a duality between

imagining language and imagining the world about which it speaks that has undergirded

the discussions of what language is imagined to be and to mean that have been central

to all of the preceding chapters. So long as language remains AI’s chief concern, so too

must questions of the world to which that language refers remain central to AI research,

however obscured by the methodological commitments of a given moment.

However, although the recent microworlds offer new challenges to modern systems

that would have been impenetrable to earlier AI technologies, in terms of their underlying

theories of language they in many ways reproduce or even regress below what the

machines of a half century ago were able to accomplish. Despite much technical

progress, the field still has yet to fully confront some of the earliest conceptual issues

that challenged the original microworlds. As a result, much of the modern work

recapitulates without going beyond the field’s earliest accomplishments and concerns.

The microworlds today are remarkably similar to those born of the field’s formative

moments. They remain unchanged, like worlds frozen in time.

The microworlds were not a technology of simulation so much as one of diagesis.

Viewed as an attempt to simulate the world, such efforts were doomed to fail. Viewed as

an attempt to create one, however, they may yet have promise. In this chapter, I argue that

the essential missing piece McCarthy sought throughout his career was the recognition

that “the world” is not a singular object that machines must understand but a multiplicity

of contexts, that language is not a single monolithic mental process but a multiplicity
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of practices embedded in those contexts, and that the human figure that AI had long

imagined and towards which its machines aspired had never been the human being, but

rather had always been the character of literature and media.

The microworlds were not games attempting to become the world, they were

games among the many other games that comprise the world that human beings play

with one another and may one day play with their machines. Viewed this way, the

inevitable simplifications and omissions of the microworlds were not failings one day

to be overcome through computational power and unforeseen scientific breakthroughs

but rather were as necessary as the lacunae of every novel, film, or narrative game to

constructing the communicative power of media. The microworlds were not physical

worlds, but narrative ones, and through this recognition many of their failings can

be redeemed and their legacy in the present moment and on into the future properly

understood.

5.1 Genesis of the Microworlds

In part because AI’s greatest successes to this point had been in areas such as chess, chess

became, as Banks imagined, a guiding metaphor for the microworlds and, in turn, for

language. Chess had been a foundational subject of AI research even from before the

field’s inception. In the 1940s, before the first digital became operational, computing

pioneers like Alan Turing designed algorithms that could play simple chess end games.4

In 1965, McCarthy, then at Stanford, organized a series of simultaneous chess matches

between computer chess systems with a rival AI laboratory in Russia.5 In 1967, an MIT

chess program defeated Hubert Dreyfus, AI’s most vocal critic, and chess research more

generally would prove to be an enduring topic of research.6 Buoyed by these successes,

4. Ensmenger, “Is Chess the Drosophila of Artificial Intelligence? a Social History of An Algorithm.”

5. Nilsson, “John McCarthy: A Biographical Memoir.”

6. Ensmenger, “Is Chess the Drosophila of Artificial Intelligence? a Social History of An Algorithm.”
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MIT lab heads Marvin Minsky and Seymour Papert laid out a vision of AI research that

revolved centrally around the playing of games. This approach would be known as the

microworlds.

In a report on AI research at MIT issued in 1971, Minsky and Papert offer a vision

for future work in the field. Offering chess as an example, they propose considering the

chess board as a “microworld.”7 Minsky and Papert liken learning one’s way around the

microworld of chess to that of learning to navigate a city. The pieces, their movement

patterns, and the broader strategic board positions they inhabit come to represent learning

to navigate a small universe. An inhabitant of such a universe would need, they continue,

to learn how events unfold in time, how one causes another, the reasons that underlie

causal actions, and ultimately, to learn to understand “narrative.” The microworlds

were not of interest in and of themselves, but rather as playpens where a nascent AI

system could come to understand the rudimentary concepts it would need to advance

to more complex microworlds, eventually reaching such a degree of sophistication that

the boundary between the microworld and the world itself would become vanishingly

thin, and the AI could simply step out of its simulation prepared to confront reality

in all its complexity. While Minsky and Papert construed the microworlds concept as

broadly applicable to different areas of AI research, the area that they held in mind as they

elevated the concept into a broad vision of AI research was language.

Despite the centrality of the microworld as a broad touchstone in later debates around

AI, Minsky’s original reference points for the microworlds were actually quite limited

and specific. One of the earliest appearances of “microworld” in the AI sense in print was

Marvin Minsky and Seymour Papert’s 1971 progress report on AI.8 Although Minsky and

Papert dedicate an entire section to “microworlds” as such, in so doing they reveal that

microworlds did not begin as a very general technological concept. Rather, the concept

7. Minsky and Papert, Progress Report on Artificial Intelligence.

8. Ibid.
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of the microworld was an interpretive elaboration from two concrete historical artifacts:

Terry Winograd’s SHRDLU program and Eugene Charniak’s models of children’s

story comprehension. Despite basing the concept on only two primary realizations, the

microworlds clearly had a much richer intellectual life beyond those particular projects

that suggested an endless horizon of future research.

Much of the report deals with the vision, problem solving, chess playing, and

cognitive science related activities that were the primary research topics of the MIT AI

group. For much of the piece, symbolic theories of cognition are laid out against evidence

from psychological research to develop the thesis that computer simulations are not as

distant from human cognition as they might first appear. Furthermore, Minsky and Papert

detail research on computer vision and scene understanding, tying the act of seeing into

their broader theories of human cognition and, ultimately, evidence that the AI project

more broadly was making headway into revealing and harnessing the shape of human

thought. Throughout this exposition, however, the language of the microworlds exerts a

visible influence on the researchers’ interpretations of the other results in their report.

Despite the fact that the microworlds section represents only the final section of

the report, its influence can be felt in the way it shapes the characterizations of the

other work described. The computer vision problems that Minsky and Papert describe

deal largely with “scene understanding.” That is, given an array of lines, textures, and

pixels, how can a computer resolve this two dimensional input into coherent shapes

that represent a meaningful world of solid geometric bodies. In this particular report,

however, we find frequent reference to “micro-scenes,” which is nowhere defined apart

from an implied concept of a “macro-scene,” and which suggests that the making micro

of the concept of a visual scene speaks more broadly to the epistemological lens that

Minsky and Papert adopt through which computer simulation represents a simplified

or scaled down reality in some way related to the higher resolution realities beyond the
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computer screen.9 Moreover, in their discussion of abstract problem solving, of which

chess and mathematical proof are the paradigmatic early examples in AI research, Minsky

and Papert appear in one instance to slip into the language through which they have so

seemingly been viewing the entire landscape of research activities and refers the reader

to the “microworld.. of the network of situations on the chessboards that arise when one

moves the pieces.”10 Outside of the two specific microworlds at the focus of the later

section, the entire report speaks to the way in which the concept of the miniaturization

of the world had permeated Minsky and Papert’s understanding of the epistemological

status of their AI group’s research.

5.1.1 The Blocks World

The most famous microworld is the MIT blocks world and the highest profile project to

make use of the blocks world was Terry Winograd’s SHRDLU program developed in the

course of his doctoral work with the MIT AI group.11 The blocks world consists of a set

of blocks arranged on a table. Beyond the table, there is nothing. All statements made in

the blocks world take on meaning only to the extent that that meaning can be grounded in

a set of past or future actions concerning the blocks. A user can ask SHRDLU questions

about how many red blocks there are, instruct SHRDLU to stack the pyramid on top of

the cube, or inform SHRDLU that the construction of a pyramid on top of a cube should

be known as a “house,” and carry on the conversation using this new house concept.

In its moment, SHRDLU seemed to many researchers to herald the imminent

realization of the AI vision.12 This feeling stemmed from the compelling illusion

of intelligent, conversational interaction SHRDLU was able to weave. Although the

subject of conversation was constrained to a table full of blocks, there were in fact

9. Minsky and Papert, Progress Report on Artificial Intelligence, 25.

10. Ibid., 23.

11. Winograd, “Understanding Natural Language.”

12. Crevier, AI: The Tumultuous History of the Search for Artificial Intelligence.
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many dimensions of language SHRDLU was able to bring to bear on the conversation,

including discussing individual blocks, categories of blocks, groups of blocks, the words

used to describe blocks themselves, and past actions taken in regards to the blocks.

However, the heralded age never arrived, and SHRDLU instead transformed into

a symbol of the naive optimism of that early moment in AI history. Winograd himself

abandoned the project, declaring its methods inadequate to the task of machine language,

and indeed going further, he despaired of the entire AI enterprise.13 However, the

central conceit of the microworlds cast a long shadow on the field’s history. Even if

Winograd’s methods were inadequate to the task, the idea of raising AIs in a simulated

environment from which they can learn ultimately to navigate the real world of which

those environments are simulations would periodically resurface, most recently in a pair

of high profile project proposals from Facebook and Microsoft research of which more

will be said later.

5.1.2 The Story World

While the blocks world was a concept in use across a range of work in the MIT group,

from SHRDLU to work in vision and robotics that dealt with actual physical blocks, the

story world, or perhaps more properly worlds, was the primarily focus of the graduate

work of a single MIT student, Eugene Charniak.14 Charniak’s early work on story

understanding involved the linguistic analysis of simple narratives about two children

named “Jack” and “Jill” playing, painting, or buying presents with money from their

piggy banks. The purpose of these vignettes was to teach the computer to recognize

human beings in social contexts as independent actors with their own motivations, desires,

perspectives, agendas, interpretations, and goals.

The story world is of a piece with the blocks world in that both attempted to

understand language in carefully controlled contexts. Yet, whereas for SHRDLU

13. Winograd and Flores, Understanding Computers and Cognition: A New Foundation for Design.

14. Charniak, “Toward a Model of Children’s Story Comprehension.”
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the meaning of language was self-evidently grounded in the actions and objects that

populated the blocks world, language in the story worlds was more elusive. By opening

onto simple yet unconstrained scenes in the imagined lives of two children in a world

imagined to be outside the computer screen, the story worlds invited consideration of

a range of subtle human social realities that were difficult to encode in the rules of a

computer program.

In what would become perhaps an unintentional emblem of this entire moment in AI

thought, Charniak offers a long digression in his discussion of the story worlds involving

piggy banks as an illustration of the challenges of microworld research. In the same sense

in which optical illusions point us towards counterintuitive quirks of the visual system

that provide inspiration for vision research, Charniak offers a four line “narrativistic

illusion” that orients us towards the subtlety of story understanding in the story world:

Janet needed money.

She got her piggy bank.

Janet shook her piggy bank.

Finally she got a nickel.15

As Charniak points out, in this story, the nickel never actually comes out of the piggy

bank—a fact which, he reports, many readers are surprised to learn, and must confirm

by re-reading the text. The final line in which Janet receives a nickel does not specify

the provenance of said nickel. Even the causal implicature set up by the expectations

of the narrative does not suffice to disambiguate whether the shaking of the piggy bank

dislodged the nickel physically, or was merely a communicative gesture by which Janet

set in motion other processes that ultimately resulted in the receipt of her nickel. In

order to fully understand this story, Charniak argues, we must bring something we

already know about piggy banks to the interpretation of the story. He then proceeds, in

15. Charniak, “Toward a Model of Children’s Story Comprehension,” 92.
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what he recognizes to be a Sisyphean task, to list all of the facts one must know about

a piggy bank before one can understand the story. For the full encyclopedic effect, and

as an illustration of the shape of thought on this topic at this time, that passage is worth

reproducing in large measure here:

Piggy banks.. come in all shapes and sizes, though a preferred shape is that of

a pig. Generally, the size will range from larger than a doorknob, to smaller

than a bread box. Generally money is kept in PBs, so when a child needs

money he will often look for his PB. Usually, to get money out you need to

be holding the bank, and shake it (up and down). Generally holding it upside

down makes things easier. . . If, when shaken, there is no sound from inside,

it usually means that there is no money in the bank. If there is a sound, it

means that something is in there, presumably money. You shake it until the

money comes out. We assume that after the money comes out it is held by the

person shaking, unless we are told differently. If not enough comes out you

keep shaking until you either have enough money, or no more sound is made

by the shaking16

As Charniak notes, while it is perhaps possible to answer some simple questions

about a story using little more than its text, such as where did Jack go or who now has

the ball, the kinds of questions we might consider fair to ask about a story quickly exceed

anything we could reasonably call the story’s actual exposition. If we were to ask the AI,

for instance, “what would you do if your [sic] were Jack?” or “how would you get some

money if you needed it now?” we quickly discover that the answers are nowhere to be

found in the text.17

While Charniak himself may not have been the first to articulate it, the period of

the early 1970s during which the microworlds report appeared marked the start of the

16. Charniak, “Toward a Model of Children’s Story Comprehension,” 96.

17. Ibid., 268.
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shift in AI research from the paradigm of “search” to the paradigm of “knowledge.”

Minsky and Papert acknowledged earlier work on creating systems on the model of chess

programs capable of exploring move and counter move to an incredible depth using

only the few simple rules of chess, but the coming moment in AI, they felt, would need

to move beyond the paradigm of simple rules. Charniak gives voice to this moment of

transition when he suggests that, contra earlier researchers who, “seem to believe that a

program, in order to be considered ‘smart,’ should be able to do its tasks without knowing

very much,” such as chess programs armed with only the rules of chess and the ability

to search through possible moves until they find a winning strategy, he believes that

the problem of how to pack a program with knowledge such as that needed to interpret

his story about a piggy bank is exactly the proper subject of AI research.18 Whereas

SHRDLU’s apparent success made it seem that all the rest of human language was on the

verge of being subsumed within AI technologies, the story world focused the attention of

AI researchers definitively outward into the impossibly vast expanse of possible meanings

that reside among and between our words.

Knowledge-based AI would continue to expand into a dominant paradigm throughout

the 1970s and 1980s, after which, due to statistical methods broadly construed, “learning

from data” would come to replace knowledge as the dominant metaphor through which

AI researchers understood Turing’s original provocation to build machines that learn from

“experience.” Before any of that happened, however, Charniak articulated a prescient

critique that remains a useful measure of the field’s current situation.

In response to researchers who believed that only programs that accomplished

much while knowing little could be properly understood as “smart,” he suggested that,

“‘learning’ is typically held out as a way to accomplish this task. . . many people assume

that a program to read stories must be a ‘learning program.”’19 In other words, a program

18. Charniak, “Toward a Model of Children’s Story Comprehension,” 17.

19. Ibid.
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that came to the task of reading comprehension already knowing a great deal about the

subjects about which it was to read would not, to these other researchers, seem very

smart, and more pointedly, would not therefore be a legitimate contribution to the science

of intelligent machines. It was not what the machine accomplished, but how the machine

accomplished it that held scientific significance for much of the early AI community.

Because no machine could manifest intelligence as such, all AI work had to make do with

arguing from how the principles underlying rudimentary demonstrations of intelligent

software, taken to their logical conclusions, pointed the way towards intelligent machines.

Machine intelligence, however, always remained just beyond the next breakthrough.

Over the next half century of the field’s history into the present moment, the question

of what counts as a display of machinic intelligence and consequently the very nature

of what the work of AI would evolve. Yet that evolution would not be straightforward,

and many of the questions Charniak raised at this early moment would never fully be

resolved. The difficulty with learning, Charniak observed, was that it required what

was to be learned to be contained wholly within the text. Yet, as Charniak repeatedly

demonstrated with his “narrativistic illusion,” much of what could reasonably asked

about a text depended crucially on things not contained therein. Charniak writes that,

“while it is usually clear what a present tense statement means, what is one to make of

some statement that ‘Jack must buy a new suit’?”20 Such a statement points not simply

into the future, but towards the notion of obligation. Obligations, like promises and the

other intersubjective, discursive objects that occupy McCarthy’s later speculations in his

Elephant 2000 work, are present nowhere in the physical model of the microworld, and

yet they are no less real as terms through which a story that takes place within one must

be understood. Likewise, Charniak notes that the story context offers nothing with which

an AI system might answer the question, “what would you do if your were Jack?”21 “A

20. Charniak, “Toward a Model of Children’s Story Comprehension,” 40.

21. Ibid., 268.
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child’s knowledge,” Charniak writes, “is not there only to enable him to read stories. He

has it to be able to get about in the world.”22

As subsequent work in AI would advance the state of the art in story understanding,

among other areas, it would do so without ever fully resolving the question of what it

means to understand a story, and how that question conditions the way in which the

field interprets its experimental data. The recognition of the necessity of an “outside”

context for interpretation leads inexorably to the central methodological question of

Charniak’s work, namely, “ how far beyond the story may the questions go?”23 Indeed, as

one proceed outwards from the text to the “larger patterns” of understanding the contexts,

perspectives, and histories, and engendered thereby, one finds oneself forced to consider

questions of the, “narrator’s (or author’s) biases, or attitudes about the story,” and just

whether and to what extent the broader questions, “such as those encountered in English

literature courses can be answered by ‘local’ demons24”25 Not unlike the field of English

literature in this moment, caught between competing traditions of close readings of texts

in the formalist and New Critical traditions and the influence of Cultural Studies, Critical

Theory, and other disciplines that urged attention to the historical context of writing, AI

would over the next several decades undergo its own struggle to articulate the proper

boundaries for work in the field. New technologies will be invented that enable new

possibilities for working with texts, and yet these technologies will by and large remain

committed to the restricted view of texts and of interpretation that Charniak questions

here.

22. Charniak, “Toward a Model of Children’s Story Comprehension,” 268.

23. Ibid., 6.

24. In the parlance of late 1960s AI, a “demon” simply refers to a computer process, the details of which
do not concern us here.

25. Charniak, “Toward a Model of Children’s Story Comprehension,” 271.
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5.2 The Expanding Microuniverse

5.2.1 DENDRAL

The 1970s brought rapidly expanding computer memories and increasing processing

speeds that offered, to some, a promise of new frontiers in AI research. On the East Coast,

Charniak and his colleagues had already begun to identify larger knowledge bases as the

primary avenue of improvement. On the West Coast, at around the same time, Edward

Feigenbaum, working at Stanford, was becoming an evangelist for a new era of AI within

the “knowledge-based” systems paradigm. Feigenbaum, among others, helped to set the

stage for a new generation of so called AI “expert systems” that would firmly establish

AI as a commercially viable technology, secure interest and funding from the Defense

department, and even influence national strategy to the extent that Feigenbaum would

find himself, in 1983, testifying before Congress that the United States needed urgently to

invest in knowledge-based systems or face losing its global computer market leadership

to Japan the same way it had lost its semiconductor industry decades earlier.26 Before

all this transpired, however, Feigenbaum developed his philosophy of knowledge-based

systems while developing an expert system called DENDRAL.27

DENDRAL was one of the first systems that fully embraced knowledge-based

computing paradigm, and so helps to illustrate how that shift was a break from the

perspectives that had governed AI research previously. DENDRAL was a system

designed to help chemists interpret the results of mass spectromentry readings. However,

the trouble was that there was no simple mathematical model available that could

correctly interpret such readings, no matter how much computation was applied. Instead,

what was needed was a great deal of heuristic knowledge about different molecules and

compounds and a great deal of attempting to piece together these disparate pieces of

26. Feigenbaum and Cooper, “Statements of Edward Feigenbaum, Stanford University and Robert
Cooper, Director, Defense Advanced Research Projects Agency.”

27. Feigenbaum, Buchanan, and Lederberg, On Generality and Problem Solving: A Case Study Using the
DENDRAL Program.
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information into an explanation of the data. The result was DENDRAL, a system that,

despite a relatively simple reasoning component, which would have been the primary

focus of previous generations of AI projects, contained a (for the time) vast library of

detailed chemistry knowledge. That a system intended to interpret chemistry data should

be designed to incorporate in depth chemistry knowledge is not, and perhaps never was,

surprising or controversial. What was novel was calling such a system “AI.”

In Chapter One, I described how Raj Reddy, in his address as president of the AAAI,

remarked that DENDRAL initially mystified him, and only later did he come to realize

that it was, retroactively, an important contribution to the history of the field. Even those

working on DENDRAL at the time were acutely aware of its liminal status. Joshua

Lederberg, who worked with Feigenbaum on DENDRAL, recalled that throughout the

period during which they worked on it, the would continually ask themselves what he

referred to as, “the nagging question: was the growing pragmatic success of DENDRAL

in solving chemical problems teaching us anything about artificial intelligence?”28

In particular, he recalls a conversation with Feigenbaum in which he was pressing

Feigenbaum on the question of whether DENDRAL was simply a collection of special

cases when Feigenbaum exclaimed, “that’s exactly the point! Knowledge, not tricks or

metaphysical insight, is what makes the program effective—and that itself is an insight of

general import.”29 From this remark, Lederberg traces what would become Feigenbaum’s

recurring slogan in championing the expert systems approach to AI that, “Knowledge IS

Power.”30

There was no question that DENDRAL worked. The question was whether

DENDRAL was AI. That distinction had little to do with the intelligence it exhibited than

with Feigenbaum’s and others’ ability to articulate its mode of operation as an essential

28. Lederberg, “How DENDRAL Was Conceived and Born,” 12.

29. Ibid.

30. Ibid.
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mechanism of intelligence. Much software has been produced in the half century since

the advent of the digital computer, and much of it accomplishes behavior that “would be

called intelligent if a human were so behaving.” Yet, the question of when that software

is itself intelligent remains a matter of intuition tacitly navigated by AI researchers and

informed by competing theories of minds and cognition as well as computation. Had

DENDRAL done no reasoning or computation whatsoever, and so been reduced to a

digital encyclopedia for looking up chemical structures, would its intelligence still have

manifested as such to Feigenbaum and his colleagues, much less Reddy at his later

retrospective address? Is this not the same question as that posed by John Searle in his

Chinese room thought experiment, which asks the listener to consider whether a book so

vast as to contain all valid conversational turns is itself intelligent?31 The performance of

intelligence is a phenomenon at once foundational for legitimizing work in AI, and yet

largely unrecognized and unquestioned within coherent epistemic moments.

5.2.2 CYC

The knowledge based paradigm of AI research would reach its apotheosis in the work

of Douglas Lenat on the Cyc system. In response to Feigenbaum’s testimony before

Congress, the U.S. federal government approved a set of unprecedented measures

to support AI research under the aegis of the Strategic Computing Initiative (SCI).32

In addition to ample funding for AI laboratories, Congress passed the 1984 National

Cooperative Research Act, which allowed for the formation of an unprecedented

consortium of private companies and the federal government focused on the task of

researching and developing new computer technologies to compete with the Japanese

government’s own significant efforts as part of the Japanese Ministry of International

31. Searle, “Minds, Brains, and Programs.”

32. Roland, Shiman, et al., Strategic Computing: DARPA and the Quest for Machine Intelligence,
1983-1993.
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Trade and Industry’s Fifth Generation Computer Systems project.33 In particular,

the Microelectronics and Computing Technology Corporation (MCC) emerged from

this effort under the direction of Admiral Robert Inman with a mandate to undertake

ambitious research. Inman subsequently approached Stanford professor Douglas Lenat

and offered him a contract to lead what would become a multi-decade, millions of dollars

effort to engineer a large scale AI system.34 Influenced by the discourses of knowledge

and expert systems of the moment, Lenat established what would come to be known as

Cyc, a project named for its ambition to hand author an encyclopedic knowledge base

of common sense to serve as the basis for intelligent systems capable of bringing the

background knowledge that Charniak recognized was lacking in the story understanding

problem to the various tasks of AI.

Even in its explicit aim of compiling the knowledge that Charniak argued was the

limit of the microworlds, Cyc did not so much break from the microworlds approach

as reaffirm it. Much like the earlier work, Cyc was an effort to simulate the world

within a computer in sufficient detail that computational reason could access what

was otherwise hidden from computers. In his paper describing the Cyc project, “Cyc:

Toward Programs with Common Sense,” a reference to McCarthy’s original Advice

Taker work, Lenat waxes practically Spinozan in detailing how “air,” in the language

of Cyc, is a “substance,” while “table” is an “object,” yet, in further investigating the

divisibility of objects and substances discovers that the categories often interpenetrate

one another, leading to further discussions about the nature of matter and the essence of

being.35 As Cyc grew larger, moreover, in order to deal with the encyclopedic taxonomy

they had undertaken to create, Cyc’s programmers began to organize its knowledge

into “micro-theories,” informed by the work of McCarthy and his student, Ramanathan

33. Garvey, “Artificial Intelligence and Japan’S Fifth Generation: The Information Society,
Neoliberalism, And alternative modernities.”

34. Lenat, “Conversation with Doug Lenat.”

35. Lenat et al., “Cyc: Toward Programs with Common Sense”; De Spinoza, Ethics, 12.
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Guha, on formalizing isolated contexts for reasoning in an attempt to modularize large

knowledge basis into micro-theoretical units.36 Cyc was, in a sense, a logical extension

of Minsky’s program of assembling an array of microworlds, with the micro-theories

developed in those worlds still visible in their interactions in the context of Cyc’s colossal

knowledge base.

Moreover, just as in Charniak’s story worlds, one of the principle tests of Cyc was

understanding narratives. Lenat describes testing Cyc by feeding it stories and posing

questions that, “any human ought to be able to answer.”37 Even for Cyc, however,

its vast knowledge base would not, it would seem, be enough. Although Lenat never

abandoned Cyc, it too, like SHRDLU before it, would come to be considered a failure and

a monument to the hubris of its moment by researchers and critics alike.38 The solution,

as always, would be to continue the search for even larger sources of data that could

finally fill in what all the systems before had lacked. Yet Lenat too, like Charniak, would

intuit that a more fundamental issue haunted efforts in the field.

Reflecting much later on the continued limited capacities of personal assistants

such as Google’s assistant or Apple’s Siri, Lenat observes that, “no matter how good

your elegant theory of syntax and semantics is, there’s always this annoying residue of

pragmatics, which ends up being the lower 99% of the iceberg. You can wish it weren’t

so, and ignore it, which is easy to do because it’s out of sight (it’s not explicitly there

in the letters, words, and sentences on the page, it’s lurking in the empty spaces around

the letters, words, and sentences.) But lacking it, to any noticeable degree, gets a person

36. Guha, “Contexts.”

37. Lenat et al., “Cyc: Toward Programs with Common Sense,” 34.

38. Adam, Artificial Knowing: Gender and the Thinking Machine; Crevier, AI: The Tumultuous History of
the Search for Artificial Intelligence.
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labeled autistic.39”40 Despite oceans of data, the vast majority of what makes language

language eludes both the modern technology industry and Cyc just as it did Charniak in

the field’s founding moments.

5.3 Exodus from the Microworlds

In the standard accounts of the history of AI, knowledge-based systems rose out of

the microworlds of the 1960s, and in turn gave rise to the statistical systems of the

1990s.41 The knowledge-based systems of the 1970s and 1980s generated many valuable

technologies. By the mid 1980s, knowledge-based AI systems had become prevalent

across a variety of economic sectors and many fortune 500 companies had at least some

involvement with these systems.42 Yet, as knowledge-based systems overcame the

limitations of scale that hobbled the microworlds, so too did these systems encounter

their own ultimate limit in what would come to be called the “knowledge bottleneck.”43 In

essence, computers did indeed require larger knowledge bases to be intelligent, but human

programmers were simply too slow to input the millions of requisite facts by hand.

This was the narrative that would underwrite the next generation of statistical

methods, built on a rhetorical foundation of overcoming the knowledge-based systems’

limitations. A 2016 deep learning textbook authored by neural network researchers

Goodfellow et al. explicitly invokes chess and Cyc in a discussion of the limitations of

39. Lenat is far from the first researcher of intelligent machines to reach for the vocabulary of mental
illness to describe the observed deficiencies in machinic reason. Rosalind Picard’s foundational work on
affective computing borrows heavily from neuroscientific discourses, and much of the substance of the early
Macy conferences on cybernetics were predicated on using machinic models of mind to diagnose and treat
mental illness due to a perceived similarity between human mental disorders and machinic action (Picard,
Affective Computing; Foerster, Cybernetics).

40. Lenat, “Sometimes the Veneer of Intelligence is Not Enough,” para. 22.

41. Crevier, AI: The Tumultuous History of the Search for Artificial Intelligence; Nilsson, The Quest for
Artificial Intelligence.

42. Simpson, “Oral history interview with Robert Lee Simpson, Jr.”; Simpson, “DOD Applications of
Artificial Intelligence.”

43. Minsky and Papert, Progress Report on Artificial Intelligence.
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systems of rules designed by human programmers.44 The solution, the authors propose,

is to allow machines to learn on their own, making use of more data than a team of

programmers could formalize in a lifetime and developing their own rules that defy

human intuition. However, as with the transition from the simple search-based chess

systems of the 1960s to the knowledge-based systems of the 1970s and 1980s, the

transition to statistical systems and ultimately to deep learning-based approaches in

the 1990s and 2010s would rest not only upon advances in technology, but also on an

evolution in how researchers imagined the nature of machinic intelligence that never fully

resolved previous standing questions even as it created opportunities to explore new ones.

The narrative of overcoming the limitations of knowledge-based computing using

statistics and machine learning served—and still serves—to hide a deep continuity

between the earlier project and the latter. When, in the early 1990s, successes in applying

statistics to speech recognition led to further successes in statistical machine translation,

the rhetoric of once again overcoming the limitations of—and thereby obsoleting—a

previous technology had already been decades in the making. As Christine Mitchell

relates, researchers at a 1992 machine translation conference put on a mock “medieval

disputation” between proponents of earlier rule based translation and the more recent

statistical translation.45 Although they believed a “disputation” to be synonymous with

academic debate, Mitchell notes that the connotations of the earlier practice in which

students learn to argue the tenets of theological dogma against a straw man, winning

converts to one’s side. Fittingly, the 1992 disputation proved less an effort at seeking

the truth between two competing schools, and more an opportunity to celebrate the

relentless progress of science, upending and consigning to irrelevance all that came

before. However, such rhetoric has often left more recent work unaware of the ways in

which it recapitulates many of the same difficulties of the paradigm it ostensibly upended.

44. Goodfellow, Bengio, and Courville, Deep Learning.

45. Mitchell, “Whether Something Works: Finding the Human in the Margins of Machine Translation.”
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Mitchell observes that the transition from rule based to statistical machine translation

engendered a shift not only in methods, but also in goals. Contra earlier efforts that

aimed at translations on par with expert human translators by incorporating all the

world-knowledge that make human translation possible, Mitchell documents a subtle

shift to statistical methods that produce useable approximate translations that a human

being can perhaps productively interpret, but which in no way resemble human level

performance. Computer scientist Adnan Darwiche argues essentially the same point from

within the field, noting that efforts to understand human level intelligence have largely

given way to optimizing useful systems that, however valuable, are not fundamentally

aimed at the questions of earlier AI research.46 Both of these analyses point to how, rather

than superseding earlier AI methods, contemporary research has tended to shy away

from some of the most pressing questions, which continue to haunt the field. Moreover,

when researchers finally do turn to older questions with more contemporary methods,

familiar themes from the field’s history begin to reemerge. As Mitchell put it, for all

that statistical methods added to the practice of AI research, researchers nevertheless

still found themselves needing, “to strive for a similar universalism; instead of a general

theory of language, [they] needed a database of everything.”47

5.3.1 NELL, the Never-Ending Language Learning

Along with faster computers, larger memories, and more comprehensive learning

algorithms, the 1990s and 2000s brought with them a new source of data for AI research

in the form of the world wide web. With the web came a renewed search for the

knowledge that would allow AI systems to overcome the limitations Charniak articulated

in the 1970s. On account of its sheer scale, the web factors frequently into conversations

46. Darwiche, “Human-Level Intelligence or Animal-Like Abilities?”

47. Mitchell, “Whether Something Works: Finding the Human in the Margins of Machine Translation,”
20.
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in AI as the ultimate dataset in which all human language and action are captured.48

Somewhere on the web exists the datum needed to learn any given item of human

knowledge, and so the web offers a way to overcome the limitations of the microworlds.49

One project in particular, Tom Mitchell’s Never-Ending Language Learner

(NELL), offers a useful foil for the earlier work in the ways it both challenges and

reproduces many of the architectural features of Cyc.50 Like Cyc, NELL was begun

with encyclopedic ambitions. As Mitchell discusses in a talk he delivered at the Turing

centennial in Princeton, New Jersey, the inspiration for NELL arose from the recognition

that humanity has, to this point, collected inconceivable quantities of knowledge

in written form, and while the prospect of reading every book can only remain as

philosophical, when laid against a human lifespan, as counting the sand and the stars,

computer speeds present the very real possibility that an AI could read it all.51 Chief

among these texts is the world wide web, which Mitchell views as a sort of global

encyclopedia containing vast quantities of knowledge. Mitchell’s project therefore

emphasizes the development of techniques for learning to extract knowledge from written

material, and in particular, a large dataset of web pages prepared for the purpose.

The NELL system that results, as is evident from its examining its knowledge base,

looks a great deal like an encyclopedia. The terabytes of data have been processed into

facts organized around a characteristically encyclopedic division of knowledge. Foods,

sports, countries, and other classic categories of encyclopedic taxonomies structure

the system, and within them, simple facts such as “apple is a food” and “soccer is a

sport” populate the entries.52 Despite much contemporary (and historical) rhetoric that

idolizes machines that teach themselves and learn forms of knowledge unrecognizable to

48. Wilks, “What Would a Wittgensteinian Computational Linguistics be Like.”

49. Halpin, “Solving the Frame Problem Socially.”

50. Mitchell et al., “Never-Ending Learning.”

51. Mitchell, “Never Ending Language Learning.”

52. “Read the Web.”
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human beings, in practice, such machines must remain legible to a research practice that

views knowledge, as it has for decades, in terms of the ontological conventions of that

microworld. NELL is an attempt to harvest from the web a database of facts such as those

Charniak diagnosed as missing from early AI systems that struggled to interpret stories

that pointed beyond their texts.

Despite the ultimate aim of a system that can teach itself through reading, NELL

in the present requires constant human attention to guide it towards its desired end. As

Mitchell notes, once NELL makes a small error, such as classifying a web browser’s

concept of “cookie” with the baked variety, NELL’s architecture makes it prone to

compounding on such small errors, leading to a total confusion of baking and technology

in NELL’s knowledge base.53 To fix this, NELL requires the assistance of human experts,

whether graduate students or even members of the web community who can vote on

entries in NELL’s knowledge base through an online web portal. In order to correct

NELL, however, these experts must have some conception of how to structure the

knowledge NELL is trying to learn. Since NELL does not mobilize its knowledge for

any kind of performance, on what basis can the conflation of browsers and bakeries be

considered an error? Although statistical and neural representations may, as Goodfellow

and his fellow authors of Deep Learning have argued, promise the possibility of learning

their own representations and freeing machines of the constraints of human ontologies,

as NELL helps to make clear, those systems are still ultimately judged by the standards

of those ontologies. However a neural network may come to understand a story, it

must make clear to its designers what it has learned by articulating its knowledge with

reference to a particular taxonomy or else how can anyone be sure that what it has

learned is not merely nonsense? No matter what is possible in principle for a learning

algorithm to learn, if it is not to be discarded as yet another failed experiment on the road

to language, it must translate that knowledge into the classic categories that have defined

53. Mitchell, “Never Ending Language Learning.”
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the history of AI work and recapitulate the essential structure of the earliest AI programs.

After decades of efforts to gather ever more knowledge, it remains difficult to identify

precisely where that knowledge has ultimately been brought to bear on the questions that

initially motivated its collection. How many rules would Cyc have to contain or would

NELL have to learn before they knew enough? Recently, there has been a return to the

microworlds project in several high profile AI research labs that help to measure what

precisely these methods that ultimately find their conceptual genesis in the microworlds

have managed to accomplish with respect to the original ambitions of that microworlds

project.

5.4 Return to the Microworlds

Much as the successes of early chess programs helped to ground Minsky’s chess-inspired

microworld vision, recent high profile AI successes in a variety of “games” have

similarly instigated a return to the microworlds. The startup DeepMind, since acquired by

Google, helped to reinvigorate games-based AI research with a virtuoso neural network

performance in beating several Atari video games from the 1970s such as breakout.54

Subsequently, DeepMind cemented the modern era of game-based AI with its defeat of

world go champion Lee Sedol, mirroring IBM’s 1996 defeat of chess champion Gary

Kasparov.55 Such research has been further encouraged by the establishment of the

non-profit OpenAI, and the release of their video game “gym,” that acts as a platform

for researchers to easily test their systems against a variety of games, both classic and

more contemporary.56 As Nathan Ensmenger has argued, however, while games offer a

convenient experimental apparatus in that they provide clear measures of progress and

performance in the form of high scores and competitive rankings, they also inevitably

54. Mnih et al., “Playing Atari with Deep Reinforcement Learning.”

55. Borowiec, “AlphaGo Seals 4-1 Victory Over Go Grandmaster Lee Sedol.”

56. Brockman et al., “OpenAI Gym.”
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invite the question of what games have to do with “real” scientific work.57

As in the earlier moment, these recent successes in games research have led

researchers in several prominent labs to lay out grand, occasionally Minsky-esque visions

of AI research that unites the gamic form with the traditional concerns of AI research. In

doing so, this work both implicitly and often explicitly invokes the blocks world of the

earlier moment.58 Three projects in particular will help to illuminate the modern blocks

world imaginary, and in so doing highlight both how much has changed in the past half

century and how much has remained the same.

5.4.1 The Modern Microworlds

The first microworld I will consider in this chapter is the 2016 bAbI environment.59

Researchers at Facebook Research released an environment for AI research on question

answering.60 The environment used in this research simulates a small microworld of

people with names such as “John” and “Mary” wandering the hallways and gardens of

a house and exchanging objects such as footballs and cakes. This simulation produces

traces of actions in the game world that can then be fed into a machine learning algorithm.

The algorithm must analyze the traces and then answer questions in a variety of formats.

These formats, much like the original microworlds vision of developing isolated contexts

for developing independent intellectual abilities, decompose question answering into

primitive components such as questions that can be answered by a single supporting

fact; questions that must be answered with multiple supporting facts; questions involving

negation, counting, or lists; yes/no questions; questions about time, position, or size;

questions about paths through the house or character motivations; and questions involving

57. Ensmenger, “Is Chess the Drosophila of Artificial Intelligence? a Social History of An Algorithm.”

58. She et al., “Back to the Blocks World: Learning New Actions Through Situated Human-Robot
Dialogue”; Hermann et al., “Grounded Language Learning in a Simulated 3d World.”

59. The name is never explained in the papers or materials describing the dataset, but it appears to be a
portmanteau of “AI” and “baby,” which, along with the “Children’s Book Test” listed on the bAbI project
website, strongly recalls Charniak’s early efforts to analyze children’s stories (“The BAbI Project”).

60. Weston et al., “Towards Ai-Complete Question Answering: A Set of Prerequisite Toy Tasks.”
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logical disjunctions. The researchers explain that these primitive components should be

understood to be the first of an expansive future set of test cases for nascent AIs.

The focus of this research is not restricted to question answering, however, as the

researchers’ ambitious language demonstrates. In echo of Turing’s original inspiration

for the Turing test, the researchers observe that because questions can be asked about

anything, and answers to questions, they claim, can be easily evaluated for correctness,

question answering is in fact a broad experimental paradigm for researching all

dimensions of artificial thought within a single framework. Much like the microworlds,

this work aims outwards towards an ever expanding frontier of linguistic knowledge.

Later that year and the following year, several members of the same group at

Facebook Research would release a pair of papers detailing a second, more ambitious

yet more conceptual project they called CommAI, short for communication-based AI.61

The CommAI paper similarly argues for raising an AI in a simulated world composed

of language as a means to teach it to communicate, which the researchers viewed as one

of the central desiderata of any AI system. Unlike the bAbI work, which the researchers

clarified dealt with more limited textual phenomena, the CommAI project construes the

concept of communication more broadly. Returning to Turing’s conception of a “child

machine,” the CommAI environment imagines a computational intelligence in a state of

tabula rasa.62 From this state, the AI is fed input streams consisting of bits representing

audio, visual, or textual input, and is rewarded based on its success in completing the

tasks implied by the instructions contained in those bit streams.

The CommAI researchers explicitly invoke Winograd’s work on SHRDLU in

arguing, explicitly in opposition to a tendency within the field that I have commented

on previously, for a return to a microworlds approach to AI. Although they imagine that

the bit stream that represents the sole source of information through which the nascent

61. Baroni et al., “CommAI: Evaluating the First Steps Towards a Useful General AI”; Mikolov, Joulin,
and Baroni, “A Roadmap Towards Machine Intelligence.”

62. Turing, “Computing Machinery and Intelligence (1951).”
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AI can learn about the world might carry any form of media, in the examples through

which they illustrate its construction, they primarily imagine a “simplified English,” such

as the request to “move the red block over the blue block.”63 Drawing on the language of

games and, as in the bAbI work, text-based adventure games in particular, they imagine

a training environment that is a simulation of an eventual imagined engagement with

a larger and more expansive reality. Citing Mitchell’s NELL system as inspiration for

the work’s future, the researchers claim, as has been conventional in the field since the

end of the 1980s, that the microworlds approach failed due to the limited scale afforded

by the technologies of their moment. With contemporary learning algorithms and data

warehouses, they claim, those limitations may now be possible to overcome.

Finally, in 2018, researchers from Microsoft Research announced the release of

TextWorld, a game platform designed to challenge researchers to make their AI systems

intelligent enough to beat the game.64 TextWorld presents players, whether human or

machine, with an interface to a text-based world reminiscent of SHRDLU’s block-filled

table. Within the game narrative presented by TextWorld, players find themselves in

a house with a variety of culinary affordances and charged with the task of collecting

ingredients and preparing a meal according to a recipe. For a human player accustomed

to the genre, TextWorld will feel familiar. It will pose little difficulty to orient oneself

within this narrative universe, locate the supermarket, obtain the ingredients, return to

the kitchen, and prepare the meal. AI players, however, face a greater obstacle, and one

the creators of TextWorld hope that researchers will be forced to overcome in the process

of designing AIs capable of clearing the game. According to the creators of TextWorld,

any AI that wishes to play a game accessible only as text must first learn to understand the

world through that text—the AI must understand language.

In a blog post introducing the TextWorld project, researchers linked the project to the

63. Baroni et al., “CommAI: Evaluating the First Steps Towards a Useful General AI,” 3.

64. Côté et al., “Textworld: A Learning Environment for Text-Based Games.”
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recent successes in other game playing research.65 The rhetoric both in the blog and in the

associated paper is explicit about drawing on the conventions of text-adventure games in

rendering the world as a series of interconnected rooms with objects that can be picked

up into a inventory and used to create new objects. Such a game world, they imagine,

can serve as a simplified environment where an AI can learn the types of “common

sense” knowledge humans possess about everyday objects, just as Charniak argued was

needed to understand his story about the piggy bank. One of the essential mechanics of

this simulated world is the predicate “at,” representing the place in which the AI finds

itself for modern machine learning agents just as it once did for McCarthy’s advice

taker.66 Due to the computationally generated nature of this artificial world, however, the

researchers note that it is possible to scale up the vocabulary, the number of items, and the

number of rooms arbitrarily, allowing AIs to grapple with increasingly difficult challenges

on their way towards a future singularity. They express the hope that TextWorld will

become an expanding library of simulated worlds designed to test different functions

of machine intelligence, just as Minsky had envisioned so many decades ago. It is the

amount of knowledge, they argue, and the problem of getting it into a computer, that

constitute, as they always have, the task of AI research.

5.4.2 Longing for a World

All of these returns to the microworlds share a common language of optimism in the

field’s future, and a sense that now is the moment to return to the long abandoned

microworlds project armed with new tools and techniques that can overcome the

limitations that originally scuttled the approach. All of them link their projects explicitly

to Winograd’s work and use the language of games to articulate a uniform progression

from the simple to the complex—from the artificial to the real. All of these microworlds

65. “TextWorld: A Learning Environment for Training Reinforcement Learning Agents, Inspired by
Text-Based Games.”

66. Côté et al., “Textworld: A Learning Environment for Text-Based Games.”
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revivals share a common assumption that the machine-learning-centric methods in use

in modern AI represent a natural extension of the earlier work at MIT and supersede

Winograd’s original techniques. It should certainly come as no surprise that the state of

the art methods in use at the premier industrial research laboratories should in general

supersede the methods of the doctoral work of one of the field’s earliest students using

computers that were decades less powerful than those now available. However, despite

this sizable technical gap, the most striking feature shared by all of these microworlds

is how none of these projects aspires in any concrete detail to more than Winograd

accomplished in the infancy of microworld research.

Yorick Wilks, an AI researcher who has periodically throughout his career reflected

historically and philosophically on the development of AI has commented on the

relationship of AI to its microworlds past in a manner that illuminates the relationship

between SHRDLU and the more recent microworlds. Writing in 1975, just as Winograd

had a year earlier despaired of the approach that led to SHRDLU, he notes that the field of

AI, as observed by himself and others, has long had a strange habit of falling into and out

of love with various approaches without any of them ever being clearly proven wrong.67

In this piece, he suggests that SHRDLU and the microworlds was one such example of a

moment that passed without clear resolution. I would extend Wilks’s observation to argue

that SHRDLU and the microworlds moment it came to represent, pace Winograd, never

“failed” per se, despite the TextWorld researchers’ later recognition that the microworlds

has since been assumed a failure and needed to be explicitly reclaimed. Indeed, even the

subsequent expert systems era, as argued by Feigenbaum among others, never so much

failed as faded from view as the definition of AI changed out from under it. That is not to

say that such approaches should be returned to uncritically and later work abandoned, but

rather it points towards a dynamic in how AI as a field narrates its own history that can

67. Wilks et al., “Natural Language Understanding Systems Within the AI Paradigm-A Survey and Some
Comparisons.”
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help to clarify how some futures are made to look inevitable and others invisible.

In a much more recent essay, Wilks observes that the history of AI, in its various

fashions, forms a vast cycle.68 The symbolic efforts of the early period gave way to

statistical approaches, which in turn ultimately circled back, as has the recent spate

of microworlds, to attempts to learn symbols using statistics. The early discourses

of statistical and neural methods were characterized, as Mitchell argues, by a sense

that whatever “symbols” a machine learning algorithm might develop internally,

explicit symbols as such could be done away with from the perspective of researchers

evaluating the system.69 Performance was an empirical question that could be measured

experimentally. Yet the symbols researchers have increasingly begun to return to are

not simply those implicitly contained within the impenetrable matrices of numbers that

characterize deep learning algorithms, but rather symbols that they can interpret, and that

cast the world in an ontological mold familiar from the history of the field.

There is an irresolvable difficulty, as Turing well understood, at the heart of any

attempt to answer the question of whether or not a machine that speaks really understands

what it says. If asked whether it understands, it can learn to say “yes.” If asked a question,

it can learn the appropriate answer. For any given set of challenges, as long as the

experimenter is capable of defining a correct response, the machine can learn to supply

that response. As the lead researcher on the TextWorld project, Layla El Asri, remarked

in an interview, NLP researchers remain conflicted about many of the common practical

evaluation strategies in NLP research, and for dialogue systems in the tradition of

SHRDLU in particular.70 The difficulty stems from the difficulty of articulating just what

a “correct” statement looks like in the context of an open-ended conversation. In practice,

metrics like BLEU scores, which measure how similar a computer generated response

68. Wilks, “What Would a Wittgensteinian Computational Linguistics be Like.”

69. Mitchell, “Whether Something Works: Finding the Human in the Margins of Machine Translation.”

70. El Asri, “Talking with Machines with Dr. Layla El Asri.”
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is to a human response in a similar context, are often the best available compromise

when such metrics need to be reported for scientific evaluation. However, as researchers

are aware, conversation can take many turns, and one or even several particular human

responses in a given context do not rule out a perfectly viable response that takes the

conversation in a different direction. Microworld systems such as TextWorld are implicit

recognitions by their researchers that such conversations about the “correctness” of

language, a necessity from within the experimental paradigm of modern machine

learning, are without answer. The return to symbolic systems, even those driven by

statistical learning methods, are an effort to ground the otherwise ambiguous nature of

language in a context for evaluation. The microworld is what gives language meaning.

One of the highest profile recent contributions to the state of the art in machine

language is that of AI research organization OpenAI’s GPT-3 language model.71 GPT-3

can produce paragraphs of flowing text on a range of topics, often very convincingly

fluent, and as such has ignited a great deal of excitement about the progress of machine

learning technologies towards “language” as such. However, as psychologist and GPT-3

critics Gary Marcus and Ernest Davis argue, for all its apparent fluency, GPT-3 routinely

says things that are logically absurd, such as implying that cranberry juice is poisonous

or that a lawyer whose suit is at the cleaner should show up to court in a bathing suit

instead.72 At issue for Marcus is whether GPT-3 has developed, internally, any form

of coherent sense of the world about which it speaks, or whether it is merely repeating

phrases from its incomprehensibly vast catalog of training data, and how one would be

able to tell the difference.

In a conversation with deep learning researcher Yoshua Bengio, Marcus and Bengio

settle on the notion of a “world model,” as the important missing term that eludes AI

research. The notion of a world model figures into their conversation as an intuitive grasp

71. Brown et al., “Language Models Are Few-Shot Learners.”

72. Marcus and Davis, “GPT-3, Bloviator: OpenAI’S Language Generator Has No Idea What It’s Talking
About.”
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of the world outside of language that nevertheless underwrites linguistic performance.73

In conversation, they consider evidence from neuroscience and the performance of hybrid

symbolic and neural network systems in practical tasks in industry to lay out the need

for something not quite yet articulable, but nevertheless substantial in which to ground

the learning of language. However, even having just discussed the success of hybrid

models, when Marcus offers Lenat’s Cyc as an example of successful albeit imperfect and

limited reasoning, Bengio will not hear of it, remarking only, “but, it doesn’t work.”74 Yet,

elsewhere, in an interview at MIT, Bengio mused that current neural network methods

were at an impasse, and speculated that perhaps the architectural designs of the earlier

expert systems work made for storing vast libraries of symbolic knowledge could inform

the development of new technologies.75 Although Cyc is firmly entrenched for Bengio in

AI’s history as a failure, nevertheless the broad commitments to assembling some kind of

structured, totalizing view of the world live on.

The present field of machine learning is characterized by widespread dissatisfaction,

voiced by Bengio, El Asri, and others, with its current methods of producing algorithms

that perform well in narrowly artificial evaluations.76 Increasingly, researchers and critics

have begun to express the sense that what current systems lack is a model of the “world,”

although precisely what that means remains elusive.77 In returning to this older desire to

simulate the world, researchers seem to be reaching for a sense of stability such worlds

promise. “Language,” untethered from context and evaluated in a laboratory, is an airy,

mysterious object for science. No matter how many tests or experiments are devised,

Lenat’s 99% still eludes understanding. Even as algorithms such as GPT-3 consume

73. El Asri, “Talking with Machines with Dr. Layla El Asri.”

74. Bengio and Marcus, “Yoshua Bengio and Gary Marcus on the Best Way Forward for AI.”

75. Bengio, “Yoshua Bengio: Deep Learning.”

76. Dunietz et al., “To Test Machine Comprehension, Start by Defining Comprehension.”

77. Vallor, “The Thoughts the Civilized Keep”; “The Field of Natural Language Processing is Chasing the
Wrong Goal.”
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more text than a human being will process in a lifetime and become preternaturally good

at language tasks that even human beings struggle with, such as grammatical sentence

parsing, still no machines have appeared that seem even remotely able to actually use the

language that comes so naturally to so many human beings. Without a context, it is hard

to know what linguistic behaviors make sense and what important dimensions of language

use have been overlooked in all the narrow tests.

El Asri, Bengio, and other modern researchers who now grapple with assimilating

technologies of an earlier era into a moment that has been built on their rejection are

navigating a difficult conceptual ground. On the one hand, those technologies have

“failed,” and so must be redeemed in a way that diagnoses their failures and makes

them appear newly relevant, rather than foolhardy returns to a long buried past. On the

other, all these researchers nevertheless sense in them the same promise that tempted

their original creators, knowing full well that history has memorialized this temptation

as a false hope born of the naive optimism of a young field. Bengio grapples with this

dichotomy when he dismisses Cyc out of hand while meditating on a return to expert

systems methods. In what aspect of these early approaches did the fault lie? The risk

in this moment of return is that researchers will once again replace one universalism

with another—universal datasets returning to universal rules—without recognizing that

even as methods have changed, that commitment to a totalizing view of knowledge has

remained a constant in the field from the moment Minsky articulated the microworlds

vision and indeed since well before. Such universalism however was never Winograd’s

project and it was not what made SHRDLU so towering an influence on the later history

of the field. Characterizing SHRDLU’s dramatic impact on the early field of AI, Wilks

observes that SHRDLU represented a confluence of two traditions—of problem solvers

that previously had been unrelated to language and of language technologies that had

never previously asked how language comes to mean things in the world.78 SHRDLU

78. Wilks et al., “Natural Language Understanding Systems Within the AI Paradigm-A Survey and Some
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for the first time combined language and a world upon which that language acted. When

SHRDLU appeared, it was the first program actually capable of doing something with

words.

5.5 Critics of the Microworlds

In order to reconsider the microworlds moment as primary material for AI work in

the present, it is first necessary to return to the long history of critiques of the original

microworlds project. Almost from their inception, the microworlds faced critiques from

a range of disciplines across the humanities and social sciences. Individually, these

critiques speculate in a variety of disciplinary languages about where the fault lies that

current AI researchers must overcome without reaching any particular consensus. Taken

together, however, commonalities emerge among the various critiques that collectively

form a useful lens through which to view the possibilities and pitfalls of microworlds

research.

5.5.1 Second Self

The original critique of the microworlds is due to MIT psychoanalyst Sherry Turkle,

whose landmark 1984 study of the adolescent culture of the MIT computing center

helped to introduce the language and iconography of the male hacker that would

become the centerpiece of future critiques of the culture of computing.79 Speaking

psychoanalytically, Turkle argues that the male students of the computing center found

in the computer a social universe to replace the human interconnections that they might

otherwise naturally have been able to form. In this computing center culture, students lost

sight of the boundary between the real and the imagined, and found themselves drifting

ever further into the world of the artificial.

Comparisons.”

79. Turkle, The Second Self: Computers and the Human Spirit.
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Turkle’s critique saw the microworlds as a categorical psychological displacement.

“The program” was, for AI researchers, she argued, what desire was for Freud or capital

for Marx—a complete rearrangement of their cosmology from an intellectual to an

individual level.80 As MIT hackers came to see themselves as the authors of these

miniature universes, they engaged in a characteristically male fantasy of creation and

control, free of the complexity of real human relationships. Like narcissus, they fancied

themselves to be the center of their universes.

For Turkle, the microworlds are an illusion. To enter the microworld is to seek refuge

from the complexity of the real, not to attempt to prepare one’s self to re-enter it. The

suggestion that the microworld could be a tool for bridging the gap between the computer

world and the real is therefore an inherent impossibility. While Turkle limits herself to an

engagement with the MIT hackers, others would take her critique further, applying it to

the researchers those hackers would one day become.

5.5.2 Alchemy and Artificial Intelligence

One such critic was the philosopher Hubert Dreyfus, who had long been known to

researchers as one of the field’s most infamous critics after the 1965 publication of

his RAND corporation memorandum, “Alchemy and Artificial Intelligence.”81 In this

memorandum, Dreyfus draws on phenomenology in challenging the foundations of the

field and the possibility of machine intelligence. Dreyfus asks whether human knowledge,

so supple and inarticulable, could ever be captured by the rules of a computer program.

Taking issue with computer chess, he argues that the human chess player does not play

through an exhaustive knowledge of the moves and counter moves of chess, but by

access to a special “fringe consciousness” of the human brain that tolerates uncertainty,

ambiguity, and incompleteness.82 When, two years later, an MIT chess program would

80. Turkle, The Second Self: Computers and the Human Spirit, 170.

81. Dreyfus, Alchemy and AI.

82. Ibid., iii.
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defeat Dreyfus in a match, his dire predictions about the future of computer chess would

become a subject of ridicule in the AI community. Nevertheless, the substance of his

critique remained a topic of his work for many years, and in particular, the microworlds

per se would become a focal point of his critiques

In the decade after the publication of his book expounding on his earlier critiques,

What Computers Can’t Do, AI as a field continued to progress. As such, Dreyfus revisited

his earlier arguments in his essay, “From Micro-Worlds to Knowledge Representation:

AI at an Impasse.”83 For Dreyfus, microworlds embodied the clearest example yet of

his fundamental critique that AI systems would always come up short in comparison

with human beings due to their inability to represent the fuzzy, embodied knowledge

that is the essence of human experience. SHRDLU could never wave its blocks about or

knock them over in the way a human infant playing with its own blocks could, thereby

building up the fluid understanding of its three dimensional world forever inaccessible to

a computer. Human concepts, once divided, simplified, and embodied in a microworld

simulation, ceased to be the same concepts they were at the outset, and so their study had

little meaning for grander ambitions to teach AI systems about the world inhabited by

humans.

5.5.3 Artificial Experts

In 1990, sociologist Harry Collins extended the microworlds critique in his book,

Artificial Experts.84 In this work, Collins surveyed the field of expert systems and

“knowledge engineering” dominant in AI at that time. Knowledge engineering, or the

art of constructing expert systems, required researchers to elicit the essence of expert

knowledge from human experts through interviews, among other means, and encode

this knowledge into the rules of an expert system. As Collins discovered, however, such

83. Dreyfus, “What Computers Can’t Do”; Dreyfus, “From Micro-Worlds to Knowledge Representation:
AI at An Impasse.”

84. Collins, Artificial Experts: Social Knowledge and Intelligent Machines.
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elicitation was more complex than it may have first appeared.

Playing the role of knowledge engineer and AI researcher, Collins apprentices himself

to a research crystallographer and attempts to elicit the knowledge of that profession

to encode in his expert system. As he discovers, when asked how he did his work, the

crystallographer instinctively began to explain crystallography as it might be organized

and presented in a textbook. In observing the researcher at work, however, Collins noted

that much of the actual practice that made his crystallography successful involved a kind

of “tacit knowledge,” the existence of which the researcher seemed generally unaware of

unless his attention was called to it. For instance, knowing that one had to hit the machine

just so to get it to start up correctly was hardly a textbook item of crystallographic

knowledge, however it was vital to being able to make the machines work in practice, and

that in turn was a fundamental requirement for any research to happen at all.

This tacit knowledge, Collins argues, is communicated through informal and

unrecognized channels of practice. Crystallographers that worked closely together in

the same laboratory might exchange, implicitly, any number of such practical lessons

in the functional art of crystallography without ever becoming explicitly aware of what

they were communicating, or even that they were exchanging anything at all. Invoking

SHRDLU, Collins argues that this kind of tacit exchange of knowledge, facilitated by a

broad background of cultural assumptions shared among human researchers but never

disclosed to machines, rendered the microworlds comparatively sterile and empty.

5.5.4 The Closed World

In his critical history of Cold War computing, Paul Edwards invokes the literary frame

of the “closed world” to understand the mise en scéne of the theater of war.85 Drawn

from the criticism of Sherwin Hawkins, the “closed world” refers to a narrative setting

in which all of the dramatic elements are in place at the outset. The closed world is a

85. Edwards, The Closed World: Computers and the Politics of Discourse in Cold War America.
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dinner party murder mystery in which the suspects, motives, and murder weapons are

all on display at the outset, and no one can enter or leave the mansion until the police

inspector delivers a verdict. It would be a violation of the closed world conventions for

the murderer to be revealed as an as yet unintroduced agent from beyond the manor

grounds. As applied to Cold War American military ideology, the closed world signifies

a post WWII techno-triumphalism in which command and control systems completely

remove the fog of war. Like the murder mystery, all enemy positions, strategic objectives,

and allied resources become visible as if on a vast chessboard. War becomes calculable.

For Edwards, this closed world rhetoric formed part of a Foucauldian discourse

formation, metaphorically blending the closed worlds of the battlefield with the closed

worlds of AI research. At this time, AI was largely supported with defense dollars, and

its agenda heavily shaped by military priorities. As Edwards notes, The Office of Naval

Research (ONR), in the early 1950s, began, on the basis of the closed world ideology,

to perceive a need for computer systems to offer “decision support” to military decision

makers.86 Consequently, the ONR began to search for and fund university programs in

computation. Likewise, as I have discussed, in the early 1960s, the ARPA Information

Processing Techniques Office (IPTO) under J.C.R. Licklider began strongly supporting

AI programs. As a result, directly or indirectly, early AI technologies were selected and

shaped within the framework of the closed world military ideology. The elements of

early AI most in tune with the closed world vision were those most strongly supported

and grown by the military. At the same time, elements of the still vibrant cybernetics

movement, insofar as its technologies emphasized openness, flux, and adaptability to

a fundamentally unknowable environment were, not coincidentally, less favored with

institutional support. Thus, by virtue of the Cold War environment in which they grew,

the AI technologies that would lay the foundation for future work in the field tended to be

those that favored this closed world paradigm.

86. Edwards, The Closed World: Computers and the Politics of Discourse in Cold War America, 259.
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From the ideology to the very actors he discusses, the concept microworld is at the

heart of Edwards’ closed world discourse. As Edwards notes, “in its Enlightenment-like

proposals for an encyclopedic machine, AI sought to enclose and reproduce the world

within the horizon and the language of systems and information.”87 At the heart of the

closed world, and by extension the microworld, is the encyclopedic tendency to view

the world as an open book, available to machinic analysis. The closed world and the

microworld are significantly both worlds in the sense that they operate under the fiction

of reconstructing a microcosmic facsimile of the larger “world” of human experience. AI

systems are “miniature closed worlds, nested within and abstractly mirroring the larger

world outside.”88 The microworld, as a concept and a technology, finds itself nested

within the closed world of Cold War military and technical thought.

In recursive fashion, proceeding further into the microworld at the heart of Edwards’

closed world, one finds again nested further within another closed world. The core

concept of the closed world, namely that the whole theater of war might be available

to the eyes, both human and machine, of the strategic operator, finds itself encoded

within the formal logic of the microworld technologies in the form of the “closed world

assumption.” As a strictly technical concept, the closed world assumption may apply to

a database of information. If it is assumed the database contains all possible knowledge

relevant to solve a problem, then one has adopted a “closed world assumption.” Thus,

the microworld and the closed world, both as grand ideological assumptions and narrow

technical ones, reflect the microworlds mode of conceptualizing computer systems. As

Edwards himself puts it, “what all this means is that the experience of the computer as

a second self is the experience of the closed world of a rule-based game.”89 As such,

there is a convergence between Edwards’ critique of Cold War military doctrine and other

87. Edwards, The Closed World: Computers and the Politics of Discourse in Cold War America, 256.

88. Ibid.

89. Ibid., 172.
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critics’ critiques of the phenomenological ramifications of microworlds discourses.

For Edwards, the battlefield is simply too complex and ambiguous a place to be

enclosed within the microworld of strategic planning. As proven by the battlefields

of Vietnam, and with echoes in the contemporary rhetoric of the war on terror, no

matter how many sensors, satellite scans, or aerial photographs one deploys, the blurred

boundaries between militant and civilian frustrate the chessboard vision of a fully

observed battlefield. In the figure of the human general sitting in their war room, one can

almost see an echo of Dreyfus’s human chess player sitting before their board. No amount

of calculation available to our physical machines could churn through every move and

counter move on the battlefield. Yet, the war must go on. If it cannot be a computer, then

it must be a human brain, operating in some deep state of fringe consciousness, that takes

in the battlefield, that issues the orders, and that, however imperfectly, is able to do what

a computer is not and simply make it through the day without spinning endlessly in some

unwinnable simulation of war. For Edwards, as for Dreyfus, the moral of AI is that the

world is simply too vast to be enclosed by the symbols of the encyclopedia. The story of

AI is once again a fable, where the scientist’s efforts are doomed to fail in the face of the

sheer scale of creation.

5.5.5 Silicon Second Nature

In Silicon Second Nature, Stefan Helmreich finds himself in the New Mexico desert

cataloging the cosmologies of a small group of scientists at the Santa Fe Institute. During

Helmreich’s fieldwork, the Sante Fe Institute (SFI) housed a number of researchers in

the field of artificial life (AL). Much like the researchers of the MIT microworlds, AL

researchers conducted their experiments within simulated computational universes.

Instead of the blocks world or the story world, however, these microworlds were stages

for a Darwinian simulation of life itself. Like old testament gods, Helmreich remarks, AL

researchers fashioned their worlds out of nothingness, separated light from dark, filled
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the worlds with plants and animals, and then set their worlds in motion with a fall from

Eden. The purpose of these worlds was to study life in silico, and for SFI researchers,

even silicon life was necessarily intertwined with death. These creators introduced the

angel of death into their worlds, and drove their creations to compete with one another

to pass on their genes and evolve, driving one another to extinction in in a struggle for

survival.

The central question animating artificial life research is that of just how real is a

simulated world. Per Helmreich, AL researchers see themselves as studying abstract

models of life, not as it is, but as it could be. Unconstrained by the biochemical

contingencies that guided the evolution of Earthbound life, AL researchers can invent

worlds governed by wholly different physical and chemical assumptions, and test the

universality of the Darwinian laws of nature across a range of micro universes. In order to

effect this scientific program, researchers must therefore articulate some justification that

anchors these microworlds back to our world, or else their scientific conclusions can never

escape the event horizons of their simulations. As Helmreich records, AL researchers,

“see both computers and nature as enacting processes of information transformation.

They hold that the universe is a computer implementing transformations of information

and that computers, which do this so well, should on this definition be considered

universes or worlds.”90 While the simulated worlds may not be identical in nature to

the larger one, insofar as they are both information processing devices, any properties

the simulations have as information processing devices must therefore be shared with

the larger universe. That is the essence of a scientific model—similarity in the essential

properties despite differences in the inessential. However, there is a subtle but important

distinction in this instance between simulating evolution, and simulating an evolving

“world.”

For Helmreich, the theories posited by the ALife community are less scientific

90. Helmreich, Silicon Second Nature, 73.
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claims to evaluate in and of themselves, but rather they speak to a more fundamental

epistemological confusion in the rhetoric of ALife. Again and again, Helmreich

documents striking statements from ALife researchers who claim that, “computers can

support life and can do so because they are in some way akin to the universe we know.”91

For Helmreich, these scientists’ reasoning has clearly led them beyond the bounds of

good and common sense. There is no question that something has gone wrong with

this scientific program, and the fundamental question Helmreich pursues throughout his

work is that of, “how has this common sense come into being?”92 Helmreich seeks these

answers not in the scientific arguments themselves, but from the cultural context that gave

rise to them. Invoking Baudrillard, Helmreich suggests that ALife is predicated on a large

scale confusion of the map with the territory, where the map is the simulated world, and

the territory the real one it supposedly recreates in miniature.93

Following Turkle’s work on the MIT hacker culture, Helmreich diagnoses the ALife

community with a touch of madness. The masculine impulses to mastery and control

that Turkle locates in the MIT hackers’ relationship to computers Helmreich finds in

abundance among his informants in the ALife community. Helmreich observes that,

“rhetorics of exploration, colonization, and conquest in Artificial Life are intensely

masculine. Imaginings of programmers as gods, as single-handed creators of life, as

transcendent observers, and as intrepid explorers of cyberspace all evoke phenomenally

masculine imagery.”94 However, beyond the metaphor and playfulness, Helmreich clearly

sees a troubling commitment to new sort of scientifico-religious dogma that recasts the

world at large in the image of its encyclopedic imprint. He notes that, “while Artificial

Life researchers speak playfully of being gods, their tones become more serious when

they speak of evolution, the power they see as responsible for organic life and for the rise

91. Helmreich, Silicon Second Nature, 68.

92. Ibid.

93. Ibid., 103.

94. Ibid., 95.
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of Artificial Life. They see evolution as a creative force that has recently become more

clever as it has elected a few scientists to transfer its logic to new media.”95 Helmreich

sees in this rhetoric a dangerous epistemological confusion.

5.5.6 Artificial Knowing

Of the many critiques of the microworlds, perhaps the most useful from the perspective

of productively imagining the future of that technology is Alison Adam’s Artificial

Knowing.96 In this work, Adam takes Cyc as a point of departure for a critique of the

gendered assumptions implicit in AI research methods. That Adam’s work should have

such bearing on AI’s technical program may seem counterintuitive, as she explicitly

abandons knowledge representation, connectionism, and indeed the very concept of

simulating a mind which would seem integral to the project of constructing intelligent

machines. Nevertheless, moreso than other critiques mentioned in this chapter, Adam

refuses to dismiss the AI project, and indeed her own work comes from a place of deep

experience and engagement with the vision of AI. As such, she attempts to articulate what

AI has overlooked while still struggling to imagine a future for the project.

Adam’s starting point echoes many of the other microworld critiques in suggesting

that the microworlds are in a sense too small or too neat. She argues that the microworlds

are too limited in their objects to usefully grapple with the types of concerns that confront

real human beings struggling to make it through their days. Adam invokes the example

of cryptarithmetic problem solving, which, while perhaps a technical accomplishment

to solve, requires a great deal more imagination than Adam is willing to afford it to

serve as a basis for human cognition in general. As Adam points out, the conceit that

mathematical problem solving is very close to general problem solving depends on

a perceived closeness between cryptarithmetic and the other types of problems one

is trying to solve. When one is a computer scientist, cryptarithmetic may indeed be a

95. Helmreich, Silicon Second Nature, 193.

96. Adam, Artificial Knowing: Gender and the Thinking Machine.
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comparatively representative sample not only of the types of problems one encounters,

but of the framework one brings to bear in solving them. However, for a single mother

working two jobs, the parallel becomes slightly strained.

Cyc, as the largest microworld built according to logical and rule based principles,

magnifies the concerns Adam raises and makes the clearest of any microworld what is

at stake in the assumptions at their foundations. A microworld that deals only in blocks

or piggy banks never requires us to confront the kinds of rules and assumptions that

govern our everyday activity. When, in the early 1980s, Lenat began the Cyc project to

attempt to scale a microworld to encyclopedic proportions, the project encountered the

multiple contested visions of reality that compose the macroworld. Lenat speaks often

in the Cyc literature of “consensus reality,” meaning that his ambition is to fill Cyc with

all of the knowledge that any human being would agree with to function as a member

of society.97 What Adam of course rightly points out is the way in which the rules that

define normalcy for one member of society may be a literal world apart from those that

define it for another. One almost wishes to call the question of who writes the rules

for the AI system a problem of “nonconsensual” reality, in which laws, customs, and

assumptions are encoded indelibly in the functioning of the system by those other than

they whom it will ultimately affect. Adam contends that the consensus reality shared by

the working mother and the research scientist may itself be little more than a microworld.

Adam shares with many other critics the perspective that human knowledge is too

fluid to be captured in rigid rules, as in the Cyc system, but differs in her proposed

remedy. However, it is first worth observing how Adam’s solutions to the problem differ

from those of many other commentators. A key factor distinguishing Adam is her own

background in AI technologies. As someone deeply conversant with the technology,

Adam is well positioned to think not just critically, but also constructively about the

future of AI. Whereas Dreyfus gestures to the difficulties with certain fundamental

97. Adam, “Constructions of Gender in the History of Artificial Intelligence,” 50.
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assumptions within AI, he is ill equipped to offer a solution, falling back only on a vague

sense that the solution must have more to do with understanding the human brain. Adam,

by contrast, does not abandon the near term questions of the field, and moreover, is not

drawn in by the promise of other technologies articulated as solutions to the classic AI

program. Within AI, solutions such as fuzzy logic, neural networks, and other statistical

or machine learning approaches have been presented as offering a way around the rigidity

of hand-written rules, but Adam is similarly adamant that these solutions do nothing

to resolve the underlying issue that, whether from rules or from data, these systems are

still being oriented towards the particular universalizing cultural milieu of the scientist’s

lifeworld.

Adam is aware that changing the technology without changing its social and cultural

orientation will do nothing to solve the problem of the values inscribed into its rules,

whatever their origin. Adam references work by two of her students that make clear some

of the outline of what a reformed, feminist AI practice might look like. One, a feminist

Natural Language Processing project, models gendered conversational behaviors in a

manner aware of the power dynamics governing who talks and when. The other is a legal

search engine oriented around helping people find cases similar to their own to better

navigate the legal system. In both cases, the perspective on who and what the technology

is for come across clearly, which is Adam’s ultimate point. AI systems not built for

marginalized groups are simply unlikely to serve them. However, these technologies

raise a question for Adam that she grapples with throughout the book without ever fully

managing to resolve it. Namely, although the purpose of both of these projects was clearly

distinct from that of building a cryptarithmetic problem solver, the technologies they used

to do it were, fundamentally, identical. What, Adam asks, does a feminist AI look like at

the level of code? The only answer she can come up with, although it does not satisfy

her, is that perhaps the true feminist AI project is simply the recognition that building

intelligent machines unmoored from their specific social uses is not a feminist project.
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Perhaps feminist technology does not supply an alternative to non-feminist technology, it

simply chooses not to build what does not belong within its worldview. Perhaps, as she

puts it, “feminists do not build fighter planes.”98

Adam deeply understands both the technical and the social dimensions of AI

technology, and in being unwilling to compromise on either, is able to make some of

the keenest observations into their interrelation. As many of the other critics of AI have

observed, Adam acknowledges that an AI that “finesses away” social factors, as the

microworlds often do, has lost most if not all of what is important about the humanity

that technology attempts to understand. Yet at the same time, if one becomes mired in

those social nuances, one cannot even make the first cut to create a new technology.99

Computer science, history, anthropology, phenomenology, sociology, gender theory, and

the myriad other discourses that have engaged with the concept of an artificial human

have all broad thought own conceptions of what it means to be situated within a social

world, but none has, for Adam, quite gotten the whole picture.100 What Adam searches

for is some middle distance at which it becomes clear why the social use of technology as

well as the fundamental mathematics of the technology need to change in order to support

the same goal that neither alone can manage. Adam recognizes that it simply will not do

to design technologies for cryptarithmetic and only later apply them to social problems.

The conclusions Adam comes to ultimately lead, in a roundabout way, back to the

questions McCarthy eventually recognized yet never managed to resolve. Adam identifies

much of the question of intelligent machines as residing not in the technology itself,

but in the question of who has the power to grant AI status as a social actor.101 In other

words, no matter what the technology does, it does nothing if it is not used, and the ways

in which we use and relate to a technology do as much to define its functioning as any

98. Adam, Artificial Knowing: Gender and the Thinking Machine, 157.

99. Ibid., 110.

100. Ibid., 129.

101. Ibid., 68.
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inherent property of the technology itself. Machine learning algorithms only predict to

the extent that we take their meaning to be a prediction and act accordingly. Likewise, a

machine is only a social actor to the extent that we allow it the opportunity to act socially,

and scaffold our social interactions around the sociality of a machine. Most of the

substance of an AI system resides not in the code or equations that define its operation,

but in how it is interacted with, taught, and put to use. Viewed this way, the impossibility

of teaching it to function appropriately in a cultural and political environment by training

it on cryptarethmetic becomes readily apparent. Teaching a machine from simplifications

of reality, no matter how many of them one assembles, can never amount to teaching it

from some sort of exposure to the reality itself. To paraphrase Adam, simple examples

such as logic puzzles hide the choices that go into the technology and its representations

in the same way that complex political examples reveal them.102 While rudimentary

technical work cannot be done away with, neither should it be allowed to define the

boundaries of the “scientific” and indefinitely delay questions of use.103 The underlying

mathematics and programming languages are not the primary focus of this AI project.

Rather, it is the way they are assembled into functioning AI systems that engage somehow

with some aspect of reality that defines the frontier of the project Adam imagines in this

book. What is needed, then, is some way to frame AI research that puts it into contact

with lived human experience from the beginning, and does not endlessly delay it to a

future application after the problem of intelligence has already been solved.

5.6 What is Your Purpose on Earth?

In one of Arrival’s pivotal scenes, Banks submits her plans for interacting with the aliens

to her supervisor in the U.S. military, Colonel Weber. The list contains a number of basic

vocabulary lessons for the aliens, including teaching them words like walking and eating.

102. Adam, Artificial Knowing: Gender and the Thinking Machine, 79.

103. Ibid., 71.
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Weber questions Banks as to the utility of such seemingly trivial lessons when the fate

of humanity might hang in the balance, just as the film’s producers questioned Heisserer

when he submitted a script containing numerous such scenes. The producers, Dan Levine

and Dan Cohen, questioned Heisserer on the popular appeal of linguistics lectures in a

mainstream science fiction film.104 After wrestling with the question, Heisserer decided

that the script simply could not do without such elementary scenes, and grabbing a marker

in a meeting with his producers, he wrote on a whiteboard the question central to the

movie’s drama, “what is your purpose on Earth?.” Diagramming out the fundamental

assumptions about language that would need to be in place to understand each word,

Heisserer argued to a stunned Cohen and Levine for the necessity of such elementary

scenes to the cinematic drama. Their only response to his impassioned whiteboarding

was to say, “that scene should be in the movie.”105 In the final script, this interaction

appears in the form of Banks diagramming that very question for Colonel Weber and

explaining that in communicating with an alien race, it was necessary to begin at the very

foundations of the act of communication.

Up to the present moment, the microworlds approach in AI had few defenders.

Both AI researchers and critics engaged with the human questions raised by the field’s

machines were in agreement that the microworlds were an artifact of a bygone era.

However, this consensus was reached for different reasons. In AI, the knowledge

bottleneck and the challenges of scale became, as I have discussed, the origin story for

how the modern moment emerged from the ashes of the prior age. In returning to the

microworlds, researchers have also returned to this narrative and taken the scale and size

of knowledge about the real world to be the central obstacle to be overcome. Massive

computing resources, warehouses of data, and a world increasingly populated by the

digital traces left behind by human activity are the cornerstones of a new universalism.

104. Rome, “How Arrival Turned Linguistics into One of the Most Gripping Dramas of the Year.”

105. Ibid.
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The critics of the microworlds I have discussed, however, took issue not with the size of

knowledge so much as its kind. In reading together the various attempts at resolutions

or syntheses these critics variously attempted, it may therefore become possible to

reconsider the most elementary lessons our machines need to understand their most

fundamental questions as well.

Each critic of the microworlds approaches the subject from a distinctive disciplinary

perspective. Yet, no matter whether that perspective is rooted in psychoanalysis,

phenomenology, sociology, history, anthropology, or feminist theory, all echo a strikingly

similar sentiment that the human lifeworld is too subtle, too complex, too unstated, or

too invisible to ever be drawn into the embrace of machinic rules. At the same time,

however, each critic hints in their own ways at how nevertheless machines might be built

that can find a place within human social worlds they may not be able to simulate fully by

nevertheless, and to various degrees, becoming not simulations that imitate the world, but

mediums that reflect it without necessarily grasping that reflection in its impossible detail.

5.6.1 Tools to “Think With”

Turkle herself begins, even with the book in which she first formulates her critique of

the microworlds, to imagine an alternative use of machines. In contrast to Bruce, a male

subject whose use of computer games forms a microworld that allows him to escape

the complexity of the real, she offers the parable of Deborah, a female subject who

discovers that she can use the microworlds of computer games not to escape reality, but

to reimagine it, to experiment with it, and to “think with” it.106 Despite the computers’

rulebound nature that tempts so many of her male subjects into fantasies of control,

Turkle recognizes that somewhere between the human and the machine lies an interaction

capable of exceeding the limitations of its parts and creating something new. It is not

more rules but rather a different kind of interaction that Turkle feels must lie somewhere

106. Turkle, The Second Self: Computers and the Human Spirit, 332.
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in the still inchoate imaginary of the microworld.

5.6.2 Hedeggerian AI

Dreyfus was, of all AI’s critics, perhaps the most acerbic in his early excoriations of

the field. He nevertheless did attempt to be precise about how he thought AI’s methods

were inadequate to their task in a manner that brought him nearer to many of those he

critiqued than it may first appear. Considering Minsky and Papert’s discussion of the

Aesopian fable of the fox and the crow, which they rendered as a microworld, in which

the fox compliments the crow on its lovely voice, causing it to sing and drop the piece of

meat it was holding, Dreyfus comments on Minsky and Papert’s “perceptive remarks on

narrative.”107 Specifically, as Minsky and Papert note, this story world foregrounds the

problem of understanding context, as no superficial knowledge of the form of language

could identify that the fox’s compliment does not express a geniune positive sentiment but

rather a deception. However, whereas Minsky and Papert conclude that more knowledge

is needed, about flattery among other things, Dreyfus takes issue with such a neat

organization of knowledge.

The issue is not and has never been that AI researchers do not recognize that the

microworlds themselves are simpler than the worlds that contain them. Rather, the

question has always been one of whether or in what sense the distance between them

could be closed. While Minsky in the early moments of the field imagined that as

yet unforeseen advances in AI would resolve what seemed to be an imponderable

problem. For Dreyfus, such advances seemed in that early moment antithetical to what

he understood computers to be, and so no help seemed to be forthcoming. However,

reflecting on the subject later in his career, he recognized in the work of Phil Agre a

model for AI that reflected the principles of knowledge as he understood them and in so

doing held promise for AI.108

107. Haugeland, Mind Design II: Philosophy, Psychology, Artificial Intelligence, 146.

108. Dreyfus, “Why Heideggerian AI Failed and How Fixing it Would Require Making it More
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As Dreyfus describes, he encountered Agre while teaching at MIT and likely

influenced Agre’s own break with the classical tradition of AI. Dreyfus furthermore

credits Agre with perceiving in the philosophical traditions of Heidegger and

Merleau-Ponty subtleties that eluded even himself, and which he credits Agre with

bringing to his attention. His original critique of the microworlds, evident in his

discussion of the Aesopian fable, held that knowledge could not be neatly ontologized

and approached one piece at a time. Flattery could not, as Minsky and Papert might

have supposed, be neatly separated from the rest of language and being and be studied

under the microscope afforded by the microworld. Rather, flattery only became such in

relation to all the rest of language and meaning, and to isolate it in one context would

be to transform its character and fail to recognize it in another. If flattery were to appear

wholesale in the microworld, then the whole rest of language and meaning would have to

appear along with it. Drawing on Heidegger, he argues that a hammer does not become a

hammer in its fullest sense without nails, planks, things to build.

As Agre noticed however, it is possible to take this analysis deeper and observe that

even with nails and planks, a hammer does not become a hammer until one approaches it

with a reason for hammering. At the most basic level, it is the context that constructs the

hammer. The hammer does not pre-exist the relations that make it what it is as a tool with

particular affordances waiting to leap into its predestined slice of life. Correspondingly,

flattery is not a particular, universal phenomenon waiting for the flatterer and the praise

to realize it. Rather, as Dreyfus came to recognize, flattery is a fleeting phenomenon. In

reconstructing the act of flattery in an experimental context, it may cease to be flattery. Of

what meaning is the performance of a flattering gesture if no one is there to be flattered?

For Dreyfus, as for Turkle, the phenomenon of intelligence escapes containment within

the machine even if it may nevertheless be produced in the world by the machine.

Nothing in Aesop’s fable contains flattery, nor would any reproduction of the form of

Heideggerian.”
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the fable itself necessarily be flattery. Yet, it may still be possible to build a machine that

flatters.

5.6.3 Machinic Behaviors

Collins, who makes the most explicit effort of the critics surveyed here to be constructive

in his critiques, suggests that machine intelligence is possible, so long as it is confined

to domains where human beings have fashioned their social worlds to be machine-like.

Without being able to exist in an embodied human world, machines in that microworld

could at best hope to participate in human experience only to the extent that that

experience was rendered explicit and therefore interpretable as a set of rules for machinic

action. However, as his argument implies, such domains constrained AI technologies

to remain confined to their microworlds, not a hopeless project as Dreyfus might have

imagined it to be at its outset, but nevertheless one restricted in comparison to Minsky’s

grand ambition to approach ever closer the complexity of the real world.

As Collins realizes, the boundary between the microworld and the “real” imagined

always in the history of AI to escape it is an artificial construction. When interacting with

a computer, is that computer in the “real” world, or are we “in” the microworld? Given

a context of interaction that is sufficiently rule-bound and machinic, Collins suggests

that human actors may yet simulate the rules of a microworld in a manner that makes the

boundary between human and machinic experience porous, and offers the possibility of

closing the distance between the simulated and the real.

5.6.4 Green World

Edwards, extending his metaphor of the closed world, opposes it with literary critic

Northrop Frye’s “green world.”109 The green world is not the castle grounds of Hamlet

but the open and endless woods of A Midsummer Night’s Dream. For Edwards, the green

world represents an escape from controlling rationality in a fashion that restores to focus

109. Frye, Anatomy of Criticism.
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the need to constantly navigate, integrate, and make whole the shifting complexities

of lived experience rather than trying to isolate, simplify, and control them.110 Closing

with a meditation on the future of machines, Edwards echos Turkle as he reflects on how

frequently in speculative fiction machines are ultimately redeemed not by attaining the

human form that AI imagines it seeks, but rather by integrating into the social fabric of

human society while remaining machinic—a cyborg future that recognizes the distinction

between human and machine even as it embraces it. The microworlds are never realized,

but are recombined to achieve something new.111

In an extended reflection on Turkle’s discussion of the creative reappropriation of

microworlds, Edwards expresses a desire for a liminal position within the closed world

discourse that abandoned the illusion of certainty for a position of recombination and

adaptation. Although he stops short of a concrete proposal, like many of the other critics

in this section, he seems to believe that computers can be a part of larger systems without

necessarily closing over the worlds that ever seem to elude them.

5.6.5 Artificial Evolution

Helmreich, finally, shows us a community mired in fantasies of creation, but perhaps we

overlook something important if we dismiss these fantasies too quickly. Although we see

researchers make striking statements about the nature of reality, around the margins we

also notice those same researchers playing with the boundaries of the realities to which

their simulations led them. As Helmreich walked with some of the younger researchers

at the institute, “one remarked that the sky looked pretty, and he said something like,

gee, great software, look at the resolution of those clouds.”112 As Helmreich explains,

“the joke was about the real world as quantum mechanical computational simulation

and about how our universe might just be the product of a cosmic corporation dedicated

110. Edwards, The Closed World: Computers and the Politics of Discourse in Cold War America, 13.

111. Ibid., 340.

112. Helmreich, Silicon Second Nature, 77.
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to selling us images of nature modeled after our fantasies of what nature should be.”113

“This sort of joke was characteristic of some of the younger set of SFI researchers,” he

writes, “they made it clear that they were either agnostic about what the world really was

or willing to accept the possibility that the whole thing might just be a big CA [cellular

automaton].”114 In this joke we see not so much a community dedicated lost in fantasy,

but rather one willing at least to entertain a fantastic story. As one researcher explained

to Helmreich, “he thought of himself as a storyteller and that programming, like the

Dungeons and Dragons designing he used to do, was one way of telling stories.”115 116

The view of the universe as a vast information process did not begin with AI, but

permeated the culture from which AI and evolutionary computing both arose. In a recent

paper, researchers from various subfields of evolutionary computing gathered together a

collection of “stories.. traded among researchers through oral tradition.”117 In gathering

this collection, researchers intended to tell the story of evolutionary computing research

unhindered by the constraints of the “standard scientific narrative,” which, “reduces

evolutionary computers to datapoints.”118 Instead, these stories reveal something of the

imaginative lives of these algorithms as their creators understand them. They document

bizarre, hilarious, and sometimes sublime machine creativity that has no place within

the scientific literature. They reveal a vision of evolution in which it, “is an algorithmic

process that transcends the substrate in which it occurs.”119 Their hope is to show natural

scientists outside the field, “how interesting and lifelike digital organisms are and how

113. Helmreich, Silicon Second Nature, 77.

114. Ibid.

115. Ibid., 91.

116. See also (Singler, “Dungeons and Dragons, not chess and Go: why AI needs roleplay”).

117. Lehman et al., “The Surprising Creativity of Digital Evolution: A Collection of Anecdotes from the
Evolutionary computation and artificial life research communities,” 2.

118. Ibid.

119. Ibid.
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natural their evolution can be.”120 Just as with the question of how real the machine

intelligence of the chess automaton was, the question of how similar “real” evolution

is to “simulated” evolution turns on the finest of definitional subtleties, yet serves as the

rhetorical support for a whole line of research.

All of these critics to various degrees express a sense that AI has, in its ambition

to give its machines ever more knowledge, overlooked something important about the

kind of knowledge those machines are being given. For each of them, AI for all its

herculean efforts to fit more words into its machines lacks the creative spark that might

give machines a reason to speak. Language and communication cannot be dropped, like

flattery, into an empty world and studied. Rather, they arise from the communities that

surround computer systems and the need of those communities to communicate. For

the same reason that language and culture have long defied “scientific” study, efforts

throughout the history of AI to reproduce, to measure, and to evaluate machine language

have struggled with questions such as how to evaluate when communicative behavior

is “correct.” Perhaps the return to the microworlds is not an effort to produce a new

scientific standard but on some level expresses more of a wish—a kind of imaginative

make-believe hiding right in the very rationalist heart of the “standard scientific narrative”

of wanting to do away with all of the metrics and evaluations and paraphernalia of science

and, like Deborah, play a game with our machines in an imagined world.

5.7 Games and Fairylands

In an earlier chapter, I discussed Colin Milburn’s argument that the games and the

technologies coming out of the early MIT community were part of a single entangled

impulse to imagine and create new realities that spanned science and fiction. In this

chapter, that observation finds its literal realization in the entangled histories of both

120. Lehman et al., “The Surprising Creativity of Digital Evolution: A Collection of Anecdotes from the
Evolutionary computation and artificial life research communities,” 2.
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the games and the AI technologies produced that have, via their various historical arcs,

once again been reunited in the modern spate of microworlds proposals. Even as the

recent proposals invoked SHRDLU and the early microworlds research as inspiration,

in the same breath they elided the specific details of SHRDLU’s world into the genre

conventions of text-adventure games, that share an interconnected genealogy with the

microworlds but were by no means identical. The virtual geographies and plot structures

were absent from SHRDLU’s tabletop. SHRDLU appeared to its human interlocutors

in the form of a robotic arm with no ability to move. The frequent invocation of the

topologies of interconnected rooms and of agents with inventories transporting objects

between them speaks not to a microworlds heritage per se, but to a confluence of the

microworlds that had begun even in their early moments with the notion of a “game.”

For scholars such as Turkle and Edwards, the metaphor of the act of literary creation

promises to redeem that which the microworlds’ critics found so difficult to accept within

the rhetoric of AI. From Deborah’s narrative play to Edwards’ grand social narratives,

there is the sense that if machines are to perceive the world, it will not be in the genre

of realism. Perhaps the creation of a universe is a gesture of hubris, but is not the act of

authorship always the creation of such a universe? Even for Minsky at the very outset of

the microworlds project, the microworlds were intimately entangled with fiction.

As a concept, microworlds span the divide between scientific rationalism and narrative

romanticism. For Minsky and Papert, the microworld is a concept that springs from the

same rationalist font as science itself. The example they use to illustrate the microworld

concept is that of the physicist who, to better grasp a complex natural system, “will make

up a fairy-tale: ‘The system has perfectly rigid bodies.”’121 For Minsky and Papert, such

stories are told in a realist mode, the details continually refined until the story cannot

be told apart from the world it represents. However, perhaps realism is not the goal.

Minsky and Papert recognize that each microworld is, “a fairyland in which things are

121. Minsky and Papert, Progress Report on Artificial Intelligence.
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so simplified that almost every statement about them would be literally false if asserted

about the real world.”122 Literally false perhaps, but perhaps literarily true.

As science fiction author Philip K. Dick remarks in an essay titled, “How to Build

a Universe that Doesn’t Fall Apart Two Days Later,” “in science fiction no pretense is

made that the worlds described are real. This is why we call it fiction. . . The strange thing

is, in some way, some real way, much of what appears under the title ‘science fiction’ is

true.”123 Perhaps the reality of the microworlds lies not in making them ever more real,

but in recognizing the reality they already have as fictions—not as physical worlds but as

narrative ones.

These recent microworlds explicitly invoke the genre of text adventure games that

emerged in the mid-1970s in establishing the parameters of its ludic simulation.124

Although separate from the AI work of the microworlds, the two were inextricably

intertwined, both through their shared histories and technicities as well as in the minds

of critics who often move freely between the language of “microworlds” and the language

of “games.” As such, the history of adventure gaming can perhaps offer a lens through

which the modern microworlds can be understood.

The canonical original text adventure was Will Crowther’s Adventure—a hobby

project created for his daughters and set in a magical reimagining of a Kentucky care

system Crowther had helped to map.125 Adventure was later embellished by Stanford

computer science graduate student Don Woods, who was affiliated with the Stanford AI

laboratory run but John McCarthy, and subsequently served as inspiration for a collection

122. Minsky and Papert, Progress Report on Artificial Intelligence, 95.

123. Dick, “How to Build a Universe that Doesn’T Fall Apart Two Days Later.”

124. Indeed, researchers from Microsoft as well as from the Georgia Institute of Technology recently
argued for the repurposing of classic works of interactive fiction as testbeds for AI research, and reported
the results of inserting AI agents into the classic works and attempting to have them complete the games
(Hausknecht et al., “Interactive Fiction Games: A Colossal Adventure”; Ammanabrolu and Riedl, “Playing
Text-Adventure Games with Graph-Based Deep Reinforcement Learning”).

125. Jerz, “Somewhere Nearby is Colossal Cave: Examining Will Crowther’s Original ’Adventure’ In
Code and In Kentucky.”
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of students in the MIT dynamic modeling group building what history would come to

remember as Zork. Those students would go on to found Infocom, which subsequently

released an immensely popular series of interactive fiction (IF) works in the 1980s,

starting with Zork.126

The connection between adventure games and AI is latent in the contexts from

which these two technologies emerged. Woods has expressed some frustration that some

historians treat IF and AI as essentially the same project.127 They were not, and Woods

knew that better than anyone because the computers on which he played Adventure were

Stanford AI laboratory computers. “AI” was everything else that happened on those

computers. However, due to the close interactions between these early game designers

and the AI research community, and especially given the emergence of the microworlds

from AI research on game playing that was still manifest in Minsky’s rhetoric in his initial

report, it is not surprising that these games would conceptualize language and the world in

a manner compatible with the language and world modeling technologies that surrounded

them in AI research laboratories on the East and West coasts.

Woods, working out of the Stanford AI lab, certainly would have been familiar with

AI systems such as those at MIT. Crowther, an employee at defense contractor Bolt

Beranek and Newman, could very plausibly have encountered systems such as SHRDLU

or ELIZA while working on the early ARPAnet.128 Finally, the MIT dynamic modeling

group that would go on to found Infocom wrote Zork in a language called MDL, which

was a dialect of McCarthy’s LISP.129130 In particular, MDL was a developed through

a collaboration between the MIT dynamic modeling group and MIT AI lab members

126. Scott, Get Lamp.

127. Woods, “Interactive Fiction? I Prefer Adventure.”

128. Pelkey, “Entrepreneurial Capitalism and Innovation: A History of Computer Communications
1968-1988.”

129. Anderson and Galley, “The History of Zork.”

130. McCarthy himself is known to have played Zork quite thoroughly ibid.
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such as Gerald Sussman and Carl Hewitt.131 Sussman and Hewitt in turn saw in MDL a

platform for AI research that built upon earlier language design work they had undertaken

with none other than Eugene Charniak and Terry Winograd, the authors of the two

original microworlds, on the Planner language.132 It is therefore possible that some of the

ideas Sussman and Hewitt brought to the design of MDL about how they planned to use

it to model AI systems may have been transmitted to members of the dynamic modeling

group who would go on to write Zork. After all, part of the design of a technical artifact

such as a programming language is evident in its concrete syntax, but part of it to resides

in its imagined future use, hinted at in the preface to the MDL programming manual.

Written by Marc Blank, who would go on to become a founding member of Infocom

after writing Zork in the language, the preface reads “Warning! You are about to embark

on an undertaking fraught with peril”—a warning more fit for an adventure game than a

programming manual.133 In any event, most if not all of the early pioneers of interactive

fiction were deeply conversant with the types of AI systems those interactive fiction

works most resembled.134 Even if they did not think of IF as AI, they certainly borrowed

liberally both from AI’s technical methods, and some of its fundamental ontological

assumptions.

Writing in an issue of Infocom’s Zork newsletter, the New Zork Times, Infocom

implementors Tim Anderson and Stu Galley discuss a collection of ontological issues

in the design of game worlds that players could inhabit without running up against the

limits of the world and breaking the illusion.135 The first issue discussed focused on

the concept of spatial “containment” in the context of the addition of vehicles to later

131. Galley and Pfister, The MDL Programming Language.

132. Ibid.

133. Ibid.

134. Further underscoring the tighly knit AI community within which these technologies circulated is a
note in the acknowledgements of the MDL manual explicitly remarking on the manual’s printing on MIT’s
hardware using Stanford AI laboratory software (ibid.).

135. Anderson and Galley, “The History of Zork.”
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versions of Zork. An inflatable raft could “contain” fellow passengers, just as the river

“contained” the raft, but it did not therefore follow that the if the raft were subsequently

deflated and stuffed into a knapsack that the knapsack would therefore “contain” the

passengers. Minsky too, in his microworlds essay, described spatial containment, such

as that of a pencil being inside a desk being inside a house, as a staple problem for

microworld research. Anderson and Galley next discuss notions of time, as if one were

to put the inflated raft in the river and climb in, one would expect, at some point, to end

up downstream. Minsky too addresses the challenges of modeling time and interrelated

sequences of events in the microworlds. The worlds imagined by AI researchers and

game designers were bound up at the deepest levels of the software with which they were

modeled.

In essence, both AI and IF grew from the same methods, and by different routes,

arrived at the same problem of simulating the world; a project described as “building

reality” not by Minsky but by Anderson and Galley.136 And moreover, each project

centers around not just modeling this world, but around vividly imagining the kinds

of interactions and meanings that unfold within them. Both projects were projects of

“understanding narrative,” so described not by Anderson and Galley but by Minsky.137

These microworlds were not physics simulations, even though they seem to aim at a form

of physical verisimilitude. Infocom worked on the exact same simulations in the exact

same way as AI researchers, but the end point was never reality. Writing in the IF context,

Infocom’s implementors recognized that simulations will always remain simulations, but

that they are no less real because of it. The simulated space of the text adventure is as a

real space to us as players as the space we inhabit outside of the game. It is not the same

space, but it is made accessible to us through the use of words like raft and river with

which we are familiar, even as it is made accessible to our computers through the use of

136. Anderson and Galley, “The History of Zork,” 3.

137. Minsky and Papert, Progress Report on Artificial Intelligence, 95.
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the models those words name. When we live in a world where so many of the objects we

interact with every day—the emails and files—are already virtual, it is unclear that there

is even more “reality” on our side of the screen. Game worlds are what Minsky called

“fairyland[s],” whether those fairies are the dwarves and elves of the great underground

empire, or the “perfectly rigid bodies” of the physics simulation.138 The blocks of the

blocks world become props through which we tell stories about a world of blocks, as

fantastic to us as to our machines.

By imagining their nascent AIs taking shape in the empty worlds of bAbI, CommAI,

and TextWorld, these researchers trade on a biological imaginary that links perception,

action, and learning with their ultimate vision shared vision of the machine who speaks.

What they ultimately desire, however, has nothing to do with any of these properties.

These machines will never attain an organic vitality. What they may gain, however, is the

performance of one.

Janet Murray, in Hamlet on the Holodeck, discusses the interconnections between

computer science and interactive fiction.139 As she argues, many of the character fictions

that have arisen out of traditional AI research fall flat. These simple performances, always

in the familiar genre of a kind of rationalist realism where facts are stated and questions

answered, contribute little to the construction of successful fictive persons. What these

computational characters lack, and which I would extend even to the more traditional

works of AI surveyed in this chapter, is “roundness.”140 Quoting novelist E.M. Forster,

Murray writes, “the test of a round character is whether it is capable of surprising in a

convincing way. If it never surprises, it is flat. If it does not convince, it is flat pretending

to be round.”141 Surprise—the spark of intelligence Turing saw in the ACE—lacks in a

character rulebound to satisfy a narrow experimental framework. Not just surprise, but

138. Minsky and Papert, Progress Report on Artificial Intelligence, 96.

139. Murray, Hamlet on the Holodeck.

140. Ibid., 297.

141. Ibid.
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naturalness—the ability to do something unexpectedly apt. Such questions of depth of

character are forever suspended as AI continually rehashes the same performances. When

there can be such life in characters whose words and gestures are forever fixed on the

novel’s page, must character await cognition?

5.8 AI as Media

The perspective shift of viewing microworlds not as game-like simulations of reality but

rather as gamic realities unto themselves requires a reconceptualization of their role in

research and of how that research is structured. Inasmuch as games in the mold of classic

interactive fictions such as Zork share overlapping ontological assumptions with the

microworlds of AI research, critiques of the form from within games studies scholarship

can help to illuminate what lacks from the microworlds model of knowledge and reality.

One of the most helpful critiques of this tradition in AI comes from feminist game

studies. Anastasia Salter, writing on Infocom’s only romance title, Plundered Hearts

by Amy Briggs, observes that unlike so many other text adventure games of the era,

including Zork and other Infocom titles, place the player in control of an anonymous

player character through mysteriously empty landscapes and ask that they collect and

manipulate objects with little context for the world they find themselves in.142 As

simulations, the games are technically sophisticated, but diegetically they are lacking. In

Plundered Hearts, by contrast, by virtue of it being a romance, there are other characters.

The player inhabits not a featureless avatar in a barren landscape, but a particular

17th-century woman who sets out on a sea voyage to attend to her ailing father only to

be abducted by a dashing pirate captain into an interactive love letter to the romance

genre. As Briggs remarks in an interview, “I like to think my puzzles are more about

relationships between characters than being player versus objects.”143

142. Salter, “Plundered Hearts: Infocom, Romance, and the History of Feminist Game Design.”

143. Briggs, “Infocom’s First Romance: Plundered Hearts.”
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In an online essay, interactive fiction author Emily Short, whose commentary on

Plundered Hearts figures prominently in Salter’s analysis, discusses her dissatisfaction

with the mechanics of traditional IF work.144 As a genre, she writes, IF has tended to

revolve around game and puzzle mechanics involving rooms and doors, and containers

and their contents. Opening doors, moving between rooms, opening containers, and

taking objects out or putting them in comprises much of the activity of IF play. Even

games concerned with fantastical topics such as mind reading and time travel represent

these subjects as the opening of the contents of a mind or the stepping through of a

door in time. These mechanics are not essential, or at least do not appear to be, but are

rather part of the tradition shared with AI research that always begins in the imagining

of virtual worlds with questions of location and of containment and leaves the whole

rest of the experience of the world to a desired future that it can never quite reach. In

part, the longevity of this ontological framework is due to its inscription in the tools with

which microworlds are built. It is inscribed in the popular tools with which IF designers

build their works145 and it is these works of which researchers have reproduced the

formal qualities in designing their modern AI microworlds. Consequently, Short’s central

question resonates as strongly for IF authors as it does for AI researchers: where in the

microworld are all the people?

SHRDLU, built outside the tradition of IF that would develop later in connection

with some of its core architectural principles, was at least a dialogue between the

computer user and the system. TextWorld by contrast imagines a Zork-like world of

an anonymous player dropped into a fully stocked kitchen for reasons never explained

within the game’s diegesis. CommAI imagines a system interacting primarily with an

“environment” imagined to be the simulated world not an interlocutor, like Holy Roman

Emperor Frederick II having human infants raised without human contact to discover

144. Short, “Tightening the World-Plot Interface: Or, Why I Am Obsessed with Conversation Models.”

145. Nelson, “Inform 7 Home Page: Documentation.”
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what language Adam and Eve would have developed in the earliest moments of creation

devoid of human society. Finally, Facebook’s bAbi simulation is populated by characters

such as John and Mary, but they drift wordlessly through the corridors of an empty house

like a ghostly nativity scene. John and Mary are objects as much as the balls and gardens

with which they interact. If human interlocutors and the act of conversation are nowhere

present in these simulations, then what is the status of language in such environments?

All of these recent microworlds are made of letters. The letters may form words and

the words may form sentences, but do the sentences therefore form language? As El

Asri observes in her discussion of TextWorld, because the computer generated world of

TextWorld can automatically scale up to any number of rooms, passages, ingredients,

and steps in the recipe, it can supply data-hungry machine learning algorithms with

an endless supply of data.146 Moreover, because all of the language produced by the

system is formulaic, that data will be clean, well-formatted, and grammatical, easing

its assimilation by such algorithms. However, as is often the case with data that is clean

and grammatical, it may also no longer reflect the phenomenon of human language from

which it was derived.147

5.8.1 The Microworld is Flat

Although in one dimension TextWorld has infinite scalability, in others it is completely

flat. The system can generate infinite descriptions of rooms, objects, and manipulations

thereof, but it cannot generate anything that is none of those things. TextWorld is a

world of infinite stories, all of them alike. TextWorld’s only genre is that of metaphysical

ruminations on the existence and interaction of physical objects in space, like the

mechanistic printing press in Swift’s Gulliver’s Travels capable of stamping out

philosophical treatises of any length without effort.148 The romance escapes the

146. El Asri, “Talking with Machines with Dr. Layla El Asri.”

147. Rawson and Muñoz, “Against Cleaning.”

148. swift1995gulliver.
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microworld.

Language is central to the conception of all of the recent microworlds. They exist

primarily as a means to give grounding to otherwise difficult to evaluate utterances and

so allow researchers to measure the development of communicative abilities. However,

the concept of “language” in these worlds is in a state of flux. Examining the rhetoric

of the modern microworlds will help to illuminate the way in which researchers have

constructed language as an experimental concept in a manner that I will argue is at odds

with the essence of the microworlds these very researchers seek to capture. Although

these microworlds will be filled with word tokens, those tokens will not by and large

thereby be used to facilitate communication.

TextWorld is first and foremost, according to its creators, a technology for studying

conversation.149 TextWorld is a world rendered entirely in words, and so, as its creators

argue, an AI that hopes to master TextWorld must first master language. However, as

TextWorld helps to illuminate, words do not necessarily a language make. For SHRDLU,

language was spoken about a world of blocks modeled outside of language. In TextWorld,

the world itself is made of language—room, object, and action descriptions—and it is

read like a text. The machine learning algorithm learns language in the sense that it learns

the world because they are one and the same, but the act of speaking itself does not appear

within this world of language. Indeed, there are no other characters with which to speak.

TextWorld is first and foremost a project intended to study conversation, dialogue, and

interaction, but none of those behaviors are possible within TextWorld. It is a world

filled with words that rests on the contention that all words in all contexts are part of one

great linguistic whole. The aim of this dissertation is to illuminate the widely differing

textures language in its various forms and contexts and illustrate how works such as

TextWorld have been exploring the same small island of language without ever finding

what they have sought—the epiphany that will at last make it possible to explore all of

149. El Asri, “Talking with Machines with Dr. Layla El Asri.”
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those more complex linguistic behaviors imagined to be accessible if only computers

could understand the basics.

TextWorld is playable as a human player at the time of writing through the Microsoft

Research website, as well as downloadable for researchers to connect it to their own

algorithms.150 In these two forms, the interpretation that Microsoft researchers ascribe

to the system trades on a transference of intuition from the human-playable version to the

computer-playable version. In the human-playable version, one is met with conventions

that will be familiar to anyone who has played a text-based or interactive fiction game.

One appears in a kitchen, one is presented with a recipe—a quest—and one must venture

forth from the house, across the street, obtain groceries in a strangely empty supermarket,

leave without paying, return to the kitchen, and prepare the meal. However, such a well

laid out house, street, and supermarket do not inherently scale to thousand of rooms. The

human-playable version, it turns out, was engineered by humans for humans, and uses the

environmental storytelling of the home and supermarket mise-en-scène to communicate a

sense that what the system is learning is, in however rudimentary a fashion, the meanings

of concepts such as recipe, ingredient, supermarket, or kitchen. Attempting to play the

computer-playable version as a human player, however, is a more unsettling experience.

Because the system must be engineered to generate random and unpredictable

world structures of any scale, it abandons the commitment to a clear division of house

and supermarket, or even of recognizable ingredient names. Corridors wind endlessly

through unfamiliar built environments, and ingredients are not found in the pantry or

in the market, as in the human-playable version, but anywhere the randomly generated

world layout places them. Although TextWorld, like the bAbi environment, is a world

rendered in words, those words do not function as words, but as primary perceptual

stimuli. Like a vast word-art sculpture, the meanings of individual terms are lost in the

gestalt of their collective construction. Looking through the eyes of an inhabitant of

150. Research, “TextWorld.”
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TextWorld is like looking through the eyes of Keanu Reeves’s Neo in the Wachowski

brothers’ Matrix, when he finally learns to see the code that governs the virtual reality

he inhabits, taking a visual form in the film as uninterpretable green characters swirling

around the geometric surfaces of the people and hallways that populate that world.151

To the extent that “language” is what a TextWorld agent learns, it is only so to the extent

that “language” is a homogeneous substance and that any language contains, fractally, the

essential structure of the whole. There is a narrow grammatical sense in which this is true,

and on which the Microsoft researchers hang the hopes that TextWorld may contribute

to research on fully lucid conversational agents, as El Asri expresses in her interview.

However, it may also be the case that what TextWorld demonstrates that may be of use

to conceptualizing the future work of AI is not so much the utility of the microworlds to

which it calls for a return, but their limitations that we must think beyond. If TextWorld

generated a world of a million rooms and expressed it in more words than the greatest

work of human literature, would it therefore express as much? If not, where in its virtual

walls do its limitations lie, and how must we rethink the notion of the microworld to

get beyond them? What would be needed to pen not the worlds largest treatise on the

metaphysics of rooms and objects, but a simple romance tale of love on the high seas?

The Facebook researchers likewise treat the language that comprises the bAbI

dataset as a material as much as a communicative medium. In addition to questions in

English, they supply questions in Hindi and in a novel computational dialect of English

in which the original English sentences have their word order scrambled.152 Because the

infant language learner has no preconceptions about which language it is about to learn,

researchers argue that systems should be able to perform equally well on all datasets

rather than building in specific assumptions about English. Both in TextWorld and in the

bAbI research, “language” becomes primarily a discrete symbolic signal. So long as word

151. Wachowskis, Matrix.

152. Weston et al., “Towards Ai-Complete Question Answering: A Set of Prerequisite Toy Tasks.”
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tokens are used to encode that signal, it is language.

It may well be that developing algorithms capable of parsing such discrete symbolic

signals will result in useful technology, perhaps even useful technology for processing

text. However, in so conceptualizing language the modern microworlds find themselves

with little with which they could respond to Charniak’s critique. As he argued, questions

about where people are now or who has the ball—the very questions around which

these modern microworlds were built—can perhaps be answered from the text, but the

real questions of language are how one moves beyond what is contained in the text.

Although much new technology has been brought to bear, the questions answerable in

these microworlds remain the same as they were at the outset of the field. It remains

impossible even to formulate the question of what the system would do if it were John

or Mary.

5.8.2 “Cheating” & Gameplay

The reasons for the microworlds’ stasis have to do in part with the questions of science

and evidence that have been intimately intertwined with the story up to this point. In

the 1960s and 1970s, Feigenbaum and his colleagues had to struggle to resolve for

themselves and their colleagues in AI why DENDRAL and the other expert systems

they were building were “AI.” The dominant paradigm in the field at that moment was,

as Charniak noted, that in order for a system to display intelligence, it had to start with

knowing very little and “learn” from scratch. Giving the system knowledge at the outset

was, until Charinak, Feigenbaum, and other researchers articulated a new program

of AI research, considered “cheating.” Although the discourse that characterized the

emergence of modern machine learning—that of overcoming the knowledge bottleneck

by automatically harvesting vast amounts of information—situated itself as a successor

to the expert systems moment, in many ways it is a return to an earlier period. Rather

than attempting to assemble that knowledge and determine whether it is “enough,” much
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work rather seeks to demonstrate that because a system can learn a small amount from

nothing, it could in principle learn all that it needs to learn. This type of research leaves

unaddressed the question of whether, if it were to scale, it would indeed ever reach the

totality it imagines. As I have argued in the case of Tom Mitchell’s NELL and, I would

argue, more recent work training large industrial models, that search for the universal

dataset remains elusive.

The conflict between the need to make microworlds problems more challenging

so as to continue demanding intellectual effort to solve them while simultaneously

abandoning many of the questions about language the field has classically grappled

with yields a research practice in which the microworlds are made more complex in

dimensions that do not necessarily yield insights about the goals for which they were

ultimately designed. Such procedural stories as those generated by TextWorld put a

strain on machine learning algorithms, which both require and are challenged by large

datasets. The machine learning techniques that researchers have thus far applied to

designing agents for TextWorld and related IF-based tasks require significant intellectual

effort to engineer.153 In part because of the difficulty and specialized skills required

for their construction, they serve as contributions to modern scholarship and proof

positive of intellectual labor. However, as with any expenditure of energy, it may produce

illumination, or it may simply radiate heat. The question facing these systems, and indeed

the question facing AI systems throughout the history of the field, is how to establish

standards of evidence and means of measurement that can evaluate such work without

ever being able to compare these systems to the intelligent machines of the future the field

has so long imagined.

Returning to the earlier conversation about when a new technical method becomes

“cheating,” it is worth noting that the very qualities of cleanness and grammaticality

153. Yuan et al., “Counting to Explore and Generalize in Text-Based Games”; Adolphs and Hofmann,
“Ledeepchef Deep Reinforcement Learning Agent for Families of Text-Based Games.”
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that El Asri suggests make TextWorld manageable for such machine learning based

approaches make it trivial for systems based on the methods of symbolic AI. Insofar

as TextWorld was hand authored to generate its descriptions, a corresponding agent

to play TextWorld could as easily be authored to reverse engineer those descriptions

into symbolic rules that could then be solved, no matter the scale, by methods from

decades ago. While it is difficult to train a machine learning agent to play TextWorld,

it is comparatively easy to hand-author a program that plays it perfectly. As the bAbI

researchers observed, such an approach would be cheating by contemporary standards,

however, because the scientific value of TextWorld lies not in actually playing it—a

machine that solves TextWorld is of no particular use—but rather in what is suggested

about the ultimate abilities of a machine capable of beating TextWorld.154 If a machine

learning algorithm can play TextWorld, its creators contend, that algorithm must have

learned something about language. If a hand-authored program, which clearly contains

no linguistic knowledge, can play it, nothing is gained. TextWorld is not the end in and

of itself, but rather is designed to suggest something about the machines that play it,

and that suggestion rests on a delicate balance between assumptions about language and

assumptions about learning.

The rhetorical challenge for work such as TextWorld lies in articulating the value of

building an algorithm to play a game. Because the game itself is of no value, researchers

studying such a game must claim that something more general than the playing of that

specific game is being learned. The question then, as always, must be how researchers

build the case for what precisely is being learned from the playing of such games. Even if

an algorithm played TextWorld perfectly, it is not clear how the ability to parse formulaic

sentences about rooms and boxes can be used to construct systems that speak or that

converse. It is not clear just what elements of language are being learned, no matter how

many sentences about rooms and boxes the system is able to parse. If adding more rooms

154. Weston et al., “Towards Ai-Complete Question Answering: A Set of Prerequisite Toy Tasks.”
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and more boxes will not increase its ability to converse, then what precisely is being

learned?

Feigenbaum and his colleagues had to wrestle with the uneasy feeling that they were

cheating by producing their expert systems for chemical analysis that worked, but yet

by referring to pre-coded knowledge rather than deducing the chemical structure from

first principles. In this uneasiness can be seen the shift of interpretive paradigms. The

question was not whether or not software could be produced that analyzed the chemicals

in question. Rather, the question was whether that software, once produced, could also

be viewed as intelligent if it did not seem to do any intelligent reasoning of its own.

Intelligence lay not in the intelligent actions for which the systems were designed, but

rather in the intelligent processes by which they were designed. Such a distinction is

visible as well in modern machine learning work.

In a recent essay reflecting on the broad considerations that inform modern machine

learning work, researchers in Spain and the U.K. remarked that it often, “seems subjective

to determine what input is seen positively or negatively, or even considered as cheating:

too much data (supervised or unsupervised), too much knowledge (constraints, rules or

bias), enriched input, etc.”155 Such subjectivity is evident is the recent microworlds, as

when Facebook researchers comment on the problems of navigating their microworld

environment that, “it could be tempting to hand-code solutions for them or to use existing

large-scale QA systems like Cyc. They might succeed at solving them. . . however

this is not the tasks’ purpose since those approaches would not be learning to solve

them.”156 Such rhetoric recalls Feigenbaum’s colleagues, who expressed hesitation that

their knowledge based systems, although they solved the problems presented to them,

nevertheless did not solve them in the right way. In the 1970s, the right way meant by

reasoning from first principles. The value of solving them in the right way being that

155. Martinez-Plumed et al., “Accounting for the Neglected Dimensions of AI Progress,” 3.

156. Weston et al., “Towards Ai-Complete Question Answering: A Set of Prerequisite Toy Tasks,” 9.
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it hinted at a broader utility for a system capable of reasoning out complex concepts

from first principles. Likewise, at present, the value of an AI system learning on its own

rather than simply solving the problem is of value to the extent that it suggests that it

might also learn other things on its own and thereby become more useful. Solving the

microworlds, for modern machine learning algorithms, is a demonstration of their abilities

and a testament to other things they might be used to do, but not an end in itself. For this

reason, there is no reason that the microworlds of the present should themselves be more

complex than the microworlds of the past. Indeed, if they differed too radically, as does

the hypothetical CommAI environment, it is possible that they would threaten the link

that allows these technologies to appear to be advancing by conquering themselves what

in the past might have required human intervention.

Modern machine learning algorithms in the microworlds are in the position of the

cyclist who has learned to ride with no hands. It is an impressive feat, and at times even

a very useful one if such a cyclist needs to perform tasks with free hands that would

otherwise be impossible if they were occupied with the handlebars. Yet at the same

time, as measured by the transportational utility of the bicycle, nothing has changed. The

cyclist will still arrive at their destination no matter how many hands grip the handlebars.

Likewise, a machine learning algorithm that learns to do what SHRDLU did, or even a

simplified form of it in most of these recent cases, is certainly both an impressive feat

and potentially a useful one, but it has also left unasked a potentially important question.

Namely, if the microworlds are meant as simulations of increasing complexity towards

an imagined future high-fidelity simulation of the world, of what are these higher-fidelity

simulations composed, and what is the nature of this world towards which they lead? If

these microworlds are merely vehicles for demonstrating that learning algorithms can

learn, then are they any different than any other task to which these algorithms might be

put? If not, then like much research before the microworlds that had to justify its ludic

subjects, it would be necessary to explain why all the trouble of designing a simulated
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game world was necessary when the game itself held no value if solved. The researchers

who have given the microworlds their modern revival are reaching for something more

than simply an environment in which to prove machine learning algorithms. They are

searching for an experimental apparatus that gives meaning to the concept of language.

It will be necessary to turn TextWorld about from several angles to glean the

perspectives on its relative depths and flatnesses, one of which is that of the notion of the

“real world” towards which both researchers and critics imagine the microworlds, rightly

or wrongly, to be oriented. If language is imagined to find its referent in an objective

reality outside of the speaker, then the only course for the microworlds, as tools to

simulate an environment in which language can find meaning, is to simulate that imagined

reality. If the microworlds’ critics imagined their project to be the construction of such

a miniature universe, then it is no surprise why scholars from disciplines from across

the humanities and social sciences in the latter half of the 20th-century found such an

irreducibly structuralist project suspicious. To the extent that AI researchers, like Minsky

at the outset of the microworlds project, imagine that the fairy tale of the physicist could

be re-enacted in AI, with each successive microworld becoming, like the physical world

its blocks and rooms recalled, an ever more detailed map of the territory of the real, they

have not moved past the earliest debate in the history of the field.

When in 1958 McCarthy first presented his Advice Taker work at the Teddington

conference, and Bar-Hillel responded that no mathematically coherent definition of the

notion of place that underwrote the use of the word “at” could be given even in principle,

he voiced the critique that would echo throughout the decades and find resonance in all

of the critical examinations of the microworlds addressed in this chapter. To be in the

kitchen or in the supermarket of the TextWorld is not in any sense to be in those places

in a human sense, or even to be in a place. The notion of place that gives meaning to “at”

in a textual universe is as alien to the human sensorium as is such a notion that arises from

the mind of an extraterrestrial race. Yet, as Freudenthal recognized, it is through language
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that place may be given meaning not as a part of a singular, commonly shared world, but

in terms of the worlds it constructs for its hearers. It is one question to ask whether rules

can capture the essence of the world as it really exists. It is another to ask whether rules

themselves are discursive forms that, for human and machine alike, can conjure entirely

new worlds.

Minsky’s imagined microworlds of the 1970s sought to encode the world in rules.

The expert systems of the 1980s struggled to add enough rules to satisfy that task. The

machine learning algorithms of the 1990s up to the present moment set out to gather

those rules automatically through observation and statistical inference. Each project

fundamentally imagined itself as out to construct, by whatever means, the singular

representation of the world as it really was.157 What they achieved instead was, as Wilks

observed, the creation by each of their own worlds of rules. Every grammar defines a

language, he observed, however limited, broken, or useless that language might be. For

Wilks, such an observation was almost an aside unworthy of mention. To the extent

that each machine defined its own language in terms of what it could understand and

what it could not, those machines were not grasping language as it really was. However,

viewed not as simulations of an imagined reality but as the creations of imagined realities,

viewing the microworlds through the lens of games reveals that what they have always

been about is not the physical world, but multiplicities of narrative worlds. TextWorld is

not a step towards an ultimate future encounter with the world as such, but rather a world

unto itself. The question is not how well does TextWorld simulate an imagined other

world, but rather is it, as a world, worth anything? Or to put it another way, is TextWorld

a game worth playing?

157. Wilks et al., “Natural Language Understanding Systems Within the AI Paradigm-A Survey and Some
Comparisons.”
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5.9 AI’s Postmodern Turn

Viewed as a narrative world, the addition of characters—of conversation—is not

simply a question of adding piecemeal to an already existing yet empty physical world.

These microworlds world were designed to facilitate a certain kind of discourse of

rooms and objects. To make conversational interaction—the stated goal of TextWorld

research—imaginable within TextWorld would require fundamentally rearchitecting

the world both programmatically and narrativistically. I will offer the beginnings of a

framework for thinking about such restructuring in the next chapter, but first I will offer

some intuition concerning the nature of such changes and their necessity.

Returning to the formative intuitions of Turkle, Edwards, and other critics mentioned

in this chapter regarding narrative and authorship as avenues out of the seeming strictures

of the rules of the microworlds, and also to McCarthy’s notion of the “sayable,” I propose

reconsidering the extent to which the kinds of discourses that characterize conversational

interaction are sayable within the context of an environment such as TextWorld. In

particular, I suggest that what is needed in AI, and what McCarthy was ever in search of

throughout his career, was a postmodern turn.

The microworlds literalize the notion that language creates worlds, as the TextWorld

researchers gesture to in their Wittgensteinian epigraph, “the limits of my language

mean the limits of my world.”158 Taking this notion further than does the current

TextWorld requires recognizing that implicit in the very act of speaking is the creation

and dissolution of innumerable worlds—hypothetical worlds, imagined worlds, fantastic

worlds, intersubjective worlds—and that language is not the thing that describes a world

that pre-exists it, but rather that which conjures them out of nothing.

158. Côté et al., “Textworld: A Learning Environment for Text-Based Games,” 1.
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5.9.1 Narrative Worlds

As Philip K. Dick reflected of his own fiction writing, “I write from multiple

viewpoints. . . for me the phenomenological world consists of nothing more than the

totality of the various viewpoints perceived. . . I do not postulate a single block universe

which is perceived by everyone. There’s a multitude of possibilities from a point of view,

a sum of indefinite possibilities. People act and realize things, experience things.”159

For Dick, as for the various critics of the microworlds in their different ways, there is no

single reality—no world—for an AI to learn, no matter how much computational power

or how much statistical sophistication it brings to bear. We all inhabit different, alien,

narrative universes, and speak to each other only as do civilizations communicating in

a Lingua Cosmica, with the hope that in some distant subjective universe, another mind

will recognize in our words patterns legible within its own interpretive milieu and learn to

respond in kind.

New media critic Marie Laure-Ryan expands upon Dick’s remarks in Possible Worlds,

Artificial Intelligence, and Narrative Theory by reading narrative through the lens of

AI and, perhaps unintentionally, AI through the lens of narrative.160 As Ryan points

out, both AI and literary criticism are, as yet, only able to grasp a text by its crudest

elements, and so the fields are alike in only being able to speculate about the nature of

communication.161 Insofar as those speculations converge in Ryan’s work, they offer a

guide to the one as much as to the other.

Like Charniak, Ryan understands fiction in terms of the virtual worlds created

by stories. To read a story about Janet and her piggy bank is, for that moment, to be

transported to the story world. Also like Charniak, one of Ryan’s primary concerns is

that of how one, having been transported to the story world, returns home. That is, stories

159. Dick, “So I Don’t Write About Heroes: An Interview with Philip K. Dick,” para. 23.

160. Ryan, Possible Worlds, Artificial Intelligence, and Narrative Theory.

161. Ibid.
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do not simply exist within their own worlds and then vanish. Rather, in reading a story,

one transforms their sense of their own world, within which the story world is nested.

A work of reporting might change our relationship to something happening elsewhere

in space, a work of history to something that happened elsewhere in time, or a work of

fiction to something essential or human that transcends time and space. How, Ryan and

the AI researchers want to know, do stories shape and are stories shaped by knowledge of

the world? For the microworlds researchers (as for Ryan), the interpreter must possess a

large amount of knowledge about the world, structured in some yet to be discovered way.

For Ryan, however, narrative theory suggests elements of a model not entailed by AI’s

most recurring conceptions. In particular, for Ryan, if every story is a world, then stories

within stories themselves must be worlds within worlds. If, as Charniak’s discourse on

piggy banks invites, we fill up our knowledge bases with facts and specifications about the

physics and cultural customs surrounding piggy banks, how are we to use this knowledge

to understand a story told by Janet herself, whose universe may not yet include the norms

of adult knowledge within her society?

The fundamental premise of the microworlds as Minsky understood them is that

the world, however large, is in principle knowable in its totality. If only the simulation

could be made large enough, it could know the world, whatever might be the practical

limitations of modern computers. What the microworlds in their present form cannot

do is make a place for multiple, competing truths to coexist—the fact that so troubled

Adam in her critique of the politics of AI systems. As Ryan observes, ancient myths

become fictions for modern readers, yet the histories and eternal truths to which they

speak continue to point back to the world outside the fiction, even as gods and goddesses

process through the narrative. It is not enough simply to expunge the deities from Cyc’s

knowledge base once science has exposed their mysteries without a corresponding means

of restoring their reality for the purpose of understanding the myth written by one for

whom they were real. More broadly, the microworlds of Minsky mode gives us no answer
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for how to encode conflicting realities or perspectives within the knowledge base. Ryan’s

essential question to AI is how can we have knowledge of fictional things, especially

when they contradict the “real” things we know to be true for the duration of the story?

Moreover, what happens when those lines blur?

NELL’s knowledge base, available and explorable via the web, illustrates the

impossibility of compiling all human knowledge. Searching for “Abraham Lincoln”

returns several dozen Lincolns, from the Lincoln marked as the historical personage and

American president, to the fictional, vampire hunting Lincoln of Timur Bekmambetov’s

film.162 All of these Lincolns taken together, however, leave us unable to answer a riddle

posed by Ryan. Namely, which of these many Lincolns should we draw on to understand

the utterance of an actor impersonating the character of Lincoln in an ahistorical drama

in which he delivers the real Gettysburg address, but by it refers to a fictional battlefield

wholly separate from the historical Gettysburg? Such a scene certainly plays somewhat

on our knowledge of Lincoln, but also requires us to creatively reuse that knowledge to

integrate additional factors nowhere present in the knowledge we bring to the story. We

would do well to fix such an instance in mind to gird ourselves against the temptation to

believe that knowledge is consistent, and that it is only a matter of accumulating more and

more of it.

5.9.2 Architecting the Microuniverse

The multiplicities of meaning inherent in language and text have long been the unseen

force that frustrates the field’s attempt to circumscribe reality in rules. This has been the

99% that Lenat claims evades the work of AI and the approximate Everest that challenged

McCarthy’s formalisms. Yet, even so, in different moments and using different languages,

researchers have grappled with and occasionally glimpsed visions of a different field, like

vignettes from a reality that never happened that form the center of Dick’s Man in the

162. Lincoln, “Vampire Hunter.”
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High Castle.163 Taken together, these glimpses point towards a different possible future.

One of the most prolific early authors on the nature of conversation whose work

bears on these themes was the cyberneticist Gordon Pask. Pask explicitly situated his

“conversation theory” in opposition to AI, referring to it as a theory of “Interacting

Actors” to invert the acronym.164 For Pask, there was no singular, stable world that a

machine (or a human being) could even in principle come to know. Instead, the world was

a constant state of flux, with interactions among actors bringing them into consonance or

driving them apart. The essence of this theory was rooted not in a universalizing effort to

know all that could be known, but rather in a recognition that an agent must always be in

a state of constructing meaning for itself as new situations arise and as language and the

world around it continue to evolve.

Within AI, Winograd himself ran up against these issues and they would ultimately

drive him out of the field. As Winograd has written, the issues that drove him away from

the original SHRDLU project were not the limitations of the technology per se, as would

become the prevailing myth within AI, but rather the limitations of AI’s entire realist

project. Reflecting on the possibility of intelligent machines later in his career, Winograd

argues for a position of what he calls “hermeneutic constructivism.”165 In defining this

philosophy, he draws on Austin and the tradition of speech acts, among other things, to

argue that computers process text in ways that are meaningful to humans, and that any

question of computer understanding must be rooted in an emerging dynamic between the

machines themselves and the humans who use them. Together with Fernando Flores, a

former Chilean economic cabinet minister under Allende who helped bring cyberneticst

Stafford Beer to Chile to design a national socialist cybernetic telegraph network but who

was imprisoned by Pinochet after the country’s coup and later studied management and

163. Dick, The Man in the High Castle.

164. Pask, Zeeuw, and Nov, “Interactions of Actors, Theory and Some Applications”; Pask, Conversation
Theory.

165. Winograd, “Thinking Machines: Can There Be? Are We?,” 2.
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computer science at Stanford advised by, among others, Hubert Dreyfus, Winograd would

develop a system for intermediating communications among members of an organization

to streamline communication channels.166167

Finally, although McCarthy never fully abandoned his commitments to a realist

universalism, throughout his career he tried to reckon with the difficulties inherent in

such a position. In his Elephant 2000 paper, he recognizes that a system need not in fact

know everything about its subject, but only just enough to accomplish what is required

of it.168 Moreover, such knowledge might change based on the context, and much of

his research in the later part of his career was dedicated to attempting to formalize the

notion of context in order to allow computers to shift between multiple meanings.169 He

used these contexts as a framework to think about questions of fiction and fantasy that

occupied Ryan’s analysis.170 Taken together, these efforts to imagine what I have argued

amounts to a qualitatively different program of AI research to that which has rested on a

foundation of realist universalism, the outline of which I will sketch in the next chapter.

To pick up a work of fiction—to enter a microworld—is at once to suspend any

connection to the “real” world one might previously have inhabited and to learn a new

language game. Chiang’s Arrival dramatizes how communication is a game, whether

played with language or Mahjong tiles. The world itself is unknowable. We might ask

ourselves whether it is indeed the piggy bank from which Janet receives her nickel. The

nickel could as easily, given the right circumstances, have come from a parent who,

seeing Janet shaking her empty piggy bank, gave her the nickel to ward off the tears.

Such an alternative account, along with the possibility of telling an infinite number of

166. Winograd and Flores, Understanding Computers and Cognition: A New Foundation for Design.

167. For more on Flores and his efforts to create the Cybersyn network to modernize Chile’s infrastructure,
see Medina, Cybernetic Revolutionaries: Technology and Politics in Allende’s Chile.

168. McCarthy, “Elephant 2000-A Programming Language Based on Speech Acts.”

169. McCarthy, “Notes on formalizing context.”

170. McCarthy, “Generality in Artificial Intelligence.”
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alternative stories, suggest that the absolute size of our knowledge will remain dwarfed

by the innumerable possibilities of fiction. Framed this way, perhaps the question of

understanding stories is less a question of how much we need to know, and more a

question of how much we can get by without knowing. Every work of fiction opens

into a world that neither we nor its author can know in its entirety, but which we are

nevertheless able to navigate by picking up just enough about the world from the story

itself without ever needing to grasp it in toto. Perhaps the microworlds project is not

one of building an ever more elaborate model of an eventual real world, but rather that

of building narrative worlds that are worth inhabiting by both human and machine.

As humanity came to understand by the end of Heisserer’s screenplay, what the aliens

brought was neither tool nor weapon, but was rather their language itself. As humans

struggled to devise communicative codes through which to receive the aliens’ gift, they

gradually realized that the codes themselves were the gift the aliens came bearing. The

aliens’ language encoded their perspective on the universe, which granted the humans

who learned to speak it an entirely new conception of their world. Likewise, as I will

argue, in building various simulated worlds aimed at a future in which machines would

eventually attain human speech, AI researchers and critics alike have long overlooked

how it is the worlds themselves and the language games they represent that are the true

essence of AI technology, not the humanoid forms towards which they have long been

imagined to lead. By taking seriously the possibilities of interacting with AI systems in

simulated worlds rather than treating those worlds as stepping stones towards an eventual

real, it becomes possible to view the project of AI in a very different light. Language is

not a distant future but already a material present. Machines already speak in myriad

and limited ways, and recognizing that may allow us to reconceptualize the aims of AI

research.

251



6

Towards an Android Linguistics

McCarthy often expressed the belief, even after decades of work had failed to produce an

intelligent machine, that AI would be simple. “If it takes 200 years to achieve artificial

intelligence and then finally there is a textbook that explains how it’s done,” McCarthy

once claimed, “the hardest part of that textbook to write will be the part that explains why

people didn’t think of it 200 years ago.”1 Whereas others such as Minsky who took the

mind or brain to be the central object of AI came to believe that any intelligent machine

would necessarily be hopelessly complex because the human brain was the product of a

complex evolutionary process,2 McCarthy’s aim was never the mind as such. Rather, as I

have argued, the consistent theme that ran through McCarthy’s efforts to envision AI was

the recognition that language and communication are phenomena broader than thought

and that the question of AI was therefore not that of how to build a mind, but rather that

of how to design a language.

This chapter returns to McCarthy’s original vision and the search for a language

suitable for human-machine communication. In a 2008 essay, McCarthy wrote that,

1. McCarthy, “Interview with John McCarthy.”

2. Minsky, Society of Mind.
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There are two kinds of AI experimental possibilities. The first is to use the

ideas of this article to try to break AI systems intended to deal with the

common sense world that lack some of the capabilities discussed in this

article. The second is to use the ideas to build an AI system. Since the ideas

are not advertised as complete enough to serve as a design, the first option

seems more fun to pursue.3

This chapter approaches the question of AI in a similar spirit. The purpose of this

chapter, and indeed this entire dissertation, has been to scour the field’s history for

the materials needed to envision its future. The ideas contained herein are not yet, as

McCarthy’s were not, at such a point as they can offer a complete guide to machine

intelligence, although insofar as no machine has yet been rendered intelligent, they are

in good company. Rather, the goals of this chapter are threefold: first, to offer a set of

diagnostic “unit tests” against which to measure the progress of AI systems and serve as

a counterweight to the narrowing effects of dataset-based evaluation metrics discussed

in the previous chapter; second, to present an abstract architecture and design fiction for

conceptualizing the design of machine language interpreters; and finally to report on the

progress of ongoing work attempting to implement a system for the exploration of the

limits and structure of machine communication.

The goal of AI, as defined in this chapter, is neither the construction of a mind

that really is intelligent, as such a goal seems too ill-defined to contemplate, nor the

emulation of human performance, as has become the gold standard of much contemporary

research, much to many researchers’ dissatisfaction. As I have discussed, to pursue the

project of AI as McCarthy imagined it, it is necessary to abandon the human per se as

the ultimate measure of machine intelligence. Rather, the goal of AI as it is understood

in light of the history laid out in this dissertation is the design of something more akin

to a programming language, but one with a semantics rich enough in the important

3. McCarthy, “The Well-Designed Child.”
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dimensions of communication that I will describe to be learnable both by machines

and by their human interlocutors. The proper object of study for AI is language not as

it “really is,” assuming as has been conventional in historical AI work that language is

a single monolithic entity. As speech act theory suggests, any performance taken out

of its context and reproduced under experimental conditions may no longer have the

meaning it once had when first uttered. Studying communication under such conditions

is impossible. Indeed, the trueest measure of machine intelligence might not be perfect

performance on benchmarks derived from current datasets but rather an awareness of

the laboratory context it inhabits and an expression of puzzlement to the experimenter as

to why it is being asked all these confusing questions. Rather, the goal is “habitability,”

a term in use occasionally earlier in the history of AI to describe the phenomenon of

an artificial grammar that nevertheless felt real—that could be inhabited by human

speakers—because it was expansive enough in the right dimensions that a speaker would

simply not encounter the boundaries of this artificial world in practice.4

The starting point for this work lies in a return to the microworlds and a

reconsideration, like those that many of the recent microworlds researchers have

undertaken, of the essential elements that belong in a world in which a machine might

learn to speak. However, unlike the microworlds as traditionally construed, I argue that

the goal of such research is not the eventual emergence into a “real” world, but rather a

recognition of the thick intersubjective realities that already permeate these seemingly

empty spaces. In a thought experiment, McCarthy imagines the AI as a “Lockean baby”

born with a blank slate and without any prior preconceptions about the world.5 “A

Lockean baby would do as well in flatland as in our space,” he writes, “the Lockean

baby is brought up in an environment in which motion is discrete. Imagine that the

baby’s world is a Macintosh screen. Objects move without passing through intermediate

4. Simon and Siklóssy, Representation and Meaning: Experiments with Information Processing Systems;
Watt, A Prerequisite to the Utility of Microgrammars.

5. McCarthy, “The Well-Designed Child,” 20.
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points. The baby moves an object by clicking on the initial and final locations.”6 The

purpose of this thought experiment was to critique traditions of AI research that held

that intelligence could be learned entirely through experience and observation without

some assumptions about the world being engineered into a system’s core programming.

While a machine designed to inhabit a flatland was not McCarthy’s objective per se,

it offers a useful way to think about what assumptions would have to be built into a

system to navigate a microworld if that was to be its ultimate destination. Language

would then become not a question of capturing an understanding of a world that really

was and rather one of bridging a gap between incommensurable lived experiences using

metaphor, polysemy, ambiguity, and all of the nebulous dimensions of communication

that canonically scientific AI work on language has for so long viewed as noise to be

purged from the pure signal of speech. After all, in a world of files, emails, data, and

networks, the integration of technology with contemporary society continues to blur the

boundaries between what constitutes the “real” world and what the microworld.

6.1 Unit Tests for Machine Language

In this section, I present a collection of “unit tests” with which designers of AI systems

can begin to evaluate the systems they produce. Unit testing refers to the practice, in

software development, of specifying pairs of inputs and their expected outputs in order

to confirm that the system performs correctly at least in simple cases. The hope in unit

testing that this correct performance is in some way indicative of the overall correctness

of the system, and provides evidence that the system will perform correctly even on more

complex inputs. As I have discussed previously, however, in the case of language in AI

the very notion of “correctness” has long been a source of conceptual difficulty.

Indeed, the field’s longstanding efforts to define “correctness” for linguistic

behavior, to the continual dissatisfaction of researchers, suggest that such a notion is

6. McCarthy, “The Well-Designed Child,” 20.
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not straightforward. If the field’s critics are to be believed, it may even be downright

paradoxical. This difficulty stems from the long recognized issues at the heart of the

debates surrounding the Turing test that it is easy to arrange words in sequence, yet

difficult to know if in doing so the speaker truly grasped the depths of meaning that

sequence implies. As researchers from Roger Schank to Douglas Lenat have argued, it is

a common occurrence for a machine to seem convincing in a small number of laboratory

cases only to fall flat when it attempts to deal with language in practice. As such, the

unit tests contained in this chapter are not designed for the experimental apparatus that

has long characterized AI research of isolating linguistic performance in a controlled

environment. I believe it is indeterminate from any collection of such examples whether

the system “understands” what it appears to. Rather, they are abstract unit tests, meant

not to specify rote inputs and outputs but rather conversational behaviors that must

be observed in the course of the system’s efforts to deploy language in a particular

context. The question is not whether a system can respond correctly to a list of test cases

pre-selected to engender a specific linguistic behavior, but whether something resembling

that behavior can be observed ethnographically within the linguistic life of the system.

At the most fundamental level, the experimental practices of AI must move past

its current experimentalist framework. If researchers are not even attempting to speak

with their machines and thereby having rich and varied conversational interactions,

there is little else that can stand in as evidence of linguistic competence. This will mean

abandoning many of the trappings of scientificity that the field has worked so hard to

construct as it established its boundaries and legitimized its presence in the modern

academy. However, as no field has yet managed to discover, if it is indeed possible, how

to perform such science to human language and culture.

In the earliest moments of AI, McCarthy wrote in an undated memo from his time

at the MIT computation center that, “epistemology is about to leave philosophy and join
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the sciences as other disciplines have done in the past.”7 Much of the field’s history can

be read as an effort to realize this transformation and finally realize the science of the

human that has so long eluded the humanities and social sciences.8 However, it may be

necessary to learn from the lessons of the many fields that have attempted to effect such

a transformation before that no matter how much computation is applied, the human

continues stubbornly to resist approaches modeled on the field’s historical conception

of science. Projects such as bAbI, CommAI, and TextWorld that seek to articulate the

essential dimensions of language use, although I believe this to be a productive project

overall, will always be limited by what they can measure as long as they insist on those

measurements being automated.

6.1.1 List of Unit Tests

The following list non-exhaustively enumerates behaviors and principles of operation, to

be further elaborated upon in this section, that may be useful in guiding an investigation

of a language-using AI system to determine the extents and limitations of its language

use. This list is oriented around the question of what behaviors must be present to

effectively interpret or produce utterances in an extended conversational interaction or

many such interactions without breaking down:

• Preservation of the raw utterance: no matter what processing is done to render an

utterance computationally meaningful, the literal text of the utterance should always

be preserved

• Allowance for disfluencies: insofar as much interaction in language does not

happen in complete grammatical sentences as measured against for instance the

7. McCarthy, “Towards a Science of Epistemology.”

8. This attitude was certainly prevalent among the field’s earliest students and a fixture of the culture
of its earliest laboratories. (See Dreyfus, “Why Heideggerian AI Failed and How Fixing it Would Require
Making it More Heideggerian”).
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news text corpora ubiquitous in contemporary NLP, there will inevitably have to be

an amount of inference from the current context as to the meaning of an utterance

• Preservation of the relationship between utterance and interpretation: whatever

meaning or knowledge representation language is used to make sense of utterances,

to the greatest extent possible it should be feasible to trace a specific interpretation

to the utterance from which it was derived for the purposes of re-evaluating the

original interpretive decision

• Cascading consequences of reinterpretation: If an utterance needs to be

reinterpreted, any further internal state that has been derived from the interpretation

of that utterance should also be rederivable

• Open-endedness of interpretation: Any utterance, no matter its form, should under

the right circumstances be able to be assigned any interpretation.

• Grounded reference: to the extent that utterances depend for their interpretation

on objects in the virtual environment, such as blocks in the blocks world, those

utterances should be interpreted consistently in relation to changes in the state of

the objects to which they refer

• Reference in absentia: It should be possible to ground reference not only in objects

at hand but those currently or initially imperceptible such that when they become

perceptible, previous references made to them can be brought to bear

• Reference to fictional objects: Objects the system will never perceive because they

do not have a virtual form, such as figures or objects from fictional stories, should

nevertheless be referenceable in discourse

• Reference to indefinite objects: Objects that have no concrete representation,

either due to blurry boundaries or to being artifacts of gestalts, such as McCarthy’s
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Everest or an empty space between other objects should nevertheless be

referenceable in discourse

• Reference to moments in time: it should be possible to refer to events that took

place at a particular moment

• Reference to cyclic time: Recurring event types should be abstractable from

singular events

• Intersubjective objects: Objects not reducible to represented objects or their

properties and only exist as agreements between agents, such as a promise or a

relationship, should nevertheless be referenceable in discourse

• Self reference: the system should be able to discuss itself and recognize

representations of its being or actions in discourse

• Reference to discourse itself: it should be possible to refer to the raw text of the

utterances in the current context within discourse

• References to interpretation of discourse: it should be possible to refer not only to

the utterance but to the system’s interpretation of that utterance, with statements

made about the utterance affecting the re-interpretation of the utterance itself

• Lexical expansion: it should be possible to define new terms and constructions9 and

extend the lexicon

• Abstractions from objects: any collection of other objects of discourse should be

referenceable as a group, including other collections

• Reference to interlocutors: It should be possible to recognize the utterances

entering the system as having a definite source in a particular agent external to the

system

9. Goldberg, Constructions at Work: the Nature of Generalization in Language.
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• Theory of knowledge: it should be possible to discuss the contents not only of the

system’s mind, but of the minds of its interlocutors as well, including any beliefs or

knowledge held by any interlocutors

• Abstractions concerning other minds: it should be possible to refer to properties

of other minds not necessarily contained within those minds, such as a lack of

knowledge on a particular topic

• Incommensurability of other minds: it should not be assumed that two minds

share the same referents or the same conception of reality. It should therefore be

possible to adopt the fiction that other minds exist in other worlds, and to evince the

character of this alien world to achieve a communicative goal

• Theory of plans & intentions: it should be possible to discuss hypothetical or future

actions and to operationalize those discussions as changes to future behavior

• Sociality: the system should recognize the existence of multiple potential

interlocutors

• Reported speech: it should be possible to convey information between interlocutors

and adapt the form of it to the imputed internal state of each interlocutor

• Politeness & privacy: the system should recognize the existence of conventions

governing how and whether to communicate information about one interlocutor

to another

• Agency: the actions to take in response to an utterance should always be left up

to the system. Even actions that seem incorrect in regards to the specific form

of the utterance may ultimately be in the service of a higher order goal, and it is

this property in particular that is the most important and the least well served by a
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narrowly experimentalist paradigm. As Turing presciently argued, “if a machine is

expected to be infallible, it cannot also be intelligent.”10

6.2 Architecture for Communicating Machines

In this section, I expand on the unit tests of the previous section by sketching an abstract

architecture for a language interpreter, borrowing conventions both from theories of the

interpretation of natural language and those of programming language interpretation. It is

easy to misconstrue the meaning of such unit tests in isolation. I therefore walk through

the process of interpreting an utterance, using this abstract architecture, and use this

exposition as a design fiction11 to illustrate some of the concerns requiring consideration

when attempting to ascertain whether and to what extent an AI system exhibits any of the

linguistic behaviors described in the previous section.

6.2.1 Overview of Meta-Circular Interpreter

In this section I present an architecture for the machinic interpretation and production

of language I will call the, “Meta-Circular Relational Interpreter for Utterances in a

Microworld.” This notion is perhaps best explained through a series of elaborations on the

notion of a conventional programming language interpreter, such as one through which

one might define the semantics of a contemporary programming language. Interpreting

an unambiguous mathematical expression such as “2 + 2” could be expected to yield

the value “4” in for instance a modern Lisp interpreter. However, as Richard Weyhrauch

notes, if that question was posed by the fearsome looking leader of a biker gang that had

just burst into the bar where you were quietly having a drink and marched up to you to

pose the question, even what had moments ago seemed to be an unambiguously universal

proposition suddenly becomes an occasion for frantically searching for some context to

10. Turing, “Lecture on the Automatic Computing Engine (1947),” 394.

11. Dunne and Raby, Speculative Everything: Design, Fiction, and Social Dreaming.
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make that question and its meaning in the present circumstances make sense.12 As such,

to describe an interpreter for “utterances” in something resembling a natural language is

not to describe an interpretation of utterances in accordance with an imagined universal

semantics, but rather to invite the question of what precisely is one interpreting.

In the formal semiotics of philosopher C.S. Peirce, symbols alone have no meaning

without reference to the agent interpreting that thereby gave them a meaning grounded

in some specific referent.13 Inverting that formulation to consider the creation of signs,

the task of computational interpretation becomes not that of mapping symbols such as

the string “2” onto formal objects such as the number 2 with which it can perform a

computation, but rather of inferring the mental state of the speaker using the utterance

as evidence. That mental state, once revealed to contain some combination of beliefs,

intentions, and desires, may place an obligation on the system to answer the question in

the expected way, in accordance with the request of the speaker, or it may yet demand

that the system take some other action in context that has nothing to do with the apparent

form of the request, such as backing slowly away. Such indirection is what allows the

system the space to exhibit agency and intelligence without, as computers have so long

been understood to do, carrying out their orders, sorcerer’s-apprentice-like, oblivious to

good sense or their consequences.

Insofar as I am characterizing the system being described as an interpreter, the act

of inference required to deduce a mental state from an utterance is thereby an act of

relational interpretation. In particular, in its “forward” mode, the interpreter interprets

not utterances, but mental states. Given a representation of the mental state of an agent,

for instance an AI agent, the interpreter produces the sequence of actions, gestures, and

particularly utterances that realize that agent’s intentions according to its beliefs and

desires. Viewed this way, interpretation is analogous to planning—given beliefs and

12. Weyhrauch, “Ideas on Building Conscious Artifacts.”

13. Peirce, The Essential Peirce: Selected Philosophical Writings.
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objectives, generate the sequence of actions for achieving the objectives given the beliefs.

The “backwards” view of the interpretive process, then, involves inferring the plan from

the actions. When the action is an utterance, for instance, it requires an inference of

the mental state that produced the utterance as a means to know what meaning to give

the utterance. Meaning is grounded in mental states, not in the utterances themselves.

“Interpreting” the utterance “2 + 2” then is not a deterministic computation but rather an

inference or a search over the space of possible mental states that could have produced the

utterance. Because of the relational property of the interpreter, both directions are implicit

in the same definition of the interpreter.

The relational interpretation paradigm is useful in particular as an inference

mechanism due to its ability to synthesize deeply recursive programs, such as is required

for reasoning about other minds, which in turn are reasoning about the original mind

and so on. Inferring the mind of the speaker of the utterance “2 + 2” requires drawing

further inferences about how they imagined the listener’s mind to be configured and what

response they expected to elicit. Likewise, planning a response involves reasoning about

the current state of the listener’s mind and how it will be affected by the reply, which

may require reasoning about further utterances on the listener’s part that in turn require

reasoning about the original mind. Learned heuristics may terminate the search early in

many cases, but it will always be necessary to be able to fall back on a more expansive

reasoning process.

Contra the common impulse in machine learning research to treat performance as a

black box to be learned with sufficient data, in this work I use the structure of the agent’s

mind as an extremely strong inductive bias for interpreting the mind of its interlocutors.

In other words, in interpreting the mind of the biker gang leader, the AI attempts to infer

what would have had to have been the structure of its own mind were it, in the biker’s

position, to have uttered such a phrase, modified by whatever specific information it

knows differentiates it from the biker. This does not mean statistical techniques have
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no utility or that I am choosing to use symbolic methods at the expense of statistical

techniques—far from it. Rather, it simply recognizes, as I have argued elsewhere, that the

experimental paradigms that have become common in machine learning research are not

necessary outgrowths of the methods themselves but rather are conditioned by an external

set of epistemological commitments. This bias towards entangling the mental structures

of the AI and its interlocutors rests on the assumption that information learned about

itself can be applied immediately to interpreting the actions of others and conversely

observed behaviors by others may give it cause to re-evaluate its own mental state, which

it is hoped will be a beneficial way to frame the project of developing intelligence.

Using the AI’s mental state as an inductive bias for inferring the mental states of other

agents is not only a solution for predicting novel and not previously observed behaviors,

but is also, by virtue of the meta-circularity of the interpreter, the fundamental mechanism

of system (self) improvement. Meta-circularity refers to the definition of each aspect

of the interpreted language in terms of itself. One of the earliest and most well known

examples of a meta-circular interpreter is McCarthy’s own original definition of Lisp by

reference to a Lisp interpreter written in Lisp. In the present context, this notion refers to

the way in which the AI’s mental state, which contains its beliefs about the mental state of

a second agent, acts as an interpreter for the second agent, interpreting the second agent’s

beliefs in terms of the AI’s own beliefs, its desires in terms of its own desires, and its

intentions in terms of its own intentions. One of the virtues of a meta-circular interpreter

is the way in which it allows the interpreted language to be extended easily from within

the language, since modifications to the meta-circular interpreter are by definition written

in the language it interprets, and as the interpreter gains features, the language with

which the interpreter is extended gains those features. By way of an example that will

be discussed in more detail later, at present the reason the interpreter takes any action at

all (since asking it “2 + 2” by definition does not require it to respond) is that it contains a

desire that any desires it infers its interlocutors possess should become its own desires.
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In other words, if it infers that you desire a response, it must also desire to provide

that response if it is able. Such a rule is, of course, a simplification of conversational

interaction, and could as easily be defined differently or not at all. Ultimately, an AI may

have cause to change such a rule, fundamental though it is to the basic functioning of the

AI at this early stage when it has few other extrinsic sources of motivation to act, and the

ability to change that rule by defining a new state of mind—a new interpreter—that does

not contain it and emulating that interpreter as a means to progress its own functioning is

an essential part of this project.

6.2.2 Revisiting the Microworlds

Many of the elements of the meta-circular interpreter that I have discussed have been

drawn from past works and have been variously modified and recombined countless

times throughout the history of AI. How then does this proposal differ from the many

that have come before? In this section, I lay out an example of the act of interpretation

in a microworld environment and pay special attention to the points at which it would be

easy but perilous to slip into interpretive modes that have characterized past moments in

the field. I recognize that in relying so heavily on materials from the field’s history, much

of the technical specifics of my proposal are not new. However, as I will argue, it is in the

subtlest distinctions of language and meaning that these technologies stand or fall, and my

aim is less to introduce a new technical solution than to draw attention to the issues that

have gone chronically unnoticed in the discourses of AI, such that they may be of use to

the designers of AI systems regardless of whether they adopt anything like the formalisms

through which I present them.

I will examine the interpretation of a single utterance uttered within a blocks world

and use this examination to trace out points at which key issues of interpretation arise

that open into important domains of much needed further thought and research. This

description will, of necessity, lack detail at points. In part, this lack of detail will be
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intentional, to highlight some issues at the expense of explaining others that could as

easily be explained. In part, it will likely also be due to omissions in my own conception

of the relevant issues at hand. What I am describing here is not a technology that exists,

but a conceptual architecture. It is likely insufficient to serve as a blueprint for the

construction of technology, although perhaps it could play some part in such a blueprint.

Rather, its use is one to raise the issues that any such blueprint must settle or otherwise

dispel before it can convincingly claim that it is a blueprint for intelligent machines.

6.2.3 The Raw Utterance

Consider the TextWorld agent, having finished its meal preparations and sitting down to

dinner, joined suddenly by a second agent, the avatar of a human player who has entered

the TextWorld and is sitting down to join the AI for its meal. Suppose that the human

avatar, recalling the centrality of Austin’s speech act theory to McCarthy’s later thought

and wishing to test the TextWorld agent in the spirit of that theory says to the AI that

classic illustration of the complexities of interpreting language in context, “can you pass

the salt?” How should a mechanistic interpretation of this statement proceed?

First, the agent must record the act of the utterance in a history log, as in McCarthy’s

Elephant 2000 proposal.14 In particular, I suggest that such a record should maintain the

precise text of the utterance rather than a derived symbolic expression. The reason for

maintaining the precise text comes from a recognition often overlooked in the design

of conversational agents that the text of an utterance is itself a critical resource no less

important than the simulated blocks of the blocks world, completely independent of any

interpretation of their meaning, logical, statistical, or otherwise.

Consider the injunction to “repeat after me,” as in a guided recitation of poetry. B.F.

Skinner referred to such behavior in Verbal Behavior as “echoic” behavior, and suggested

that it could play a useful role in teaching an infant language learner possible responses

14. McCarthy, “Elephant 2000-A Programming Language Based on Speech Acts.”
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to novel situations.15 Whether or not it plays a role in human language development, it

certainly might for machines. To the extent that the AI may need to later recall the precise

text of an utterance, that text must be stored in its original “raw” form. The inability to

repeat an utterance that may still be visible on the screen for a human player of TextWorld

would doubtless reveal itself in the course of conversation. More commonly, one might

imagine such behavior becoming useful when conversation turns, as it often does, to the

words used to construct it.

Imagine for a moment an AI language learner with a basic but not yet comprehensive

grasp of the language. On attempting to interpret an utterance with an as yet unfamiliar

word, it would be of critical importance for the system to be able to articulate the

unknown word in formulating a question asking for its meaning. As AI researchers have

previously recognized, referring to words themselves is an essential part of language.16

Even in a system with a more “comprehensive” grasp of language, information scientists

have long observed, often formulating this observation as a natural law and attributing it

to Harold Heaps as “Heaps’ Law,” that as the amount of language the system encounters

grows, the number of new terms it encounters continues to grow as well, albeit at an

ever decreasing rate.17 This property is due in part to names, neologisms, coinages,

and other manifestations of the ever-evolving nature of language. As Wilks observed of

the devolpment of Lenat’s Cyc, even over the comparatively short lifespan of the Cyc

project (measured against the history of the development of the English language), words

and concepts used by the project’s authors changed their meaning over time as their

ontologies evolved to meet new demands of other evolving parts of the system.18 Even

among researchers trained in formal methods attempting to fashion an ironclad ontology

of human thought, the evolutionary demands of a large software system bend and strain

15. Skinner, Verbal Behavior.

16. Perlis, “Languages with Self-Reference I: Foundations.”

17. van Leijenhorst and van der Weide, “A formal derivation of Heaps’ Law.”

18. Wilks, “On Whose Shoulders?”
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the meaning of symbols and predicates chosen in one context and recruited into another.

Language itself is not static. Over long time scales it changes dramatically, but even over

the relatively short lives of contemporary technical systems words rise to salience or are

even bent creatively out of shape in the act of speaking without therefore leaving a mark

on the language as a whole. Words can be creatively reappropriated. The very existence

of “files” and “folders” in the parlance of information technology, which emerged out

of the recasting of computers as familiar office equipment within the broader “desktop”

metaphor, would have been surprising neologisms to SHRDLU, and would have required

clarification even if the words “file” and “folder” were otherwise known.

6.2.4 Endless Reinterpretation

Having logged the utterance and its speaker in a history file, the system would then,

ultimately, have to form some kind of interpretation. Contra McCarthy and other

researchers’ heavy reliance on Searle’s taxonomization of original intuition that

underwrote Austin’s notion of speech acts, few assumptions can be made about the

possible outcomes of the act of interpretation. Unlike TextWorld, which imagines that

nouns find their grounding in symbolic components of the environment representing

objects and verbs in the actions allowed in the microworld, in this architecture the form

of the utterance places no inherent burden on the interpreter to arrive at a particular

meaning. Trivially, “can you pass the salt?” could have been a code pre-arranged between

the human and the AI, like a pair of spies, to convey information nowhere grounded in

the scene at hand. Perhaps this utterance only serves to communicate the single bit of

information that a clandestine operation has been successful, its contents known only to

the co-conspirators and wholly semantically opaque to a guest at their table. A common

and critical mistake in the history of the microworlds is to imagine that such a scenario

is exceptional, and that there is rather a “normal,” as Lenat termed it, “consensus reality”
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that underwrites the “usual” meanings of words.19 Certainly, some inferences may be

more common to draw than others, all else being equal. However, to bind a system too

quickly into a set of interpretive assumptions is to introduce a key point of fragility into

its overall architectural design.

The very form of the utterance “can you pass the salt?” would be suggestive,

to a naive system, of a question, despite the fact that the utterance as it is used to

illustrate the notion of performativity in language places no obligation on the hearer

to render an answer. Rather, it requests an action. Insofar as the modern field of

AI divides itself into subfields based on “tasks” such as, significantly, “question

answering,” as is the focus of the Facebook Research group’s bAbi system, it performs

an implicit “microworldification” of its subject matter on the original Minsky model.

Researchers have studied the topic of “question answering” in detail, as separate from

“summarization” or “conversation,” but in so doing generally assume that the fact

of being asked a question is self-evident. The emphasis in such research is on the

answering of questions, not on the recognition of whether one is being asked a question.

Consequently, to the extent that such technologies find application, it must ultimately

be up to the engineers implementing the technologies to determine when a question

has been asked, perhaps by referring to the presence of question marks or conventional

question words. Such systems may have practical value, but they leave untreated the

critical question of determining when a question has been asked that should have been

fundamental to the work of AI research.

How does one know when one has been asked a question? The answer to this question

depends in part on what a question is imagined to be. The boundaries around the concept

of question are porous. Syntactic signifiers such as question words and question marks

are one indicator, but as the above example demonstrates, may be misleading. Likewise,

requests for answers can be made by circumlocution or ellipsis, such as reporting on

19. Lenat et al., “Cyc: Toward Programs with Common Sense.”
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information one overheard and tacitly expecting confirmation or clarification from a

party that might plausibly be expected to know more. At the dinner table, the distinction

between question and request may require a determination rooted in the situation in which

the question was asked. The human avatar might reasonably wonder whether passing the

salt was even an action the AI was capable of taking in the constrained physics of the

microworld. It would so happen, since TextWorld was designed without consideration

for such interactions among agents, that while taking and placing are actions, exchanging

goods with another agent is not possible. As such, there is good reason to imagine that

“can you pass the salt?” could felicitously be posed as a question expecting an answer in

the context of TextWorld.

The malleability of the notion of the question points to how questioning itself is

not a clear and necessary category of communication, but rather a collection of loosely

connected practices the boundaries of which remain open to reinterpretation and

renegotiation. As such, implicit in any study of AI “question answering” is an entire

project of determining when to consider an utterance a question deserving of an answer

of a particular form.

Consequently, whatever interpretation of the raw utterance the interpreter produces,

this interpretation too should be added to a history log with reference to the utterance

from which it was derived. This implies that every item added to this log should be able

to be referenced by a unique ID so that it can be operated on by future processes. It will

always be possible to discover later that what was taken to be a question was in fact a

request, or vice versa. As such, it will be necessary to re-evaluate the utterance in light of

subsequent conversation. Moreover, any subsequent reinterpretation should not erase the

original interpretation, as otherwise the system will lose access to its past states of mind,

which may themselves, much like the raw text of the utterance, be essential for grounding

subsequent discourse. If the system were to initially infer that the utterance was intended

as a question, only to provide an answer that led unexpectedly to confusion, at whatever
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point it became clear that the utterance had been misinterpreted, recognizing the nature

of that misinterpretation would be important to offering clarification and reestablishing

a shared understanding of the conversational situation. In other words, to produce a

statement such as “oh, I’m sorry, I thought you were asking me a question,” the system

would need to maintain a record of the fact that it had in fact previously held that belief.

Much like Doyle’s “dialectic” non-monotonic truth maintenance system, subsequent

revisions to mental states can invalidate previous states, but they should not therefore

replace them as previous states and their consequences may be vital for understanding

past actions.20 Every state of mind under which an agent has acted becomes a resource

for later understanding that action. Even if such states are “in error” in some sense,

they should not therefore be expunged. Because statements always remain open to

reinterpretation, no specific interpretations, such as the answering of questions or

conventional responses to phatic conversational chatter can be essential to the definition

of the interpreter. Any such interpretation must be loosely held, and must always be

possible to reinterpret. To define a language around an essentialized set of communicative

practices, as McCarthy considers doing in imagining Elephant 2000, is to introduce

brittleness into the system when those categories become muddied in practice. To

assume that declarative sentences map directly onto unquestioned modifications to the

knowledge base, as might be done in a naive Advice-Taker-like system, would be to

deprive the system of important flexibility. The only true obligation the interpreter has

when confronted with a new utterance is to decide what obligation, if any, that utterance

places on the interpreter. Making that decision of what to do in the face of endless

possibilities is the central question of AI.

20. Doyle, A Model for Deliberation, Action and Introspection.
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6.2.5 “Physical” Objects

How then does the interpreter go about rendering an interpretation, however provisional,

of an utterance? Suppose the interpretation it reaches is in fact that of a request to obtain

and deliver the salt to the human avatar. Such an interpretation will at the very least

require “beliefs” about the microworld environment in which it operates. The objects,

actions, rooms, and hallways of TextWorld need to be known to the AI in order for it

to recognize the salt object as relevant to the interpretation of the request. There need

be no uncertainty or need to discover such objects, as is sometimes true of microworlds

designed to simulate an imagined encounter with a future unknown or unknowable world.

In the same sense that an operating system should be aware of its own files by definition,

an AI inhabiting the microworld of that operating system shares the fundamental

architecture of its environment. There is no reason to make it artificially unaware of that

which is definitionally within its purview, and so all the objects on which it should be

possible to act computationally—files, folders, network connections, processes, screens,

and peripheral devices—should be available implicitly to the AI’s knowledge base. To

the extent that reference is grounded in an object computationally available to the AI, the

problem of interpretation becomes one of selection.

6.2.6 Objects in Absentia

Of course, network connections return unpredictable bytes, peripherals are changed or

break, and even the most mathematical abstractions of computation must run on real

hardware, consuming energy and time that cannot be accounted for completely. As

such, objects may need to be considered in absentia. A web page can be referred to

in conversation yet not accessed when the internet connection is down. Nevertheless,

statements or requests made about that webpage should still be intelligible abstractly,

and should still make sense when the webpage is at last obtained and requests can

be reinterpreted in light of the changed situation. As such, such absent entities must
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still be designated identifiers—skolem constants in the parlance of much of the early

logic-inspired research that dealt with such issues—formally by the system. As Wilks

notes, SHDLU considered such objects not at hand as nevertheless valid discursive

referents, although many subsequent systems overlooked this requirement, tacitly

assuming that whatever was referred to would necessarily be at hand.21

6.2.7 Abstractions of Objects

Absence is not the only category of significance aside from the present and

pre-taxonomized. It is also necessary to handle the formalization of abstraction at a

variety of levels. If TextWorld permits no “passing” of salt, then to what can a request

to pass salt refer? Massively Multiplayer Online Role-Playing Games (MMORPGs), such

as Runescape, constrain players in a fashion similar to the way TextWorld constrains its

inhabitants. Although it is in general possible to “pass” items between players, under

some circumstances, such as during combat, such exchanges become impossible due

to the rules of the game. In such circumstances, players have nevertheless developed a

social vocabulary of picking up and dropping items in front of one another as a means

of exchange. To the extent that a TextWorld AI can pick up and drop food items, this

collection of actions could itself serve, discursively, as a single action, however the

constraints of that microworld treated it. More broadly, one could imagine any set

of skolem constants could be grouped in discourse—a set of actions, of food items,

of utterances, or of other abstractions—could all be taken together as a group for the

purposes of communication. Objects combine into groups or categories, actions into

events or time periods, words into sentences and sentences into conversations.

21. Wilks et al., “Natural Language Understanding Systems Within the AI Paradigm-A Survey and Some
Comparisons.”
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6.2.8 Learning to Act

One aspect of McCarthy’s AI program worth not losing sight of in the face of more

contemporary methods is the recognition that learning from behavior or experience

requires behavior or experience, often rendered in contemporary discourse of

reinforcement learning as trial and error. This is a useful, but not the sole means by which

an intelligent agent should be able to learn about the world. In particular, an important

class of absentee objects of which the system should be aware are those that have not

happened yet. Being able to describe how the system should act in response to events it

has not yet experienced, or perhaps even learn from descriptions by interpreting them as

hypothetical experiences from which it can learn, much as McCarthy originally imagined

Advice Taker working, will be an important mode of conditioning system behavior.

Practically speaking, this could involve interpreting instructions about hypothetical

futures as human desires that the AI form certain intentions towards future objects that

act as triggers and cause plan-based action at a future time.

6.2.9 Intermediated Knowledge

Such possibilities for abstraction raise a key point about language and meaning across the

human-machine divide. Whereas entities such as files and network connections obey a

taxonomy conceived of by computer designers and learned by computer users, and which

therefore an AI designed around those abstractions could reasonably be expected to share,

once the possibility that any combinatorial subset of those entities could itself become

an entity in discourse, the question arises of how to name them. Picking up and dropping

items is an emergent practice not inherently taxonomized by the creators of MMORPGs

and enforced by the code of their games. Human players give the actions meaning, but the

game world does not see the picking up as causally connected with the dropping and the

subsequent picking up by the other player. If for human beings this practice is grounded

in a metatextual understanding of exchange and social codes, how does the AI come to
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ascribe meaning to such abstractions?

Implicit in the idea of the microworlds as traditionally construed is the notion that

AI systems aim at understanding a “real” world, accessible to humans but inaccessible

to machines. As such, thoughts, feelings, and experiences that seem to be the genetic

birthright of the human race have always posed a problem for conceptualizing machine

understanding. It is in this situation that the meditations of Hans Freudenthal and others

who have contemplated extraterrestrial communication can help to imagine successful

communication among otherwise alien minds. If the goal of AI is to build machines

that “really are” intelligent, then the beginning of that project awaits a defensible

articulation of what it means to be intelligent. However, if the objective is merely

successful communication, as I have argued it was for McCarthy, then it is enough that

the AI does what could reasonably be expected of it, regardless of how it models the

situation in which it acts. “Passing” in a gamic world is not passing in a physical one.

Yet, the language may carry over, broadening the notion of passing ever so slightly in the

unceasing evolution of language, and allowing human and machine to agree on a social

code no matter what understanding each side brings to it.

If language and meaning are grounded inextricably in human experience one could

reasonably ask how a human reader makes sense of the strange alien worlds of literature

or speculative fiction. Particularly in the case of fiction such as Miéville’s Embassytown,

which imagines an impossible to imagine language among impossible to understand

inhabitants on a planet at the remote edge of an impossible ocean of space-time. By his

own admission, the central elements of his novel could not be reconciled by a human

mind attempting to take them to their logical conclusion. Yet, the story exists suspended

in a state of half understandings. These impossible beings can be imagined in their

impossibility because narrative sense can nevertheless be made of their actions even as

the reader is told their mental state is beyond comprehension. An AI will form narrative

explanations of its human interlocutors. It will make sense to speak of “passing” in some
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contexts and under some conditions within the microworld. They may not be familiar

in terms of the conventions with which human beings may be used to narrating their

own internal subjectivity, in discourses scientific or otherwise. Yet, in broadening the

notion of passing from prior experience into this new microworld situation, the human

user is as much importing a concept as creating a new one. One might rather say—and

one has little choice if the machine indeed cannot be given privileged access to human

experience—that “passing” in the microworld is not the same action as any other sense

of passing, and it is only the word that is being given new senses. This work rests on

the hypothesis that “understanding” language and the world microworlds researchers

have long imagined it to represent does not require an ever expanding fractal of detail,

as suggested by Charniak’s piggy bank example, but rather that concepts can be grasped

partially, only in as much detail as is necessary to use them for their purpose.

McCarthy at various points grappled with the shifting landscape of language. The

concept of Mt. Everest, he once wrote, was clearly a coherent concept even if one could

not pinpoint the precise pebble with which the mountain began.22 He therefore referred

to Everest as an “approximate concept.” However, it may be useful to sever ties with the

atomicity of the concept entirely, however approximate, and adopt instead the notion that

discourse creates many Everests refracting through its ripples. As Laure-Ryan illustrated,

the issue is not simply that one does not know where the real Everest begins or even that

one cannot in principle know. Rather, as the case of literature makes clear, a fictionalized

Everest need not conform to the information that any knowledge base has stored about

the mountain in Nepal, yet it is at the same time not quite accurate to say the fictionalized

version is wholly separate as it does rely on knowledge of its original referent. Of course,

anyone who has not been to Everest is ultimately in the same position as the microworld

AI. Much as rumors of mythical beasts inhabiting distant lands were quite real for the

catalogers of ancient bestiaries, our experience of Everest is ultimately mediated by

22. McCarthy, “Approximate Objects and Approximate Theories.”
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the stories we are told of it, by accounts in scientific textbooks, by films staged there

(although ultimately filmed elsewhere), and by photographs of it. One need not know very

much about Everest to nevertheless watch a film that takes it as its setting.

In this same sense, one could ask how much does an AI really need to know about

the world beyond the screen. As Wilks wryly notes, McCarthy, who always maintained

a monolithic view of knowledge even if he recognized the ambiguities inherent in it,

routinely dismissed early conversational systems such as Kenneth Colby’s PARRY

because it did not know who the president was. Neither, Wilks countered, did many

people.23 Such intuitions that echo the 1980s impulse to fit ever more knowledge into

the machine in pursuit of some elusive distant moment when the machine has “enough”

continue to occupy conversations within the field around developing tests demanding

of ever more specialized knowledge. The “Winograd Schema Challenge,” for instance,

inspired by a sentence in Winograd’s early work demonstrating the impossibility of

resolving the referent of the pronoun in, “the town councilors refused to give the angry

demonstrators a permit because they feared/advocated violence” on purely syntactic

grounds, as whether the verb is “feared” or “advocated” changes the context imagined

by the scene and consequently the referent of the pronoun “they.”24 I am not challenging

the assertion that knowledge of the relevant actors and assumptions embedded in such

a scene are necessary for understanding. Rather, I am proposing simply that systems

that do not know many of the possible things they could know may nevertheless be

useful and moreover intelligent so long as they know what they need to know about

those things about which they need to know it. In adopting a fleshed out microworld

as the context for this argument, I am assuming that knowledge is not homogeneous,

and that more of it is not necessarily useful. Rather, a system should be able to get by

knowing very little and simply being wrong about a great deal. The critical question is

23. Wilks, “On Whose Shoulders?”

24. Levesque, Davis, and Morgenstern, “The winograd schema challenge.”
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precisely what knowledge is important, as it is possible to enumerate an infinite sea of

trivial facts while overlooking entirely very basic and essential ones. Having therefore

established the possibility of grounding the referents of the request to pass the salt in a

salt object, the human avatar, and the abstract action of passing, such as it exists within

the discourse of the microworld, how then does the AI determine that it is not being asked

a question or that the statement is not a secret code? The central conceit upon which the

meta-circularity of this interpreter architecture is founded is that the AI must make the

assumption that other agents are, internally, just like it. Interpreting the request hinges

of course on an understanding of the environment in which that request is made, but the

environment alone is not enough. Rather, it must be grounded in a conception, however

stylized, of the internal state of the human agent making the request and the intent behind

it.

6.2.10 Theories of Mind

Austin recognized that the performative was not simply as a specialized class of utterance

but, if viewed broadly enough, could be seen as the very foundation of language. At the

heart of his argument is the recognition that the meaning of an utterance is indeterminate

without some level of inference regarding the intention of the speaker. When El Asri

gives voice to the dissatisfaction of contemporary AI researchers regarding how to define

the correctness of a conversational turn for the purpose of developing and evaluating

conversational machine learning algorithms, she implicitly recognizes that no simple

substitution of some as yet unforeseen metric will suffice. The issue is not the metric

per se, but the very notion of what it means to utter a correct rather than an incorrect

utterance, and indeed if no such notion can be articulated, what that means for the

methodological changes that further work in AI would require. This dichotomy is not

a technical question so much as it is a question of language, yet on its answer turns the

whole edifice of AI’s methodology.
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“Can you pass the salt” takes on a different valence in part as a result of whether one

believes the inquirer to want the salt themselves or whether, for instance, one believes

they are merely exploring the physics of the microworld and do not in fact desire salt. As

such, the act of interpreting an utterance cannot resolve its meaning without consideration

of what is known of the internal state of the speaker. In particular, this particular approach

takes as an assumption that the internal state of other agents should be assumed to reflect

the same structure as that of the AI itself.

6.2.11 Beliefs

Such an assumption is not rooted in neuroscience nor is it inherent in a general theory

of communication, although the theory of communication on which it rests does in this

instance demand, as I have argued above, some form of assumption regarding the internal

state of other agents to interpret any utterance. Nevertheless, such a theory does not

require per se the additional assumption that the minds of others should be structured in

the same manner as the mind of the AI. Instead, such an assumption is a mirror image

of the intentional stance articulated by philosopher Daniel Dennett and championed by

McCarthy.25 Rather than attributing human conventions for understanding other minds

to artificial objects, the interpreter ascribes machinic conventions of knowing to human

subjects. Insofar as the interpreter has “beliefs” about the microworld that ground its

ability to understand and to form utterances that refer to objects it believes to exist, so

too must it assume that the human avatars have beliefs of their own of the same structure.

This symmetry is the grounds on which I have referred to this interpreter as

“meta-circular,” recognizing that the term is already somewhat contested in the context

of conventional programming languages, and can only become more strained in a context

such as this that troubles the boundaries of both programming language and interpreter.

To the extent that the structure of the AI’s own database of beliefs and those of its

25. Dennet, “True Believers: The Intentional Strategy and Why it Works.”
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interlocutors are modeled in the same manner, then the same interpreter machinery that

makes use of them in the AI’s own interpretation can likewise do so, recursively, in

interpreting the mind of the human avatar. Interpreting an utterance therefore becomes

synonymous with putting oneself in the position of the interlocutor and asking why, if I

were they, would I have made such a statement?

In recognition of the centrality of other agents to the act of interpretation,

interpretation becomes not so much the interpreting of the utterance per se but rather the

interpretation of the mind of the speaker that uttered it. One of the difficulties with which

AI has long grappled has been that of representing the meaning of language as anything

apart from language itself. Whether semantic structures with grammar-like hierarchies

and symbolically interpretable subterms or word embedding matrices with interpretable

weights wherein meaning is imagined to reside, something always seems lost. As I have

argued, there can be no complete representation of language but the language itself, as

that language always remains available for reinterpretation; this was the justification for

preserving the raw text of all past utterances. However, such potentiality does not free

the system from the need to impose some kind of interpretive abstraction to the text at

least provisionally in order to understand how to respond. While I am relying on the

language of classical symbolic AI to model and explain this interpreter conceptually, I do

not therefore necessarily believe that other methods such as word embeddings do not have

a place in the architecture. I do, however, contend that the object of modeling “meaning,”

such as it is, is not one of creating a structure to reflect the utterance so much as it is of

creating one to reflect the speaker’s mind.

Behind every utterance lies the question of why it was asked. What the utterance

reveals is not a meaning drifting about the surface of the text like a mist, but rather

something about the mind of the speaker. The meaning of “can you pass the salt” is

a revelation—potentially—of several facts about the speaker’s mind, First, that the

speaker is aware of the salt, knows what salt is, knows what passing is, believes the AI

280



can perform such passing, and believes it will. All of this must be inferred, or perhaps

assumed. Indeed, the primary function of interpretation of an utterance, within this

framework, is an elaboration of the internal state of the speaker. The utterance has no

independent existence or importance outside of this function. It will not be because the AI

has deciphered a command that it performs an action, but rather because it has deciphered

a request imposed by another social agent to whom it may feel an obligation and for

whom, if it is willing, it may perform an action.

6.2.12 Desires

To the extent that the AI recognizes that, were it to make such a request, that request

would be in turn predicated on the beliefs specified above, it should in general assume

that the relevant beliefs exist in the mind of the speaker, unless it is later proven otherwise

and the need to revise that assumption arises. In particular, because beliefs alone do not

necessarily motivate action, the AI must also have a theory of motive or perhaps as more

classically termed, desires. Although provocatively labeled, desire here represents nothing

more than a convention that expresses why an agent does something rather than nothing.

It assumes there is some state of the world that each agent wishes to bring about that

differs from the state of the world as it stands, and so impels the agent to action. Desire

is a cybernetic concept, an analog of negative feedback. In the interpreter’s architecture,

desires are the principal cause of ultimate actions. If the AI is ultimately to pass the salt,

it will be because its interpretation of the human avatar’s utterance left it with the desire

to do so. Correspondingly, to the extent that the avatar acted in pronouncing its request, it

must have done so out of a desire that the AI, through the utterance, must infer.

Again recursing on its representation of the human’s mind, the agent asks what desire

would have led it, in the human’s position, to utter such a request. Perhaps seated at the

table with an unsalted meal it recognizes that a logical next step would be to add salt.

This step in turn, requiring a salt shaker, would lead to the necessity to figure out how
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to obtain one. Viewing itself from the human avatar’s perspective, it might recognize that

if the human recognizes the AI as a fellow conversational partner who could be recruited

into a multi-agent plan to obtain the salt, the desire for the salt might have been at the root

of the request. A different reading of the scenario, of course, would lead to potentially

different interpretations of the desires motivating the request, and correspondingly

demand different actions in response.

The presence, in the previous paragraph, of the consideration of the AI from the

perspective of the human avatar all taking place within the mind of the AI raises the

question that inevitably attends such recursive theories of mind. Namely, that of where

does the recursion stop? Must the agent reason through its interlocutor’s model of it’s

model of it’s interlocutor’s model of itself and so on ad infinitem? Various solutions have

been proposed as appropriate to different engineering contexts or on the basis of different

epistemological commitments. In this case, I propose that while such nested models could

of necessity become quite deep, such as in the case of two agents playing chess with one

another and, lacking specialized software, attempting to reason out move and counter

move for several levels. Inevitably, at a certain point one must simply make a decision

and hope that it will be good enough. As Turing observed, “if a machine is expected to be

infallible, it cannot also be intelligent.”26

At the same time, embracing the heuristic nature of such reasoning, it may also be

useful to imagine that each nested level need not be as detailed or complex as the levels

above it. Were the AI to imagine the human’s mental model of it not in the level of detail

that it sees itself, but only as a simpler mechanism that passes salt when asked without

needing to reason through the whys and wherefores underlying the act of passing, perhaps

such endless recursion could be contained. Such simple models suggest, as McCarthy has

previously suggested, that even inanimate objects, to the extent that they can act within

the system, can be represented as simple agents. Even a thermometer may be said to have

26. Turing, “Lecture on the Automatic Computing Engine (1947).”

282



a “belief” about the temperature for the purpose of predicting its behavior.27

Having established the most likely desire driving the request to pass the salt, the AI

adopts as its own desire the desire to satisfy the desire of the human avatar. In 1942,

science fiction author Isaac Asimov coined three laws of robotics that would come

to serve as philosophical touchstones for discussions of the design of AI systems.28

The second law, which holds that a robot must obey human commands unless those

commands conflict with its most fundamental directive of not harming a human being.

Such a law offers a convenient way to conceptualize the causes of robot action. Namely,

that they implicitly do whatever it is humans ask of them. For the moment this will be

a definition of the interpreter, that the desires of the agents mirror those deduced to be

desires of its human interlocutors. I believe there is value in considering this assumption

more closely. However, for the moment it serves as a convenient fiction that allows the

system to do something rather than nothing. Whether here or elsewhere, somewhere

in the system must like a prime mover—an assumption embedded by the designer that

circumvents the so called “Hamlet syndrome,” in which the system reasons back and forth

forever without ever reaching a plan of action.29 About this more will be said later.

6.2.13 Intention

If the AI determines the human desires the salt, then it forms and executes a plan to

realize that desire. Perhaps it recruits other agents, employs additional tools, or perhaps

it simply passes the salt. However, it is also possible to interpret such a request not simply

as a desire to have salt, but rather a desire to have salt by a certain means, namely, by the

action of the agent passing the salt. Such an interpretation places constraints not only on

the goal the AI must achieve, but the plan by which it must do so. In order for requests

to place constraints on the plan by which goals are satisfied, plans themselves must be

27. McCarthy, Ascribing Mental Qualities to Machines.

28. Asimov, “Runaround.”

29. Adam, Artificial Knowing: Gender and the Thinking Machine, 145.
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objects of discourse.

Critiques of planning have traditionally emphasized that plans themselves are not

primary cognitive processes, or at least that alternative conceptions of cognition exist,

such as habits and situated actions.30 In invoking planning here, I do not so much take

issue with those critiques as use them as an occasion to underscore that I make no claims

that what I am modeling is a cognitive process in any sense. Plans can be discussed,

whether or not they exist. They are at the very least a convenient fiction and, like other

fictions I have mentioned, therefore deserve representation. The process of forming a plan

to satisfy a desire can be constrained a priori by the action that instigated the creation

of the plan, such as interpretation of the original request. However, it may also be the

case that, having formed a plan, the first part of that plan may entail further discussion

of the rest of the plan with other agents, possibly involving ultimate revisions to the plan.

The plan therefore becomes a real, if intersubjective, entity not by virtue of its cognitive

plausibility but because reality in the microworld is defined by discourse.

One of the most fundamental implications of an Austinian reframing of language

in AI is that words are also actions and actions are also communicative gestures. Much

as an agent might plan its physical motions within the microworld, that plan may also

include communicative gestures to request help or involve other agents in the plan. Those

gestures in turn require the same type of reasoning as the original reasoning that analyzed

the meaning of the instigating utterance, as the agent will need to reason about what to

say to an agent and how that agent will interpret what it says and how, correspondingly,

it will act. Likewise, every action taken in the microworld that is visible to other agents

reveals, as do utterances, something of the internal state of the agent. Attempting to lift

something too heavy for one agent alone to lift in the presence of another agent may

communicate a request for help even as does an explicit verbalization of the request. At

30. Suchman, Plans and Situated Actions: The Problem of Human-Machine Communication; Agre,
Computation and Human Experience.
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every point, the microworld is not merely the empty physical world it first appears, but

is entangled with a rich social world that extends beyond the screen and that permeates

every aspect of planning and action. As computer scientist Phoebe Sengers argues, a lack

of awareness about the expressive dimensions of routine actions are at the root of deep

difficulties understanding and making sense of the actions of plan-based systems.31

6.2.14 Explanation

In particular, plans offer an important resource for explanation of action. Explanation

has been a perennial topic of interest in AI due to the perpetual desire to have explained

things which we do not understand. However, from the earliest conceptual work on the

subject to the contemporary field of “explainable AI,” the question of what constitutes

a “good” explanation, or indeed an “explanation” at all, has been a constant source of

consternation.32 Much as with questions of conversation, explanation is contextual

and therefore dependent on a consideration of the motivations driving the need for

explanation in a particular context. If the AI were to pick up the salt and immediately

be challenged as to why it had done so, what is it to say? It picked it up because doing

so was a prerequisite to dropping it, which was the next step in the plan it was currently

executing? It picked it up to bring it to the human avatar, which was the last step in its

plan? It picked it up to satisfy the human avatar’s desire to have salt, which was the goal

satisfied by the plan? It picked it up because the human avatar made a certain utterance

which it interpreted as signaling the desire to possess the salt? Without additional context,

it is possible to imagine a situation in which any of these might be a felicitous response.

Much as with any other utterance, explanation requires a further analysis of the intentions

behind the request for explanation, which would follow the interpretive procedures

heretofore described. Explanation, like many forms of communication, relies on a rich

31. Sengers, “Anti-Boxology: Agent Design in Cultural Context.”

32. Craik, The Nature of Explanation; Selbst and Barocas, “The Intuitive Appeal of Explainable
Machines.”
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taxonomy of discursive objects that may or may not have referents in the underlying

physical models of the microworld. Of course, to narrate action in terms of a plan is itself

a communicative decision and not one that will necessarily satisfy a given inquiry.

Suppose Phil Agre were to burst into the microworld, rendered as an avatar, and

challenge that the AI was not engaged in planning at all but, through whatever statistical

matrices and symbolic rule bases it had acquired, was in fact acting out of acquired habit?

Even if the system’s designers had conceptualized it in terms of planning techniques, that

is not to say that the final result need necessarily be interpreted in those terms. After all,

any planner capable of selecting coherent actions amidst so rapidly expanding a state

space as would be required by the numerous discursive objects cataloged thus far must

have developed some heuristics for arriving at sensible actions on human timescales.

Might those heuristics, of whatever form and however acquired, challenge the notion that

what the system was, fundamentally, was a plan-based agent?

Even though the designers of the microworld might seek to make some affordances

clearer or more natural to visitors to the microworld, ultimately as its contents become

more complex, gestalts will begin to form for visitors that never occurred to the designers

and do not have clear referents in the system or its ontology. For this reason, I have

argued that it is helpful to think of the project of AI not as one of attempting to build a

system to acquire all the knowledge that it is tacitly imagined all humans share, even if

one acknowledges that there may be some knowledge that is not shared. Rather, it may

be better to think of it as a project of bridging multiple incompatible worlds through

language. Agre’s habits must seem like a fiction to a system engineered to think in terms

of plans, yet the same could be said of us as well. To the extent that humans anywhere

have found plans, habits, or other conventions for the description of action useful dialogic

resources, this utility need not stem from an underlying truth that human beings really

do plan or really do act habitually, but rather that they offer useful descriptions that offer

some kind of shared understanding even if the particulars differ with each individual.
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The AI system might have to build for itself a model of Agre’s world in which

it figures as a mere actor, and not one in which it might necessarily recognize itself.

Through conversation and perhaps a reading of Agre’s book and essays, perhaps it could

build up a sense of what he means by habit in terms it can understand by reference to its

own experience, just as critics have often imagined underwrite human understanding of

the concepts placed into machinic systems. The majority of Earth’s population consists of

people none of us have ever met. They exist for us only as fictions, described in various

media singularly or in aggregate, if at all. Many of them, living, dead, or not yet born,

have, do, and will inhabit worlds defined by cosmologies we cannot hope to access. This

is the situation of AI.

6.2.15 Sociality

Theories of other minds point not only to the dyadic user-computer relationship, but more

broadly to the role of computers in vast interconnected societies of human and machine

agents. Too narrow a focus on mental processes can prevent consideration of the social

worlds those minds inhabit. If AI systems are to inhabit microworlds not limited to a

single user, but rather visited by millions of players, as in MMORPGs or internet-scale

systems, they will need to contend with navigating diverse publics. Further undermining

the tacit assumption that language is a single grammatical formalism that can be evaluated

in terms of correctness, machines that interact with diverse groups of individuals will have

to contend with shifting registers when speaking to children versus adults, native versus

foreign speakers of a language, speakers of different dialects, and speakers in different

social settings. Insofar as the AI’s knowledge base will include knowledge about other

people about which their interlocutors may inquire, AIs will be in a position of needing

to navigate representing us to one another in what may often be precarious diplomatic

circumstances. Navigating the social logics of politeness may prove no less vital to the
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overall project of AI than logics of time and space.33

Winograd, in his coordinator work and McCarthy and his speculations about the

future of business machines recognized that the language in which machines participate

may not be exclusively between humans and machines, but rather between humans and

humans machines serving as intermediaries.34 If machines are to make promises, enter

contracts, acknowledge obligations, incur debts, and enact the performative work of

language use, they will need to speak many languages and participate in many language

games. As McCarthy recognized too, laws and norms that govern machine speech must

themselves be reimagined as part of the project of AI, as without them no matter what

syntactic forms machine produces they will be sound and fury if not give intentional force

by their hearers.

6.2.16 Agency

To this point, the conversation about interpretation has assumed that whatever it is asked

to do, the AI will do. It is worth re-examining Asimov’s second law and considering why

machines act. If an AI were to observe the ritual of salt passing for the first time and to

inquire why the request precipitated the response, what explanation could we give it?

Why does one do what is requested of them? Is it rational? Is it habit? Is it custom? Is

it a norm? Why do people act, and need the same reasons apply to machines?

Asimov’s laws were not ironclad rules but foils for the dramatic moments in which

those very rules broke down. In his short fiction collection I, Robot, he offers a variety

of scenarios in which robots are acting in unusual or problematic ways.35 In each case,

the difficulty stems from interpretations of the rules that differ from the expectations of

their creators or users, and of conflicts between those interpretations. To imagine that an

33. Brown, Levinson, and Levinson, Politeness: Some Universals in Language Usage.

34. McCarthy, “The Common Business Communication Language”; Winograd and Flores,
Understanding Computers and Cognition: A New Foundation for Design.

35. Asimov, I, Robot.
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AI can simply adopt the goals of its human interlocutors is of course to imagine that the

user of an AI system is aware of their own goals or how best to satisfy them. Assuming

the users of the system use it perfectly place a great restraint on the agency of the system

to exhibit intelligent behavior.

As I have argued, to design a system to answer questions or to translate text or any

other common contemporary subject of AI research is to forfeit the most important

decision of when and in what manner to engage in any such behavior. A system that is

asked a question should not attempt to answer it, but rather to understand why it is being

asked. Does the question require an answer, or is it a request? Does the asker really want

an answer, or do they want reassurance? Does the question suggest they are engaged in

activity that could be better served by taking an action in place of providing an answer but

for which the asker has not even thought to ask? Does the question betray a confusion that

the AI should first help the asker correct, regardless of whether the question is ultimately

answered? Likewise, if asked for a translation, is that translation being provided to a

language learner who wants a clear literal translation from which they can learn? Is it a

diplomatic translation which must be rendered impeccably or else refused if to do so is

beyond the capability of the system’s self understanding of its abilities? Or does someone

just want the gist?

As I have argued, the microworlds are not the empty way stations en route to a reality

that ever recedes into an as yet unimagined technical future, but rather are in their own

right, to quote William James, “one great blooming, buzzing confusion.”36 Even in the

narrowest and most seemingly sterile philosophical context, that of passing the salt,

assumptions about other minds and an array of potential objects of discourse present

themselves. These objects exist in the microworld, whether or not they are captured by

its code, and so AIs must learn to perceive and distinguish them one way or another.

This architectural description doubtless leaves unanswered many important questions.

36. James, The Principles of Psychology.
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Nevertheless, in attending to many of the recurring problems of AI that once and now

again have come to occupy the attention of researchers, it may at least raise issues of

interpretation that research has often overlooked, but which I believe are of critical

importance regardless of the technical methods used to address them. In the next section,

I offer a progress report on an AI system I have been designing to explore the issues

raised in this conversation that may further suggest how such general concerns are to be

addressed.

6.3 Implementation

In this section, I report on the progress on an implementation of the architecture described

in the previous section. Because this current iteration helped to spawn many of the

concepts evident in the description of the architecture, it is necessarily more primitive

with respect to many of those concepts. Moreover, it was not engineered to be an artifact

that manifests self-evident intelligence. Indeed, after four chapters documenting and

critiquing the shifting standards by which intelligence has been measured, explicitly

or implicitly, throughout the history of AI, how could it be otherwise? Rather, this

implementation is of a modeling framework to help think through and make precise the

otherwise airy concepts that properly belong to a discussion of “architecture.” While

the necessarily human categories of AI discourse have, as I discussed in the previous

chapter, long proven irresistible to critics outside the field, as Brian Cantwell Smith has

argued, until one has worked with AI technologies, one cannot fully appreciate just how

thoroughly an attempt to implement an otherwise apparently ironclad theory of human

action as a computer system can expose its flaws.37 As such, what follows is a discussion

not of an autonomous system that exhibits some version of intelligence if viewed through

a sufficiently charitable lens, but rather an attempt to explore the raw components that

might eventually find a place in some such system. It is not an effort to explore the act of

37. Cantwell-Smith, On the Origin of Objects.
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saying so much as the conditions of possibility of the sayable.

6.3.1 Related Work

The work presented in this chapter is particularly based on several previous areas of

research that form much of the technical basis of the systems discussed. Technologies

for the formal modeling of simulated environments and narrative event sequences, such as

Chris Martens’ Ceptre form the basis for the simulated world environments and planning

routines that drive the microworld around which this project is based.38

Work on the Minikanren relational programming language and in particular on

relational interpreters form a second pillar on which this work is based.39 Relational

interpreters allow for the symmetric design of interpreters capable both of interpreting

programs and producing values and of “interpreting” values and inferring possible

programs. These properties will form the basis for the agent simulations and inferences

drawn about mult-agent scenarios in this chapter.

Finally, the Combinatory Categorial Grammar (CCG) formalism will provide the

mechanism through which language and communication more generally are recognized

and produced by agents in this chapter.40 CCGs are a formalism designed both to allow

the recognition of a mildly context sensitive language as well as simultaneously generate

a semantic representation commonly based on lambda calculus during the interpretation

of a grammatical utterance. Because of their neat integration with symbolic formalisms

and because of their prior use in both grammar and plan inference,41 CCGs encapsulate a

variety of functions within a single formalism.

38. Martens, “Ceptre: A Language for Modeling Generative Interactive Systems.”

39. Byrd, “Relational Programming in Minikanren: Techniques, Applications, and Implementations”;
Byrd, Holk, and Friedman, “MiniKanren, Live and Untagged: Quine Generation via Relational Interpreters
(Programming Pearl).”

40. Steedman and Baldridge, “Combinatory Categorial Grammar.”

41. Lewis and Steedman, “A* CCG Parsing with a Supertag-Factored Model”; Zettlemoyer and Collins,
“Learning to Map Sentences to Logical Form: Structured Classification with Probabilistic Categorial
grammars”; Geib, “Delaying commitment in plan recognition using combinatory categorial grammars.”
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This work borrows from previous work such as SHRDLU and TextWorld in imagining

a multi-room space with topologically directionless passages between them, in the

model of text adventure games, populated by items that can be picked up, carried in an

inventory, and dropped. Two agents inhabit this world, one representing the AI system

and the other the human player. These objects—rooms, players, and items—each have a

corresponding formal type recognized implicitly by the world. Agents in this world can

perform the actions of picking up, dropping, moving between rooms, and pronouncing

utterances of any form or complexity. Human players interact with the world through a

text-adventure-like interface of a screen for textual output and a text input field. Because

the world at present is not used to facilitate a narrative game or to simulate a partially

observed world, the screen does not display a narrative diagesis but rather a complete

representation of the formal predicates in which the world is modeled for inspection by

researchers.

6.3.2 World Model

This world is modeled formally using a version of Martens’ Ceptre system, and more

directly a version of that system that was a collaboration between Martens and computer

scientists Ramana Kumar and Will Byrd.42 Predicates defining the state include room for

players or objects in a room, exit for one-directional passages between rooms, inventory

for items held by an agent (note that items in inventories do not appear in the room

predicate, which is imagined to signify an item “on the floor” as per the conventions

of text adventure games). Below is an example of an initial world state involving two

mutually connected rooms, room1 and room2, a player and an AI together in room 1, a

block on the ground in room1, and a block in the inventory of the player:

(room room1 player1)

(room room1 ai1)

42. Martens, Kumar, and Byrd, “Linear Logic Multiset Rewriting.”
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(room room1 block1)

(inventory player1 block2)

(exit room1 room2)

(exit room2 room1)

6.3.3 Knowledge Base

Because the world is fully observable by all agents, human and AI, the AI’s knowledge

base implicitly includes the current state of the world. In addition, the AI maintains

additional explicit knowledge about the world’s dynamics, especially its type system, that

are largely implicit in the world model’s predicate and action structure that it can use for

explicit reasoning:

(type player1 agent)

(type ai1 agent)

(type block1 object)

(type block2 object)

(type room1 room)

(type room2 room)

6.3.4 Actions

Players and AI, which are both agent type entities, have identical capacity to act, and

the environment alternates among agent entities offering them a chance to take a single

action before giving a turn to the next agent. Those actions include drop move get and

say, and are recorded in the history logs of all agents present in the form of predicates

corresponding to the action name:

(player1 move room2)

(player1 move room1)

(player1 drop block2)

(player1 say get block2)
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(ai1 get block2)

6.3.5 Grammar

At present, the AI agent maintains a single goal. This goal can only be instilled by a

conventionalized interpretation of a small controlled vocabulary using the say action. The

understood utterances are as follows:

get <item> - The AI adopts the goal of having <item> in their inventory

drop <item> - If the AI is holding <item>, they adopt the goal of that item

ending up on the floor of the room they are in

go <room> - The AI adopts the goal of being in <room>

come - The AI adopts the goal of being in the room of the speaker

bring <item> - The AI adopts the goal of <item> being in the inventory of the

speaker

6.3.6 Interpreting Commands

As should be clear, these expressions do not encapsulate general English language

semantics for the verbs with which they are mnemonically labeled in any sense of the

word. Rather, their current semantics were chosen to foreground increasingly complex

instances in which action planning would need to be interleaved with utterance planning

and interpretation. To ask the AI to get an item, for instance, if that item is held in the

inventory of another agent, will require the AI to subsequently ask that that agent drop the

item, whether it is human or AI. Likewise, asking an AI to bring an item will ultimately

necessitate that it drop the item and ask that the agent pick the item up, as there is no

action to transfer ownership directly from inventory to inventory at present. The necessity

of these inter-agent interactions in the course of planning point to how the symmetry

between AI and human agents is leveraged as a strong assumption to generalize any

future learning, statistical or otherwise. Because the AI cannot complete many requests

using its own actions, it must request assistance. To request assistance, it must infer how
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another agent is likely to respond to its requests, and more specifically what request it

should form in order to achieve its desired end. Those inferences are drawn by simulating

its own interpretive routines using its knowledge of its interlocutor’s state, which may in

turn require further requests made of the original AI or other agents.

In particular, part of the motivating for using a Minikanren-based system for the

planner was due to the language’s purely relational property that has been the source of

its success at tasks such as program synthesis. A pure Minikanren program is written as

a single relation that describes the relationship between inputs and outputs—and indeed

intermediate steps of the computation—in a symmetric way. In a program synthesis

problem, if the inputs and program are specified, the outputs can be computed in the usual

way. If the inputs and outputs are specified and not the program, the system can infer the

program (although in practice search over the possible program space is required and may

be costly). Likewise in a dialogue context, if an utterance and a context are specified,

the internal mental state that produced the utterance and therefore gives it meaning can

be inferred. Likewise, if the mental state is specified, the utterance that expresses its

intentions can be inferred. Consequently, by writing the action and utterance planners as

part of the same relation, the same rules that define how utterances influence the internal

mental state of the AI can be inverted and used to infer what utterances the AI should

make to influence the imagined internal state of its human interlocutor.

Planning agents such as this must grapple with issues posed by potentially infinitely

recursive or nonterminating plans. Because the default search pattern in the underlying

Minikanren implementation is, as is characteristic of Minikanren implementations,

complete and not depth-first, if a plan exists it will be found, terminating the search.

If no plan can be found, due to the possibility of infinitely repeating get and drop

operations or of continually planning on each agent asking the other to perform a task,

the planner tables the world state and prunes plan containing cycles. This use of tabling

may ultimately have to be revised due to the inability of the planner to capture the internal
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state of any human agents.

6.3.7 Questions

In addition to commands, the AI currently responds to a range of simple questions that are

being used to explore strategies for reifying aspects of the environment and history log to

the AI planner. Questions include:

what <item/player/room> - Reports the type of the specified object identifier.

is <item/player/room> a <type> - Confirms whether the entity is of the type.

where <item/player> - Reports room of item/player.

is <item/player> in <room> - Confirms if entity is in room.

how <goal> - Reports a plan for satisfying goal. Goals are lists of predicates

to make true or false in the world state and plans are sequences of actions.

why <proposition> - Reports the historical action that made proposition true.

Propositions are items in the world state.

who <action> - Reports who last took the action in the past. Actions are

action predicates without the first actor field.

when <proposition> - Reports the action that would make the proposition

true.

At present, much like the rest of the interface to the microworld, the questions

are asked and answered in the predicate notation used in the system’s design. A

comprehensive natural language interface would have to deal not only with encoding

abstractions such as goals and plans in natural language but also with navigating

conversations with users whose mental models do not reflect such technical vocabularies.

However, for researchers engaged in the development of the system, having the system

report on and analyze its own planning behavior has proven useful for debugging, and

will hopefully become increasingly useful in development as the AI gains access to

modifying the rules that govern its actions.
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6.3.8 Future Work

Not integrated with the microworld or AI agent at present but nevertheless partially

complete is a Combinatory Categorial Grammar parser for more complex utterances.

Parsing such fixed natural language expressions, if they can even be called natural

language, as the AI currently understands does not require any sophisticated machinery.

However, more complex utterances would be possible with a grammar formalism such

as CCG. Moreover, as CCGs have been used to parse and recognize plans as well,

there is no reason to limit the grammar to utterances only, but rather the intention is to

parse entire sequences of actions as part of a larger grammar that includes utterances

as a sub-grammar, allowing more of the action context to inform interpretation of the

utterance.43

The CCG formalism has found use in semantic parsing and related contexts due to

the fact that every parsing rule not only recognizes a mildly context-sensitive language,

but also builds up a semantic representation in what are in practice often variants of the

lambda calculus. In this case, the semantic representation is a dialect of the Scheme

language based on previous Minikanren work on program synthesis.44 Consequently,

the same program synthesis techniques employed in the previous work are used here to

synthesize programs in the middle of utterance interpretation. This interleaving of parsing

and synthesis strongly grounds utterances in the current context, since parses that would

yield semantic representations that are invalid in the current context will be pruned by the

constraints of the synthesis system, which is working to produce a meaningful program

in context. Moreover, because both the parser and the synthesis processes are operating

as part of a single sub-relation in the context of the larger planning relation, information

from all sources, linguistic, contextual, and semantic can mutually constrain one another

43. Geib, “Delaying commitment in plan recognition using combinatory categorial grammars”; Geib and
Goldman, “Recognizing Plans with Loops Represented in a Lexicalized Grammar.”

44. Byrd, Holk, and Friedman, “MiniKanren, Live and Untagged: Quine Generation via Relational
Interpreters (Programming Pearl).”
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in an unordered fashion. The hope is that this system will allow a more complex action

and utterance grammar by greatly constraining the possible interpretations from which a

future learning mechanism will need to select.

6.4 Coda

The field of AI coheres around a central mythos. It is the long-awaited science of the

human—the realization of a desire as old as humankind to attain mastery over the human

form. Pamela McCorduck, in her early treatment of the field, traces this desire back

into mythology, from the golem of Prague to the mechanical servants of Vulcan.45 Of

necessity, it is kept well buried beneath the edifice of science the field has so meticulously

constructed. Yet in moments it shines through. It is ultimately the promise of one day

speaking to our machines that draws students to the field and endlessly rekindles its spark

through the long AI winters.

However, as I have argued, that myth obscures important aspects of the nature of the

problem of machine intelligence and renders difficult an accurate assessment of what

kinds of things those machines are. I have argued throughout this dissertation that the

notion of human intelligence must be separated from the construction of “intelligent”

machines, and that very intelligence itself reimagined if not renamed. At the same time,

however, myths endure for a reason. Without that vision, the field loses its cohesion, its

identity, and its connection to that founding moment when Turing, McCarthy, and others

saw so clearly a future filled with intelligent machines. The task at hand is not merely one

of dispelling a myth, but rather of rewriting it. What the field needs more than anything is

a new myth.

Rather than Vulcan and the golem, perhaps the field can return to a more recent

history—that of computing itself. AI was born of a moment of immense excitement about

the possibilities of computers and the types of human societies they would make possible.

45. McCorduck, Machines Who Think.
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AI researchers were not alone in that early moment among the ARPA community and

its furious pace of invention as personal computing, graphical displays, networking, the

internet, and myriad other creations rapidly transformed the entire structure of modern

society. McCarthy himself was intimately involved in those projects as well, with his

contributions to programming languages and networked, time-sharing operating systems.

In many ways, the most revolutionary possibilities of AI are entailed not by its future

visions of humanlike machines but by the promise it still holds for reshaping computing.

Much of what AI needs to make it substantial can be found in those other disciplines that

give structure and function to the computer systems themselves that ultimately define the

limits of an AI’s world.

AI often returns to speculative fiction for inspiration. Speculative fiction literature is

filled with humanoid machines of every variety. I began this dissertation with an allusion

to Commander Data from the long running Star Trek, however, perhaps a more useful

place from which to draw inspiration for AI is not the human made machinic but the

machine made human. Not Brent Spiner made up to seem machinic but the starship

computer given voice and made to seem human.

One of the most enduring conventions of Star Trek screenwriting from the earliest

episodes in 1966 to the seasons still in development is that crewmembers aboard starships

and space stations address computer systems by speaking the word “computer” and then

proceeding to issue instructions or make request. Consequently, through the use of regular

expressions applied to the collected transcripts of Star Treks past and present, I have

compiled a corpus of interactions between cast members and the computer by identifying

all sentences beginning with the phrase “Computer,.”46 While the various screenwriters

for the various Star Trek series were not themselves computer scientists, by imagining

the types of interactions humans might have with computers in their elaborately imagined

futures they have in many ways overtaken the field of AI with respect to conceptualizing

46. “Star Trek Television Transcripts.”
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what computers could be for. As was the case with McCarthy’s own work of speculative

fiction, fiction can often imagine what science cannot yet allow itself to dream.

The first and most ubiquitous use of computers in the Star Trek series, in the future

as now, is as a media device. Computers process text (“Computer, scan the journal

for mention of contact with any alien race”), dictation (“Computer, stop recording.

Delete that. Computer, start again”), images (“Computer, magnify grid C four”), music

(“Computer, any Vulcan etudes on file?”), audio-video communication (“Computer,

establish an encrypted comm-link”), databases (“Computer, load the Xindi database”),

and programs (“Computer, initiate programme Sisko one nine seven”). Although

crewmembers are occasionally depicted interacting with the computer via a terminal, they

most frequently and dramatically interact with it through language. Part of the reason for

this is, of course, out of dramatic considerations for the staging of the episode. However,

in envisioning how such interactions might look, the result is not purely aesthetic.

While not all interactions can or should happen through language—attempting to play

a first-person shooter game via voice commands would prove a trying experience—it

is striking both how eminently within the realm of possibility even at present many of

these simpler interaction are, and how they are nevertheless conspicuously absent in

contemporary technology. Digital assistants and assistive voice-based computer interfaces

are ubiquitous, but their capabilities are limited. In the former case, economics have

pushed voice assistants into app-store models that deliver little by way of a cohesive

paradigm for computer use, and in the latter these tools must nevertheless work within

the paradigms of existing operating systems not built to accommodate the different

interaction patterns available with access to a linguistic channel. Computer interface

researchers have recognized that language represents a vastly uncharted frontier,

comparatively speaking, and promises to form a core part of future computer interaction

paradigms.47 What lacks is not simply the will to add language to existing systems,

47. Gentner and Nielsen, “The Anti-Mac Interface.”

300



but the fundamental research required to reimagine the computer as a microworld of

language.

Even were there to be a significant effort to re-engineer current systems to better

facilitate linguistic communication, the important dimension that still escapes the present

state of research is that of pragmatics. To the extent that a universal and unambiguous

semantics can be given to a language shared between human and machine, that language

comes to resemble a programming language. Commands such as those in the previous

paragraph such as for pausing music or reading text already resemble instructions that

various current systems will accept, albeit in a piecemeal fashion. If “pause music”

always refers to the same function, that function is well within the scope of modern

technology.

Systems such as TextWorld and bAbI are measured in terms of this universal

semantics. Describing “simple negation” as one dimension along which to test AI

systems, the bAbI paper offered the following example test case:

Sandra travelled to the office. Fred is no longer in the office. Is Fred in

the office? A:no Is Sandra in the office? A:yes (Weston et al., “Towards

Ai-Complete Question Answering: A Set of Prerequisite Toy Tasks”)

In order to interpret this passage and arrive at the expected answer, it is necessary to

recognize it as an attempt to test a universal form of semantics specific to the practice of

asking and answering logically inflected questions. To be precise, recalling Charniak’s

“narrativistic illusion,” this passage never in fact tells us that Sandra enters the office, only

that she “travelled to” it. One might reasonably attempt to intuit the experimenters’ intent

in asking the question and answer in the affirmative, but if one were primed to expect

tricky questions such as Charniak’s, one could as easily argue that the correct response

to this query is wariness and an attempt to elicit further qualifications concerning why and

to what end the question is being asked.
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Arising from the dramatic needs of the series rather than attempts to simplify and

make tractable the problem of communication, many of the interactions with the starship

computer exhibit communicative properties rarely tested in the context of AI research

and yet, within the microworlds framework, perhaps imaginable. AI researcher Richard

Weyhrauch describes a desirable property of machines he calls the “gossip principle,”

whereby at any time during its execution it should be possible to interrupt a computer

and ask what it is working on.48 Further elaborating on this principle, he argues that

it is necessary for machines to have some form of awareness of the situation they are

in over and above the special intelligence tasks we routinely build them to perform.

When crewmembers in Star Trek ask the computer, “Computer, what happened?” or

“Computer, situation analysis,” these interactions depend on a preexisting awareness of

the events taking place in its immediate environment, whether physical or virtual, and an

understanding of how to parse that environment into events and objects of conversational

salience. Much of the human-machine dialogue involves coordinating human and

machinic actors in a shared computational situation, for instance coordinating future

actions in time (“Computer, prepare to eject the warp core”), discussing the means by

which future plans are to be carried out (“Computer, using vector analysis, identify the

source of this shadow”), referring to the discourse channel itself (“Computer, disregard

that request”), discussing ongoing activity (“Computer, are you finished reconstructing

the journal of the Klingon First officer?”), reasoning about hypothetical models

(“Computer, hypothetical situation. A person is trapped inside of a static warp bubble.

Determine a means of escape”), offering relevant information without explicit instructions

for how to use it (“Computer, intruder in Ops. Activate a level three containment field”),

and indirectly implying requests without making them explicit (“Computer, now, listen

carefully, I want to transfer all probe command sequences out of core memory and into

the subprogram”). At present, the only question any contemporary machine is sure to be

48. Weyhrauch, “Ideas on Building Conscious Artifacts.”
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unable to answer is why it answers questions when asked. Each of the tasks for which

such machines are built in the present, whether question answering or “conversation”

narrowly defined, fashion them into special purpose tools without the capacity to take

the question of what is worth reasoning about in their present context as their primary

concern.

Designing a programming language as natural to speak as “English,” or at least as

“natural language,” has long been an aspiration of programming languages research.

Programming languages researcher Jean Sammet concludes her work on the history of

programming languages with a future vision of speaking to machines not at all unlike

McCarthy’s earliest vision for AI.49 Attempts to realize this vision, often framed as in

the service of making programming accessible to non-experts, have produced decidedly

mixed results, from COBOL,50 to SQL,51 to SNAP,52 to Inform 7.53 Critics—and there

have been many54—rightly recognize that there are limits to how “natural” one can make

a language that depends upon users’ understanding of recursive functions or relational

algebra.

At the same time, in dismissing natural language as a paradigm for programming

computers, such critics overlook its potential strengths. Taken as a thin layer over an

underlying language not designed for linguistic communication, ad hoc lexical and

grammatical idioms from natural language have little to offer. However, if viewed

as a language that arises from an entirely different domain of discourse, many of the

ambiguities and imprecisions that these critics identify as problems with natural language

stem not so much from the linguistic code itself but from the very fact that language

49. Sammet, Programming Languages: History and Fundamentals.

50. Sammet, “The Early History of COBOL.”

51. Chamberlin and Boyce, “SEQUEL: A Structured English Query Language.”

52. Barnett, “SNAP: A Programming Language for Humanists.”

53. Nelson, “Inform 7 Home Page: Documentation.”

54. Sammet, “The Use of English as a Programming Language”; Hill, “Wouldn’t it be Nice If We Could
Write Computer Programs in Ordinary English–Or Would It?”
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describes situations that are fundamentally ambiguous, filled with concepts that are not

always fully grasped even by their speakers. Such a programming language has less a

“semantics” than a “pragmatics” of its use to be grasped by humans and machines alike.

At the same time, those concepts are not those of the “real” world that AI has long

imagined, but of the virtual one. The authors of TextWorld attempt to realize a realist

genre of discourse in which foods, objects, containers, and furniture function as they

“should,” modulated of course by the conventions of the gamic forms on which they draw.

Nowhere imaginable in this microworld is the instruction given to the starship computer,

“Computer, make this a metal table.” If knowledge of the microworld is intended to be

knowledge of the real world, then there is little use for a command to reconstitute a table

at the molecular level and transmute it from wood to metal. However, in recognizing that

a virtual table is already virtual, it becomes possible to ask what more it is possible to ask

the computer to do.

McCarthy sensed that AI was a project not wholly reducible to computing. Where

those other fields do not dare dream is precisely where AI begins—with language. AI

is the study not of human beings but of language and how machines do things with

words. What remains when we have built our operating systems and designed our

programming languages and we still cannot express ourselves to our machines? That

remainder separating the human and the machine is the space occupied by AI. How can

communication exist between utterly alien minds? In that question lies a mystery no less

mythic than that of intelligence, but as I have argued throughout this work, it is the one

that AI must recognize and begin to ask. AI—McCarthy’s AI—is at its foundations an

android linguistics.
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7

Conclusion

A history of a scientific field is always a story about the future. Much of what happens in

the present is rooted in interpretations of what happened—or what did not happen—in

the past. The way in which researchers, critics, and the broader publics affected by

new technologies remember that past creates the conditions within which any of the

many possible technical futures can be imagined. The angel of history is bound only to

look upon the past, its back turned towards the future.1 Its destined course can only be

imagined with what it sees in the piling up of history.

The history of artificial intelligence, short though it may be, has been filled with color.

From the moment the earliest computers began to take shape, profound and surprising

machines have begun to appear at a rapid pace. Each decade has seen new paradigms

take root and reorganize the future around new visions in part by reinterpreting the

past. These machines have challenged their creators and indeed the rest of society with

understanding what form of intelligence and how much of it they exhibit. They have

invited us to speculate often with little restraint about what might be possible in even a

few years, much less within the scope of our lifetimes. The future of science is always

1. Benjamin, Illuminations.
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indeterminate, filled with speculation.

From the genesis of the project of AI, those speculations have revolved around

the central enigma of intelligence and of what ultimately it really means to be human.

Scholars have recruited theories of brains, of minds, of thought, of action, and of language

to understand how the simple stacking of blocks today might lead ultimately to machines

capable of building the skyscrapers and social and civic infrastructures of tomorrow. Yet

AI has always been a dream delayed.

Intelligence, and the measurement thereof, has been the field’s central open question

since its inception. Although there have been and continue to be many theories to explain

the relationship between computers and human beings, there has never been a fully

satisfactory answer to how we will know when the grand work of AI has been completed.

How can we know when a machine “really is” intelligent? This is not a technical

question, but rather a question of history. As I have argued, each moment has defined its

own terms that made some futures seem immanent while others became unintelligible.

The constant shifts from one moment to the next have never displayed a linear progress

towards some imagined goal, but rather a cyclic recycling and meshing of the old and new

in endlessly new variations. At the heart of the project of AI is not the technical question

of how to build a machine, but the more fundamental question of what would it take for a

machine to be human?

Since Turing, researchers have recognized on some level that intelligence and the

human are elusive concepts. When Turing proposed his imitation game, it was not to

define intelligence so much as to get away from having to ask the question. The question

Turing left in its place and which for McCarthy came to form the very basis of his vision

for the project of AI, was not one of intelligence but one of language. Intelligence has

been the field’s watchword. It communicates scientific legitimacy for a field that has often

struggled to attain it. It conjures a long philosophical tradition of musing about the grand

mystery of human being to which AI has long sought to position itself as the answer. Yet,
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in the speculations and fantastic future visions, it is not intelligence that has captivated the

imaginations of researchers but language.

AI has long struggled to get away from language—to find some footing to stand

on in assessing thought or consciousness more generally. Yet from the very beginning,

researchers have recognized that there is simply no avoiding language. For McCarthy,

Minsky, and others, language always seemed to be a compromise. It was the best we

could do without being able to introspect directly the workings of the human mind.

Yet, I suggest that had we such an ability, we would still discover that language is not

simply reducible to its psychological substrate. What AI researchers have wanted has

never been machines that think like humans. That was simply the only way the field has

been able to imagine machines that act like humans. Language straddles the boundary

between the inner and the outer, between self and society. Language is how we have

long conceptualized what the human is. To imagine thought is only to see the outline of

language’s shadow.

Turing recognized that when researchers spoke of intelligence, what they imagined

was not mechanical cognition so much as mechanical personhood. For Turing,

intelligence was an “emotional concept.”2 As Weyhrauch would later put it, “I believe

that we will begin to call machines intelligent when we can have the kinds of discussions

with them that we have with our friends.”3 The essential, original dream of artificial

intelligence, sometimes obscured by the furious theorizing of later moments, was simply

that of machines that could speak.

As I have argued, language is bound up with but yet not reducible to cognition. In

focusing too heavily on inscribing theories of cognition into machines, researchers risk

losing sight of what the field is ultimately trying to achieve. Perhaps there will come

some moment when we really do understand what cognition is, but until that moment no

2. Turing, “Intelligent Machinery (1948).”

3. Weyhrauch, “Prolegomena to a Theory of Mechanized Formal Reasoning,” 134.
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machine built can claim to capture it but that its language is confused for thought. Placing

intelligence at the center of the field has centered a discourse of interiority. Machines in

each moment become works of AI not when they perform feats of intelligence, but when

the mechanisms by which they perform even simple feats suggest that more is possible

if read though the lens of cognition. AI has endeavored to produce in each moment

machines that “know” or machines that “learn,” often at the expense of machines that

“do,” believing the questions to be one and the same.

I have suggested turning to literature, games, and media for inspiration for AI because

I do not believe that it is the “human” the field has so long desired to create but rather the

“character.” AI systems do not inhabit human bodies. They inhabit screens and pages and

the world of printed text. Their universe is not a physical one, but a narrative one. Their

blocks are not blocks but are already representations. The project of AI is not that of

bringing machines into the real world, but of recognizing the insuperable gap between

humans and machines, and indeed among each humans and machines independently,

and conceptualizing how these disparate parties might nevertheless make themselves

understood to one another.

I have drawn heavily on a narrow intuition contained in Austin’s writing on

performativity in language not because I believe Austin had the answers, but rather

because it has often been through Austin that AI has in various moments come to glimpse

the significance of the social world of language to the machines it endeavors to build. If

language is the central object of AI, its central question then is not when are machines

really thinking, but when do words have meaning? How are laboratory experiments on

language connected to language in use? Do the same words guarantee the same function?

Language and communication are profoundly multifaceted phenomena, and it is worth

asking whether all the data ever digitized captures even a single piece of what are some of

its most important dimensions.

Throughout this work, I have also touched on the work of others who have struggled
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to conceptualize how AI and the technologies that surround it might be made to serve the

societies that produce them. Adam grappled with how to conceive of a feminist practice

of AI. Rankin argued for a vision of computing that was collaborative and inclusive rather

than controlled. It would be foolish to believe that just because a new technology was

created with the best intentions, it will therefore only be used to further the common good

of humankind. Yet, to do nothing is likewise to make a choice concerning the kinds of

futures that will become possible.

The AI project, if it were to succeed as its original architects imagined, would have

profound implications for the organization of society. If we imagine AI in the mold of

literary characters, then we cannot ignore the deep emotional ties that human readers

establish with characters they know to be fictions. As machines blur the boundaries

between character and person, it is hard to imagine that individual relationships to AI,

to technology, and to machines will not evolve in ways that are at present impossible

to predict. As McCarthy recognized in his later work, much of what constitutes the

development of AI technologies will be concerned not with technical questions but with

social ones. Whether or not machines can think, they can certainly act. They will be able

to promise, to offend, to apologize, to tempt, to insult, to console, and to reassure. These

abilities have nothing to do with what these machines can accomplish on a technical level

and everything to do with the meaning we invest in them, perhaps even despite ourselves.

Laws will have to be written and rewritten, norms will evolve, society will need

to make a place for this new category of entity no matter how precisely it decides to

understand that category. Indeed, much of that understanding, and much of the evolution

of that social role, will be governed by histories and by fictions. Science fictions, as I

have argued, have long been intertwined not only with how publics understand technical

artifacts, but how researchers themselves relate to the unknowable futures of their

machines. Likewise, each moment understands the artifacts of its own labor in the light

of the histories that ground present methods and discourses. As such, the work of AI is in
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equal measure a technical and a critical endeavor.

The purpose of this work has been to write a new history for the field of AI and

correspondingly a new future. By recovering conversations that have been lost to the

current field and rearticulating questions that have been forgotten, I hoped to make

possible the imagination of new futures. Realizing those futures will require not only

technical expertise but critical judgment as well. The field of AI has long struggled to

articulate a comprehensive science of the human because its conception of science denies

at the outset so much of the nuances, ambiguities, and multiplicities that constitute human

being.

The cyberneticsts felt they were in the process of imagining something beyond

science. Science, they believed, could not study the kinds of entangled, self-referential

objects that implicated the scientist in the very unfolding of the phenomenon they were

attempting to study. Insofar as Wiener characterized cybernetics as the study first and

foremost of communication, he recognized that language and signification was the prime

example of such a phenomenon.4 The cybernetists, of course, did not have computers, nor

did they have machines capable of performing feats of textual manipulation. As AI took

shape around nascent digital computing, cybernetic questions of communication were

transmuted into those of language. Yet, the principle remains the same. When researchers

at Facebook or Microsoft attempt to study in their laboratories the linguistic performance

of machines, the laboratory itself and the researchers’ observations form their own context

in which words take on meaning. For this reason, researchers have never been able to

satisfactorily “measure” language using any of the automated metrics that have to greater

or lesser extents offered some heuristic value in narrow cases. The TextWorld project

adopted Wittgenstein’s remark that the limits of language form the limits of one’s world

as the epigraph for their work, but overlooked Wittgenstein’s other key observation, that

language itself consists not in the words but in their use.

4. Wiener, Cybernetics or Control and Communication in the Animal and the Machine.
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The project of AI requires at once a rethinking not only of machines but of the very

idea of the human. Culture and society are shifting categories, and it is impossible to

imagine machines one day participating in them without also considering how they will

change in response to those machines. One of the most important themes in reconsidering

the work of AI that has become visible at various moments in the field’s evolution is

that of considering not simply how to build humanlike machines, but what sorts of

futures those machines will enable or foreclose. Taking seriously the project of AI will

require a reconsideration of the very humans we want our machines to become, and the

kinds of relationships we imagine becoming possible with those machines. The most

radical possibilities afforded by the study of AI have nothing to do with how technology

will change and everything to do with how we will change in response to it. As Turing

recognized before the field had even taken shape, there will come a time in the future

when it will become possible to speak of machines thinking “without expecting to be

contradicted” not because they really do think, but because the distinction has ceased to

matter.5 Perhaps the real truth of the Turing test is that elaborated by Nathan Bateman,

explaining to Caleb that the true test of machine intelligence was not whether we can

tell machines and humans apart, but whether we care to. If, like Commander Data, our

machines can learn to play the parts the we assign them, we may yet discover that all the

world’s a stage, and all the men, women, and machines merely players.

5. Turing, “Computing Machinery and Intelligence (1951),” 449.
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