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Abstract

We present novel model frameworks and inference procedures for stochastic point processes

on dynamic networks. The point process can be defined for a random phenomenon that

spreads among the network nodes, and for the temporally evolving network itself. Methods

development is motivated by the needs of health and social science data, where partial

observations or latent structures are common and create challenges to likelihood-based

inference. In this dissertation, we will discuss parameter estimation techniques that can

handle these latent variables and make effective use of the complete data likelihood for

efficient inference. We start with developing individualized continuous time Markov

chain models for stochastic epidemics on a dynamic contact network. Data-augmentation

algorithms are designed to address partial observations (such as missing infection and

recovery times) in epidemic data while accommodating the network dynamics. We apply

the frameworks to the study of non-pharmaceutical interventions in a college population.

Next, we move on to study the higher-order latent structures of dynamic inter-personal

interactions by combining a multi-resolution spatio-temporal stochastic process with a latent

factor model for a dynamic social network. We apply it to analyzing basketball data where

the discovered latent structure defines a metric that helps evaluate the quality of game play.

Finally, we discuss extensions to a non-Markovian setting of self and mutually exciting

point processes (Hawkes processes). We utilize the branching structure of the Hawkes

processes to uncover the latent replying structure of a group conversation, which can be

further employed to quantitatively measure individual social impact.
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1

Introduction

Stochastic processes are a class of mathematical tools that have applications in a wide range

of disciplines such as biology (Bressloff, 2014), chemistry, physics (Van Kampen, 1992),

finance (Rolski et al., 2009) and public health (Andersson and Britton, 2012). In Statistics,

models based on stochastic processes are often employed to analyze temporal data with

observations taken at uneven intervals or collected in continuous time. This is in contrast to

time series, where observations are assumed to be taken in equal intervals and thus can be

indexed by integers.

In this dissertation, we mainly focus on finite-dimensional and finite-state point processes

that can be defined by “instantaneous risk functions”. Suppose events of a stochastic process

may occur within a time window (0, T ] (T > 0) and that given the entire history of the

process up to time t,Ht, the instantaneous risk function for some event Y at time t is defined

as

λY(t | Ht) = lim
h→0+

Pr(event Y occurs in (t, t+ h) | Ht)

h
. (1.1)

If we further have

λY(t | Ht) = λY(t | Zt), (1.2)

where Zt is the state of the process at time t, then the defined point process is a Markov

process, sometimes also referred to as a continuous-time Markov chain (CTMC).

We consider point processes taking place on a group of entities where the relations

between these entities can be represented by a network. The subject of interest here would be
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a random phenomenon that spreads among nodes of the network through inter-entity links,

or the change of connections (i.e., links of the network) between these entities. Examples of

the former type include transmission of infectious diseases on a networked population and

information diffusion on a social network platform. For the latter type, examples include

the evolution of friendships among students on a campus and temporal changes of flights

between airports. We may name the former as the “network-restricted contagion process”

and the latter as the “dynamic network process”.

The central theme of this dissertation is to combine or strike a balance between the

two processes—contagion and network—when developing statistical methods motivated

by real-data applications, while dealing with challenges of missing data or latent structures

in inference. For simplicity, we assume a binary network (i.e., there is either one link or

no link between any two nodes) represented by its adjacency matrix A, where an entry 1

indicates existence of a link and an entry 0 suggests otherwise. Suppose the event “Y” in

(1.1) stands for “person i infects person j with a disease”, then this event relies on the fact

that i and j share some physical contact that enables disease transmission. If we make the

Markovian assumption (1.2), then the instantaneous risk of this event is

λ[i infects j](t | Zt) = βij(t)1(Aij = 1 at time t), (1.3)

where we may further decompose the rate function βij(t) (> 0) into individual-based factors,

for example,

log βij(t) = log β0 + ui(t) + vi(t). (1.4)

Then (1.3) and (1.4) would induce an individual-level stochastic epidemic model that can

account for individual heterogeneity in susceptibility and transmissibility. If we combine

this stochastic process formulation with mechanistic epidemic models like the susceptible-

infectious-recovered (SIR) or susceptible-exposed-infectious-recovered (SEIR) model (Ker-

2



mack and McKendrick, 1927), while at the same time defining a link-based Markov chain

for a dynamically evolving contact network, then we would have a rich and flexible mod-

eling framework for modern epidemic data with high resolution contact tracing (e.g., the

ex-Flu data in Aiello et al. (2016)). The key difficulty associated with epidemic data is

partial observations in epidemic events, where the true infection times are often missing

due to latency periods or lack of testing, and the actual recovery times are rarely recorded

because of loss of follow-up. Addressing such missing data challenges in the context of a

dynamic contact network requires additional care in the design of the inference procedure.

Chapters 2 and 3 discuss our work in developing and extending such framework.

Suppose, instead, the event “Y” in (1.1) stands for “person i sends a link to person j”,

and again, under the Markovian assumption in (1.2), we may define its risk as

λ[i sends link to j](t | Zt) = θij(t), (1.5)

where θij(t) may have complex structures depending on the specific application scenario. If,

in particular, we consider the event of “player i passes the ball to player j” during a sports

game, then we may set

log θij(t) = Xij(t)
Tηij + ξij(t) + uTi vj + εij(t), (1.6)

where Xij(t) are some dyadic covariates such as the distance between i and j, the openness

of the passing angle, and the positions i and j each play on their team; ξij(t) can be

some spatial factors that characterize i and j’s locations on the court; ui and vi are low-

dimensional multiplicative latent factors that represent i and j’s tendencies in passing off

and receiving the ball that can’t be explained by other temporal or spatial variables; and

finally εij(t) is an independent random white noise. Here, if we think of making a pass as

3



creating a temporary directed link from one individual to another, then we are essentially

modeling the change of a dynamic network from the perspective of spatio-temporal point

processes. In addition, we are also borrowing ideas from random effects models of social

networks, especially multiplicative latent factor models introduced to capture higher-order

structures in relational preferences and tendencies (Hoff, 2018). In Chapter 4, we present

our work on studying latent structures in players’ passing behaviors that can be predictive

of game success, with applications in high-frequency optical tracking data obtained from

college basketball games.

In Chapter 5, we will extend the ideas and techniques discussed so far to a non-

Markovian setting, where the occurrence of future events depends on the full history

of the process. More specifically, we will develop a Hawkes process (Hawkes, 1971a,b)

model in which past events “excite” future events by adding an additional risk component

to the instantaneous risk function. Suppose we are interested in the information flow and

structure of a group conversation, then we can assume that any new utterance is either an

original comment or a response to a past comment. Let event “Y” in (1.1) stand for “person

i makes an utterance”, then its risk function can be written in the following form:

λ[i makes an utterance](t | Ht) = µi(t) +
∑
tk<t

κ(tk, t)µek(t). (1.7)

Here µi(t) is the baseline risk function, µek(t) is the additional risk component induced by

the utterance ek at time tk < t, and κ(tk, t) describes the decaying impact of the previous

utterance ek on a new event.

Given the form of the risk function (1.7), we can actually attribute each new event to

either the baseline risk or the risk brought by a previous event. This implies a parental

relationship between events in a Hawkes process that is analogous to the replying structure

of utterances in a group conversation. However, such relationship is latent as the replying

4



structure is oftentimes unobserved, and that presents great challenges to inference as the

marginal likelihood of observed data is intractable. We will employ variational Bayesian

methods to resolve this issue and also discuss an application of the learned model where we

develop a metric for individual influence and social impact in a group conversation.

Organization of the rest of the dissertation In the next two chapters, we will detail an

individual-level stochastic epidemic model framework on dynamic contact networks with

applications to a modern high-resolution epidemic dataset. In Chapter 4, we will develop a

metric based on multiplicative latent factors in social networks to evaluate players’ passing

tendencies in basketball games. In Chapter 5, we will describe a multivariate Hawkes

process model that can uncover the latent replying structure of group conversations. Finally

Chapter 6 concludes this dissertation and provides further discussions.
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2

Likelihood-based Inference for Partially Observed

Epidemics on Dynamic Networks

2.1 Introduction

The vast majority of epidemiological models, such as the well-known susceptible-infectious-

recovered (SIR) model, rely on compartmentalizing individuals according to their disease

status (Kermack and McKendrick, 1927). Classically, such models describe population-

level behavior under a “random mixing” assumption that an infectious individual can

spread the disease homogeneously to any susceptible individual (Kermack and McKendrick,

1927; Bailey et al., 1975; Anderson and May, 1992). In the last two decades, an alterna-

tive assumption—that the disease is transmitted through links in a contact network—has

gradually gained popularity. It has been found that the contact network structure can funda-

mentally impact the behavior of epidemic processes (Wallinga et al., 1999; Edmunds et al.,

1997, 2006; Mossong et al., 2008; Volz and Meyers, 2008; Melegaro et al., 2011; Cui et al.,

2019); on the other hand, the network structure can in turn be influenced by disease status of

individuals as well (Bell et al., 2006; Funk et al., 2010; Eames et al., 2010; Van Kerckhove

et al., 2013).

This growing interest—alongside technological advances in mobile data—has spurred

efforts on collecting high-resolution data that inform the dynamics of the contact network

(Vanhems et al., 2013; Barrat et al., 2014; Voirin et al., 2015; Kiti et al., 2016; Aiello

6



et al., 2016; Ozella et al., 2018). However, there is a gap between the demand to analyze

such emergent data and available methods: a recent review by Britton (2020b) outlines

possible approaches to inference for epidemic models on networks and calls to attention

considerable challenges—in particular, key terms such as transition probabilities that appear

in central quantities such as likelihood expressions are unavailable. Accounting for the

relationship between disease spread and the underlying contact network during inference

is crucial to accurately estimating parameters describing the inherent properties of the

disease, and moreover has direct practical implications on epidemic control and intervention.

Policies such as quarantine or suppression are naturally described as changes to the contact

network, and yet modeling approaches are largely restricted to prospective simulations

and/or analysis based on static networks in lieu of direct inference from modern data.

Recent examples can be seen in analyses for COVID-19 (Ferguson et al., 2020b) and for

MERS-CoV transmissions (Yang and Jung, 2020).

To address this methodological gap, we develop a statistical model that describes the

mutual interplay between SIR-type epidemics and an underlying dynamic network, together

with a tractable inferential framework to fit such models to modern time-resolved datasets. In

particular, we propose a stochastic generative model that can be fit to data using likelihood-

based methods. We present a Bayesian data augmentation scheme that accommodates

partial observations such as missing recovery times that are common in real data while

quantifying uncertainty in estimated parameters.

The majority of existing work on epidemic processes over networks adopt a deterministic

approach based on ordinary differential equation (ODE) models (Kiss et al., 2012; Ogura and

Preciado, 2017; Van Segbroeck et al., 2010; Tunc et al., 2013; WHOW Group, 2006; Volz

and Meyers, 2007; Shaw and Schwartz, 2008; Volz, 2008). Such approaches do not provide

a measure of uncertainty, and do not offer probabilistic interpretations. Our framework

builds upon previous stochastic (and likelihood-based) methods that either do not consider
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network dynamics (Britton and O’Neill, 2002; Dong et al., 2012; Fan et al., 2015, 2016), or

do not model the contact network at all (Cauchemez et al., 2006; Hoti et al., 2009; Britton,

2010; Fintzi et al., 2017; Ho et al., 2018b). Moreover, the proposed inference scheme

accommodates partially observed data, with a focus on unknown recovery times in this

paper. Handling missing data even without network constraints is already challenging, and

often requires simplifying model assumptions (Finkenstädt and Grenfell, 2000; Cauchemez

and Ferguson, 2008) or computationally intensive simulation-based inference (He et al.,

2010; Andrieu et al., 2010; Pooley et al., 2015; Ionides et al., 2015).

The rest of this chapter is organized as follows: Section 2.2 reviews background on

epidemic models (focusing on the stochastic SIR model) and dynamic network processes.

Section 2.3 formulates the generative model and derives maximum likelihood estimators as

well as Bayesian posterior distributions based on the complete data likelihood. Section 2.4

describes a Bayesian inference scheme that deals with incomplete observations on individual

recovery times. Section 2.5 and 2.6 present experiment results on simulated datasets and a

real-world dataset. Finally Section 2.7 provides further discussions.

2.2 Background

Compartmental Epidemiological Models Compartmental models divide individuals

into non-overlapping subsets according to their disease statuses. In classical models, the

change in these subpopulations over time are described by ordinary differential equations

(ODEs) (Hethcote, 2000). One widely used model is the susceptible-infectious-recovered

(SIR) model, which assumes three disease statuses—susceptible (S), infectious (I), and

recovered (or removed, R). On a closed population of N individuals (with N sufficiently
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large), the dynamics of the deterministic SIR model can be expressed as

dS(t)

dt
= −βS(t)I(t),

dI(t)

dt
= βS(t)I(t)− γI(t), (2.1)

where S(t) and I(t) refer to the number of susceptible and infectious individuals at time t,

respectively, and the number of recovered individuals satisfies R(t) = N − [S(t) + I(t)].

The parameters describe the epidemic mechanistically: here β is interpreted as the rate of

disease transmission per contact between an S individual and an I individual, and γ is the

rate of recovery for an I individual.

By setting the growth rate of infection to be proportional to S(t)I(t), the model in (2.1)

implicitly assumes that any two members can interact with each other. This assumption is

easily violated in reality, where an individual only maintains contact with a limited number

of others. Moreover, the differential equations can only account for the average, expected

behavior of the process, but the transmission of an infectious disease exhibits randomness

and uncertainty by nature.

To account for the underlying network structure of a population as well as the random

nature of an epidemic process, we adopt an individual-level, stochastic variation of the SIR

model, similar to that used in Auranen et al. (2000). An individual of status S (susceptible)

at time t (> 0) changes disease status to I (infectious) at time t+ h (h is an infinitesimal

quantity) with a probability that is dependent on both the infection rate β and his/her contacts

at time t. An infectious individual at time t becomes a member of the R (recovered) sub-

population at time t+hwith a probability determined by the recovery rate γ. Specifically, for

any susceptible individual p1 and infectious individual p2 in the population at t, conditioned

on the current overall state of the process, Zt, then

Pr(p1 gets infected by p2 at t+ h | Zt) = βh+ o(h) (2.2)
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if p1 and p2 are in contact at t, and

Pr(p2 recovers at t+ h | Zt) = γh+ o(h). (2.3)

Basic Network Concepts A network, or a graph, is a two-component set, G = {V , E},

where V is the set of N nodes and E is the set of links. A network can be represented by its

“adjacency matrix”, A, where Aij = 1 indicates there is a link from node i to j. Since most

infectious diseases can be transmitted in both directions through a contact, we assume that

the adjacency matrix is symmetric, Aij = Aji.

A special network structure is the fully connected network (or the complete graph),

KN , and its adjacency matrix A satisfies Aij = 1 for any i 6= j. This network structure

corresponds to the widely adopted “random mixing” assumption in epidemiological models,

which, as stated before, may be restrictive and unrealistic. Therefore, in the rest of the paper,

we instead consider arbitrary network structures underlying the population.

Temporal and Adaptive Networks Interactions between individuals are dynamic in

nature, and such dynamics is important when modeling epidemic processes (Masuda and

Holme (2017); also as demonstrated later in Section 2.5.1). We consider a continuous-time

link-Markovian model for temporal networks (Clementi et al., 2010; Ogura and Preciado,

2016b). Following the symmetric network assumption stated above, for two individuals i

and j (i < j) who are not in contact at time t, they form a link at time t+ h (h� 1) with

probability αh, where α is the link activation rate. Similarly, if there is an edge between i

and j at time t, then the edge is deleted at time t+ h with probability ωh, where ω is some

link termination rate.

If, instead, individuals establish and dissolve their social links with rates that vary ac-

cording to their disease statuses, then the evolution of the network is coupled to the epidemic
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process and thus becomes adaptive. This mechanism can be described via instantaneous

rates of single-link changes. For any two individuals i and j, their corresponding entry in

the adjacency matrix is modeled as a {0, 1}-valued Markov process, Aij(t), t > 0. Suppose

that at time t, i is of status A, j is of status B,1 then for an infinitesimal quantity h,

Pr(Aij(t+ h)= Aji(t+ h) = 1 | Aij(t) = 0) = αABh+ o(h); (2.4)

Pr(Aij(t+ h)= Aji(t+ h) = 0 | Aij(t) = 1) = ωABh+ o(h). (2.5)

Here αAB(= αBA) is the activation rate for anA-B type link, and similarly, ωAB(= ωBA)

is the termination rate for an A-B type link.

2.3 Epidemic Processes over Adaptive Networks

2.3.1 The Generative Model

In this subsection, we lay out a stochastic data generative process (referred to as the

“generative model”) for the joint evolution of an individualized SIR process on a networked

population and the dynamics of the contact network. In contrast to the ODE literature

and existing network models described in Section 2.1, the key feature of the model is the

interplay between epidemic progression and network adaptation. On one hand, transmission

of infection depends on the existence of susceptible-infectious links, which may change

through time; on the other hand, network links temporally update in a manner that in turn

depends on individual disease status.

We formulate this complex process as a continuous-time Markov chain that comprises all

individual-level events described in Section 2.2. The joint evolution of the individual Poisson

processes described by (2.2)-(2.5) can be described via a competing risks construction. By

1Here A,B ∈ {S, I,R}, and we only consider i < j since the network is assumed symmetric.
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the Markov property, the time until each type of event has an exponential waiting time, and

thus the time to next event in the joint process remains exponentially distributed (Guttorp

and Minin, 2018). Events occur stochastically and are of one of the four types:

• Infection: The disease is transmitted through a link between an S (susceptible) and an I

(infectious) individual (S-I link) with rate β;

• Recovery: Each I individual recovers with rate γ independently;

• Link activation: A link is formed at rate αAB(= αBA) between an individual of status A

and another of status B who are not connected, where A,B ∈ {S, I, R};

• Link termination: An existing link is removed at rate ωAB(= ωBA) between an individual

of status A and another of status B, where A,B ∈ {S, I, R}.

This formulation will allow for joint inference of both disease spread and network evolution.

As illustrated in the next subsection, inference is straightforward when all the events are

fully observed. Furthermore, this formulation implies a relatively simple generative process

at the population level. Conditioned on the current state of the process Zt at time t (> 0),

the very next event of the entire process is the earliest event that occurs among the four

competing processes by the superposition property:

• Infection: An infection occurs with rate βSI(t), where SI(t) is the number of S-I links

at time t;

• Recovery: A recovery occurs with rate γI(t), where I(t) is the number of infectious

individuals at time t;

• Link activation: An A-B link is established with rate αABMd
AB(t), where Md

AB(t) is the

number of disconnected A-B pairs at time t;

• Link termination: An A-B link is dissolved with rate ωABMAB(t), where MAB(t) is the

number of connected A-B pairs at time t.

We may interpret this generative model as a generalization of two simpler models. If we set

αAB ≡ α and ωAB ≡ ω for any status A and B, the coupled process reduces to a decoupled
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process, where network evolution is independent of individual disease status. Moreover, if

we fix α ≡ ω ≡ 0, the process is further reduces to an SIR process over a static network.

Here we assume that the population size N is fixed, and that at t = 0, the initial network

G0 as well as I(0) initial infection cases are observed. We summarize a list of model

parameters and notation in Table 2.1.

Table 2.1: Table of parameters and notation.

Parameter Description
β infection rate
γ recovery rate
α link activation rate for a currently disconnected pair
ω link termination rate for a currently connected pair
αAB link activation rate for a currently disconnected A-B pair
ωAB link termination rate for a currently connected A-B pair

Notation Description
N total population size (assumed to remain fixed throughout the process)
Tmax maximum observation time
Zt state of the process at time t (including the epidemic status

of every individual and the social network structure at time t)
Gt social network structure (a graph) at time t
S(t), I(t) numbers of susceptible/infectious individuals in the population at time t
H(t) number of healthy (not infectious) individuals in the population at time t
Ik(t) number of infectious individuals in person k’s neighborhood at time t
SI(t) number of S-I links in the network at time t
M(t) total number of edges in the network at time t
MAB(t) number of A-B links at time t
Md
AB(t) number of disconnected A-B pairs at time t

nE , nR counts of infection events and recovery events in the process
nN count of network events in the process

(each event is the activation or termination of a single link)
C,D total counts of link activation/termination
CAB, DAB counts of link activation/termination events for A-B pairs

2.3.2 Complete Data Likelihood and Parameter Inference

Derivation of complete data likelihood Suppose nE infection events and nR recovery

events are observed in total. Let ik be the infection time for individual k (k = 1, 2, . . . , nE),
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rk be k’s recovery time (if rk > Tmax, k’s recovery is not observed), and without loss of

generality, set i1 = 0. Recall that the widely used “random mixing” assumption in classical

epidemiological models is equivalent to assuming that the contact network is a complete

graph, KN , and the individual-based complete data likelihood under this assumption is 2

L(β, γ) = p(epidemic events|β, γ) = γnR
nE∏
k=2

[βI(ik)] exp

(
−
∫ Tmax

0

[βS(u)I(u) + γI(u)] du

)
.

To account for the contact network, let Gt be an arbitrary network, and begin by assuming

that the entire network process {Gt : 0 < t < Tmax} is fully observed. Explicitly accounting

for the number of infectious contacts per individual at the time of infection as well as the

total number of S-I links in the system, the complete data likelihood becomes:

L(β, γ|G) = γnR
nE∏
k=2

[βIk(ik)] exp

(
−
∫ Tmax

0

[βSI(u) + γI(u)] du

)
. (2.6)

Here Ik(ik) denotes the number of infectious neighbors of person k at his time of infection

ik and SI(t) denotes the number of S-I links in the system at time t. We see that the

dynamic nature of the network is implicitly subsumed into the terms Ik(ik)’s and SI(u).

To clarify this point, note that the same likelihood holds for a static network G. As

neighborhoods Ik(ik) are fixed in the static case, one could further simplify (2.6) using a

constant Ik(ik) = Ik for all times ik.

Equation (2.6) serves as a point of departure toward network dynamics. As a stepping

stone, we first consider the simpler decoupled case in which the network and epidemic

evolve independently. Here the edge activation rate α and deletion rate ω, as well as total

number of activated and terminated edges denoted C and D, do not depend on disease

2Note that this expression differs from the population-level complete likelihood (Becker and Britton, 1999).
When epidemic events are tied to individuals, i.e. a recovery time is associated to a specific infection event,
we must use the individual-based likelihood instead (similar to that in Auranen et al. (2000)).
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status. Given an initial network G0, the network process likelihood can be easily written as

L(α, ω|G0) = p(network events|α, ω,G0)

=αCωD
nN∏
`=1

[(
N(N − 1)

2
−M(s`)

)1−D`
M(s`)

D`

]

× exp

(
−αN(N − 1)

2
Tmax + (α− ω)

∫ Tmax

0

M(u)du

)
. (2.7)

Here s` is the time of the `th network event, and D` = 1 if this event is a link termination

and otherwise D` = 0. By independence, the complete data likelihood in this decoupled

case is simply a product of Equations (2.6) and (2.7):

L(β, γ, α, ω|G0) = p(epidemic events|β, γ,Gt) · p(network events|α, ω,G0)

=βnE−1γnRαCωD
nE∏
k=2

[Ik(ik)]

nN∏
`=1

[(
N(N − 1)

2
−M(s`)

)1−D`
M(s`)

D`

]
(2.8)

× exp

(
−
∫ Tmax

0

[βSI(u) + γI(u) + (ω − α)M(u)] du− αN(N − 1)

2
Tmax

)
.

Finally, we allow link activation and termination to be dependent on individual disease

status, yielding an adaptive network. We introduce some notation; it is natural to assume

that the S and R populations behave identically from the perspective of the network process:

αRA ≡ αSA, and ωRA ≡ ωSA, ∀A ∈ {S, I, R}.

Let H(t) = R(t) + S(t) = N − I(t) denote the number of such “healthy” individuals at

time t. Naturally the term “H-H link” represent an S-S link, an S-R link, or an R-R link,

and the term “H-I link” represents an S-I link or R-I link. We also define g(p, t) as the

indicator function of infectiousness, i.e. g(p, t) = 1 if person p is infected at time t and

g(p, t) = 0 otherwise.
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Denote the ordered epidemic and network events together as {ej = (tj, pj1, pj2)}nj=1,

with n = nE + nR + nN . Here tj (j = 1, 2, . . . , n) denote the event times and t1 = 0

is the infection time of the first patient. If ej is a network event, pj1 and pj2 are the two

individuals getting connected or disconnected, and if ej is an epidemic event, let pj1 be the

person getting infected or recovered and set pj2 = 0. Furthermore let event type indicators

Fj, Cj, Dj take the value 1 only if ej is an infection, a link activation, and a link deletion,

respectively, and 0 otherwise.

The contribution of all network events to the complete data likelihood is in essence of

the same form as (2.7), except that for every activation or termination event the link type

has to be considered. Then the likelihood component of the adaptive network process is

αCHHSS αCHISI αCIIII ω
DHH
SS ωDHISI ωDIIII

n∏
j=2

M̃(tj) exp

(
−
∫ Tmax

0

[
α̃TMmax(t) + (ω̃ − α̃)TM(t)

]
dt

)
,

where

M̃(tj) =
[
(αSSM

d
HH(tj))

Cj(ωSSMHH(tj)
Dj
](1−g(pj1,tj))(1−g(pj2,tj))

×
[
(αSIM

d
HI(tj))

Cj(ωSIMHI(tj))
Dj
]|g(pj1,tj)−g(pj2,tj)| (2.9)

×
[
(αIIM

d
II(tj))

Cj(ωIIMII(tj))
Dj
]g(pj1,tj)g(pj2,tj)

α̃ =(αSS, αSI , αII)
T , (2.10)

ω̃ =(ωSS, ωSI , ωII)
T , (2.11)

Mmax(t) =

(
H(t)(H(t)− 1)

2
, H(t)I(t),

I(t)(I(t)− 1)

2

)T
, (2.12)

M(t) =(MHH(tj),MHI(t),MII(t))
T . (2.13)

Therefore, given the initial network structure G0 and one infectious case at time 0, the
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complete data likelihood of the coupled process can be expressed as 3

L(β, γ, α̃, ω̃|G0) = p(epidemic events, network events|β, γ, α̃, ω̃,G0)

=γnRβnE−1αCHHSS αCHISI αCIIII ω
DHH
SS ωDHISI ωDIIII

n∏
j=2

[
M̃(tj)

(
Ipj1(tj)

)Fj]
× exp

(
−
∫ Tmax

0

[
βSI(t) + γI(t) + α̃TMmax(t) + (ω̃ − α̃)TM(t)

]
dt

)
. (2.14)

Inference Given Complete Event Data The likelihood function (2.14) will be used

toward inference under missing data, but immediately suggests straightforward procedures

when the process is fully observed. Given the complete event data {ej}nj=1 and the initial

conditions of the process G0 and I(0), the only unknown quantities in (2.14) are the model

parameters Θ = {β, γ, αSS, αSI , αII , ωSS, ωSI , ωII}. The following Theorems state results

on maximum likelihood estimation as well as Bayesian estimation.

Theorem 2.3.1 (Maximum likelihood estimation). Following the likelihood function in

(2.14), given G0 and complete event data {ej}, the MLEs of the model parameters are given

as follows:

β̂ =
nE − 1∑n

j=1 SI(tj)(tj − tj−1)
, γ̂ =

nR∑n
j=1 I(tj)(tj − tj−1)

,

α̂SS =
CHH∑n

j=1

[
H(tj)(H(tj)−1)

2
−MHH(tj)

]
(tj − tj−1)

, ω̂SS =
DHH∑n

j=1MHH(tj)(tj − tj−1)
,

α̂SI =
CHI∑n

j=1 [H(tj)I(tj)−MHI(tj)] (tj − tj−1)
, ω̂SI =

DHI∑n
j=1MHI(tj)(tj − tj−1)

,

α̂II =
CII∑n

j=1

[
I(tj)(I(tj)−1)

2
−MII(tj)

]
(tj − tj−1)

, ω̂II =
DII∑n

j=1MII(tj)(tj − tj−1)
.

The above results can be directly obtained by setting all partial derivatives of the

3The likelihood derived here can be slightly modified to describe an SIS-type epidemic instead; see Appendix
7.1.1.
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log-likelihood to zero. The detailed proof is provided in Appendix 7.1.2.

Theorem 2.3.2 (Bayesian inference with conjugate priors). Under Gamma priors

β ∼ Ga(aβ, bβ), γ ∼ Ga(aγ, bγ), α·· ∼ Ga(aα, bα), ω·· ∼ Ga(aω, bω)

and given initial network G0 and complete data {ej}, the posterior distributions of model

parameters under likelihood (2.14) are given by

β|{ej} ∼ Ga(aβ + (nE − 1), bβ + (nE − 1)/β̂), γ|{ej} ∼ Ga (aγ + nR, bγ + nR/γ̂) ,

αSS|{ej} ∼ Ga (aα + CHH , bα + CHH/α̂SS) , ωSS|{ej} ∼ Ga (aω +DHH , bω +DHH/ω̂SS) ,

αSI |{ej} ∼ Ga (aα + CHI , bα + CHI/α̂SI) , ωSI |{ej} ∼ Ga (aω +DHI , bω +DHI/ω̂SI) ,

αII |{ej} ∼ Ga (aα + CII , bα + CII/α̂II) , ωII |{ej} ∼ Ga (aω +DII , bω +DII/ω̂II) ,

(2.15)

where β̂, γ̂, α̂SS, α̂SI , α̂II , ω̂SS, ω̂SI , ω̂II are the MLEs defined in Theorem 2.3.1.

Equation (2.14) is consistent with the general form of likelihood of a continuous-

time Markov chain with Exponentially distributed dwell times. Applying the Gamma-

Exponential conjugacy leads to the posterior distributions in (2.15).

Relaxing the closed population assumption Above, the host population was implicitly

assumed to be closed by fixing N . If in reality the observed population of size N is a subset

of a larger unobserved population, then it is possible for an individual to get infected by an

external source. This is not reflected in the likelihood above as there is no corresponding

S-I link within the observed population, so we introduce an “external infection” rate ξ

describing the rate for each susceptible individual to contract the disease from an external

source. In other words, ξ can be thought of as the constant rate for any S individual to enter

status I independently of interaction with infectious members in the observed population.
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In this scenario, the complete data likelihood becomes

L(β, ξ, γ, α̃, ω̃|G0) = γnRαCHHSS αCHISI αCIIII ω
DHH
SS ωDHISI ωDIIII

n∏
j=2

[
M̃(tj)

(
βIpj1(tj) + ξ

)Fj]
× exp

(
−
∫ Tmax

0

[
βSI(t) + ξS(t) + γI(t) + α̃TMmax(t) + (ω̃ − α̃)TM(t)

]
dt

)
.

The MLEs for {γ, α̃, ω̃} remain unchanged, and though there is no longer a closed-form

solution to the MLEs for β and ξ, numerical solutions can be easily obtained as detailed in

Appendix 7.1.3. In particular, if we have information on which infection cases are caused

by internal sources (described by β) and which are caused by external sources (described

by ξ), we can directly obtain the MLEs (and posterior distributions) for all the parameters.

In this case, estimation for all parameters except β and ξ remains unchanged. When there

is missingness in recovery times, the Bayesian inference procedure proposed in the next

section can still be carried out with only minor adaptations.

2.4 Inference with Partial Epidemic Observations

Though likelihood-based inference is straightforward when all events are observed, complete

event data are rarely collected in real-world epidemiological studies. Even in epidemiolog-

ical studies with very comprehensive observations (Aiello et al., 2016), there still exists

some degree of missingness in the exact individual recovery times. In these data, infection

times are recorded when a study subject reports symptoms, but recoveries are aggregated at

a coarse time scale rather than immediately recorded when a subject becomes disease-free.

Incomplete observations on epidemic paths have long been a major challenge for infer-

ence, even assuming a randomly mixing population or a simple, fixed network structure.

With the exact times of infections and/or recoveries unknown, it essentially requires inte-

grating over all possible individual disease episodes to obtain the marginal likelihood of
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the parameters comprised of finite-time transition probabilities. While this can be done

for some classes of processes Xu et al. (2015); Xu and Minin (2015); Ho et al. (2018a);

Tavaré (2018), in most cases it is computationally intractable. Instead, our strategy is to

bypass the need for direct marginalization through data augmentation. This entails treating

the unknown quantities in data as latent variables, iteratively imputing their values, and

then estimating parameters given the current setting of latent variables. By augmenting the

data via latent variables, the parameter estimation step makes use of the computationally

tractable complete-data likelihood. This class of methods has proven successful for related

problems based on individual-level data (Auranen et al., 2000; Höhle and Jørgensen, 2002;

Cauchemez et al., 2006; Hoti et al., 2009; Tsang et al., 2019), population-wide prevalence

counts (Fintzi et al., 2017), and observations on a structured but static population (Neal

and Roberts, 2004; O’Neill, 2009; Tsang et al., 2019), but has not yet been designed for

an epidemic process coupled with a dynamic network. The time-varying nature of social

interactions imposes complex constraints on the data augmentation. Though network dy-

namics complicate the design of data-augmented samplers, the information they provide on

possible infection sources and transmission routes allow us to exploit additional structure,

effectiveley reducing the size of the latent space.

We derive a data augmentation method specifically designed to enable inference under

missing recovery times. The algorithm utilizes the information presented by the dynamic

contact structure. In contrast to existing methods (such as Fintzi et al. (2017) and Hoti

et al. (2009)), it is able to efficiently impute unobserved event times in parallel instead of

updating individual trajectories one by one. We focus on the case when recovery times are

missing, directly motivated by the case study data in Section 2.6, but note that the proposed

framework applies to other sources of missing data; see Section 2.7 for discussion.
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2.4.1 Method Overview

Problem setting Throughout the observation period (0, Tmax], suppose {(u`, v`]}L`=1

(u` < v` and v` ≤ u`+1) is the collection of disjoint time intervals in which a certain

number of recoveries occur, but the exact times of those recoveries are unknown. That is,

for each ` = 1, 2, . . . , L, some individuals are reported as infectious up to time u`, and

they are reported as healthy again starting from time v`. Within one particular interval

(u`, v`], let n(`)
E be the number of infections, and n(`)

R the number of recoveries for which

the exact times are known, so the number of unknown recovery times for this interval

is R` = I(u`) − I(v`) + n
(`)
E − n

(`)
R . Denote these recovery times by latent variables

r` = {r`,1, . . . , r`,R`}. Our goal is to conduct inference despite the absence of all the exact

recovery times r = {r`}`=1:L in the observed data.

Further assume that we have a health status report (indicating ill or healthy) of each

individual periodically during (0, Tmax]. Access to such information is usually granted in

epidemiological studies where every study subject gives updates on health statuses through

regular surveys (for example, weekly surveys).

Inference scheme We propose to address the problem of missing recovery times through

data-augmented Markov chain Monte Carlo. Given an initial guess of parameter values

Θ(0) and the observed data x = {ej} ∪ {health status reports} ∪ Z0, at each iteration s

the algorithm samples a set of values for the missing recovery times r(s) = {r(s)
` }`=1:L

from their probability distribution conditioned on x and the current draw of parameter

values. It then samples a new set of parameter values Θ(s) from their posterior distributions

conditioned on the augmented data. In summary, for s = 1 : S where S is the maximum

iteration count:

21



1. Data augmentation. Draw r(s) = {r(s)
` }`=1:L from the joint conditional distribution

p(r|Θ(s−1),x, r(s−1)). (2.16)

2. Parameter update. Combine x and r(s) to form the augmented, complete data. Sample

parameters Θ(s) | x, r(s) according to (2.15).

2.4.2 Data Augmentation via Endpoint-conditioned Sampling

In the inference scheme stated above, the data augmentation step (step 1) is challenging

because (2.16) describes the distribution of missing recovery times conditioned on both

historical events and future events. Thus drawing from (2.16) amounts to sampling unob-

served event times from a continuous-time Markov process with a series of fixed endpoints

(Hobolth and Stone, 2009), a challenging task. Even though (2.3) suggests that, in forward

simulations, the time it takes for an infectious person to recover only depends on the re-

covery rate γ,when recovery times need to be inferred retrospectively, there are additional

constraints imposed by the observed data. First, an individual q cannot recover before a

certain time point t if it is observed that at time t the person is still ill. More subtly, if

another individual p gets infected during his contact with q, then the associated recovery

time for q cannot leave p without a possible infection source. The first condition is easy

to satisfy. The second constraint is much more complicated due to the network dynamics,

which a simple forward simulation approach would fail to effectively accommodate.

We tackle the challenge in data augmentation by first simplifying the expression of

(2.16) and then stating an efficient sampling algorithm.

Lemma 2.4.1. (2.16) can be simplified into the following expression:

∏
`=1:L

p
(
r`|γ(s−1), {ej}tj∈(u`,v`],Zu`

)
, (2.17)
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whereZt is the state of the process at time t, including the epidemic status of each individual

and the social network structure.

Proof. Consider the joint density of the complete data given parameter values Θ(s−1).

p
(
x, {r`}`=1:L|Θ(s−1)

)
=
∏
`=1:L

[
p
(
{ej}tj∈(u`,u`+1], r`|Zu` ,Θ(s−1)

)]
× p

(
{ej}tj≤u1 or tj>vL|Z0,ZvL ,Θ(s−1)

)
=
∏
`=1:L

[
p
(
{ej}tj∈(u`,v`]|r`,Zu` ,Θ

(s−1)
)
p
(
r`|Zu` , γ(s−1)

)]
×

[ ∏
`=1:L

p
(
{ej}tj∈(v`,u`+1]|Zv` ,Θ(s−1)

)]
p
(
{ej}tj≤u1 or tj>vL|Z0,ZvL ,Θ(s−1)

)
.

Examining all terms concerning r` for each ` indicates that, conditioned on γ(s−1), {ej}tj∈(u`,v`],

and Zu` , the distribution of r` does not depend on {r`′}`′ 6=`. Thus,

p(r|Θ(s−1),x, r(s−1)) =
∏
`=1:L

p
(
r`|γ(s−1), {ej}tj∈(u`,v`],Zu`

)
.

The lemma above suggests that imputation of missing recovery times inside an interval

(u, v] only depends on the events that occur in (u, v], the state of the process at the start of

the interval, Zu, and the value of recovery rate γ. Further, imputation on disjoint intervals

can be conducted separately and in parallel.

Now consider sampling recovery times within any interval (u, v]. Let Q denote the

group of individuals who recover at unknown times during (u, v], and for each q ∈ Q, let

q’s exact recovery time be rq (∈ (u, v]). Similarly, let P denote the group of individuals

who get infected during (u, v]; for p ∈ P , let p’s infection time be ip, Np(ip) be the set of

p’s contacts at time ip, and I(ip) be the set of known infectious individuals at time ip (that
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is, I(ip) excludes any individual who may have recovered before ip).

u ia ib ic v
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Time ia :
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infector of a.
(randomly assign)

Time ib :
b already has a
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Time u :
y and z infected;
others
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time

Time ic :
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Figure 2.1: Illustration of DARCI on a N = 5 population. Each circle represents an individual and
each solid line represents a link. Disease status is color-coded: dark = infectious, grey = unknown
(possibly infectious or recovered), and white = healthy (susceptible or recovered). Individuals y and
z are known to be infectious at time u but are recovered by time v, and individuals a, b and c are
known to get infected at time points ia, ib and ic, respectively. For each person p ∈ {a, b, c}, the
DARCI algorithm inspects p’s contacts at infection time ip, and updates “lower bounds” (LB) of y
and z’s recovery times to ensure that p has an infector. For example, at time ia, one of y and z has to
be a’s infector, so DARCI randomly selects one of y and z (in this example it’s y) and postpones his
recovery time until after ia.

Proposition 2.4.2 (Data augmentation regulated by contact information (DARCI)). Follow-

ing the notation stated above, given a recovery rate γ, the state of the process at time u, Zu,

and all the observed events in the interval (u, v], {ej}tj∈(u,v], one can sample {rq} from the

conditional distribution p
(
{rq}|γ, {ej}tj∈(u,v],Zu

)
in the following steps:

1. Initialize a vector LB of length |Q| with LBq = u for every q ∈ Q; then for any p ∈ P

such that p ∈ Q, further set LBp = u;

2. Arrange the set P in the order of {p1, p2, . . . , p|P|} such that ip1 < ip2 < . . . < ip|P| ,

and for each p ∈ P (chosen in the arranged order), examine the “potential infectious
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neighborhood”

Ip = Np(ip) ∩ (I(ip) ∪Q) .

If Ip ⊂ Q (i.e., potential infection sources are all members of Q), then randomly and

uniformly select one q ∈ Ip, and set LBq = ip.

3. Draw recovery times rq
ind∼ TEXP(γ, LBq, v), where TEXP(γ, s, t) is a truncated Expo-

nential distribution with rate γ and truncated on the interval (s, t).

Intuitively, this procedure enables a draw of recovery times that are “consistent with” the

observed data. To achieve this goal, an imputed recovery cannot occur in a way that leaves

a to-be-infected individual without any infectious neighbor at the time of infection, nor take

place before the corresponding individual gets infected. Effectively there is a “lower bound”

for each missing recovery time conditioned on the observed data, particularly the dynamic

contact structure. An illustration of the DARCI algorithm is provided in Figure 2.1.

Combining Lemma 2.4.1 and Proposition 2.4.2 enables exact sampling from the condi-

tional distribution (2.17) in the data augmentation step: for each ` = 1, 2, . . . , L, applying

the DARCI algorithm to the interval (u`, v`] gives an updated set of missing recovery times,

r` = {r`,i}i=1:R` . This allows us to carry out MCMC sampling using a simple Gibbs

sampler.

2.5 Simulation Experiments

In this section we present results of a series of experiments with simulated datasets. In

all experiments, we employ a forward simulation procedure that can be seen as a variation

of Gillespie’s algorithm (Gillespie, 1976) to sample realizations of the network epidemic

from our generative model. The input consists of the parameter values Θ = {β, γ, α̃, ω̃}
4, an arbitrary initial network G0, the number of infectious cases at onset I(0), and the

4Here α̃ = (αSS , αSI , αII)T and ω̃ = (ωSS , ωSI , ωII)T , as defined in (2.10) and (2.11).
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observation time length Tmax. The output is the complete collection of all events {ej =

(tj, pj1, pj2, Fj, Cj, Dj)} that occur within the time interval (0, Tmax]. Associated with each

event ej is a timestamp (tj), labels of the individuals involved (pj1, pj2), and the event-type

indicator Fj, Cj , or Dj .

The steps of the simulation procedure are detailed as follows:

1. Initialization. Randomly select I(0) individuals to be the infectious (then the rest of the

population are all susceptible). Set tcur = 0.

2. Iterative update. While tcur < Tmax, do:

(a) Bookkeeping. Summarize the following statistics at tcur: 1) SI(tcur), the number of

S-I links in the population; 2) Mmax(tcur), the possible number of links of each type

defined in (2.12); 3) M(tcur), the number of existing links of each type defined in

(2.13). Then set Md(tcur) = Mmax(tcur)−M(tcur).

(b) Next event time. Compute the instantaneous rate of the occurrence of any event,

Λ(tcur) = βSI(tcur) + γI(tcur) + α̃TMd(tcur) + ω̃TM(tcur), and draw

∆t ∼ Exponential(Λ(tcur)).

(c) Next event type. Sample Z ∼ Multinomial(λ̃(tcur)), where

λ̃(tcur) =

(
βSI(tcur)

Λ(tcur)
,
γI(tcur)

Λ(tcur)
,
α̃TMd(tcur)

Λ(tcur)
,
ω̃TM(tcur)

Λ(tcur)

)T
.

Then do one of the following based on the value of Z:

If Z = 1 (infection), uniformly pick one S-I link and infect the S individual in this

link.

If Z = 2 (recovery), uniformly pick one I individual to recover.

If Z = 3 (link activation), randomly select Y ∈ {H-H,H-I, I-I} with probabilities

proportional to α̃ ◦Md(tcur), and uniformly pick one de-activated “Y link” to

activate.
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If Z = 4 (link termination), randomly select Y ∈ {H-H,H-I, I-I} with proba-

bilities proportional to ω̃ ◦M(tcur), and uniformly pick one existing “Y link” to

terminate.

(d) Replace tcur by tcur + ∆t, record relevant information about the sampled event, and

repeat from (a).

In Step 2 (c), “◦” refers to the Hadamard product (entrywise product) for two vectors.

2.5.1 Experiments with Complete Observations

In this subsection, we first demonstrate the insufficiency of analyzing disease spread without

considering the network structure or its dynamics. Then we validate our claims on maximum

likelihood estimation and Bayesian inference given complete event data (Theorems 2.3.1

and 2.3.2). Finally, we show that the model estimators can detect simpler models such as

the decoupled process and the static network process. Unless otherwise stated, throughout

this section we set the initial network G0 as a random Erdős–Rényi graph5 (undirected) with

edge probability p = 0.1, let I(0) = 1 individual to get infected at onset, and choose the

ground-truth parameters as

β = 0.03, γ = 0.12; α̃T = (0.005, 0.001, 0.005), ω̃T = (0.05, 0.1, 0.05). (2.18)

These settings are chosen to produce simulated data sets with a population size and event

counts that are comparable to our real data example.

5We note that the form of the initial network does not necessarily predict the behavior of the epidemic.
Specifically, asymptotic qualities, such as the Poisson degree distribution of Erdős–Rényi graphs, do not
hold when the network dynamically reacts to an epidemic, detailed empirically in Appendix 7.1.4.
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For Bayesian inference, we adopt the following Gamma priors for the parameters:

β ∼ Ga(1, 1/0.02), γ ∼ Ga(1, 1/0.1);α·· ∼ Ga(1, 1/0.004), ω·· ∼ Ga(1, 1/0.06).

(2.19)

We intentionally choose prior means different from the true parameter values; experiments

show that inference is insensitive to prior specifications as long as a reasonable amount of

data is available. For each parameter, 1000 posterior samples are drawn after a 200-iteration

burn-in period.

The danger of neglecting networks or network dynamics Adopting the “random mix-

ing” assumption about an actually networked population can lead to severe under-estimation

of the infection rate. Erroneous estimation can also happen if contacts are in fact dynamic

but are mistaken as static during inference. Table 2.2 displays the MLEs of the infection rate

β (under true value 0.05, chosen to generate non-trivial epidemics to illustrate inference)

obtained by methods under three different assumptions regarding the network structure

(assuming a dynamic network, assuming a static network, and assuming random mixing

without any network). The population size is N = 50, and results are summarized over 50

different simulated datasets.

These results make clear that neglecting the effects of the contact network, even when

the quantity of interest is the disease transmission rate, is dangerously misleading. Resulting

estimates that are far from the truth with significantly underestimated uncertainty measures.

Incorporating the initial network structure statically throughout the process helps—the

95% confidence interval now includes the truth—but disregarding the time-evolution of the

network remains a noticeable model misspecification leading to biased inference.
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Table 2.2: Maximum likelihood estimates of β, the per link infection rate (real value 0.05), using
dynamic network information, the initial static network, and no network structure (random mixing),
respectively. The standard deviations as well as the 2.5% and 97.5% quantiles of the estimates are
obtained from outcomes across 50 different simulated datasets on a N = 50 population.

Method dynamic network static network no network

Estimate 0.0540 0.0278 0.00219
Standard deviation 0.0158 0.0081 0.000821
2.5% quantile 0.0230 0.00825 0.000614
97.5% quantile 0.0817 0.0553 0.00425

Validity and efficacy of parameter estimation Complete event data are generated using

the simulation procedure stated in above, and maximum likelihood estimates (MLEs) as

well as Bayesian estimates are obtained for parameters Θ = {β, γ, α̃, ω̃}. Here we set the

population size as N = 100 and the infection rate as β = 0.03 while keeping the other

parameter values the same as stated in (2.18).

Figure 2.2 shows the results of maximum likelihood estimation in one simulated dataset.

The MLEs for the each parameter (dark solid line) are computed using various numbers of

events, and are compared with the true parameter value (red horizontal lines). The lower

and upper bounds for 95% confidence intervals are also calculated (dashed gray lines). Only

the MLEs for parameters β, γ, αSS and αSI are shown, but results for all parameters are

included in Appendix 7.1.5. Estimation is relatively accurate even when observation ends

earlier than the actual process (thus leaving later events unobserved). When more events are

available for inference, accuracy is improved and the uncertainty is reduced.

Figure 2.3 presents the posterior sample means (solid lines) and 95% credible bands

(shades) for each parameter inferred using various numbers of events, with the true parameter

values marked by bold, dark horizontal lines. The results are shown for 4 different simulated

datasets (each dataset represented by a distinct color) and for parameters β, γ, ωSS and ωSI

(complete results are in Appendix 7.1.5. When more events are utilized in inference, the
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posterior means tend to be closer to the true parameter values, while the credible bands

gradually narrow down.

It is worth noting that the proposed inferential framework is capable of handling large-

scale networks as well as arbitrary network structures. Additional results with larger values

of N and different configurations of G0 are provided in Appendix 7.1.5.
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Figure 2.2: MLEs versus number of events used for inference. Dashed gray lines show the lower
and upper bounds for 95% frequentist confidence intervals, and red lines mark the true parameter
values. Results are presented for β, γ, αSS and αSI . In this realization nE = nR = 48, CHH =
621, CHI = 35, CII = 13, DHH = 573, DHI = 189, DII = 17.
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Figure 2.3: Posterior sample means versus number of total events used for inference. True parameter
values are marked by bold dark horizontal lines, along with 95% credible bands. Results are presented
for 4 different complete datasets and for parameters β, γ, ωSS and ωSI .

Assessing model flexibility Our proposed framework is a generalization of epidemics

over networks that evolve independently (the “decoupled” process), which in turn generalize

epidemic processes over fixed networks (the “static network” process). Thus our model

class contains these simpler models: if events are generated from the decoupled process,

we would expect all the link activation and termination rates to be estimated as the same.

Likewise, if the true network process is static, then we expect all link rates to be estimated

as zero.

To confirm this, experiments are conducted on complete event datasets generated from

the two simpler models. Here we only show select results of Bayesian inference on datasets

generated from static network epidemic processes (Figure 2.4) and relegate other results to

Appendix 7.1.5. We see that information from a moderate number of events is sufficient

to accurately estimate the epidemic parameters β and γ and learn the static nature of the

network—note how quickly the posterior credible bands for αSI and ωSI shrink toward
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Figure 2.4: Posterior sample means versus number of total events used for inference, with data
generated from static network epidemic processes. True parameter values are marked by bold dark
horizontal lines, along with 95% credible bands. Results are presented for 4 different complete
datasets and for parameters β, γ, αSI and ωSI . With a moderate number of events, the epidemic-
related parameters, β and γ, are accurately estimated, and the posteriors for the edge rates quickly
shrink toward zero (the truth).

2.5.2 Experiments with Incomplete Observations

Upon validating the model and inference framework, we now assess the performance of

our proposed inference scheme in the more realistic setting where epidemic observations

are incomplete. In this subsection, we first verify that the MCMC sampling scheme in

Section 2.4 is able to retrieve the parameter values despite missing recovery times in the

observed data. Then we compare our DARCI algorithm (Prop. 2.4.2) with two baselines

and show that it produces posterior samples of higher quality and with higher efficiency.

Simulating partially observed data We first generate complete event data using the

simulation procedure stated earlier in this section, and then randomly discard η × 100% of
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the exact recovery times and treat them as unknown. Meanwhile, a periodic status report

(as described in Section 2.4.1) is produced every 7 time units throughout the entire process

so that individual disease statuses are informed at a coarse resolution. If one regards 1 time

unit as a day, the periodical disease statuses correspond to weekly reports.

Efficacy of the inference scheme We validate the method outlined in Section 2.4.1

through experiments on an example dataset, where the settings and parameters are the same

as those in (2.18) and the population size is fixed at N = 100. In this particular realization,

there are 26 infection cases spanning over approximately 37 days (less than 6 weeks), and

there are 767 and 893 instances of social link activation and termination, respectively. 6

First set η = 50, that is, randomly select 50% of exact recovery times to be taken

as missing. Figure 2.5 plots 1000 consecutive MCMC samples (after a 200-iteration

burn-in) for each parameter {β, γ, αSS, ωSS}, as well as the 2.5% and 97.5% quantiles of

the posterior samples (gray, dashed lines) compared with the true parameter value (red

horizontal line). We can see that for every parameter, the 95% sample credible interval

covers the true parameter value, suggesting that the proposed inference scheme is able to

estimate parameters from incomplete data reasonably well.

We then set η = 100, discarding all exact recovery times. Figure 2.6 presents outcomes

of the inference algorithm in this case. Understandably, parameter estimation is affected

by the total unavailability of exact recovery times, but the drop in accuracy is marginal.

Moreover, the credible bands are slightly wider, reflecting increased uncertainty with more

missingness.

6The event time scales in the example dataset are chosen to be comparable to, though not exactly the same
as, those in the real-world data used in Section 2.6.

33



0 200 400 600 800 1000

0.
01

0
0.

01
5

0.
02

0
0.

02
5

0.
03

0
0.

03
5

0.
04

0

Traceplot for beta

sample

be
ta

0 200 400 600 800 1000

0.
05

0.
10

0.
15

0.
20

0.
25

Traceplot for gamma

sample

ga
m

m
a

0 200 400 600 800 1000

0.
00

40
0.

00
45

0.
00

50
0.

00
55

Traceplot for alpha.SS

sample

al
ph

a.
S

S

0 200 400 600 800 1000
0.

04
0

0.
04

5
0.

05
0

0.
05

5
0.

06
0

Traceplot for omega.SS

sample

om
eg

a.
S

S

Figure 2.5: Inference results for parameters β, γ, αSS , ωSS with 50% recovery time missingness.
The uncertainty in exact recovery times does affect the estimation of the type-dependent edge
rates, but not detrimentally (all the true parameter values fall into the 95% credible intervals of the
posteriors).
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Figure 2.6: Inference results for parameters β, γ, αSS , ωSS with complete (100%) missingness in
exact recovery times. The y-axis scale for each plot is the same as that in Figure 2.5 for easier
comparison. Wider credible intervals are seen for β and γ, but still, all the true parameter values fall
into the 95% credible intervals of the posteriors, suggesting the capability of the inference algorithm
to estimate parameters even when there is uncertainty in individual epidemic histories.

Efficiency of the DARCI algorithm We compare performance of the data augmentation

algorithm stated in Proposition 2.4.2 with two conventional sampling methods:

1. Rejection sampling: Carry out Step 1 of the inference scheme via rejection sampling.

For ` = 1 : L, keep proposing recovery times r∗` ={r∗`,i}i=1:R`

iid∼ TEXP(γ(s−1), u`, v`)

until the proposed r∗` are compatible with the observed event data in (u`, v`]. We label

this method by “Reject”.

2. Metropolis-Hastings: Modify Step 1 of the inference scheme into a Metropolis-Hastings

step. For ` = 1 : L, propose r∗` = {r∗`,i}i=1:R`

iid∼ TEXP(γ(s−1), u`, v`), and accept them
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as r
(s)
` with probability

min

1,
p
(
x, r∗` , {r

(s−1)
`′ }`′ 6=`|Θ(s−1)

)
pTEXP

(
r

(s−1)
` ; γ(s−1), u`, v`

)
p
(
x, {r(s−1)

`′ }`′=1:L|Θ(s−1)
)

pTEXP (r∗` ; γ
(s−1), u`, v`)

 ,

which equals to 1 when the proposed r∗` are consistent with the observed event data in

(u`, v`] and 0 otherwise. If the proposal is not accepted, then set r
(s)
` = r

(s−1)
` . We label

this method by “MH”.

The “MH” method employs the same principle as existing agent-based data augmentation

methods (Cauchemez et al., 2006; Hoti et al., 2009; Fintzi et al., 2017) that propose

candidates of individual disease histories and accept them with probabilities computed

through evaluating the likelihood (or an approximation of it) and the proposal density. In our

case the implementation of “MH” is actually simpler and computationally lighter because

the proposal is conditioned on known infection times and the current posterior draw of γ.

The acceptance step is reduced to inspecting compatibility with known data, thus avoiding

the intensive computation of likelihood evaluation.

Although the three methods give the same inference results since they all sample from

the same posterior distributions, our data augmentation algorithm (labeled by “DARCI”) is

more efficient than the others in two aspects. First, by drawing a new sample of recovery

times from the conditional distribution in (2.16) in each iteration, the resulting Markov chain

exhibits lower autocorrelation, which leads to better mixing and fewer iterations needed to

achieve a certain effective sample size. This is especially so when compared with “MH”.

Second, the DARCI algorithm typically draws from the conditional distribution (2.16) much

more efficiently than “Reject”, because it parses out a configuration of lower bounds for

imputing missing recovery times while accounting for the constraints imposed by contagion

spreading and the dynamics of social links.

Three MCMC samplers are run using the three methods on the dataset showcased above.
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Again 1000 consecutive samples are retained for each parameter after a 200-iteration burn-in

period in each case. For each parameter, we calculate the effective sample size (ESS), the

Geweke Z-score (Geweke et al., 1991), and the two-sided p-value for the Z-scores of the

resulting chains. These results are presented in Table 2.3. Among the three methods, “MH”

suffers the most from the correlation between two successive samples, while “DARCI”

seems to produce high-quality MCMC samples.

Table 2.3: MCMC diagnostics for three data augmentation sampling methods, labelled as “DARCI”,
“Reject”, and “MH”. “ESS” stands for “effective sample size”. The “Z-score” is the test statistic for
MCMC convergence proposed by Geweke et al. (1991), and the two-sided p-value for each standard
Z-score is also computed. Samples acquired by MH tend to have higher auto-correlations and thus
smaller effective sample sizes.

Statistic β γ αSS αSI αII ωSS ωSI ωII Method

ESS 1000.00 1000.00 1000.00 1000.00 1000.00 1000.00 1000.00 1000.00
Z-score -0.90 -0.20 -0.56 -1.32 -0.22 0.84 -0.02 -1.24 DARCI
Pr(> |Z|) 0.37 0.84 0.58 0.19 0.82 0.40 0.99 0.22

ESS 1000.00 1160.17 1000.00 955.29 1000.00 1000.00 926.63 1000.00
Z-score 0.48 -1.01 0.44 0.28 1.08 -2.18 -0.16 0.31 Reject
Pr(> |Z|) 0.63 0.31 0.66 0.78 0.28 0.03 0.87 0.76

ESS 566.43 1000.00 1000.00 1000.00 538.12 907.14 729.33 1000.00
Z-score -1.25 -1.83 -0.48 -0.59 -2.09 -0.24 -1.52 -0.57 MH
Pr(> |Z|) 0.21 0.07 0.63 0.55 0.04 0.81 0.13 0.57

We then compare “DARCI” and “Reject” in their running times (see Table 2.4). A

dataset is simulated where there are different numbers of recoveries with unknown times

within 5 time intervals. The two sampling methods are applied to draw a set of recovery

times for each of those 5 intervals, and over multiple runs, the minimum and median times

they take are recorded. Although the two methods draw samples from the same conditional

distribution, “DARCI” tends to take less time than “Reject” in one iteration. Further results

suggesting scalability to larger outbreaks are available in Appendix 7.1.5.
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Table 2.4: Comparison between the two sampling methods (“DARCI” and “Reject”) for imputing
missing recovery times. Overall, the DARCI algorithm is more efficient, especially when the number
of missing recovery times is relatively large (e.g. Interval 3), or there are special constraints on
viable recovery times (e.g. Interval 1, where the observed events suggest that the recovery cannot
occur until half way through the time interval).

Interval #(To recover)
Min Time Median Time

Reject DARCI Reject DARCI

1 1 227µs 224µs 484µs 245µs
2 8 285µs 287µs 563µs 319µs
3 15 163µs 161µs 279µs 181µs
4 2 138µs 138µs 153µs 156µs
5 1 133µs 133µs 146µs 147µs

2.6 Influenza-like-illnesses on a University Campus

In this section, we apply the proposed model and inference scheme to a real-world dataset

on the transmission of influenza-like illnesses among students on a university campus.

2.6.1 Data Overview

The data we analyze in this section were collected in a 10-week network-based epidemiolog-

ical study, eX-FLU (Aiello et al., 2016). The study was originally designed to investigate the

effect of social intervention on respiratory infection transmission. 590 university students

enrolled in the study and were asked to respond to weekly surveys on influenza-like illness

(ILI) symptoms and social interactions. 103 individuals further participated in a sub-study

in which each study subject was provided a smartphone equipped with an application, iEpi.

The application pairs smartphones with other nearby study devices via Bluetooth, recording

individual-level social interactions at five-minute intervals.

The sub-study using iEpi was carried out from January 28, 2013 to April 15, 2013

(from week 2 until after week 10). Between weeks 6 and 7, there was a one-week spring

break (March 1 to March 7), during which the volume of recorded social contacts dropped
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noticeably. In our experiments, we use data collected on the N = 103 sub-study participants

from January 28 to April 4 (week 2 to week 10), and treat the two periods before and after

the spring break as two separate and independent observation periods (Tmax = 31 days for

period 1 and Tmax = 28 days for period 2).

Summary statistics of the data are provided in Table 2.5. Overall, infection instance

counts peaked in the middle of each observation period and dropped at the end, and the

dynamic social network was quite sparse; more activity (in both the epidemic process and

network process) was observed in the weeks before the spring break. Further details on data

cleaning and pre-processing are provided in Appendix 7.1.6.

Table 2.5: Summary statistics of the real data (processed) by week: number of new infection cases
(top row), maximum network density (middle row), and minimum network density (bottom row). No
new infection cases took place in week 2, but two participants were already ill at the beginning of the
week. The dynamic network remained sparse throughout the duration of the sub-study, except for
one instance in week 3—the unusually high network density only occurred on the night of February
4, possibly due to a large-scale on-campus social event.

Week Wk 2 Wk 3 Wk 4 Wk 5 Wk 6
#(Infections) 0 3 5 4 2
Max. Density 0.0053 0.2048 0.0040 0.0038 0.0044
Min. Density 0.0000 0.0000 0.0000 0.0002 0.0000

Week (break) Wk 7 Wk 8 Wk 9 Wk 10
#(Infections) N.A. 1 3 5 1
Max. Density N.A. 0.0032 0.0032 0.0032 0.0023
Min. Density N.A. 0.0000 0.0000 0.0000 0.0000

2.6.2 Analysis

Since the 103 individuals are sub-sampled from the 590 study participants, which are also

sub-sampled from the university campus population, we treat the real data as observed on

an open population. Following the parametrization introduced at the end of Section 2.3.2,

we include the parameter ξ to denote the rate of infection from an external source for each

susceptible individual. Every infectious individual that came into contact with any infectives
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within 3 days prior to the onset of symptoms is regarded as an internal case (governed by

parameter β); otherwise the infection is labeled as an external case (governed by parameter

ξ). This enables the inference procedure stated at the end of Section 2.4.

The data collected during the two observation periods are considered as independent

realizations of the same adaptive network epidemic processes. For each parameter, samples

drawn in the first 500 iterations are discarded and then every other sample is retained in

the next 2000 iterations, resulting in 1000 posterior samples. Table 2.6 summarizes the

posterior sample means and the lower and upper bounds of 95% sample credible intervals

for a selection of parameters. The output from one chain is presented here; repeated runs

(with different initial conditions and random seeds) yield similar results.

The data provide symptom onset times for flu-like illnesses, which can serve as proxies

for the actual infection times, but the former are on average 2 days later than the latter (US

Centers for Disease Control & Prevention (CDC), 2018). To address this issue, we assume

that the real infection times may be somewhere between 0 and 3 days prior to symptom

onset (see Supplement S5.1) and thus randomly sample the latent infection times to generate

multiple data versions for inference. Results are similar across different versions of data,

suggesting that inference is robust to this choice of handling possible latency periods (this

is summarized by the “Multi-SD” column of Table 2.6).

Our findings suggest that flu-like symptoms spread quite slowly but recoveries are made

rather quickly. For instance, if a susceptible person maintains one infectious contact, then he

has a probability of approximately 6.71% to contract infection through such contact within

one day, and yet it takes (on average) a little more than 3 days for someone to no longer

feel ill after infection. The external infection force is non-negligible: given the number of

susceptibles in the population (typically about 100), the population-wide external infection

rate is approximately 100×0.0033 = 0.33, implying that an external ILI case is expected to

occur every other three days. This is a reasonable estimate consistent with having observed
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Table 2.6: Posterior sample means and 95% credible intervals of select parameters (first 3 columns)
obtained by the Bayesian inference scheme modified from that in Section 2.4. Inference is carried
out jointly on the two periods before and after the spring break. The final column summarizes the
standard deviations of posterior sample means across 10 versions of data, in which infection times
are sampled randomly (and randomly) between 0 to 3 days prior to symptom onset.

Parameter
Posterior 2.5% 97.5%

Multi-SD
Mean Quantile Quantile

β (internal infection) 0.0695 0.0247 0.1500 0.0074
ξ (external infection) 0.00331 0.00208 0.00494 1.797× 10−5

γ (recovery) 0.294 0.186 0.428 0.0108
αSS (S-S link activation) 0.0514 0.0499 0.0529 0.0002
ωSS (S-S link termination) 38.26 33.55 40.62 0.2522
αSI (S-I link activation) 0.130 0.0785 0.194 0.0097
ωSI (S-I link termination) 53.5 22.5 231.7 31.4092

9 external infection cases within 28 days during the second period.

The inferred link rates reflect an interesting pattern in social interactions in this particular

population: individuals are reluctant to establish contact and active contacts are broken off

quickly—an average pair of healthy people initiate/restart their interaction after waiting 20

days and then end it after spending less than 40 minutes together. Moreover, it seems that

on average a healthy-ill link is activated more frequently than a healthy-healthy link, but the

former is also terminated faster—this might be because those students who fell ill in the

duration of the study happen to be more socially proactive, but once their healthy social

contacts realize they are sick and thus potentially infectious, the contact is cut short to avoid

disease contraction.

It is also notable that the sample 95% credible intervals for β, αSI and ωSI are relatively

wide, indicating a high level of uncertainty in the estimation for these parameters. It is

challenging to estimate the internal infection rate β because dataset contains only 6 cases

of internal infection in total (5 in period 1, 1 in period 2), providing limited information

on the rate of transmission. Similar issues are present for the estimation of αSI and ωSI ;

since there were no more than 5 infectious individuals at any given time, network events
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related to them were few and far between. Moreover, since their exact recovery times are

unknown, there is additional uncertainty associated with their exact disease statuses when

they activated or terminated social links. Such measure of uncertainty, readily available

through stochastic modeling and Bayesian inference, provides valuable insights into the

amount of information the data contain and the level of confidence we possess when making

conclusions and interpretations. The inference outcomes imply that, for example, the real

data sufficiently inform the contact patterns among healthy individuals in this population

but are limited toward understanding how long a healthy person and a symptomatic person

typically maintain their contact.

2.7 Conclusion

This paper has focused on enabling inference for partially observed epidemic processes on

dynamic and adaptive networks. We formulated a continuous-time Markov process model

to describe the epidemic-network interplay and derived its complete data likelihood. This

leads to the design of conditional sampling techniques that enable data augmented inference

methods to accommodate missingness in individual recovery times.

There are several limitations and natural extensions of our model. First, we address

the issue of a latency period here by using a sensitivity analysis of the symptom onset

time. As infectiousness is the focus of inference, we prefer this approach over, for instance,

modeling an additional compartment (i.e. an SEIR model) in favor of model parsimony.

We note that the latter is possible by extending our proposed likelihood framework, but

introduces additional parameters that are often hard to identify without additional data

directly informative of latency or modeling assumptions regarding the latency period (e.g.,

non-infectious or less infectious when latent).
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A second extension of the model pertains to the handling of other missing data types.

Motivated by our case study in which infection-related events (symptom onset) are up-

dated daily, whereas recoveries are only provided at a much coarser resolution (in weekly

summaries), our current method focuses on imputing missing recovery times. While it is

common in real-world data to focus on new cases (WHO, 2004, 2020), one may be provided

with such incidence data at coarser time resolution so that infection times must also be

imputed. Our framework applies in principle to such settings where missing infection times

should be accounted for explicitly. One may derive analogous conditional samplers to

DARCI, or at worst incur a computational tradeoff. Even without access to sampling from

the exact conditional distributions, we can replace the Gibbs step to impute infection times

by a Metropolis proposal within each iteration of the MCMC scheme (Gibson and Renshaw,

1998; Britton and O’Neill, 2002).

Our contributions leverage network information to avoid a common model misspecifica-

tion, but the current methods are limited to scenarios where such information is completely

informed. If network dynamics are only partially observed—for instance link events are

missing or exist only on a weekly survey basis—our proposed methods do not immediately

apply, but can be extended via further data augmentation over unobserved network event

times. Doing so falls under the same likelihood-based framework, yet practical challenges

related to mixing of the Markov chain may arise due to the increased latent space. Another

viable strategy is to adopt a discrete time model for network evolution that can be seen

either as an alternative or an approximation to the link-Markovian jump process we propose.

These directions remain open for future work.

We have demonstrated that accounting for changes in the contact structure is critical

to accurately estimate disease parameters such as infection and recovery rates. Because

our model is a generalization of existing compartmental models, such rates are consistent

with their definitions and interpretation in existing literature. Other quantities such as
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the basic reproductive number R0, defined as the average number of infections caused

by an infectious individual, do not translate as readily (Tunc et al., 2013; Van Segbroeck

et al., 2010). This is the case when disease and network properties are conflated: the basic

reproductive number depends on the product of infection rate β and number of contacts.

The effect of interventions such as quarantine are often incorporated similarly, for instance

by way of a change-point in β (Ho et al., 2018a), yet such policies should naturally translate

to changes in the contact network rather than the inherent infectivity of the disease. Because

our model mechanistically describes the joint dynamics of the network and the disease

spread, such phenomena can now be modeled explicitly in terms of network parameters

rather than indirectly through disease parameters, leading to more accurate and interpretable

inference. The proposed framework thus serves as a point of departure to further explore

these promising extensions.
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3

Inference for Partially Observed Stochastic

Epidemics with Individual Heterogeneity

3.1 Introduction

The modeling of infectious disease has traditionally relied on compartmental models, where

only the disease status of an individual plays a role in understanding the disease dynamics.

Examples of such mechanistic compartmental models abound in the epidemiology and math-

ematical biology literature (e.g. susceptible-infectious-recovered (SIR) model, Kermack

and McKendrick (1927)), where the vast majority of them simplify disease transmission

to a population level event — as such the question that these models can help answer

about disease outbreaks are not individual level (e.g.,“what is my risk of infection?”) but

population level (e.g., “will the outbreak end?”). This is because many of these models

adopt a “random mixing” assumption about the infectious population, claiming that any

infected individual can transmit the disease to any other susceptible individual with equal

chances. However, it is clear that the contact network of individuals plays an integral role in

disease transmission and that interventions on individual behavior can change the overall

dynamics of an outbreak. The literature on epidemics diffusing through networks has been

greatly bolstered during the SARS-COV-2 pandemic, with an introduction of a myriad of

mechanistic models that are able to capture both the network and diseases characteristics

(Ferguson et al., 2020a; Cencetti et al., 2020; Nielsen et al., 2021; Small and Cavanagh,
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2020; Skums et al., 2020; Lee et al., 2020; Soriano-Arandes et al., 2021).

In the previous chapter, we introduced an individual level network-based framework

for stochastic epidemic processes, where information about infections and individual-to-

individual interactions are nearly-completely observed. Specifically, the proposed modeling

approach introduced an exact sampler for partially-observed recovery times while condition-

ing on fully observed infection times. However, much of the available data on epidemics

only provides a partial view on infection and recovery times — and frequently obscures

the differences between infection and exposure times. Because it is likely that infectious

diseases such as the influenza and COVID-19 have a substantial incubation or latency period,

it is important to develop tools that can accommodate such data shortcomings.

Furthermore, in modern epidemiological studies, we not only have access to the contact

network through contact tracing technologies but are also able to collect individual-level

covariates such as hygiene habits, vaccination statuses, and knowledge about preventative

measures and disease control. That motivates us to incorporate such individual-level

information in modeling to allow for more heterogeneity and meanwhile try to investigate

the effects of certain covariates on transmissibility. For example, it has been shown in

multiple previous studies that nice hygiene habits like frequent hand-washing can help

reduce the transmission of infectious diseases (Aiello et al., 2010; Hübner et al., 2013; Hovi

et al., 2017; Thompson and Rew, 2015; Stedman-Smith et al., 2015b; Arbogast et al., 2016;

Stedman-Smith et al., 2015a; Savolainen-Kopra et al., 2012). However, these studies are

mostly randomized trials and similarly simple data analysis methods (like a two-sample t-

test or a randomization test) cannot be directly applied to analyzing observational studies. In

our motivating dataset, the exFlu data (Aiello et al., 2016), raw counts of hand-washers and

infection cases suggest that 37% of those who didn’t wash hands optimally 1 experienced

1In the exFLu study “optimal hand-washers” were identified through survey questions on the frequency and
duration of hand-washing.
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flu-like-illnesses, while only 24% of those who did got sick during the study, but a Fisher

exact test on proportions doesn’t imply a significant difference. However, if we inspect the

local network of an infected individual and trace the disease transmission over a few weeks

(see an illustration in Figure 3.1), it seems that optimal hand-washers are indeed less likely

to contract the disease even when they have contact with infectious individuals. This data

exploration suggests that there are a lot of dependencies — both in the epidemic process

and in the network — in the data that require a modeling framework that directly builds

individual covariates into the transmission mechanism.
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Figure 3.1: Weekly aggregated contact networks for select participants in the iEpi study. Healthy
and sick individuals are marked in blue and red respectively. Individuals who wash their hands
optimally are marked by squares, while those who don’t are marked by circles. Here we present
the contact networks centered at person 19 from week 4 to week 7 of the study. In week 4, person
19 is infectious, and by week 5 four of his neighbors are infected; later on person 23 and person 7
keep infecting their neighbors and thus spread the disease onto person 99 and 14 by week 7. It is
notable that all subsequent infections after 19 are for those who do not wash their hands optimally.
Moreover, it appears that an individual tends to lose previous contacts after getting sick.

In this chapter, we extend the framework introduced in the previous chapter to accommo-

date the latency period, handle more missingness in epidemic observations, and incorporate

individual-level covariates for heterogeneous disease transmission dynamics. In contrast

to the commonly adopted SIR model for epidemics, we choose to build on the stochastic

SEIR model to explicitly consider the latency period. Moreover, to address the complexity

of partial epidemic data, we propose a stochastic expectation-maximization (EM) algorithm

to exploit the complete data likelihood while augmenting the data through exact conditional
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sampling.

In the next section, we will first introduce our model framework, and then in Sections 3.3

and 3.4 we will discuss our inference procedures for complete data and partial data. We

evaluate the performance of the proposed inference methods through simulation experiments

in Section 3.5, and finally apply our model to analyzing the exFlu dataset in Section 3.6.

3.2 Model framework

We adopt a stochastic compartmental model for epidemics, where all members of the target

population are divided into non-overlapping subsets related to their disease status, and the

mechanism of disease spread is described by the transition between disease statuses of each

individual. In this paper, we base our epidemic model on the SEIR model with four disease

statuses: S (susceptible), E (exposed), I (infectious), and R (recovered). An S individual

may get exposed (and thus become an E person) upon contact with an I individual, and an

infectious (I) person will eventually recover and transition to the R status. In this model,

the E status resembles the latency period and does not entail any transmissibility, and a

recovered person enjoys immunity to the disease and therefore no longer contributes to

the contagion process. Such disease spread dynamics can be described by a continuous-

time Markov chain (CTMC) defined by the rates of expotentially distributed waiting times

between consecutive events. In other words, we can model it by Poisson processes at the

individual level. For example, suppose βij is the rate of exposure between a susceptible

person i and an infectious person j who are in contact at time t, then the probability of i

getting exposed (and becomes an E person) at time t+ h (h > 0 infinitesimal) is

Pr(i gets exposed by j by t+ h | i, j in contact at t) = βijh+ o(h). (3.1)

Given that we explicitly consider the contact structure of the population which is subject
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to change in time as well, we extend the CTMC model to the dynamics of the contact

network. We assume that the contact network is binary and symmetric. For for any pair

of individuals i and j, they either share an undirected contact link (“connected”) or they

don’t (“disconnected”). We can then represent the contact network by its adjacency matrix

A, and matrix A will be 0-1 valued and symmetric. The contact network dynamic can then

be described at the pairwise level, where each entry Aij is modelled as a CTMC that takes

values in {0, 1}. For example, if i and j are disconnected at time t, with a link creation rate

αij , the probability of them being in contact at time t+ h (h > 0 infinitesimal) is

Pr(Aij = 1 at time t+ h | Aij = 1 at time t) = αijh+ o(h). (3.2)

In Figure 3.2, we provide a diagram of our model framework, where we extend the

SEIR model by introducing heterogeneous exposure rates and two sub-types of infectious

individuals with different transmissibility levels.
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Figure 3.2: Diagram of the epidemic process: an extension of the stochastic SEIR model, with
heterogeneous exposure rates and two sub-types of infectives. Disease transmission (exposure) is
conditioned on the dynamic contact network structure.

Our goal is to construct an individualized framework that can capture the interplay

between the epidemic process and the evolution of the contact network, where disease

transmission relies on contact links between individuals, while the change of contacts also

depends on individual disease statuses. To do so, we formulate the epidemic and network
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processes as a jointly-evolving continuous-time Markov chain at the individual level. At

any time point t in the process, conditioned on the current status of the process Zt, five

types of events may occur for an individual or a pair of individuals: exposure (an S person

becomes exposed by an I person), manifestation (an E person becomes infectious after

latency period), recovery (an I becomes R), link activation (a previously disconnected pair

get connected in the network), and link termination (a previously connected pair break off

their contact).

Moreover, we wish to accommodate more individual heterogeneity in the disease

transmission dynamics. People may exhibit different levels of susceptibility that can be

explained by individual characteristics such as health conditions, hygiene habits, and

behavioral choices (e.g., a person who has been vaccinated, washes their hands frequently

or wears a mask during the flu season may have a lower risk of exposure); similarly, those

who are infectious might not be equally contagious to the susceptible population (e.g., in

the case of COVID-19, there are symptomatic and asymptomatic infectives). In addition,

we allow the change rates of links in the contact network to vary in time, as a way to reflect

phases of social intervention and/or behavioral changes as response to a pandemic; for

simplicity, suppose there are two main phases, T0 and T1, that form a partition of the entire

observation window (0, T ] (e.g., T0 might be an “everyone-run-free” period and T1 might

be a “lockdown” period).

Specifically, consider a pair of individuals, i and j. We group the S, E and R compart-

ments together and generically label these statuses as the H (standing for “healthy”) status,

and denote the disease status of i at time t by Ait (∈ {H, I}). Then i and j at time t form

a type Ait − Ajt pair (which can be H −H , H − I , I −H or I − I); for instance, if i is

status S (or E, or R) and j is status I , then they are an H − I pair. To make contact link

changes dependent on disease statuses, we can simply set the link change rates for i and

j to be determined by the pair type Ait − Ajt of i and j. Of course, this is based on the
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simplifying assumption that all “healthy” individuals behave similarly in terms of making

or breaking contacts with others.

Combining the above descriptions, we design the model framework as follows. For any

members i and j in the target population, given the current system status Zt at time t > 0,

one of the following five events will occur next, and the wait time until that event happens is

exponentially distributed with the given rate (see Figure 3.2 for a diagram of the epidemic

process):

• Exposure. If i is infectious, j is susceptible, and they are in contact at time t, then i

exposes j with instantaneous rate where we decompose the rate βijt as

log βijt = log β + ηi(t) + bTSxj; (3.3)

here β is the baseline exposure rate, ηi(t) represents i’s contagiousness level at time

t (details in the next item), and bS are the regression coefficients on j’s individual

characteristics xj that account for additional heterogeneous effects of susceptibility.

• Manifestation. If i (or j) is exposed, then he becomes infectious with rate ϕ. For simplicity,

we assume that any infective (status I person) get assigned to one of these two categories

with different levels of contagiousness: Is (“symptomatic”) or Ia (“asymptomatic” or

“less symptomatic”), first category with probability ps and the second with probability

(1− ps).2 With the two-type infective setup, the ηi(t) term in (3.3) can be written as

ηi(t) = η1(i is Is at t), (3.4)

which means that an Is person is on average eη times more infectious than an Ia.

• Recovery. If i (or j) is infectious, then he recovers with rate γ.

2Note that it is straightfoward to introduce more sub-types of infectives or include continuous and even
time-varying explanatory variables for the function ηi(t), if more intricate modeling of heterogeneous
transmissibility is necessary.
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• Link activation. If i and j are not in contact, then they get into contact with rate αijt,

where

αijt = αAitAjt01(t ∈ T0) + αAitAjt11(t ∈ T1), (3.5)

and αABk stands for the activation rate of link type A− B in phase Tk (A,B ∈ {H, I}

and k ∈ {0, 1}).

• Link termination. If i and j are in contact, then they break off the contact with rate ωijt,

where

ωijt = ωAitAjt01(t ∈ T0) + ωAitAjt11(t ∈ T1), (3.6)

and ωABk stands for the termination rate of link type A−B in phase Tk.

Since we assume the contact network to be symmetric, the link rates shall satisfy αHIk =

αIHk and ωHIk = ωIHk for k = 0, 1.

Note that we can also include individual-level covariates in the link activation and

termination rates (αijt and ωijt) to allow for more heterogeneity in the network dynamics,

but we choose to mainly focus on individual variability in the epidemic process in this

paper and relegate related details of heterogeneous network link rates to Supplement

(Section 7.2.1).

3.3 Inference

In this section, we demonstrate how to infer model parameters in the missing data setting.

Even though our focus is on partially observed data, we begin by describing key inferential

terms if the complete data were available, as these quantities will play a role in our stochastic

EM algorithm.
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3.3.1 Inference with complete data

A complete dataset refers to the full event sequence observed between time 0 and maximum

time T (> 0) of one realization of the generative process. In particular, if we were to

fully observe an epidemic under this model, we have access to (1) exact times of exposure

(t(E)
i ), manifestation (t(I)i ), recovery, and link activation and termination; (2) the identities

of the individuals involved in each event; and (3) the Is/Ia subtype allocation for each

infectious individual at the time of their manifestation event. Additionally, the contact

network structure as well as initial disease statuses of all individuals at time 0 would be

known.

Since the generative model is a CTMC with individual-level Poisson processes, the

complete data likelihood can be decomposed into separate components for the epidemic

process and network process, and each component is simply the product of all the expo-

nential rates for inter-event times. Some of the those inter-event rates can be considered

at the population level, and so keeping tracking of population-level summary counts is

important for evaluating the likelihood. For example, we need to record the total number

of individuals that ever entered each status (e.g., nE , total number of exposed cases), the

number of individuals of each status at any time point t (e.g., E(t), number of E people

at time t), and the total number of link changes for each link type at each time phase (e.g.,

CHI0, number of link activation events for H-I pairs in phase T0). There are, however,

inter-event rates that depend individual-level information. For instance, to calculate the

exposure rate for a susceptible individual i, we need to know the number of Ia and Is

neighbors at any time t, denoted by Iai (t) and Isi (t) respectively. Further, we denote each

individual i’s exposure time by t(E)
i (set to T if never exposed) and manifestation time by

t
(I)
i (set to T if never exposed).

Then based on the complete data (or proper summary statistics of the data) and all
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individual characteristics {xi}, we can write down the likelihood function w.r.t. to pa-

rameters of the model Θ = {β, ϕ, γ, η, bS,α,ω} (where α = {αABk}k∈{0,1},(A,B)∈S ,

ω = {ωABk}k∈{0,1},(A,B)∈S , and here S = {(H,H), (H, I), (I, I)} is the set of all pair

types):

L(Θ; complete data)

=βnEγnRϕnIpnIss (1− ps)nIa
∏

i:i got exposed

eb
T
Sxi
[
Iai (t

(E)
i ) + Isi (t

(E)
i )eη

]
×
∏
k=0,1

∏
(A,B)∈S

[
(αABk)

CABk (ωABk)
DABk

]

× exp

(
−
∫ T

0

[
β

N∑
i=1

eb
T
Sxi [Iai (t) + Isi (t)e

η]1(i is susceptible at t) + γ(Ia(t) + Is(t)) + ϕE(t)

]
dt

)
(3.7)

× exp

−∫ T

0

∑
k=0,1

∑
(A,B)∈S

[
αABkM

d
AB(t) + ωABkM

c
AB(t)

]
1(t ∈ Tk)dt

 .

We attach a table of notation used in the likelihood with detailed explanation in Table 3.1.

Table 3.1: Explanation of notation.

Notation Explanation
N total population size (assumed fixed)
nIs , nIa , nE , nI , nR total number of Is, Ia, exposed (E), infectious (I) and recovered (R) cases
Iai (t), Isi (t) total number of Ia & Is neighbors of i at time t
Ia(t), Is(t), E(t) total number of status Ia, Is, and E individuals in the population at time t
CABk, DABk total number of link activation & termination events among type A−B pairs in phase Tk
M c

AB(t),Md
AB(t) number of connected & disconnected type A−B pairs at time t

Parameter estimation is straightforward when complete data are available. We can obtain

closed-form maximum likelihood estimates (MLEs) for most of the parameters and also

solve for the MLEs of parameters β, η and bS through a simple numerical procedure. This

means that likelihood-based inference given complete data is easily implementable through

a few lines of code and can be modularized for inference even with partial data (discussed
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in the next section).

The MLEs of all parameters can be obtained by by taking partial derivatives of the

log-likelihood (denoted by `) as follows and setting them all to zero:

∂`

∂β
=

nE
β
−

N∑
i=1

ex
T
i bS

[∫ t
(E)
i

0

(Iai (t) + Isi (t)e
η)dt

]
, (3.8)

∂`

∂bS
=

∑
i:i got exposed

xi − β
N∑
i=1

ex
T
i bS

[∫ t
(E)
i

0

(Iai (t) + Isi (t)e
η)dt

]
xi, (3.9)

∂`

∂eη
=

∑
i:i got exposed

Isi (t
(E)
i )

Iai (t
(E)
i ) + Isi (t

(E)
i )eη

− β
N∑
i=1

ex
T
i bS

∫ t
(E)
i

0

Isi (t)dt, (3.10)

∂`

∂ϕ
=

nI
ϕ
−
∫ T

0

E(t)dt, (3.11)

∂`

∂ps
=

nIs
ps
− nIa

1− ps
, (3.12)

∂`

∂γ
=

nR
γ
−
∫ T

0

I(t)dt, (3.13)

∂`

∂αABk
=

CABk
αABk

−
∫
Tk
Md

AB(t)dt (for k = 0, 1, (A,B) ∈ S), (3.14)

∂`

∂ωABk
=

DABk

ωABk
−
∫
Tk
M c

AB(t)dt (for k = 0, 1, (A,B) ∈ S). (3.15)

The MLEs for parameters ϕ, ps, γ and αABk, ωABk (k = 0, 1, (A,B) ∈ S) have closed-

form expressions:

ϕ̂ =
nI∫ T

0
E(t)dt

, p̂s =
nIs
nI
, γ̂ =

nR∫ T
0
I(t)dt

;

α̂ABk =
CABk∫

Tk
Md

AB(t)dt
, ω̂ABk =

DABk∫
Tk
M c

AB(t)dt
.

The MLEs for β, η and bS can be solved from equations (3.8)-(3.10) through an iterative

numerical procedure. In this iterative procedure, the step for solving the MLE of bS can

be largely simplified based on our observation that it is equivalent to solving for the linear
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coefficient of a Poisson regression model with individual offset. Details on this can be seen

in Section 7.2.2 of the Appendix.

3.3.2 Inference with partial epidemic observations

As demonstrated in the previous subsection, parameter estimation is relatively straight-

forward when the full event sequence is observed. However, in real-world epidemic data,

complete observations are rarely obtained. Due to limited resources, individual disease

histories are often infeasible to fully keep track of, resulting in missingness of exposure

times (which are almost always “latent” because of the incubation or latency period) and

recovery times (which are often lost track of due to no follow-up or not collected at all).

Even in a considerably rich and high-throughput modern datasets such as the “eX-FLU”

study (Aiello et al., 2016), epidemic events are only partially observed: true exposure times

are not available even with daily symptom reporting (because there is typically an incubation

period for people who contract the flu). Similarly, exact recovery times are not reported,

and instead can only be roughly pinned down at weekly resolution from epidemic surveys.

Therefore, we focus on conducting inference in this more realistic partially observed setting

in which exposure times and recovery times are unknown.

To this end, we derive a method based in the stochastic EM algorithm (Celeux, 1985).

Stochastic EM is a variant of the EM algorithm that approximates the conditional expectation

in the E-step using augmented data obtained via conditional simulation. Generally speaking,

let X denote the observed data and Z be the missing data; an outline of the stochastic EM

algorithm for MLE estimation of θ is as follows:

For s = 1 : maxIter, do

• [E-step] draw one sample of missing data, Z(s) from its conditional distribution p(Z |
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X, θ(s−1)), and then let

Q(θ | θ(s−1)) = logL(θ;X,Z(s));

• [M-step] maximize w.r.t. target function Q(θ | θ(s)) to update θ:

θ(s) = arg max
θ
Q(θ | θ(s−1)).

There are two clear advantages of this approach. First, in the E-step, it is no longer

necessary to conduct integration to obtain the expectation of the log-likelihood w.r.t. the

conditional distribution of the missing data, especially given that such integration can

become intractable for complex models such as ours. Second, the M-step simply requires

solving for the MLEs given a version of the complete data, which is often straightforward,

and discussed in the previous subsection for the present setting.

However, there is a potential challenge as well: we have to be able to conditionally

sample the missing data given observed data and current parameter estimates. In our

framework, this is equivalent to sampling event times of a continuous-time Markov chain

conditioned on end-points, which is known to be a difficult problem. The following section

will focus on the conditional sampling (or “imputing”) of missing data, i.e., missing exposure

and recovery times.

3.4 Stochastic EM approach

Let t(E) and t(R) be all the missing exposure times and recovery times, respectively. We

assume that all the manifestation times {t(I)i } are observed 3, and there is no missingness

in the contact network events given high-resolution contact-tracing. Thus, our inference

3It wouldn’t be too unreasonable to make such assumptions, as manifestation times can be collected via
daily symptom monitoring or frequent screening or testing.
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procedure with partial epidemic observations can be outlined as follows.

For s = 1 : maxIter, do

1. sample missing exposure times t(E)(s) from their joint conditional distribution

p(t(E) | observed events, t(R)(s−1)
,Θ(s−1));

2. sample missing recovery times t(R)(s) from their joint conditional distribution

p(t(R) | observed events, t(E)(s)
,Θ(s−1));

3. combine the sampled event times in Steps 1 and 2 with observed data to form an

augmented dataset, then solve for the MLEs with the augmented dataset to get updated

parameter estimates Θ(s).

Since Step 3 is already addressed in Section 3.1, we now address Step 1 and Step 2

separately.

3.4.1 Step 1: conditional sampling of missing exposure times

Inspecting the complete data likelihood (3.7), we can see that given all the other event

times, person i’s exposure time t is independent from other individuals’ exposure times,

and thus the joint conditional density for t(E) can be factorized into the density of each

individual exposure time. Thus, we only need to derive the conditional density function

for i’s exposure time t(E)
i , which is assumed to lie within a “plausible” latency interval

Li = (timin, t
i
max). This plausible interval can be chosen based on prior knowledge about

latency duration or considerations for computational efficiency. 4 Then i’s instantaneous

risk function of getting exposed and contracting the disease during Li can be written as

4For example, if we believe that latency should be longer than 1 day but shorter than 2 weeks, then we can
set timin = max(0, t

(I)
i − 14) and timax = max(0, t

(I)
i − 2).
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(here let δi = bTSxi)

λi(t) = βeδi(Iai (t) + eηIsi (t)), t ∈ Li, (3.16)

which is a step function with change points at moments when (1) i activates a link with an

Is or Ia person, (2) i deactivates a link with an Is or Ia person, (3) one of i’s contacts enters

status Is or Ia, and (4) one of i’s contacts exits status Is or Ia. Suppose the set of change

points is {tj}nij=0 (with t0 = timin, tni = timax) 5, and it defines a partition Ai of Li, such that

on each sub-interval Aj = (tj−1, tj) ∈ Ai (with length len(Aj)), λi(t) ≡ λj is a constant.

Thus, the conditional density for i’s exposure time t can be expressed as

pi(t | t(I)i , β, δi, η, ϕ, network events)

=
λi(t) exp

(
−
∫ t
timin

λi(u)du
)
× ϕ exp(−ϕ(t

(I)
i − t))1(timin < t < timax)

Ci(timin, t
i
max)

, (3.17)

where the normalizing constant Ci(timin, t
i
max) can be explicitly evaluated since λi(t) is a

step function.

Suppose we set timin = 0 and timax = t
(I)
i , which means that we allow i’s “imputed”

exposure time to be any time after time 0 but before i’s manifestation time. This is a natural

choice to make if we don’t have sufficient prior information about latency duration.

We adopt rejection sampling to sample the missing exposure time t(E)
i from pi(t), where

the proposal density is defined as

qi(t) =
λi(t) exp

(
−
∫ t

0
λi(u)du

)
1(0 < t < t

(I)
i )

1− exp

(
−
∫ t(I)i

0
λi(u)du

) , (3.18)

which is the density function of a truncated inhomogeneous Exponential distribution with

rate λi(t).

5There should be another subscript i for each tj but for simplicity it is omitted in the notation.
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The rejection sampler runs in two steps:

1. Sample t from qi(t) (inhomogeneous Exponential with rate λi(t)) truncated on Li by

(a) sample an interval Aj (note that the risk function is constant on each interval) via

Pr(t ∈ Aj | λi(t)) =
exp

(
−
∑

k<j λklen(Ak)
)
− exp

(
−
∑

k≤j λklen(Ak)
)

1− exp (
∑ni

k=1 λklen(Ak))
,

(b) within interval Aj , sample t ∼ Exp(λj) truncated on interval (tj−1, tj);

2. Compute the acceptance probability for t by (here M > 1 is a constant)

pi(t)

Mqi(t)
= exp(−ϕ(t

(I)
i − t)), (3.19)

and draw U ∼ Unif(0, 1); accept t as a sample of t(E)
i if U < exp(−ϕ(t

(I)
i − t)), and

otherwise go back to Step 1 and repeat.

Therefore, Step 1 of the inference procedure can be carried out by running the rejection

sampler above, and we may further speed up computation by running the sampler for each

person i in parallel. Derivations and more details on the rejection sampler are provided in

Section 7.2.3 of the Appendix.

3.4.2 Step 2: conditional sampling of missing recovery times

Every infectious individual recovers with rate γ independently of other members in the

population, but when conditionally sampling missing recovery times, we have to make

sure that the imputed timepoints are compatible with observed data and the sampled

exposure times. The conditional samples of missing recovery times should satisfy two

major conditions: first of all, an individual q cannot recover before a time t if q is known to

be still infectious by t; and more importantly, if another individual p gets exposed during

his contact with q, then the recovery time for q cannot leave p with no possible infection
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source.

Sampling missing recovery times, therefore, would be equivalent to conditionally sam-

pling event times with end-point restrictions while also respecting the dynamic contact

network structure. This challenging task was addressed by the “DARCI” algorithm devel-

oped in Bu et al. (2020) (Proposition 4.2) for a simpler epidemic model with only one type

of infectives. Here, we cannot directly adopt DARCI because the different transmissibility

levels of Ia and Is individuals must be taken into account when we consider the possible

ranges of recovery times to ensure the existence of viable infection sources for those ex-

posed. Therefore, we have adapted the DARCI algorithm to accommodate our two-type

infectives model setup through light modifications to Step 2 of the algorithm. Below we

discuss the details of the adapted DARCI.

Utilizing the Markov property, this algorithm first breaks up the entire observation

window (0, T ] into contiguous but non-overlapping time intervals. On each time interval

(u, v], the disease statuses (ill or non-ill) of all people are assumed known at time u and

v, and thus we know the set of people Q who should recover during (u, v]. 6 Further,

conditioned on the sampled exposure times, we also know the infection/exposure cases and

their exposure times during (u, v] and let these individuals be P . Then we can sample the

missing recovery times {t(R)
q }q∈Q in the following steps:

1. Initialize a vector of “feasible lower-bounds” LB of length |Q| with LBq = u for every

q ∈ Q; for any p ∈ P such that p ∈ Q, further set LBp = u;

2. Arrange the set of exposed individuals P in the order of {p1, p2, . . . , p|P|} such that their

exposure times ip1 < ip2 < . . . < ip|P| , and for each p ∈ P (chosen in the arranged

6For example, in the eX-FLU study, weekly epidemic surveys would provide information on if someone felt
sick during each week.
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order), examine p’s “potential infectious neighborhood”

Ip = Np(ip) ∩ (I(ip) ∪Q) ,

where Np(t) is the set of p’s neighbors at time t, and I(t) is the set of known infectious

individuals at time t .

If Ip ⊂ Q (i.e., potential infection sources are all members ofQ), then select one q ∈ Ip,

with probability
1(q is Ia at ip) + eη1(q is Is at ip)∑

q′∈Ip 1(q′ is Ia at ip) + eη1(q′ is Is at ip)
, (3.20)

and set LBq = ip.

3. Draw recovery times t(R)
q

ind∼ TEXP(γ,LBq, v), where TEXP(γ, s, t) is a truncated

Exponential distribution with rate γ and truncated on the interval (s, t).

Despite the dense notation, the intuition of this sampling algorithm is straightforward:

if person q is the only possible infection source of person p, then q should wait till p gets

exposed before he recovers, so that the resulting augmented data can be consistent with the

observed data.

We note that the conditional sampling of recovery times is parallelizable as well, since

operations on each interval (u, v] are independent and thus can be run in parallel.

3.4.3 Uncertainty quantification and improving efficiency via averaging

While the algorithm proposed above provides a way to estimate Θ, we may further quantify

uncertainty in our estimates by leveraging expressions for their asymptotic variances by

appealing to results established in Nielsen et al. (2000).

Let Θ̂ denote the parameter estimates from the stochastic EM algorithm, and Θ0 be the
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true parameter values. Then the asymptotic variance matrix of Θ̂ is

I(Θ0)−1 + I(Θ0)−1[Ip − (Ip + F (Θ0))−1], (3.21)

where I(Θ0) is the information matrix of the observed data evaluated at the true parameter

values, F (Θ0) is a matrix representing the fraction of missing information due to partial

observations, and Ip is the p-dimensional identity matrix. We may decompose (3.21) into

two parts: the first term is the asymptotic variance of the observed data MLE, while the

second term accounts for the additional variance arising from stochastic simulations (i.e.,

the conditional sampling). It can be shown that the latter contribution increases the variance

by no more than 50% over the observed data MLE (Proposition 4 in Nielsen et al. (2000)).

Moreover, the first term in the asymptotic variance formula can be regarded as a constant

given a model and a fixed sample size, but the second term can be reduced by averaging

over either across iterations in one run, or over multiple runs of the algorithm. That is, to

improve efficiency, we may adopt two strategies:

1. Take the average of the last m iterations and take the averaged parameter values as the

final estimates; denote such estimates by Θ̂(it)(m), and then its asymptotic variance is

(see Proposition 5 in Nielsen et al. (2000))

I(Θ0)−1 +
1

m
I(Θ0)−1[Ip − (Ip + F (Θ0))−1]

+
1

m
I(Θ0)−1[Ip − (Ip + F (Θ0))−1]F (Θ0)(1− F (Θ0))−1 + o(

1

m
). (3.22)

2. Take m independent runs of the stochastic EM algorithm and take the average of the

m estimates produced by each run; denote such estimates by Θ̂(ind)(m), and then its
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asymptotic variance is (see Section 4.2.2 in Nielsen et al. (2000))

I(Θ0)−1 +
1

m
I(Θ0)−1[Ip − (Ip + F (Θ0))−1]. (3.23)

For instance, if we run the stochastic-EM-based inference procedure m = 10 times in

parallel and take the average of the estimates produced by those 10 independent runs, then

the asymptotic variance of these estimates is bounded above by (1 + 1
10
× 0.5)I(Θ0)−1 =

1.05I(Θ0)−1. We can further plug in the estimates Θ̂(ind)(10) for Θ0 to get a variance

estimate of 1.05I
(

Θ̂(ind)(10)
)−1

.

In our setting, the marginal likelihood of observed data isn’t available and so the

observed data information matrix I(·) is not immediately obtainable. However, we can

nonetheless compute I(·) using the Louis identity (Louis, 1982)

− ∂2`obs

∂Θ2
= EΘ

(
− ∂2`

∂Θ2

)
− covΘ(

∂`

∂Θ
), (3.24)

where `obs is the (marginal) log-likelihood of the observed data, and ` is the log-likelihood

of the complete data. Both terms of the right-hand side only involved the complete data

likelihood and can be estimated via Monte Carlo approximation using the augmented data

samples generated across the iterations of the inference procedure (Diebolt and Ip, 1995).

That is, these samples are already available from the estimation process, and so evaluating

(3.24) does not require additional sampling.

3.5 Simulation experiments

To validate the likelihood and inference methods, simulation experiments are conducted.

Synthetic data are simulated using the Gillespie algorithm (Gillespie, 1977) according to

the generative process described in Section 3.2. A generated complete dataset includes the
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initial contact network G0, the initial exposed/infectious individual(s) I0, and the full event

sequence {e`}, where each event e` consists of the event time, the identities of the individuals

involved in this event, as well as the event type (exposure, manifestation, recovery, link

activation and termination); in addition, we also assume that for each person i in the target

population, we observe a vector xi of covariates, which in simulation experiments are

randomly sampled binary and standard normal variables.

The full set of parameters to estimate is Θ = {β, bS, η, ϕ, γ,α,ω}. For simplicity,

throughout this section, we use the following ground-truth setting for the link rates:

α = (0.0006, 0.0006, 0.0006, 0.0006, 0.0002, 0.0006)T ;

ω = (0.005, 0.005, 0.005, 0.005, 0.05, 0.005)T .

That is, we assume that in the second social behavior stage, αHI (link activation for H − I

pair) is reduced and ωHI (link termination for H − I pair) is increased, mimicking a

“quarantine” or “lockdown” phase. The initial network G0 is set as a random Erdős–Rényi

graph with edge density 0.05. Parameters for the epidemic process are chosen as follows:

β = 0.2, η = 0.2, γ = 0.1, ϕ = 0.2, ps = 0.6.

These values are chosen to ensure a low probability of epidemic extinction at the

beginning, and to make sure at the end of the outbreak, a fair proportion (at least 50%) of

the population has been exposed.

3.5.1 Inference with complete data

We first validate our iterative inference procedure for complete data, as derived in Section

3.3.1. Table 3.2 presents the mean absolute errors (MAEs), variances and mean square errors
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(MSEs) for all model parameters across 40 simulations on N = 200-sized populations.

Here we show results for eη (true value ≈ 1.22) instead of η as eη is the quantity that we

directly solve for in inference. Moreover, in our experiments, we set the coefficients bS to

be a 2-dimensional vector where each entry is randomly assigned as 0 or 1.

We can see that when the complete event sequence is available, the derived inference

method can estimate model parameters quite accurately. The most challenging parameters

to estimate are η (shown in terms of eη in the table) and bS , mostly because we have to

resort to numerical optimization procedures for solve for their MLEs.

Table 3.2: MLE estimates on complete data. For each parameter, we present the mean absolute
error (MAE), variance and mean square error (MSE) across 40 independent simulations. For
multi-dimensional parameters (bS , α and ω), the metrics are the average over all entries.

Parameter MAE Variance MSE
β 0.0359 0.0021 0.0042
eη 0.2799 0.1217 0.2493
bS 0.2213 0.0721 0.1654
γ 0.0071 8.17×10−5 1.77 ×10−4

ps 0.0353 0.0013 0.0030
ϕ 0.0158 4.80×10−4 0.0010
α 0.0007 4.13×10−7 1.17×10−6

ω 0.0086 6.64×10−6 2.18×10−4

3.5.2 Inference with partial observations

Our inference method can accommodate two types of missingness in epidemic observations:

(1) exposure times, and (2) recovery times. Between these two types of missingness, the

former is more difficult to handle and the conditional sampling step is also our major

contribution.

First, we test out the central part of our inference procedure. To do this, we take out

all the exposure times (i.e., every t(E)
i for each person i who ever got infected) from each

simulated dataset and treat those time points as unobserved while considering all other
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information as observed. We then run the proposed stochastic EM algorithm (without the

“sampling recovery times” step) on each partial dataset. Columns 2-4 in Table 3.3 (under

“Missing expo. times”) summarize the estimation results for some of the model parameters

across 40 independent simulations. Same as in Table 3.2, we provide the MAE, variance

and MSE for the estimates.

Then, on the same set of simulated data, we further take out all the recovery times (i.e.,

t
(R)
i for each person i who ever became infectious) and treat both t(E)

i and t(R)
i for each

infected person i as unobserved. Now the full stochastic EM inference algorithm is applied

to each partial dataset, and the results are summarized in columns 5-7 in Table 3.3 (under

“Missing both”) .

Compared to inference based on complete data, there is some degree of decreased

accuracy, in particular for eη, bS and β. This is understandable because when the exposure

time t(E)
i is unknown and has to be conditionally sampled iteratively, the local neighborhood

structure for each person i (i.e., Iai (t
(E)
i ) and Isi (t

(E)
i )) is also unknown and fluctuates

throughout the iterations. This would greatly impact the numerical optimization procedure

for these three parameters, as they either directly depend on Iai (t
(E)
i ) and Isi (t

(E)
i ) or involve

the function

Fi(e
η) =

∫ t
(E)
i

0

(Iai (t) + Isi (t)e
η)dt,

which changes whenever t(E)
i gets updated. Moreover, when the exposure times are un-

known, the accumulated amount of infection forces exerted on each susceptible person

is also unavailable, which would make solving for β and bS more challenging (see Sec-

tion 7.2.2 in the Appendix for details on the numerical optimization procedure).

We also note that when recovery times are missing on top of exposure times, there

tends to be more variability and/or less accuracy in the parameter estimates, since more

missingness in the data would induce increased uncertainty. This additional uncertainty
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seems to be reflected more on the estimation of exposure- and latency-related parameters

(e.g., eη, bS and ϕ), as the conditional samplers for exposure times and recovery times are

co-dependent, and the complexity in estimating those parameters is more vulnerable to the

loss of more information.

Table 3.3: Performance of the stochastic EM inference procedure for simulated datasets with all
exposure times missing (columns 2-4) and will both exposure and recovery times missing. The
estimate of each parameter is obtain by averaging over the last 20 iterations of the parameter sample
chain produced by running the inference algorithm. For each missingness scenario, we present the
MAE, variance and MSE for the parameter estimates across 40 independent simulations.

Parameter Missing expo. times Missing both
MAE Variance MSE MAE Variance MSE

β 0.0483 0.0035 0.0069 0.0590 0.0434 0.0581
eη 0.3035 0.6719 0.2635 0.3109 0.1976 0.3093
bS 0.3493 0.2038 0.3477 0.3697 0.1549 0.3693
γ 0.0061 5.61×10−5 1.15×10−4 0.0088 1.16×10−4 2.408×10−4

ps 0.0479 0.0021 0.0045 0.0353 0.0013 0.0030
ϕ 0.0136 0.0003 0.0005 0.0197 0.0003 0.0009
α 0.0005 2.50×10−8 3.37×10−7 0.0006 4.76×10−8 5.33×10−7

ω 0.0088 2.00×10−6 2.22×10−4 0.0089 7.58×10−6 2.70×10−4

We would like to point out that, for those parameters that seem challenging to estimate

(like eη and bS), estimation accuracy would increase when more data are available. We

demonstrate this by conducting simulation experiments for different population sizes (N =

100, 200 and 300). Since the number of epidemic events increases approximately linearly by

N , more events can be observed with a larger population size. For each simulated dataset,

we take out both the exposure and recovery times and run the inference algorithm, but

in Step 3 (solving for the MLEs) we fix all other parameters at the true values and only

estimate eη and bS . Moreover, we run a separate set of experiments where we only estimate

eη (i.e., fixing bS at the truth as well). In Figure 3.3 we present the MSEs of the produced

estimates for eη and bS when fixing other parameters (shown as “b S” and “exp(eta)” in red

and green lines), and for eη only while fixing all other parameters (shown as “exp(eta) only”

in blue). We can see that with increased population size, which means increased amount of
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observed events, estimation errors for these parameters are reduced.
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Figure 3.3: MSEs for estimating eη and bS with missing exposure and recovery times for different
population sizes (N = 100, 200, 300). Here, when running Step 3 of the inference algorithm, we fix
all other parameters at the true values and only estimate eη and bS (shown in red and green lines);
moreover, we run similar estimation procedures but only focus on eη (i.e., bS is fixed at the truth,
shown in the blue line). It is clear that when the population size increases and more events are
observed, eη and bS are estimated more accurately.

3.6 Case study: flu season on a university campus

In this section, we apply our model framework to analyze a real-world dataset on trans-

mission of influenza-like illnesses among students on a university campus, where high-

resolution contact tracing was conducted to track physical proximity of the study subjects.

This dataset was collected in a 10-week epidemiological study, eX-FLU (Aiello et al.,

2016), where inter-personal physical contacts of study participants were surveyed to investi-

gate the effect of social intervention on respiratory infection transmissions. 590 university

students enrolled in the study and were asked to respond to weekly surveys on influenza-like

illness symptoms and social interactions; they also completed a comprehensive entry survey

about demographic information, lifestyles, immunization history, health-related habits,

tendencies of behavioral changes during a flu season or a hypothetical pandemic, etc. 103

individuals among the study population were further recruited to participate in a sub-study
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in which each study subject was provided a smartphone equipped with an application, iEpi.

This application pairs smartphones with other nearby study devices via Bluetooth and thus

can record individual-level contacts (i.e., physical proximity) at five-minute intervals.

The iEpi sub-study using iEpi took place from January 28, 2013 to April 15, 2013 (that

is, from week 2 until after week 10 in the main study). Between weeks 6 and 7, there was a

one-week spring break (March 1 to March 7), during which epidemic data collection was

paused and volume of recorded contacts also dropped considerably. In our application case

study, we use data obtained on the N = 103 sub-study population from January 28 to April

4 (week 2 to week 10), and treat the two periods before and after the spring break as two

different social behavior phases. That is, we regard weeks 2-6 as T0 and weeks 7-10 as T1

in our analysis.

Furthermore, we consider two types of “infectious” (status I) members within the study

population: (1) fully symptomatic and (2) partially symptomatic. To maintain notation

consistency, we label the former by Is and the latter by Ia. They are defined as follows.

1. fully symptomatic (Is), a case with a cough AND one of these three symptoms: fever or

feverishness, chills, or body aches. 7

2. partially symptomatic (Ia), a case with only a cough.

For each infection case, we set the reported symptom onset time as the manifestation

time (denoted by t(I)i in previous sections), and treat the exposure time (t(E)
i ) and recovery

time (t(R)
i ) as unobserved. Since t(E)

i < t
(I)
i (as dictated by the design of the assumed

epidemic mechanism), we set the “plausible” latency interval as Li = (0, t
(I)
i ), which

should be the most “objective” choice. As for the missing recovery times, by combining

information from the weekly surveys (which asked each participant if they felt sick in

the past week), we know for sure that it must lie within a 7-day interval, where the lower

and upper bounds are the start and end of a week. Moreover, we assume that all the

7This is also the definition of “influenza-like-illnesses”.
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contact network events are fully observed, as the high-resolution contact tracing can provide

timepoints of initiation and termination of all individual-level contacts.8 This suggests that

the proposed inference procedure in Section 3.4 is applicable to this dataset.

In the rest of this section, we will first address a realistic concern of possible external

infection sources for the sub-study population, and then present details and discuss results

of our data analysis.

3.6.1 Inference with external infection sources

Since the 103 individuals in the dataset are sub-sampled from the 590 study participants,

which are also sub-sampled from the entire university campus population, we have to treat

the real data as observed on an open population instead of a closed one. Therefore, some

slight modifications should be made to the model. Specifically, individuals in our target

population may get infected by people who are outside of the N = 103 small population,

and we call those people “external infectors”.

For simplicity, we represent the joint forces of all external infectors by a single “ghost”

infector that exists outside of the population and exhibits a constant level of transmissibility

over time, and this external force of infection is exerted uniformly on all members of the

target population.

For each susceptible individual j, let the rate of disease onset (i.e., manifestation) due to

external infectors be ξj , and let this onset rate to depend on individual characteristics xj ,

similar to our treatment to the internal exposure rate βij:

log ξj = log ξ + xTj bE, (3.25)

8The timepoints of link activation and termination events are obtained from processing the Bluetooth signals
that indicate close proximity of smartphones equipped to the study participants. Technical details in
processing the Bluetooth signals are provided in Supplement S6.1 in Bu et al. (2020).
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where ξ denotes the population average external onset rate, and coefficients bE represent

the effects of individual characteristics xj on my j’s deviation of susceptibility from the

average level.

Here ξj is the rate of moving from status S directly to either Ia or Is, rather than from

S to E, and that’s why we are naming it the “external onset rate” instead of “external

exposure/infection rate”. We are not introducing both an exposure rate (like βij) and a

manifestation rate (like ϕ) for external infection cases because of identifiability concerns:

since all susceptible people are exposed to the same external infector with time-invariant

transmissibility, the exposure rate and manifestation rate would not be identifiable at the

same time when the exposure times are not observed. Thus, to ensure identification, we

choose to include only one rate instead of two, and the “onset rate” can be thought of as

the rate of any susceptible individual developing contagiousness due to external infection

forces, where the latency period is subsumed.

Now the set of parameters are extended to Θ̃ = {β, ϕ, γ, η, bS, ξ, bE,α,ω}, and we can

write down a slightly modified complete data likelihood similar to (3.7), where the term

related to the new parameters ξ and bE are separate from other terms. This means that

introducing external cases wouldn’t affect parameter estimation of the other parameters at

all, and that we can still use the partial data inference procedure detailed in Section 3.4 to

analyze the real data. We include details on complete data inference with external cases in

Section 7.2.4 of the Appendix.

3.6.2 Data analysis

Before applying our model framework to the data, we first discuss how we identify internal

and external infection cases and describe the individual characteristics used in the analysis.

We adopt a heuristic procedure to label internal and external infection cases: if an
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infected person had any infectious contact (within the 103-person population) up to 2 weeks

prior to symptom onset, then we label this case as “internal”, and otherwise this case is

labelled as “external”. This procedure gives us 18 internal cases and 16 external cases in

total. Moreover, among all 34 cases, 13 are fully symptomatic (Is) and 21 are partially

symptomatic (Ia). We provide a summary of our classification of the infection cases in

Table 3.4.

Table 3.4: Summary of infection case classification in the iEpi sub-study data.

Is Ia Total
Internal 8 10 18
External 5 11 16
Total 13 21 34

We consider the following four individual-level characteristics (all collected from the

entry survey) that we think might be interesting to investigate:9

1. flushot: a binary indicator of whether or not the study subject has taken a flu shot for this

year.

2. wash opt: a binary indicator of whether or not the study subject’s hand-washing habit is

considered “optimal”, which is derived from survey questions that ask about how long

and how frequently one usually washes their hands.

3. change behavior: a derived score that measures how willingly the study subject would

change their lifestyle during a hypothetical pandemic; this is calculated by standardizing

the numeric sum of the 0/1 scores of 13 Yes/No questions (Yes=1, No=0) about voluntary

behavioral changes that essentially translate to reduced social activities or isolation in a

lockdown; a higher score represents more willingness in changing one’s life as response

to a pandemic.

4. prevention: a derived score that measures one’s belief in the effectiveness of different

9For derived covariates “change behavior” and “prevention”, we have included the original survey questions
used to calculate them in the Supplement (see Section 7.2.4).
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preventative practices in reducing the risk of catching the flu; this is calculated by

standardizing the numeric sum of response scores (ranging from 1 to 5, 1=strongly

disagree, 5=strongly agree) to 6 questions that ask about potential preventative measures

to avoid contracting the flu; a high score represents stronger belief in the effectiveness of

preventative practices.

We run the stochastic-EM-based inference procedure on the dataset for 20 times inde-

pendently, each time with different random initializations and 60 burn-in steps. For each

run, we take the average of the last 20 iterations (after burn-in) and then average over the 20

averages (across runs) to produce estimates of the parameters. Asymptotic standard errors

are obtained using the method described in Section 3.4.3; here we obtain a conservative

estimation of standard errors by settingm = 20 and upper-bounding the asymptotic variance

matrix by 1.025I( ˆ̃Θ)−1, where ˆ̃Θ are the final parameter estimates produced by averaging.

In Tables 3.5 and 3.6 we present estimates of select parameters of interest. Note that

here we take one day as 1 unit of time. From the epidemic parameter estimates, we can

see that for this population, the baseline exposure rate is quite high, indicating fast disease

exposure upon contact (it takes approximately 0.22 day on average for a pair of H − I

contact to lead to infection if the susceptible individual is not vaccinated and does not wash

hands properly); the latency period lasts slightly less than 5 days on average, while recovery

from symptoms and contagiousness takes about 6 days on average. The total external

infection force experienced by the entire N = 103-person population is on the scale of

0.00445× 103 ≈ 0.458, indicating that on average there would be a disease onset due to

external sources every other day if nobody in the study population had a flu shot or washed

their hands optimally. In terms of the effects of individual-level covariates, we would like to

point out that the estimates are associated with relatively large standard errors (indicated

in the parentheses), and this is potentially due to the small sample size (in particular, the

limited number of infection cases). Nevertheless, the effect of hand-washing (“wash opt”)
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seems to be considerable, given that there is a 11-fold reduction (1/e−2.42 ≈ 11.2 in the

exposure risk if one washes their hands optimally compared to suboptimal hand-washing;

this effect also seems “significant”, in that the 95% Wald confidence interval constructed

using the conservative standard error estimate would be [−4.054,−0.786], which does not

cover zero.

In Table 3.7 we include estimates of several parameters related to the contact network

process. Here we emphasize the difference between the change rates of H −H (healthy-

healthy) links and H − I (healthy-ill) links, as well as the difference between the two

phases (T0 before spring break and T1 after). We can clearly see that the link deletion rates

for H − I links are higher than those of H −H links in both phases, suggesting that the

duration of contact between a healthy person and an infectious person is on average shorter

than the contact between two healthy people, probably because the students were cutting

meetings short with peers who seemed sick in order to avoid getting infected during the

flu season. Moreover, we can clearly see that the level of network activities is much higher

(both in terms of establishing and breaking contact) in T0 (weeks 2 to 6, before spring break)

compared to T1 (weeks 7 to 10, before spring break) when we compare the rates for phase

T0 and phase T1. Such findings are enabled by our model design which allows for different

levels of network activities by introducing different time phases.

Table 3.5: Estimates of key epidemic parameters, with conservative estimates of asymptotic standard
errors.

Parameter Estimate Standard error
β (internal exposure) 4.497 2.005
ξ (external onset) 0.00445 0.00114
ϕ (latency) 0.221 0.0591
γ (recovery) 0.161 0.0279
eη (Is v.s. Ia infectiousness) 0.0622 0.0526
ps (proportion of Is) 0.382 0.0854
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Table 3.6: Estimates of epidemic coefficients on individual characteristics, with conservative
asymptotic standard deviations in the parentheses.

(flushot) (wash opt) (change behavior) (prevention)
bS (internal exposure) -0.105 (0.671) -2.42 (0.817) -0.201 (0.326) -0.0541 (0.273)
bE (external onset) -0.805 (0.597) -0.139 (0.471) 0.257 (0.263) -0.0362 (0.273)

Table 3.7: Estimates of link activation and deletion rates for different link types in the two phases (
T0 spans from week 2 to week 6, and T1 from week 7 to week 10).

Link type T0 act. T1 act. T0 del. T1 del.
H-H 0.0181 0.000868 11.62 5.27
H-I 0.0153 0.000653 16.62 8.71

3.7 Conclusion

In this chapter, we present a continuous-time Markov chain model for infectious diseases

that spread on a dynamic contact network. Our proposed model can capture the interplay

between the epidemic process and network changes, and, more importantly, can describe

heterogeneous transmissibility through individual covariates. To accommodate unobserved

exposure times and recovery times in real epidemic data, we develop a data-augmented

inference procedure based on the stochastic EM algorithm so that we can make use of

the complete data likelihood. We also design an efficient method to conditionally sample

missing exposure times that are compatible with observed data and respect the dynamic

contact network structure. Experiments show that the developed inference procedure

performs well on partial data and is able to uncover notable phenomena from modern

epidemic data with high-resolution contact tracing.
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4

Social Network Metric of Game Success

4.1 Introduction

Basketball is a sport played between two teams of five players, in which a game is won by

seeing which team can score the most points from baskets in the time allotted. Starting from

the beginning, a basketball game continuously evolves in time and space and is comprised

of a constant flow of player movements, interactions, and decision making that contribute to

the game’s outcome. As a team sport, basketball requires collaboration of the players to

successfully bring the ball to the basket, and such collaboration relies heavily on passing

the ball between teammates. Understanding and evaluating the decisions made by players

on whether to pass, when to pass, and whom to pass to is an ongoing challenge in sports

analytics.

Passes between teammates can be modeled as interactions within a network, and a

variety of previous methods have taken a network approach to studying passing sequences.

Fewell et al. (2012) focus on exploratory network analysis to explain key facets of the

game like key players and styles of team play, where the roles of different players on a

team are explained through weighted graphs of passing frequencies. Gudmundsson and

Horton (2017) calculate rebound probability with spatial coordinates to measure team

and player performance in a graph theoretical framework. Xin et al. (2017) implement a

continuous-time stochastic block model to cluster players based on passing networks.

Although basketball games were traditionally analyzed in a discretized manner based
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on “box score” statistics for forecasting (Hollinger, 2005) and player evaluation (Omidiran,

2011), the installment of optical tracking systems in professional basketball arenas in 2013

has allowed for more detailed statistical analyses. High-resolution spatial and temporal

information has been leveraged to model the temporal sequences of games and characterize

basketball strategies that were overlooked in low-resolution analyses. Miller et al. (2014)

summarize player shot locations as low dimensional spatial bases by smoothing empirical

shot locations through non-negative matrix factorization (NMF). The spatial bases for

each player translate well in determining a player’s position on the team. Pelechrinis

and Papalexakis (2017) use tensor decomposition to create a weighted shot chart from a

12-dimensional representation of each player. Franks et al. (2015) characterize the spatial

structure of defensive basketball play and quantitatively evaluate the guarding choices and

movements of defending players. Cervone et al. (2016) develop a multi-resolution stochastic

process model to calculate the expected points the offense will score in a possession

conditioned on the evolution of the game up to a time point.

In recent years, an NCAA Division I basketball team partnered with SportsVu to install

optical tracking systems in their home stadium, collecting the first high-resolution spatio-

temporal dataset of college-level basketball games (a detailed description of this dataset

is given in Section 4.4.2). This work aspires to evaluate player interactions and develop

metrics for game success that are applicable to (but not restricted to) collegiate basketball

settings. We build on the work conducted by Cervone et al. (2016) by modeling passes from

a network perspective and introducing multiplicative latent factors to study players’ passing

choices and preferences. These multiplicative effects provide a novel assessment of the

efficacy and effectiveness of the passing game of a team.

Treating a pass from player i to player j at time t as a dynamic relational link from i to

j, the observations of whether and between whom a pass is made in a basketball possession

conditional on the spatio-temporal evolution of the possession up to time t are analogous to
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repetitive observations of relational ties on networks. In the last two decades, some authors

have used non-additive random effects on top of fixed covariate effects to model nodal links

on networks. Nowicki and Snijders (2001) assume that the probability of a link between

two nodes depends on the shared membership in a collection of latent classes. The more

general class of latent space models maps nodal characteristics onto an unobserved social

space with ties depending on the similarity between actors within the latent space (Hoff

et al., 2002; Hoff, 2005). This class of models has been extended to allow heterogeneous

additive and multiplicative sender- and receiver-effects (Hoff, 2009a; Hoff et al., 2013; Hoff,

2018) as well as to dynamic networks (Durante and Dunson, 2014; Sewell and Chen, 2015).

This work extends the class of latent factor network models by modeling link occurrences as

non-homogeneous Poisson processes on a dynamic network in the complex spatio-temporal

setting of basketball games.

The novelty of this work includes three aspects. First, our model is built upon the

stochastic process model proposed by Cervone et al. (2016), but includes additional multi-

plicative latent factors from a network perspective that distinguish the effects of making a

pass and receiving a pass, thus capturing additional information on pair-wise interactions

among team players. Second, instead of modeling probabilities of binary network edges

(Hoff, 2005, 2009a), we model the intensity function of a non-homogeneous spatio-temporal

Poisson process, while adjusting for game-related and player-specific covariates. Finally,

We present the first analysis of high-resolution optical tracking data for college basketball,

which differs from professional basketball (like NBA) in rules, court conditions, and player

characteristics.

The remainder of this chapter is organized as follows. In the next section we provide

an overview of the key aspects of both the stochastic model by Cervone et al. (2016) and a

latent factor social network model, in a basketball setting. In Section 4.3, we present our

novel latent factor stochastic passing model in detail and discuss our parameter estimation
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procedure. Section 4.4 presents experimental results on synthetic datasets and real optical

basketball tracking data, and lastly, the conclusion is in Section 4.5.

4.2 Background

4.2.1 Multiresolution Stochastic Process Model

The model introduced by Cervone et al. (2016) begins with a coarsened view of a basketball

possession. At any time point, the going-ons in a game fall into one of the three types of

states: a possession state, a transition state, and an end state. The ball does not change hands

in a possession state, and thus this state can be modeled by the micro movements of players.

An end state, as suggested by the name, simply represents the end of the possession via

points (0, 2, or 3) earned by the offense1. It is within a transition state that the dynamics

of a basketball game changes qualitatively: a transition can be a pass, a shot attempt, or a

turnover, after which either the ball carrier changes or the possession ends. Based on the

assumption that, given the ending state of a transition, a future possession is conditionally

independent of the history up to the beginning of that transition, modeling the occurrence

and end state of a transition is essential to predict the outcome of a possession well.

Among the three transitions (pass, shot attempt, turnover), a shot attempt results in either

a made shot or a failed shot, a turnover leads to a change of possession, but a pass has four

potential outcomes corresponding to the four other teammates as potential receivers, which

depend on various spatio-temporal factors. More specifically, assuming player i possesses

the ball at time t, let θi,j(t) be the hazard for the occurrence of a pass to teammate j in

(t, t+ ε],

θi,j(t) = lim
ε→0+

P({i passes to j in (t, t+ ε]}|H(t))

ε
, (4.1)

1Possessions with fouls are not considered, so free throws (which result in 1 point) are not included.
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where H(t) denotes the history of the game up to time t. Further assume the hazard is

log-linear,

log(θi,j(t)) = Wi,j(t)
Tηi,j + ξi,j(si(t)) + ζi,j(sj(t)), (4.2)

where Wi,j(t) is a time-varying covariate vector, ηi,j is the corresponding coefficient vector,

and ξi,j(si(t)) and ζi,j(sj(t)) are functions that map the ball carrier’s location and the

potential receiver’s location on the court to additive spatial effects (a detailed description

follows in Section 4.3).

4.2.2 Multiplicative Latent Factor Model

Observations on a social network can be characterized by an n×n matrix Y = {yij} where

yij is a binary variable representing the existence of a link from node i to node j. Given a set

of covariate vectors X = {xij}, a common approach to modeling the association between

Y and X that also accounts for unobserved dependencies is to use random effects models,

yij = 1[β′xij + zij > 0], (4.3)

where 1[x > 0] is an indicator function that returns 1 if x > 0 and 0 otherwise. zij is the

unobserved random effect of pair (i, j), and the zij’s are not necessarily independent so

as to capture potential dependencies in the relational observations. Hoff (2005) and Hoff

(2009a) motivate multiplicative effects on top of additive effects to model zij to represent

higher-order network structure,

zij = ai + bj + u′ivj + εij, (4.4)

where ai and bj are additive row-specific and column-specific effects that respectively

represent the proclivity of player i to pass the ball and the popularity of player j as a receiver
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of the ball, ui and vj are multiplicative latent space factors, and the εij’s are independent

random errors.

A variation of such model, an additive and multiplicative effects (AME) model was

previously fit on aggregated passing networks in possessions using a subset of the college

basketball optical tracking data to model the passing structure of the Division I basketball

team. Let yij be the indicator of whether player i passes to player j in a possession, and

assume that

yij = 1[βdxd + ri + sj + uTi vj + εij > 0], (4.5)

where sj = βjxj + bj represent additive sender effects and ri = βixi + ai represent additive

receiver effects. The dyadic features are represented by βdxd, and the multiplicative sender

and receiver effects by uTi vj . The additive sender and receiver effects include row- and

column- specific effects (ai, bj) and row- and column- specific nodal features (βi, βj).

For this model, the dyadic features include indicators for shared basketball position,

shared height, shared weight, and shared college class between players. Nodal features

include binary variables of whether a player was in a previous possession, whether a player

is in a current possession,and points earned per game by a player.

In direct contrast to modeling the risk of a pass at a particular time, this setup is

inherently non-temporal. As such, it cannot capture the variability in any given play but

instead provides a high level overview of the structure of the passing network for each

individual play. The results presented below provide a strong motivation for integrating the

multiplicative latent effect framework into the temporal modeling of basketball possessions.

Parameters are inferred for each game separately using the Markov chain Monte Carlo

sampling algorithm suggested by Hoff (2008) implemented in Hoff et al. (2014). Figure 4.1

presents the posterior means of the multiplicative sender/passer (blue) and receiver (red)

effects for a win and a loss.
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Figure 4.1: Learned multiplicative sender-specific effects (“S” in blue) and receiver-specific effects
(“R” in red) by the AME model in a lost game (top) and a won game (bottom). Effects for players
126161 and 109412 are represented by letter “S” or “R” together with their id codes for demonstration
purposes.

Players whose multiplicative effects are in the same quadrant and differing colors are

more likely to interact. Operationally, to form an effective attack, we would expect a forward

(like player 126161) to receive the ball at a reasonable rate from his teammates (like player

109412, a guard and frequent passer), but we only see this phenomenon in the win plot

(in the bottom left quadrant) but not in the loss plot. And in fact, player 126161’s receiver

effect is separated from all his teammates’ sender effects, indicating very limited assists to

126161 from his teammates in the lost game. We can also evaluate the overall passing in the
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game using these plots. In the win the players are clustered together, suggesting that they

move the ball among themselves with approximately the same probability. Such behavior is

not observed in the loss plot where the multiplicative effects are more spread out and the

ball movement is more fragmented: the overlap between the sender and receiver effects is

restricted in the upper left quadrant, where only two players are likely to receive passes

from their teammates. The products of the multiplicative effects for the remaining players

are negative suggesting a reduction in pass rates among them compared to baseline.

4.3 Model

The findings of the AME model presented in Section 4.2.2 demonstrate that the learned latent

factors are directly translatable to players’ passing patterns which are distinctive between

a win and a loss, and that latent factor models help uncover the network characteristics in

passing which are predictive of basketball game outcomes. In this section we introduce

latent factors in spatio-temporal stochastic modeling of basketball passes and state our full

model.

4.3.1 Model Formulation

Let Yi,j,g(t) denote the event that the ball carrier i passes the ball to teammate j during the

time period (t, t+ δ] in game g, and let θi,j,g(t) be the log-risk of Yi,j,g(t) givenHg(t), the

history up to time t in game g,

exp(θi,j,g(t)) = lim
δ→0+

P(Yi,j,g(t)|Hg(t))

δ
. (4.6)

Assume that

θi,j,g(t) = Wi,j,g(t)
Tηi,j + ξi,j(si,g(t)) + ζi,j(sj,g(t)) + zi,j,g(t), (4.7)
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and that

zi,j,g(t) = uTi,gvj,g + εi,j,g(t). (4.8)

In (4.7) Wi,j,g(t) is a 5-dimensional covariate vector w.r.t. players i, j at time t in game

g, including a constant 1 representing the baseline passing rate, an indicator of whether

player i has started dribbling, the log-transformed distance between player i and his nearest

defender, j’s rank of closeness to i (from 1 to 4, with 1 indicating the closest teammate),

a numeric evaluation of how open the passing route is from i to j (a metric introduced by

(Cervone et al., 2016)), while ξi,j maps player i’s location on the half court to an additive

spatial effect of passing off the ball to j, and ζi,j maps a player j’s location on the half court

to an additive spatial effect of receiving a pass from i based on j’s basketball position, with

εi,j,g(t) as an independent standard normal errors. In (4.8), ui,g and vj,g are R-dimensional

vectors representing sender-specific and receiver-specific attributes of ballcarrier i and

teammate j mapped onto an R-dimensional latent space. The subscript g indicates that

these latent spaces are allowed to vary across games.

Furthermore, let

ξi,j(s) = γi,j ξ̄i(s), ζi,j(s) = γ̃i,j ζ̄i,pos(j)(s), (4.9)

where pos(j) denotes player j’s basketball position, and
∫
S ξ̄i,j(s)ds =

∫
S ζ̄i,j(s)ds = 1,

with S as the half court and s as a pair of coordinates corresponding to a location on S.

Setting Xi,j,g(t) = (Wi,j,g(t)
T , ξ̄i,j(si,g(t)), ζ̄i,j(sj,g(t)))

T and βi,j = (ηTi,j, γi,j, γ̃i,j)
T , (4.7)

becomes

log(θi,j,g(t)) = Xi,j,g(t)
Tβi,j + uTi,gvj,g + εi,j,g(t). (4.10)

We would like to emphasize that the model formulation is not only an extension of

(4.2), but also an extension of (4.3) and (4.4). A hierarchical structure in the multiplicative
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latent factors is introduced to allow differing sender-specific and receiver-specific effects

in different games, and here we model the time-varying risk (intensity function) of a non-

homogeneous spatio-temporal Poisson process rather than the probability of binary links

using logistic (or probit) regression.

4.3.2 Parameter Estimation

Conditioning on all the covariate vectors Xi,j,g(t) regarding n players in G games in total

and the latent space dimentionality R, the unknown quantities of the model are

• Θ = {θi,j,g(t)}, the set of log-risks;

• β = {βi,j}, the set of coefficients for all player pairs;

• U = {Ug}, the set of n × R matrices, with each row representing the sender-specific

effect of a player in a game, and V = {Vg}, the set of n × R matrices, with each row

representing the receiver-specific effect of a player in a game.

Given priors for parameters βi,j, ui,g and vi,g, a fully Bayesian inference procedure is

deployed that estimates the full posterior distribution of the parameters via Markov Chain

Monte Carlo. We adopt an efficient Metropolis-within-Gibbs sampling scheme that allows

us to adequately address the complex dependence issues that are visible in network models

and are typically challenging to address with variational inference or a more complicated

sampling scheme.

Given all the observations Y = {Yi,j,g(t)} and a set of initial values φ(0) = {Θ(0), β(0),U(0),V(0)},

a sequence of parameter samples {φ(s)} can be iteratively generated from the full conditional

distributions of the parameters. In each iteration, based on the latest parameter sample

φ(s−1), a new sample φ(s) is acquired through the following steps:

1. For each pair (i, j), 1 ≤ i 6= j ≤ n, sample β(s)
i,j from p(βi,j|Θ(s−1),U(s−1),V(s−1));

2. For game g = 1, . . . , G and i = 1, . . . , n,

86



(a) sample Ug[i, ](s) from p(Ug[i, ]|Θ(s−1), β(s−1), V
(s−1)
g );

(b) sample Vg[i, ](s) from p(Vg[i, ]|Θ(s−1), β(s−1), U
(s−1)
g );

3. For each pair (i, j) and time point t in game g, set θ∗i,j,g(t) = Xi,j,g(t)
Tβ

(s)
i,j +(Ug[i, ]

(s))TVg[j, ]
(s)+

ε∗i,j,g(t), where ε∗i,j,g(t) is a standard normal error; set θ(s)
i,j,g(t) = θ

(s−1)
i,j,g (t) first, and then

replace it by θ∗i,j,g(t) with probability min

(
p(Yi,j,g(t)|θ∗i,j,g(t))

p(Yi,j,g(t)|θ(s−1)
i,j,g (t))

, 1

)
.

We choose the priors for βi,j, ui,g and vi,g to be non-informative and independent

multivariate normal distributions. This allows us to derive the full conditional distributions

for all the parameters. Details are provided in the Supplement.

4.3.3 Spatial Effect Estimation

Although treated as known covariates in parameter estimation, the normalized additive

spatial effect functions in (4.9), ξ̄i and ζ̄i,pos(j), are not readily available in the optical tracking

data and thus need to be estimated. We employ a different, simpler and more efficient

method than the Gaussian Markov random field approximation used by Cervone et al.

(2016). Beyond reducing computation time, this method also does not require a massive

volume of data to produce reasonable estimates of the additive spatial effect functions.

We first divide the half court S (47 feet by 50 feet) into 1 ft× 1 ft tiles and use thin plate

splines regression (Duchon, 1977) to estimate smooth 2-d functions based on empirical

counts on the tiles. For each player i, the estimation of ξ̄i is based on the total number of

times player i stood on each tile when he made a pass, and for each possible basketball

position of his teammate, pos(j) ∈ {forward (F), center (C), guard (G)}, the estimation of

ζ̄i,pos(j) is based on the total number of times any teammate playing position pos(j) stood

on each tile when he received the ball from the player i.

Take the spatial effect function ξ̄i for a certain player i for example. Suppose {nk}Kk=1

are the empirical counts of i’s passing location on tiles k = 1, . . . , K centered at {ck}Kk=1.
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(a) ξ̄i (make a pass). (b) ζ̄i,F (pass to F).

(c) ζ̄i,C (pass to C). (d) ζ̄i,C (pass to G).

Figure 4.2: Estimated spatial effects ξ̄ and ζ̄ for a player i (id code 601140). A redder/darker color
corresponds to a higher log-risk of making a pass. For example, this player most frequently passes
off the ball when he is outside the center of the three-point line, and he tends to pass the ball to a
center who is approaching the restricted area from either side.

Set ñk = nk∑K
k=1 nk

, and the function ξ̄i : S → R is obtained by minimizing

K∑
k=1

‖ñk − ξ̄i(ck)‖2 + λ

∫
S
‖∂

2ξ̄i(s)

∂s2
‖2
Fds, (4.11)

where ‖ · ‖F is the Frobenius norm of matrices, and the smoothness parameter λ is chosen

by generalized cross validation, as introduced by Green and Silverman (1993).

Figure 4.2 visualizes the estimated spatial effect functions for one player 601140, who

plays as a guard. There are distinct spatial patterns in his passing choices and preferences,
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where he tends to pass off the ball outside the center three-point line (subplot (a)), and his

forward teammate(s) is more likely to receive the ball from him when this teammate is at a

corner of the three-point line (subplot (b)).

4.4 Experiments

4.4.1 Synthetic Data

A synthetic dataset including records in 2 games involving 8 players in total is generated

from our model. Around 10,000 observations are generated in total. For each game, the first

90% of observations are used for model training, and the last 10% observations are held out

as the testing data. We evaluate the log-likelihoods of the training data and the held-out data

for each of these three models:

1. The full model with 2-dimensional multiplicative latent factors (labeled as “Latent”);

2. A subset model with only the time-varying covariates and spatial effectsXi,j,g(t) (labeled

as “Covariate”);

3. A further subset model with only the spatial effects (that is, without the time-varying

covariates Wi,j,g(t)) (labeled as “Spatial”).

Quality of sampling algorithm: The plots in Figure 4.3 validate the effectiveness of

the sampling scheme (in Section 4.3.2) in recovering the parameters. Plot (a) shows the

histogram of the posterior samples of βi,j,1, the baseline log-risk for player i to pass to j,

with i and j randomly selected. The posterior samples are approximately centered around

the true parameter value (denoted by the red vertical line). Plot (b) visualizes the squared

errors (measured by squared euclidean distances) between the samples of sender-specific

effect vector and receiver-specific effect vector between the respective true vector values for

a random player pair i, j in the first game. The squared errors fluctuate in the early iterations
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due to the random nature of the sampling algorithm, but drop down and stabilize at the end.

Model performance: Numerical results based on repeated experiments are presented in

Table 4.1. The full model can accommodate both spatial, temporal and multiplicative effects

and fits the synthetic data better than competitors. The good performance on the held-out

likelihood demonstrates that this is not an artifact of overfitting by a larger model.

Table 4.1: Log-likelihoods of the threes models in simulation experiments. The full model constantly
outperforms the subset models.

Model Training log-likelihood Held-out log-likelihood

Latent −10025.93± 189.31 −1219.80± 57.62
Covariates −10719.68± 120.26 −1314.00± 43.43
Spatial −14255.32± 92.88 −1689.61± 16.20

4.4.2 Real Data

Data Description

The real dataset is collected by SportsVu optical tracking systems from the home arena

of an NCAA Division I basketball program. This is the first time a SportsVu dataset for

college basketball has been made available for analysis. Previous NBA SportsVu datasets

have been released because every basketball stadium is mandated to retain a tracking

video camera. Features were created by taking snapshots of the game every 1/25th of

a second and recording each player’s location and action, the location of the ball, and

general identification information about the game, the teams, and the players2. All of

the observations were automatically translated and stored into data files by the SportsVu

software, originally as 3 different types of files:

2In the dataset, every player and every team is identified by a randomly assigned id, and every game is
identified by the date of the game.
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1. Boxscore: The overall player statistics (assists, points, rebounds) for each game. It is

used as a reference for evaluating player performance.

2. Play by Play: The event summary (dribble, foul, pass, etc.) for each observation in each

game. It is used to divide each game into basketball possessions and to extract passing

networks.

3. Sequence Optical: The locational summary of each player and of the ball for each game

at a 25Hz resolution. It is used to calculate relevant spatio-temporal covariates and map

the passing order for each possession.

The final dataset was created by merging the three datasets together by time, player id, and

game id. Each game was divided into possessions, which ended on made shots, missed shots,

and turnovers. Although the end of a play may not have ended after a non-turnover violation,

the locations of the ball and players were reset after these events. For this, non-turnover

possessions (i.e. kick ball violation) were also noted as the end of a possession. Possessions

that ended with fouls were removed from the dataset to reduce the number of transition

states in the model, similar to Cervone et al. (2016).

Model Fitting and Results

We fit the full model (with the dimension of the latent space R = 2) on the records for

all the games from the beginning of December 2014 to the end of January 2015. For

model validation, only 90% of the records in each game are used for model fitting, with

the rest 10% held-out to test model predicting capabilities. Same as in section 4.4.1, the

full model (“Latent“) is compared with two subset models (i.e. “Covariate“ and “Spatial“).

The log-likelihoods on training data and testing data in Table 4.2 indicate that the addition

of multiplicative latent factors yields better explanation of the passing patterns as well as

better out-of-sample prediction of passing occurrences in real-time basketball games.

Figure 4.4 visualizes the key results of our model: the sender-specific effects Ug and
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Table 4.2: Log-likelihoods of the full model and two subset models on training data and testing data.

Model Training log-likelihood Held-out log-likelihood
Latent −679.33± 114.51 −58.52± 11.20
Covariates −917.89± 220.41 −64.68± 12.59
Spaitial −904.76± 151.81 −67.54± 7.91

receiver-specific effects Vg for a game of interest g. Each player i’s sender-specific effect

vector ui,g corresponds to a 2-dimensional coordinate marked in red, and his receiver-

specific effect vector vi,g corresponds to a 2-dimensional coordinate marked in blue. For

player i and j, if ui,g and vj,g reside in the same quadrant, then i tends to pass to j more

frequently in game g. Here we present the sender- and receiver-specific effects for two

games, g1 and g2, where the home team lost the former (plot (a)) and won the latter (plot (b)).

Players’ passing behaviors are apparently different in a loss than in a win. We demonstrate

this by highlighting two players, 601140 and 842297: In a loss (plot (a)), 842297 passes

frequently to 601140, but hardly receives the ball back. On the other hand, in a win (plot

(b)), 601140 and 842297 pass to each other with almost the same frequency.

Looking at all the sender- and receiver- effects, we can see that in a game the team lost

(plot (a)), the latent effects are farther away from the origin than those in a game the team

won (plot (b)). This indicates that in a loss player passing behavior is extremely variable and

depends on who they are passing to, whereas in a victory the players are more measured in

terms of passing and receiving behavior. That is, our results provide a measurable indicator

of consistent ball movement between all the players and we see that this is associated with

positive game outcomes.

The differences in player behaviors between a win and a loss are more obvious when

we directly examine the inner product of the multiplicative latent effects, uTi,gvj,g, for each

player pair (i, j) in game g. According to (4.7) and (4.8), the higher the value of uTi,gvj,g

is, the more likely i passes to j in game g. In other words, the matrix UgV T
g is a player
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interaction intensity matrix in game g, after adjusting for the spatio-temporal factors3. We

visualize the matrix entries in a loss (plot (a)) and in a win (plot (b)) in Figure 4.5. If we

revisit the aforementioned example and take i = 601140 and j = 842297, we observe that

uTi,gvj,g is noticeably larger than uTj,gvi,g in the lost game (plot (a)), while the two quantities

are approximately equal in the win (plot (b)), which implies that the two players’ interactions

are somewhat one-sided in a loss but more balanced in a victory. Further, this new set of

plots allows us to evaluate the overall passing tendencies in a game and detect that they

are higher for the majority of player pairs in a successful game, which supports the idea

that more interactions and more active teamwork lead to better outcomes. Furthermore, we

can identify other passing anomalies in these plots: in a loss, player 842298 holds both the

highest and lowest passing intensities of all players, a distinction that no player holds in

the win–this type of preferential passing behavior can be extremely detrimental to game

outcomes as it might lead to under- and over-utilization of certain players.

4.5 Conclusion

We propose a novel social network metric of basketball game success based on latent factors

that capture higher-order patterns in players’ passing choices and preferences in basketball

games. Our method expands on both the state-of-the-art spatio-temporal stochastic process

model and latent factor models for binary relational links. Parameter inference is carried

out by a Markov chain Monte Carlo sampler, which is effective in estimating the parameters

of interest values, as suggested by experiments on synthetic data. Experiments on the

very first high-resolution optical tracking dataset in college basketball show that our model

outperforms current state-of-the-art models in both goodness-of-fit and out-of-sample

prediction, and that the learned latent sender-specific and receiver-specific effects offer

3Therefore, this matrix carries different (and deeper) information than a simple frequency table of passes
between players in a game (see Figure 4 in Supplement for reference).
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direct interpretation of the interactions among players on the same team and provide an

interpretable differentiation between wins and losses. While this model is applicable to

basketball and other team sports, it can also be translated into modeling longitudinal social

networks observations, such as email conversations, international trades, and regional

conflicts.

In the future we plan to model interactions between defenders and offenders as network

links and scale up the inference algorithm via sparse tensor techniques.
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Figure 4.3: Parameter recovery checking plots in simulation experiments.
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5

Extensions to Non-Markovian Processes: Marked

Multivariate Hawkes Processes

5.1 Introduction

In this chapter, we relax the Markovian assumption of stochastic processes and consider

non-Markovian processes where the risk of the next event at time t depends on the entire

history of the process up to time t,Ht. In other words, all past events have an impact on the

occurrence of future events. One famous example of such non-Markovian processes is the

Hawkes process (Hawkes, 1971a,b), with the following form of instantaneous risk function:

λ(t | Ht) = µ0(t) +
∑
tk<t

κ(tk, t)µk(t). (5.1)

Here µ0(t) is the baseline risk function, {tk} are the event times before time t, κ(s, t) is a

decreasing function in |t− s| that describes the influences of past events on future events

that decay as time goes by, and µk(t) is the addition to the total risk function induced by the

kth event.

The Hawkes process can be thought of as the combination of inhomogeneous Poisson

processes, and the occurrence of a new event adds a new Poisson process component to

the overall risk function. Moreover, any new event can be attributed to one of the risk

components in (5.1), and thus is the “offspring” of either the baseline risk or a past event
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(that introduced an additional risk component). Therefore, the construction of the Hawkes

process risk function implies a branching structure of all events, where a past event may

“excite” or be the “parent” of future events.

The non-Markovian property of Hawkes processes allows for more flexibility when

modeling complex mechanisms, such as earthquakes (Ogata, 1998), financial markets (Bacry

et al., 2015), crime rates and distributions (Mohler et al., 2011), and information diffusion

on social media (Farajtabar et al., 2018). Further, the branching structure and underlying

parental relationships of the events implied by the Hawkes process are convenient for

studying phenomena like secondary earthquakes, serial crimes, and re-posting or replying

on social media.

In this chapter, we develop a Hawkes process model to investigate the replying structure

of textual conversation threads among a group of individuals. Such settings are commonly

seen in online forums, social media chat groups, and daily conferences and debates. Every

individual may make an utterance with textual content, either as an original comment or as

a response to a previous utterance. We usually observe the time stamp and the text of each

utterance, but the replying structure of who is replying to whom is often latent. We wish to

uncover the structure of individual comments by modeling conversation threads through a

multivariate Hawkes process with textual marks, and then based on the replying structure

we can infer the social impact of individuals by identifying who are responsible for more

original comments that excite more responses.

The key challenge lies in parameter estimation of the (multivariate) Hawkes process

model where the parental relationships between events are unobserved. This is a problem

mainly due to the non-Markovian nature of the Hawkes process, where we need to back-

trace far into the past in search of the risk function component that excites an event of

interest. We handle this challenge by augmenting the observed data with latent variables for

all events that indicate their “parents”. Further, considering the high dimension of the latent
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variables (for n events we have n parent indicators), we employ techniques in variational

Bayesian inference (Fox and Roberts, 2012) to propose a tractable approximation for their

joint posterior distribution. Then we derive an EM algorithm to iteratively solve for the

MLEs of all model parameters.

The rest of this chapter is organized as follows. The background of multivariate Hawkess

processes is presented in Section 5.2, and the proposed model is described in Section 5.3.

Section 5.4 explains the parameter estimation procedure, followed by a discussion of the

application of the uncovered inter-event replying structure in Section 5.5. Finally, we

provide a brief conclusion in Section 5.6. The work in this chapter contributes to a larger

collaborative project that involves analysis of textual conversation data which will not be

included here. For details on the data application, please refer to Zhang et al. (2018).

5.2 Background

5.2.1 Marked Multivariate Hawkes Processes

An S-dimensional multivariate Hawkes process (MHP) (Hawkes, 1971a,b; Embrechts et al.,

2011) is a coupling of S counting processes N(t) =
[
N (s)(t)

]
s∈[S]

, each of which counts

up the number of events occurring on dimension s before time t. Here we denote the set

{1, . . . , n} for any positive integer n by [n] for convenience. Each “dimension” of the MHP

may an individual in the group conversation, or an information source on social media;

therefore, we are also referring to a “dimension” by a “source” in this section.

A realization of an MHP is a sequence of events e1, e2, . . ., where the i-th event ei =

(ti, si) consists of a timestamp ti and a dimension/source label si, indicating when and from

which source the event occurs. Given the history,Ht− = {ei : ti < t}, the set of events that

occur strictly before time t > 0, the conditional intensity λ(s)(t|Ht−) for the sth process of
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the MHP, for s ∈ [S], takes the form

λ(s)(t|Ht−) = µ(s)(t) +
∑
ti<t

λ
(s)
i (t), (5.2)

where µ(s)(·) and λ(s)
i (·) are the base intensity and the excited intensity of source s attributed

to the previous event ei, respectively.

An important extension of MHPs is marked MHPs, which introduce a mark xi to each

event ei. It is often assumed that the mark xi is drawn from a mark density P (·|ti, si,Hti−),

conditioned on timestamp ti and source si. As the notation suggests, in the most general

case the mark density may depend on both ti and si of the ith event, as well as all historical

events before ti, i.e. Hti−.

5.2.2 Branching Structure of the MHPs

An equivalent view of MHPs is the Poisson clustering processes (Rasmussen, 2011). A

Poisson clustering process starts with S inhomogeneous Poisson processes (IPPs), each

of which is associated with a base intensity µ(s)(t) and forms its own cluster. The IPPs

corresponding to the base intensities generate original events that are called “immigrants”.

Whenever an immigrant ei is generated, it adds to each cluster s a new IPP with intensity

λ
(s)
i (·), which further generates the so-called “offsprings”. Eventually, a realization of the

combined process comprises all the events, both immigrants and offsprings, from all the

clusters.

This Poisson clustering point of view introduces a latent branching structure, defined

by the parental relationships between events in the event sequence. Specifically, let the

vector zi = [zij]
i−1
j=0 ∈ {0, 1}

i be the parent indicator for event ei, such that zi0 = 1 if ei is

an immigrant generated by µ(si)(·), and zij = 1 if ei is an offspring generated λ(si)
j (·). We

note that the parent indicator is a one-hot vector, where one and only one entry takes the
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µ(1)(t)

µ(2)(t)

µ(3)(t)

Figure 5.1: The branching structure for a MHP. Immigrants and offsprings are pointed to by solid
and dashed arrows, respectively. Events sharing the same root source are marked by the same symbol
and color. For example, all red circles trace back to and thus share the same root source, source 3,
even though they reside on different sources.

value 1. Based on the superposition property of Poisson processes, the distribution of zi

conditioned on timestamp ti, source label si, and the historyHti− is

P (zi|ti, si,Hti−) =


µ(si)(ti)

λ(si)(ti|Hti−)
zi0 = 1,

λ
(si)
j (ti)

λ(si)(ti|Hti−)
zij = 1,

0 o.w.

(5.3)

An important property of the branching structure is that an MHP can be viewed as a

forest with S trees. This is because the “parent” of each event ei is either an earlier event

ej or the base intensity µ(s) (i.e. ei originates directly from source s). Therefore, given a

branching structure, each event can be traced back to its “root”, the source from which it

originates, as illustrated in Figure 5.1.

Given the nature of the branching structure, a more definitive form for the mark density

P (·|ti, si,Hti−) is often considered, in order to emphasize a direct dependency of the mark

of an event on its parent event (Rasmussen, 2011). Conditioned on the parent indicator zi,
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the mark xi of each event ei is assumed to be drawn from the following distribution

P (·|ti, si, zi,Hti−) =


f(·|ti, si) zi0 = 1,

f(·|ti, si, ej) zij = 1,

(5.4)

where f(·|ti, si) and f(·|ti, si, ej) are the probability densities of marks for immigrant and

offspring events, respectively.

Combining (5.3) and (5.4) and marginalizing out the parent indicator zi lead to

P (xi|ti, si,Hti−) =
µ(si)(ti)

λ(si)(ti|Hti−)
f(xi|ti, si)

+
∑
j<i

λ
(si)
j (ti)

λ(si)(ti|Hti−)
f(xi|ti, si, ej),

(5.5)

which implies that this mark density is in fact a mixture with weights proportional to the

different intensity components.

Unless stated otherwise, in the remaining sections we will focus on the marked MHP, of

which the conditional intensities and mark density are of the forms specified in (5.2) and

(5.5), respectively.

5.3 A Marked MHPs Model for Group Conversation

In this section, we propose a specific marked MHPs model for the generative process of

textual conversation threads.

Suppose there are S individuals participating in a conversation. We denote the ith

comment by ei = (ti, si,xi), indicating that it is made by individual si at time ti with textual

content xi. We represent the content xi as a bag-of-words vector for a vocabulary of V

tokens. Let n be the total number of comments observed in time window [0, T ], and define
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HT = {ei : i ∈ [n]}. Note that, in the rest of this chapter, depending on the context, the

words “event” and “comment”, and “source” and “individual” may be used interchangeably.

There are four components of the marked MHP model that we will define in detail in

this section: base intensity µ(s)(·), exciting intensity λ(s)
i (·), mark density for immigrants

f(·|ti, si), and mark density for offsprings f(·|ti, si, ei). Furthermore, we wish to charac-

terize two important traits of textual conversation threads: first, the temporal influence of

events is localized in that more recent events have a stronger impact on the current event

risk; and second, a comment in response to a previous utterance tends to inherit or borrow

the vocabulary from its parent.

We adopt the following factorized forms for µ(s)(·) and λ(s)
i (·):

µ(s)(t) = ρsµ̄
(s)(t), (5.6)

λ
(s)
i (t) = αs,siβ(xi)κ

(s)(ti, t). (5.7)

Here ρs and µ̄(s)(·) are the multiplier and shape function of the base intensity of source

s, respectively. The matrix A = [αss′ ]ss′ characterizes the strength of mutual excitation

between sources. The function β(·) quantifies the impact of different types of textual

content. And finally κ(s)(·, ·)’s are normalized decay kernels such that
∫∞
t
κ(s)(t, t′)dt′ = 1

for s ∈ [S] and t > 0. This decaying property of the kernel can describe the localized

temporal impact of past events on future ones.

Next, we specify the mark densities based on the multinomial distribution and its mixture.

Specifically, let Multi(m,θ) be the multinomial distribution parameterized by m and θ.

Conditioned on the text length Li for event ei, we consider the mark densities

f(·|ti, si) = Multi(Li,θ
(si)),

f(·|ti, si, ej) = Multi(Li, (1− γ)θ(si) + γx̃j),
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where γ ∈ (0, 1) is a scalar parameter, and x̃ = x/
∑

v∈[V ] xv is the normalized bag-of-

words vector for any x. Note that f(·|ti, si, ej) is equivalent to a word-level multinomial

mixture; that is, each token made by individual si is drawn i.i.d. from Multi(1,θ(si)) with

probability 1− γ and from Multi(1, x̃j) with probability γ. This word-level mixture design

is intended to capture the “vocabulary inheritance” property between a parent comment and

its offspring.

We provide a graphical representation of this marked MHP model in Figure 5.2. Further,

we provide a summary table of key notation and parameters used in this and later sections

in Table 5.1 for reference.

𝑗: 𝑡$ < 𝑡& 𝑠 = 1,⋯ ,𝑆

𝑠 = 1,⋯ ,𝑆

𝑗: 𝑡$ < 𝑡&

	𝑡$

		𝜆$
(0)	𝑠$

	𝑡&

	𝑠& 	z& 	𝛾	x&

	x$

		𝜌(0) 		𝜽(0)

𝐿&	A	𝜅 	d

Figure 5.2: The graphical model for the proposed marked MHP for textual conversation threads.

5.4 Parameter Estimation

The parameters for the model described in Section 5.3 include Θ = {ρ,A,θ, γ}. Given the

observed event sequenceHT , parameters are estimated through maximizing the marginal

log-likelihood

L(Θ) = logP (HT |Θ)
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= log
( ∑

z[n]∈Z([n])

P (HT , z[n]|Θ)
)
,

Here Z([n]) is the set of all possible configurations of the parent indicators of the given

event sequence.

The key challenge is the intractability of evaluating L(Θ), because the size of Z([n])

grows factorially with the number of events n, making it impossible to enumerate all

instances in Z([n]) and evaluating L(Θ) naively. To address this issue, we adopt the varia-

tional expectation-maximization (EM) method (Beal and Ghahramni, 2003), following prior

works (He et al., 2015; Yang et al., 2013; Hoffman et al., 2013). The main idea of variational

EM is to treat the parent indicators z[n] as latent variables to “augment”, approximate their

posterior distribution P (z[n]|HT ,Θ) with a proposed variational distribution Q, construct a

lower bound surrogate L̃ for L, and maximize L̃ over Θ and Q alternately.

The complete data likelihood for an event sequence HT and latent variables z[n] is

(Rasmussen, 2011)

P (HT ,z[n]|Θ) = exp

[
−
∫ T

0

∑
s

λ(s)(t|Ht−) dt

]

×
n∏
i=1

[
µ(si)(ti)f(xi|ti, si)

]zi0
×

n∏
i=1

∏
j<i

[
λ

(si)
j (ti)f(xi|ti, si, ej)

]zij
.

We adopt the mean-field variational approach and choose the proposed distribution Q to be

the fully factorized multinomial distribution,

Q(z[n]) =
n∏
i=1

Multi(zi|1,ηi), (5.8)

where ηi ∈ [0, 1]i is the parameter for the i-th multinomial. We then construct a lower-bound
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surrogate for L(Θ) using the evidence lower bound:

L(Θ) ≥EQ[logP (HT , z[n]|Θ)]

− EQ[logQ(z[n])] = L̃(Θ,η).

Since L̃(Θ,η) has a tractable, closed form (see Section 7.4 in the appendix), we are able to

estimate Θ by solving the following optimization problem:

max
Θ,η
L̃(Θ,η). (5.9)

We maximize (5.9) by block-coordinate ascent with the following updates for each parameter

block.

Update η Maximizing (5.9) with respect to ηi’s leads to the following closed-form

updates: for i ∈ [n] and j ∈ [i− 1],

ηi0 ∝ µ(si)(ti)f(xi|ti, si),

ηij ∝ λ
(si)
j (ti)f(xi|ti, si, ej).

Update ρ and A with Empirical Bayes When prior knowledge about unknown parame-

ters is available, reference priors are often adopted to improve model performance (Robbins,

1964). We adopt independent Gamma priors on ρ and A, i.e., ρs ∼ Gamma(a
(s)
ρ , bρ) and

αs,s′ ∼ Gamma(a
(s)
α , bα). Combining such priors and maximizing the likelihood surrogate

L̃(Θ,η) with respect to ρs and αs,s′ , we obtain the following updates (see Section 7.4in the

appendix for derivations):

ρs =
a

(s)
ρ − 1 +

∑n
i=1 δsi,sηi0

bρ +
∫ T

0
µ̄(s)(t) dt

,
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αs,s′ =
a

(s)
α − 1 +

∑n
i=1

∑
j<i δsi,sδsj ,s′ηij

bα +
∑n

i=1 δsi,s′β(xi)
∫ T
ti
κ(si)(ti, t) dt

.

Update θ and γ To obtain the updates for θ and γ, one needs to solve the following

sub-optimization problem:

max
θ,γ

S∑
s=1

n∑
i=1

V∑
v=1

δsi,sg
(s)
i,v (θ, γ),

s.t.
V∑
v=1

θ(s)
v = 1,∀s ∈ [S],

(5.10)

where
g

(s)
i,v (θ, γ) = ηi0xi,v log θ(s)

v

+
∑
j<i

ηijxi,v log
[
(1− γ)θ(s)

v + γx̃j,v
]
.

(5.11)

We only outline the optimization strategy for (5.10) here and include more details in

Section 7.4 of the appendix. Applying Jensen’s Inequality with a coefficient ξ(s)
j,v ∈ (0, 1) to

each logarithm term in the summation of (5.11) allows us to construct g̃(s)
i,v , a lower bound

for each g(s)
i,v . We then replace all g(s)

i,v ’s with their lower bounds in (5.10), and optimize the

new objective. One can show that the following choice of ξ(s)
j,v

ξ
(s)
j,v =

γ̂x̃j,v

(1− γ̂)θ̂
(s)
v + γ̂x̃j,v

,

where θ̂(s) and γ̂ is the current estimate of θ(s) and γ, respectively, yields the closed-form

updates

θ(s)
v ∝

∑
i

δsi,s

[
ηi0xi,v +

∑
j<i

ηij(1− ξ(s)
j,v )xj,v

]
,

γ =

∑n
i=1

∑
j<i

∑V
v=1 ηijxj,vξ

(si)
j,v∑n

i=1

∑
j<i

∑V
v=1 ηijxi,v

.
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Table 5.1: Table of notation and parameters.

Notation Description

S the number of dimension/sources
Ns(t) the counting process of the s-th dimension.
ei = (ti, si,xi) i-th event
t time
µ(·) base intensity
λ(·) intensity
zI branch structure
δ·,· Kronecker delta function
ri root source probability
r

(s)
i s-root probability
V vocabulary size
A influence matrix
γ word inheritance rate
θ(s) vocabulary parameter
a

(s)
ρ , bρ Bayesian prior parameter for base rate
a

(s)
α , bα Bayesian prior parameter for infectivity

5.5 Finding Topic Initiators via the Root Source Probability

In this section, we discuss an application of the marked MHP model for textual conversations.

As the parental relationships of events in the Hawkes process are directly analogous to

the replying structure of comments in a conversation, we can utilize the inferred model to

uncover the replying relationships between conversation utterances. If we back-trace the

parental links from a given comment e all the way up to the “root” event and its source

s, then we are effectively inferring the individual who initiates the topic that leads to the

comment e. We may call individual s the “topic initiator”, or the “root source”. Making

inference about the root source of comments can help us understand important contributors

of the conversation flow and identify influential individuals who inspire large volumes of

discussions.

We wish to not only identify a root source for a given comment but also quantify
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the uncertainty. This motivates us to define the “root source probability” to measure the

posterior probability of s being the root source of event ei given the event sequence of a

marked MHP.

Suppose that an event sequenceHT of n events is observed for a marked MHP in time

window [0, T ]. Let I ⊆ [n] be an index set over events in HT , and zI = [zi]i∈I be the

collection of parent indicators which collectively define the branching structure over all

events [ei]i∈I . Let Z([n]) be the space of all possible parent indicator configurations given

the event sequence HT . And then let Z(s)
i ([n]) ⊂ Z([n]) be the set of all parent indicator

configurations for which s is the root source of event ei.

We define the root source probability as follows.

Definition 5.5.1. Given an S-dimensional (marked) multivariate Hawkes process with event

sequenceHT of n events, the s-root probability of event ei is defined as

r
(s)
i =

∑
z[n]∈Z

(s)
i ([n])

P (z[n]|HT ), (5.12)

and ri = [r
(s)
i ]s∈[S] is called the “‘root source probability” of event ei.

This definition seems to indicate that the computation of root source probability is

intractable even for a single event, as it requires summing over all the posterior probabilities

of all branching structures in Z(s)
i ([n]), the size of which grows factorially with the number

of events n. However, it is actually feasible to carry out efficient computation for all events,

given certain independence properties of the marked MHPs:

LetHt = {ei : ti ≤ t} be the historical events up to1 timestamp t for any t > 0. Then,

1. All parent indicators [zi]i∈[n] are mutually independent conditioned onHT ;

1This notationHt can include events occurring at t, slightly different fromHt−.
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2. The parent indicators of the existing events z[i] and the future eventsHT\Hti are inde-

pendent conditioned onHti for any i ∈ [n].

Both properties can be easily verified from the generative procedure of the marked MHP

described in Section 5.2.2. They further imply that P (z[i]|Ht) = P (z[i]|Hti), for any i ∈ [n]

and t ≥ ti.

The following proposition shows that root source probabilities for all events inHT can

be computed recursively.

Proposition 5.5.1. Given an S-dimensional marked MHP with a sample HT of n events,

the root source probability ri for any i ∈ [n] satisfies

r
(s)
i ∝ δsi,sµ

(s)(ti)f(xi|ti, si) +
∑
j<i

r
(s)
j λ

(si)
j (ti)f(xi|ti, si, ej), (5.13)

where δx,y = I(x = y) is the Kronecker delta function.

Thus, the root source probabilities for all events in HT can be efficiently computed

via dynamic programming. The proof of this proposition is included in Section 7.4 of the

Appendix.

The above proposition implies that, given parameter estimates obtained in Section 5.4,

we can efficiently make inference about the root source of each comment, thus inferring

about topic initiators. Moreover, we can further define the sum of all root source probability

terms for each individual s as a metric called the “original poster index” (OPI):

OPIs =
∑
i∈[n]

r
(s)
i . (5.14)

Then the OPI is a metric that quantifies s’s total influence as a topic initiator in the entire

observed conversation, and it can also be used as a measure for individual s’s social impact

in this conversation group. In the collaborative work Zhang et al. (2018), we include two
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real data case studies that showcase the application of the root source probability.

5.6 Conclusion

In this chapter, we extend the stochastic processes considered in this dissertation to non-

Markovian processes. We propose a multivariate Hawkes process model with textual marks

for studying the replying structure of conversation threads. The branching structure of the

Hawkes process indicates a parental relationship between events, which is often unobserved

and brings challenges to inference. To resolve this issue, the parent indicators of events are

treated as latent variables, for which the posterior conditional distribution is approximated

by a variational inference approach, and then likelihood-based parameter estimation can

be conducted through an expectation-maximization algorithm. A new concept, the root

source probability, is introduced in order to quantify the influence of individuals on the

conversation flow and follow-up discussions, which can be efficiently computed using the

inferred replying structure.
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6

Conclusions

This dissertation develops novel model frameworks and inference approaches for stochastic

processes in social network settings. In Chapters 2 and 3 we discuss stochastic epidemic

models on a dynamic contact network, where the interaction between the epidemic and

network processes are modeled by a continuous time Markov chain. Such modeling choice

is motivated by the emergence of high-resolution contact-tracing data collected in epi-

demiological studies, but partial epidemic observations common in real data also present

major challenges to likelihood-based inference. Our solution is to perform data-augmented

inference, either in a fully Bayesian fashion or through optimization algorithms (such as

stochastic EM). Chapter 4 considers a novel application of stochastic processes to basketball

data. We introduce a metric predictive of basketball game outcomes based on player inter-

actions by combining a multi-resolution stochastic process model for basketball play and a

latent factor model for social networks. Inference is carried out by focusing on the partial

likelihood related to player passes and deriving an MCMC sampling scheme that alternately

samples the latent factors and the model parameters. In Chapter 5, we propose a model

for textual conversation threads based the Hawkes process, which relaxes the Markovian

assumption adopted in the first few chapters. The branching and clustering structure of

the Hawkes process makes it suitable for describing the replying structure of conversation

utterances but also makes inference based on the exact likelihood intractable. Therefore, we

adopt a variational inference approach to approximate the conditional distribution of the

latent variables and then apply optimization strategies (like the EM algorithm) for parameter
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estimation.

Overall, this dissertation motivates stochastic processes methods based on the needs

of real data that arise from the social dynamics of human interactions. The goal is to

conduct likelihood-based inference, but when presented with partial data, inference based

on the marginal likelihood of observed data may not be feasible. Therefore, approaches

that utilize data augmentation and/or latent variables have been developed to make use of

the complete data likelihood, which is much more accessible and easier to evaluate with

stochastic process models.

There are several directions of possible extensions based on the work in this dissertation.

Inference methods for large populations All the inference methods proposed in this

dissertation work well for small to moderate populations (on the order of hundreds), but not

necessarily for large ones (on the order of thousands or larger). The advantage of developing

a stochastic process model with a network is individual heterogeneity, but an individualized,

fine-grained approach is extremely costly when a large population is under consideration.

A potential direction to scale up computation is to introduce approximations derived by

taking the population size N → ∞; one example is the linear noise approximation (Elf

and Ehrenberg, 2003) that can be applied to stochastic epidemic models. However, this

approach largely depends on the deterministic limit of the stochastic process, which is

available for common compartmental models of infectious diseases (the well-mixed SIR

and SEIR models, mentioned in Chapters 2 and 3), but it may not exist or may be very hard

to obtain for more complex stochastic processes.

Models for events of different time scales Stochastic processes are great at modeling

events observed at uneven intervals, but are perhaps not so great at modeling multiple

types of events observed at different time scales or time resolutions. In the example of
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epidemic contact tracing, human contacts can be observed at the resolution of minutes, but

the detection of infection and recovery can only be done in days or even in weeks. In the

case of sports (basketball or soccer), passing between players occurs much more frequently

than turnover or making shots (or goals). And in the setting of a group conversation, an

active participant may have spoken up dozens of times before someone else utters their

first sentence. The discrepancy between the time scales or the resolutions of different types

of events can cause problems to inference, since from the viewpoint of the sub-process

that consists of the high-resolution types of events, the event times of other sub-processes

are only partially observed or “missing” as they are not recorded exactly. In Chapters

2 and 3, we fill the gaps between the daily or weekly epidemic observations and high-

resolution contact records by conditionally sampling exact infection and recovery times

for all individuals, but this approach can be computationally expensive, particularly when

we consider heterogeneous susceptibility and transmissibility levels. In Chapter 4, the

multi-resolution nature of a basketball game is accommodated by performing inference on

each partial likelihood of the complete likelihood function, which might be too big of a

compromise. Future work can be done to investigate appropriate inference methods that can

handle multi-resolution processes based on the exact likelihood but with high efficiency.

Combining Hawkes processes with epidemic models There have been some attempts

to model epidemics using Hawkes processes (Rizoiu et al., 2018) to relax the Markovian

assumption adopted by the vast majority of stochastic epidemic models in literature. The

extension of compartmental epidemic models to a Hawkes process is natural: each new

infection case adds a new Poisson process risk component to the overall risk function, and the

decay kernel function mimics the decaying infection force as an infected individual gradually

recovers. However, the advantage of “relaxing the Markovian assumption” may not be

worth the significantly increased difficulty of inference. A more desirable advantage of the
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Hawkes process is, perhaps, the capability to infer the transmission chain by utilizing the

branching structure (the parental relationship) of the events, and thus providing quantitative

tools for contagion back-tracing and identifying super-spreaders and individuals of high

risks. This is, of course, a considerably challenging task given the abundance of missingness

in real-life epidemic data, and that missing data can cause more severe problems to the

inference of Hawkes processes due to the non-Markovian nature. Developing inference

frameworks that can efficiently address missing data issues for Hawkes processes could

be the first step toward applying more flexible stochastic processes to studying infectious

diseases.
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7

Appendices

7.1 Appendix to Chapter 2

7.1.1 Complete Data Likelihood for SIS-type Contagions

Here we consider an SIS-type infectious disease to illustrate how our methodology can be

applied to similar model classes. The complete data likelihood can be derived following

the same steps in Section 2.3.2. Alternatively, one can slightly modify (2.14) to arrive at

the complete likelihood for an SIS-type contagion. Since an individual doesn’t acquire

immunity upon recovery, it is equivalent to setting H(t) ≡ S(t) at any time t. Thus the

complete data likelihood is

L(β, γ, α̃, ω̃|G0)

=γnRβnE−1αCSSSS αCSISI α
CII
II ω

DSS
SS ωDSISI ωDIIII

n∏
j=2

[
M̃(tj)

(
Ipj1(tj)

)Fj]
× exp

(
−
∫ Tmax

0

[
βSI(t) + γI(t) + α̃TMmax(t) + (ω̃ − α̃)TM(t)

]
dt

)
. (7.1)

7.1.2 Auxiliary Proofs and Derivations

Proof for Theorem 2.3.1 From (2.14), we can obtain the log-likelihood:

`(β, γ, α̃, ω̃|G0) = logL(β, γ, α̃, ω̃|G0)
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=
n∑
j=2

[
log M̃(tj) + Fj log

(
Ipj1(tj)

)]
+ nR log γ + (nE − 1) log β (7.2)

+ CHH logαSS + CHI logαSI + CII logαII +DHH logωSS +DHI logωSI +DII logωII

−
n∑
j=1

[
βSI(tj) + γI(tj) + α̃T (Mmax(tj)−M(tj)) + ω̃TM(tj)

]
(tj − tj−1).

Taking partial derivatives of the right hand side of (7.2) with respect to the parameters and

setting them to zero yield the results above.

7.1.3 Relaxing the Closed Population Assumption

Suppose the observed population is not fully closed, but is a subset of a larger yet unobserved

population. Then it is possible for an individual to get infected by an outsider. Let ξ be

the “external infection” rate, the rate for any susceptible individual to be infected by any

external infectious source, then the complete data likelihood is

L(β, ξ, γ, α̃, ω̃|G0) = p(epidemic events, network events|β, ξ, γ, α, ω,G0)

=γnRαCHHSS αCHISI αCIIII ω
DHH
SS ωDHISI ωDIIII

n∏
j=2

[
M̃(tj)

(
βIpj1(tj) + ξ

)Fj]
× exp

(
−
∫ Tmax

0

[
βSI(t) + ξS(t) + γI(t) + α̃TMmax(t) + (ω̃ − α̃)TM(t)

]
dt

)
.

(7.3)

MLEs for {γ, α̃, ω̃} remain unchanged, but estimating β and ξ is less straightforward.

Let `(β, ξ, γ, α̃, ω̃|G0) be the log-likelihood, then the partial derivatives of the log-likelihood

w.r.t. β and ξ are

∂`

∂β
=

n∑
j=2

FjIpj1(tj)

βIpj1(tj) + ξ
−

n∑
j=1

SI(tj)(tj − tj−1),
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∂`

∂ξ
=

n∑
j=2

Fj
βIpj1(tj) + ξ

−
n∑
j=1

S(tj)(tj − tj−1),

which do not directly lead to closed-form solutions.

Reparameterizing by ξ = κβ leads to the following partially derivatives

∂`

∂β
=
nE − 1

β
−

n∑
j=1

[SI(tj) + κS(tj)](tj − tj−1), (7.4)

∂`

∂κ
=

n∑
j=2

Fj
Ipj1(tj) + κ

− β
n∑
j=1

S(tj)(tj − tj−1), (7.5)

which are slightly more straightforward in form, and can be solved numerically to obtain

the MLEs.

If, somehow, we have information on which infection cases are caused by internal

sources and which are caused by external sources, then we can directly obtain the MLEs

and Bayesian posterior distributions for all the parameters. For an infection event ej (with

Fj = 1), let Intj = 1 if it is “internal” and let Intj = 0 otherwise. Then the complete data

likelihood can be re-written as

L(β, ξ, γ, α̃, ω̃|G0)

=β(nint
E−Int1)ξ(n

ext
E −1+Int1))γnRαCHHSS αCHISI αCIIII ω

DHH
SS ωDHISI ωDIIII

n∏
j=2

[
M̃(tj)Ipj1(tj)

Fj Intj
]

× exp

(
−
∫ Tmax

0

[
βSI(t) + ξS(t) + γI(t) + α̃TMmax(t) + (ω̃ − α̃)TM(t)

]
dt

)
,

(7.6)

where nint
E and next

E are the total numbers of internal and external infection events, respec-

tively.
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Estimation for all parameters remains unchanged except for β and ξ. Their MLEs are

β̂ =
nint
E − Int1∑n

j=1 SI(tj)(tj − tj−1)
, ξ̂ =

next
E − 1 + Int1∑n

j=1 S(tj)(tj − tj−1)
, (7.7)

and with Gamma priors β ∼ Ga(aβ, bβ) and ξ ∼ Ga(aξ, bξ), their posterior distributions

are

β|{ej} ∼ Ga

(
aβ + (nint

E − Int1), bβ +
n∑
j=1

SI(tj)(tj − tj−1)

)
, (7.8)

ξ|{ej} ∼ Ga

(
aξ + (next

E − 1 + Int1), bξ +
n∑
j=1

S(tj)(tj − tj−1)

)
. (7.9)

When there is missingness in recovery times, the Bayesian inference procedure described

in Section 2.4 can still be carried out, with two slight modifications. First, in the data

augmentation step, when drawing missing recovery times in an interval (u, v], the DARCI

algorithm ( Prop. 2.4.2) inspects Ip only for each p ∈ P int, where P int is the group of

individuals who get internally infected during (u, v]. Second, in each iteration, parameter

values are drawn from the posterior distributions specified in (2.15) except for β and ξ, for

which the posteriors are stated in (7.8) and (7.9), respectively.

7.1.4 Flexible Network Dynamics under the Generative Model

As stated in the main text, the proposed generative model can accommodate arbitrary initial

network structures. Moreover, due to the coupled nature of the epidemic process and the

network process, different choices of parameters can lead to a wide variety of network

behaviors.

Here we demonstrate via simulations that, even if the initial network follows a simple,

idealized model, it can still evolve and adapt to exhibit characteristics that are no longer
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simple and idealistic throughout the process.

Setting the population size to N = 500, we assume two different models for the initial

network: 1) a random Erdős–Rényi graph (“ER”), and 2) a random scale-free network

(sampled using the Barabasi-Albert model (“BA”) (Barabási and Albert, 1999)). The “ER”

model leads to a degree distribution close to Poisson, whereas the “BA” model leads to

power-law degree distribution.

Using the following parameter settings (same as those in most of our simulations),

β = 0.03, γ = 0.12;

α̃T = (αSS, αSI , αII) = (0.005, 0.001, 0.005),

ω̃T = (ωSS, ωSI , ωII) = (0.05, 0.1, 0.05).

we adopt a dynamic that 1) discourages new S−I connections and thus effectively “isolates”

super-spreaders probabilistically, and 2) mostly sustains the usual contact activities between

S − S, R − R and I − I pairs. This, during the process, can lead to a bi-modal degree

distribution that obviously deviates from the initial degree distribution.

Below in Figure 7.1, we include the empirical degree distributions at the start and the

end of a typical simulation, with a random Erdős–Rényi graph as the initial network. Here

the red curve represents the actual degree distribution in the simulated population, and (in

contrast) the lightblue curve represents the density of a degree sequence sampled from a

Poisson with the same mean degree.

For comparison, in Figure 7.2 we include similar plots with the initial network as a

scale-free network (sampled using the Barabasi-Albert model). Note that the initial network

setting here is similar to that used in Volz and Meyers (2007), but our dynamic network

model is fundamentally different from (and more flexible) than the neighbor-exchange

framework proposed in that work.
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We can observe that, once the network dynamics kicks in, the initial network structure

doesn’t matter that much, as changes in the network links are driven jointly by the parameters

and the epidemic dynamics in time.
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Figure 7.1: Actual empirical degree distribution in simulation (red) versus empirical degree distri-
bution drawn from Poisson (blue/green). Here the initial network is a random Erdős–Rényi graph.
Left: beginning of process; right: end of process.
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Figure 7.2: Actual empirical degree distribution in simulation (red) versus empirical degree distri-
bution drawn from Poisson (blue/green). Here the initial network is a random scale-free network
(sampled using the Barabasi-Albert model (Barabási and Albert, 1999)). Left: beginning of process;
right: end of process.

7.1.5 More Results on Simulation Experiments

Supplement for “inference from complete event data” Figure 7.3 and 7.4 complement

Figure 2.2 and 2.3 in the main text, showing inference results for all the parameters in the

corresponding experiments.
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Experiments on larger networks Figure 7.5 shows MLEs and 95% confidence bands

for parameters with complete data generated on a network with N = 500 individuals. Other

experimental settings are the same as those in Section 2.5.1. With a larger population, there

tends to be more events available for inference, so the accuracy is in fact improved.

Experiments on different initial network configurations Still set population size N =

100, but instead of a random Erdős–Rényi graph as G0, the initial network is a “hubnet”: one

individual (the “hub”) is connected to everyone else in the population while the others form

an ER(N − 1, p) random graph, with edge probability p = 0.1. Figure 7.6 summarizes

results of Bayesian inference carried out on complete event data generated in this setting.

Supplement for “Assessing model flexibility” Estimate parameters Θ of the full model

on datasets generated from 1) the decoupled temporal network epidemic process with

type-independent edge rates, and 2) the static network epidemic process where the network

remains unchanged. For both simpler models, fix β = 0.03 and γ = 0.12, and for the

former model, let link activation rate α = 0.005 and termination rate ω = 0.05. Still, set

population size N = 100 and let the initial network be a random Erdős–Rényi graph with

edge probability p = 0.1.

We present, in Figure 7.7, the results of Bayesian inference on datasets generated from

the decoupled process model. Across four different realizations, it can be observed that, the

posterior samples of link activation rates (αSS, αSI , αII) concentrate around the same mean,

and uncertainty is reduced with more events available for inference. Same can be said about

the link termination rates, ωSS, ωSI , ωII . This verifies that the proposed model is indeed a

generalization of the aforementioned two simpler processes, and the inference method is

able to recover the truth under mild model misspecification.
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Figure 7.3: MLEs versus number of events used for inference. Dashed gray lines show the lower
and upper bounds for 95% frequentist confidence intervals, and red lines mark the true parameter
values.

124



0.00

0.02

0.04

0.06

0 1000 2000

# total events

va
lu

e
repetition

1

2

3

4

beta

0.0

0.1

0.2

0.3

0.4

0 1000 2000

# total events

va
lu

e

gamma

0.004

0.005

0.006

0.007

0 1000 2000

# total events

va
lu

e

alpha.SS

0.0000

0.0025

0.0050

0.0075

0.0100

0.0125

0 1000 2000

# total events

va
lu

e

alpha.SI

0.000

0.005

0.010

0.015

0 1000 2000

# total events

va
lu

e

alpha.II

0.03

0.04

0.05

0.06

0.07

0 1000 2000

# total events

va
lu

e

omega.SS

0.00

0.05

0.10

0.15

0.20

0 1000 2000

# total events

va
lu

e

omega.SI

0.00

0.05

0.10

0.15

0.20

0 1000 2000

# total events

va
lu

e

omega.II

Figure 7.4: Posterior sample means v.s. number of total events used for inference. True parameter
values are marked by bold dark horizontal lines, along with 95% credible bands. Results are
presented for 4 different complete datasets.
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Figure 7.5: MLEs versus number of total events, on a larger population with N = 500. Dashed
gray lines show the lower and upper bounds for 95% confidence intervals, and red lines mark the
true parameter values. With a larger population size, there tends to be more events, which in fact
facilitates estimation.
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Figure 7.6: Posterior sample means v.s. number of total events, with G0 as a N = 100-node
“hubnet”. True parameter values are marked by bold dark horizontal lines, along with 95% credible
bands. Results are presented for 4 different complete datasets.
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Figure 7.7: Posterior sample means versus number of total events, estimated using datasets generated
by the decoupled process model. True parameter values are marked by bold dark horizontal lines,
along with 95% credible bands. Results are presented for 4 different complete datasets.

Scalability of DARCI and the data-augmented inference scheme In the main text,

most simulations are conducted on a population of size N = 100, in order to mimic the

population size of the real data, but experiments have been carried out on larger networks

128



(for example, with N = 200 and N = 500). Here we include some inference results for

N = 500 (see Figure 7.8).

Figure 7.8: Inference performance with population size N = 500. Here we show histograms of
posterior samples for parameter β (infection rate, left panel) and γ (recovery rate, right panel);
ground truth is represented by red vertical lines. The proposed inference scheme can certainly handle
a relatively large population with a lot of events, and can recover parameter values accurately.

It seems that the inference scheme is effective in recovering parameters and is capable

of handling a large population and many events. Our finding is that computing time scales

linearly with the total number of events observed. Figure 7.9 shows the computing time

on a single processor for each iteration with population size N = 500, using a naive

implementation in R. Since DARCI is parallelizable across time intervals, a more efficient

implementation can further reduce computing time, and the algorithm bottleneck will

be the maximum number of recovery events that occur in a time interval; moreover, the

computation in one iteration only involves vector operations and random number sampling,

which can be significantly sped up in other programming languages if necessary.
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Figure 7.9: Run time per iteration (in seconds) on one processor versus number of observed events
in simulations, for population size N = 500. Computing time scales linearly with the number of
events, and the algorithm can handle data at least at the scale of 104 events.

7.1.6 Real Data Experiments

Data Pre-processing

All infection events and weekly health statuses of all N = 103 individuals are extracted

from the weekly surveys. In every survey, study participants were asked if they ever felt ill at

all in the past week, if they ever experienced certain symptoms, and, if there were symptoms,

when the approximate illness onset time was. We take an “infection” as a positive ILI

(influenza-like illness) case, which, following the protocol in Aiello et al. (2016), is defined

as a cough plus at least one of the following symptoms: fever or feverishness, chills, or body

aches. We further examine each ILI case and only accept one as a positive infection if the

individual also indicated that they “felt ill” in the past week, thus eliminating a small number

of reoccurring ILI cases for the same participants 1. Moreover, since an individual may start

1One particular individual had positive ILI cases and felt ill in week 2, 3, and 5, but not in week 4. We
therefore treat his/her illness as an extended one, starting in week 2 and lasting till week 5.
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exhibiting symptoms at most 3 days after getting infected and becoming infectious, for each

infection event, we set the “real” infection time as the reported onset time minus a random

“delay time” uniformly sampled between 0 and 3 days.

Social link activation and termination events are obtained from the iEpi Bluetooth

contact records. Each time two study devices were paired, the iEpi application recorded

the unique identifiers of the devices, a timestamp, and a received signal strength indicator

(RSSI). Since Bluetooth detection can be activated whenever two devices are within a few

meters of each other while the two users may not actually be in contact, we only keep those

Bluetooth records with relatively strong signals (high values of RSSIs) 2. If two consecutive

Bluetooth records for one pair of devices are no more than 7.5 minutes apart in time 3, then

the two records are considered to belong to one single continuous contact; a social link

between two individuals is activated at the time of the first Bluetooth detection record in

a series of consecutive records that belong to a single contact, and the link is terminated

at a random time point between 1 and 6 minutes after the last Bluetooth detection of a

continuous contact.

The resulting processed data contain 24 infection events in total, with 14 before the

spring break week and 10 after, as well as 45,760 social link activation and termination

events. The weekly disease status (healthy or ill) of every participant can be acquired from

the weekly surveys, so we know, for example, if an individual recovered sometime after day

7 and before day 14, but the exact times of all recoveries are unknown.

2The RSSIs range from -109 to 6, and we set the threshold as -90, so only those records with RSSIs larger
than -90 are kept.

3We choose 7.5 minutes as a threshold instead of 5 minutes to accommodate potential lapses in Bluetooth
detection.
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Maximum Likelihood Estimation

Instead of assuming the knowledge of which infection cases are internal and which are

external, we directly estimate all the parameters based on the likelihood function in (7.3),

solving (7.4) and (7.5) for the MLEs of β and ξ.

However, the real data are incomplete, with the exact times of all the recoveries unob-

served. We resolve this issue using a naive imputation method—for each recovery, an event

time is randomly sampled from a uniform distribution between the time of infection and

the earliest time point the individual no longer felt ill (in response to the weekly surveys).

Such imputation, of course, is subject to a considerable level of uncertainty, so we randomly

generate 10 differently imputed datasets , obtain the MLEs from every dataset, and then

report the averages over the 10 runs (see Table 7.1).

We can see that the MLEs acquired in this manner generally agree with the Bayesian

estimates in Section 2.6.2.

Table 7.1: MLEs for model parameters using imputed data with all recovery times randomly sampled.
The table presents average estimates as well as the standard deviations of estimates over 10 different,
randomly imputed datasets. Results generally agree with those acquired using the proposed Bayesian
data augmentation inference method.

Parameter Avg. estimate Std. deviation
β (internal infection) 0.0676 0.0092
ξ (external infection) 0.00320 1.11× 10−6

γ (recovery) 0.236 0.012
αSS (S-S link activation) 0.0530 0.0001
ωSS (S-S link termination) 42.15 0.105
αSI (S-I link activation) 0.0704 0.0028
ωSI (S-I link termination) 52.21 3.83

132



7.2 Appendix to Chapter 3

7.2.1 Additional details of the model framework

As a supplement to the model framework introduced in Section 3.2, we may consider

individual-level covariates in the change rates of links in the contact network. Specifically,

given the status of the process at time t, Zt, if i and j are not in contact, then they initiate

contact with rate αijt, where

logαijt =
[
αAitAjt01(t ∈ T0) + αAitAjt11(t ∈ T1)

]
+ xTi bα + xTj bα, (7.10)

where αABk represents the baseline link activation rate for link type A−B in phase Tk, and

bα are the coefficients that describe the additional effects of individual characteristics on the

pairwise link activation rate. Similarly, we can introduce the same regression structure to

link termination rate ωijt,

logωijt =
[
ωAitAjt01(t ∈ T0) + ωAitAjt11(t ∈ T1)

]
+ xTi bω + xTj bω, (7.11)

where bω are the coefficients that describe the effects of individual characteristics on the

pairwise link termination rate.

With these additional terms added to the link change rates, the complete data inference

procedure described in 3.3.1 has to be updated. First of all, the complete data likelihood

now becomes

L(Θ; complete data)

=βnEγnRϕnIpnIss (1− ps)nIa
∏

i:i got exposed

eb
T
Sxi
[
Iai (t

(E)
i ) + Isi (t

(E)
i )eη

]
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×
∏
k=0,1

∏
(A,B)∈S

[
(αABk)

CABk (ωABk)
DABk

] N∏
i=1

eN
c
i x
T
i bαeN

d
i x

T
i bω

× exp

(
−
∫ T

0

[
β

N∑
i=1

eb
T
Sxi [Iai (t) + Isi (t)e

η]1(i is susceptible at t) + γ(Ia(t) + Is(t)) + ϕE(t)

]
dt

)
(7.12)

× exp

(
−
∫ T

0

∑
i,j=1:N,i<j

[
αAitAjtke

xTi bα+xTj bα(1− 1i−j(t)) + ωAitAjtke
xTi bω+xTj bω1i−j(t)

]
dt

)
.

Here N c
i and N c

j denote the total number of link activation and termination events that i has

been involved in, respectively. Moreover, 1i−j(t) is an indicator of whether or not i and j

are connected at time t.

Then we can see that all the inference steps related to the epidemic parameters shall

remain unchanged, but we need modified steps to estimate α, bα, ω, and bω. Take partial

derivatives of the log-likelihood w.r.t. to these parameters and set them to zero,

∂`

∂αABk
=
CABk
αABk

−
∑
i<j

d
(ij)
ABke

(xi+xj)
T bα (for k = 0, 1, (A,B) ∈ S), (7.13)

∂`

∂ωABk
=
DABk

ωABk
−
∑
i<j

c
(ij)
ABke

(xi+xj)
T bω (for k = 0, 1, (A,B) ∈ S), (7.14)

∂`

∂bα
=

N∑
i=1

N c
i xi −

∑
k=0,1

∑
(A,B)∈S

αABk
∑
i<j

[
d

(ij)
ABke

(xi+xj)
T bα(xi + xj)

]
, (7.15)

∂`

∂bω
=

N∑
i=1

Nd
i xi −

∑
k=0,1

∑
(A,B)∈S

ωABk
∑
i<j

[
c

(ij)
ABke

(xi+xj)
T bω(xi + xj)

]
, (7.16)

where d(ij)
ABk is the total time i and j spend as a disconnected A-B type pair during Tk, and

c
(ij)
ABk is the total time i and j spend as a connected A-B type pair during Tk.

Then we can employ the following iterative procedure to solve for α and bα: repeat until

convergence or maximum number of iterations is reached:
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• update αABk (for (A,B) ∈ S = {(H,H), (H, I), (I, I)} and k = 0, 1) with

α̂ABk =
CABk∑

i<j d
(ij)
ABke

(xi+xj)T bα
; (7.17)

• update bα by solving

0 =
N∑
i=1

N c
i xi −

∑
k=0,1

∑
(A,B)∈S

αABk
∑
i<j

[
d

(ij)
ABke

(xi+xj)
T bα(xi + xj)

]
(7.18)

=
N∑
i<j

N c
ijxij −

∑
i<j

∑
k=0,1

∑
(A,B)∈S

αABkd
(ij)
ABk

 ex
T
ijbαxij, (7.19)

where N c
ij is the total counts of link activation between i and j and xij = xi + xj , and

then this is equivalent to solving for the linear coefficients of a Poisson regression model

with individual offset log
(∑

k=0,1

∑
(A,B)∈S αABkd

(ij)
ABk

)
.

Estimation for ω and bω can be conducted in almost exactly the same manner as in the

steps above for α and bα, so we will omit the details here.

7.2.2 Details of complete data inference

Here we provide details on the numerical iterative procedure for solving the MLEs of

paramters β, η and bS by setting the partial derivatives in equations (3.8)-(3.10) to zero.

Since it is equivalent to operate with eη instead of η, we directly estimate eη in this procedure.

Let

Fi(e
η) =

∫ T

0

(Iai (t) + Isi (t)e
η)1(i susceptible at t)dt

be the total amount of “pathogen exposure” for person i, which is a function of eη. We run

the following steps until convergence or the maximum number of iterations is reached:
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• update β with

β̂ =
nE∑N

i=1 e
xTi bSFi(eη)

;

• update bS by solving

0 =
∑

i:i got infected

xi − β
N∑
i=1

ex
T
i bSFi(e

η)xi

=
N∑
i=1

yixi −
N∑
i=1

ex
T
i bS+log β+logFi(e

η)xi, (7.20)

where in yi = 1(i ever got exposed), and solving for the objective function (7.20) is

equivalent to solving for the linear coefficients of a Poisson regression model with

individual offset log β + logFi(e
η);

• update eη by numerically solving 4

0 =
∑

i:i got exposed

Isi (t
(E)
i )

Iai (t
(E)
i ) + Isi (t

(E)
i )eη

− β
N∑
i=1

ex
T
i bS

∫ t
(E)
i

0

Isi (t)dt. (7.21)

7.2.3 Derivations of the rejection sampler for missing exposure times

Given that the risk λi(t) is a step function, the normalizing constant Ci(timin, t
i
max) in

Equation (3.17) can be explicitly evaluated as (note that λi(t) ≡ λj on each interval

Aj = (tj−1, tj))

Ci(t
i
min, t

i
max) = ϕ exp(−ϕt(I)i )

ni∑
j=1

λj exp

(
−
∑
k<j

len(Ak)λk + λjtj−1

)
(tj − tj−1)1(ϕ=λj)

×
(
e(ϕ−λj)tj − e(ϕ−λj)tj−1

ϕ− λj

)1(ϕ 6=λj)

. (7.22)

If we don’t have prior knowledge about the latency period, we should perhaps search

4Any built-in solver offered by computational softwares (e.g, “optim” function in R) should work.
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for possible exposure time between 0 and the manifestation time. That is, we can adopt the

natural choice of Li = [0, t
(I)
i ], and then the density (3.17) is simplified into

pi(t | t(I)i , β, δi, η, ϕ, network events)

=
λi(t) exp

(
−
∫ t

0
λi(u)du

)
× ϕ exp(−ϕ(t

(I)
i − t))1(0 < t < t

(I)
i )

Ci(0, t
(I)
i )

. (7.23)

Let

qi(t) =
λi(t) exp

(
−
∫ t

0
λi(u)du

)
1(0 < t < t

(I)
i )

1− exp

(
−
∫ t(I)i

0
λi(u)du

) (7.24)

be the density function of a truncated inhomogeneous Exponential distribution with rate

function λi(t), and then we would have

pi(t)

qi(t)
=

[
1− exp

(
−
∫ t(I)i

0
λi(u)du

)]
× ϕ exp(−ϕ(t

(I)
i − t))

Ci(0, t
(I)
i )

≤

[
1− exp

(
−
∫ t(I)i

0
λi(u)du

)]
× ϕ exp(−ϕ(t

(I)
i − t

(I)
i ))

Ci(0, t
(I)
i )

=
exp

(
ϕt

(I)
i

) ∫ t(I)i
0

λi(t) exp
(
−
∫ t

0
λi(u)du

)
dt∫ t(I)i

0
exp (ϕt)λi(t) exp

(
−
∫ t

0
λi(u)du

)
dt

=: M,

and it’s straightforward to see that M > 1.

This suggests that we can sample exposure time t(E)
i from pi(t) via rejection sampling

with proposal density qi(t), as described in Section 3.4.1.
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7.2.4 More details of the real data analysis

Complete data inference with external infection cases

In Figure 7.10, we provide a diagram of the epidemic model with external onsets. Here

external onset is the transition between S and I , with the E status subsumed.

𝑆

𝐼!
𝐸 𝑅

𝐼"

𝛽!"
𝜑𝑝#

𝜑(1 − 𝑝#)

𝜉𝑝#

𝜉(1 − 𝑝#)

𝛾

𝛾

Figure 7.10: Diagram of the epidemic model with external onset transitions.

For convenience, when working with the real data, we assume that we have knowledge

of which cases are internal infection cases and which are external ones. 5 Denote the former

set of cases by I(int) and the latter by I(ext).

Now the set of parameters are extended to Θ̃ = {β, ϕ, γ, η, bS, ξ, bE,α,ω}, and the

complete data likelihood (3.7) should be modified into

L̃(Θ̃; complete data)

=βnEγnRϕn
(int)
I pnIss (1− ps)nIa

∏
i:i∈I(int)

eb
T
Sxi
[
Iai (t

(E)
i ) + Isi (t

(E)
i )eη

]
× ξn

(ext)
I

∏
i:i∈I(ext)

eb
T
Exi

×
∏
k=0,1

∏
(A,B)∈S

[
(αABk)

CABk (ωABk)
DABk

]
5Details on how we identify internal and external cases are discussed in Section 3.6.2.
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× exp

(
−
∫ T

0

[
β

N∑
i=1

eb
T
Sxi [Iai (t) + Isi (t)e

η]1(i is susceptible at t) + γ(Ia(t) + Is(t)) + ϕE(t)

]
dt

)
(7.25)

× exp

(
−ξ

N∑
i=1

t
(I)
i eb

T
Exi

)
exp

−∫ T

0

∑
k=0,1

∑
(A,B)∈S

[
αABkM

d
AB(t) + ωABkM

c
AB(t)

]
1(t ∈ Tk)dt

 .

In addition to the notation explained in Section 3.2, here n(int)
I , n

(ext)
I denote the total

number of infection (manifestation) cases due to internal and external sources, respectively.

Again, similar to previous definitions, for convenience, if an individual i never got infected,

then we set t(E)
i = t

(I)
i = t

(R)
i = T .

Examining the above expression, it is obvious that estimation of all previously existing

parameters are not really impacted, except that all formulas related to β, bS, η and ϕ should

be restricted to internal infection cases instead of all infection cases. Therefore, equations

(3.12) - (3.15) shall remain completely unchanged, and the rest of the partial derivatives

should be modified slightly, on top of adding two more for ξ and bE:

∂`

∂β
=
nE
β
−

N∑
i=1

ex
T
i bS

[∫ t
(E)
i

0

(Iai (t) + Isi (t)e
η)dt

]
, (7.26)

∂`

∂bS
=

∑
i:i∈I(int)

xi − β
N∑
i=1

ex
T
i bS

[∫ t
(E)
i

0

(Iai (t) + Isi (t)e
η)dt

]
xi, (7.27)

∂`

∂eη
=

∑
i:i∈I(int)

Isi (t
(E)
i )

Iai (t
(E)
i ) + Isi (t

(E)
i )eη

− β
N∑
i=1

ex
T
i bS

∫ t
(E)
i

0

Isi (t)dt, (7.28)

∂`

∂ϕ
=
n

(int)
I

ϕ
−
∫ T

0

E(t)dt, (7.29)

∂`

∂ξ
=
n

(ext)
I

ξ
−

N∑
i=1

t
(I)
i eb

T
Exi , (7.30)

∂`

∂bE
=

∑
i:i∈I(ext)

xi − ξ

[
N∑
i=1

t
(I)
i eb

T
Exi

]
xi. (7.31)
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Same as described in Section 3.3.1, solving for MLEs requires setting all partial derivatives

to zero, which leads to an updated inference method that includes all steps in Section 3.3.1,

with an additional iterative procedure that runs until convergence or the maximum number

of iterations is reached:

• update ξ with

ξ̂ =
n

(ext)
I∑N

i=1 t
(I)
i eb

T
Exi

; (7.32)

• update bE by solving

0 =
∑

i:i∈I(ext)

xi − ξ

[
N∑
i=1

t
(I)
i eb

T
Exi

]
xi

=
N∑
i=1

zixi −
N∑
i=1

ex
T
i bE+log ξ+log t

(I)
i xi, (7.33)

where zi = 1(i ∈ I(ext)), and (very similar to our treatment to bS in (7.20)) this is

equivalent to solving for the linear coefficients of a Poisson regression model with

individual offset log ξ + log t
(I)
i .

Therefore, with this updated inference procedure for maximum likelihood estimation

from complete data, we can run the inference algorithm stated in Section 3.4 on the real data,

where epidemic observations are incomplete. Note that the addition of the external infection

sources doesn’t affect conditional sampling of the missing exposure times or recovery times,

so Step 1 and Step 2 of the inference scheme remains unchanged, while only Step 3 is

modified to the procedure discussed above.

Survey questions used to derive individual characteristic “change behavior”

The next section asks questions about a possible outbreak of pandemic flu in the US-a new

type of flu that spreads rapidly among humans and causes severe illness. Imagine that a

140



lot of people were getting very sick from the flu and the flu was spreading rapidly from

person to person when you answer the following questions. During an outbreak, would you

voluntarily make the following changes to your life? (Select Yes (1) or No (0). )

1. Cancel plans with friends, other students, or family members;

2. Avoid busy public places-e.g., shopping areas, movie theaters, restaurants;

3. Cancel inter-state or international travel plans;

4. Stock up on food and/or other necessities;

5. Avoid public transportation, including University buses;

6. Stay in your residence hall room if you were feeling sick;

7. Stay in your residence hall room to avoid contact with sick people;

8. Reduce contact with people outside of your residence;

9. Wear a face mask when out in public;

10. Be absent from class;

11. Be absent from work;

12. Assist sick neighbors or friends by bringing them food or supplies;

13. Limit shopping to living essentials, e.g. food, medicine.

Survey questions used to derive individual characteristic “prevention”

Do you believe that the following practices reduce your risk of catching flu? (Score from 1

to 5; 1 = strongly disgree, 5 =strongly agree.)

1. Reducing the number of people you meet over a day;

2. Avoiding public transportation, including university buses;

3. Cleaning or disinfecting things you might touch;

4. Washing your hands regularly with soap and water;

5. Wearing a face mask when out in public;

6. Avoiding hospitals or doctors’ offices.
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7.3 Appendix to Chapter 4

7.3.1 Derivation for the Inference Algorithm

Here we lay out the details of the full conditional distributions used in step 1 and step 2 in

the sampling algorithm in Section 4.3.2.

Since not all the players are on the court all the time in a basketball game, parameters

relevant to a player are inferred using only the observations at the moments when he was

playing.

Full Conditionals for the Covariate Coefficients (Step 1)

For each player pair (i, j), let θi,j be the vector of all log-risks player i passing to j across all

the games in the data. For each entry θi,j,g(t) in the vector (suppose that the corresponding

game is g), let

θ̃i,j,g(t) = θi,j,g(t)− uTi,gvj,g, (7.34)

and we have

θ̃i,j,g(t) = Xi,j,g(t)
Tβi,j + εi,j,g(t). (7.35)

Re-writing the above in matrix form (by stacking together all the entries across all the

games), we get

θ̃i,j = XT
i,jβi,j + εi,j. (7.36)

Then under the Gaussian model for independent errors εi,j,g(t) and a normal prior for βi,j ,

εi,j,g(t) ∼ N(0, 1),

βi,j ∼ N(bi,j, τ
2I7),

(7.37)
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p(βi,j|Θ,U,V) is a multivariate normal distribution,

βi,j|Θ,U,V ∼ N(mi,j,Mi,j), (7.38)

where
Mi,j = (I7/τ

2 + XT
i,jXi,j)

−1,

mi,j = Mi,j(bi,j/τ
2 + XT

i,j θ̃i,j).

(7.39)

In Eq (7.37), we adopt a diffuse prior for βi,j , with τ = 1000 and bij as the OLS estimate

for βi,j assuming U = V = 0.

Full Conditionals for the Multiplicative Latent Effects (Step 2)

For each game g and each player i who played in game g, let TMg(i) be the set of players

who shared the court with i in game g. For j ∈ TMg(i) and time t at which i possessed the

ball and j was on the court, we have

θ̄i,j,g(t) = uTi,gvj,g + εi,j,g(t), (7.40)

where

θ̄i,j,g(t) = θi,j,g(t)−Xi,j,g(t)
Tβi,j. (7.41)

Re-writing Eq (7.40) in matrix form, we have

θ̄i,g = V T
TMg(i),gui,g + εi,g, (7.42)

where VTMg(i),g is the matrix with each row being a receiver-specific latent effect vector vj,g

in Eq (7.40).

Under a normal prior ui,g ∼ N(0, IR), p(Ug[i, ]|Θ,V, β) is a multivariate normal
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distribution,

Ug[i, ]|Θ,V, β ∼ N(wi,g,Wi,g), (7.43)

where
Wi,g = (IR + V T

TMg(i),gVTMg(i),g)
−1,

wi,g = Wi,g(IR + V T
TMg(i),gθ̄i,g).

(7.44)

Very similarly, for each game g and each player j who played in game g, let POg(j) be

the set of players who shared the court with j and ever possessed the ball in game g. For

i ∈ POg(j) and time t at which i was the ballcarrier and j was on the court, we have (with

a slight abuse of notation)

θ̄i,j,g(t) = uTi,gvj,g + εi,j,g(t). (7.45)

Re-writing Eq (7.45) in matrix form, we have

θ̄j,g = UT
POg(j),gvj,g + εj,g, (7.46)

where UPOg(j),g is the matrix with each row being a sender-specific latent effect vector ui,g

in Eq (7.45).

Under a normal prior vj,g ∼ N(0, IR), p(Vg[j, ]|Θ,U, β) is a multivariate normal distri-

bution,

Vg[j, ]|Θ,U, β ∼ N(w′j,g,W
′
j,g), (7.47)

where
W ′
j,g = (IR + UT

POg(j),gUPOg(j),g)
−1,

w′j,g = W ′
j,g(IR + UT

POg(j),gθ̄j,g).

(7.48)
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7.3.2 Additional Plots of Multiplicative Latent Effects

Additional Plots for the AME Model
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Figure 7.11: Learned multiplicative sender-specific effects (in blue) and receiver-specific effects (in
red) by the AME model in a lost game (top) and a won game (bottom). Each latent effect vector
corresponds to a two-dimensional coordinate represented by a player’s id code.
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Figure 7.12: Products of sender- and receiver-specific effects learned in the AME model for all
player pairs in a loss (top) and in a win (bottom). Darker color indicates higher frequency of
passes. The level of interaction between teammates is significantly higher in a win than in a loss.
Furthermore, there are significant passing behavior anomalies in the lost game: player 121034
strongly favors 109412 and 126160 as ball receivers but ignores 109415 as a potential receiver,
which is not the case in the victory where his passing choices are more balanced.
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Additional Plots for the Real Data Experiments
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Figure 7.13: Passing decision multiplicative latent factors in a loss (top) versus in a victory (bottom).
Sender-specific effects are marked with “S” plus player id codes in blue, and receiver-specific effects
are marked with “R” plus player id codes in red.

7.4 Appendix to Chapter 5

Proof of Proposition 5.5.1

Proof. First, the space Z(s)
i ([n]) can be rewritten as the Cartesian product of Z(s)

i ([i]) and

Z({i+ 1, . . . , n}). Given the conditional independence of z[i] and z{i+1,...n} for any i, we
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marginalize the latter term from (5.12), yielding

r
(s)
i =

∑
z[i]∈Z

(s)
i ([i])

P (z[i]|Hti). (7.49)

Note that z[i] ∈ Z(s)
i ([i]) belongs to exactly one of the following two cases:

1. zi0 = 1 and si = i.

2. zij = 1 and z[i−1] ∈ Z(s)
j ([i− 1]) for some j < i.

Thus the right hand side of (7.49) can be rewritten as

∑
z[i−1]∈Z([i−1])

δsi,sP (z[i−1]|Hti−)P (zi0 = 1|Hti)

+
∑
j<i

∑
z[i−1]∈Z

(s)
j ([i−1])

P (z[i−1]|Hti−)P (zij = 1|Hti).

Since
∑

z[i−1]∈Z
(s)
j ([i−1])

P (z[i−1]|Hti−) is indeed r(s)
j , we have

r
(s)
i = δsi,sP (zi0 = 1|Hti) +

∑
j<i

r
(s)
j P (zij = 1|Hti).

Finally, since

P (zi|Hti) = P (zi|ti, si,xi,Hti−)

∝ P (zi|ti, si,Hti−)P (xi|zi, ti, si,Hti−),

with (5.3)–(5.5) we have

r
(s)
i ∝ δsi,sP (zi0 = 1|ti, si,Hti−)f(xi|ti, si) +

∑
j<i

r
(s)
j P (zij = 1|ti, si,Hti)f(xi|ti, si, ej)

∝ δsi,sµ
(si)(ti)f(xi|ti, si) +

∑
j<i

r
(s)
j λ

(si)
j (ti)f(xi|ti, si, ej).
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The Variational Lower Bound L̃(Θ, Q)

The complete data likelihood is

P (HT , z[n]|Θ) = exp

(
−
∫ T

0

∑
s

λ(s)(t|Ht−) dt

)
n∏
i=1

λ(si)(ti|Hti−)

×
n∏
i=1

[(
µ(si)(ti)

λ(si)(ti|Hti−)
f(xi|ti, si)

)zi0
×
∏
j<i

(
λ

(si)
j (ti)

λ(si)(ti|Hti−)
f(xi|ti, si, ej)

)zij]
.

Then the complete log likelihood with the parameterization specified in the paper becomes:

logP (HT , z[n]|Θ)

=−
∑
s

ρs

∫ T

0

µ̄(s)(t) dt−
∑
s

n∑
i=1

αs,siβ(xi)

∫ T

ti

κ(ti, t) dt

+
n∑
i=1

zi0 log
[
ρsiµ̄

(si)(ti)f(xi|ti, si)
]

+
n∑
i=1

∑
j<i

zij log
[
αsi,sjκ(tj, ti)f(xi|ti, si, ej)

]
.

Therefore the variational lower bound L̃(Θ, Q) is

L̃(Θ, Q) ,EQ
[
logP (HT , z[n]|Θ)

]
− EQ

[
logQ(z[n])

]
=−

∑
s

ρs

∫ T

0

µ̄(s)(t) dt−
∑
s

n∑
i=1

αs,siβ(xi)

∫ T

ti

κ(ti, t) dt

+
n∑
i=1

ηi0 log
[
ρsiµ̄

(si)(ti)f(xi|ti, si)
]

+
n∑
i=1

∑
j<i

ηij log
[
αsi,sjκ(tj, ti)f(xi|ti, si, ej)

]
−

n∑
i=1

(
ηi0 log ηi0 +

∑
j<i

ηij log ηij

)
.
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Derivation of Updates for ρ and A with Empirical Bayes Priors

The modified lower bound using Gamma priors ρs ∼ Gamma(a
(s)
ρ , bρ) and αs,s′ ∼

Gamma(a
(s)
α , bα) is

L̃(Θ, Q)

=−
∑
s

ρs

∫ T

0

µ̄(s)(t) dt−
∑
s

n∑
i=1

αs,siβ(xi)

∫ T

ti

κ(ti, t) dt

+
n∑
i=1

ηi0 log
[
ρsiµ̄

(si)(ti)f(xi|ti, si)
]

+
n∑
i=1

∑
j<i

ηij log
[
αsi,sjκ(tj, ti)f(xi|ti, si, ej)

]
−

n∑
i=1

(
ηi0 log ηi0 +

∑
j<i

ηij log ηij

)

+
∑
s

[
(a(s)
ρ − 1) log ρs − bρρs

]
+
∑
s

∑
s′

[
(a(s)
α − 1) logαs,s′ − bααs,s′

]
.

Taking first order derivatives regarding ρs and αs,s′ gives the modified updates

ρs =
a

(s)
ρ − 1 +

∑n
i=1 δsi,sηi0

bρ +
∫ T

0
µ̄(s)(t) dt

,

αs,s′ =
a

(s)
α − 1 +

∑n
i=1

∑
j<i δsi,sδsj ,s′ηij

bα +
∑n

i=1 δsi,s′β(xi)
∫ T
ti
κ(si)(ti, t) dt

.

Derivation of Updates for Θ and γ

For any coefficient ξ(s)
j,v ∈ (0, 1), applying Jensen’s inequality, we have

log
[
(1− γ)θ(s)

v + γx̃j,v
]
≥ (1− ξ(s)

j,v ) log
(1− γ)θ

(s)
v

1− ξ(s)
j,v

+ ξ
(s)
j,v log

γx̃j,v

ξ
(s)
j,v

, (7.50)
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which leads to a lower bound of g(s)
i,v (θ, γ) as

g
(s)
i,v (θ, γ) ≥ ηi0xi,v log θ(s)

v +
∑
j<i

ηijxi,v

[
(1− ξ(s)

j,v ) log
(1− γ)θ

(s)
v

1− ξ(s)
j,v

+ ξ
(s)
j,v log

γx̃j,v

ξ
(s)
j,v

]

=
[
ηi0xi,v +

∑
j<i

ηijxi,v(1− ξ(s)
j,v )
]

log θ(s)
v

+
∑
j<i

ηijxi,v[(1− ξ(s)
j,v ) log(1− γ) + ξ

(s)
j,v log γ] + const.

(7.51)

Define

g̃
(s)
j,v ,

[
ηi0xi,v+

∑
j<i

ηijxi,v(1−ξ(s)
j,v )
]

log θ(s)
v +

∑
j<i

ηijxi,v[(1−ξ(s)
j,v ) log(1−γ)+ξ

(s)
j,v log γ].

Solving the optimization problem

max
θ,γ

S∑
s=1

n∑
i=1

V∑
v=1

δsi,sg̃
(s)
i,v (θ, γ),

s.t.
V∑
v=1

θ(s)
v = 1,∀s ∈ [S],

leads to the updates

θ(s)
v ∝

∑
i

δsi,s[ηi0xi,v +
∑
j<i

ηij(1− ξ(s)
j,v )xi,v],

γ =

∑n
i=1

∑
j<i

∑V
v=1 ηijxi,vξ

(si)
j,v∑n

i=1

∑
j<i

∑V
v=1 ηijxi,v

.

We choose ξ(s)
j,v to be

ξ
(s)
j,v =

γ̂x̃j,v

(1− γ)θ̂
(s)
v + γ̂x̃j,v

, (7.52)

where θ̂(s) and γ̂ are the current estimate of θ(s) and γ, respectively. This is because this

151



choice makes the inequality in (7.51) tight with the old estimates and thus guarantees that

the objective function increases monotonically.
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(a) Number of passes between players in a lost game.
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(b) Number of passes between players in a successful game.

Figure 7.14: Raw passing counts between home team players in a loss versus in a victory. Darker
color indicates more passes made from a sender to a receiver. It is obvious that these two plots are
disparate from the plots in Fig.5 in the main text, and that the differences between a win and a loss
are much harder to observe if only the raw passing counts are examined.
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