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Abstract

In many domains that involve the use of sensors, such as robotics or sensor networks,

there are opportunities to use some form of active sensing to disambiguate data from

noisy or unreliable sensors. These disambiguating actions typically take time and

expend energy. One way to choose the next disambiguating action is to select the

action with the greatest expected entropy reduction, or information gain. In this

work, we consider active sensing in aid of stereo vision for robotics. Stereo vision

is a powerful sensing technique for mobile robots, but it can fail in scenes that

lack strong texture. In such cases, a structured light source, such as vertical laser

line, can be used for disambiguation. By treating the stereo matching problem as

a specially structured HMM-like graphical model, we demonstrate that for a scan

line with n columns and maximum stereo disparity d, the entropy minimizing aim

point for the laser can be selected in O(nd) time - cost no greater than the stereo

algorithm itself. A typical HMM formulation would suggest at least O(nd2) time for

the entropy calculation alone. We demonstrate the effectiveness of this approach on

some artificial data sets. We also present results on a prototype hybrid stereo/laser

device of our own construction. We demonstrate that this device can produce good

disparity maps of realistic scenes of the type that a mobile robot might encounter,

and that our algorithm is effective on the data generated by our prototype device.
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Introduction

In many domains that involve the use of sensors, such as robotics or sensor networks,

there are opportunities to use some form of active sensing to disambiguate data from

noisy or unreliable sensors. These disambiguating actions typically take time and

expend energy, so some care must be exercised to choose these actions wisely.

In the field of robotics, laser range finders have been the sensor of choice in

recent years due to their great accuracy. However, there are many disadvantages to

laser range finders. Even the two-dimensional models are relatively expensive and

bulky, with calibrated moving parts that consume power. They are also far from

stealthy, an important consideration for some applications. Three-dimensional laser

range finders share the shortcomings of their two-dimensional counterparts at ten to

twenty times the cost.

Recent advances in camera technology have made cameras an inexpensive and

versatile sensor for many applications. When used in a stereo pair, they have the

potential to replace laser range finders as accurate depth sensing devices since recent

advances in the pixel density of cameras can, in principle, permit more accurate

depth estimates over larger distances.

While standard stereo algorithms are known to perform well on some highly tex-

tured benchmark images [Scharstein & Szeliski, 2002], they have trouble in scenes

with little texture, such as the long blank walls often encountered in indoor robotics

applications. One way to address this problem is to introduce texture into the
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scene through the use of a structured light source. If size, time, and stealth are

not considerations, and the target is neither far away nor brightly illuminated, a se-

quence of computer generated patterns from a projector can be used for disambigua-

tion [Scharstein & Szeliski, 2003]. However, in many applications, such a blanket

approach is not practical.

In this project, we consider a more concentrated light source, specifically a laser

line projector, mounted on a pan-tilt head. A line projector is constructed by at-

taching a beam spreading lens to a standard laser light source. A lens with wide

dispersion can cover an entire vertical stripe through an image, while a narrower lens

will cover a smaller area with a brighter strip of light. In contrast to a projector,

the laser line approach is compact, inexpensive, and usable in wider range of light-

ing conditions. Rather than flooding the entire scene with laser energy like a Laser

Range Finder, this system does so selectively and briefly, only where it’s needed.

While our experiments used a highly visible green laser line, largely for convenience,

an infrared laser could be used if added stealth is needed. The main limitation is that

moving the laser and projecting a laser line thousands of times in a high resolution

image would be rather time consuming. Since information propagates horizontally

though typical stereo algorithms, precise control of the pan-tilt head is not needed -

a laser aim improves accuracy in many of the pixels adjacent to the area struck by

the laser. We integrate the laser into a stereo vision algorithm for a cycle that first

estimates stereo disparity, then selects an optimal query point for the laser, then

repeats - hopefully as few times as needed to get good estimates of depth.

The problem of selecting the best information gathering action is, in general, a

quite difficult form of metacomputation. A poor technique for deciding where to aim

the laser could easily spend more time deliberating than it would take to sweep the

laser through every column in the image. Here we consider the aim point for the

laser with the greatest expected entropy reduction, or information gain, in the space
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of stereo matchings. This is a myopic procedure, but it does quite well in practice

and, importantly, it can be computed very efficiently. We adopt a probabilistic

interpretation of luminance differences in stereo matches, and convert an existing

dynamic programming stereo algorithm into a novel, equivalent HMM structure,

where the most likely path through the HMM corresponds to an assignment of stereo

disparities over the image. Because of the highly structured nature of this HMM, we

are able to calculate, for a scan line with n columns and maximum stereo disparity

d, the Viterbi path, marginal probability distributions, and path entropy for this

model, as well as the optimal laser aim point, in O(nd) time, faster than the same

calculations on a general HMM (O(nd2)) and no more asymptotically expensive than

the fastest stereo algorithms.

We present results of this approach on synthetic benchmark problems and on

a set of images collected by a prototype device that implements these ideas. Our

results show the advantage of planning laser aims in comparison to random or evenly

spaced laser aims. The improvement from planned aims is greatest in real images

and is larger (in comparison to random aims) when the laser is concentrated in a

narrower beam.
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1

Augmenting Stereo Vision with Lasers

A typical stereo algorithm assumes that its input images are captured by two ideal-

ized cameras that are in the same plane, have identical lenses, and are aligned so that

corresponding pixels in each image are on the same scanline. Even if this assumption

is not entirely true (as it rarely is), it is assumed that the images are rectified in soft-

ware to approximate this ideal. Dense stereo algorithms work by finding, for each

pixel in one frame, a corresponding pixel in the other frame (or declaring the pixel

to be occluded). The assumption of a calibrated camera system limits the scope of

this search to pixels along the corresponding scan line in the adjacent frame, thereby

permitting relatively efficient stereo algorithms. When a correct match is found, the

depth can recovered straightforwardly from the difference in horizontal offsets of the

pixels (the disparity) and the geometry of the camera system.

Bobick & Intille [1999] present stereo vision as a shortest path problem through

a data structure called the Disparity Space Image (DSI ), which, for a horizontal

scanline across a stereo image pair, captures information about all potential matches
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d = 0 d = 9 d = 62 d = 109
Figure 1.1: Objects in a scene captured by a stereo pair of cameras will appear in
different positions in the left and right image (shown here overlaid). The disparity
in their positions can be used to triangulate the position of the object pictured.
By sliding the left image over the right we can see objects in the images line up
at different disparity values - in these images, the displacement of the left image is
shown by the red bar on the right, and some objects, the printer, door hinge, and
lock, marked by the red arrows at their correct disparities, are seen lining up between
the two views. The closer the object, the farther the left image has to slide. This is
the basis of dense stereo, and this sliding action is the foundation of the Disparity
Space Image. (Section 1.1).

between left and right image pixels.1 The DSI is an n×d matrix of cells, and a valid

path through the DSI corresponds to a valid assignment of disparities to the stereo

pair. There are three valid step types, which correspond to pixel matches (→), pixels

that appear only in the left image (↑), and pixels that appear only in the right image

(↘). Match steps incur a cost based on the luminance difference between the pixels,

and unmatched pixels incur an occlusion penalty; the true matching corresponding

to the physical scene will be a low cost path, though possibly not the shortest.

These step costs are listed in Table 1.1 and explained in more detail in Section 1.2.

The main advantage of the DSI view of the stereo problem is that the sparseness

and regularity of the DSI structure permit a dynamic programming solution to the

shortest path problem in a single scan line in O(nd) time.

This view also implicitly encodes two constraints on the space of possible match-

ings, the uniqueness constraint and the ordering constraint. The uniqueness con-

straint permits each pixel to match at most one other pixel. The ordering constraint

1 In their simplest form, stereo algorithms assume independence between horizontal scan lines.
Elaborations are, of course, both possible and frequent.
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(a) The right scanline in disparity space

(b) The left scanline in disparity space

(c) The DSI combines these

(d) Shortest Path overlayed

Figure 1.2: The DSI as an image: (a) The right scanline, (b) The left scanline, (c)
The DSI, and (d) the shortest path.

requires that the indices of matches along any row of the image are non-decreasing

(increasing when combined with the uniqueness constraint). The consequences of

these assumptions are discussed in more detail in Section 1.5.

1.1 The Disparity Space Image

The DSI’s structure is derived from the relationship between the scene and the stereo

cameras. As shown in Figure 1.1, the distance from the cameras to an object in the

scene affects the disparity, the distance between the object in the two images. By

sliding the left image over the right image, one can see parts of the scene come into

alignment at their respective disparity values. The DSI for a scanline captures infor-

mation about how similar pixels in the left and right image are, where similar pixels

6



are more likely to represent properly aligned parts of the scene. This information

becomes the transition costs over which we will look for a shortest path.

To visualize the transition costs, the disparity space image can be viewed literally

as an image. The top of the image represents high disparity values (objects that are

closer to the camera), and the bottom of the image represents low disparity values.

The pixel values represents the cost function over the cells in the DSI. A pixel takes

on the value of the matching cost at that (column, disparity) pair. Every row in the

DSI corresponds to a different disparity level at which pixels in the left image can

match pixels in the right image. When the DSI is created from the perspective of the

right camera, a scan line in the right image is projected into disparity space by simply

repeating the image scanline d times, so that each column corresponds to a single

pixel in the right scanline (Figure 1.2 a). A left scan line is projected into disparity

space by sliding it horizontally as the disparity level (vertical dimension in the DSI)

changes, and so each diagonal corresponds to a pixel in the left scanline (Figure 1.2 b).

The final DSI is then the difference between these right and left images, with a cost

function applied (Figure 1.2 c). These scores become unnormalized log probabilities

of transition into Match nodes in the graph view of the DSI (Figure 1.7). On an

intuitive level, the most probable path through the DSI image is the light band

(or dark, depending on your choice of scaling) visible where matchings are good

(Figure 1.2 d). This path is found by dynamic programming (Section 1.3).

Information in the DSI

One benefit of the DSI data structure and this stereo algorithm is transparency;

with a little familiarity, a human can learn to read a DSI. An understanding of

how information presents in the DSI is helpful in understanding the behavior, and

in particular, the weaknesses, of this algorithm. Figures 1.3 through 1.6 show four

different 2D scenes and the DSIs that result from them.
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Figure 1.3: This scene (shown from above with camera fields-of-view outlined in
blue) is textured and made of fronto-parallel planes. The shortest path through the
DSI (blue) matches the ground truth (red) disparity values. (The DSI has been
non-linearly scaled from the true cost function for readability.)

Figure 1.4: This scene has no texture - each of the panels is one solid color. At
the boundaries between panels, where stereo can establish a strong match point, the
shortest path is funneled through the center of a slanted X shape with its crux at that
match point. Between these strong matches, however, there are regions of ambiguity
with many low cost paths, and the correct path might not be the cheapest.

Figure 1.5: This scene is textured but the panels are not parallel to the cameras.
Because this algorithm can only return integer disparities, the shortest path cannot
exactly match the correct path (red) with sub-pixel accuracy. It is mostly correct
but deviates by several pixels in some places, most markedly at the right end of the
gap between the two nearest panels.

Figure 1.6: This scene is made of several panels of solid color not parallel to the
cameras. As expected, in the absence of strong information, this algorithm assumes
panels are parallel to the camera.
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Figure 1.3 shows a textured scene made of panels that run parallel to the image

planes of the camera. This type of scene is easy for this (and every) stereo algorithm.

Each panel in the scene manifests as a white horizontal band in the DSI that spans

the same number of columns that the panel takes up in both images. Other light

spots in the DSI correspond to pixel pairs that happen to be similar colors. Those

spots might score as good as (or, in the presence of noise, better than) the correctly

matched pixels, but the path that connects them would incur occlusion penalties.

The actual occlusions in the scene, which require jumps in disparity, are marked

by distinct slanted X-shaped regions, darker above and below their crux points,

which act as funnels on paths. This shape occurs at all strong matchings, not just

occlusions. We will later use this behavior to modify the DSI to incorporate new

information (Figure 1.8).

Figure 1.4 shows the same scene but with no texture. Instead, each panel is now a

solid color. In this case, the DSI alternates between dark Xs of high information, and

white diamonds of no information. All paths within these diamond-shaped regions

correspond to a scene geometry that makes sense, and all monotonic paths between

the two crux nodes will share the same lowest cost. The second and second-to-last

of the ambiguous regions in Figure 1.4 both have a lowest cost set that includes the

correct answer, and of those two, only the latter was returned correctly.2 In other

cases, such as the first, fourth, and last in this example, the correct path is actually

more expensive than the shortest path.

Figure 1.5 and Figure 1.6 are textured and untextured scenes made of panels not

parallel to the image planes of the camera. Some stereo algorithms will attempt to

fit planes of general orientation to the stereo reconstruction [Gallup et al., 2007], but

2 This particular implementation chooses match nodes over occlusion nodes first while rebuild-
ing the shortest path backwards through the DSI. Other potential tie-breaking behavior, such as
occlusion-first, random, or approximating the slope between crux nodes, would produce different
shortest paths. Occlusion-first would have gotten the first right and the second wrong, while random
or slope-matching would have gotten both wrong but would have performed better on Figure 1.6.
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Table 1.1: Steps and cell labels in the classic formulation become node transitions
and node labels when viewing the DSI as a graph.

Classic Formulation Graph Formulation
Step Cell Label Cost From node To node Cost
→ M match score (i,j,{M,R,L}) (i+1,j,M) score(i+1,j)
↘ R occlusion penalty (i,j,{M,R}) (i+1,j+1,R) Dr

↑ L occlusion penalty (i,j,{M,L}) (i,j-1,L) Dl

many, this one included, do not, and have trouble with them. In these situations, the

panel takes up more pixels in one image than in the other; those nearer the cameras

on the right appear wider in the left image. This conflicts with the algorithm’s

uniqueness assumption, which doesn’t allow pixels to have more than one match,

and cannot be accurately represented by the integer-level disparities returned by the

algorithm. As seen in Figure 1.5, in the presence of texture, the algorithm copes by

taking several small occlusion steps to catch up with the good matches, and Figure 1.6

shows the algorithm selecting fronto-parallel planes from the set of those with lowest

cost, in much the same way it did in Figure 1.4. This behavior is discussed more in

Section 1.5.

1.2 The Graphical Reformulation

We view the DSI as a graphical model with n × d × 3 nodes. Each cell in the

original formulation is now a triplet of nodes, a Match node representing a pair of

pixels in the images representing the same point in the scene and Left and Right

nodes representing parts of the scene visible in only the left or the right image. This

structure is shown in Figure 1.7 (a) and the arc costs are shown in Table 1.1. A

path through this graph may travel along a disparity level (horizontally to the right)

through M nodes, move closer to the camera (vertically upwards) through L notes,

and move farther away (diagonally downwards and to the right) through R nodes.
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(a) graph DSI (b) HMM DSI

Figure 1.7: (a) A collection of nodes internal to the DSI, with the seven transitions
out of a triplet of nodes highlighted. This pattern repeats to the ends of the DSI.
Within a column (blue), M and R nodes are jointly exhaustive and mutually exclu-
sive. The L nodes encode a more complicated set of transitions between M nodes in
adjacent columns, while keeping the entire graph to a low degree. (b) The collection
of mutually exclusive, jointly exhaustive M and R nodes, or more specifically, the
disparities associated with them, are now the possible hidden state values in the
HMM model.

Transitions directly between L and R nodes are not allowed.

The path costs in the original DSI induce a measure on the space of matchings.

We therefore convert the DSI costs to unnormalized potentials in a graphical model

by exponentiating negated scores. (In this view, a score that is a squared luminance

difference corresponds to a Gaussian sensor noise model.) We can now view the DSI

as defining an HMM-like chain graphical model of sequence length n and d possible

state values (Figure 1.7 (b)). The hidden state value here is the integer disparity

associated with the right-image pixel and, implicitly, whether it is a match or an

occlusion - this state value corresponds to which M or R node in the graph model

the shortest path goes through. The change in disparity occurs between adjacent

pixels in the right image, and so position in the right image (rather than time) indexes

our progression through the HMM. The node transition costs from the graph model

are the unnormalized log probabilities of the state transitions (Table 1.2).
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Table 1.2: When viewing the DSI as an HMM, the hidden state is the disparity at
which an M or an R node is passed through. L nodes serve to encode transitions
between M nodes.

Graph Formulation HMM View
Steps Start node End node Start state End State Probability

→ (i,j,{M,R}) (i+1,j,M) j j e−score(i+1,j)

↘ (i,j,{M,R}) (i+1,j+1,R) j j+1 e−Dr

(↑)k → (i,j,{M}) (i+1,j-k,M) j j-k e−k∗Dl−score(i+1,j)

The L nodes from the graph model do not correspond to possible state values in

the HMM; a path in the graph composed of a series of L nodes and ending in an

M node become a single transition from one disparity to another higher disparity,

and there is no limit to the difference between these two disparities up to the max

disparity d. Unlike the graph, where each node had at most 3 successor nodes, a state

value in the HMM can have up to d successor states. This would normally suggest

a runtime of O(nd2) to calculate the event probabilities, but we can use a modified

version of the forward-backward algorithm that exploits the internal state structure

manifest in the graph formulation to calculate it in O(nd) time. For each node in

the graph DSI, including the L nodes, we compute the incoming path costs in both

the forward and backward directions using a dynamic program. These can then be

normalized over just the M and R nodes in a column to produce a distribution over

events for each pixel in the right image.

In Section 1.3, we will present dynamic programming algorithms that use the

sparseness of the DSI to compute the Viterbi path, marginal probability distributions,

and path entropy for this model in O(nd) time, and in Section 1.4, we will use these

methods to select queries in the form of laser aims that maximize our expected

information gain. The information we get in response to these queries can then be

integrated into the DSI.
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Figure 1.8: An X pattern in the DSI naturally generated at edges in the image.
The effect is reproduced when the laser identifies a match. All nodes internal to the
two triangles are blocked. Transitions to along the boundary are assigned very low
probability. The L nodes above the established M node and R nodes following the
M down the diagonal are exceptions, as discussed in detail in chapter 1.5.

Updating the DSI as laser results come in

At naturally occurring strong boundaries between luminance values in the image pair

(idealized as a two-tone vertically separated field in Figure 1.8), the DSI takes on a

slanted X-shaped pattern, with the ideal matching corresponding to a path through

the crux of the X. If the luminance difference is large enough and the boundary sharp

enough, this divides the shortest path problem into two independent problems

Likewise, when we get a matching from our laser aim, we would like to get the

same problem-splitting effect. We achieve this by filling nodes with impossibly high

transition costs with the same X pattern, funneling all paths through the M node

representing the known matching point.

1.3 The DP Stereo Algorithm

Each node in the graph DSI has at most three predecessor nodes and three successor

nodes. Because of the sparse nature of the graph, we can calculate the shortest path

through it in linear time using dynamic programming. We can also calculate the

marginal probability of any node using the forward-backward algorithm for HMMs,

as well as the path entropy through any node in linear time. In the forward direction,

the algorithm moves in the direction of the arcs in the DSI and computes a value
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Table 1.3: Each node has at most three predecessor nodes (a) and three (a) successor
nodes (b).

node c Γ−(c)
(i,j,M) (i-1,j,M) (i-1,j,L) (i-1,j,R)
(i,j,R) (i-1,j-1,M) (i-1,j-1,R)
(i,j,L) (i,j+1,M) (i,j+1,L)

(b)

node c Γ+(c)
(i,j,M) (i+1,j,M) (i,j-1,L) (i+1,j+1,R)
(i,j,R) (i+1,j,M) (i+1,j+1,R)
(i,j,L) (i+1,j,M) (i,j-1,L)

for each node as function of its predecessors’ values. In the backward direction, the

algorithm moves against the direction of the arcs in the DSI and computes a value for

each node as a function the node’s successor values. The predecessor and successor

sets, Γ−(c) and Γ+(c), respectively, are defined in Table 1.3.

Dynamic Programming to find the shortest path

We begin by reconstructing the Bobick and Intille algorithm as a Viterbi path calcu-

lation through a graph. To find the best path, we iterate over the nodes in a column

from bottom to top, moving left to right through the DSI. For each node, we consider

the legal transitions into the node and select the lowest cost. We store this value as

well as a backward pointer indicating which predecessor gives us the value.

sp(p) = score(p) + min
q∈Γ−(p)

sp(q)

At the end of the forward DP pass, we select the shortest path for all exit nodes (L

and M nodes in the last diagonal) and, using the backwards pointers, reconstruct the

path which provides this lowest cost. If we view scores as negated log probabilities,

the path with minimum score is equivalent to the path with highest probability, i.e.,

the Viterbi path.
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Modification to find marginals and path entropy

The marginal probabilities over events in the DSI can be computed by an adaptation

of the standard forward-backward procedure for HMMs:

pf (p) = e−score(p) ×
∑

q∈Γ−(p)

pf (q)

pb(p) =
∑

q∈Γ+(p)

e−score(q) × pb(q)

p(p) ∝ pf (p)× pb(p)

After running DP backwards and forwards, we normalize the probabilities over

M and R for each pixel.

The path entropy for a set of paths Π through the DSI is defined as:

∑
π∈Π

= P (π) logP (π)

The total number of paths through the model is intractably large, but the summation

can be computed by dynamic programming. To calculate the entropy of all paths

running through a node we run the dynamic program:

hf (p) = pf (p)
∑

q∈Γ−(p)

(pf (q) log(pf (p)) + hf (q))

hb(p) = pb(p)
∑

q∈Γ+(p)

(pb(q) log(pb(p)) + hb(q))

h(p) = pb(p)hf (p) + pf (p)hb(p)

The cross-multiplication in each part stems from the identity that ab log(ab) =

a(b log(b)) + b(a log(a)). To calculate the total path entropy of the system, we only

need to run this in one direction, and take the sum over the end states.
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1.4 Queries and Query Selection

In our framework, we begin by capturing a pair of reference images. A query cor-

responds to pointing a laser line generator at a specific area in one frame of the

image. We assume that the laser is mounted on a pan/tilt mechanism centered di-

rectly above the nodal point of one of the camera lenses. Under this assumption, the

laser will generate a nearly perfect vertical line in this camera’s field of view. Note

that the laser line will not necessarily be a vertical line in the other frame, but may

appear as a sequence of line segments.

We isolate the laser line by subtracting the reference image from the images with

the laser lines. Only the laser lines (and perhaps some noise) will remain. We identify

the brightest point in each row of each image and this establishes one point of known

correspondence in each row. In practice this can be trickier than it sounds if there

are specular surfaces, or conditions that lead to poor signal to noise ratio in the area

hit by the laser.

Since there is a bijection between paths through the DSI and stereo matchings,

the path entropy is a natural measure of our confusion about the best matching. We

therefore select a query that maximizes the expected reduction in path entropy, the

information gain (IG). In chapter 1.3, we presented a modification to the shortest

path algorithm that can calculate the total path entropy over the DSI in linear

time; this dynamic program, run backwards and forwards, can also calculate the

information gain of the available queries in linear time. In practice, however, the

constant factor for this is large and we can save time by drawing upon the work of

Anderson & Moore [2005] for finding the path entropy minimizing query in HMMs.

They note that, for a set of paths Π, query Qi, and state Si, the following are

equivalent:
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IG(Qi) = H(Π)−H(Π|Qi)

= H(Qi)−H(Qi|Π)

= H(Qi)−H(Qi|Si)

= H(Si)−H(Si|Qi),

where the transition from the second to third step follows from the Markov property.

H(Si) corresponds to the entropy in the marginal distribution over the M and R

nodes, and H(Si|Qi) is the expected conditional entropy after the observation. If

our query returns a matching, the entropy drops to 0 for that column. If our query

returns an occlusion, we can’t say which R node we are in, but we can calculate the

entropy over the renormalized distribution over the R nodes, as we can be sure we

are not in an M node. It is possible for our entropy to increase significantly if we

are expecting a matching but are presented an occlusion.

Global Query Selection

Our stereo algorithm and expected entropy reduction calculations assume indepen-

dence between scanlines, and all the calculations so far have been for individual lines.

To select the best laser aim over the entire image, we consider the results over all

scanlines. We consider two query types. The first assumes we will aim the laser

line over an entire column of pixels. The total expected entropy calculation is simple

enough: The expected reduction over a column is the sum of the expected reductions

of pixels in the column, due to the assumption of independence between rows.

The second query type we consider is the shortened line segment that covers only

h scanlines. The line remains vertical in the image, but it is shortened to hit fewer

scanlines. This style might be preferable for practical reasons, such as restrictions

on where the laser can be aimed (for stealth reasons or to avoid blinding people, for

example), or difficulty in detecting a weak laser in bright light if the beam is spread
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too thinly. In our experiments we used a green 5mW laser, which is the strongest

laser that does not require the use of protective eyewear. With lights dimmed, simple

heuristics could pick out the laser line with a full beam spread over the entire height

of the image. However, in brighter light, it might be necessary to choose between a

dangerously powerful laser or a narrower spread of the beam.3

In the case of the shortened laser, the space of queries is now the entire range of

horizontal and vertical aim points for the vertical laser line segment. Although this

adds an extra degree of freedom to the query, we can still calculate the best aim just

as efficiently. Instead of adding all values in a column to compute the information

gain for the column, we slide a window of size h over each column, adding on the new

values and subtracting off the old ones as the window moves down a column in the

image. We also track the maximum of these numbers and its location per column.

After these have been calculated for the entire image, we select the best column

and aim point within the column. Using the shortened laser line may seem like a

concession to lighting conditions, but in some cases it can be more efficient to use the

shortened line instead of the full laser line. The reason is that a full laser line requires

a re-run of the stereo algorithm for the entire image, while with the shortened lines,

the stereo algorithm is re-run only for the scanlines hit by the shorter laser. The

shortened laser lines are able to pick out pockets of high uncertainty that do not

span the entire hight of the image, and a few of them can easily outperform a single

full-height aim optimized over the entire image; for the same computation, we have

a larger, more finely-grained query space (although we might have to pay for it in

more time physically collecting query results).

3 When a beam spreader is used, the risk of using a laser more powerful than 5mW is mitigated
because the light is not as concentrated as a direct laser beam. Nevertheless, institutions are wisely
cautious about lasers above 5mW in power.
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(a) observeration 1 (b) observation 2
Figure 1.9: Violations of the Uniqueness Constraint: A laser observed in both
the left and right images normally allows us to select an M node in the DSI that
the path must pass through. However, as the laser moves along a sheer surface, it
can occasionally match two pixels in one image to one pixel in the other, violating
the uniqueness constraint. In this case, the observations in (a) and (b) lead to two
adjacent pixels in the right image matching to one pixel in the left image. These two
observed M nodes are not joined by any valid path. The most correct path that best
describes the scene while conforming to the DSI structure passes instead through the
R node in the same cell as the second M node.

Figure 1.10: Violations of the Ordering Constraint: When two matching sets of
pixels reverse their order between two scanlines, they violate the ordering constraint.
In the DSI, this manifests as two points within each others’ forbidden zone (see figure
1.8), meaning there is no valid path between them.

1.5 Theory vs. Reality

Our approach was initially developed on artificial images with artificially generated

laser lines based on ground truth. In applying our method to the real world, we had

to make a few modifications to ensure that the algorithm would continue to function.
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Accepting “Catch up” Occlusions

When a flat surface appears at an angle to the image plane, it will span more pixels

in one of the images compared to the other. In the DSI, a continuous series of

matchings can only occur along a constant disparity level and thus a constant distance

from the camera, and occlusion steps are required to change disparity levels as the

continuous surface sheers off. Angled surfaces are represented as a (finely grained,

if the algorithm is near-correct) series of fronto-parallel surfaces interspersed with

“catch up” occlusions.

Ideally, when a laser line indicates that two points match in the stereo pair,

we would like the shortest path to include the corresponding M node. However,

with angled surfaces, there might not be a one-to-one matching between pixels. In

particular, when two laser aims are close to each other, their results might call for

some DSI-impossible paths such as the one shown in figure 1.9.

To solve this problem, we make a small modification to the laser updates to the

DSI: All nodes along the borders of the X-shaped region remain possible, though

unlikely. The M node identified by the laser is given a zero cost (high probability of

match), the nodes internal to the X are given an insurmountable cost (probability

near 0), and all the other nodes in the same column and diagonal as the M are given a

large, but not insurmountable cost. This has the effect of permitting local violations

of the uniqueness constraint if (and only if) they are the only explanation consistent

with the laser data.

Detecting Violations of the Ordering Constraint

The ordering constraint states that if two pixels ar and br in the right image match

pixels al and bl in the left image, then those pixels must occur in the same order in

each image. In the real world, this can be violated when, for example, there is a thin

object near the camera and this object has no connection to objects behind it. A
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graceful failure mode for this case is to match the close, thin object and use occlusions

on either side to avoid violating the ordering constraint. However, the laser can

prevent this by explicitly establishing matches that violate the ordering constraint.

Naively entering these matches into the DSI can have the effect of rendering all paths

through the DSI impossible.

To detect this case, we note that, in the slanted X we create in the DSI when we

establish a matching, the forbidden zones we establish correspond to violations in the

ordering constraint (see figure 1.10). As new matchings come in, we first check if they

are within a forbidden node from an earlier query. If we were willing to accept the

increase in memory or computation time, the ideal solution to this problem would be

to accept the closer object as the correct one, reverting to or recreating the parts of

the DSI changed by the farther back query result, but in our current implementation,

priority is given to the earlier update to the DSI.
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2

Experiments

To test this method, we ran experiments on three classes of images - a set of ar-

tificially rendered low-textured images with known ground truth, a selection from

the popular Middlebury Stereo Benchmark image sets, and two real-world sets we

collected around the department using a prototype camera and laser setup. The last

group is typical of the difficult scenes encountered in indoor robot mapping; blank

white walls provide few unequivocal matches and are problematic for even sophisti-

cated stereo algorithms. These sets also exhibit many of the anomalies one would

expect in a real system but that aren’t present in either the theory or the synthetic

experiments, such as imprecise laser control, reflections from specular surfaces creat-

ing false matchings, violations of the uniqueness and ordering constraints, and both

occlusions of and over-absorptions of the projected line precluding matches at some

locations all-together. Despite the faults of reality, the method produces good results

in precisely the situations where it is needed.
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2.1 Synthetic Experiments

In this section we present results using stereo pairs for which ground truth data are

available. We simulated a laser line projected onto these scenes using the ground

truth data. Please note that the subtle differences in grayscale corresponding to

depth changes are much easier to see on screen than in print.

2.1.1 Rendered Images

In our first set of synthetic experiments, we used a rendered pair of 1256 × 810

security camera images (Figure 2.1 a,b) that were intentionally created with low

texture information. Ground truth data were available from the rendering program

and these were used to simulate laser lines. Figure 2.1 c shows the ground truth

disparity map for this image. Figure 2.1 d shows the initial disparity map from

the stereo algorithm. A disparity map shows pixel disparities as luminance. Higher

disparities correspond to closer depths and higher luminance in the disparity map.

Notice the the floor close to the camera is totally wrong due to the lack of texture

information. Figure 2.1 e and f show the disparity map after 6 and 50 iterations

(5 and 49 laser aims) and Figure 2.1 g-i shows the entropy map after 0, 6, and 50

iterations. The entropy map is like the disparity map, but shows areas of high entropy

(in the marginal distribution) with higher luminance. The dark vertical bands show

laser aim points, in which the entropy has been forced to zero. In addition to the full

laser lines, we also ran this and all other experiments with shortened laser lines of

heights 20 pixels and 50 pixels. The corresponding results are shown in Figure 2.3.

Qualitatively, these results show that the information gain approach initially aims

the laser at areas of low texture and high entropy. Moreover, these results confirm

that repeated aims will drive the disparity map towards ground truth.

To help quantify the effect of our laser aiming strategy, we provide the following
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graphs. In Figure 2.4 a, we show the total path entropy through the DSI as a

function of the number of laser aims (49 laser aims, 50 total iterations of stereo) and

in Figure 2.4 b, we show the number of pixels with disparity errors greater than 1.

Figure 2.4 c-f show the same results for laser aims shortened to 20 and 50 pixels,

with 600 and 250 iterations each. In all cases we compare against an average of 10

experiments where laser selection was done randomly (without replacement), and for

the full laser lines, we also compare to a selection algorithm that iteratively divides

the scanline in halves. Random aims can, initially, do well in this image because

nearly anything helps resolve the large, ambiguous floor area close to the camera.

However, our strategy of maximizing information gain establishes a growing lead

after the first few aims. At first, the evenly spaced laser lines do about as well as

random, but eventually they catch up with entropy minimization as the image gets

saturated with laser lines. Evenly spaced full height laser aims generally do quite

well for this image for the same reason that random does fairly well: The areas of

uncertainty have large horizontal extent and it is hard to avoid resolving ambiguities

with a full laser line.

For the shortened laser, we compare only with random aims because the notion

of evenly spaced laser aims is somewhat artificial with two degrees of freedom. In

these results, information gain does dramatically better than random aims because

it is more difficult for random aims to resolve many ambiguities coincidentally with

shorter laser lines.

Figure 2.2 and Figure 2.5 show the results of the same experiments on these

images with Gaussian noise (as one might see in real surveillance cameras) added.

Where before, the textureless regions provided no information and the algorithm

viewed all single-disparity-level paths as being equally uncostly, here, the noise en-

courages paths through the DSI that jump between disparity levels trying to collect

as many good matches as possible without being overwhelmed with occlusion penal-
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Figure 2.1: Rendered Security Camera images: (a) A rendered scene with low
texture (left camera view), (b) right camera view, (c) Ground truth disparities.
Lighter is closer. (d-f) are the disparity maps at 0, 5, and 49 laser aims, and below
them, (g-i) show the effect on the entropy after 0, 5, and 49 laser aims. Dark vertical
bands show the effects of the entropy from the laser aims.

ties.1 The first few strong boundaries provided by the laser lines quickly restrict but

do not completely eliminate this behavior. The total effect is more gradual than that

in the noiseless images, but that’s not surprising, as it is a harder problem.

2.1.2 Benchmark Images

We performed experiments on several of the benchmark images from the Middlebury

stereo vision suite [Scharstein & Szeliski, 2002]. We present some results for several of

1 One might consider raising the penalties, but this runs the risk of overwhelming true signal
in the more textured regions of the image. A more complicated solution would be to track local
signal-to-noise ratios and adjust the penalty accordingly. While this type of noise filter is generally
computationally expensive, Hirschmuller [2005] presents an algorithm for estimating it that is no
more computationally expensive than the linear time shortest path stereo algorithm it is based on.
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Figure 2.2: Noisy Rendered Security Camera images: (a) A rendered scene with
added noise (left camera view), (b) right camera view, (c) Ground truth disparities.
Lighter is closer. (d-f) are the disparity maps at 0, 5, and 49 laser aims, and below
them, (g-i) show the effect on the entropy after 0, 5, and 49 laser aims. Dark vertical
bands show the effects of the entropy from the laser aims.

these images in Appendix 1. When using full laser lines, maximizing information gain

generally outperforms random aims and evenly spaced lines for entropy reduction,

although the benefit is not always large. This is not unexpected; these benchmark

images are well textured to begin with, so adding additional texture, no matter how

well planned, will have limited benefit. We do see a significant benefit in the case of

the shorter laser lines versus random laser aims, as areas of high entropy rarely span

the entire height of the image and the information gain criterion is able to focus on

these areas.
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d e f
Figure 2.3: Rendered Security Camera images - shortened lasers: (a-c) are the
disparity maps at 0, 20, and 599 laser aims, and below them, (d-f) show the effect
on the entropy after 0, 20, and 599 laser aims. Dark vertical bands show the effects
of the entropy from the laser aims.

2.2 Physical Implementation and Experiments

To test our algorithm on a realistic scenario more similar to what a robot would

actually encounter, we built a prototype system (Figure 2.6 a) and collected two data

sets. The first was from the hallway in the LSRC building on the Duke University

Campus, shown in Figure 2.6 b. The second was taken inside of the Duke AI and

Computer Vision lab, shown in Figure 2.7 a,b. The prototype system consisted of two

consumer digital SLR cameras attached to a tripod, a computer controlled pan/tilt

head connected to a separate tripod, and a consumer green laser pointer with an

inexpensive beam spreading lens attached to the front. The entire apparatus was

connected to a laptop. The apparatus may appear a bit bulky but this is largely due

to some choices that were made to permit faster prototyping. A real system on a

robot could use smaller cameras and a less advanced pan/tilt unit since high pan/tilt

accuracy is not critical for our application.

The cameras were carefully calibrated before the experiments, but the only cali-

27



0 5 10 15 20 25 30 35 40 45 50
0.95

1

1.05

1.1

1.15

1.2

1.25

1.3
x 10

6

# laser aims

P
at

h 
E

nt
ro

py

Security Cam, full lasers − Path Entropy

Entropy Minimization
Random (average over 10 experiments)
Evenly Spaced (binary splitting)

0 5 10 15 20 25 30 35 40 45 50
0

1

2

3

4

5

6

7

x 10
5

# laser aims

P
ix

el
s 

of
f b

y 
>

1 
di

sp
ar

ity

Security Cam, full lasers − Pixel Error

Entropy Minimization
Random (average over 10 experiments)
Evenly Spaced (binary splitting)

a b

0 100 200 300 400 500 600
1.18

1.2

1.22

1.24

1.26

1.28

1.3
x 10

6

# laser aims

P
at

h 
E

nt
ro

py

Security Cam, 20px lasers − Path Entropy

Entropy Minimization
Random (average over 10 experiments)

0 100 200 300 400 500 600
0

1

2

3

4

5

6

7

x 10
5

# laser aims

P
ix

el
s 

of
f b

y 
>

1 
di

sp
ar

ity

Security Cam, 20px lasers − Pixel Error

Entropy Minimization
Random (average over 10 experiments)

c d

0 50 100 150 200 250
1.18

1.2

1.22

1.24

1.26

1.28

1.3
x 10

6

# laser aims

P
at

h 
E

nt
ro

py

Security Cam, 50px lasers − Path Entropy

Entropy Minimization
Random (average over 10 experiments)

0 50 100 150 200 250
0

1

2

3

4

5

6

7

x 10
5

# laser aims

P
ix

el
s 

of
f b

y 
>

1 
di

sp
ar

ity

Security Cam, 50px lasers − Pixel Error

Entropy Minimization
Random (average over 10 experiments)

e f
Figure 2.4: Security Camera results: (a) Full lines, path entropy (b) Full lines,
Pixel Error (c) 20px lines, path entropy (d) 20px lines, Pixel Error (e) 50px lines,
path entropy (f) 50px lines, Pixel Error
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Figure 2.5: Noisy Security Camera results: (a) Full lines, path entropy (b) Full
lines, Pixel Error (c) 20px lines, path entropy (d) 20px lines, Pixel Error (e) 50px
lines, path entropy (f) 50px lines, Pixel Error
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a b c

d e f

g h i
Figure 2.6: Real World experiments - Hallway: (a) Our prototype camera/laser
apparatus, (b) Our hallway, right camera view, (c) Ground truth disparities based
on all 200 laser aims. Lighter is closer. (d-f) are the disparity maps at 0, 5, and 49
laser aims, and below them, (g-i) show the effect on the entropy after 0, 5, and 49
laser aims. Dark vertical bands show the effects of the entropy from the laser aims.

bration of the laser was some hand adjustment to ensure that it looked approximately

vertical in the right frame. We performed laser detection with image subtraction and

some simple heuristics.

For each data set, we generated a ground truth disparity map by producing

approximately 200 laser aims and using stereo vision to fill in the gaps between the

laser aims. The data collection took approximately 90 minutes of real time for each

data set. The ground truth results are shown in Figure 2.6 c and Figure 2.7 c. With a

few small glitches, these results match our personal knowledge of the scene quite well.

These can be compared with the initial disparity maps shown in Figure 2.6 d and
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d e f

g h i
Figure 2.7: Real World experiments - Lab: (a) Our lab, left camera view (b) right
camera view, (c) Ground truth disparities based on all 200 laser aims. Lighter is
closer. (d-f) are the disparity maps at 0, 5, and 49 laser aims, and below them, (g-i)
show the effect on the entropy after 0, 5, and 49 laser aims. Dark vertical bands
show the effects of the entropy from the laser aims.

Figure 2.7 d. The difference is quite striking due to the textureless walls. The initial

disparity maps tend to interpret the slanted walls as collections of panels parallel

to the image plane, separated by changes in luminance. This is a common artifact

of stereo algorithms (see Figure 1.6 for why). The remaining images in Figure 2.6

and Figure 2.7 show the effects of increasing numbers of laser aims on the disparity

map and entropy map. Note that in Figure 2.7, there is some dark blue molding

near the floor that absorbs most of the light from the laser. The results of these

sets with full, 20px, and 50px, are shown in Figures 2.8 and 2.9; much like with the

artificial low-textured images, in both pixel error and path entropy the algorithm

outperformed random and evenly-spaced laser aims, and this is more pronounced
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with the shortened lines.

The real world results validate the technique of using laser line as a disambiguat-

ing device and demonstrate the advantage of the information gain criterion over

random or evenly spaced laser aims.
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Figure 2.8: Hallway results: (a) Full lines, path entropy (b) Full lines, Pixel Error
(c) 20px lines, path entropy (d) 20px lines, Pixel Error (e) 50px lines, path entropy
(f) 50px lines, Pixel Error. Note that, unlike the benchmark results, the vertical
scale for pixel error does not go to 0.
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Figure 2.9: Lab results: (a) Full lines, path entropy (b) Full lines, Pixel Error (c)
20px lines, path entropy (d) 20px lines, Pixel Error (e) 50px lines, path entropy (f)
50px lines, Pixel Error. Note that, unlike the benchmark results, the vertical scale
for pixel error does not go to 0.
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3

Related Work

It is not uncommon in the stereo vision literature for matching costs to be inter-

preted as probabilities [Belhumeur & Mumford, 1992; Geiger et al., 1995; Cox et al.,

1996; Sun et al., 2002]. However, such interpretations are typically seen primarily as

justifications for various optimization techniques. The use of structured light sources

from a projector is also a fairly well established technique [Scharstein & Szeliski,

2003]. Processing of video of a laser line or two sweeping a scene (similar to our

ground-truth generation of the real-world data sets) is gaining popularity as a very

cheap alternative to 3D laser range finders in situations where speed isn’t an issue

and where no one around is going to be bothered by visible lasers sweeping the scene

[Quigley et al., 2009; Winkelbach et al., 2006].

The observations made by Anderson & Moore [2005] are most relevant to our

information gain computation, but the work of Kraus & Guestrin [2005], which

considers optimal nonmyopic information gathering actions is also highly relevant.

Unfortunately, the algorithms presented in that work, while polynomial for structures

like ours, are still too slow for real time use. For a large image, anything more than

O(nd), even O(nd2), is impractical since d can be quite large (hundreds of pixels).
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Our work can be viewed as one of the first that uses the probabilistic interpreta-

tion of stereo matching costs for some purpose other than match cost optimization.

We offer the first probabilistic interpretation of the Bobick and Intille algorithm,

generalize this algorithm to compute marginal probabilities and entropies efficiently,

and apply insights from graphical models to compute the information gain efficiently.

3.1 Future Work

A most important practical direction for future work is the full deployment of this

technique on a robot. This would most likely entail the use of some compact cameras

and a simpler pan tilt mechanism to reduce overall bulk. Once this is accomplished,

we would like to integrate the new sensor into a vision based mapping algorithm.

From the algorithmic standpoint, another practical consideration is that total

path entropy may not be the best criterion to optimize. Initially, it was a choice of

(computational) convenience. We are investigating if other criteria can be computed

as efficiently in some cases. We are also interested in the case where some regions of

the image are identified as more important than others and the optimality criterion

is weighted accordingly.

Another direction for exploration would be the use of a more sophisticated stereo

model. A natural fit would be the belief propagation approach [Sun et al., 2002].

However, it is not guaranteed that using a more sophisticated stereo model would be

worth the challenges involved, since the algorithm itself would be significantly slower

and it would be difficult or impossible to compute the information gain efficiently.

While a more sophisticated stereo model could in turn provide better probabilities

that could provide better guidance for a laser aiming strategy, it could not fully

resolve the fundamental ambiguity posed by textureless surfaces without making

some strong, additional assumptions.

As an initial test of the viability of the belief propagation approach on images of
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Figure 3.1: The results of the Middlebury implementation of Belief Propagation
on our hallway image. The stereo image pair was downsized (half in each dimension)
from the version used in our experiments.

this type, we tried the Middlebury implementation of the Sun et al. belief propa-

gation approach on our real world images from the hallway outside of our lab. The

large disparity range made it difficult for us to run the algorithm in a reasonable

amount of time or memory, so we experimented with downsampled images. After

tweaking the algorithm’s many parameters, we were able to produce a reasonable

initial stereo image, as shown in Figure 3.1. While this coarse image could arguably

be said to show less streaking than the initial DP based stereo result in Figure 2.6 d,

the coarseness of the results can also be seen as masking some errors. In addition,

the tendency of the DP algorithm to produce horizontal streaks is replaced with a

tendency the produce blocks of uniform disparity in the BP algorithm. The slow-

ness and huge memory requirements of the algorithm on images with large disparity

values did not leave us feeling optimistic about the benefits of using this more so-

phisticated algorithm in the inner loop of our active sensing cycle. These results,

however, are only preliminary and it is possible that further insights could be gained

from a deeper exploration or a reformulation of the BP algorithm that is more com-

patible with high disparity levels - much as the Bobick and Intille algorithm is a

reformulation of the standard DP stereo algorithms.
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3.2 Conclusions

We have addressed the challenge of active stereo vision using an entropy minimization

approach. By adopting a probabilistic interpretation of an existing O(nd) stereo

algorithm and adapting this algorithm to compute probabilities and entropies, we

have devised an approach to selecting the action with the greatest information gain

that is, asymptotically, no more expensive than the core stereo algorithm. This

is critical for the stereo problem because even a quadratic cost in the maximum

disparity can be extremely large for high resolution images. Our approach to this

problem leverages a probabilistic interpretation of the stereo problem and employs

insights gained from recent work probabilistic reasoning for sensor management.

We have implemented this algorithm and shown that it makes good choices of

laser aim points on synthetic images. We have also build a hybrid stereo vision/laser

device and demonstrated its use to produce high-quality disparity maps of real scenes.

We have applied the entropy minimization approach to the data collected by our de-

vice and shown that the algorithm makes good choices about where to aim the laser.

We are actively pursuing this approach as a practical alternative to prohibitively

expensive and bulky three dimensional laser range finders.
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Appendix A

Extended graphs for Middlebury benchmark images

Tsukuba Saw

Cones Venus
Figure A.1: The Middlebury Stereo Benchmarks are a collection of stereo image
data sets with known ground truth. The scenes they capture are highly textured,
while the difficulty comes more from complexities in the scene structure.
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Figure A.2: Middlebury Tsukuba results: (a) Full lines, path entropy (b) Full lines,
Pixel Error (c) 20px lines, path entropy (d) 20px lines, Pixel Error (e) 50px lines,
path entropy (f) 50px lines, Pixel Error
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Figure A.3: Middlebury Saw results: (a) Full lines, path entropy (b) Full lines,
Pixel Error (c) 20px lines, path entropy (d) 20px lines, Pixel Error (e) 50px lines,
path entropy (f) 50px lines, Pixel Error
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Figure A.4: Middlebury Cones results: (a) Full lines, path entropy (b) Full lines,
Pixel Error (c) 20px lines, path entropy (d) 20px lines, Pixel Error (e) 50px lines,
path entropy (f) 50px lines, Pixel Error
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Figure A.5: Middlebury Venus results: (a) Full lines, path entropy (b) Full lines,
Pixel Error (c) 20px lines, path entropy (d) 20px lines, Pixel Error (e) 50px lines,
path entropy (f) 50px lines, Pixel Error
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