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Abstract
Changes in the expression and function of genes active during metazoan
development have played a critical role in the evolution of morphological
differences between species and phyla, yet the origins of these changes remain
poorly understood. What roles do positive and negative selection play in the
evolution of development? How do evolutionary changes accumulate given the
degree to which organisms are able to buffer the effects of environmental and
genetic perturbations during development? The crucial insight of the Modern
Evolutionary Synthesis was that divergence between species arises from
variation within populations. Following this principal, I have made use of tools
from quantitative and population genetics to investigate three central questions:
1) How much genetic variation is there in the networks of genes that underlie
metazoan development? 2) What affect does developmental buffering have on
the accumulation of selectable genetic variation? 3) To what extent does selection
act to shape patterns of genetic variation among different kinds of genes and at
different stages of development? I show that developmental systems can harbor
extensive levels of genetic variation, and that the amount of genetic variation in
individual genes at different stages of development is related to the extent to
which variation in those genes is buffered by genetic interactions. I also show
that while selection plays an active role in shaping genetic variation in
development, the extent to which variation in a gene is visible to selection
depends in predictable ways on a) the biological function of that gene and b)
iv

whether the mutations in question influence gene expression or protein function.
My results as a whole demonstrate the utility of population level approaches to
the study of the evolution of development, and provide key insights into the role
that

selection

plays

in

generating

v

developmental

variation.
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1. The Surprising Flexibility of Embryonic Development
Deep conservation has long been considered an important feature of
embryological development. While the older idea (von Baer 1828b; Haeckel 1866;
Gottlieb 1987) that diversity strictly increases over ontogeny has largely been
done away with, there remains a persistent view that the embryos of many, if not
all (Slack, Holland et al. 1993), phyla pass through a highly conserved
“phylotypic” period during which an organism’s fundamental body plan is
established

(Raff

1996;

Hall

1997;

Valentine

1997;

Galis

and

Metz

2001)(Figure1.1). Common to both groups of hypotheses is the idea that because
later developmental events are dependent on the successful execution of earlier
developmental events, changes at earlier developmental stages are more likely to
prove deleterious than are changes that occur later. As a result, the evolution of
early development will be more constrained than later development (Schank and
Wimsatt 1986).
The same logic holds for many theories concerning the evolution of the
gene regulatory networks (GRNs) that underlie development. Proper embryonic
development is dependent on the successful execution of a regulatory logic
encoded in the interactions between transcription factors and regulatory
elements (Davidson 2001; Davidson 2006a). While a host of diverse regulatory
processes are required for proper embryonic development (e.g. chromatin
modification, microRNAs, post-transcriptional modification, etc.), interactions
1

between transcription factors and cis-regulatory DNA appear to play a
paramount role (e.g. (Gerhart and Kirschner 1997; Alberts 2008), though see
Martello (2007) for an important, and potentially wide-spread, exception1). For
this reason, significant changes in morphology will almost certainly involve
changes in the underlying network of interactions between transcription factors
and cis-regulatory DNA.

1

Clearly repression by miRNAs, and other forms of regulation, are necessary as knocking them out is
almost always fatal. However, I argue that they play a fundamentally different role than transcription
factor::DNA interactions. The distinction is similar to one made for protein folding (Anfinsen’s dogma):
All of the information necessary for protein-folding can be found in the protein’s primary sequence. It does
not follow, however, that primary sequence is sufficient for in vivo folding; in most cases, molecular
chaperons are necessary for proper in vivo folding.

2

Figure 1.1: Patterns of divergence and selection during development. (a) Two potential patterns
of conservation at the level of embryonic development. The grey line represents the classical
pattern of early developmental constraint described by von Baer. The black line shows the ‘hourglass’ pattern of conservation described by Raff and others (Raff 1996). (b-d) Three predictions
about the relationship between the patterns of constraint in (a) and natural selection. (b)
Constraint is the result of negative (stabilizing) selection acting against genetic variation affecting
early development. (c) Developmental buffering results in relaxed constraint on highly buffered
developmental stages. As a result, high levels of genetic variation may be found in genes
affecting conserved stages of development. (d) Divergence in development is the result of
adaptation. Figure modified from Garfield and Wray (2009).

The converse position has also been argued: Patterns of conservation at
the level of embryonic development, either in organismal form or in the identity
of homologous tissues, reflects conservation in the structure of the underlying
gene regulatory networks (Erwin and Davidson 2006; Erwin and Davidson 2009;
Peter and Davidson 2011a). To be sure, there are striking examples in which
components of developmental GRNs are conserved over vast evolutionary
3

distances (e.g. Olson 2006). However, there are a growing number of cases in
which clearly homologous traits are specified by substantially different GRNs, as
well as cases in which related species show striking differences at supposedly
conserved developmental stages.
In this review, I highlight a number of important cases demonstrating the
extent to which developmental programs can diverge between even closely
related species. In many cases, this genetic divergence is found despite an
apparent conservation in embryonic form. I then highlight a number of features
that may pre-dispose developmental regulatory networks towards the
accumulation of evolutionarily relevant genetic variation, variation that can,
under the right circumstances, be acted upon by natural selection or allow for the
accumulation of developmental differences through genetic drift. Interestingly,
many of the same features that allow for the accumulation of genetic variation
are features that also permit development to be robust to environmental and
genetic perturbations, underscoring the somewhat paradoxical relationship
between developmental robustness and evolvability.
In the course of this review, I will argue three central points:
1) While changes in morphology are dependent on changes in gene
regulatory networks, gene regulatory networks are themselves often
evolving even in the face of strong selective constraints on embryonic
form.

4

2) Evolutionary changes in developmental systems are not obviously
limited to any particular stages of development.
3) The capacitance of genetic variation is a natural property of GRNs,
suggesting that evolutionarily relevant genetic variation within
developmental GRNs is relatively common.
On the basis of these three points, I submit the following: The origins of the interspecific and inter-phylum changes in development that constitute the primary
objects of study for “EvoDevo” can be understood by examining the extent and
functional consequences of developmental variation within natural populations.
Over the next four chapters, I will approach this proposition from a number of
perspectives. Not surprisingly, many of my conclusions were anticipated by
naturalists working well before the modern experimental era. It is to them that
we turn first.

I. Historical Perspectives on Embryonic Constraint
That patterns of embryonic development can provide insights into a
lineage’s evolutionary history is incontrovertible. Embryonic similarities have
long provided important characters for taxonomists (Slack, Holland et al. 1993;
Brusca and Brusca 2003) and were for Darwin some of the most important
examples supporting his argument for descent with modification (Darwin 1964,
Chapter 13). For many embryologists of Darwin’s generation, particularly in
Germany (Gottlieb 1987), patterns of conservation in embryos were seen as
evidence for invariant laws of development (see Hall (2000) for review and

5

discussion of a number of important German exceptions), a generalization that
could be found in textbooks well into the 20th century2.
However, for many embryologists in the years following the publication
of The Origin, variation in development was as intriguing as conservation. In
their discussions of van Baer’s laws, Sedgwick (1894) and de Beer (1930) make
forceful arguments that, even among closely related species, it is possible to
make taxonomic distinctions on the basis of embryological traits, though those
traits are rarely the same as those used to classify adults. A key point in both of
their discussions was the idea that, rather than reflecting inherent constraints in
development, embryological conservation stems from the fact that interactions
between most embryos and the environment are fairly limited and that, in many
cases, embryonic environments are more likely to be shared by related species
than are adult environments. As a result, the influence of positive selection on
embryonic development was relatively weak.
Though his views on the topic were later strongly influenced by Haeckel’s
theory that embryonic development could be read as a record of a species’
evolutionary history (“ontogeny recapitulates phylogeny”), Darwin initially held

2

From my grandmother’s college textbook: “Tens of thousands of animals do recapitulate the past during
their development . . . and in none of these tens of thousands of cases is this departure intelligible save on
the view that in so doing they are repeating phases that were once final forms in the earliest evolution of the
race.”(Wells, Huxley et al. 1934, pg. 369)

6

views very similar to those of the Sedgwick, de Beer, and other British
embryologists of the early 20th century (de Beer 1958), namely that the ability to
read evolutionary history from embryological conservation was only valid to the
extent that positive selection had not acted on embryonic development. Writing
about patterns of embryonic conservation in the first edition of the Origin,
Darwin noted:
The case, however, is different when an animal during any part of its embryonic career
is active, and has to provide for itself. The period of activity may come on earlier or later
in life; but whenever it comes on, the adaptation of the larva to its conditions of life is just
as perfect and as beautiful as in the adult animal. From such special adaptations, the
similarity of the larvae or active embryos of allied animals is sometimes much obscured;
and cases could be given of the larvae of two species, or of two groups of species,
differing quite as much, or even more, from each other than do their adult parents
(Darwin 1964, pg. 440).

The distinction made by these early embryologists is an important one:
Conservation may be the result of (intrinsic) constraints, but it can also be the
result of differences in the extent to which variation is visible to positive selection
at different stages of development. In this regard, attempts to find differences in
development between closely related organisms are as important as cataloging
patterns of conservation between more distantly related taxa for understanding
the mechanisms driving developmental evolution. It also highlights the
importance of methods that can distinguish between negative selection, positive
selection, and a relaxation of constraint when investigating the origins of
patterns of embryonic conservation.

7

II. Case Studies in Developmental Variation: Flexibility and
conservation
I) Developmental variation despite morphological conservation
For understanding developmental variation between closely related
species, few systems have been examined in such detail as nematode
development. Morphological similarities among nematode species can be
overplayed, especially in cases in which related species have adapted to diverse
ecologies (De Ley 2006). However, many species show remarkable similarities in
adult morphologies over divergence times in the hundreds of millions of years
(Kiontke and Fitch 2005). But while the adult body plans of nematodes are often
highly conserved, aspects of embryonic development can vary wildly (Sommer
2005). This variation is especially well documented among the Rhabditidae, the
clade that includes Caenorhabditis elegans, though there is no reason to think that
this clade is unique with regards to developmental flexibility (Figure 1.2).
Variable traits in development include changes in the specification of the
A-P axis, changes in the cell lineage that generates the adult germ line, and
changes in the degree to which cells are specified at early cleavages stages; while
early cell specification and autonomous development is a hallmark of
development in C. elegans, the fates of the blastomeres are variable in other
species (e.g. species of Enoplus; reviewed in Goldstein (2001)). Perhaps most
interesting are changes in developmental rates, an embryonic trait with clear

8

ecological relevance (Roughgarden 1979). Closely related species of nematodes
can show 5-6x variation in developmental rates (Skiba and Schierenberg 1992;
Laugsch and Schierenberg 2004). However, not all cell divisions scale equally; in
the slowest developing rhabditid species surveyed, the primordial germ cell P4 is
present at the 5-cell stage, while in the fastest dividing lineages it is not specified
until the 24-cell stage. This relative shift in the timing of P4 specification results in
substantially altered arrangements of cells in the early embryo, implying
necessary changes in inductive cell interactions among species with nearly
identical adult morphologies.

9

Figure 1.2: A mapping of evolutionary shifts in early nematode development onto a
phylogeny. Figure after Goldstein (2001). As discussed in the text, variation in early nematode
development is common, with some changes in early development occurring independently on
multiple lineages. Each colored block represents a departure in early development from the
canonical developmental program of C. elegans.

To understand how early developmental traits evolve, Brauchle et al.
(2009) examined 40 variable traits in the 1-4 cell embryos of 34 species of

10

rhabditid nematodes in a phylogenetic context. Of these 40 cell biological traits,
38 appeared to evolve independently, with frequent trait reversals on multiple
lineages. These trends highlight two important features of developmental
variation. First, despite the high levels of coordination required to ensure proper
development, developmental characters can exhibit extensive modularity – i.e.
changes in one developmental character need not necessitate changes in other
aspects of development. Second, homoplasy, the independent evolution of the
same character state(s) along independent lineages, is likely a common feature of
development, as discussed elsewhere (Abouheif, Akam et al. 1997; Wray and
Abouheif 1998; Wray and Lowe 2000). Care should therefore be taken in
inferring patterns of conservation based on a limited taxonomic sampling.
Developmental variability in nematodes is not limited to the earliest
stages of development. Related species, for example, show substantial variability
in tissue specification during gastrulation (reviewed in Schierenberg (2006)). But
by far the best-studied variation in later nematode development involves the
specification of the nematode vulva. The cellular development of the nematode
vulva is highly similar across the nematodes related to C. elegans beginning with
the specification of an invariant set of vulval precursor cells during embryonic
development that eventually give rise to the adult vulva ((Sommer 2005); Figure
1.3). The molecular mechanisms underlying vulva specification in C. elegans are
generally well understood, though there remains some ambiguity in the relative

11

importance of different signaling pathways (Katz, Hill et al. 1995; Simske and
Kim 1995; Hoyos, Kim et al. 2011). Among relatives of C. elegans, however, one
can find just about every possible variant on this gene regulatory network
ranging from differences in the source of the signal that begins vulva
specification to changes in the role played by specific intercellular signaling
molecules (Chamberlin 2000; Srinivasan, Pires-daSilva et al. 2001; Felix 2005;
Sommer 2005; Zheng, Messerschmidt et al. 2005; Felix and Wagner 2008). By
plotting some 40 characters of vulva development on a nematode phylogeny,
Kiontke et al. (2007) were able to demonstrate two features seen also for early
cleavage: changes in vulva development happened largely independently across
the phylogeny and homoplasy is frequent. Interestingly, Kiontke et al. (2007)
were also able to show that the changes were biased in their directionality,
against the expectation of neutral evolution. This suggests that despite the
flexibility of vulva development in nematodes, selection and/or developmental
constraints likely play an important role in its evolution.

12

Figure 1.3: Canonical vulval cell specification in C. elegans. (A) The vulva is the egg-laying and
copulatory organ of the hermaphroditic adult nematode C. elegans. The vulva is formed from a
row of six competent vulval precursor cells. (B). Three of these cells adopt either an inner vulval
fate (1o, P6.p) or an outer vulval fate (2o, adopted by P5.p and P7.p). The three remaining cells
normally adopt non-vulval fates, but are able adopt vulval fates following the ablation of P(57).p. Vulval fates are the result of inductive signals that stem from the Anchor Cell (AC), the
relative importance of which are a subject of some debate (Hoyos, Kim et al. 2011). Solid arrows
represent EGF/MAPK signaling, while dashed arrows represent lateral signaling through
Delta/Notch. Not shown is a Wnt pathway that maintains the competence of the Pn.p cells in the
second larval stage. This later pathway appears to be variable in some species (Srinivasan, PiresdaSilva et al. 2001).
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Changes in nematode development are unusually well documented3, but
instances of profound developmental variation are widespread among
metazoans (Raff 1996; Wray 2000). Mesoderm specification in ascidians offers
another well-documented case (Hudson and Yasuo 2008). Cionia intestinalis and
Halocynthia roretzi are two distantly related species of ascidians that undergo a
highly conserved, stereotypical asymmetric division. By the 8-cell stage in both
species, homologous cells have been specified as precursors of ‘primary’ and
‘secondary’ muscles (the B- lineage and the A- and b- lineages, respectively) that
undergo similar patterns of development and migration in the two species
during later development. In both cases, the B- lineage is specified by localized
maternal determinants and development is cell-autonomous. The A- and blineage, however, rely on inductive interactions. Remarkably, though the overall
patterns of cellular development are conserved between the two species, the
intercellular signaling molecules underlying A- lineage are completely different;
in Ciona, proper A- lineage development relies on Notch/Delta signaling, while
in Halocynthia, the homologous cells make use of the Wnt signaling pathway
(Hudson, Lotito et al. 2007; Tokuoka, Kumano et al. 2007).

3

There is some suggestion that developmental variation may be unusually common in nematodes. Even in
more slowly developing nematodes, cell-autonomous development is common which may allow for greater
evolutionary flexibility than is possible in other taxa (Sommer 2004). The extent to which embryos
displaying regulative vs. mosaic development differ is an intriguing, but to my knowledge unaddressed,
question.
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The above cases disproportionately involve changes in intercellular
signaling pathways, as opposed to transcription factor binding cascades, and it
may therefore be argued that they represent relatively minor changes in the
induction of regulatory states rather than changes in developmental GRNs writ
large. However, some changes in GRN are clearly more fundamental. For
example, the use of BMPs for patterning the nervous system is highly conserved
in a diversity of metazoans (Gilbert 2006; Lowe, Terasaki et al. 2006). However,
this apparently conserved mechanism acts on top of a diversity of mechanisms
for specifying the D-V axis (Mizutani and Sousa-Neves 2010). Even within
insects, in which the interactions between the morphogen Dorsal and BMPs in
patterning the D-V axis is well studied, the mechanisms for setting up the D-V
axis can vary widely, especially between long- and short-germband insects
(Chen, Handel et al. 2000; Nunes da Fonseca, von Levetzow et al. 2008).
II) Reorganizing developmental GRNs: Case studies from echinoderm evolution
A range of changes from minor heterochronic shifts to fundamental
changes in GRN architecture can be observed among the echinoderms. Some of
these changes are quite subtle in terms of phenotype and have no clear
relationship to changes in ecology or larval morphology. For example,
Strongylocentrotus purpuratus, S. droebachiensis, Lytechinus pictus, and Clypeaster
rosaceus (Figure 1.4) are four species that show few differences in the patterns of
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early cell division or in the gross morphology of the feeding larvae4. However, all
four species, including the two Strongylocentrotids, vary consistently in the
relationship between the first cleavage plane and the orientation of the larval DV axis demonstrating clear, species-specific changes in the developmental
program (Henry, Klueg et al. 1992).

Figure 1.4: Echinoderm Phylogeny. A phylogeny for the echinoderm species discussed in
Chapter 1. Dates and branching order from (Paul and Smith 1988; Hedges and Kumar 2009).

Other changes in development produce more dramatic results, such as
those associated with the shift from planktonic to direct-developing larvae in the
closely related urchins, Heliocidaris tuberculata and H. erythrogramma. Despite
highly similar adult morphologies, larvae show radical differences in
development including differences in developmental rate (Raff 1992), changes in
the specification of the larval axes (Kauffman and Raff 2003; Smith, Turner et al.

4

The major differences are differences in optical transparency and the allometry of the larval skeleton.
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2008), heterochronic shifts in the timing of gene activation (Klueg, Harkey et al.
1997; Raff, Popodi et al. 1999; Nielsen, Wilson et al. 2000), and changes in the cell
lineages that give rise to specific embryonic territories (Wray and Raff 1990).
Interestingly, though tissues such as the vegetal plate and skeletogenic cells arise
from different cell lineages in the two species, they show similar overall patterns
of gene expression (Raff and Sly 2000), highlighting the mosaic nature of changes
in developmental GRNs.
The above examples of evolution within the echinoderm are mainly based
on observations of developmental changes without the explict context of a
known GRN. However, the network of genes underlying the specification of the
embryonic endomesoderm and larval skeleton are remarkably well understood5
(Davidson, Rast et al. 2002; Oliveri, Tu et al. 2008; Materna, Nam et al. 2010; Peter
and Davidson 2010; Peter and Davidson 2011b); Figure 1.5. In this network, an
initial anisotropy in the canonical Wnt signaling component Frizzled generates a
concentration gradient of active β-catenin along the animal-vegetal axis that
drives the nuclearization of active β-catenin at the vegetal pole. This, in turn,
activates the gene Pmar, which serves to repress the transcription of the

5

In light of the foregoing discussion, it is not clear that one can meaningfully speak of “the” sea urchin
GRN – there are almost certainly species-specific variations on the canonical network diagram. However,
throughout this document I will continue to refer to “the” network as it is not clear what, if any, differences
there are among well-studied species such as S. purpuratus and L. variegatus.
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repressive factor HesC, allowing for the expression of several key proteins in the
lineage that generates the skeletogenic mesenchyme ((Revilla-i-Domingo, Oliveri
et al. 2007); Figure 1.5). Once specified, the skeletogenic micromere lineage can
develop cell-autonomously, though numerous interactions between the PMCs
and other cell populations are required for proper embryonic development
(Ettensohn 1990; Sherwood and McClay 1999; Duloquin, Lhomond et al. 2007;
Rottinger, Saudemont et al. 2008; Sethi, Angerer et al. 2009).
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Figure 1.5: A sea urchin developmental gene regulatory network. (A) A logic diagram of
interactions necessary for the proper specification of the embryonic endomesoderm and the
patterning and growth of the larval skeleton. The top of the network represents maternal
transcripts present at the start of development, while the bottom shows structural genes
expressed in differentiated tissues. The left-most columns represent gene interactions that take
place in the primary mesenchyme cells (PMCs), which go on form the larval skeleton. The most
up-to-date version of the network along with additional references can be found at
http://sugp.caltech.edu/endomes/. (B) A schematic of key developmental stages in
Strongylocentrotus purpuratus running from egg (0 hours post-fertilization) through gastrulation
(38 hours post-fertilization) through the growth and development of a feeding larvae (90 hours
post-fertilization). The PMCs are shown in red, the endoderm in yellow, and the ectoderm in
blue. (C) An image of a larval Sphaerechinus granularis (related to Lytechinus).

Several aspects of this network are evolutionarily plastic. For example,
while the skeletogenic mesenchyme cells of the cidaroid urchin Eucidaris
tribuloides and euechinoids like S. purpuratus are homologous, there is a
heterochronic shift in the timing of at which these cells ingress (Wray and
McClay 1988), which suggests changes in cell-cell interactions as well as cellautonomous shifts in the expression of genes such as twist and snail that are
required for the precocious ingression of PMCs in euechinoids (Wu and McClay
2007; Wu, Yang et al. 2008). Other examples of minor changes in GRN structure
and function have been revealed by hybridization studies. S. purpuratus and L.
pictus are distantly related species (Figure 1.4) that occur sympatrically off the
west coast of the U.S. and are frequent subjects of studies aimed at
understanding gene (mis)regulation in hybrid embryos (Swan 1953; Lieber,
Weisser et al. 1986; Conlon, Tufaro et al. 1987; Bullock, Nisson et al. 1988; Nisson,
Dike et al. 1989; Brandhorst, Filion et al. 1991; Harkey, Whiteley et al. 1992;
Nisson, Gaudette et al. 1992; Davenport 1995; Brandhorst and Davenport 2001).
Purebred embryos from these two species show highly similar patterns of gene
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expression (spatially and temporally) during development. However, in a subset
of the network genes, spatial domains shift radically in hybrids, revealing cryptic
changes in the underlying network structure. The mechanisms underlying these
shifts are unknown. Interestingly, despite the mis-expression of developmental
genes, hybrids between these species can be cultured at least through the
formation of the juvenile rudiment (unpublished data).
Other changes within the network are more significant. Despite extensive
transcriptome sequencing in E. tribuloides, there is no indication that the critical
regulatory gene pmar is expressed at all during embryonic development (Data
can be obtained at SpBase.org (Cameron, Samanta et al. 2009)). The absence of
this regulatory linkage is not entirely unexpected. Following removal of the
micromeres (skeletal precursor cells) in euechinoids, a subset of non-skeletogenic
mesenchyme cells transfate to skeletogenic cells in a manner dependent on the
HesC target alx1, but independent of pmar (Ettensohn, Kitazawa et al. 2007;
Sharma and Ettensohn 2011). Furthermore, the skeletogenic lineage genes
downstream of, and including, alx1 are expressed in the skeleton of the
developing adult rudiment (Gao and Davidson 2008). It thus appears that the
skeletogenic genes targeted by HesC form an evolutionarily flexible module,
with pmar evolved to initiate the adult skeletogenic program in the larvae of
some species. Intriguingly, the expression of pmar shows the highest levels of
additive genetic variance of any gene in the endomesodermal network within a
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population of S. purpuratus highlighting a potential relationship between withinspecies variation and between-species evolutionary change (Chapter2).
At greater evolutionary distances, one finds more substantial rearrangements with intriguing patterns of conservation; regulatory interactions
among a set of five genes essential for endoderm specification are conserved
between asteroids (sea stars) and euechinoids despite a divergence time of > 500
million years despite large scale changes in the majority of the gene interactions
required for patterning the endomesoderm (Hinman and Davidson 2007;
McCauley, Weideman et al. 2010).
Truly understanding the relationship between changes in developmental
GRNs and embryonic development will require a careful investigate of the
molecular interactions underlying development (Peter and Davidson 2011a).
These sorts of data are currently available for few systems (Levine and Davidson
2005), and these systems have been chosen largely for their experimental
tractability rather than on the basis of phylogenetic or ecological considerations.
However, it is clear from the above examples that developmental programs can
show remarkable flexibility over relatively short time spans, and that these
molecular changes may or may not ultimately impact embryonic form or adult
morphology. An important research question then is, how are these changes
made possible? As I discuss below, there are several aspects of the ways in which
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developmental GRNs are structured that may predispose them to the
accumulation of genetic variation. In some cases, this genetic variation is neutral,
or nearly neutral with respect to selection and allows for developmental changes
through ‘developmental systems drift’ (True and Haag 2001). In other cases,
however, there is evidence that selection may act on this genetic variation,
allowing for rapid evolutionary change based on the gradual accumulation of
mutations of small to medium effect6. In both cases, an understanding of the
mechanisms underlying the evolution of GRNs can be found in studying
developmental variation within species and populations.

III. Genetic Variation can be Found in Highly Canalized
Developmental Systems
Developmental comparisons between distantly related species can
provide insight into which aspects of gene regulatory networks are most prone
to evolutionary change. However, because of that divergence, such comparisons
are not well suited to uncovering the mechanisms driving those changes:
evolution is a process that happens the level of populations, and it is to

6

This is not to say that large-scale macromutations do not and have not played a role in the evolution of
developmental GRNs. Given the flexibility of developmental programs and the remarkable abilities of
many metazoans to hybridize over vast evolutionary distances in the absence of pre-zygotic isolating
mechanisms, it may easier for populations to accommodate macro-mutations than is generally assumed.
However, as I argue, the structure of GRNs is such that mutations can be strictly gradual and yet still give
rise to the macro-evolutionary trends of interest to many paleontologists.
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populations that we must look to understand the relative contributions of drift,
positive selection, and constraint to the evolution of development.
Developmental genetics has been one of the great success stories of the
20th century, providing detailed insights into the genetic underpinnings of
development and our first insights into the effects of changes in the genome.
There is also a growing awareness the important roles that environmental factors
can play in modifying the relationship between genotypes and phenotypes
(Gilbert and Epel 2009). Developmental biologists are thus forming the
foundations of the knowledge needed to predict what genetic or environmental
changes can do developing organisms. However, we know relatively little about
the types of genetically based variation that already exists in natural populations.
Information about the extent and kinds of genetic variation found in
nature is crucial because genetic variation among individuals within a
population is an essential pre-requisite for evolution. For neutral processes such
as drift to influence a population, this variation can take any form so long as that
variation is heritable; offspring genotypes must resemble parental genotypes
more closely than they do random members of the population. For this variation
to be acted upon by selection, however, requires additional factors (Feder and
Watt 1992; Watt 2000). First, the genetic variation must have phenotypic
consequences, and those phenotypic consequences must have an impact on the
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abilities of organisms to survive and reproduce. Second, for natural selection to
operate on it, the genetic variation in a population must be additive, that is to say
a particular genetic variant must influence phenotypes in the same way across a
range of environments and genetic backgrounds7.
Existing evolutionary theory makes several predictions about the kinds
and extent of genetic variation that should be found in natural populations. If
there are strong constraints on development, then we should expect to see a
general reduction in genetic variability in the genes involved in the most crucial
stages of development (Hartl and Clark 1997)(Figure 1.1). On the other hand, if
crucial developmental stages are highly buffered, then the genes underlying
these stages of development may harbor extensive genetic variation that is
effectively “cryptic” or hidden from selection by buffering mechanisms in
development. This variation may play in important role in evolution (Wagner
2008; Masel and Siegal 2009; McGuigan and Sgro 2009; Masel and Trotter 2010).
Developmental buffering may promote evolutionary change by allowing neutral
changes to accumulate over time (Felix and Wagner 2008). However,
developmental buffering may also play a role, paradoxically, in promoting
positive selection; while cryptic variation may not contribute to additive (or

7

This condition need not apply to all possible environmental conditions and genetic backgrounds, but only
those actually found in the population. Whether a particular mutation can be affected by natural selection
context-dependent.
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selectable) variation in some environmental or genetic contexts, it may be
“released,” or become visible to selection, in other contexts (Rutherford and
Lindquist 1998; True and Lindquist 2000; Hermisson and Wagner 2004; Jarosz
and Lindquist 2010; Hayden, Ferrada et al. 2011). The release of cryptic genetic
variation following a change in genetic background or the environment is
thought to be a property of any genetic system marked by threshold characters8
and epistasis, as is thought to be the case for developmental GRNs (Gibson and
Dworkin 2004; Flatt 2005). The extent to which this applies to actual
developmental systems, however, is an empirical question and one that must be
resolved by investigating not only how mutations or environmental change
affect mean phenotypes during development, but also what these perturbations
do to phenotypic variances (e.g. McGuigan, Nishimura et al. 2011).
There is growing empirical evidence that natural populations do harbor
significant levels of functional genetic variation that can influence gene
expression, suggesting that genetic variation influencing development is
relatively common (Rockman and Wray 2002; Pastinen and Hudson 2004;
Stranger, Nica et al. 2007; Gilad, Rifkin et al. 2008; Ehrenreich, Gerke et al. 2009;
Kasowski, Grubert et al. 2010; Zheng, Zhao et al. 2010). What is generally not

8

An example of a threshold character is the switch-like relationship between many upstream regulatory
genes and their downstream targets (see below).
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known, however, is the extent to which this kind of variation affecting
development is heritable in a way that can be acted upon by natural selection.
Recent research into segmentation downstream of the Bicoid gradient in
Drosophila constitutes one source of evidence that heritable variation may be
common even in highly canalized developmental systems.
Bicoid is maternally loaded into the egg at the future anterior end of the
embryo and then diffuses posteriorly, activating, among other genes, hunchback.
This in turn, through mechanisms that remain under debate (Houchmandzadeh,
Wieschaus et al. 2002; Houchmandzadeh, Wieschaus et al. 2005; Gregor, Tank et
al. 2007; Gregor, Wieschaus et al. 2007), produces a precise concentration
gradient along the future anterior-posterior axis. This gradient provides the
spatial information necessary for positioning the expression domains of
downstream genes such as the gap genes giant and Kruppel and the pair-rule
gene even-skipped (eve), which is expressed at the boundaries of every oddnumbered segment during cellularization of the syncicial blastoderm. The
expression of eve thus serves as a morphological read-out of the performance of
the Bicoid-driven GRN.
Experimental manipulations show that alterations to the Bicoid
morphogen gradient have a downstream effect on gene expression domains and
morphological features, demonstrating that spatial positioning can be influenced
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by the shape and magnitude of the Bicoid gradient (Driever and NussleinVolhard 1988; Struhl, Struhl et al. 1989; Ochoa-Espinosa, Yu et al. 2009). Despite
this fact, the downstream readouts of Bicoid are nearly invariant in response to
environmental variation (Lucchetta, Lee et al. 2005) or genetic differences; the
spatial positioning of hunchback and eve expression are found at the same relative
position along the A-P axis among diverse strains of D. melanogaster, including
strains that differ greatly in egg size (and thus, presumably, the shape of the
Bicoid gradient) (Houchmandzadeh, Wieschaus et al. 2002; Lott, Kreitman et al.
2007).
But while the downstream readouts of the Bicoid gradient is highly
canalized in D. melanogaster, the relative positions of expression domains such as
that of eve show robust differences between species, confirming that despite
within-species canalization, the relative spatial positioning of targets of the
Bicoid gradient can evolve (Lott, Kreitman et al. 2007). An explanation for the
apparent paradox comes from the observation that, like closely related species,
similarities in developmental phenotypes within a population may hide
underlying genetic variation. In an experiment in which fly lines were subjected
to artificial selection for egg size, researchers observed genetically based changes
in the positions of eve expression domains along the A-P axis, demonstrating the
existence of hidden genetic variation for this trait (Miles, Lott et al. 2010). An
important observation is that genetically based changes in eve stripe positioning,
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whether through artificial selection or through hybridization of species showing
distinct eve expression domains (Lott, Ludwig et al. 2010), do not lead to
increases in the variability of eve stripe positioning. Thus it appears that not only
can highly canalized traits harbor genetic variation, but also that selection on this
variation need not lead to a potentially deleterious increase in developmental
variation.

IV. Features of Developmental Systems that may Capacitate the
Accumulation of Genetic Variation
While studies quantifying the extent and nature of genetically based
developmental variation within populations is relatively rare (e.g. Dworkin,
Palsson et al. 2003; Haag 2003; Colosimo, Hosemann et al. 2005; Wittkopp,
Stewart et al. 2009), there are a number of features of developmental systems that
may predispose them towards the accumulation of genetic variation, many of
which also serve to buffer development from perturbations (see Masel and Siegal
(2009) for additional discussion).
I) Early developmental genes are more prone to the influences of genetic drift.
Population size can have a profound impact on the fate of segregating
mutations; in smaller populations, genetic variants become more visible to
selection owing to the greater influence of stochastic effects (e.g. drift) in smaller
samples (Lynch and Conery 2003). Just as populations of organisms differ in
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population size, so too do different types of genes. For the maternally loaded
genes that play an essential role in early embryonic development, the effective
population size is only half that of genes expressed zygotically for the simple
reason that variants affecting maternally loaded are never expressed by males.
Thus while beneficial mutations affecting maternal genes are less likely to sweep
to fixation, a higher percentage of overall mutations affecting maternal genes are
effectively neutral than is the case for zygotically expressed genes. This can
facilitate the evolution of early maternal genes, as demonstrated by studies of
early development in Drosophila (Demuth and Wade 2007; Cruickshank and
Wade 2008).
II) The topology of developmental GRNs confers robustness to variation in quantitative
parameters
At very large scales, biological networks may be structured in such a way
as to minimize the consequences of catastrophic mutations (Barabasi and Albert
1999; Wagner and Fell 2001; Guelzim, Bottani et al. 2002; Babu, Luscombe et al.
2004; Barabasi and Oltvai 2004). Biological networks with power-law
distributions, for example, are structured in such a way that most genes have few
interactions with other genes while other genes (“hubs”) take part in a
disproportionate share of the total molecular interactions ((though see Hahn,
Conant et al. 2004 and ; Siegal, Promislow et al. 2007 for two dissenting views). In
a network with this distribution, a mutation to a random gene will, on average,
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disrupt fewer molecular interactions than would be the case if gene interactions
were uniformly distributed among the genes in the network. The problem with
such large-scale models, however, is that they fail to explain two important
observations about developmental systems. First, it is not whole regulatory
networks that are generally conserved, but rather small modules within
networks (Davidson and Erwin 2006; Peter and Davidson 2011a), and these
conserved modules do not obviously consist of the most highly connected genes.
Second, whole-scale gene deletions are not the most common source of variation
to which developmental GRNs must be robust. Rather, most variation is likely to
be quantitative, the result of mutations of small effect or environmental
influences.
With detailed investigations into the topology of individual GRNs, it has
become possible to examine specific GRNs for the features that may promote
evolutionary change. Two examples examining the Drosophila segment polarity
network (von Dassow, Meir et al. 2000) and the C. elegans network underlying
vulval specification (Hoyos, Kim et al. 2011) are particularly illustrative (Figure
1.6). In each study, a map of gene interactions was used as the framework for
examining the set of quantitative parameters (e.g. transcription initiation and
protein degradation rates) that resulted in the proper expression of the terminal
genes of the network. In both cases, proper terminal gene expression profiles
were obtained over a vast range of parameter values such that multiple
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genotypic states mapped to the same phenotypic output. Remarkably, with even
slight variations from the known topology, the number of viable solutions
decreases dramatically, demonstrating the importance of specific topologies in
the generation of network robustness9.

Figure 1.6: Two robust gene regulatory networks. (A) Gene interactions underlying the
specification of vulval precursor cells in C. elegans and related species (from Hoyos, Kim et al.
2011). Stability with this network results primarily from bistability in the EGF and Notch
signaling pathways. (B) A set of gene interactions underlying segmentation in Drosophila (figure
after Ingolia 2004). The robustness of this network to variation in quantitative parameters
depends on the ability for interactions between wingless and engrailed to set up a bi-stable switch
in which either, but not both, of wingless and engrailed are expressed.

9

Interestingly, in von Dassow et al. (2000), the set of gene interactions known experimentally at the time of
the study failed to generate proper gene expression patterns, necessitating the addition of two suspected, but
not yet verified, gene interactions which were then experimentally verified. These interactions can be found
as dashed lines in Figure 1.6B.
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The robustness of GRNs like these may stem from the presence of highly
robust modules, or subsets of interacting genes, within the larger network. In the
above studies, not all components of the network were equally important in
generating network robustness. In the case of the Drosophila segment polarity
network, 90% of the stable sets of viable parameters are those that generate bistability in the positive feedback loops involving wingless and engrailed (Ingolia
2004) (Figure 1.6). Interestingly, the interactions between wingless and engrailed
are a conserved aspect of segment formation across the arthropods despite
divergence in the upstream components of the segment polarity network (Peel,
Chipman et al. 2005).
In the C. elegans vulva network, a disproportionate fraction of the stable
solutions were those with strong reciprocal inhibitions between the Notch and
MAPK pathways, allowing the network to move towards the stable adoption of
gene expression profiles independent, to a degree, of initial parameter states
(Hoyos, Kim et al. 2011). In this case, remarkably, the sets of viable parameter
states often recapitulated differences in the behavior of the network in related
nematode species, demonstrating the degree to which important quantitative
variation in network states may evolve between species despite conservation in
overall network topology.
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More generalized computer simulations support the importance of
modules in generating GRN robustness (Kashtan and Alon 2005; Prill, Iglesias et
al. 2005) as has been reviewed elsewhere (e.g. Wagner 2005), and the message
from these studies has been that the ability of certain motifs within a network to
buffer variation need not be an evolved property of developmental GRNs.
Indeed, there are strong theoretical reasons to suspect that these features will
arise inevitably in any network of highly connected genes evolved to produce a
stable (i.e. non-cyclical, rather than robust) pattern of gene expression (Siegal and
Bergman 2002; Siegal, Promislow et al. 2007). Thus simply by simple virtue of
having extensive regulatory interactions, which may be necessary to ensure the
maintenance of spatial patterns of gene expression during development
(Davidson 2001; Johnson and Brookfield 2003), GRNs are capable of buffering
genetic variation within populations.
III) Threshold characters and non-linear interactions
Threshold traits are a common feature of gene regulatory interactions and
are thought to result largely, though not exclusively, from cooperativity between
transcription factors in their binding affinity for cis-regulatory DNA (Gibson
1996; Wray, Hahn et al. 2003; Veitia and Nijhout 2006). The relationship between
transcription factor concentration and binding site occupancy as a result of
cooperativity can be modeled by the Hill equation:
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θ=

[L]n
(K A )n + [L]n

(1)

In which θ is the fraction of occupied sites, [L] is the concentration of unbound
transcription factors, KA is the concentration of L producing half occupancy, and
n is the Hill coefficient describing the cooperativity of the system. The
relationship is important because it generates non-linear relationships such as the
sigmoid curve often used to describe the relationship between the concentration
of transcription factors and the expression of downstream target genes (Figure
1.7).
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Figure 1.7: The generation of robustness through threshold traits. (A,B) A genetic system in
which protein R represses its own transcription to maintain an equlibrium concentration of R
(after Masel and Siegal 2009). In this system, the rate of transcription for R is proportional to a
function of the concentration of R. The variable d represents degradation rate. (A) In the absence
of cooperativity, the transcription rate A is an additive function of the concentration of R
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resulting in a linear relationship between the rate of chance in the concentration of R and the
concentration of R. (B) With cooperativity, the relationship between A and the concentration of R
is non-linear by equation (1). In this system, the return to equilibrium concentrations of R after a
perturbation is more rapid than in (A). This system is also more robust to changes in parameters
such as the degredation rate (see Masel and Siegal 2009). (C) A more typical promoter in which a
downstream gene B is activated by the cooperative activity of upstream regulator A. In this
system, change in the concentration of A when A is expressed at very low or very high levels
have little impact on the rate of expression of B, while changes in the concentration of A at midlevels of expression have a dramatic impact. (D) A linear pathway consisting of regulatory units
like the one described in (C) and as analyzed in Appendix 1 and by Bolouri and Davidson (2003).

Threshold interactions can directly contribute to the robustness of GRNs
in at least two ways. In systems at a stable equilibrium, such as a transcription
factor repressing its own expression, cooperative interactions increase the rate at
which the system returns to equilibrium following a perturbation and decrease
the effects that changes in any one parameter (i.e. protein degradation rate) have
on the system’s equilibrium state (Masel and Siegal 2009) (Figure 1.7A,B). More
common to developmental GRNs, however, are cases in which gene expression
profiles switch between two states (OFF/ON) in response to an upstream
activator, as is common during cell-fate specification (Figure 1.7C). In these cases,
buffering is a direct result of the fact that changes in the concentration or activity
of an upstream activator on either side of the threshold has little effect on
downstream gene expression. As a result, populations can tolerate genetic
variation in a range of parameters so long as the overall threshold relationship is
maintained. On the flip side, however, those changes that do cross a threshold
can generate disproportionately large changes in developmental programs
(Palmer and Feldman 2009).
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Threshold interactions can not only buffer genetic variation, but can also
influence the location and evolutionary relevance of mutations affecting gene
regulatory pathways (Gibson 1996). This is especially clear in the case of
sequential activation in regulatory cascades, such as those often seen in the
GRNs underlying cell fate specification (Figure 1.7D). One important property of
such cascades emerges simply by virtue of the fact that, because each step in the
regulatory cascade is individually buffered, downstream phenotypes are
disproportionately buffered from mutations that influence the genes at the top of
the cascade. In my simulations of the evolution of regulatory pathways marked
by threshold interactions, the majority of mutations of small effect accumulate at
the top of the regulatory pathway, while the mutations that accumulate at the
bottom of the regulatory pathway have, on average, greater effects on
organismal fitness10 (Appendix 1). This may be especially true for mutations that
influence gene expression levels, as the proper execution of regulatory programs
appears to be more sensitive to mutations influencing expression rates than to
those that influence steady-state gene expression levels (Bolouri and Davidson
2003).
IV) Cis-regulatory modules demonstrate robustness and non-linearity

10

Curiously, this trend appears to be reversed in simulations of evolution in metabolic pathways (Wright
and Rausher 2010).
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Changes in cis-regulatory sequences are an important source of adaptive
genetic variation, often through their effect on development (Wray 2007).
However, the relationship between cis-regulatory function and cis-regulatory
sequence is generally indirect. In some cases, cis-regulatory elements appear to
be conserved over millions of years of evolution, suggesting that even small
changes in regulatory sequence are likely to affect organismal phenotypes
(Siepel, Bejerano et al. 2005; Pollard, Salama et al. 2006b; Prabhakar, Noonan et
al. 2006). In many other cases, however, the relationship between sequence
conservation and expression conservation is weak, with divergent regulatory
elements having nearly identical functions in different species (Hare, Peterson et
al. 2008) (Romano and Wray 2003) (Ludwig, Bergman et al. 2000) (McLean and
Bejerano 2008; Visel, Prabhakar et al. 2008; Wilson, Barbosa-Morais et al. 2008;
Blow, McCulley et al. 2010).
Part of the explanation for the lack of concordance between conservation
in cis-regulatory sequence and cis-regulatory function comes from the fact that
regulatory elements such as transcription factor binding sites are degenerate;
slight changes in sequence often have no effect on transcription factor binding
(or, conversely, transcription factors can bind a range of binding motifs) (Wray,
Hahn et al. 2003). This degeneracy can allow for transcription factor binding site
turnover when selection is on total binding site composition rather than on
sequence composition per se, leading to changes in sequence composition
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between species and genetic variation within species (Lusk and Eisen 2010)
(Moses, Pollard et al. 2006).
Transcription factor binding site turnover is generally modeled as a
neutral, or nearly neutral process. However, there is evidence that more than
drift and negative selection are at work in shaping the sequences of functionally
conserved regulatory elements. Despite widespread evidence for negative
selection on gene expression profiles during development (Rifkin, Kim et al.
2003; Lemos, Meiklejohn et al. 2005; Rifkin, Houle et al. 2005), many cisregulatory evolve appear to evolve under the influence of positive selection
(Torgerson, Boyko et al. 2009; Lappalainen and Dermitzakis 2010; He, Holloway
et al. 2011)(Chapter 3). Furthermore, there is evidence that many regulatory
variants segregate at intermediate frequencies (Rockman and Wray 2002;
Barreiro, Laval et al. 2008) and that adaptive regulatory differences between
species may often arisen from standing genetic variation in ancestral populations
rather than de novo mutations (Colosimo, Hosemann et al. 2005; Barrett and
Schluter 2008; Wittkopp, Stewart et al. 2009). This suggests a potential role for
balancing selection in maintaining cis-regulatory variation.
Strikingly, both balancing and positive selection on cis-regulatory
sequences are consistent with negative selection acting on gene expression
phenotypes given non-linear interactions among sites within cis-regulatory
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elements. Non-linear interactions are thought to be common in cis-regulatory
systems, which can result in complex relationships between cis-regulatory
sequence, transcription factor occupancy, and gene expression phenotypes
(Gibson 1996; Lemon and Tjian 2000; Zinzen, Girardot et al. 2009). These complex
regulatory interactions can generate epistasis, here defined as when the functional
consequences of a regulatory variant depend on the particular variants found
elsewhere in the same cis-regulatory element.
The actual extent of epistasis in regulatory interactions is unknown as the
majority of the models used in QTL and eQTL studies model only additive
effects and do not include contributions from epistasis (Carlborg and Haley
2004). However, evidence from both simulations (Gjuvsland, Hayes et al. 2007;
Bullaughey 2011) and experiments (Brem, Storey et al. 2005; Phillips 2008;
Cubillos, Billi et al. 2011) suggest that epistasis is common (Figure 1.8). The
majority of these experiments have focused on identifying epsistatic interactions
between physically distant loci. However, a growing body of individual gene
studies suggests that epistatic interactions among variants within cis-regulatory
elements may be common and, in some cases, can contribute significantly to
inter-individual differences in gene expression (Myers, Airey et al. 2007; Warner,
Babbitt et al. 2009; Babbitt, Silverman et al. 2010).
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Figure 1.8: Epistasis within DNA regulatory elements. Though the mechanisms generating
epistasis (non-linear interactions) are often unknown, epistasis is frequently observed among
variants within DNA regulatory elements. The promoter of the human seratonin transporter 5HTT2A offers an example (Myers, Airey et al. 2007). In the presence of an A variant at site -783,
changes between an A and G at -1438 lead to only a moderate change in expression levels. In the
presence of a G at -783, however, A/G transitions at -1483 lead to dramatic changes in expression
levels. Both variants lie just outside known TF binding sites.

A consequence of this context-dependency is that selective constraints on
any one cis-regulatory site can change as new mutations are introduced into a cisregulatory element (Bullaughey 2011). Previously neutral variation may, thus,
become a target of directional selection following the introduction of a new
mutation without any change in how selection acts on gene expression variation.
Through similar mechanisms, epistasis can also directly maintain genetic
polymorphisms. In classical models of population genetics, in which genetic
variants contribute additively to phenotypes, negative selection would be
expected to purge genetic variation. Given epistasis, however, stabilizing
selection can maintain genetic variation for the simple reason that multiple
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combinations of cis-regulatory variants can produce the same phenotypic
output11 (Gimelfarb 1989; Gregersen, Kranc et al. 2006). This variation has
interesting evolutionary properties. As long as negative selection on gene
expression is maintained, mutations in epistatic loci will be maintained in
linkage disequilibrium and will contribute little to additive genetic variances.
However,

when

selection

is

relaxed

or

becomes

directional,

linkage

disequilibrium will break down and the previously “cryptic” allelic variation can
rapidly generate additive genetic variances on which positive selection can act.
V) The importance of population genetics for understanding the evolution of development
The above examples demonstrate that evolutionary change can occur in
many places within developmental regulatory networks. I argue that these
changes are not unexpected. As we have seen, GRNs are replete with features
that may serve to generate and maintain genetic variation, variation that can act
as fuel for evolutionary change. Ultimately this is a claim that must be tested
empirically. We still have relatively little idea of the extent of genetic variation
affecting development in natural populations, much less how this variation
relates to developmental differences between species or to specific features of

11

The fact that multiple configurations of a regulatory element can generate the same gene expression
phenotypes may help to explain another puzzle in the evolution of cis-regulatory elements, namely that in
addition to changes in sequence composition, many orthologous, and functionally identical, promoters
appear to bind different complements of transcription factors (Dermitzakis and Clark 2002; Odom, Dowell
et al. 2007; Wilson, Barbosa-Morais et al. 2008; Meader, Ponting et al. 2010; Venkataram and Fay 2010).
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developmental GRNs. We are, however, in a position to begin to investigate
these relationships thanks in large part to improved methods for generating (at
least transiently) transgenic organisms and to high-throughput sequencing
methods (Garfield and Wray 2010). These technologies are allowing researchers
to extend the study of developmental GRNs into non-model systems. These
extensions are critical for a complete understanding of GRN evolution. Despite
the importance of environmental shifts in driving adaptive change and
differences in GRN structure among organisms with different modes of
development, our understanding of GRN structures come largely from inbred,
rapidly developing organisms studied outside the contenxt of their natural
environments. To be sure, studies of GRN structure and evolution in model
systems are essential, but it cannot be considered sufficient.
Fully understanding the evolution of developmental GRNs will require
careful experimental elucidation of the structure and function of developmental
GRNs in diverse species. But even as this task is ongoing, we can use our existing
knowledge and the tools of population genetics to ask targeted questions about
how selection and drift operate within species, an evolutionary level at which we
expect most variation in GRNs to be quantitative rather than consisting of wholescale changes in GRN topology.
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In the following chapters, I will give several examples of how the tools of
population genetics can be applied to the study of developmental evolution.
Each chapter revolves a set of fundamental questions.
Chapter 1: You just read it.
Chapter 2: How much variation is found in developmental GRNs in natural
populations? What functional consequences does this variation have for the function of
the GRN and for the downstream traits on which selection most directly acts? In this
chapter, I discuss work aimed at addressing these questions through an analysis
of genetically based gene expression variation in a population of the purple sea
urchin, Strongylocentrotus purpuratus. As discussed above (Figure 1.5), the gene
regulatory network underlying the specification and development of the larval
skeleton in S. purpuratus has been intensively studied and provides an ideal
model system in which to investigate: 1) how variation in the expression of genes
within this network influences the network as a whole; 2) how variation within
this network ultimately influences larval skeletal morphology, a trait closely
associated with larval fitness; and 3) where within the regulatory network we
find the most genetically based variation in gene expression.
Chapter 3: What are the genetic bases of variation in gene expression within
developmental GRNs? How much, and what kinds, of segregating genetic variation are
found within cis-regulatory elements? How does selection act on this variation? In this
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chapter, I characterize patterns of segregating nucleic acid variation in the cisregulatory elements of eight well-studied genes within, or closely connected to,
the sea urchin GRN. These patterns of variation are used as the basis for
statistical tests of selection.
Chapter 4: How constrained are early developmental events? How do ecological shifts
impact development and genome evolution as a whole? S. purpuratus, like most
members of its genus, is found in shallow-water rocky habits. Its sister species,
Allocentrotus fragilis12, however, has recently evolved to inhabit sandy plains as
deep as 1000m. In this chapter, I make use of scans for selection in the coding
genomes of these two species and a distant outgroup, S. franciscanus, to
understand: 1) how evolutionary pressures changes as a function of
developmental timing; and 2) how environmental shifts contribute to genome
evolution.
Chapter 5: How do patterns of selection on coding and non-coding (regulatory) regions
of the genome change as a function of development? Are there differences in the types of
biological processes affected by adaptation in coding vs. non-coding DNA? The relative
contributions of coding and non-coding (i.e. regulatory) changes to the evolution
of development has been a hotly debated topic in recent years, but one informed

12

Despite the nomenclature, these two species are in fact closely related as evidenced by molecular
phylogenetics (Biermann, Kessing et al. 2003).
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largely by case studies of individual genes. In this chapter, I extend the results of
Chapter 4 to include results from a whole-genome scan for selection in noncoding DNA. In doing so, I am able to highlight a number of important
differences in how coding vs. non-coding adaptations influence evolutionary
processes and development in particular.
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2. Evolvability and Robustness Within a Sea Urchin
Developmental Gene Regulatory Network
Introduction
An outstanding challenge in evolutionary biology is understanding the
extent to which gene interactions influence evolutionary processes (Gibson and
Dworkin 2004; Carter, Hermisson et al. 2005; Phillips 2008). Gene interactions can
buffer, enhance, or modify the consequences of genetically or environmentally
induced variation in gene expression or gene function. In doing so, gene
interactions can shape the patterns of phenotypic variances and co-variances
visible to natural selection, as attested by models (Hermisson and Wagner 2004;
Siegal, Promislow et al. 2007) and studies of individual genes (True and
Lindquist 2000; Queitsch, Sangster et al. 2002; Houchmandzadeh, Wieschaus et
al. 2005). Ecologically relevant traits, however, are the result of interactions
between dozens, or even hundreds, of genes (Davidson 2001) that together may
influence phenotypic evolution in ways not visible at the level of individual
genes or interactions. For this reason, studying the effects of gene expression
variation within the context of known GRNs is critical for understanding the
evolution of development. In this chapter, my collaborators and I address three
primary questions:
1) How is variation in gene expression propagated (or buffered) within a
developmental GRN?
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2) What effect does variation within a GRN have on ecologically relevant traits?
3) How is functional genetic variation distributed within a GRN?
As we saw in the previous chapter, GRNs are replete with features that
may serve to buffer downstream genes from the influence of genetically or
environmentally induced changes in gene expression. This buffering property
has been hypothesized to have evolutionary implications, such as its potential
role in generating cryptic genetic variation (Hermisson and Wagner 2004; Felix
and Wagner 2008; Wagner 2008; Masel and Siegal 2009; McGuigan and Sgro
2009; Masel and Trotter 2010). However, few of these predictions have been
tested in natural populations.
To address the above questions, we made use of a well-studied gene
regulatory network in the purple sea urchin, Strongylocentrotus purpuratus
(Oliveri, Tu et al. 2008; Cameron, Samanta et al. 2009; Su, Li et al. 2009; Peter and
Davidson 2010; Peter and Davidson 2011b)(Figure 2.1). This network, which
underlies the specification of embryonic germ-layers and the development of the
larval skeleton, consists of more than 100 genes which interact dynamically from
fertilization through the development of a larva composed of dozens of
differentiated cell types (Figure 2.1). Our knowledge of this network is based on
targeted morpholino knock-downs, over-expression assays, and detailed cisregulatory analyses, which together provide an account of gene interactions
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necessary, though not sufficient, for proper embryonic development. The
majority of interactions within this network are protein::DNA interactions that
regulate transcription, while a few consist of protein::protein interactions that
mediate intercellular signaling.
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Figure 2.1: A developmental gene regulatory network in S. purpuratus. A. Development progresses from the egg (top), through cleavage and
gastrulation (middle), to a free living pluteus larva capable of feeding (bottom). The skeletogenic cell lineage is indicated in pink, skeleton in blue.
The seven post-fertilization stages and times (hours) correspond to time points 1 - 7 discussed throughout this article. B. The gene regulatory
network is initiated by maternal transcripts and proteins (top) that activate a cascade of regulatory interactions. Names of genes assayed in this
study are shown in black, other genes in grey. Solid lines denote direct molecular interactions: transcription factor:DNA binding (arrows =
activators and bars = repressors) and a few ligand:receptor interactions (nested arrowheads). During cleavage, distinct territories of cell fates are
specified in the early embryo: pink = skeletogenic cells, yellow = mesendoderm, and blue = ectoderm.

An important feature of this network is its depth – the network extends
from maternal mRNAs deposited in the unfertilized egg to the deployment of
key structural genes used in the construction of the larval skeleton (Livingston,
Killian et al. 2006). Variation in the size and shape of the skeleton is known to
influence larval feeding rates (Hart and Strathmann 1994) and mortality (Emlet,
McEdward et al. 1987; Strathmann and Grunbaum 2006). In addition, the size
and shape of this skeleton is known to vary plastically in response to food
concentration (Strathmann, Fenaux et al. 1992; McAlister 2008) and varies
reliably among species with different degrees of maternal contributions (Bertram
and Strathmann 1998). The larval skeleton, thus, provides an ecologically and
evolutionarily relevant readout of the consequences of gene expression within a
GRN that extends back in development all the way to maternal contributions.
To conduct the experiments described below, we took advantage of the
high levels of genetic variation found in purple sea urchin populations. S.
purpuratus is found along the west coast of North America from Juno, Alaska to
Pt. Baja, Mexico (Swan 1953; Strathmann 1987). Previous studies have found little
if any evidence for genetic subdivision or barriers to gene flow across this range,
and there is

~2-4% sequence divergence between alleles within individuals

(Palumbi and Wilson 1990; Edmands, Moberg et al. 1996; Flowers, Schroeter et al.
2002)(Melissa Pespini, unpublished data). Included in this variation are extensive
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segregating changes in cis-regulatory sites known, through functional
experiments, to play a functional role in driving gene expression (Balhoff and
Wray 2005; Walters, Binkley et al. 2008)(Chapter 3). This variation provides more
power for quantitative genetic analyses than in most laboratory systems. It also
serves as a natural perturbation to the GRN that we were able to use to look for
patterns of correlation within the network.
This chapter is divided into two sections. In the first section, the focus is on
understanding how gene expression variation is transmitted between interacting
genes within the network, and on quantifying the extent to which this variation
impacts the size and shape of the larval skeleton. In the second section, we use of
the tools of quantitative genetics to estimate the extent of additive genetic
variation influencing gene expression within this network. We then use these
data to test the hypothesis that buffering within GRNs can contribute to the
accumulation of genetic variation.

Methods Summary
Animal Collection: All animals used in this study were collected in a single dive
from a population in the Santa Barbara channel and were held in artificial sea
water (Coralife, Oceanic Systems Inc.) for < 48 hours before use.
Cross Design and Sampling: The larvae used in this experiment were generated
from a North Carolina II breeding design (Comstock and Robinson 1948; Lynch
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and Walsh 1998) consisting of all pair-wise crosses between six male and six
female urchins. Each culture was raised in a randomized block design at 12oC in
highly controlled climate chambers at the Duke Phytotron (Durham, NC). At
each sampling point (Figure1A), embryos/larvae were sampled from the
randomized design over the course of ~1.5 hours. Because of the randomized
design, the sampling time of 1.5 hours does not introduce any biases into our
estimates of additive genetic variances. It does, however, introduce additional
“noise” which allowed us to estimate patterns of correlations between pairs of
genes at each time point.
Quantitative Genetics: A prerequisite for natural selection is the presence of
additive genetic variances, that is heritable generic variation that has similar
effects across a range of environments and genetic backgrounds. One metric of
additive genetic variance is the extent to which siblings, which share inherited
genetic variants, resemble one another more than they do random members of
the population. In this experiment, estimates of additive genetic variation were
estimated via a North Carolina II breeding design using six outbred male and
female S. purpuratus individuals of approximately the same age. The resulting 36
pools of zygotes were reared in replicate and sampled at seven developmental
time points spanning very early embryogenesis to a free-living larva capable of
feeding (Figure 1A). Resulting gene expression measures were used to estimate
maternal,

paternal,

and

interaction

variances

54

using

a

Gibbs

sampler

implemented in R (Hadfield 2010) with a diffuse inverse gamma prior centered
at 10% of the expression of each gene for each variance term estimated. Estimates
of additive genetic variances were calculated from measures of parental effects
using standard methods (Lynch and Walsh 1998). If fewer than 20 samples had
expression levels above background for a given gene at a given time point, no
variance measures were calculated. The significance of specific linear models was
calculated using DIC-based model contrasts as discussed in Appendix 2.
Expression Measurements: Expression measurements were obtained using
custom probes on the Illumina BeadStation (Fan, Yeakley et al. 2004) which
works similarly to exon-capture technologies. Briefly, probes complementary to
the targets of interest are bound to beads etched with a barcode. These probes are
then annealed to fluorescently labeled cDNA in solution and captured in a plate.
The expression levels of individual beads is read using a laser that
simultaneously captures information about the quantity of cDNA bound to any
bead as well as the barcode of that bead, thus identifying the identity of the
fluorescent transcripts being interrogated at that time. See Supplementary
Materials for additional details and for comparisons between this platform and
other methods. In each sample, gene expression measurements were normalized
to the control gene RBM8A.
Scaling Gene Expression Measurements: To facilitate comparisons among
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genes, we recorded the mean expression of each gene over all cultures,
subtracted this value from each culture to center the values at zero, and then
divided by the mean expression. In other words, we quantified differences in
expression for each gene in units of percent change. Based on our network
model, we believe that the majority of our genes were biologically active at the
stage we assayed. Thus, variation proportional to mean expression is likely a
more accurate predictor of the impact of variation in expression than an unscaled measure of a gene's variance: some genes are naturally higher expressed
than others, and a variance of one unit is likely more important for a gene
expressed at only a few copies per embryo, than a gene expressed at a very high
level.
Quantifying Skeletal Variation: We quantified variation in the larval skeleton at
90 hours post fertilization (time point 7) using established morphological
landmarks (Hart and Scheibling 1988) to generate 3-dimensional measures. We
took two approaches for examining the relationship between gene expression
variation and variation in the larval skeleton. First, we used principal
components analysis to reduce our measures to three dimensions, which
comprise 88% of the between-culture variation and show strong parent-of-origin,
particularly maternal, effects. We then looked for correlations between
individual gene expression measurements and individual principal components.
For our second approach, we made use of a Two Block – Partial Least Squares
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analysis (Rohlf and Corti 2000; Klingenberg 2009) to look for components of gene
expression variation and skeletal variation that together maximized the
correlation between the two datasets. For details, see Appendix 2.
Edge Classification: As discussed below, correlations between the expression
levels of interacting genes vary both quantitatively and qualitatively. To better
understand how these patterns of correlation change over development, we
employed three methods. First, we asked if r2 values between directly interacting
genes were, on average, stronger than those between active genes with no known
interactions. To address this question, we compared the average r2 values of all
interacting genes at each time point to the average of all non-interacting genes.
We tested for statistical significance by comparing the observed results to 10,000
permutations of the data. With the second two methods, we asked a slightly
different question: How does the qualitative nature of gene interactions change
over development? On the basis of previous experiments, each edge is known to
be necessary: Downstream genes are dependent on upstream genes. This
allowed us to classify edges (interactions) into two types, switch-like or
‘insensitive’ interactions (in which a downstream gene is insensitive to variation
in the upstream gene) and ‘sensitive’ interactions (in which there is a statistically
significant relationship between the variation in an upstream gene and its
downstream targets). To make this classification, we first examined edges
individually and classified them using a likelihood ratio test. We also attempted
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a second, more holistic approach. We employed a Bayesian Model Selection
algorithm for picking among linear models that potentially included all
upstream inputs to a given gene. For this, we used the BAS package in R (Clyde
2010) with a Zellner-Siow Cauchy prior (ZS-null) on the regression coefficients
and a beta binomial prior on our models with α and β = 1 to generate a uniform
distribution over model size (e.g. a model configuration with one input was as
likely as a model configuration with two inputs). All three sets of analyses were
conducted with and without repressive interactions with no impact on the
statistical significance of the results.

Part I: The functional consequences of gene expression
variation
Results I
Patterns of correlation between interacting genes
Changes in gene expression can, in some cases, have profound effects on
organismal phenotypes (Carroll 2005; Wray 2007). However, the extent to which
changes in gene expression during development impact organismal phenotypes
depends on the extent to which changes in gene expression are propagated
across developmental GRNs. To investigate this, we examined correlations
(Pearson’s r2) between interacting genes relative to non-interacting genes at each
time point in which gene interactions have been experimentally validated (Time
Points 1-6)(Figure1A). During the first two time points, r2 values were no greater,
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on average, for directly interacting genes than for non-interacting pairs (Figure
2.2A). However, the relative magnitude of r2 was significantly greater between
interacting genes than non-interacting genes over the next four time points,
suggesting that functional linkages between genes are stronger later in
development.
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Figure 2.2: Changes in network interactions during development. A. Correlations between
known regulator-target interactions do not differ from random gene pairs during early
development, but become more highly correlated, relative to background correlations, from time
point 3 onwards. B. Zygotic gene interactions (TP2-6) become increasingly sensitive (i.e. less
switch-like) during development. Interactions during time point 1, largely involving pre-supplied
maternal transcripts, appear highly linear (see text).

In addition to quantitative variation, gene interactions also varied
qualitatively over development. Some gene pairs showed strong dependencies
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(e.g. GataE  Fmo2, Figure 2.3A). In other cases, however, the expression of
downstream genes appeared largely insensitive to quantitative variation in a
known upstream regulator beyond some threshold level of expression (e.g. Dri 
CyP Figure 2.3B). These differences can have important consequences; while
quantitative interactions propagate variation, insensitive interactions buffer it
(Houchmandzadeh, Wieschaus et al. 2005; Veitia and Nijhout 2006). A strength
of the sea urchin network is that the interactions have been identified based on
perturbation experiments. We thus know that each upstream gene must be
expressed (at some level) for the proper expression of the downstream target.
This allowed us to classify each interaction as being either sensitive, when
variation in two interacting genes showed a statistically significant correlation, or
insensitive (switch-like) when there was no quantitative relationship (despite a
known dependency). Our classification was made on the basis of contrasts
between linear models with and without the upstream regulator as a predictor.
Because the quantitative and qualitative nature of the interaction between genes
can change over development (Figure 2.3C), we analyzed each interaction
independently at each time point in which it occurs.
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Figure 2.3: Correlation in gene expression levels among direct interactors. Expression levels
and interactions are color-coded by developmental time point (bottom); regression lines are
drawn at active time points. Regulatory inputs to a gene at relevant times are drawn at right
(information about active/inactive edges is not available for time point 7). Gene interactions
differ qualitatively. A. Some are roughly linear: increased expression of the upstream gene
(GataE) is correlated with increased expression of its direct target (Fmo2). B. Other interactions are
more switch-like: the expression level of the upstream gene (Dri) has little impact on the
expression level of its direct target (CyP). Expression of FoxA expression at time point 2 is
independent of GataE input. Gene interactions can also change during development. C.
Expression of Hex is sensitive to Tgif expression levels during all active time points, but higher in
proportion when also receiving input from Erg (time points 3 and 4) than when it is not (time
points 5 and 6).

The relative proportion of sensitive and insensitive edges changed over
development (χ2 = 10.91, p = 0.032). With the exception of the earliest time point,
the proportion of sensitive edges increased over development (Figure 2.2B). At
this first time point, which is marked by a reliance on maternal transcripts, most
interactions were classified as sensitive, highlighting the first time point as
distinct from subsequent development1.
The change in the proportion of sensitive vs. insensitive interactions over
development is consistent with changes in the function of this regulatory
network during development (Bolouri and Davidson 2003). Early sea urchin
development consists of a series of gene interactions that affect binary decisions
between distinct cell fates. Mechanisms for buffering the effects of gene
expression variation may be especially important during this time to ensure the

1

The most likely explanation for the high correlations among (maternally loaded) genes expressed in very
early embryos is straightforward: Some eggs have higher concentrations of maternal mRNAs than others. I
will give further support for this hypothesis below in the form of extremely high maternal effects and
genetic covariances among transcripts found at this earliest stage of development.
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fidelity of cell-fate decisions. Later development, in contrast, involves the
patterning and growth of quantitative traits such as the size and shape of the
larval skeleton. The changing nature of interactions over development can thus
be seen as reflecting the functional requirements of development. However, it
also has evolutionary implications. By making use of our NCII design (see Part 2,
below) were able to estimate additive genetic correlations between each pair of
interacting genes within this network. Additive genetic correlations were
generally stronger along the 338 analyzed edges than expected by chance (p =
0.026; permutation), demonstrating that the interactions identified in a laboratory
context do act to shape the patterns of variation visible to natural selection.
However, qualitatively different interactions contribute to this relationship in
different ways: additive genetic correlations were greater, though not
significantly so, along sensitive edges than along insensitive edges (mean = 0.101
vs. 0.084, p = 0.094; permutation).
A potential concern with the above analysis is that co-variances among
genes with a common downstream target could artificially skew counts of
sensitive or insensitive edges: If two upstream genes are tightly correlated, then
of necessity interactions between those genes and a common downstream target
will both be scored as sensitive or insensitive. To address this concern, we fitted
a Bayesian model selection algorithm (Clyde 2010) to select among all first-order
linear models for a gene’s expression that differed in the number of regression
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terms (i.e. upstream genes). For a gene with three inputs, the possible models
consisted of all additive combinations of the upstream genes. The benefit of this
approach is that it considers all potential inputs to a gene simultaneously. The
downside, however, is that such joint analyses may have reduced power to
detect statistical dependence between any two variables.
Because we were interested in the number of sensitive inputs to an
individual gene rather than the specific identities of statistically correlated input
genes, we used a β-binomial prior such that all model configurations were
weighted equally. In the case of a gene with three inputs, this means that the
three models consisting of a single input were, as a group, given a prior weight
equal to the single model consisting of all three inputs. For each gene at each
time, we obtained the marginal posterior probabilities of all models that
consisted of no regression terms (0 sensitive edges), 1 regression term (1 sensitive
edge), 2 regression terms (2 sensitive edges)…etc. To all genes for which the
marginal posterior probabilities of all model configurations with 1 or more terms
was < .95, we assigned no sensitive edges. For the remaining genes, those with at
least one sensitive edge, we set the number of sensitive edges equal to the size of
the model configuration with the greatest marginal posterior probability. We
observed the same trend as our previous analysis: From Time Point 1 to 6, the
observed proportions of sensitive edges were 0.46, 0.13, 0.26, 0.42, 0.41, and 0.45.
The results were not statistically significant (p = 0.11; permutation). However,
65

the consistency of this method with our other two approaches strongly suggests
that a change in the relative strengths of the interactions between genes over
development.
Consequences for skeletal morphology
For variation within developmental GRNs to be evolutionarily relevant, it
must impact fitness-related traits. To better understand how gene expression
variation within this network may influence fitness, we examined correlations
between variation in gene expression and variation in the size and shape of the
larval skeleton, a morphological trait closely associated with feeding rates and
survivorship (Emlet, McEdward et al. 1987; Hart and Strathmann 1994;
Strathmann and Grunbaum 2006). For each gene at each time point, we
calculated the Pearson’s correlation between the gene’s expression and each of
three principal components of larval skeletal variation. Eight genes showed
significant correlations between an expression time-point and one or more of the
principal components (Figure 2.4C; see Supplementary Materials for a full list of
correlations). Three of these genes (SM30E, Msp130, SM50) encode protein
components of the biomineral skeletal matrix (Livingston, Killian et al. 2006),
while another (C-lectin) encodes one of the most abundant proteins in the cells
that secrete the skeletal matrix (Zhu, Mahairas et al. 2001).
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Figure 2.4: Correlations between gene expression and larval morphology. A. Larva (90 hr)
containing skeleton (top), with landmarks for morphometric analyses of skeletal size and shape
(bottom; Image from SpBase.org, www.spbase.org). B. Gene regulatory sub-network within
skeletogenic cells (see Figure 1 for broader network context). C - F. Correlation between levels of
gene expression levels and larval morphology. Grey indicates no correlation; color indicates
correlation with expression from a single time point; black indicates correlation from multiple
time points. Genes above the horizontal line encode regulatory proteins; those below encode
structural proteins. C. Morphological associations with single time points of expression based
on principal components analysis. D. Contributions of gene expression to the largest axis in the
2B-PLS analysis (see text). E. The genes contributing the most to the overall association between
gene expression variation and skeletal morphology. As in (E), associations fall into two
categories: Genes expressed in the earliest stages of development and genes, largely structural,
expressed during skeletogenesis. F. Genes with statistical support for non-female covariances
between expression and one or more PCs of skeletal variation.

Genes do not act in isolation. Thus, single gene correlations may miss cases
in which upstream regulators affect morphological traits through their influence
on other genes more directly connected to the trait of interest. We therefore
carried out a Two-Block Partial Least Squares analysis (Rohlf and Corti 2000)
(Appendix 2) to identify weighted pairs of vectors, one consisting of co-varying
gene expression measures and the other of skeletal measures, that together
maximize the correlation between the two sets of measures. This multivariate
correlation is quantified by the RV statistic (Klingenberg 2009), which is
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analogous to Pearson’s r2.
The

relationship

between

gene

expression

variation

and

skeletal

morphology was weak but statistically significant (RV=0.163, p = 0.002;
permutation). A large fraction of this correlation (49%) is attributable to the first
pair of vectors. 84% of the weighting in the first grouping of skeletal measures
was associated with the body rod and thus the overall length of larvae
(Appendix 2 Table A2.3). The 10% most heavily weighted variables in the first
grouping of expression measures showed a strong enrichment for genes in time
point 1. Just eight of 22 expression measures among the top 10% represented the
expression of genes at later stages of development (Appendix 2 Table A2.5),
including three that encode components of the skeletal matrix (SM50_time3,
SM27_time3, and SM30E_time5 and _time6). Very few (3/22) intermediate
regulatory genes are among the most heavily weighted components of the first
gene expression axis (Figure 2.4D).
Skeletal variation involves more than just length. We therefore examined
the influence of gene expression on multidimensional variation in skeletal
morphology by calculating the total contribution of each expression measure as
the weighted sum of its loadings on each of the six 2B-PLS factors. The 11 genetime point combinations that comprised the top 5% of scores were heavily
weighted towards very early and late development (Appendix 2 Table A2.6,
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Figure 2.4E). Six represented genes encoding transcription factors expressed
during the first time point, while an additional two represented the key early
developmental regulator pmar (see Chapter 1 for background) at the second and
third time points. Included in this list were only two genes expressed later in
development: the bio-mineralization gene SM30E_time5 and _time6 and
FoxO_time5, a gene often associated with developmental plasticity (Fielenbach
and Antebi 2008; Shingleton 2010).
Maternal effects have a strong influence on skeletal morphology in our
data, suggesting that correlations between expression measures and skeletal
measures may result from correlations with a common maternal effect. To test
for this possibility, we took advantage of our NCII design to look for nonmaternal co-variances between gene expression and skeletal morphology
(Appendix 2). For most candidate genes identified in the above analyses, we
could not reject a model that included only female influences on co-variances
between expression and the principal components of skeletal variation.
However, for FoxO, SM30E, and C-lectin, we found significant support for nonfemale co-variances at time points four and five (Figure 2.4F). The relationship
between the expression of these three genes, at least, and skeletal morphology
was thus independent of differences in egg quality or maternal genetics.
These results together suggest that at least two distinct mechanisms
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contribute to variation in the larval skeleton. The first involves maternal effects,
which appear to exert their influence in a network-independent fashion, as
indicated by the absence of intermediate network genes in the 2B-PLS analysis
and supported by studies showing that natural and experimentally induced
variation in egg size can influence the morphology of the larval skeleton (Emlet,
McEdward et al. 1987; Bertram and Strathmann 1998; Poorbagher, Lamare et al.
2010b). The second involves variation within the network which influences the
skeleton through changes directly affecting in the expression of a subset of
terminal, structural genes.

Discussion I
Developmental systems often behave in ways that cannot be predicted by
simply extending information from single genes (Gerhart and Kirschner 1997;
Barabasi and Oltvai 2004). A natural question to ask, therefore, is whether
information about the organization and function of developmental gene
networks can provide insights into the evolution of the traits they build. In this
section, we have presented evidence that genetic interactions actively shape
patterns of phenotypic variation and co-variation, as well as the trait
consequences of that variation. Most intriguingly, we observed qualitative and
quantitative

changes

in

gene

interactions

over

development,

with

a

preponderance of switch-like, buffering interactions in early development. We
hypothesize that this shift has evolutionary implications. We observed that
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variation that affects the larval skeleton is largely limited to direct influences on
the expression of a set of terminal structural genes. It is thus a reasonable
hypothesis that, at least from the perspective of gene expression, adaptive
mutations affecting skeletal morphology are most likely to be found directly
upstream of these structural genes. Conversely, if mutations at the top of the
network are more effectively buffered from natural selection, then they may
accumulate more freely within the population and, potentially, between closely
related species.
The size of the cross we used to generate our samples precludes precise
measurements of additive genetic variation for individual genes. It does,
however, allow us to make statements about the relative magnitude of additive
genetic variation among groups of genes. In the next section, we use these
estimates to argue two points: 1) There is extensive additive genetic variation in
gene expression within this network on which selection could potentially act. 2)
There is evidence for a relationship between buffering within this network and
the accumulation of additive genetic variation.

Part II: The distribution of genetic variation within a
developmental GRN
The response of a trait to natural selection is constrained by the proportion
of the total phenotypic variation contributed by additive genetic variation and
co-variation (Lande and Arnold 1983; Lynch and Walsh 1998). To better
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understand the relationship between the architecture of this gene network and
additive genetic (co)variances, we employed a North Carolina II breeding design
(Comstock and Robinson 1948; Lynch and Walsh 1998) to quantify parent-oforigin effects for the mean-scaled expression of 74 genes within the regulatory
network across seven developmental time points (Figure 2.1A). These parent-oforigin effects were then used to estimate additive genetic variances and covariances following standard methods (Appendix 2).

Results II
Genetic variation within the network
Parent-of-origin effects were pervasive during development, as seen
previously in other systems (Nuzhdin, Tufts et al. 2008); the expression level of
72 of 74 genes showed significant male or female effects at one or more time
points, suggesting the presence of abundant heritable variation affecting the
expression of many developmental genes within this wild population (Figure
2.5G). In most cases, the proportion of expression variation explained by parentof-origin was modest, consisting of quantitative differences in the timing and
level of gene expression among offspring of different parents on the order of 1015% of mean expression level. For instance, up-regulation of Nkx2.2 was delayed
in offspring of female C despite reaching typical levels later (Figure 2.5A), while
SM30E, a component of the skeletal matrix, shows high and low levels of
expression in offspring of males D and H, respectively (Figure 2.5B).
72

A smaller number of cases showed substantial, qualitative differences in
gene expression by family. Two examples were particularly striking: sustained
high levels of pmar expression in offspring of female F (Figure 2.5D) and high
VEGFR expression at time point 1 in offspring of female B (Figure 2.5E), the later
likely reflecting differences in levels of maternal transcripts. Although both pmar
and VEGFR encode key regulators of skeletal development (Oliveri and
Davidson 2004; Duloquin, Lhomond et al. 2007; Oliveri, Tu et al. 2008), there was
no quantifiable impact of family-specific expression differences on the expression
of downstream genes (downstream edges were all “switch-like”).

Figure 2.5: Genetic components to expression variation. A-D. Time course of expression level by
gene, color coded by parent of origin (dam except panel B, sire). The expression profile of each
gene is distinct in the offspring of one (or more) parent(s) (color vs grey in the magnified time
segments to the right of each plot). E. Additive genetic variance for all genes at each
developmental time point (log scale). The mean at time points 1 and 2 is significantly higher than
at later time points (see text). F. The "complexity" of the G-matrix at each time point. Gene
expression evolution is more constrained in the first and, to a lesser extent, second time point
than in later development. Bars represent 95% confidence intervals by bootstrap. G. Genetic
component of expression variation (mean-scaled data) across the seven developmental time
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points within the skeletogenic sub-network (two isoforms of Otx are shown). Note that variation
is often high in early stages (left bars).

Maternal effects on gene expression levels were generally larger than
paternal effects, but only significantly so at the first two time points (p = 0.00002
and p = 0.007, respectively; Wilcoxon), consistent with the early shift from
maternal to zygotic transcription in this species (Andéol 1994). Correspondingly,
we observed a shift from low correlations between the magnitude of male and
female effects at the first time point (Spearman ρ = 0.54, p = 0.00004) to high
correlations at later time points (Spearman’s ρ = 0.87, p < 2.2e-16).
Many genes were expressed before the developmental stages in which their
protein products are actively involved in molecular interactions (Appendix 2).
Interestingly, parent-of-origin effects, and corresponding estimates of additive
genetic variances, were generally lower during periods of known activity than
when a gene was expressed but not known to be active (mean parental effect =
0.103 vs 0.125, p = 0.041; permutation). The difference is modest, but supports the
hypothesis that genetic variation affecting gene expression is most free to
accumulate when it has a minimal effect on downstream phenotypes (Tokuriki
and Tawfik 2009).
Consistent with reduced selective pressures on gene expression in
development (Artieri, Haerty et al. 2009; Domazet-Loso and Tautz 2010), we
observed that the highest estimates of additive genetic variances were found at
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the earliest stages of development (Figure 2.5E; p = 0.00002; Kruskall-Wallis), a
result that remains consistent under a number of methods for estimating additive
genetic variances (Appendix 2). For a number of reasons, this result should be
interpreted with caution. Estimates of additive genetic variances from the NCII
design can be inflated by epistatic effects (Cheverud and Routman 1995), the
magnitude of which are unknown in GRNs. Furthermore, correlations among
genes within a time point can reduce the effective sample size of the additive
genetic variances at each time point.

This may result in overestimated

confidence in our estimates of additive genetic variances at each time point. Still,
our result offers intriguing insight into the ways in which developmental timing
may shape selective pressures.
The structure of genetic co-variances over development
Selection is most efficient on traits with high levels of additive genetic
variances for the simple reason that mortality or fecundity induced changes in
the phenotypic distribution of breeding individuals within a population will be
more directly translated into phenotypic change in the next generation (Lynch
and Walsh 1998). In this sense, additive genetic variation can be equated with
“evolvability.” However, the degree to which selection can operate on a trait may
be limited by genetic co-variances between the trait of interest and other traits
that experience different selective pressures. To understand the extent to which
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gene expression profiles could evolve independently, we calculated a G-matrix
(the set of all pairwise genetic co-variances) for each stage of development for
which data on gene interactions was available (Appendix 2). At each time point,
the G-matrix was more structured than expected by chance (p < 0.001;
permutation). However, we observed significantly higher co-variances among
genes active during the first two time points (cov = 0.0121 vs. 0.0002, p = 0.00078;
Wilcoxon) and especially at time point one as compared to later time points (cov
= 0.0336 vs 0.0001, p = 2.6e-11; Wilcoxon). This result, along with low correlations
between maternal and paternal effects at 10 hours, suggests that previously
documented variation in maternal contributions to eggs (Bertram and
Strathmann 1998) likely also contribute directly to gene expression variation (and
thus correlations) during very early development.
The variance among the scaled eigenvalues of the G-matrix can provide a
measure of “evolvability” in that it summarizes the relative freedom of a
population to evolve along independent axes (Schluter 1996; Hansen and Houle
2008). By this metric, G-matrices were most restrictive during the first and, to a
lesser extent, second time points (TP1 = 0.038, TP2= 0.037) with a reduction in Gmatrix complexity over subsequent development (TP3 = 0.013, TP4 = 0.024, TP5
= 0.012, TP6 = 0.011; Figure 5F). Interestingly, G-matrix complexity was both
lower and more even across development when all genes with detectable levels
of expression are included in the calculation regardless of whether or not they
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participate in known interactions (Appendix 2; Figure 2.5F).
The Relationship Between Expression Variation and GRN Topology
Significant attention has been paid in recent years to the role that network
topology, the pattern of connections between genes, can play in generating
robustness (Barabasi and Oltvai 2004; Hahn, Conant et al. 2004; Prill, Iglesias et
al. 2005). For example, network motifs such as auto-repressive feedback loops
can serve to buffer the effects of variation (Becskei and Serrano 2000; Paulsson
2004), while feedback can generate switch-like properties (Gardner, Cantor et al.
2000). It has also been suggested that the overall distribution of connections
within biological networks can itself provide a form of robustness. Specifically, it
has been hypothesized that the distributions of connections within biological
networks follows a power-law distribution in which the majority of genes
participated in fewer interactions than expected by (uniform) random chance,
while a small number of genes (“hubs”) participate in a large number of
interactions (Barabasi and Oltvai 2004). Random mutations, therefore, are more
likely to affect genes with few connections, thus reducing the consequences of
mutation on overall network function.
We hypothesized that the features of network topology that generate
robustness should also influence evolutionary processes. As discussed above, we
did find such a relationship in the correlation between participation in a switch-
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like (or “Boolean”) edge and levels of additive genetic variation. Overall,
however, we saw little evidence for relationships between network topology and
correlations in the expression between genes or between network topology and
levels of additive genetic variation or co-variation, as we discuss below.
It has been shown that genes with a large number of connections evolve at a
slower rate (Fraser, Hirsh et al. 2002). We found no evidence that this was the
case, at least for gene expression, in our study. In contrast to the changes
observed over development, levels of additive genetic variance on individual
genes show no statistical relationship to position within the network, or to gene
function. There is a weak negative correlation between additive genetic variance
and number of known inputs (Spearman ρ = -0.195, p = 0.005), however, this
result is largely driven by the fact that genes expressed late in development have,
on average, more inputs than genes expressed early in development, and timing
in development is inversely correlated with levels of additive genetic variances.
In the correlations between gene expression values, we see a slight suggestion
that more highly connected genes have, on average, higher r2 edges (Spearman’s
ρ = 0.136, p-value = 0.045), a pattern that may be driven by a positive correlation
between r2 and the number of downstream targets a gene has (Spearman’s ρ =
.116, p-value = 0.09).
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The fact that we found little relationship between network topology and
correlations between gene expression levels or between network topology and
levels of additive genetic variance or covariance does not, however, mean that
these features are unimportant. The endomesodermal network is relatively small
(compared to, say, genome-wide yeast two-hybrid assays) and, as a result, we
have little power to detect relationships been the data collected in our study and
network architecture.
The Effects of Buffering on Additive Genetic Variances
As demonstrated in Part I, early zygotic stages show an over abundance of
switch-like interactions relative to later development. We have also shown that
our results are consistent with an increase in additive genetic variances at early
developmental stages. It has been suggested that the buffering properties of
GRNs may allow for the accumulation of “cryptic” genetic variation (Felix and
Wagner 2008). If so, then we might expect the most highly buffered stages of
development to harbor the most extensive levels of cryptic genetic variation.
Consistent with this hypothesis, we observed that male effects, an estimator of
additive genetic variation, were greater for genes that participate only in switchlike interactions than for genes that participate in only linear interactions (mean
= 0.029 vs 0.016, p = 0.037, n = 13 vs. 30; Kolmogorov-Smirnov). Interestingly,
when both male and female effects were used to estimate additive genetic
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variances, a similar pattern held only when time point one was excluded (mean =
0.176 vs. 0.132, p > 0.1). During the first time point, dominated by maternal
transcripts and strong genetic co-variances, genes with only switch-like
interactions were far less strongly influenced by parental effects (mean = 0.071
vs. 0.505, p > 0.1).

Discussion II
For natural selection to act on a population, three preconditions must be
fulfilled: There must be variation, that variation must affect fitness-related traits,
and that variation must be heritable. All three conditions are met for this GRN,
suggesting despite the key role that genes within this network play in patterning
the embryo, there are opportunities for selection to act on gene expression
profiles. However, our data suggest that not all genes within this network are
equally visible to selection. Under our experimental conditions, many of the
genes within the network were effectively buffered from variation in the
expression of their upstream regulators and that, furthermore, most gene
expression variation within the network had no effect on skeletal morphology, a
fitness-associated trait. There were, however, several cases in which variation in
the expression of a gene within this network had a clear impact on downstream
gene expression and morphological phenotypes. It is at these genes that we
expect to find most of the adaptive differences between populations and closely
related species. This does not, however, mean that variation in these other genes
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is evolutionarily unimportant. On the contrary, we found elevated levels of
additive genetic variation influencing the expression of the most highly buffered
genes. While this variation appears to be effectively neutral under current
conditions, it may prove evolutionarily relevant in a different environment or
genetic background (Gibson and Dworkin 2004; Hermisson and Wagner 2004).
The changes in gene interactions during development that we observed in
this study parallel the shift from cell fate specification mechanisms to growth and
morphogenesis during sea urchin development. We expect similar patterns of
gene interactions in organisms with a similar organization of developmental
mechanisms, including tunicates, mollusks, and cnidarians. In contrast, animals
in which cell fate specification occurs during morphogenesis, including most
vertebrates, may exhibit rather different patterns of gene interactions, with
consequences for variation in gene expression and ecologically relevant traits. In
this way, the organization of development may impose distinct evolutionary
constraints in different animals, influencing the mechanisms by which diversity
is generated within species and phyla.
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3. Patterns of Variation in Cis-Regulatory Elements
Introduction
Mutations that alter gene expression during development are responsible
for many adaptive changes in morphology, behavior, physiology, and life history
(reviewed in Carroll 2005; Wray 2007). However, despite extensive progress
made by Evolutionary Developmental Biologists in identifying the genetic bases
of interspecific differences in the expression of developmental genes, we
understand relatively little about the evolutionary forces that shape the cisregulatory elements underlying gene expression. Because gene expression
profiles are often under stabilizing selection (Rifkin, Kim et al. 2003; Lemos,
Meiklejohn et al. 2005; Rifkin, Houle et al. 2005), it is often argued that cisregulatory sequences should similarly evolve under purifying selection (Kellis,
Patterson et al. 2003; Zhang and Gerstein 2003; Liu, Liu et al. 2004; He, Bardet et
al. 2011). Others argue that the evolution of cis-regulatory DNA is largely guided
by neutral, or nearly neutral, processes that lead to a gradual turn over of
transcription factor binding sites (Ludwig 2002; Ohta 2002; Lusk and Eisen 2010).
However, there is increasing evidence that positive selection plays a widespread
role in shaping cis-regulatory sequences (Rockman, Hahn et al. 2003; Rockman,
Hahn et al. 2004; Torgerson, Boyko et al. 2009; Lappalainen and Dermitzakis
2010; He, Holloway et al. 2011). Moreover, functional variation in cis-regulatory
regions appears relatively common (Stranger, Nica et al. 2007; Gilad, Rifkin et al.
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2008; Ge, Pokholok et al. 2009; Kasowski, Grubert et al. 2010; Zheng, Zhao et al.
2010), suggesting that the evolutionary dynamics of cis-regulatory regions may
involve more than directional selection on sequence variation (Bullaughey 2011).
Population genetics provides one tool for understanding the evolutionary
forces that shape cis-regulatory regions; as natural selection acts on genetic
variation, it leaves characteristic signatures on the number and frequency of
alleles segregating in a population. A significant challenge in this approach is
that the location of regulatory sequences is unknown or poorly defined for the
vast majority of genes. Although the expression of every gene requires functional
non-coding sequences in cis, these sites occupy no fixed position relative to the
transcription unit, they are short and interspersed within a background of
apparently functionless sequence, and they have no little or no regular sequence
content. This is true even of intensively studied model organisms where, in
contrast, nearly the entire complement of coding sequences is known with single
base resolution. From the perspective of evolutionary biology, the situation is
additionally complicated by the fact that many regulatory regions studied by
evolutionary biologists were identified through eQTL studies. These studies are
essential. However the variants identified by eQTL studies represent a distinct
class, namely those of large effect. Genes whose cis-regulatory regions have been
subjected to careful and thorough functional characterization from a
developmental genetics perspective are therefore particularly valuable for
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population genetic analyses as they offer an opportunity to analyze genetic
variation in regulatory sequences independent of prior information about the
evolutionary relevance of mutations within that region.
The purple sea urchin, Strongylocentrotus purpuratus, is an ideal system for
investigating the population genetics of sequences that mediate protein::DNA
interactions involved in transcriptional regulation during development. The first
reason is that cis-regulatory regions within this species have been the subjects of
extensive experimental manipulations for decades (McClay 2011). This is
especially true for a network of interacting genes underlying the specification of
the embryonic endomesoderm (Davidson, McClay et al. 2003; Oliveri, Tu et al.
2008; Peter and Davidson 2011b). The second reason is that S. purpuratus has a
large effective population size (and thus high levels of diversity) with little
indication of population subdivision anywhere along the North American
coastline (Palumbi and Wilson 1990; Edmands, Moberg et al. 1996; Flowers,
Schroeter et al. 2002).

These features greatly simplify population genetic

analyses.
Here we examine the population genetics of eight well-studied cisregulatory regions from S. purpuratus for which the majority of the sites
necessary and sufficient for proper embryonic expression have been identified
(Figure 3.1, see Appendix 3 for a list of references). Our analyses are focused on
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patterns of genetic variation within a wild population, contrasting cis-regulatory
with closely linked proxy neutral regions and annotated binding sites with
flanking DNA. The results provide a detailed picture of the nature of genetic
variation within known cis-regulatory elements and support three general
conclusions about cis-regulatory elements: 1) Variation within cis-regulatory
regions is exceedingly common in this species, even within essential
transcription factor binding sites. 2) Length variation, which is typically ignored
in population genetic analyses, is both common and potentially functional. 3)
Directional selection (both positive and negative) likely plays a frequent role in
shaping patterns of cis-regulatory DNA both within and between species.

Figure 3.1: Location of cis-regulatory and proxy neutral regions surveyed. The eight study
genes are shown to scale, centered on the start site of transcription (bent arrow); 5' UTRs are
indicated by white boxes and exons by gray boxes. The location and extent of the known cisregulatory regions and proxy neutral regions examined are indicated as dark gray and black
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lines, respectively. The range of haplotype lengths represented by our samples (Table 1) is shown
directly below each region.

Methods
Loci and sampling: Genetic variation was examined within the cis-regulatory
sequences of eight genes, as well as closely linked, proxy neutral sequences
(sequences with no known functional sites) at six of these genes (Figure 3.1,
Appendix 3). Data for six of the genes are presented here for the first time: data
for Endo16 were taken from a previous analysis (Balhoff and Wray 2005), while
Walters et al. (2008) previously examined cis-regulatory sequences of SM50 using
an independent data set. For all eight genes analyzed here, cis-regulatory regions
sufficient to drive spatially and temporally correct embryonic expression have
been identified experimentally using transfection assays; for several of these cisregulatory regions, the precise location of transcription factor binding sites have
been identified through protein:DNA binding assays. The sources of information
used to annotate regulatory regions and transcription factor binding sites for the
analyses presented here are listed in Appendix 3. Choosing local proxy neutral
sequences for comparison with cis-regulatory regions is always problematic since
no region can be shown unequivocally to lack sites where mutations have
functional consequences. The 5' flanking regions we used as proxy neutral
sequences in this study have been experimentally tested and found to have no
impact on transcription in embryos and larvae when introduced as injected
reporter constructs. Intron 5 of the Endo16 locus has not been experimentally
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tested for an impact on transcription but seems unlikely to play such a role based
on the general rarity of cis-regulatory sequences in any intron but the first or in
introns of modest size (Keightley, Lercher et al. 2005; Blanchette, Bataille et al.
2006). We sampled genetic variation from adult S. purpuratus collected from a
single site near Santa Barbara, CA. For comparisons, we also obtained sequences
from three related species: S. droebachiensis and Allocentrotus fragilis, which,
despite the nomenclature, are part of a polytomy of species that are sister to S.
purpuratus, as well as the more distantly related S. franciscanus (Biermann et al.
2003; Lee 2003). Orthologous sequences from S. droebachiensis were obtained from
a single individual collected off San Juan Island, WA, while orthologous
sequences from Allocentrotus fragilis and S. franciscanus were obtained from
SpBase.org (www.spbase.org)(Cameron, Samanta et al. 2009).
Characterization of allelic variation: Genomic DNA was extracted from fresh
adult podia as previously described (Balhoff and Wray 2005). Genomic
fragments were isolated by PCR amplification using a high-fidelity polymerase
(Phusion: Finnzyme) (5.0 µL 5X PCR buffer including MgCl2, 2.5 mL 2 mM
dNTP, 2.5 µL each 10 µM primer, 0.5 µL 2 U/µL Phusion, 150 ng DNA template,
and 11.0 µL sterile distilled water). PCR reactions were carried out as follows: 1
cycle of 1 min at 98 ˚C, followed by 30 cycles of 10 sec at 98 ˚C melting, 20 sec at
57 ˚C annealing, and 30 sec at 72 ˚C extension, and finished with 1 cycle of 10 min
at 72 ˚C. PCR products were separated on 1.5% agarose gels and purified from
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excised bands using the QIAquick Gel Purification Kit (Qiagen). Purified
fragments of each amplicon from ~12 individuals were cloned into pCR4BluntTOPO using the Zero Blunt TOPO Cloning Kit for Sequencing (Invitrogen)
according to the manufacturer's protocol, with the modification of a 30 min
preincubation at 72 ˚C with native Pfu polymerase (Stratagene) (8.25 µL PCR
product, 0.25 µL Pfu, 1.0 µL Pfu buffer,and 0.5 µL 2.0 mM dNTP) just prior to the
cloning reaction. We employed two cloning strategies, using either amplicons
from a single individual or pooled from multiple individuals in equimolar
quantities following measurement (Nanodrop). For two genes (AN and SM50),
we compared results from the single and pooled amplicon approaches and found
no substantial difference in allele frequencies or summary statistics. Although
there is a possibility of recombination during cloning, this would not affect
results reported here because our analyses are based on the frequencies of
segregating alleles; patterns of linkage, although potentially interesting, were not
examined in this study. Plasmids were used to transform chemically competent
"TOP10" E. coli (Invitrogen), isolated from overnight cultures using the Wizard
Mini-prep kit (Promega), and sequenced using M13 or sequence-specific primers
as necessary. DNA sequencing reactions were carried out with Big Dye 3.1
(Applied Biosystems) and separated on 3700 or 3730XL automated DNA
sequencers (Applied Biosystems). Sequence reads were checked and assembled
using Sequencher 4.2 (GeneCodes Corp.), aligned using Dialign (Morgenstern
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1999), and corrected by eye. All ambiguous base calls were confirmed by
resequencing cloned inserts. Aligned sequences were annotated and partitioned
for analysis using Mesquite (Maddison and Maddison 2010). Primer positions,
aligned sequences, and data partitions are available upon request.
Analyses of allelic variation: Summary statistics, tests for selection, and sliding
window analyses were carried out using custom Python programs developed
using the Biopython framework (http://www.biopython.org) and available
upon request. Additional calculations were carried out using several of Richard
Hudson's programs, available from http://home.uchicago.edu/~rhudson1: The
recombination parameter R was calculated using two of Hudson's programs,
exhap and maxhap (Hudson 2001). Significance of values for Tajima's D, Fu and
Li's D, and Fay and Wu's H was computed using Hudson's programs ms and
sample_stats ((Hudson 2002); the latter does not extract Fu and Li's D so we
added this functionality). Significance was assessed by one-tailed comparison to
the distribution of these statistics over 100,000 simulations of the standard
neutral coalescent process conditioned on the number of S. purpuratus alleles, the
number of segregating sites in those alleles, and a specified value of R. These
simulations were carried out using the estimated value of R for each region
(calculated as described above), as well as a variety of other values including the
most conservative case of no recombination. For seven of the genes (all but
SM50), summary statistics were calculated for binding site and non-binding site
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partitions separately. The statistical significance of differences between these
partitions was assessed by two-tailed comparison to the distributions over 10,000
permutations of nucleotide sites in the cis-regulatory region. For six of the cisregulatory regions, we also carried out tests analogous to the McDonaldKreitman and Hudson-Kreitman-Aguade tests (Jenkins, Ortori et al. 1995;
Macdonald and Long 2005), using one or more of A. fragilis, S. droebachiensis, and
S. fransiscanus as an outgroup. Unless otherwise indicated, all analyses were
carried out using ungapped sequences; some additional analyses computed
summary statistics and tests for selection based on simple indels (those which are
biallelic and neither overlap nor lie immediately adjacent to another length
mutation). The per-nucleotide incidence of different classes of mutations was
calculated using the median length of the haplotypes for each cis-regulatory or
neutral proxy region within each gene. All other statistics are reported as per-site
(rather than per-locus) in ungapped alignments; θ is Watterson's estimator of
4Neu (where Ne is effective population size and u is neutral mutations per site
per generation) and R = 4Ner (where r is crossovers per site per generation).

Results
Characteristics of segregating variation
We analyzed ~9.2 kb of cis-regulatory sequence from eight genes, and ~4.5
kb of closely linked, proxy neutral sequence from six of these genes (Figure 3.1).
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Both the cis-regulatory and proxy neutral regions contain substantial levels of
genetic variation within the wild population (Tables 3.1-3.3). Single nucleotide
polymorphisms (SNPs) comprise over half of the segregating mutations within
the eight cis-regulatory regions, with a variety of length polymorphisms making
up the balance (Table 3.2). For clarity, we distinguish average pairwise measures
of genetic variation as πn (nucleotide, or conventional π) and πi (indel π: Balhoff
and Wray 2005). Overall, these measures of genetic variation are not appreciably
different between cis-regulatory regions and neutral proxy regions (Tables 3.2
and 3.3), although the range of overall haplotype lengths is considerably wider
for three of the cis-regulatory regions than for any of the proxy neutral regions
(Table 3.1) and simple indels are generally less common within cis-regulatory
than proxy neutral regions (Tables 3.2 and 3.3). In three cases (CyIIa, Endo16,
SM50), πn and/or θ are significantly lower than their corresponding proxyneutral region (Table 3.3; p < 0.05; permutation), while in two cases (AN, FoxB)
the reverse is true. With the exception of AN, cis-regulatory regions are generally
less divergent than their corresponding neutral proxy, but the differences is not
great in any case (Tables 3.3 and Appendix 3 Table A3.2).
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Table 3.1: Segregating length variation and mutations. a Complete known cis-regulatory region
(Appendix 3 Table A3.1), excepting CyIIIa, where most distal of three modules not included (see
text). b Closely linked non-coding sequence devoid of known functional nucleotides: immediately
5’ of cis-regulatory region for AN, CyIIa, CyIIIa, FoxB, and SM50; intron 5 for Endo16. c Median
length of haplotypes surveyed. d Range of haplotype lengths and range as percentage of median
length (brackets). e Count of all single nucleotide polymorphisms, including triallelic SNPs and
SNPs within indels. f Count of all simple insertion/deletion polymorphisms (unique, non-repeat
sequences, all biallelic). g Count of repeats, including biallelic and multiallelic homopolymers
and simple tandem repeats (STR) (see Table 3.2 for a breakdown of variant classes).
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Table 3.2: Incidence of segregating mutations per nucleotide site. a As for Table 3.11. b Incidence
calculated per nucleotide position from the sum of median lengths of haplotypes sampled (Table
1, bottom row). Counts based on number of segregating alleles at each polymorphic site (i.e., two
for biallelic sites and observed number of alleles for multiallelic sites).
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Table 3.3: Recombination, variation, and divergence per nucleotide site. Recombination rate (R)
calculated using MaxHap (Hudson 2001). Average pairwise genetic distances among alleles
reported as nucleotide (πn) and indel (πi) variation (Balhoff and Wray 2005). Values for θ
represent nucleotide diversity only (indels excluded, as usual). Interspecific divergence ρ
calculated with reference to A. fragilis; Apendix 3 Table S2 reports values using alternative
outgroups. Statistical significance for differences in πn, πi, θ, and ρ between cis-regulatory and
proxy neutral regions calculated against 10,000 permutations of the data. b Average across
regions, weighted by median length. c Two-tailed p-value < .05.
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Length polymorphisms form a prominent component of variation within
all of the non-coding regions surveyed (Tables 3.1-3.3). Because length variation
is more complex than nucleotide variation, we report several measures. We
identified 257 length mutations at 188 positions from the eight cis-regulatory
regions (Table 3.2). A substantial fraction (30.8%) of the nucleotides within these
cis-regulatory regions fall within an area not present in one of the other
haplotypes surveyed and would thus not be counted by traditional population
genetic analyses. For individual cis-regulatory regions, this fraction ranges from
< 1% (CyIIIa and SM50) to well over 20% (endo16 and SM30a) (Table 3.1, range
length columns). The relative incidence of various classes of length
polymorphisms (parsed as biallelic and multiallelic as well as unique,
homopolymer, and repeat variants) ranges almost an order of magnitude within
both cis-regulatory and proxy neutral regions (Table 3.2). Approximately 70% of
length variants in the eight cis-regulatory regions are biallelic, and about twothirds of these are non-repeat insertions or deletions (indels) of unique sequences
(Table 3.2). Length variants observed ranged from 1-271 bp, with a roughly
exponential size-incidence spectrum (Figure 3.2A). The same distribution holds
at a genome-wide scale for S. purpuratus, as it does in humans (Lander, Linton et
al. 2001; Britten 2010). The size-incidence spectra of unique indels within cisregulatory and proxy neutral regions are similar across most of the distribution
(Figure 3.2B). The exception is a deficit of single base indels within cis-regulatory
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regions. In contrast, the incidence of simple tandem repeat (STR) indels is higher
within cis-regulatory than proxy neutral regions (Table 3.2).
Genetic variation is thus not conspicuously different between the cisregulatory and proxy neutral regions that we surveyed (Tables 3.1-3.3). There is a
slight trend towards a reduction of diversity in cis-regulatory regions, especially
for unique indels, and a slight increase in the incidence of simple tandem repeats
within cis- elements relative to the proxy neutral regions. On the basis of counts
of segregating mutations, we thus find little evidence for extensive constraints on
cis-regulatory sequence evolution.
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Figure 3.2: Size-incidence spectra for unique indels. Plots show the incidence of unique indels
(indels other than tandem repeats) from cis-regulatory and proxy neutral regions (n = 152). A.
The distribution of indels by size is approximately exponential. Exactly half of the unique indels
are 1 or 2 bp in length and only two are over 100 bp long. B. The incidence (per bp) of indels by
size shows a similar distribution within cis-regulatory regions (black) and proxy neutral regions
(gray). The primary difference is a deficit of 1 bp indels within cis-regulatory regions.

Contribution from mutations typically ignored in population genetic analyses
A substantial fraction (17.8%) of the mutations within the cis-regulatory
regions we examined alter haplotype length (Tables 3.1 and 3.2). As reported
above, 30.8% of nucleotide positions are absent in at least some haplotypes and
would therefore be eliminated from consideration under standard analyses,
which make use of ungapped alignments. In addition, three forms of compound
genetic variation (cases where multiple mutations are segregating at the same
nucleotide position) are present at appreciable levels. First, 56 SNPs within the
cis-regulatory regions are triallelic; such sites comprise 5.0% of all SNPs in
ungapped alignments of the cis-regulatory regions. Second, 64 SNPs (two of
which are triallelic) fall within unique indels, increasing the total number of
SNPs by 5.8% over those present in ungapped alignments (additional SNPs fall
within repeat polymorphisms but were not tallied because of difficulties with
alignment). Third, 13 unique indels are nested within or overlap other indels (not
including multiallelic tandem repeats, which always have this property); this
represents an increase of 12% over the count of unique indels that do not contact
any other indel.
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Conventional summary statistics of genetic variation take note of neither
compound variation nor length variation, either because they count the number
of segregating sites rather than the number of segregating mutations, analyze
only ungapped alignments, or both. Standard tests for selection similarly ignore
compound genetic variation and length variation. Conventional metrics and tests
can therefore underestimate and distort estimates of genetic variation within
non-coding regions. Ungapped alignments ignore 19.6% of the segregating sites
and 26.3% of the segregating mutations within the eight cis-regulatory regions
we examined, a substantial misrepresentation. Importantly, some of these length
variants may have trait and fitness consequences (see below).
Differences in genetic variation among cis-regulatory regions
The composition and level of segregating variation differ substantially
among the eight cis-regulatory regions we surveyed (Tables 3.1-3.3). Per-site
nucleotide variation ranges six-fold (πn = 0.006-0.036, θ = 0.006-0.045). Simple
indel variation likewise ranges six-fold (πi = 0.0006-0.0037), and estimated
recombination rates range two orders of magnitude (R = 0.001-0.4) (Table 3.3).
Nucleotide and length variation are positively correlated within cisregulatory regions and their associated proxy neutral regions (r = 0.77) (Figure
3.3A). This correlation may be the result of different coalescent ages among
regions that have subsequently accumulated proportionally different numbers of
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neutral mutations, or may be the result of different levels of functional constraint
that reduces variation to a greater or lesser extent. Nucleotide variation is also
correlated with interspecific divergence (θ) within the cis-regulatory and proxy
neutral regions (r = 0.68) (Figure 3.B). Differences between regions in levels of
polymorphism and divergence may reflect either differences in local mutation
rates or in weak negative selection due to functional constraints. Nucleotide
variation is not correlated with local recombination rate (r = 0.08) (Figure 3.3C),
suggesting that neither Hill-Robertson effects nor the mutagenic effects of
recombination significantly impact our findings.
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Figure 3.3: Correlations between various forms of genetic variation and divergence. For all
plots, cis-regulatory regions are represented by circles and proxy neutral regions by triangles. A.
Nucleotide and indel variation (πn and πi) are positively correlated. B. Interspecies divergence
relative to S. droebachiensis (ρ; nucleotide substitutions) is also positively correlated with
nucleotide variation. C, D. In contrast, recombination rate (R) is not correlated with nucleotide
variation.

To understand the factors that contribute to differences in levels of
segregating variation among cis-regulatory regions, we computed statistics
summarizing the frequency spectrum of polymorphisms: Tajima's D (Tajima
1989), Fu and Li's D (Fu and Li 1993), and Fay and Wu's H (Fay and Wu 2000).
The expected value of each of these statistics under neutral evolution is 0,
whereas different types of selection (and demographic effects) engender
characteristic deviations from 0 with negative values reflecting directional
selection (or population expansion). Because the statistics make use of different
kinds of information about the frequency of alleles within a sample, the tests
differ with respect to their sensitivity to demographic processes and the age of
the selective events (Wayne and Simonsen 1998; Przeworski 2002; Jensen, Kim et
al. 2005). Fay and Wu’s H, for example, is highly sensitive to very recent selective
sweeps and is generally more robust to demographic shifts than are the D
statistics (Greenberg and Wu 2006). For this reason, performing the collection of
tests together can provide insights that cannot be gained from performing the
tests individually.
Whether an observed deviation from 0 is statistically significant can be
assessed by comparing it to the distribution of values obtained under repeated
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simulations of neutral evolution, conditioned on the number of alleles in the
sample, the number of segregating sites in those alleles, and a specified value of
the recombination parameter R for the region. (Following convention (Fu 1997;
Fay and Wu 2000), we made one-tailed comparisons.) The distribution widens as
R decreases, so smaller values of R correspond to more conservative assessments
of statistical significance. Tests for selection on broad cis-regulatory regions are
expected to have low power, since functional nucleotides are diffuse within these
regions and most mutations are unlikely to produce phenotypic consequences
(Wray, Hahn et al. 2003). Thus, results suggesting that distinct evolutionary
mechanisms have operated on cis-regulatory regions are likely to be
conservative.
The D statistics (Tables 3.4 and Appendix 3 Tables A3.3-A3.6) suggest the
operation of directional selection within three of the eight cis-regulatory regions
we examined: Endo16, FoxB, and HE. For these regions, either or both Tajima's D
and Fu and Li's D are significantly negative, assuming either R = .05 and/or the
empirically estimated values of R (Table 3.3); for Endo16, significance persists
even under the most conservative assumption of R = 0. Fay and Wu’s H suggests
recent selective sweeps for both AN and FoxB using A. fraglis as an outgroup,
though the statistical significance for AN requires the rather high empirically
estimated value of R = .40. Comparisons with S. droebachiensis and S. franciscanus
reveal statistically significant negative H values for CyIIIa and CyIIa, respectively
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(Appendix 3 Tables A3.5 and A3.6), though against no outgroup is Fu and Li’s D
significant for any of AN, CyIIa, or CyIIIa. Only for the SM30a cis-regulatory
region is Tajima's D significantly positive, assuming R = 0.05. Although this
might reflect balancing selection, there is reason to suspect it is an artifact of
population structure, as discussed below.
Table 3.4: Tests for selection. a As for Table 1. b Significance assessed by coalescent simulation: 1 =
p ≤ 0.05, assuming R/bp = 0.0; 2 = p ≤ 0.05, assuming R/bp = 0.05; 3 = p ≤ 0.05, assuming R/bp
calculated from empirical data (Table 3.3); all p-values one-tailed; outgroup sequences from A.
fragilis; Tables A3.3-A3.6 in Appendix 3 reports test results using alternative outgroups.

Five of the six proxy neutral regions we surveyed yielded significant
values of the D statistics. For the proxy neutral regions of AN and SM50, Tajima's
D is significantly negative, assuming R = 0.05 or the empirically estimated values
of R; for AN, significance persists under the most conservative assumption R = 0.
For these regions, sliding window analyses indicate that the strongest signal of
directional selection lies slightly 5' of the annotated cis-regulatory regions (not
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shown). Significantly negative Fu and Li’s D were observed upstream of SM50
and FoxB. In both cases, the signal is concentrated immediately 5’ of the
annotated cis-regulatory element, a result previously reported for SM50 by
Walters et al. (2008) using an independent data set. This suggests the presence of
unannotated functional elements just upstream of the annotated cis-regulatory
regions. In contrast, for the ~760 bp fifth intron of Endo16 and for the ~500 bp
immediately 5' of the annotated cis-regulatory region of CyIIa, Tajima's D is
significantly positive; for Endo16 intron 5, Fu and Li's D is also significantly
positive, as is Tajima's D for simple indels, assuming R = 0.01. For these regions,
sliding window analyses indicate that the signal is spread fairly evenly over the
regions, rather than being strongly localized. The region upstream of CyIIIa,
interestingly, shows a significantly positive H statistic indicating an excess of
intermediate frequency alleles or, more likely in this case, a lack of high
frequency alleles. The biological meaning of this result is unclear.
Although

balancing

selection

on

unknown

regulatory

elements

throughout regions with positive D statistics is conceivable, population structure
is more likely to account for the observed patterns. Analyzing allozymes and
mtDNA

sequences,

Edmands

et

al.

(1996)

found

substantial

genetic

heterogeneity between S. purpuratus individuals from nearby locations. This
might represent genetic heterogeneity between age classes, as recruitment can be
temporally patchy in this and closely related species (Miller and Emlet 1997;
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Flowers, Schroeter et al. 2002; Addison and Hart 2003; Addison and Hart 2005)
and gene flow between populations appears common. Such cryptic population
subdivision can skew the frequency spectrum toward intermediate frequency
variants, mimicking the effect of balancing selection (Hein, Schierup et al. 2005
pg. 113). Accordingly, the p-values for D statistics relative to the standard neutral
coalescent process we report may be excessively liberal when the statistics are
positive and excessively conservative when they are negative.
Finally, we analyzed unique indels for evidence of directional selection.
As noted earlier, the incidence of indels is lower within the eight cis-regulatory
regions collectively than within the proxy neutral regions collectively (Tables 3.2
and 3.3). Cameron et al. (2005) noted a deficit of large indels within known cisregulatory elements in interspecies comparisons between S. purpuratus and S.
franciscanus and interpreted this as resulting from negative selection. To explore
the cause of population-level differences in indel frequency within cis-regulatory
regions, we calculated Tajima’s D for unique indels, and found evidence for
directional selection within in three cis-regulatory regions (Appendix 3 Table
A3.3). Specifically, we obtained p-values < 0.05 for Endo16 under the assumption
of R = 0.05, for FoxB at the empirical R = 0.012 and 0.05, and for HE at R = 0,
0.006, and 0.05. Patterns of segregating indels within this population are thus
consistent with the hypothesis that selection acts against length variation in cisregulatory regions. However, given the tight correlation between indel
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polymorphism and nucleotide polymorphism (Figure 3.3A), it is difficult to
distinguish between selection on length variation and selection on nucleotide
composition using our data.
Segregating variation in transcription factor binding sites
Because binding sites constitute only a small fraction of nucleotides within
most cis-regulatory regions, we also investigated patterns of genetic variation
and evidence of selection within transcription factor binding sites as compared to
surrounding nucleotides within the cis-regulatory region. The expectation is that
the evolution of binding sites should experience negative selection due to
functional

constraint,

while

surrounding

nucleotides

should

evolve

predominately by drift because they lack any known function.
The cis-regulatory regions we examined have been studied experimentally
in sufficient detail that many transcription factor binding sites have been
identified. In a previous study we examined one of these, the Endo16 cisregulatory region, and found that genetic variation is slightly elevated in known
binding sites relative to surrounding nucleotides (Balhoff and Wray 2005). The
ratio of binding site variation to non-binding site variation within the other six
well annotated cis-regulatory regions we analyzed in this study ranges from well
below 1 (AN), to near 1 (HE), to well above 1 (FoxB). Of these seven cases, only
two contrasts meet statistical significance (Table 3.5); one involves an excess of
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variation in binding sites relative to non-binding sites and one involves a relative
deficit. Thus, binding sites are not, as a rule, conspicuously less variable than
surrounding, presumptively non-functional nucleotides.
Tests for selection therefore provide limited support for the notion that
negative selection operates preferentially on binding site nucleotides relative to
surrounding nucleotides. Tajima's D for binding sites is positive within two of
the cis-regulatory regions (CyIIIa and SM30a), and slightly negative within the
other five (Table 3.5). The results for CyIIIa are particularly striking: While
Tajima’s D is negative for non-binding sites and the region as a whole, Tajima’s
D is positive for the binding sites, a result inconsistent directional selection acting
on regulatory variants within the promoter.
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Table 3.5: Variation in binding vs. non-binding sites. a Binding sites from references listed in
Appendix 3 Table A3.1; non-binding sites comprised remainder of cis-regulatory region surveyed
(not including proxy neutral region). b Two-tailed comparison to distribution over 100,000
permutations of nucleotide sites within each partition.

Additional evidence suggests that distinct evolutionary mechanisms may
operate on transcription factor binding sites at different genes. This is clearly
seen in comparing CyIIIa and Endo16, where transcription factor binding sites
have been mapped particularly thoroughly. The Endo16 binding sites are slightly
less divergent but more polymorphic than surrounding nucleotides, whereas the
CyIIIa binding sites are less polymorphic but substantially more divergent than
surrounding nucleotides (Tables 3.5 and Appendix 3 Table A3.7). The magnitude
of polymorphism is much higher in the Endo16 cis-regulatory region and its
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binding sites than in the CyIIIa cis-regulatory region and its binding sites, which
may reflect differences in mutation as well as selection. Recombination is
apparently lower within the Endo16 than the CyIIIa cis-regulatory region (Table
3.3), so depressed polymorphism in the latter probably does not reflect elevated
effects of hitchhiking or background selection associated with depressed
recombination.
We used outgroup sequences from the closely related species A. fragilis to
carry out a modified McDonald-Kreitman test on the seven well-annotated cisregulatory regions (Table 3.6, Appendix 3 Table A3.7). Our approach followed
previous studies, which considered mutations within binding sites as analogous
to non-synonymous substitutions and mutations in surrounding nucleotides as
analogous to synonymous substitutions (Jenkins, Ortori et al. 1995; Ludwig and
Kreitman 1995; Balhoff and Wray 2005; He, Holloway et al. 2011). For CyIIIa and
FoxB this test indicates an excess of substitutions relative to polymorphisms
within binding sites (p = 0.03 and 0.04, G-test with the Williams correction for
continuity). A significant excess of substitutions relative to polymorphisms
within binding sites has been interpreted as evidence for positive selection (e.g.
He, Holloway et al. 2011). However, it is also formally consistent with recent
negative selection having depressed variation within transcription factor binding
sites. As we reported earlier (Balhoff and Wray 2005), a modified McDonaldKrietman test is not significant for the Endo16 cis-regulatory region (Table 3.6).
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Using S. droebachiensis and S. franciscanus as outgroups, two other genes score
significant McDonald-Kreitman tests: CyIIa and AN (Table 3.6). In both cases, we
observe an excess of polymorphism relative substitution (Appendix 3 Table
A3.7), a result usually interpreted as the result of negative (stabilizing) selection.
In all cases, the relative ratios of substitutions and polymorphisms are stable
regardless of choice of outgroup. However, both due to differences in
evolutionary histories along each lineage and the fact that the length of alignable
sequence varies depending on the outgroup, not all significant contrasts will
prove significant against every outgroup.
In addition to the McDonald-Kreitman test, we applied a modification of
the Hudson-Krietman-Aguade test as implemented by Macdonald and Long
(2005) that considers binding site nucleotides and surrounding nucleotides as
separate "loci". This test returns a non-significant result for all loci (Table 3.6).
However, the biological meaning of this test is not clear, as it assumes no
recombination within each "locus" (binding sites or non-binding sites) and free
recombination among them, which is not realistic for most cis-regulatory regions.
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Table 3.6: Modified McDonald-Kreitman and Hudson-Krietman-Aguade tests for selection .
Tests performed as modified by Jenkins et al. (1995) for cis-regulatory sequences. Binding sites
taken from references listed in Appendix 3 Table A3.1; non-binding sites comprised remainder of
nucleotides within cis-regulatory region surveyed. Appendix 3 Table A3.7 reports specific values
for polymorphism, divergence, the number of segregating sites, and the number of substitutions
between species. Significance calculated as G-test with Williams correction for continuity.
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Figure 3.4: Selection on cis-regulatory regions. A. Patterns of selection differ among cisregulatory regions (black bars) and proxy neutral regions (gray bars). Most cis-regulatory regions
show modestly negative values of Tajima's D, but only three are statistically significant by
coalescent simulation (Table 4; 1 = p ≤ 0.05, assuming R/bp = 0.0; 2 = p ≤ 0.05, assuming R/bp =
0.05; 3 = p ≤ 0.05, assuming R/bp calculated from empirical data). The cis-regulatory region of
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SM30a stands out as having the only substantively positive value of Tajima's D. Four of the proxy
neutral regions show more extreme values of Tajima's D than any cis-regulatory region, each of
which is statistically significant; for AN and SM50, this may reflect the presence of previously
unsuspected functional sites (see text). B. Patterns of nucleotide diversity (πn and Θ ) differ
between transcription factor binding sites (black bars) and surrounding nucleotides (gray bars)
for some genes, and two of these are significant by coalescent simulation (Table 5; 4 = difference in
πn significant between partitions, p < 0.05, assuming R/bp = 0.05; 5 = difference in Θ significant
between partitions, p ≤ 0.05, assuming R/bp = 0.05). Both cases where a significant difference
was detected involve an excess of variation within transcription factor binding sites.

Discussion
Cis-regulatory regions are often assumed to be under persistent negative
selection, and given strong patterns of conservation observed for some cisregulatory regions (Hughes, Cheng et al. 2005; Siepel, Bejerano et al. 2005; Janes,
Chapus et al. 2011), this certainly sometimes the case. In many cases, however,
experimentally verified cis-regulatory sequences show no evidence of negative
selection or even conservation (Lappalainen and Dermitzakis 2010; He,
Holloway et al. 2011).

In general, the relationship between functional

conservation and sequence conservation appears to be weak within cisregulatory regions (Ludwig, Bergman et al. 2000; Romano and Wray 2003;
McLean and Bejerano 2008; Visel, Prabhakar et al. 2008; Blow, McCulley et al.
2010). This introduces a strong ascertainment bias: identifying conserved noncoding sequences is relatively straightforward and can be carried out at the scale
of entire genomes (Pollard, Moses et al. 2006; Prabhakar, Noonan et al. 2006;
Stark, Lin et al. 2007), whereas identifying cases of functional convergence
despite sequence divergence requires experimental confirmation and is laborintensive even for single genes. As a result, most of what we know about the
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evolutionary mechanisms that operate within divergent cis-regulatory regions in
natural populations is based on regulatory regions already associated with
adaptive trait evolution (e.g. Colosimo, Hosemann et al. 2005; Chan, Marks et al.
2009; Rebeiz, Pool et al. 2009; Tung, Primus et al. 2009). Thus, the typical
composition of genetic variation within cis-regulatory regions and the
evolutionary mechanisms that operate on this variation remain poorly
understood.
We carried out population genetic analyses on eight cis-regulatory regions
chosen solely on the basis of experimental validation and without regard to trait
associations or fitness consequences.

We found abundant variation in both

sequence composition and length in all eight analyzed cis-regulatory regions.
These levels of variation within these essential promoters were not dramatically
different than that found in closely linked, putatively neutral regions, a result
that

holds

whether

one

considers

nucleotide

substitutions

or

length

polymorphisms, and whether one considers the incidence of various kinds of
mutations or the conventional statistics πn and θ (Tables 3.1-3, Figure 3.2B). This
result has two implications. First, it suggests that what is necessary and sufficient
to drive gene expression in the laboratory may not sufficient in all situations
encountered by organisms in the wild. More importantly, however, it shows us
that regions essential for proper gene expression can still harbor extensive
genetic variation even in a species in which selection is expected to operate
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efficiently because of a large effective population size.
Transcription factor binding sites might be expected to experience greater
functional constraint than surrounding nucleotides. However, genetic variation
is not appreciably lower within transcription factor binding sites for the seven
cis-regulatory regions we analyzed at this resolution (Tables 3.5) and was, in
some cases, significantly higher. A similar finding was reported for yeast (Fay
and Benavides 2005), suggesting that this result may be general. Applications of
a modified McDonald-Krietman test suggest some form of selection in four of the
seven tested cis-regulatory regions. In two of these seven cases, divergence in
transcription factor binding sites is significantly greater than polymorphism, a
result consistent with positive selection. Confirming these findings will require
experimental validation, but they suggest that positive selection on cis-regulatory
sequences may be relatively common.
Just as important, however, are the cases in which the test fails to find
significant results despite extensive genetic variation: The modified McDonaldKrietman test shows no evidence of selection on binding sites within the wellstudied Endo16 cis-regulatory region (Balhoff and Wray 2005) nor on a cisregulatory module of eve in Drosophila (Ludwig, Bergman et al. 2000). From one
perspective, lack of appreciable negative selection on binding sites is unexpected.
However, it may not be unusual. Several examples of balancing selection on
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human cis-regulatory regions have been reported, and an excess of genetic
variation within some cis-regulatory regions has also been noted in yeast (Fay
and Benavides 2005). In discussing balancing selection on cis-regulatory regions,
it is important to remember that selection at the level of DNA sequence variation
need not imply a similar selective process at the level of gene expression: Given
sufficient epistatic interactions among sites within regulatory regions, stabilizing
selection on gene expression outputs can generate both balancing and positive
selection at the level of DNA sequence variation (Gimelfarb 1989; Bullaughey
2011).
Like a recent study in Drosophila (He, Holloway et al. 2011), we found
evidence that a variety of evolutionary processes operate within cis-regulatory
regions, including natural selection. In particular, D statistics indicate moderate
to weak directional selection within several of the cis-regulatory regions (Table
3.4 and Figure 3.4). Further evidence for directional selection comes from
MacDonald-Kreitman tests, which suggest two cis-regulatory regions have
plausibly experienced positive selection and two negative selection (Table 3.5
and Appendix 3 Table A3.7). Because the alleles we examined at each locus were
drawn from the same population, demographic influences should affect all
regions equally. Nor is there any indication that local differences in
recombination rates account for these differences, as the empirically estimated
recombination parameter R is appreciably greater than zero within all eight cis-
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regulatory regions (Table 3.3), and is not correlated with nucleotide variation
(Figure 3.3C). A direct implication of these results is that the intensity and mode
of natural selection can differ among cis-regulatory regions within the same
genome. Although hardly a surprising result, this among the first such evidence
to come from a natural population; nearly all of the existing evidence comes the
human medical literature (Carroll 2005; Knight 2005) and inbred lines of yeast
and Drosophila (e.g. Phinchongsakuldit, MacArthur et al. 2004; Fay and Benavides
2005; Macdonald and Long 2005). More interesting, however, is finding that
extensive signatures of directional selection are found in the midst of extensive
genetic variation in functional sites. This highlights both the evolutionary
potential of cis-regulatory regions as well as our relative ignorance about the
relationship between selection on gene expression phenotypes and selection on
cis-regulatory variation.
Four of the genes we analyzed are paralog pairs (CyIIa/CyIIIa and
AN/HE), providing opportunities to further examine how evolutionary
mechanisms lead to divergence in function among cis-regulatory regions. The
paralogs within both pairs are transcribed in distinct spatial and temporal
patterns during embryonic development (Cox, Angerer et al. 1986; Cameron,
Britten et al. 1989; Lee, Calzone et al. 1992; Wei, Angerer et al. 1995), clearly
indicating functional divergence of cis-regulatory sequences following gene
duplication. Interspecific comparisons demonstrate that transcription profiles of
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the cytoplasmic actin gene family (including the paralogs we examined, CyIIa
and CyIIIa) are evolving rapidly within sea urchins, despite strong conservation
of their protein-coding sequences (Wang, Angerer et al. 1994; Kissinger, Hahn et
al. 1997; Kissinger and Raff 1998). Our data are consistent with selection
contributing to this functional divergence in transcription profiles, rather than
drift engendered by relaxed selection following gene duplication. The two
metalloprotease paralogs (AN and HE) show the converse pattern of functional
evolution: despite divergent cis-regulatory sequences, their transcription profiles
are similar (Kozlowski, Gagnon et al. 1996) and the proteins execute very
different developmental functions (Lepage and Gache 1989; Wardle, Angerer et
al. 1999). Genetic variation is similar within the cis-regulatory regions of the two
paralogs, although Tajima's D is significantly negative only for HE (Table 3.4).
The organization of functional sites within the HE cis-regulatory region differs
markedly between S. purpuratus and another sea urchin, Paracentrotus lividus,
(Ghiglione, Emily-Fenouil et al. 1997), representing a divergence of ~40 my
(Littlewood and Smith 1995). The transcription profile of HE differs only slightly
between the two species (Lepage, Sardet et al. 1992; Wei, Angerer et al. 1995),
however, suggesting stabilizing selection on the expression profile despite
divergence in functional sites.
A final point concerns the application of population genetic metrics and
tests originally developed for coding sequences when examining noncoding
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sequences. The most widely applied descriptive statistics for genetic variation,
namely π and θ computed from ungapped alignments, can misrepresent levels of
segregating genetic variation within noncoding regions by ignoring length
variation and some kinds of compound variation (cases where a single
nucleotide position has been affected by two or more independent mutations).
Although ignoring gaps in alignments is a reasonable approximation for coding
sequences, length and compound variation can comprise an important
component of segregating mutations in non-coding sequences. In our data set,
18% of segregating mutations are length variants (Table 3.2) and sites
experienced compound mutations of various kinds. Disregarding length and
compound variation underestimates genetic variation by ~20-26% depending on
the summary statistic. Perhaps more concerning, reporting only π and θ when
comparing coding and noncoding sequences introduces a systematic bias, in that
genetic variation will be disproportionately under-represented in non-coding
relative to coding sequences due to the larger number of length variants in the
former. Ignoring length variation also discards valuable information about
evolutionary processes. Finally, length and compound variation deserve
particular attention because they can include mutations with functional,
phenotypic, and fitness consequences. For instance, in humans an estimated 38%
of segregating cis-regulatory mutations with known functional impact are
multiallelic length variants (Rockman and Wray 2002) and in stickleback fishes
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independent deletions have produced parallel adaptive changes in the regulation
of the Pitx1 gene (Chan, Marks et al. 2009).
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4. Genomic and Developmental Signatures of Adaptation to a
Novel Habitat
Introduction
Evolutionary divergence following the split of a species into populations
inhabiting different habitats has long been thought to be one of the major drivers
of allopatric speciation (Mayr 2001). But while changes in isolated genes
underlying differences between ecologically divergent sister species have been
linked to changes in the environment (Cobbett and Goldsbrough 2002),
evolutionary pressures acting on the genome as a whole and the specific role of
environmental pressures on divergence have been challenging to study. Are
ecological differences between closely related species the result of few changes of
large effect, or do they result from more diffuse changes throughout the genome?
Are all classes of genes equally visible to the actions of positive (or negative)
selection? Are genes expressed at different stages of life history or in different
tissues equally visible to the actions of natural selection?
Whole-genome scans for selection offer one approach to addressing these
questions by providing a genome-scale survey of the signatures of selection both
on individual genes (Sutter, Bustamante et al. 2007) as well as on gene categories
(Ellegren 2008). While earlier, single gene studies provided some insight into
recurrent patterns of selection between species (Allison 1954; Hughes and Nei
1988; Fitch, Leiter et al. 1991; Palumbi and Metz 1991; Swanson and Vacquier
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2002), recent genomic work has clearly shown that categories of genes such as
those related to immunity, reproduction, and sensory perception are repeatedly
under selection in multiple lineages (Clark, Glanowski et al. 2003a; Clark,
Glanowski et al. 2003b; Mikkelsen, Hillier et al. 2005; Nielsen, Bustamante et al.
2005; Arbiza, Dopazo et al. 2006; Begun, Holloway et al. 2007; Clark, Eisen et al.
2007; Sabeti, Varilly et al. 2007; Kosiol, Vinar et al. 2008).
Genome-wide comparisons have also been employed to evaluate
traditional hypotheses about the ways in which developmental timing can
constrain or facilitate the actions of natural selection (Schank and Wimsatt 1986;
Raff 1996; Davidson and Erwin 2006), with mixed results (Garfield and Wray
2009)(Garfield and Wray 2009). While two studies in Drosophila found evidence
of constraint in larval development (Davis, Brandman et al. 2005), studies in
vertebrates (Roux and Robinson-Rechavi 2008) and in nematodes (Castillo-Davis
and Hartl 2002), have failed to find a clear pattern of DNA sequence conservation
as a function of developmental timing. These variable patterns suggest that
developmental constraint may not be common or may not be visible in the
comparisons done to date. However, it may also be the case that the very
different modes of development employed by Drosophila, nematodes, and
vertebrates introduce different constraints on the actions of selection. Genomewide comparisons offer an opportunity of distinguishing between these
hypotheses.
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The above studies demonstrate the utility of whole-genome scans for
selection. However, most scans for selection suffer from two limitations. First,
they largely seek to explain evolutionary patterns across gene classes or across
developmental stages without the context of the organisms’ environment.
Comparative work suggests that external environment plays a major role in
determining evolutionary rates (Hoffmann and Parsons 1997) and can play an
important role in driving speciation in a variety of taxa (Coyne and Orr 2004). It
has also been shown that while divergence in patterns of embryogenesis between
related taxa often appears to be constrained during “phylotypic” stages early in
development, there are a host of exceptions often related to changes in the
external environments experienced during development (Wray 2000; Garfield
and Wray 2009). In seeking to understand genome evolution between species, it
is therefore reasonable to ask how genomes evolve in the context of documented
ecological shifts between recently diverged species.
A second limitation is more technical. Because many scans for selection
involve comparisons of divergence between pairs of species (usually in the form
of the ratio of non-synonymous to synonymous substitutions) they cannot
polarize evolutionary change along individual lineages, nor can they distinguish
between positive selection and a relaxation of constraint for any but the most
strongly selected genes. By using sequence from more than two related species,
and by making comparisons between evolutionary models within a likelihood
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framework, it is possible to identify both lineage-specific trends and to quantify
the relative strengths of positive selection, negative selection, and neutral
evolution (Yang 2007).
The strongylocentrotid sea urchins present an excellent genomic system
for investigating the role of environmental adaptation in evolutionary
divergence. Eight of the ten extant species are found in thermally variable
intertidal and shallow sub-tidal waters, including both Strongylocentrotus
purpuratus and the distantly related S. franciscanus (Biermann, Kessing et al.
2003), while two sister species, including the pink urchin Allocentrotus fragilis,
inhabit the cold, dark bathyl zone and can be found at depths exceeding 1000 m
(Moore 1959b; Moore 1959a; Sumich and Mccauley 1973; Emlet 1995). Although
the nomenclature has yet to be revised, Allocentrotus fragilis lies phylogenetically
within the existing genus Strongylocentrotus, and shows a divergence time from
S. purpuratus of around 5 mya, compared to a split with S. franciscanus at about
15-20 mya (Biermann, Kessing et al. 2003; Lee 2003)(Figure 4.1). These
phylogenetic investigations support the contention that the shallow-water
affinity seen in eight of the ten species, including S. purpuratus and the more
distantly related S. franciscanus, is ancestral in this lineage (Biermann, Kessing et
al. 2003). In this paper we focus on the evolution of protein coding genes in two
closely related species, S. purpuratus and A. fragilis, using the more distantly
related S. franciscanus as an outgroup.
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Figure 4.1: Phylogeny of strongylocitrotid sea urchins. The species examined in this paper are
highlighted in green.

While S. purpuratus adults inhabit shallow coastal waters and A. fragilis
adults live in deep habitats, both species possess a free-swimming larval stage
that feeds in shallow-water pelagic environments (Moore 1959a). The
environmental distinctions in temperature, light, and pH between the distinct
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depth zones of their adult habitats may have affected the evolution of these two
species. However, the similarities in larval habitats suggest that evolutionary
pressures exerted by these urchins’ respective environments may dramatically
differ between larval and adult stages or that evolutionary constraints are
different among life-history stages.
We used the sequenced genome of S. purpuratus (Sodergren, Weinstock et
al. 2006) v2.1 along with recently available genome-wide sequences from A.
fragilis and the outgroup S. franciscanus (Baylor Sequencing Center, unpublished;
see Methods) to test hypotheses about the relationship between genomic
evolutionary rates, environmental adaptation, and developmental constraints.
We compare rates of protein evolution and signals of both positive and negative
selection across the coding genomes of S. purpuratus and A. fragilis as polarized
by the outgroup S. franciscanus. In addition, we provide a map of the expression
patterns of these genes by using microarrays to quantify gene expression at
different life history stages and in different tissues in S. purpuratus. These data
together allow us to map patterns of positive and negative selection as a function
of life history, tissue specificity, and habitat use.
Using both pairwise dN/dS values and the results of our branch-site
model, we find evidence for elevated rates of amino acid evolution and increased
positive selection in genes expressed exclusively in adult somatic tissues as
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compared to genes expressed in larvae or ovaries. Not surprisingly, we also find
that genes expressed exclusively in testis and those involved in immune
responses and sensory perception to be evolving rapidly, independent of habitat
in all species. In addition, we find stronger signals of positive selection in the
lineage leading to A. fragilis both across the whole genome and in genes
expressed only in adult somatic tissues. These patterns, along with signals from a
categorical enrichment of branch-specific estimates of selection, support the
hypothesis that changes in the adult habitat of A. fragilis have induced rapid
protein

evolution.

However,

we

also

find

evidence

of

a

role

for

developmental/tissue-specific constraints in determining evolutionary rates;
positive selection scores are lower, and negative selection scores are higher in
genes expressed exclusively in ovary and larvae as compared to adult somatic
tissue in all three species.

Methods
Genomic Datasets, Alignment & dN/dS Calculation
Sequence curation
Annotations of the S. purpuratus genome were carried out with a
computational algorithm to produce what are known as “GLEAN” models, or
GLEANs (Davidson 2006b; Elsik, Mackey et al. 2007). These annotations were
then edited by comparing annotated sequence features to a whole-genome tiling
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array (Samanta, Tongprasit et al. 2006). In addition, approximately 9,000 of these
GLEAN models have been examined and verified by members of the sea urchin
research community, and additional gene annotations were added. The
sequences of all computationally and manually annotated genes were
downloaded and mapped to an updated genome assembly (version 2.1) using
BLAT (Kent 2002) to remove extraneous annotations resulting from earlier
assembly errors. To remove highly similar sequences that might complicate
genomic alignments, any annotation with > 90% sequence similarity to another
annotation was removed from further consideration.
454-based whole-genome shotgun sequence (~2.1x coverage) for A. fragilis
and S. franciscanus were downloaded from the Baylor Sequencing Center and
screened for read quality as follows: Individual 454 reads were removed if the
average quality score was < 25 over the length of the read or if the length of the
read fell within the top or bottom 0.5% of all read lengths, as these features were
shown to be strongly associated with read errors in a previous study (Huse,
Huber et al. 2007). After these filters, any sequence containing an ambiguous
base call (‘N’) was removed from the dataset, and any bases with individual
quality scores < 20 were then set to ‘N’ for subsequent alignments. Reads
orthologous to regions of S. purpuratus GLEAN models were identified and
assembled as described below.
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Genomic sequence alignment and inference of selection
Branch-site models can be enormously powerful in detecting selection
along individual lineages (Zhang, Nielsen et al. 2005). However, to be effective,
these methods require substantial sequence overlap from all species under
consideration, including outgroup taxa. With 2.1x coverage from two species, we
could not construct branch-site models for all S. purpuratus annotations. We
therefore took a more comprehensive approach, looking for concordance
between branch-site models and more traditional comparisons of pairwise
dN/dS values as described below.
Generating Whole-Gene Sequence Alignments
Pairwise and three-way whole-gene alignments were created by
scaffolding the 454 reads from A. fragilis and S. franciscanus against the S.
purpuratus gene annotations. First, a set of potentially matching 454 reads for
each annotation were identified using BLAST (Altschul, Gish et al. 1990) by
querying the 454 libraries with each quality-filtered S. purpuratus annotation and
taking all matches with e-scores < .001. Each candidate 454 read was then
‘BLASTed’ back to the S. purpuratus genome. Only those reads whose best match
was to the reference annotation were used for subsequent alignment steps. A S.
purpuratus annotation and its corresponding pools of candidate 454 matches
were then aligned using the TBA pipeline (Blanchette et al. 2004) using the blastz

130

settings T=1 E=100 Y=2000 K=2300 L=3000 for the S. purpuratus-A. fragilis
pairwise alignments and the settings T=1 L=3000 O=400 E=30 for pairwise
alignments between S. purpuratus and S.franciscanus. During this alignment
process, custom scripts written in Python were used to remove individual reads
that introduced a stop codon or had > 40% divergence. Three-way alignments
were generated for genes with successful alignments to both A. fragilis and S.
fransicanus using the program “multiz” (Blanchette, Kent et al. 2004) and
analyzed using branch-site models (see below).
In addition to branch-site models, estimates of dN, dS, and dN/dS for
pairwise alignments between S. franciscanus – S. purpuratus and A. fragilis – S.
purpuratus were carried out using PAML (Yang 1997). Expected codon
frequencies were estimated using the frequencies of nucleotides at first, second,
and third codon positions along the gene as was done for the branch-site specific
model (see below). As a conservative measure, any gene region with zero silentsite divergence (dS = 0), an ungapped alignment length <100 bp, or with dN/dS
values in the top 0.5% of all pairwise dN/dS values were removed from all
subsequent analyses.
Generating Per-Read Alignments: A pseudo-sliding window approach
Because evolutionary rates can vary across a protein, long alignments can
underestimate locally elevated dN/dS. To ensure that this effect did not bias our
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estimates we calculated dN/dS values along individual reads from the A. fragilis
trace library. From the quality-filtered A. fragilis reads, we performed a
nucleotide BLAST of each A. fragilis read to the S. purpuratus GLEAN3 database,
rejecting any alignments that had a best alignment score less than 100, had a
second-best alignment score greater than 70% of the top hit (to reduce issues of
paralogy), any frame-shift gaps, or that were less than 99 bps in length. Once this
first set of alignments was produced, we also purged any overlapping reads with
more than 50% overlap of the shorter read from the dataset, retaining the longest
read for any overlapping region. For each alignment in this set we calculated
dN/dS using CODEML from the PAML package (Yang 1997; Yang 2007).
Branch-site specific models
To estimate the strength of negative and positive selection acting on genes
along particular lineages, we implemented the “modified branch-site model A”
of Zhang et al. (2005) using the program HyPhy (Kosakovsky-Pond, Frost et al.
2005). In this model, one lineage is designated as the “foreground” lineage (along
which we estimated positive selection) while the other lineages are designated as
“background.” Briefly, maximum likelihood methods (Yang and Nielsen 2002)
are then used to identity; the relative proportion of sites evolving under
neutrality, positive selection, or negative selection; the strength of selection (ω, or
the instantaneous rate of accumulation of non-synonymous changes to
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synonymous changes) for sites evolving under negative or positive selection; the
lengths of each branch; and the ration of transversion-rates to transition-rates,
kappa. Because many of our alignments are relatively short, we could not
confidently estimate all of the parameters of Zhang et al.’s model along all
lineages simultaneously. We therefore adopted an alternative strategy of fitting
the model to each alignment and letting each of S. purpuratus, A. fragilis, and S.
franciscanus, in turn, serve as the foreground lineage.
From the model outputs, we defined selection scores representing the
strength and frequency of positive, neutral and negative selection across all sites
in a gene. The positive selection score is calculated as the total fraction of sites
with ω > 1 multiplied by log(ω2), where ω2 is the estimate of ω for these sites).
The negative selection score defined as the fraction of sites with ω <1 multiplied
by –log(ω0) if ω0 >0 and by L otherwise, with ω0 defined as the estimate of ω for
sites under negative selection and L defined as the negative logarithm of the
smallest non-zero ω0 in the dataset. The neutrality score is defined simply as the
fraction of sites evolving neutrally. Finally, we define an overall ω for a gene, ωFG,
as ωFG = f0*ω0+f1+(f3)* ω2 where f0,f1,and,f3 are defined for a lineage as the
fraction of sites under negative selection, positive selection, or neutrality along
that lineage. The value ωFG is functionally equivalent to the pairwise dN/dS
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ratios described above but incorporates information about how changes have
been distributed along particular lineages. We note that because neutrally
evolving sites are explicitly considered in the branch-site model (KosakovskyPond, Frost et al. 2005; Zhang, Nielsen et al. 2005)(Pond et al. 2004; Zhang et al.
2005), ωFG is less sensitive to lineage-specific relaxations of negative constraint
than other methods of calculating dN/dS (Nei and Gojobori 1986).
p-value estimation
In addition to estimating the strength of selection along a given lineage, it
is possible to ask, in a statistical sense, the degree to which a model that includes
positive selection along a foreground lineage is a better fit to the data than a
model in which all sites are evolving neutrally or under negative selection along
all lineages. To evaluate this contrast we implemented a likelihood ratio test
comparing the log-likelihood of best-fit model above with the best log-likelihood
of a null model, in which ω2 is fixed to 1, using a χ2 distribution with one degree
of freedom (Zhang, Nielsen et al. 2005).
Gene Expression
Microarray design
To gain insight into temporal and spatial patterns of gene expression, we
used custom microarrays to examine gene expression profiles in S. purpuratus
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during development and in several adult tissues. 244,000 probes for an Agilent
(www.agilent.com) microarray were custom designed by the Systemix Institute
based on the sequences of 28,036 predicted genes from the published genome of
S. purpuratus, in addition to 641 novel genes predicted from whole-genome tiling
arrays measuring the larval transcriptome (Samanta, Tongprasit et al. 2006).
Probes were 50 nucleotides long and tiled across the 3’-most exon of each gene.
Most genes (85%) were represented by nine probes. The probe set also contained
1236 random sequence probes with no known matches to S. purpuratus as
negative controls.
Sample preparation
Adult S. purpuratus were collected from Sobranes, CA, held in common
garden at Hopkins Marine Station (Pacific Grove, CA, USA), and fed giant kelp
(Macrocystis pyrifera) ad libitum. Larvae were reared on Dunaliella tertiolecta and
Isochrysis sp. in artificial seawater at 15°C for two weeks after fertilization,
following standard protocols (Strathmann 1987) and stored in RLT buffer
(Qiagen) at -80°C until RNA extraction. We chose to rear larvae to a two-week
pluteus stage, because both S. purpuratus and A. fragilis larvae are planktonic in
similar habitats at this age (Sumich and Mccauley 1973; Strathmann 1987). The
following tissues were extracted from eight reproductively active individuals
(four female, four male): tube feet, coelomocytes, lantern muscle, gut tissue,
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spine-base muscle, and ovary or testis. Coelomic fluid was drawn through the
peristomal membrane and centrifuged at 4°C for ten minutes to pellet
coelomocytes before freezing. All other tissues were immediately flash frozen in
liquid nitrogen and stored at -80°C.
Microarray Processing
All tissues were homogenized in lysis buffer using Qiagen Tissuelyzer,
and total RNA was extracted using Qiagen RNeasy kit according to standard
protocol. Total RNA was treated with DNase to eliminate genomic DNA
contamination using appropriate components of the Macherey-Nagel Total RNA
Isolation kit according to manufacturer’s protocols. RNA was assessed for
quality and quantity on a Nanodrop spectrophotometer and a 1.5%
nondenaturing agarose gel. For each tissue, equal amounts of total RNA was
pooled from four individuals. A common reference was created by pooling equal
amounts of total RNA from all tissues. Total RNA was reverse transcribed to
cDNA, transcribed to aRNA (amplified RNA) and labeled with Cy5 (red) or Cy3
(green) fluorescent dye (Amersham) using Ambion Aminoallyl Amplification kit
(catalog no. 1753). Tissues were labeled with Cy5 and reference with Cy3, with
the exception of testis and gut, for which dyes were swapped. Nanodrop was
used to quantify unlabeled and labeled aRNA and to measure fluorescence of
labeled aRNA before hybridization. Microarrays were competitively hybridized
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according to Agilent specifications for two-color gene expression at 65°C for 17
hours, each tissue hybridized against the common reference sample for a total of
eight microarrays. All arrays were scanned using an Axon GenePix 4000B
scanner and data extracted with Agilent Feature Extraction software. Local
background subtraction, global loess normalization between channels, and
between-array quantile normalization of the resulting data were carried out
using the R package limma (Smyth 2004).
To account for non-specific hybridization among marginally related
sequences, we subtracted 3x the median value of the 1236 negative controls from
each probe on that array, setting any resulting negative values to zero. The value
of 3x was chosen both for consistency with a previous microarray study in sea
urchins (Wei, Angerer et al. 2006) and because this subtraction resulted in a lognormal distribution of expression values, as would be expected on the basis of
previous expression studies (Galau, Britten et al. 1974; Hoyle, Rattray et al. 2002).
The median value of all probes for a gene was then used to classify a gene as
being expressed (1; at least one probe for a gene > 0) or not (0; all probes for a
gene <= 0 after negative control subtraction) in each tissue. These binarized
values, used in all subsequent analyses, offer two significant advantages over
quantitative data: 1) they allow characterization of the site and timing of gene
expression in a categorical way that favors straightforward statistical analysis,
and 2) they remove biases associated with the fact that many of the genes
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expressed at (relatively) high levels in early developmental stages are
housekeeping genes that are expressed at all life stages, though at lower levels
relative to the pool of transcripts expressed at later stages. Binarized data also
allows some leeway in using expression measurements in one species to infer
patterns of gene expression in closely related species; while gene expression
levels often change quantitatively between closely related species, the overall
presence/absence of a transcript in a given tissue often does not (Blekhman,
Oshlack et al. 2008; Babbitt, Fedrigo et al. 2010).
Annotation, Categorical Enrichment Analysis
For gene ontology classifications, we compared each identified coding
region from the S. purpuratus GLEAN3 dataset to the ENSEMBL human protein
database at NCBI using BLASTX. We then matched each protein to its best blast
hit, extracted Uniprot ID’s for the human protein, and downloaded the
corresponding biological process, molecular function and pathway annotations
from the PANTHER gene ontology database (Thomas, Campbell et al. 2003).
Tests for significant categorical enrichment were performed using the
rank bi-serial correlation on biological processes and molecular functions with at
least 10 genes and pathway components with at least 5 genes measured in our
study. All categorical enrichment tests compared the distribution of positive
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selection scores within a category to that of scores outside of that category,
following the equation:

(1)

where M1 is the mean rank of all the genes measured in our study in the
category, M0 is the mean rank of all the genes measured in our study not in the
category and the sizes of the groups are n1 and n2. Statistical significance was
assessed via 1000 bootstrap replicates.

Results
S. purpuratus – A. fragilis Alignments: Pairwise Aligments
We performed two different pairwise alignments between sequences of A.
fragilis and S. purpuratus. First we aligned individual, non-overlapping reads
from A. fragilis to the exon models for S. purpuratus, producing multiple short
alignments per gene. We also assembled whole-gene alignments for a subset of
the genes shared between A. fragilis and S. purpuratus.
Of the 6.5 million reads obtained from the 454 sequencing of A. fragilis, we
found 75,694 non-overlapping reads, at least 99 bp long, that showed highquality alignments to a S. purpuratus GLEAN3 coding region without frame-shift
gaps. Of these single-read alignments, 5,210 alignments showed fewer than three
substitutions and were not considered for further analyses. We also purged a
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further 6,834 alignments that showed non-synonymous changes (dN>0) but very
low levels of synonymous changes (dS<0.01), thus removing very large dN/dS
values that might bias results toward the discovery of spurious positive
selection. The remaining 63,650 reads aligned to 19,573 genes of the 28,944
identified in the GLEAN3 gene set, with a mean of 3.25 reads in each covered
gene. The mean alignment length was 176 bp with an average of 573 bp of
coverage per gene. After these quality filters, the coding alignments showed a
mean non-synonymous divergence of 2.29% (+/-0.02% 95CI) and synonymous
site divergence of 10.44% (+0.05/-0.06% 95CI). The dataset contains 20,309 reads
in 10,052 genes that show no non-synonymous substitutions (dN = 0).
Alignments of the 454 sequencing reads of A. fragilis against the GLEAN3
protein coding regions of S. purpuratus produced whole gene alignments for
14,543 genes after quality filtering. For these 14,543 whole-gene alignments, the
mean alignment length was 1,541 bp. These coding alignments showed a mean
non-synonymous divergence of 2.75% (+/-0.04% 95CI) and synonymous site
divergence of 11.1% (+/- 0.13% 95CI). In both whole-gene and per-read
comparisons, the overall distribution of dN/dS values is log-normal, and shows
a clear skew toward purifying selection (values near zero) across the genome
(Figure 4.2). The per-read analysis, with its shorter alignments, shows a more
extreme distribution, with more alignments showing both high and low dN/dS
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values. The whole gene median dN/dS value is 0.190, which is greater than the
median in the more variable per-read dataset, which is 0.147.

Figure 4.2: Pairwise A. fragilis to S. purpuratus dN/dS Histograms. (A) Per-Read analysis, (B)
Whole Gene analysis. Note both distributions are plotted on a Log2 x-axis scale.

Expression patterns across life history stages and tissues
To compare patterns of selection among genes expressed at distinct life
stages, we ran microarray expression assays on 7 different life-stages / tissues of
S. purpuratus: ovary, testes, 2 week old pluteus larvae, and 4 adult somatic tissues
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(coelomocytes, spine base, tube foot, and gut). A dendrogram of expression
profiles shows that gut appears to be an extreme outlier to all other tissues and
that the three other adult somatic tissues show similar expression profiles (Figure
4.3). We therefore excluded gut data, and combined the other tissues as a single
group, which we will refer to as “adult somatic.”

Figure 4.3: Dendrogram of Tissue Specific Expression. The dendrogram represents similarities
in expression profile of a given tissue using cluster analysis after binarizing expression in each
tissue.

Expression patterns and dN/dS
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To quantify tissue specificity, we applied a binary score to expression in
each tissue without reference to level of expression. Therefore the expression of
each gene can be considered to belong to one of 16 categories, representing all
possible combinations of each of the four tissue groups under consideration:
ovary, 6-arm pluteus larvae, adult somatic (see Methods above), and testis.
Results comparing A. fragilis and S. purpuratus per read suggest that genes
expressed in ovary tend to be highly conserved (median dN/dS = 0.085), with
significantly lower dN/dS ratios than the whole-genome distribution (MannWhitney p < 0.003). In contrast, the median values of dN/dS for adult-specific
and testis-specific genes lie significantly above the genome-wide values (median
dN/dS = 0.183 and 0.256, respectively; Mann-Whitney p < 0.003), suggesting that
either positive selection or relaxation of selective constraint has driven more
rapid functional evolution in these genes. The median values of dN/dS for larvaspecific genes lie intermediate to those of ovary and testis and are
indistinguishable from the genome-wide average (median = 0.162; ns). Wholegene alignments confirm these results, with the same groups showing significant
divergences from whole-genome distributions.
We also examined the proportion of genes that fall into each of these
expression categories across 1) all alignments and 2) the most rapidly evolving
alignments (i.e., dN/dS ≥ 2.0 for the per-read analysis or dN/dS ≥ 1.0 for the
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whole gene analysis). Because the per-read and whole-gene alignments give
similar results (Figure 4.4), only the per-read analyses are presented in the text.
Again, rapidly evolving alignments are much more likely to be adult- or testisspecific (30% and 11% in rapidly evolving versus 21% and 6% overall,
respectively; X2 p < 0.01; Figure 4.4), and much less likely to be ovary-specific
(9% in rapidly evolving, 16% background; X2 p < 0.01; Figure 4). Larva-specific
genes were not significantly different among groups (3% in rapidly evolving, 4%
background, ns; Figure 4.4).
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Figure 4.4: Comparisons of the composition of the data set by expression categories for both all
dN/dS values, and a set of high dN/dS genes. Asterisks denote categories showing significant
changes among sets, by χ2 with alpha corrected for four tests per dataset (α=0.012).

Branch-Specific Analyses: Faster Functional Evolution Along the A. fragilis Branch
The above analyses suggest more rapid evolution in adult somatic genes
than larval genes between S. pururatus and A. fragilis, but this result could be due
to 1) lower constraints on evolution in adult genes, or 2) positive selection on
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adult genes in one or both lineages. To test these two hypotheses, we rooted gene
sequence comparisons using the outgroup S. franciscanus (Biermann, Kessing et
al. 2003). Among the genes compared between species above, we were able to
root the comparisons by mapping S. franciscanus sequences to 9,258 whole-gene
alignments spanning the three species. These alignments showed a median
gapped length of 1,194 base pairs (+18/-9 bp 95CI) and median ungapped length
of 533 base pairs (+/- 9 bp 95CI).
Genes evolving along the A. fragilis branch show a mean ωFG of 0.474,
significantly higher than the 0.393 seen along the S. purpuratus branch (MannWhitney p=0.004; Figure 4.5-left). We also see that 2.8% of the 9,258 genes with
alignments between both A. fragilis and S. purpuratus and between S. franciscanus
and S. purpuratus show evidence of positive selection along the A. fragilis branch.
By contrast, only 1.5% show such evidence in the S. purpuratus lineage (χ2
p<0.0001; Figure 4.5-right).
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Figure 4.5: Branch-specific signatures of selection in A. fragilis and S. purpuratus. (left) Mean
branch-specific ωFG values. Error bars show the 95% confidence intervals from 1000 bootstrap
replicates. Astriks indicate a significant difference in ωFG distributions via Mann-Whitney test.
(right) Branch-specific proportion of genes showing significant positive sleeciton in the branchspecific likelihood model. Astrik indicates a significant comparison by χ2.

One concern with using less-than-complete genomic coverage in a scan for
selection is that sequencing errors might bias the results, leading one to conclude
that the less heavily sequenced species has greater levels of positive selection. We
see no evidence that this is the case here. Using the outgroup S. franciscanus to
assign differences between A. fragilis and S. purpuratus to one of the two lineages,
we estimate that there are a similar number of changes unique to each lineage
(mean of 11.4 changes per gene in S. purpuratus vs. 11.9 changes per gene in A.
fragilis). Furthermore, our branch-site model estimates of dS are approximately
equal on both lineages, with a slight elevation in the more extensively sequenced
S. purpuratus (0.171 in S. purpuratus vs. 0.162 in A. fragilis) as one would expect
given the large effective population size for S. purpuratus.
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Tissue-Specific Patterns Occur in Both Branches
Along both A. fragilis and S. purpuratus lineages, ovary-expressed genes
had a consistently low ωFG (mean = 0.313 & 0.267, respectively), relative to wholegenome values for their species (mean = 0.471 & 0.394, resp.; Figure 4.6A). In
contrast, ωFG in adult and testes-expressed genes show consistently higher values
along both branches (adult mean = 0.490 & 0.452, testes mean = 0.689 & 0.526,
resp. Figure 4.6A). Each of these comparisons is significantly distinct from
whole-genome distributions (all Mann-Whitney p << 0.00625). Larva-specific
genes show ωFG values intermediate to those from genes expressed only in ovary
or adult, and show no significant distinction from whole-genome distributions
(larva mean = 0.416 & 0.355, Mann-Whitney p >> 0.05).
This pattern is also largely repeated in the proportions of genes showing
statistically significant evidence of positive selection by tissue type (Figure 4.6B).
In both A. fragilis and S. purpuratus branches, ovary-specific genes show the
lowest proportions of significant genes (1.4% and 0.4%; Chi-sq p < 0.05) with
larval-specific genes showing only slightly more (1.7% and 0.8%). Adult-specific
genes show higher proportions still (3.1% and 2.1% in adults vs. 2.8% and 1.5%
whole-genome). Testes-specific genes, in contrast, show a pattern different from
that seen in the ωFG values – the proportion of genes showing evidence of
positive selection is approximately comparable to those for ovary (2.3% and
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0.6%; Figure 4.6B), suggesting that the overall increase in positive selection in
testis-specific genes can be explained by relatively few rapidly evolving genes.
The same pattern of relative ωFG values and proportions of genes under selection
is also observed along the lineage leading to the outgroup S. franciscanus
(Appendix 4 Table A4.1).

Figure 4.6: Tissue-specific signatures of positive selection. (A) Mean branch-specific ωFG from
branch-specific likelihood model across each tissue-specific expression category. Error bars show
the 95% confidence intervals of 1000 bootstrap replicates of the mean. Asterisks indicate a
significant difference between a given tissue-specific distribution and the all tissue distribution
via Mann-Whitney test, Bonferroni corrected for 8 comparisons. (B) Branch-specific proportion of
genes showing significant positive selection in the branch-specific likelihood model across each
tissue-specific expression category. Asterisk indicates a significant comparison by χ2, Bonferroni
corrected for 8 comparisons.

Branch-specific positive, neutral, and negative selection scores
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The branch-specific likelihood model also allows us to examine the
relative strength of positive selection, purifying (negative) selection, and
neutrality using scores for each type of selection that incorporate both the
frequency and the strength (ω) of each of these processes (see Methods).
Comparing across branches, the A. fragilis branch shows more evidence of
positive selection (mean positive selection score = 0.0435) than S. purpuratus
(0.0323; Mann-Whitney p = 1.566e-10; Figure 4.7A), with the strongest tissuespecific signal appearing in adult-expressed genes (A. fragilis mean = 0.0453, S.
purpuratus mean = 0.0394; Mann-Whitney p = 9.009e-3; Figure 4.7A).

In

comparing tissue types to whole-genome distributions along a branch, ovaryspecific genes in both branches had positive selection scores below wholegenome values (0.0238 for A. fragilis and 0.0140 for S. purpuratus; Mann-Whitney
p < 1e-7). Both adult only and testes tissue shows significant divergence from the
whole-genome averages along the A. fragilis branch (Mann-Whitey p < 0.004),
and the overall trends are consistent with the tissue-specific estimates of ω
(Figure 4.4A, Figure 4.7A).
We found no significant differences in the overall neutral scores
comparing across branches. However, individual tissues showed proportions of
neutral sites both higher and lower than their species’ genome-wide distribution.
Ovary-specific genes had a lower propotion of neutral sites than whole-genome
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values along both branches. (Mann-Whitney p < 1.0e-4; Figure 4.7B. Adultexpressed genes, on the other hand, showed a higher proportion of sites evolving
neutrally (Mann-Whitney p < 1.0e-5).

Figure 4.7: Tissue specific signatures of positive, neutral, and negative selection. (A) Positive,
(B) neutral, and (C) negative selection scores along each branch from the branch-specific
likelihood model, across all tissue-specific expression categories. Asterisks indicate a significant
difference between a given tissue-specific distribution and the all tissue distribution via MannWhitney test, Bonferroni corrected for 8 comparisons.

Negative selection scores showed both branch- and tissue-specific effects,
with the S. purpuratus branch (Mann-Whitney p < 1.0e-10) showing greater
evidence of purifying selection. Across both branches, purifying selection was
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strongest in the ovary (Mann-Whitney p < 0.004) and weakest in the testes
(Mann-Whitney p < 0.001. Larva-specific genes had values of neutrality and
negative selection intermediate to those of ovary and adult/testes and show no
significant divergence from the whole genome distributions.
The extent to which a particular gene has experienced positive selection is
largely independent along the two lineages (Figure 4.8A), and the branch specific
positive selection scores for a given gene are poorly correlated across branches
(Pearson’s r = 0.08, on 9,258 genes). In contrast, the strengths of negative
selection and neutral evolution acting on a given gene are well correlated across
branches (Figure 4.8B-C; r = 0.81, 0.76, respectively).

Figure 4.8: Correlations between S. purpuratus and A. fragilis selection scores for each of 11.115
genes in branch-specific dataset. (A) Correlations between negative selection scores (Pearson’s r2
= 0.81); (B) Correlations between neutrality scores (r2 = 0.76); (C) Correlations between positive
selection scores (r2 = 0.08).

Patterns of Selection Among Functional Gene Categories
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Because many genes in the sea urchin genome remain un-annotated, we
assigned each sea urchin annotation to a human gene via protein sequence
similarity using BLASTP and then classified these predicted annotations into
functional categories on the basis of published human ontologies (see Methods).
We then looked for enrichments of strong positive selection scores amongst
genes in specific PANTHER Ontological Category Sets (Thomas, Campbell et al.
2003) (Biological Process, Molecular Function, and Pathway; Tables 1-3).
Categories of genes involved in immunity, developmental processes, and
cell-cell communication show strong evidence of selection along both lineages in
all three PANTHER categories. Despite few individual genes showing significant
positive selection in both lineages simultaneously (Figure 4.8), we find the
functional categories under selection to be similar along both lineages (Tables
4.1-3). For example, of the 194 biological process categories in which at least 10
genes occur, 37 categories show selection along one or both branches, 20 of which
are under selection in both lineages (p < .05). Of the remaining 17, 10 are specific
to A. fragilis including several categories related to metabolism, sensory
perception, and skeletal development. An additional eight categories are specific
to S. purpuratus, though all of these categories, with the possible exception of
‘gametogenesis’, are similar in nature to categories enriched for positive selection
scores in A. fragilis (e.g., the S. purpuratus specific category “oncogenesis” is
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enriched for genes also classified under the shared category “immunity and
defense”).
In addition to functional gene categories that show evidence of selection,
those genes that lack a functional annotation because of their poor match to
human orthologs show elevated dN/dS values and are themselves enriched for
evidence of positive selection. Those genes that successfully map to a human
ortholog show a mean dN/dS between S. purpuratus and A. fragilis of 0.21, while
those genes that have no high-quality human ortholog show a significantly
higher mean of 0.51 (Mann-Whitney p < 0.001). The BLAST e-value of each gene
and its dN/dS between S. purpuratus and A. fragilis are significantly positively
correlated (Spearman's r=0.37, p<2.2e-16), suggesting that genes with a poor
match (high e-value) are likely to have high dN/dS scores.
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Table 4.1: PANTHER Biological Process categories showing enrichment of positive selection.
Enriched categories are highlighted in bold. Categories uniquely enriched along one lineage are
italicized.
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Table 4.2: PANTHER Molecular Function categories showing enrichment of positive selection.
Enriched categories are highlighted in bold. Categories uniquely enriched along one lineage are
italicized.

Table 4.3: PANTHER Pathways showing enrichment of positive selection. Enriched categories
are highlighted in bold. Categories uniquely enriched along one lineage are italicized.
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A possible concern with categorical enrichments is that different
categories of genes may have differed with respect to information content and
mutational target size if there is systematic variation in length. We find that there
is only a modest relationship between the mean alignment length of a category
and evidence (p-value) of positive selection. Furthermore, of the 78 PANTHER
categories that show evidence of enrichment for positive selection in one or both
the S. purpuratus and A. fragilis lineage, only four also show enrichment for
alignment length, suggesting that alignment length contributes only modestly if
at all to our overall picture of categorical enrichment.

Discussion
Evidence for environmental adaptation in A. fragilis
Several lines of evidence suggest an important role for environmental
adaptation in driving divergence between the sister species A. fragilis and S.
purpuratus (Figures 4.5, 4.6, 4.7). We find that compared to S. purpuratus, the
ecologically

divergent,

but

phylogenetically

similar,

A.

fragilis

shows

significantly higher ωFG values (Figures 4.5B, 4.6B), higher positive selection
scores (Figure 4.7A), and a significantly higher proportion of genes showing
evidence of positive selection (Figures 4.5B, 4.6B). We observe remarkable
specificity in the actions of natural selection. While S. purpuratus and A. fragilis
adults inhabit disparate environments, their larvae are ecologically similar
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(Moore 1959b; Moore 1959a; Sumich and Mccauley 1973; Emlet 1995). Reflecting
this difference, we find that the above signals of positive selection are stronger
for genes acting in adults (50-90% higher in the case of the mean positive
selection scores; Figure 4.7A) than they are for genes expressed exclusively in
larvae or ovaries.
Consistent with adaptations to different environments, we observe that
there is little correlation in the scores for positive selection for individual genes in
the two lineages (Pearson’s r2 = 0.08), while scores for negative selection and
neutral evolution are highly correlated (r2 = 0.89, 0.81; Figure 4.8). This pattern
suggests that while selective constraint (or lack thereof) are similar across,
regardless of the particular lineage or adult environment, the actions of positive
selection are acting in a lineage and/or environment sensitive manner. Among
the genes that show strong signatures of selection along one, but not both,
lineages, several stand out as interesting candidates for genes contributing to the
differences underlying these two species (Table 4.4). Within-species sexual
conflict is an important driver of the evolution of gamete recognition proteins
between Strongylocentrotid urchins (Palumbi and Metz 1994). In S. purpuratus,
sexual conflict is thought to be particularly intense, leading to eggs that are
largely incompatible with even very high concentrations of heterospecific sperm
(Levitan 2002; Levitan, terHorst et al. 2007). It is interesting, therefore, to note
that the receptor for egg jelly (GLEAN3_23767) has amongst the highest ωFG

158

estimates of any analyzed annotation (1.12 over 2642 aligned bases) and that the
biological process category ‘gametogenesis’ is uniquely enriched along the S.
purpuratus lineage. It is worth noting that several genes known to be involved in
sperm function, such as Bindin, do not match any human gene and were thus not
considered in the categorical enrichment. This in fact may be a general issue for
gene annotations of non-model species – many interesting categories of genes
such as proteins involved in reproduction may be evolving too rapidly for
accurate functional annotations based on similarities to better annotated genes.
Many candidate genes enriched specifically along the A. fragilis lineage are
especially notable in light of their potential adaptive roles; multiple carbohydrate
sulfotransferases show elevated ωFG scores specifically in A. fragilis including
CHST1 (GLEAN3_03467) and CHST9 (GLEAN3_13284) as does SM30A
(GLEAN3_00825), an important component of the larval and adult skeletal
matrix (Li and Tedder 1999; Livingston, Killian et al. 2006)(Table 4.4).
Table 4.4: Highlighted individual genes under selection in A. fragilis and S. purpuratus.
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The candidate genes highlighted above show particularly strong
signatures of amino acid evolution and radical amino acid changes along
individual lineages. Although they are notable for that reason, they are not
representative of overall divergence between these species. Even within the more
divergent A. fragilis lineage, evolution might be better characterized as a slow
shift in many proteins rather than a rapid adaptive revolution. Genes with strong
signatures of selection in A. fragilis are scattered across functional classes in the
genome, and though there are more that are expressed in adult somatic tissue
than in larvae (Figure 4.4), virtually all classes of genes show higher evolutionary
rates in A. fragilis (Figure 4.6). Pervasive shifts across the genome suggest that
large habitat shifts cannot always be made just by evolution of a few genes, as
has been suggested for invasion of heavy metal soils by land plants (Cobbett and
Goldsbrough 2002).
We observe several biological process categories to be under selection in
A. fragilis that are fundamentally different from those under selection in S.
purpuratus: “sulfur metabolism,” “skeletal development,” and several categories
of genes related to endo- and exocytosis consistent with the observation of
stronger selection along the more ecologically divergent lineage (Tables 4.1-4.3).
That genes involved in metabolism are under selection in A. fragilis resonates
with several recent studies identifying metabolic genes as being among the most
differentially expressed genes in comparisons between humans and chimpanzees
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(Uddin, Wildman et al. 2004; Blekhman, Oshlack et al. 2008; Babbitt, Fedrigo et
al. 2010) and suggests that changes in diet can lead to profound shifts in genetic
architecture between species. The categories associated with endo- and
exocytosis may indicate a metabolic change associated with a deep-sea life style,
or that membranes and membrane-related function have undergone selection to
the stable, cold temperatures and high-pressures in the deep sea (Hochachka and
Somero 2002). That skeletal development is enriched for selection may reflect
adaptation to the more acidic environments of the deep sea, and/or the notable
divergence of these species in skeletal morphology (Moore 1959a; Moore 1959b).
We also find several categories of genes under selection in both lineages,
especially for immunity, developmental processes, and cell-cell communication.
Many of these categories have also been observed to be under selection in
primates (Mikkelsen, Hillier et al. 2005; Nielsen, Bustamante et al. 2005; Kosiol,
Vinar et al. 2008) and in fruit flies (Begun, Holloway et al. 2007). Thus, these
genes may be in a constant process of evolutionary updating between species.
One possibility is that these genes are involved in co-evolutionary races, such as
the races between hosts and pathogens or races that accompany co-evolution of
gamete recognition genes in males and females (Palumbi 2009). Another
intriguing possibility is that selection may adapt organisms to different
environments using a common set of biological pathways.
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Evidence for Developmental Constraints
Evolutionary developmental biologists since von Baer (von Baer 1828a)
have hypothesized that the process of development imposes constraints on the
actions of natural selection, resulting in conserved, or “phylotypic” stages in
embryonic development. Previous studies comparing ratios of dN/dS between
pairs of species for genes active at different stages of development have given
mixed support for theories of developmental constraint. Because organisms
develop differently, we should not be surprised that developmental constraints,
if they exist at all, would leave different signatures in different taxa. However,
previous analyses based on pair-wise comparisons have largely been unable to
distinguish between positive selection, negative selection, and relaxations of
constraint in giving rise to differing levels of dN/dS among genes expressed at
different stages of development. Our results suggest that developmental and
tissue specific constraints play important roles in shaping genome evolution.
Scores for neutrality and negative selection show congruent patterns among
distinct tissues along both these lineages as well as the outgroup S. fransicanus,
which shares both its larval and adult habitat with S. purpuratus (Figure 4.7A-C;
Appendix 4 Figure A4.1). Across all three lineages, ovary-specific, and, to a lesser
extent, larva-specific, genes not only had lower signals of positive selection and
neutrality, but also higher levels of negative selection than the whole-genome
average. On the other hand, adult and testis-specific genes had the highest levels
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of positive selection and neutrality as well as the lowest signatures of negative
selection in both lineages. (Figure 4.7A-C).
These results suggest some inherent constraints in when and how
selection can operate to drive interspecific divergence. While sexual selection or
environmental adaptation can drive, and in this case has driven, divergence in
genes expressed exclusively in testis or adult somatic tissues, genes expressed in
larva or ovary are apparently more constrained, as evidenced by strong
signatures of negative selection and a relative absence of positive selection.
Because this pattern is evident not only along the ecologically divergent lineage,
but also along the two lineages that share the same ancestral larval and adult
habitats, we believe that our results constitute evidence in favor of an important
role for developmental constraints in shaping between species divergence.
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5. Contrasting Signatures of Natural Selection in Coding and
Non-Coding DNA.
Introduction
There has been significant debate in the last few years about the relative
importance of coding (i.e. protein) vs. non-coding (i.e. regulatory1) mutations in
the generation of adaptive variation (Hoekstra and Coyne 2007; Mitchell-Olds,
Willis et al. 2007; Wray 2007; Carroll 2008; Hughes 2008; Lynch and Wagner 2008;
Stern and Orgogozo 2008; Mackay, Stone et al. 2009). Given the multitude of
examples raised by these authors of presumably adaptive phenotypes that can be
traced back to mutations in both coding and non-coding DNA, the debate at this
point seems more about values rather than data; clearly, coding and non-coding
changes can both play important roles in evolutionary processes. A more
interesting set of questions involves understanding the circumstances in which
selection might favor coding or non-coding changes.

Are certain biological

processes more commonly affected by coding or non-coding adaptations
(Haygood, Babbitt et al. 2010)? Do morphological changes between species at
different taxonomic levels (e.g. between species vs. between orders) differ in the
proportion of differences based on changes in coding vs. non-coding DNA (Stern
and Orgogozo 2008; Wittkopp, Haerum et al. 2008)? Does pleiotropy or

1

In the context of this debate, “non-coding” refers almost exclusively to cis-regulatory DNA and,
occasionally, to more distal enhancers.
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developmental timing influence the relative visibility of coding vs. non-coding
variation to natural selection (Carroll 2005; Carroll 2008)? Are coding and noncoding changes equally visible to natural selection at all stages of development?
Our ability to answer these questions is limited by an asymmetry in our
knowledge about the adaptive value of changes in coding and non-coding DNA.
The potential fitness consequences and selective history of variation in coding
DNA can often be inferred on the basis of DNA sequence alone (Yang 2007). This
facilitates genome-wide scans for selection from which we have learnt a great
deal about the types of molecular processes, tissues, and developmental stages
that are most frequently influenced by adaptive changes in coding DNA
(Swanson and Vacquier 2002; Clark, Glanowski et al. 2003a; Clark, Glanowski et
al. 2003b; Nielsen 2005; Nielsen, Bustamante et al. 2005; Arbiza, Dopazo et al.
2006; Begun, Holloway et al. 2007; Kosiol, Vinar et al. 2008; Wright and
Andolfatto 2008). In contrast, the relationship between changes in non-coding
DNA and functional changes in phenotypes such as gene expression is indirect at
best (Wray, Hahn et al. 2003; Odom, Dowell et al. 2007; Hannenhalli 2008;
McLean and Bejerano 2008; Meader, Ponting et al. 2010; Bullaughey 2011). As a
result, scans for selection in non-coding DNA have largely been limited to those
investigating highly conserved non-coding regions in which adaptation can be
inferred on the basis of lineage-specific changes in DNA that is presumably
under strong selective constraint in other taxa (Siepel, Bejerano et al. 2005;
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Pollard, Salama et al. 2006a; Prabhakar, Noonan et al. 2006; Janes, Chapus et al.
2011).
An alternative approach is to make use of statistical models that compare
rates of evolution in putatively functional non-coding DNA with rates of
evolution in neutral proxies such as introns or synonymous sites (Wong and
Nielsen 2004; Haygood, Fedrigo et al. 2007). Like analogous tests in coding
sequence that make use of the ratio of non-synonymous to synonymous
substitutions to test for adaptive evolution, these non-coding methods can be
biased by inappropriate or inaccurate choices of functional vs. neutral sites.
However, our ability to identify both classes of sites has improved dramatically
in recent years thanks to an increase in genome annotations from efforts such as
the ENCODE and modENCODE programs (Birney, Stamatoyannopoulos et al.
2007; Gerstein, Lu et al. 2010; Roy, Ernst et al. 2010), transcriptome sequencing by
individual laboratories, and an increased awareness of the extent to which
regulatory elements are enriched in genomic compartments such as first introns
and 5’ flanking sequences (Keightley, Lercher et al. 2005).
In this chapter, we take such a modeling approach to identify adaptive
changes in putative regulatory DNA 5’ of annotated genes in two species of sea
urchin, the shallow water Strongylocentrotus purpuratus and its sister species,
Allocentrotus fragilis, which has recently evolved to live in deep-water habitats
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(Sumich and Mccauley 1973; Biermann, Kessing et al. 2003)(Figure 5.1). This
study extends our previous work quantifying the extent of adaptation in coding
regions in these same species (Oliver, Garfield et al. 2010)(Chapter 4). As in that
study, we examine patterns of adaptive substitutions in the context of gene
ontology and the tissues/developmental stages in which genes are expressed.
We find that patterns of adaptive substitution in non-coding DNA are strikingly
different than those in coding DNA, with an enrichment of neurological and
metabolic processes on the lineage leading to S. purpuratus (The signature of noncoding adaptation is considerably weaker and more idiosyncratic on the lineage
leading to A. fragilis). We also find strong differences in the extent of non-coding
and coding adaptation among tissues and developmental stages, highlighting the
unique roles that coding and non-coding adaptations play in evolutionary
processes.
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Figure 5.1: A phylogeny of strongylocentrotid sea urchins. The two focal species in this study,
Strongylocentrotus purpuratus and Allocentrotus form an unresolved polytomy with three other
species, the deep water S. palidus and the shallow-to-mid water S. droebachiensis and S. polycantus.
The outgroup, S. franciscanus diverged from these five species ~ 15 million years ago. Phylogeny
based on Bierman et al. (2003) and Lee (2003).

Methods
Genome annotations
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We used the genome of S. purpuratus v2.6 as a reference for all analyses.
To delineate expressed features, we downloaded the v2.6 annotations from
SpBase (www.spbase.org) (Cameron, Samanta et al. 2009). We found in a few
cases that multiple annotations were made for the same genomic region. In these
cases, we included only the longest of the multiple annotations for a total of
226,905 features corresponding to 25,396 genes. The vast majority of the features
correspond to exons. However, included in the set are 8,190 3’ UTRs derived
from whole-genome tiling assays of early development (Samanta, Tongprasit et
al. 2006).
To further annotate the transcribed, non-coding features of the genome,
we collected whole transcriptome profiling using SOLiD sequencing. RNA was
isolated with an RNeasy kit (Qiagen, Valencia, CA) including a DNaseI
treatment step. Ten micrograms of total RNA were used as starting material for
the creation of the RNA-Seq library. Library construction was performed with
the SOLiD Total RNA-Seq kit (Ambion, Austin, TX), and libraries were
sequenced at the Institute for Genome Science & Policy Genome Sequencing &
Analysis Core Facility at Duke University. Data are from three developmental
stages and two adult tissues: morula (~8 hours post-fertilization), gastrula (38
hours post-fertilization), early pluteus (4 days post-fertilization), adult testis, and
coelomocytes. We mapped the resulting ~750 million reads back to the S.
purpuratus genome using Tophat v.1.2.0 (Trapnell, Pachter et al. 2009). We used
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BEDTools (Quinlan and Hall 2010) to identify blocks of reads (< 10bp separation
between them) that overlapped with the 3’ or 5’ most ends of annotated CDS.
This generated annotations for 15,631 new 5’ UTRs and 16,744 new 3’ UTRs. We
also identified 20,326 blocks of transcribed sequence >100bp in length and
consisting of >500 reads that fell outside of annotated exons or UTRs. These
blocks may represent unannotated exons or transcribed, non-coding RNA. In any
event, these regions were masked in all subsequent analyses.
We treated the 5,000bp upstream of the transcription start site (i.e.
upstream of our 5’ UTR annotation) as the promoter region for a gene following
earlier convention (Haygood, Fedrigo et al. 2007) and the observation that this
length is sufficient to include many, if not all, well-studied sea urchin regulatory
regions (Chapter 3). In cases in which 5,000bp upstream overlapped another
gene annotation, such as a 3’ UTR, the promoter region was truncated. Cases in
which the promoter regions of two genes on opposite strands overlapped were
allowed. Following these annotation steps, we screened our set of exons, UTRs,
introns, and promoters for overlaps. We eliminated all cases in which the same
genomic region was captured by two or more annotations.
Additional Expression Data
In addition to the above SOLiD data, we analyzed our scan for selection in
the context of two other expression sets: 1) A set of expression measurements
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from adult somatic tissues, testis, ovary, and two-week-old larvae from Oliver et
al. (2010), and 2) Microarray data covering five stages of early development (2hr72hr post-fertilization) from Wei et al. (2006). These expression steps were
analyzed independently. In our experience, combining expression data from
multiple technologies can introduce serious artifacts. An important difference
between these analyses and those of Oliver et al. (2010) is that here we focus on
all genes expressed in a tissue/stage rather than on genes expressed exclusively
in tissues/stages. This change is largely a reflection of the fact that the data
analyzed here are continuous, rather than binarized.
Each of the three gene expression sets consists of multiple tissues and/or
developmental stages. The expression level of a gene in each of the
tissues/stages within a dataset can be regarded as a vector in n-dimensional
space, were n is the number of tissues/stages in a dataset. By treating expression
in this way, we were able to define a specificity score for each gene in each dataset
as the square of the cosine of the angle between the vector and the axis
corresponding to a particular stage/tissue (Haygood, Fedrigo et al. 2007). The
measure depends on the distribution of expression over stage/tissues, but not on
the magnitude of the expression overall: A gene highly specific to a tissue will
have a score near 1 regardless of the gene’s actual expression level, while a gene
expressed at similar levels in many tissues/stages will have a specificity score
near zero in any given tissue/stage. We were also able to define a score for the
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evenness of a gene over all tissues/stages in an expression set as the squared
cosine of the angle between a gene’s expression vector and a totally even vector
(one consisting of an expression level of 1 in each tissue/stage) (Haygood,
Babbitt et al. 2010). This single score will be near 1 for a gene that is expressed
highly evenly over multiple tissues/stages and near 0 for a gene expressed
largely expressed in a single tissue/stage. It is important to note that while we
used the binarized data of Oliver et al. (2010) for many analyses, we used the
continuous version of these same data when calculating evenness and specificity
scores for this expression set.
Genome Alignments
To conduct our whole-genome scans for selection, we created wholegenome alignments between our two species of interest, S. purpuratus and A.
fragilis, as well as an outgroup species, S. franciscanus. Despite the nomenclature,
S. purpuratus and A. fragilis are clearly sister species (Biermann, Kessing et al.
2003), with S. franciscanus serving as a more distantly related outgroup
(Biermann, Kessing et al. 2003; Lee 2003). This relationship has been confirmed
by recent whole-genome coding alignments showing ~11% silent site divergence
between S. purpuratus and A. fragilis and ~17% silent site divergence between
those species and S. franciscanus (Oliver, Garfield et al. 2010).
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Approximately 2.1x coverage of A. fragilis and S. franciscanus are currently
available in the form of 454 reads that can be downloaded from SpBase. SpBase
also provides a GTF-formatted map of reads from these two species to S.
purpuratus v2.6. We used this GTF as a template to select the sets of reads that
aligned to each of our genomic features (exons, UTRs, introns, and promoters).
We then aligned sets of 454 from both species to sequences from S. purpuratus
using TBA (Blanchette, Kent et al. 2004), lastz (Harris 2007), and associated tools.
We found that we could obtain reliable results using the same alignment
parameters that were used for alignment between the mammoth and elephant
genomes (Miller, Drautz et al. 2008). During the course of generating the
alignments, we implemented two major quality-filtering steps. First, for coding
sequences, we removed any individual 454-reads that generated a frame-shift
mutation. Second, we ran a 50bp sliding window along completed alignments
and removed any 50bp region in which pair-wise divergence between any two
species was > 40%. All alignment scripts are available upon request. Following
Haygood et al. (2007), we excluded all first introns (which are enriched for
functional elements (Keightley, Lercher et al. 2005)) as well as the first and last
10bp of all other introns (to avoid splice sites) from subsequent analyses.
Following all alignment and filtering steps, which of necessity excluded all genes
with one or fewer introns, we were left with 2,725 analyzable genes. No
PANTHER Biological Process categories showed a significant enrichment for
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proportion of genes lost during alignment and quality filtering using the rankbiserial method described below.
Scans for Selection
To estimate the strength and significance of selection acting on non-coding
sequences, we used a modification of the method of Wong and Nielsen (2004) to
compare rates of evolution in promoter regions to rates of evolution in intronic
sequence. All calculations were carried out using HyPhy (Kosakovsky-Pond,
Frost et al. 2005). The details of the model are highly similar to the branch-site
models often used to analyze coding sequences (Zhang, Nielsen et al. 2005) as
implemented in programs such as PAML (Yang 1997). The major differences is
that rather than treating non-synonymous changes as potentially functional and
synonymous changes as neutral proxies, we treat changes in promoter sequences
as potentially functional and use introns to estimate rates of neutral evolution. As
is the case for many ML methods for examining adaptation in coding sequences,
we treat each alignment as consisting of potentially four classes of sites: those
evolving neutrally on all lineages; those evolving under negative selection in all
lineages; those evolving under positive selection on a foreground lineage of
interest, but evolving neutrally on all other lineages; and those under positive
selection on the foreground lineage but under negative selection on all other
lineages. For all sites evolving under negative selection or positive selection, we
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estimate a single ζ value representing the ratio of the rate of promoter evolution
to the rate of intron evolution. For sites under negative selection, this ζ value falls
between 0 and 1, while for sites under positive selection, ζ is greater than one.
For neutral sites, ζ is equal to 1 reflecting equal rates of evolution in a promoter
and its associated proxy neutral regions. To estimate the extent of selection in A.
fragilis and S. purpuratus, we fit our model twice for each gene, each time treating
a different species as the foreground lineage. As a result, we will tend to
underestimate the strength of selection for genes that experience positive
selection on two or more lineages independently.
From the model outputs, we defined “selection scores” representing the
strength and frequency of positive, neutral, and negative selection across all sites
in a gene. For each lineage, the positive selection score is calculated as the total
fraction of sites with ζ > 1 multiplied by log(ζ2) where ζ2 is the ζ for sites
experiencing positive selection. The negative selection score is defined as the
fraction of sites with ζ < 1 multiplied by -log(ζ0), where ζ0 is the estimate of ζ for
sites under negative selection. If ζ0 = 0, then ζ0 was set to L, the smallest non-zero
ζ0 in the dataset as a whole. The neutrality score for a given gene is simply the
fraction of sites evolving neutrally for a gene. We can also obtain an overall score
for selection on a foreground lineage analogous to dN/dS, which we call ζFG, by
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summing the frequency of each class of site weighted by the ζ value for that site
class. For many of the following analyses, these selection scores were multiplied
by expression specificity scores to obtain “weighted selection scores” to derive a
measure of the strength of selection on genes within a tissue/developmental
stage.
In addition to estimating the strength of selection along a given lineage, it
is possible to ask, in a statistical sense, the degree to which a model that includes
positive selection along a foreground lineage is a better fit to the data than a
model for which all sites are evolving neutrally or under negative selection on all
lineages. To evaluate this contrast, we implemented a likelihood ratio test
comparing the log-likelihood of our best fit model of positive selection to a null
model in which ζ2 is fixed to 1, using a χ2 distribution with one degree of
freedom (Haygood, Fedrigo et al. 2007).
Gene Annotation and Categorical Enrichment
We obtained the best match between each annotated gene in the S.
purpuratus genome and the ENSEMBL human protein database from Oliver et al.
(2010). This allowed us to match up each sea urchin gene to ontological
categories defined in the GO (Harris, Clark et al. 2004) and PANTHER (Thomas,
Campbell et al. 2003) databases. Tests for statistical significance between gene
category and p-values for evidence of positive selection were conducted using a
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rank-biserial correlation (see Chapter 4) on categories of genes with at least ten
genes (or five genes, in the case of PANTHER pathway components). The
statistical significance for any comparison was assessed using a z-test using a
standard error estimated from 1,000 bootstrap replicates. In general, we have
chosen to focus on PANTHER categories, and on the PANTHER Biological
Process categories in particular. The primary reason for this choice is a reflection
of the design of the GO and PANTHER classifications; while GO terms were
developed to assist in analyses of individual genes, the PANTHER classifications
were intentionally developed for high-level analyses of function for a large
number of sequences simultaneously (Thomas, Campbell et al. 2003). As a matter
of practice, the results are often highly similar, especially for the GO and
PANTHER Biological Process classifications. The full results for categorical
enrichment in all six GO and PANTHER classifications for the non-coding data
can be found in Supplementary Materials.
Even within PANTHER, there can be substantial overlap between
categories even when the categories are not nested within one another. To
visualize the similarities between PANTHER categories, we counted the number
of overlapping genes contained in the two categories and divided by the size of
the smaller category. We then subtracted this number from one to generate a
distance between each pair of categories, which was then plotted using the
function “hclust” in R (R Development Core Team 2009).
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Results
The Extent of Lineage-Specific Non-Coding Adaptations in S. purpuratus and A.
fragilis
Despite the outdated nomenclature, S. purpuratus and A. fragilis are sister
species that diverged ~5 million years ago (Biermann, Kessing et al. 2003; Lee
2003; Figure 5.1). Like most members of the genus, S. purpuratus inhabits the
shallow sub-tidal and inter-tidal rocky habitats that are likely ancestral to this
group. A. fragilis, however, has recently adapted to inhabit the bathyl zone and
can be found at depths exceeding 1,000m (Moore 1959b; Sumich and Mccauley
1973; Emlet 1995). Interestingly, the larvae of both species are highly similar
morphologically and both can be found in shallow-water, pelagic environments
(Moore 1959a; Strathmann 1987). Consistent with these observations, we
previously reported elevated rates of adaptive evolution (dN/dS) in coding
sequences in A. fragilis relative to S. purpuratus, a pattern that was especially
visible in genes expressed in adult somatic tissues relative to genes expressed in
larvae (Oliver, Garfield et al. 2010). Surprisingly, this trend is reversed in noncoding sequences. Our metric ζFG, which is analogous to dN/dS (see Methods), is
significantly higher in S. purpuratus than in A. fragilis

(ζFG = 6.99 vs. 5.67;

Wilcoxon p-value = 2.15x10-10) despite no evidence for differential selective
constraint in the two species (mean negative score = 0.682 vs. 0.680, p = 0.95,
Wilcoxon). As we discuss below, there is no clear indication that this trend is
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appreciably different in larvae vs. adults. This raises the possibility that noncoding and coding adaptations may play very different roles in adaptation to
novel environments vs. “background” selection.
Categorical Enrichment for Signatures of Selection
One of the most striking observations from our previous analysis of
coding sequences was that, despite a lack of correlation in the strength of the
evidence for positive selection in individual genes, very similar categories of
coding genes were enriched for signatures of positive selection along both
lineages. This phenomenon held true for the new coding sequence alignments
calculated here (Table 5.1). Overall, the p-values for categorical enrichment in
PANTHER Biological Process categories showed a Spearman’s ρ = .72 (p <
2.2x10-16). The correlation among non-coding categories, however is much lower
(Spearman’s ρ = .41, p = 5.5x10-6), a trend especially evident in a comparison
between the top ranked categories for the two species (Table 5.2). Similar results
hold for comparisons between enrichment scores for other PANTHER and GO
classifications (data not shown).
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Table 5.1: A comparison of PANTHER Biological Process categories enriched for positive
selection in coding regions S. purpuratus and A. fragilis. Following Oliver et al. (2010), we
compared categories enriched on one or both lineages. The rightmost columns give p-values for
enrichment on the S. purpuratus and A. fragilis lineages. Non-significant enrichment scores are
given in grey boxes. Colors are used to highlight similar categories. Especially prominent on both
lineages are categories related to immunity (blue), cell-cell interactions and communication
(green), and neural related processes (yellow).
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Table 5.2: A comparison of PANTHER Biological Process categories enriched for positive
selection in non-coding regions in S. purpuratus and A. fragilis. The rightmost columns give pvalues for enrichment on the S. purpuratus and A. fragilis lineages. Non-significant enrichment
scores are given in grey boxes. Colors are used to highlight similar categories. Prominent here are
categories related to neurogenesis (yellow) and aspects of metabolism (purple). Cytokine
signaling has been colored blue to reflect its potential relationship to immune function. Note the
relatively larger p-values and fewer numbers of significant categories on the A. fragilis lineage.

Evidence for categorical enrichment of signatures of positive selection in
non-coding regions is generally weaker along the A. fragilis lineage than along
the lineage leading to S. purpuratus (Table 5.2; Figure 5.2). The most consistent
signal of enrichment for this species is from categories related to signal
transduction, which includes G-coupled protein receptors (PANTHER molecular
function) and components of Wnt signaling (GO Biological Process). The

181

category “angiogenesis”, which was found prominently in scans for selection on
coding genes (Oliver, Garfield et al. 2010), consists largely of adherins proteins
and other molecules involved in cell-cell contacts. Despite providing one of the
strongest lineage-specific signals of selection in coding genes, the category
“sulfur metabolism” is not enriched under the PANTHER Biological Process
classification. It is, however, significantly enriched using the GO Biological
Process classification (p = .007; Supplementary Materials), a rare instance of
discordance between the two methods of classification.
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Figure 5.2: Hierarchical clustering of enriched PANTHER Biological Process categories in A.
fragilis. A total of five Biological Process categories were significant along the A. fragilis lineage at
a threshold of p < 0.05. In this case, one category (Cytokine and chemokine mediated signaling
pathway) is nested within another (Signal transduction).
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Patterns of categorical enrichment in the non-coding regions of S.
purpuratus are both stronger and more clustered than in A. fragilis (Table 5.2,
Figure 5.3). Prominent in this case are two clusters of categories: one involving in
metabolism and aspects of nucleic acid synthesis; and one involving neural
related functions, including the category “neurotransmitter release” which was
nearly significant in A. fragilis (p = 0.052). This later cluster of categories is
especially interesting in light of strong evidence that neural related genes show
consistently strong signatures of positive selection in humans and chimpanzees
(Haygood, Fedrigo et al. 2007; Haygood, Babbitt et al. 2010). Like “angiogenesis”,
the category “blood clotting” is enriched for proteins involved in cell-cell
interactions and shares a strong overlap in member genes with the enriched GO
Cellular Compartment category “cell junction” (p = 0.02).
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Figure 5.3: Hierarchical clustering of enriched PANTHER Biological Process Categories in S.
purpuratus. A total of nine Biological Process categories were significant along the S. purpuratus
lineage at a threshold of p < 0.05, including a cluster of categories related to neural function
(yellow) and cluster of metabolism related categories (purple). The enrichment of adaptation in
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non-coding regions associated with neural genes closely mirrors earlier findings in higher
primates (see text).
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development showed significant enrichment for positive selection along the S.
purpuratus lineage in our coding study. No reproduction related PANTHER
category contained sufficient genes for analysis in non-coding regions. However,
two reproduction related GO Biological Process categories (Supplementary
Materials) do show enrichment uniquely along the S. purpuratus lineage: “male
gonad” and “gonad” (p = 0.02 and p = 0.04, respectively). This may reflect the
unusually strong selective pressures on reproductive proteins experienced in S.
purpuratus (Palumbi and Lessios 2005; Levitan and Ferrell 2006; Levitan, terHorst
et al. 2007; Levitan 2008).
Evenness and Specificity
A frequent argument for the importance of adaptation in regulatory
regions of the genome involves pleiotropy, a phenomenon in which a mutation
has effects in multiple tissues or developmental/physiological contexts (Wray
2007; Carroll 2008). The rational for this argument is that changes in protein
coding sequence will, excepting splicing events and post-translational
modifications, affect the protein in every tissue and context in which it is
expressed. In contrast, regulatory elements are often highly modular (Davidson
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2001). As a result, a single mutation in a regulatory element is likely to affect
gene expression one in only one or a few tissues/contexts.
Recent evidence in support of this hypothesis comes from large-scale
scans for selection in mammals in which signatures of positive selection are
significantly greater in coding regions of highly tissue specific genes than in
genes expressed more evenly across tissues (Duret and Mouchiroud 2000; Liao
and Zhang 2006; Kosiol, Vinar et al. 2008; Haygood, Babbitt et al. 2010). Our data
on the tissue- and stage-specificity of gene expression is significantly less
complete than what is available in more intensively studied model systems.
However, the availability of three independently derived gene expression sets
(see Methods) offers an opportunity to test the pleiotropy hypothesis in taxa
separated from mammals by > 500 million years of evolution.
Using results from S. purpuratus, we observe a statistically significant, but
weak (Spearman’s ρ < 0.07, p < 0.01) correlation between evidence of positive
selection (p-values) in coding regions and specificity score for the majority of
tissues/stages in all three expression sets. There is, however, a potential
confound due to the strong correlations (ρ range: 0.46 to 0.83, p < 2.2x10-16)
between specificity and absolute expression level. Positive correlations here,
thus, may actually reflect a general trend towards negative selection on highly
expressed genes (Duret and Mouchiroud 2000; Subramanian and Kumar 2004;
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Liao and Zhang 2006) rather than a function of specificity. Consistent with this,
no significant correlations between p-value and specificity are found with a
partial correlation (Spearman) that accounts for the confounding effects of
expression level (p = 0.38). No significant correlations were found for non-coding
p-values in any of the expression sets with or without correction for expression
level.
Evenness can be defined as a metric for ranking if a gene is expressed
highly evenly over multiple tissues/stages vs. single tissues/stages in a dataset.
We find that correlations between positive selection and evenness scores provide
modest support for the pleiotropy hypothesis. As shown in Table 5.3, there is a
modest, but statistically significant, correlation between p-value and evenness in
coding regions in all three expression sets indicating that positive selection is
more prevalent in less evenly expressed genes. By comparison, the correlation
between p-value and evenness is weaker for non-coding regions and is
significant in only one out of three expression sets. The correlation between
evenness and expression level is minor for all tissues/contexts in all three
expression sets (ρ < .04) suggesting that the observed effect is independent of
selection on expression levels. Similar results to the above are obtained for A.
fragilis. Thus, as in earlier studies, we find stronger evidence of positive selection
in the coding regions of genes expressed specifically than we do for genes
expressed highly evenly over development or tissues.
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Table 5.3: Correlations between p-value for evidence of positive selection and evenness for
non-coding and coding regions in each expression set. Significantly positive correlations
indicate that a reduction in evidence for positive selection in more evenly expressed genes. Note
the strong tendency for higher, more significant correlations for coding regions than for noncoding regions across all three expression sets.

The Relationship between Natural Selection and Gene Expression is Variable
In addition to providing a measure of the evidence in favor of a model
that includes positive selection, our models of non-coding evolution allow us to
estimate the strength of negative and positive selection along any one lineage in
a manner analogous to lineage-specific calculations of dN/dS in coding regions
(see Methods). For each of the three expression sets, we multiplied specificity
scores against positive and negative selection scores to obtain weighted selection
scores representing the strength of natural selection acting within each
tissue/context. The results for each expression set using the data from S.
purpuratus are discussed below.
A) The strength of selection in larval vs. adult tissues
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Adults of S. purpuratus and A. fragilis differ significantly in morphology,
physiology, and behavior. The larvae, however, are highly similar and inhabit
similar environments. Consistent with these differences, we previously observed
stronger signatures of positive selection in adult somatic tissues relative to larvae
(Figure 5.4-Bottom; Chapter 4), and stronger signatures of negative selection in
larvae relative to adults (Figure 5.5-Bottom; Chapter 4). We observed no such
trend for non-coding regions. While there is some numerical support for stronger
signatures of positive selection (Figure 5.4-Top, and lower levels of negative
selection (Figure 4.5-Top) in larval genes relative to genes in ovaries, testes, or
adult somatic tissues, there is no statistical support for heterogeneity in selection
scores among categories by Kruskal-Wallis rank sum test.
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Figure 5.4: Positive selection scores as a function of binarized expression data. Solid circles
represent the mean positive selection score for all genes expressed (1/0) in each
tissue/developmental stage. Error bars represent 95% confidence intervals from 1,000 bootstrap
replicates. Expression data taken from Oliver et al. (2010). (Top) Positive selection score for noncoding regions associated with genes expressed in each of the four tissues/developmental stages.
(Bottom) Positive selection scores for coding regions for each tissue/developmental stage. The
plotted data represent selection scores calculated from current alignments rather than those used
in Oliver et al. (2010). Positive selection scores increase as a function of developmental timing and
in testis, though the extent of positive selection in testis is less pronounced in these data than in
Oliver et al. (2010).

191

Figure 5.5: Negative selection scores as a function of binarized expression data. Solid circles
represent the mean negative selection score for all genes expressed (1/0) in each
tissue/developmental stage. Error bars represent 95% confidence intervals from 1,000 bootstrap
replicates. Expression data taken from Oliver et al. (2010). (Top) Negative selection score for noncoding regions associated with genes expressed in each of the four tissues/developmental stages.
(Bottom). Negative selection scores for coding regions for each tissue/developmental stage. The
plotted data represent selection scores calculated from current alignments rather than those used
in Oliver et al. (2010). As in Oliver et al. (2010), negative selection scores decrease as a function of
developmental timing and in testis.

B) Variation in Selective Intensity During Early Development
A number of studies have made use of correlations between the timing of
gene expression and signatures of selection to look for periods of conservation
during embryonic development (Rifkin, Kim et al. 2003; Davis, Brandman et al.
2005; Hazkani-Covo, Wool et al. 2005; Irie and Sehara-Fujisawa 2007; Artieri,
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Haerty et al. 2009; Kalinka, Varga et al. 2010). The majority of these studies have
made use of signatures of selection derived from coding sequences, though two
of these studies (Rifkin, Kim et al. 2003; Kalinka, Varga et al. 2010) made direct
use of patterns of variation in gene expression levels. These studies, almost
exclusively from flies and mammals, have generally found that there are patterns
of conservation during development and that these periods of conservation at
the gene level often correspond to “phylotypic” stages of development marked
by wide-spread conservation in embryonic morphology2.
The expression set collected by Wei et al. (2006) provides an opportunity
to conduct a similar test for conservation during development in sea urchins.
Wei et al.’s dataset consists of microarray data from five stages of early
development: 2-cell (2hr; largely consisting of maternal transcripts), early
blastula (15hr), early gastrula (30hr), late gastrula (48hr), and early pluteus
(72hr). Though the timing of maximal conservation in sea urchin development, if
any, is not known, both gastrulation (Raff 1996) and the formation of the
coelomic cavities (Slack, Holland et al. 1993; Arenas-Mena, Cameron et al. 2000)
have been proposed as the phylotypic stage.

2

There are, however, a number of studies that have failed to find such patterns, most notably among the
nematodes (Castillo-Davis and Hartl 2002; Yang and Li 2004; Roux and Robinson-Rechavi 2008; Chapter
1).
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Patterns of positive selection in coding regions are relatively uniform over
the first three stages of development, though positive selection appears to be
moderately less common in the two later two developmental stages (p < .01,
permutation; Figure 5.6-Bottom). At the same time, signatures of stabilizing
selection are significantly more extensive in very early development relative to
later stages of development (p < .001, permutation; Figure 5.7-Bottom),
suggesting that changes in protein sequence during very early development may
be especially visible to natural selection. After 15 hours, developmental
constraint appears to be more even, with constraints reaching a minimum during
early gastrulation (p < .001, permutation).
Patterns of selection in non-coding regions of the genome tell a similar
story; changes in non-coding regions of the genome affecting very early
development (2hr) are more visible to selection (both positive and negative) than
changes affecting later developmental stages (p < .001, permutation; Figure 5.6Top, Figure 5.7-Top). Unlike the results for coding portions of the genome, the
pattern of change for negative and positive selection scores in non-coding
regions over development are highly similar to one another, with changes
affecting blastula stage embryos being least visible to selection (p < 0.01,
permutation).
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Figure 5.6: Positive selection scores weighted by specificity score over early development.
Expression data represent five stages of very early development from a recently fertilized zygote
(2hr) through the development of an early pluteus (72hr). Solid circles at each time point
represent the average value of a gene’s positive selection score multiplied by its specificity score
for that time point. Error bars represent 95% confidence intervals from 1,000 bootstrap replicates.
(Top) Weighted positive selection scores for non-coding regions at each time point. Signals of
positive selection are significantly higher among genes specific to very early development (2hr)
relative to later developmental stages (p < 0.001, permutation). After 15hr, positive selection
scores appear to increase over development, with the weighted score at 72hr significantly greater
than the weighted score at 15hr (p < 0.001, permutation). (Bottom) Weighted positive selection
scores for coding regions at each time point. Weighted positive selection scores are significantly
greater during the first three time points than in the later two time points (p < 0.01, permutation).
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Figure 5.7: Negative selection scores weighted by specificity score over early development.
Expression data represent five stages of very early development from a recently fertilized zygote
(2hr) through the development of an early pluteus (72hr){Wei, 2006 #578}. Solid circles at each
time point represent the average value of a gene’s negative selection score multiplied by its
specificity score for that time point. Error bars represent 95% confidence intervals from 1,000
bootstrap replicates. (Top) Weighted negative selection scores for non-coding regions at each
time point. The overall pattern of negative selection in non-coding regions closely mirrors that of
positive selection (Figure 5.6). (Bottom) Weighted negative selection scores for coding regions at
each time point. Negative selection scores are vastly higher at 2hr than in later stages of
development (p < 0.001, permutation) and reaches a minimum early in gastrulation (30hr)(p <
0.001, permutation).

Whole trancriptome changes in expression between embryonic and adult tissues
While our SOLiD data were collected as part of an effort to annotate
UTRs, they can also provide insight into how signatures of selection change over
development and among tissues and may provide increased resolution as
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compared to our earlier microarray data. Positive selection scores for coding
regions were roughly uniform over tissues/stages except for a significant
elevation in testis, as was the case in our previous study (Oliver, Garfield et al.
2010)(p < 0.001, permutation; Figure 5.8-Bottom). Negative selection scores for
coding regions indicate selective constraints in early development that decrease
from the morula stage (~8hr) to an advanced pluteus larvae (~6 days) (p < 0.0001,
Kruskal-Wallis). Negative selection scores in testis genes are intermediate to
those in morula and gastrula (p < 0.001, Kruskal-Wallis; Figure 5.9-Bottom),
while coelomocyte genes show noticeably lower negative selection scores than
genes expressed in other tissues (p < 0.001, permutation). This paucity in
coelomocytes is in part due to significantly lower specificity scores in this tissue
as compared to the other tissues/stages (mean specificity = 0.09 vs. 0.23, p <
2.2ex10-16, Wilcoxon).
As with the other two expression sets, non-coding selection scores are
strikingly different (Figure 5.8-Top, Figure 5.9-Top). Positive selection scores are
significantly higher among pluteus and testis genes than for other tissues/stages
(p < 0.001, permutation), though they are not significantly different from one
another (p = 0.139, permutation). The negative selection scores for non-coding
regions are highly similar with pluteus standing out more clearly from the other
tissues/stages (p < 0.001, permutation).
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Figure 5.8: Positive selection scores weighted by specificity score across developmental times
and adult tissues. Expression data from SOLiD sequencing at three stages of development, in
coelomocytes, and adult testis. Solid circles at each tissue/stage represent the average value of a
gene’s positive selection score multiplied by its specificity score for that tissue/stage. Error bars
represent 95% confidence intervals from 1,000 bootstrap replicates. (Top) Weighted positive
selection scores for non-coding regions at each tissue/stage. Weighted positive selection scores
are higher for pluteus and testis than for the other three tissues (p < 0.001, permutation). (Bottom)
Weighted positive selection scores for coding regions at each tissue/stage. Weighted positive
scores for testis is significantly greater than for the other tissues/stages (p < 0.001, permutation).
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Figure 5.9: Negative selection scores weighted by specificity score across developmental times
and adult tissues. Expression data from SOLiD sequencing at three stages of development, in
coelomocytes, and adult testis. Solid circles at each tissue/stage represent the average value of a
gene’s negative selection score multiplied by its specificity score for that tissue/stage. Error bars
represent 95% confidence intervals from 1,000 bootstrap replicates. (Top) Weighted negative
selection scores for non-coding regions closely mirror those for positive selection, with a
significant elevation in pluteus and testis (p < 0.001, permutation). (Bottom) Negative selection
scores for coding regions are conspicuously higher in very early development (morula) relative to
later stages (p < 0.001). The depression of negative selection score for coelomocytes is largely a
reflection of the fact that very few genes are highly specific to coelomocytes (see text).

Discussion
S. purpuratus and A. fragilis are sister species that diverged ~5 million
years ago. The adults of these two species are highly differentiated, with S.
purpuratus adults inhabiting the shallow-water, rocky habitats that are ancestral
to the genus and A. fragilis inhabiting deep-water zones. In contrast, the larvae of
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these two species are highly similar both in terms of morphology and in the
habitats in which they are found. In a previous study (Oliver, Garfield et al.
2010)( Chapter 4) we found that evidence of positive selection was both more
frequent and of greater magnitude on the lineage leading to A. fragilis and that
adaptive divergence between the two species was greater for adult somatic genes
than for genes expressed in the larvae. In this study we have extended these
results by collecting data on the strength and frequency of selection on noncoding (putative regulatory) regions associated with many of these same genes
assayed in our previous study. We have also extended our expression data to
include additional stages of development and tissues from two additional
expression datasets (see Methods). These data revealed a number of intriguing
differences between selection on coding and non-coding regions of the genome.
Reduced Signals of Environmental Adaptation in Selection on Non-coding DNA
Despite a lineage-specific shift in habitat usage along the A. fragilis
lineage, we find no evidence for increased positive selection acting on noncoding regions in this deep-water species. In fact, we observe the opposite trend:
Signatures of positive selection in non-coding regions are consistently stronger in
S. purpuratus than in A. fragilis. A potential explanation is the relatively larger
population size of S. purpuratus (Chapter 4), which would effectively make
functional changes in non-coding DNA more visible to natural selection (Lynch
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and Conery 2003). However, contrary to this supposition, there is no evidence for
increased negative selection along the S. purpuratus lineage. This finding raises
the intriguing possibility that selection may act on different compartments of the
genome (e.g. protein coding vs. regulatory) during adaptation to a novel habitat
than in the case of background selection within a “stable” environment (Van
Valen 1973; Rice and Holland 1997).
We saw no indication that non-coding regions associated with adults
expressed genes are more prone to selection than are larval genes, as was the
case for coding regions of the genome (Figures 5.4 and 5.5). If anything, noncoding regions associated with larval genes are more prone to selection than are
adult genes, a finding concordant with an increase in Fst among 5’ flanking
regions associated with larval expressed genes relative to regions associated with
adult expressed genes (Melissa Pespini, unpublished data). These findings further
underscore the idea that selection on coding and non-coding regions of the
genome may affect different aspects of organismal form and function.
Lack of evidence for a phylotypic stage of gene expression in sea urchins
Because no single expression set covers the entire span of sea urchin
development, which can last months in these species (Strathmann 1987), we
cannot rule out the existence of a highly conserved “phylotypic” stage. However,
we find no evidence for a peak in conservation (negative selection) at either of
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the two stages that have been proposed as candidates for the phylotypic stage (30
hours of development (Slack, Holland et al. 1993) or at 72 hours (Raff 1996)
(Figures 5.6 and 5.7). Furthermore, we find that patterns of selection on coding
and non-coding regions of the genome change in different ways over
development. For example, from the perspective of the non-coding portion of the
genome, selective constraints appear to be at a minimum at 15 hours of
development (early blastula), while at 15 hours of development, coding genes are
under significantly more constraint than they are during gastrulation (30-48
hours; Figure 5.7). This suggests that constraints on embryonic development, if
they exist, may manifest differently from the perspective of different types of
biological processes (Comte, Roux et al. 2010).
If there is a lesson to be taken from our analysis of very early sea urchin
development it is that changes in the expression or function of maternal
transcripts may be especially visible to both positive and negative selection as
indicated by a peaks at the 2hr mark for negative selection in both coding and
non-coding regions (Figure 5.5) and in positive selection in non-coding regions
(Figure 5.6-Top). This finding, which is consistent with strong maternal
influences on larval form and function in these species (Chapter 2), supports the
contention that the extensive variation observed at the earliest stages of
development (Raff 1996; Wray 2000) may be a result of selection rather than
neutral processes.
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What are the General Trends in Coding and Non-Coding Adaptation?
As mentioned above, regulatory elements are frequently characterized by
a modular architecture in which the control of gene expression in specific
contexts or stages of development is isolated to specific regions within a
regulatory element (Davidson 2001). Because of this organization, it has been
argued that mutations within regulatory elements will have fewer pleiotropic
consequences than mutations in protein coding regions, which may have
functional consequences in every context in which the protein is expressed
(Carroll 2008). In support of this view, we, like several before us (Duret and
Mouchiroud 2000; Liao and Zhang 2006; Kosiol, Vinar et al. 2008; Haygood,
Babbitt et al. 2010), found that evidence of positive selection within coding
regions is inversely correlated with the number of tissues/developmental stages
in which a protein is expressed. We found little evidence for similar constraints
on non-coding regions of the genome, suggesting that non-coding adaptations
may play an especially important role in driving adaptations limited to specific
tissues or stages of development.
The patterns of positive and negative selection scores in non-coding
regions as a function of tissue/stage were highly similar for non-coding regions
in two of the three expression sets we examined (Figures 5.6 through 5.9-Top).
This may reflect differences in the relationship between changes in regulatory
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element sequence and regulatory element function for genes active at different
stages of development or in different tissues. It was previously noted that
sequence conservation and functional conservation are tightly correlated in
regulatory elements underlying neural expression, but only weakly correlated in
regulatory elements driving cardiac gene expression (Visel, Prabhakar et al. 2008;
Blow, McCulley et al. 2010). If this observed variation in genotype function
relationship is wide-spread among regulatory elements active in different tissues
or different stages of development, then our data may be a genuine reflection of
inherent differences in the degree to which selection can shape gene expression
in specific contexts. Alternatively, it may simply be that we have different power
to detect selection on the basis of sequence changes for different classes of
regulatory element. These two possibilities are not exclusive of one another.
More work aimed at understanding the relationship between regulatory
sequence and regulatory function among different classes of regulatory element
is clearly necessary for fully understanding how selection acts to shape
developmental processes.
Finally, we observed unexpected similarities in the functional categories
affected by positive selection in S. purpuratus and the functional categories
identified in previous analyses of non-coding adaptations in humans and
chimpanzees (Haygood, Fedrigo et al. 2007; Haygood, Babbitt et al. 2010). This
finding is intriguing, but its biological meaning is not entirely clear. Higher

204

primates and sea urchins inhabit very different ecological niches. It thus seems
unlikely that strong selection for neural genes in the two taxa reflect common
selective pressures. It may however be the case that changes in neural genes are
especially visible to natural selection and are thus frequent subjects of adaptive
evolution for a variety of reasons as discussed in the Conclusion.
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6. Conclusions
Over the past several decades, research into the Evolution of Development
has made it clear that changes in the regulation and function of genes active
during development can play a fundamental role in the evolution of
morphological differences between species and phyla (Gould 1977; Raff 1996;
Carroll 2005; Wray 2007; Carroll 2008). However, significant debate remains
about the mechanisms that drive these changes (e.g. Coyne 2006; Davidson and
Erwin 2006; Erwin and Davidson 2006; Erwin and Davidson 2009). In the past
four chapters, I have shown that genetically based variation in developmental
genes is relatively common within populations and between closely related
species, and that at least a portion of this variation appears to impact ecologically
relevant traits. In support of this last observation, signatures of natural selection,
both positive and negative, are relatively common in genes and regulatory
regions that play essential roles in development. These facts alone demonstrate
that studies into the functional consequences of within-species variation can help
us to understand how developmental GRNs function in the manner discussed by
Rockman (2008). But they also hint at something broader, namely that by
investigating the origins and consequences of developmental variation within
species, we may gain insight into the origins of between species differences,
origins that may be obscured by the vast stretches of time that separate species
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commonly used in studies of the evolution of development. In the next few
pages, I will summarize the main findings from the previous chapters and
discuss some of the implications that those findings have for understanding the
origins of developmental differences between species.
The role of developmental buffering in the capacitance of developmental
variation
One of the most discussed features of developmental GRNs is their ability
to buffer and/or channel environmental and genetic influences on the expression
and function of developmental genes (Waddington 1959; Gibson and Wagner
2000; West-Eberhard 2003; Gibson and Dworkin 2004; Dworkin 2005). Extensive
theoretical research suggests that much of this buffering ability is derived from
the complex patterns of interactions that are common in developmental GRNs
(Siegal and Bergman 2002; Barabasi and Oltvai 2004; Prill, Iglesias et al. 2005;
Siegal, Promislow et al. 2007; Wittkopp 2007; Levy and Siegal 2008; Masel and
Siegal 2009). In Chapter 2, I showed that a degree of developmental buffering
appears to emerge from the interactions between pairs of genes; within the sea
urchin GRN, many of the interactions between genes are ‘switch-like’, with
variation in the expression of a downstream gene being independent of variation
in the expression of an upstream regulatory beyond some threshold level of
expression.
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Switch-like interactions in development are thought to be common,
largely a result of cooperative interactions between transcription factors (Reinitz,
Mjolsness et al. 1995; Gibson 1996; Bolouri and Davidson 2003; Veitia and
Nijhout 2006). What was unexpected, however, was that the proportion of
switch-like interactions decreased over development. Paralleling this observation
was the finding that associations between expression variation within the
network and variation in skeletal morphology were largely limited a handful of
structural genes expressed at the terminal end of the network. At early stages of
development, in which switch-like interactions were most common, expression
variation was largely buffered out before it could influence downstream genes or
skeletal morphology.
The finding that buffering interactions are more common in a
developmental GRN has broader implications for trait mapping; while the prior
hypothesis in most mapping studies is that all assayed genes have an equal
probability of influencing higher-level traits, we observed a clear bias in the
influence that genes had on downstream traits that depended on their location
with the network. However, our finding also has evolutionary implications.
Buffering within development GRNs has been hypothesized to allow for the
accumulation of cryptic genetic variation, which can in turn lead to
developmental change through developmental systems drift (True and Haag
2001; Felix and Wagner 2008; Chapter 1). Consistent with this hypothesis, we
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observed a slight elevation in the extent of additive genetic variation in gene
expression early in development and at regulatory genes with switch-like effects
on their downstream targets (Chapter 2). An essential next step will be
understanding whether this variation remains neutral over longer evolutionary
time scales, and thus contributes to between-species divergence in a neutral
manner, or whether this variation may be “released” following shifts in the
environment or genetic background, thus potentially contributing to evolution
through natural selection (Gibson and Dworkin 2004; Hermisson and Wagner
2004; Dworkin 2005; McGuigan and Sgro 2009).
The role of natural selection in cis-regulatory sequence evolution
Changes in cis-regulatory regions can have a profound effect on
development and the evolution of developmental phenotypes (Wray 2007; Peter
and Davidson 2011a). Despite this relationship between cis-regulatory sequence
changes and changes in phenotypes, I showed in Chapter 3 that cis-regulatory
regions can harbor extensive genetic-variation even in transcription factor
binding sites known to play essential roles in the production of appropriate
patterns of gene expression during development. This variation may allow for
evolutionary flexibility within GRNs in which interactions between transcription
factors and cis-regulatory DNA constitute the most essential interactions.
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A surprising finding from Chapter 3 is that validated cis-regulatory
regions are not strongly differentiated from “neutral” regions that lie upstream
of them on the basis of levels of segregating genetic variation or signatures of
natural selection. This finding has two potential interpretations. First, if the
upstream regions truly are neutral, then cis-regulatory regions may indeed be
quite free to evolve independently of the influence of natural selection. Classical
signatures of selection such as negative values of Tajima’s D would, in this case,
reflect demographic parameters such as an expanding population size
(Przeworski 2002). However, two of our proxy neutral regions, including a long
intron associated with Endo16 showed statistically positive values of Tajima’s D,
a result consistent with documented variable recruitment in S. purpuratus and
related species (Miller and Emlet 1997; Flowers, Schroeter et al. 2002; Addison
and Hart 2003; Addison and Hart 2005). This suggests a second interpretation,
namely that the upstream regions contain unknown functional elements that are
not essential for proper gene expression under laboratory conditions. Such a
phenomenon was recently identified for a QTL in the bric-a-brac locus in
Drosophila that underlies interspecific variation in cuticular pigmentation (Bickel,
Kopp et al. 2011). If variation outside of annotated regulatory regions is common,
as studies into “shadow enhancers” suggest (Frankel, Davis et al. 2010; Perry,
Boettiger et al. 2010; Swami 2010), we will need to move beyond functional sites
identified in “promoter bashing” experiments and by traditional genetic screens
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if we are to fully capture the extent of functional genetic variation in natural
populations.
The results presented in Chapter 3 suggest that directional selection on cisregulatory regions may be quite common. Negative selection acting on cisregulatory variation is the most parsimonious explanation for the majority of the
signatures of selection that we identified. However, two of the eight genes
surveyed in Chapter 3 showed patterns of variation that are consistent with
positive selection, a result seemingly at odds with the observation that most gene
expression profiles experience negative (purifying) selection (Chapter 1). It is
usually assumed that signatures of positive selection are associated with
directional changes in the trait(s) influenced by the genomic region under
investigation. However, epistasis (Chapter 1) and, to a lesser extent, pleiotropy
(Gibson 1996; Lemon and Tjian 2000), are thought to be common features of cisregulatory elements. In such cases, patterns of selection on cis-regulatory region
may not be reflective of patterns of selection on gene expression phenotypes. A
key experimental question for the future is whether or not variation in cisregulatory regions that show evidence of positive selection impact expression
phenotypes. Especially telling will be experiments in which cis-regulatory
regions that show signatures of positive selection show different patterns of
expression in transgenic assays involving closely related species.
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Changes in coding and non-coding DNA have different impacts on organismal
phenotypes.
Whole-genome scans for selection are frequent tools for understanding
how selection shapes organismal phenotypes at large scales. However, there
scans have little to say about how selection acts to shape functional, non-coding
regions of the genome and generally make use of taxa in which ecological
differences are either minor or poorly understood. In Chapter 4 and Chapter 5, I
presented data from whole-genome scans for selection in sister species of sea
urchins, Allocentrotus fragilis and Strongylocentrotus purpuratus, the former of
which has recently adapted to inhabit a novel, deep-sea habitat. These data
suggest a number of important contrasts between the roles of coding and noncoding changes in evolution. The first contrast involves the magnitude of
changes in the two species. In Chapter 4, we saw that the signature of selection in
coding regions was significantly more pronounced throughout the genome of A.
fragilis, as one might expect given the divergent ecological preferences of A.
fragilis as compared to other strongylocentrotid urchins. Signatures of noncoding adaptation, however, indicate the opposite trend; signatures of selection
are more common and of greater magnitude in the genome of S. purpuratus
(Chapter 5). This suggests that selection on coding and non-coding regions may
play different roles in adaptation to novel habitats vs. background adaptation.
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A second contrast involves the constraints that pleiotropy imposes on
adaptation for coding and non-coding regions of the genome. As was the case for
previous studies (Duret and Mouchiroud 2000; Liao and Zhang 2006; Kosiol,
Vinar et al. 2008; Haygood, Babbitt et al. 2010), we found statistically significant
indications that genes expressed more evenly over developmental stages or
tissues were less likely to exhibit signatures of selection in their coding regions, a
pattern of correlation that was significantly weaker for non-coding regions
(Chapter 5). This observation supports the contention that mutations in noncoding regions are less likely to be deleterious because while mutations in coding
regions affect a protein in every context in which it is expressed, mutations in
regulatory regions are often limited to single tissues or stages of development
(Carroll 2008).
Though signatures of positive selection are found in different genes in the
two urchin species examined, the functional categories of protein coding regions
under selection appear to be quite similar (Chapter 4 Tables 1-3, Chapter 5 Table
1). The same pattern was observed in a comparison between humans and
chimpanzees: despite impressive ecological and physiological differences, similar
PANTHER Biological Process categories of coding genes are under selection
along the two lineages (Spearman’s ρ = 0.679, p < 2.2x10-16; Table 6.1). In contrast,
the categories of genes under selection in non-coding regions in the two urchin
species are quite different (Chapter 5 Table 5.2), a pattern again found in higher
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primates (Spearman’s ρ = 0.237, p = 0.002; Table 6.2). There is thus a sense in
which non-coding adaptations may be more species-specific than changes in
coding regions, though as I will argue next, there may also be some general
trends in the categories of genes that show evidence of positive selection in their
associated non-coding regions.
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Table 6.1: Categorical enrichment for signatures of positive selection in coding regions for
humans and chimpanzees. In the left most column are listed PANTHER Biological Process
categories showing statistically significant enrichment for signatures of positive selection in one
or both of Homo sapiens and Pan troglodytes. Categories are colored by similarity: immunity (blue),
sensory perception (pink), cell-cell communication (green), cell adhesion (peach). In the right
most columns are p-values for categorical enrichment along each lineage. Non-significant values
are marked in grey. Along both lineages, signatures of selection in genes related to immunity,
sensory perception, and cell-cell communication are prominent. Data from Olivier Fedrigo
(unpublished).

215

Table 6.2: Categorical enrichment for signatures of positive selection in non-coding regions for
humans and chimpanzees. In the left most column are listed PANTHER Biological Process
categories showing statistically significant enrichment for signatures of positive selection in one
or both of Homo sapiens and Pan troglodytes. Categories are colored by similarity: metabolism
(purple), neural functions (yellow), immunity (blue, for comparison with Table 1). In the right
most columns are p-values for categorical enrichment along each lineage. Non-significant values
are marked in grey. Signatures of positive selection are most prominent in categories related to
neural function and metabolism. Data from Haygood et al. (2007).
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The types of Biological Process categories influenced by coding and noncoding adaptation show some striking differences. In both sea urchins and in
primates,

signatures

of

positive

selection

in

coding

regions

are

disproportionately found in proteins involved in interactions, such as proteins
involved in immune recognition, cell-cell communication, and sensory
perception (especially olfaction) (Figure 6.1). Proteins involved in gamete
recognition are prominent in the human results. As discussed in Chapter 4,
analogous proteins are also rapidly evolving in sea urchins (Swanson and
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Vacquier 2002; Palumbi 2009). However, they are evolving so rapidly that they
cannot be readily assigned to PANTHER categories on the basis of sequence
homology.

Figure 6.1: Shared signatures of positive selection in coding regions in humans and S.
purpuratus. PANTHER Biological Process categories showing significant enrichment in humans
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and S. purpuratus clustered by similarity (see Chapter 5 Methods). Three prominent, shared
themes have been highlighted by color: immunity (blue), sensory perception/G-protein mediated
signaling (pink), cell-cell communication (green).

General patterns of categorical enrichment are less obvious for signatures
of positive selection in non-coding DNA. However, there is at least one
prominent exception: In S. purpuratus and in both chimpanzees and humans,
signatures of positive selection are especially prominent in non-coding regions
associated with genes involved in neural function (Figure 6.2). The finding is
surprising in that sea urchins are not known for their cognitive prowess. There is,
however, precedence for such a finding in the literature. Research into cisregulatory sequences has demonstrated that the relationship between sequence
conservation and functional conservation is indirect; highly divergent regulatory
regions from different species may produce nearly identical phenotypes even
when transplanted into related species (Ludwig, Bergman et al. 2000; Romano
and Wray 2003; Hare, Peterson et al. 2008; McLean and Bejerano 2008). However,
in not all classes of cis-regulatory elements is the relationship between sequence
and function equally indirect, as made clear by studies that compare regulatory
elements identified on the basis of sequence conservation with regulatory
elements identified by ChIP-Seq methods targeting regions bound by
components of the basal transcriptional machinery (McLean and Bejerano 2008;
Visel, Prabhakar et al. 2008; Visel, Blow et al. 2009; Blow, McCulley et al. 2010). In
particular, these studies have shown that highly conserved non-coding regions
are under-represented among functionally conserved enhancers that drive gene
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expression in the heart, but over-represented among enhancers that drive
expression in the brain (Blow, McCulley et al. 2010).

Figure 6.2: Shared signatures of positive selection in non-coding regions in humans and S.
purpuratus. PANTHER Biological Process categories showing significant enrichment in humans
and S. purpuratus clustered by similarity (see Chapter 5 Methods). Two prominent, shared themes

220

have been highlighted by color: metabolic functions (purple), neural functions (yellow).
Immunity has been highlighted in blue for comparison with Figure 6.1.

This result dovetails nicely with the data presented in Chapter 5 and
suggests that sequence changes in different classes of regulatory elements may
be differentially visible to natural selection. It also suggests a potential bias in the
ability of scans for positive selection to identify adaptive changes among
functionally distinct classes of regulatory elements. In either case, it is clear that
understanding categorical differences in the relationship between regulatory
sequence and regulatory function will be an essential next step for
understanding the evolution of gene expression during development.
Concluding remarks
It feels somewhat anti-climactic to state at the end of this thesis, and my
graduate career, that we still understand precious little about how regulatory
sequences evolve or why some changes in regulatory regions, but not others,
have such profound impacts on the evolution of development. What I am
confident of, however, is that important answers to these questions will be found
in understanding the origins and functional consequences of genetic variation
within natural populations. A genome is a big place; investigating the
consequences of every mutation at every base in even the smallest metazoan
genome would take many life times. But in looking at patterns of genetic
variation within and between closely related species, we have access to an
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experiment that has been running with infinite patience for billions of years. By
learning to read the records of this experiment, we will gain critical insights into
the processes that have generated the diversity all around us and instill in each of
us a kernel of what makes us unique.
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Appendix 1: A Consequence of Thresholds in Gene Regulatory
Pathways.
Introduction
One of the clearest trends to emerge after more than a decade of searching
for ‘speciation genes’ is that many of these genes play essential roles in gene
regulation (Wray, Hahn et al. 2003; Nosil and Schluter 2011). These observations
lead Johnson and Porter (Johnson and Porter 2000; Porter and Johnson 2002;
Johnson and Porter 2007) to construct a series of models aimed at understanding
how evolution within gene regulatory pathways could impact speciation. Their
most basic model consisted of a population of individuals each containing a
linear pathway of a 2-3 genes (Figure A1.1). Within each individual, the level of
production of each gene was a function of: 1) the concentration of the upstream
regulator and 2) the quality of the fit between the upstream protein product and
the gene’s cis-regulatory element (Figure A1.2). The phenotype of any individual
is equal to the level of expression of the final gene in the pathway, and fitness is
determined by a Gaussian function of the difference between the individual’s
phenotype and some optimal phenotype (see Model Details below).

223

Figure A1.1: An example linear pathway. A linear pathway consisting of four genes. Each gene
(except the first) contains a protein coding region and a cis-regulatory domain. The expression of
each protein is determined by the concentration of the upstream regulator and the fit between the
upstream regulatory protein and the downstream gene’s cis-regulatory region. The phenotype is
equal to the expression of the final gene in the pathway. Figure after Johnson and Porter (2000).

Figure A1.2: Variation in the affinity for regulatory protein for cis-regulatory site. The “shape”
of each protein and each cis-regulatory site are determined by a numeric value. The closer the fit
between a protein and the downstream regulatory site (i.e. the closer the difference between the
two numeric values is to zero) the tighter the binding of the protein to the downstream
regulatory region.

For their digital experiments, Johnson and Porter evolved pairs of
populations in parallel, introducing mutations that influenced the affinity
between transcription factors and binding sites, breeding individuals, and
culling the resulting offspring based on the fits between their phenotypes and an
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optimal phenotype that slowly decreased over the course of a few thousand
generations. At intervals of 10s of generations, individuals from each population
were selected and bred together. The fitness of these hybrid individuals was
measured based on the fit between their phenotypes and the optimal phenotype
at that generation.
In most simulations, the two parental populations were able to track the
changing phenotypic optima and maintained high population fitness levels.
Many of the hybrid populations, however, often showed mismatches between
their phenotypes and the phenotypic optimum. The reason for this hybrid
breakdown is straightforward: Changes at multiple places within the gene
pathway can produce identical phenotypes. Thus, in some cases, proportional to
the length of the pathway (Johnson and Porter 2000), the parental populations
would adapt to the changing phenotypic optimum via mutations at different
places within the pathway, and hybrids generated by crossing the two
populations would have phenotypes unlike either parental population (and
incompatible with their environment).
The simulations are highly suggestive, however, they are unrealistic in an
important regard. While interactions between genes are often described by
threshold functions (Figure A1.3; Reinitz, Mjolsness et al. 1995; Gibson 1996;
Bolouri and Davidson 2003), the relationship between the concentration of an
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upstream regulatory and the production of a downstream product detailed by
Johnson and Porter is a linear function.
To explore how threshold interactions between genes we implemented a
modification to the Johnson and Porter model as described below. For details on
the original model, see (Johnson and Porter 2000).
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Figure A1.3: A visual example of a threshold function.

Model Details
As in the Johnson and Porter model, our populations consisted of 250
diploid individuals that were mutated, bred, and culled as described by Johnson
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and Porter (2000). Steps relevant for generating individual phenotypes are
described below.
1) Transcription factor binding
As in the Johnson and Porter model, we described each transcription
factor (TF) and its cognate binding site with a decimal number. In generation 0,
each TF and binding site had the value of 1, though this changed due to
mutations in subsequent generations. The biding affinity between a TF and its
binding site was described by:

β ( j, j + 1) = exp{−[ product( j) − reg( j + 1)]2 }

(1)

Where j refers to the upstream gene and j + 1 to the next gene in the pathway. In
Johnson and Porter’s original model, the amount of product at j + 1 produced
was equal to the concentration of j * β(j,j+1). In our case, however, I added a
simulacrum of cooperativity by passing the resulting product of protein
concentration and β through the function g(x) used by Reinitz in many of his
models of development in Drosophila (Reinitz, Mjolsness et al. 1995; Reinitz and
Sharp 1995).
2) From binding affinity to gene expression and phenotype
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The amount of product j+1 that is produced is set equal to the binding affinity in
the Johnson and Porter version. In this case, however, we pass the binding value
through the g-funciton of Reinitz. In our case:

output = a * g((β * j − b) * c

(2)

where

1
u
g(u) = [
+ 1]
2
2 u +1

(3)

In most simulations, a = 1.5, b = 0.3, and c = 2.5. These constant are, to some
degree, arbitrary, but the resulting shape of the curve fits closely with those used
by Bolouri and Davidson (2003)(Figure A1.3). As in Johnson and Porter’s models,
I set the final phenotype equal to the expression of the final gene in the pathway.
As a result of these additions, the final phenotype is not a summation of the
binding values as was the case for Johnson and Porter. Rather, the final
phenotype must be calculated by examining the expression of each transcription
factor at each stage of the pathway in turn.
3) Determining fitness
As in the Johnson and Porter models, I calculated the fitness for an individual as
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⎡ ⎛ P − Popt ⎞ 2 ⎤
W = exp ⎢ − ⎜
⎟ ⎥
⎢⎣ ⎝ Ω ⎠ ⎥⎦

(4)

where P is the individual’s phenotype and Popt is the optimal phenotype at that
generation. The parameter Ω is a scaling constant and was set to 0.05 for this
experiment.

Results I
Table A1.1 gives the results from my instantiation of the Johnson and
Porter model compared to the results of the threshold model. I ran 150 trials for
each model. In this simulation, the optimum phenotype was shifted from 1 to .5
over 1000 generations. The results of simulations with different parameters can
be found in Supplementary Materials (S1). Two trends are immediately obvious.
First, a higher proportion of the runs ended in the extinction of a parental
population in the threshold model than in the linear model of Johnson and
Porter, a phenomenon noticed in a similar speciation model involving threshold
effects (Palmer and Feldman 2009). Second, the final hybrid fitness values for the
150 trials of the Threshold model are generally higher than those of the linear
model (p = 0.004, Wilcoxon).
Table A1.1: Mean hybrid fitness. A total of 150 runs of the Johnson and Porter model and the
Threshold model were carried out each lasting 1,000 generations. At the end of each run, the
hybrid fitness values were recorded as were the number of cases in which one or both of the
parental populations went extinct. A higher proportion of the parental populations went extinct
in the Threshold model. However, of the hybrid fitness values in the successful Threshold runs
were, on average, higher than those of the Johnson and Porter model (p = 0.004, Wilcoxon).
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Model Extension
To investigate the cause of the above results, I worked with a rotation
student to implement an infinite population size model in which we assumed
that beneficial mutations would instantly fix in the population with a probability
proportional to their fitness advantage. In this way, the “population” consisted
of a single genotype at any one time. We could thus track a) the location within
the network of each fixed mutation and b) the average fitness impact of a new
mutation, fixed or otherwise. As before, the model could be run with the linear
relationships of Johnson and Porter or the threshold function.

Results II
Table A1.2 and Table A1.3 give the summary results generated by
averaging 150 runs from each of the two model types when the phenotypic
optimum was shifted from 1 to 0.5 over 2000 generations1. Additional model
settings can be found in Supplementary Materials (S2). In Table A1.2 we can see
the average effects of mutations at each locus in the pathway for the linear and
the threshold models. What quickly becomes apparent is that while the effects of

1

In general, these models were run for longer periods of time to accumulate sufficient mutations to be able
to identify differences in the proportion of mutations that fixed at each locus.
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mutations are approximately the same at all loci in the linear model, mutations in
downstream loci have much larger fitness and phenotypic effects in the
threshold model than to mutations affecting upstream loci. In Table A1.3 we can
view the average number of mutations fixed at each locus and their phenotypic
effects. In the linear case, an approximately equal number of mutations fix at
each locus. As was the case for all mutations, fixed mutations in the linear model
have approximately equal fitness and phenotypic consequences at each locus.
The story is different, however, for the threshold model. In this case, fewer
mutations fix in downstream loci, as might be expected given the, on average,
greater deleterious effects of downstream mutations (Table A1.2).
Table A1.2: Average consequences of mutations. Results are from 150 runs of infinite population
size models. During each run, we recorded the number of mutations affecting each locus in the
pathway as well as the fitness and phenotypic consequences of those mutations. These averages
were themselves averaged over the 150 runs to produce the values in the tables. In the Johnson
and Porter model, mutations have indistinguishable fitness and phenotypic consequences at each
locus. In the Threshold model, however, mutations at downstream loci have noticeably larger
fitness and phenotypic effects.

Table A1.3: Average consequences of substitutions. Results are from 150 runs of infinite
population size models. During each run, we recorded the number of substitutions at each locus
in the pathway as well as the fitness and phenotypic consequences of those mutations. These
averages were themselves averaged over the 150 runs to produce the values in the tables. In the
Johnson and Porter model, an approximately equal number of mutations fix at each locus. In the
Threshold model, however, noticeably fewer mutations fix at downstream loci as compared to
upstream loci.
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The differences in fixation probability of upstream and downstream
mutations in the threshold model offers an explanation for why fewer hybrid
populations experience a reduction in fitness in the population models I
described first. Given the presence of the threshold, there is a bias in where
mutations accumulate, such that two populations evolving in parallel are more
likely to adapt at the same loci than is the case in the linear model. It also
suggests that, if thresholds are common in real biological systems, then we may
see a bias in where genetic variation accumulates. Namely, we expect to see a
greater number of mutations towards the top of regulatory pathways because the
effects of mutations in these pathways are, on average, less deleterious than
mutations closer to phenotypes.
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Appendix 2: Expanded Methods for Chapter 2.
Animal Rearing and Sample Collection
All animals used in this study were collected in a single dive from a
population in the Santa Barbara channel. Urchins were then shipped overnight to
Duke and held at 12°C in artificial sea water (Coralife, Oceanic Systems Inc.) for
< 48 hours before use. Gametes were obtained by injecting 0.55M KCl through
the peristomal membrane following standard procedures (Strathmann 1987).
Samples of eggs were fixed using 4% paraformaldehyde (PFA) and stored in
MeOH at -80°C. Samples of eggs and sperm were stored in buffer ATL (Qiagen,
Valencia, CA) at -20°C for DNA analyses.
Eggs were washed in artificial seawater 3x before fertilization. Fertilization
of all cultures was carried out simultaneously and subsequently checked to
ensure >90% fertilization as assessed by the frequency of raised fertilization
envelops. Following fertilization, the resulting zygotes (36 families) were split
into replicate cultures in a randomized design and raised in artificial seawater at
12°C. At seven time points (10, 18, 24, 28, 38, 45, and 90 hours post-fertilization),
samples of larvae were collected from each of the 72 cultures for gene expression
and morphological analyses. Samples for gene expression were concentrated by
gentle centrifugation. The supernatant was then removed and the pellet
transferred to a into 600μL of buffer RLT (Qiagen, Valencia, CA), homogenized,
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and stored at -80°C. Samples for morphology at each time point were fixed for
~30 min in a 4% PFA/artificial sea water solution, transferred to ice-cold MeOH
and stored at -20°C. Samples for used in analyses of the larval skeleton were
treated as described below.

Larval Morphology
- Morphological measurements
At the final sampling time point (90 hrs), larvae were collected from each
culture and preserved for morphological analysis. To quantify morphological
variation, we adapted the morphological measures of Hart and Scheibling 1988
(Hart and Scheibling 1988). Each larva was washed into buffered PBS solution
and placed on a microscope slide. Using a Zeiss Axioscop 2 with Axiovision v4.6,
we compiled a z-stack with 3um slices through the entire larvae. After exporting
the image to ImageJ v1.4 (Rasband 1997-2009) we recorded the 3D-locations of 8
landmarks on each larvae representing the tips and intersections of each of the
larval skeletal rods (Figure A2.1). The 8 3-D skeletal landmarks were converted
into 9 length measures using custom python (www.python.org v2.1) scripts: 6
rod lengths (left and right body rods (BR), left and right postoral rods (POR) and
left and right anterolateral rods (ALR) and 3 summary “size” measures (body
with at the tri-radiate junctions (BW) and left and right total length - tip of the
post-oral rod to tip of the body rod (PORT). We found no evidence for
developmental asymmetries and so we averaged the measures from the right
235

and left side of each larva. In the case of missing data, we simply used the
measures from one side to represent that larva. Because gene expression
measures were taken at the level of larval cultures and not for individual larva,
we then averaged the measures from all larvae in a single culture.

Figure A2.1: Morphological landmarks. An approximately 90 hour old pluteus larvae with larval
skeleton clearly visible. Each red dot represents one of the morphological landmarks used.

- Morphological analyses
We took two approaches to evaluating the relationship between gene
expression and larval morphology. In the first analysis, we looked for
correlations between the expression of specific genes at specific stages (genetimes) and principal components of skeletal variation. The resulting principal
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components reveal several features of the larval skeleton. The first three principal
components (Table A2.1) together make up 89% of the total variation. These PCs
show significant parent of origin effects (Table A1.2). Dam effects are particularly
pronounced as one might expect given the documented relationship between
variation in maternal egg quality and skeletal shape in echinoderms (Bertram
and Strathmann 1998; Poorbagher, Lamare et al. 2010a; Poorbagher, Lamare et al.
2010b).
Table A2.1: The relative weightings of each skeletal measure in the first three principal
components of skeletal variation. These three axes explain 55.1%, 20.4%, and 13.4% of the total
between culture variation in skeletal morphology.
Measure
BW
ALRT
POR
PORT
ALR
BR

PC1
-0.251
-0.519
-0.233
-0.508
-0.352
-0.481

PC2
0.605
0.117
-0.738
-0.198
-0.071
0.177

PC3
-0.129
-0.084
-0.028
0.334
-0.827
0.424

Table A2.2: Male, Female, and Interaction contributions to between family variation in the
principal components of skeletal variation. Positive DIC contrasts indicate statistical support in
favor of a model that includes that effect. DIC values > 7 are considered strong evidence in favor
of that effect. These results make it clear that there are strong parent-of-origin effects underlying
skeletal variation. Support for female effects are especially pronounced, as expected in this
species.
Principal
Component

Male Effect

Male DIC contrast

PC1

0.281

-1.189

PC2

0.372

3.493

PC3

0.421

10.164
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Principal
Component

Female Effect

Female DIC contrast

PC1

2.951

18.234

PC2

1.009

11.627

PC3

1.074

14.262

Principal
Component

Interaction
Effect

Interaction DIC
contrast

PC1

0.132

-1.552

PC2

0.108

-0.102

PC3

0.057

0.256

Principal
Component

Residual

PC1

2.200

PC2

0.733

PC3

0.385

For each gene and development time point sampled, we calculated the
Pearson correlation coefficient with each principal component of variation in the
larval skeleton. At a false discovery rate of 5%, three such correlations were
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significant. One of these genes (SM30E_time4) encodes a major protein of the
biomineral skeletal matrix and is positively correlated with the overall length
(PC1) (r = 0.494, q= 0.018, p = 0.00002). The other two genes (FoxB_time4, and
Hex_time3) encode transcription factors and their expression correlates with the
ratio of arm length to body length (PC3).
In addition to the four genes just mentioned with q-values < 0.05 for a
single time point, six genes are overrepresented among the 234 gene-time point
combinations with nominal p-values < 0.05. Although each time point is
individually less strongly correlated with skeletal variation, these correlations
extend across multiple time points, making the expression profile as a whole
significant by permutation (p < 0.05 threshold). These genes are: Msp130, SM30E,
SM50, C-lectin, Dkk, Su(H). The first three encode protein components of the
biomineral skeletal matrix, C-lectin encodes one of the most abundant proteins in
the cells that secrete the skeletal matrix, and the remaining encode regulatory
proteins. Most (4/6) of these genes are positioned at terminal edge of the
network, suggesting that much of the upstream variation in gene expression is
buffered by the network.
In our second approach, we examined the relationship between the set of
gene expression measures as a whole and skeletal variation using a Two Block Partial Least Squares analysis (2B-PLS)(Klingenberg and Zaklan 2000; Rohlf and
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Corti 2000). This technique, which bears some similarity to PCA, is applied to
two sets of data, in this case gene expression vs. morphological measures, and
seeks to find weighted groupings within each dataset that together maximize the
between-dataset correlation. The end products of this procedure are pairs of
vectors, one from each dataset, along with weightings (the eigenvalues) that
indicate the relative importance of each pair of vectors to the overall correlation.
The overall correlation itself is measured by the RV-statistic, which is analogous
to an r2 value in standard correlation analysis. Formally, the analysis is a singular
value decomposition of the portion of a variance-covariance matrix in which all
of the rows represent the elements of one dataset and all of the columns
represent elements from the other. The level of statistical significance of the
overall RV-statistics is obtained by permutation as detailed in the source papers.
Information concerning the genes that contribute the most to the correlation
between skeletal variation and gene expression variation can be found in Tables
A2.3-A2.6. The full set of 2B-PLS weights are available upon request.
Table: A2.3: The weights of each skeletal measure’s contribution to the six vectors of skeletal
variation produced by the Two-Block Partial Least Squares analysis.
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Table A2.4: Contributions of each Two-Block Partial Least Squares component to gene
expression-skeletal correlation. Each of the six pairs of vector found by the Two-Block Partial
Least Squares analysis contribute different amounts to the total correlation between gene
expression and skeletal variation. The relative weighting of each of the six pairs of vectors are
described by the eigenvalues given in this table.

Table A2.5: The top 10% of gene expression contributions to the first 2B-PLS axis. The column
“Gene_Cluster_Time” gives the gene name followed by the cluster number (i.e. set of correlated
probes for that gene) followed by the time point at which the expression measurements were
taken.
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Table A2.6: Weighted contribution of individual genes to correlations between gene
expression and skeletal morphology. By combining the gene expression contributions to each of
the six axes weighted by the eigenvalue corresponding to each axis, we get a measure of the
overall contribution of each gene_time expression to the overall relationship between gene
expression and skeletal variation. Above are the top 5% of total the weighted contributions of
expression measurements to the overall correlation between gene expression and skeletal
variation.

Quantitative Genetics Modeling
Phenotypic variation is necessary for natural selection, but it is not
sufficient (Feder and Watt 1992). Because sexual reproduction produces new
genetic combinations with each generation, a genetic variant must contribute to
similar phenotypes over a range of genetic backgrounds if it is to be visible to
natural selection for more than a single generation. The proportion of the total
phenotypic variation within a population that can be explained, in a statistical
sense, by the background-independent contributions of genetic variation is the
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additive genetic variance of a trait, and it is the size of this variance relative to
overall phenotypic variance that puts bounds on the efficacy by which selection
can change the mean value of a trait. Methods for estimating additive genetic
variances and covariances between traits are described below.
Estimation of additive genetic variation from a NCII cross with pooled samples
Additive genetic variance, or the variance in a phenotype contributed by
additive genetic effects in a population, is central to our understanding of how
traits respond to selection. Following the standard partition of phenotypic
variation (σ P)(Lynch and Walsh 1998):
σ 2P = σ 2A +σ 2I +σ 2E

(1)

where σ 2A is the additive genetic variance, σ 2I is the non-additive genetic
variance and σ

2

E

is the environmental variance, including any interaction

between genetics and environment, σ

2

A

is proportional to the narrow-sense

heritability (h2):
h2 = σ 2A / σ 2P

(2)

and thus also proportional to the expected response to selection (∆µ) across
generations:
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∆µ = h2S = σ 2A / σ 2P S.

(3)

Our mating scheme of male and female parents followed the North
Carolina Design II experimental design (Comstock and Robinson 1948; Lynch
and Walsh 1998). When parents are fully outbred and randomly sampled from a
wild population, this cross-classified design can be used to efficiently estimate
the population’s additive genetic variance, as well as other useful quantitative
genetic parameters such as maternal effects and dominance variance. This
pattern of matings is useful when both parents can be mated to multiple parents
of the opposite sex. This is straightforward in species with external fertilization,
like sea urchins, because gametes from each parent can be collected and divided
into multiple batches before fertilization, thus eliminating any effects from the
order of matings.
In a North Carolina II cross, offspring that share the same female parent but
have different male parents are maternal half-sibs, while offspring that share the
same male, but not female parent, are paternal half-sibs. Thus, the variance in
male (or female) effects in a linear model relating offspring phenotype to parent
identity is an estimate of the population covariance of paternal (PHS) (or
maternal (MHS)) half sibs (Lynch and Walsh, chapter 20). Assuming epistatic
variance is negligible, half-sib covariances can be related to additive genetic
variances in the following ways:
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σ 2m = cov(PHS) ≃ σ 2A/4
σ 2f = cov(PHS) ≃ σ 2A/4 + σ 2Mat (4)
where σ 2m is the male variance, σ 2f is the female variance and σ 2Mat is the
variance in maternal effects, coming from either maternal-genetic or maternalenvironment factors. Thus, both male and female variances are estimates of the
total additive genetic variance. However, if the female variance is considerably
higher than the male variance, the difference can be used as an estimate of the
influence of maternal effects.
Similarly, individuals that share both the same male and female parent are
full sibs. The covariance of full sibs, minus the sum of the covariances of paternal
and maternal half-sibs, is estimated in the linear model by the male x female
interaction variance (σ 2I), which serves as an estimate of 1/4 the dominance
variance (σ 2D)
σ 2I = cov(FS) - (cov(PHS) - cov(MHS)) ≃ σ 2D/4 (5)
Since we raised embryos from each male-by-female cross in two separate
cultures, the derivation of male and female variances in our experiment more
closely follows that in Comstock and Robinson, where “k members of each
progeny [offspring from a particular cross] are grown in each of r plots [culture
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dishes]”. From the Analysis of Variance shown in Table 2 in this paper, the male
variance (σ 2m) can be calculated as the difference in expected mean squares of the
the Male and Males x Females factors:
EMS(Males) = σ 2 + kσ 2p + rkσ 2fm + rknσ 2m
EMS(Males x Females) = σ 2 + kσ 2p + rkσ 2fm
σ 2m = (EMS(Males) - EMS(Males x Females)) / rkn

(6)

where n is the number of males. The derivation of female variance (σ 2f) is similar.
Our analysis differed from the ANOVA derivation in Comstock and
Robinson in that we did not divide the parents into multiple sets (s = 1) and that
we did not measure gene expression on individual larvae, but on pooled larvae
from the same culture. Thus, we could not estimate an individual variance (σ 2 in
Table 2, Comstock and Robinson 1948). Since the individual variance contributes
equally to the EMS of Male, Female and Male x Female effects, the fact that we
could not estimate this parameter did not affect our estimate of male or female
variances (equation 4). However, by pooling larvae to collect RNA, we removed
any variation among individuals within a culture, and thus could not calculate
the total phenotypic variation (σ

2

P

) or “heritability” in gene expression.

Nevertheless, by pooling thousands of larvae instead of measuring just a few
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individuals, we improved our estimates of additive and non-additive genetic
variances, by reducing sampling error on culture means.
Bayesian estimates of quantitative genetics parameters
1) Model specification
While the Analysis of Variance presented by Comstock and Robinson
(Table 2) is sufficient to estimate genetic variances in our experiment, we
converted their standard mixed-effect linear model chose into a Bayesian
hierarchical mixed-effect model by adding priors on the genetic and residual
variances and fitting the model using a Gibbs sampler, implemented in the
MCMCglmm package in R (Hadfield 2010). We took this approach for two
reasons. 1) Due to filtering for quality-control of the gene expression measures,
certain samples with low quality expression measurements were removed,
resulting in an unbalanced design. Likelihood-based methods, such as REML
and Gibbs samplers inherently tolerate unbalanced designs, while ANOVA
methods require complicated adjustments (Lynch and Walsh 1998). 2) Since our
sample sizes were small for estimating variances, asymptotic closed form
confidence-interval estimates on variance components such as those produced
from REML or ANOVA methods, are not reasonable, and return confidence
intervals that span zero for low variance estimates. Bayesian credible intervals
can be much more interpretable in these situations as they do not depend on

248

asymptotic assumptions and can be enforced to be positive.
We estimated genetic variances (and covariances, see below) with the
following linear hierarchical mixed effect model:

where yijk is the phenotype of the kth culture of the cross between male i and
female j,
u is the population phenotypic mean,
mi and fj are the additive effects of male i and female j,
Iij is the non-additive effect of the particular genetic combination of male i with
female j, and eijk is the residual deviation of the pooled sample from culture k of
male i and female j.
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The mi, fj, Iij and eijk are all modeled as random effects, drawn from normal
distributions with mean zero and unknown variance. These unknown variances
are given inverse-gamma priors.
2) Prior choice
The inverse gamma prior is a common choice for variance components in
linear models as it is conjugate to the normal likelihood and is the default prior
in MCMCglmm (Gelman 2006; Hadfield 2010). For the results presented in the
main article, we have used a quasi-empirical Bayes approach and chosen as a
prior a diffuse inverse gamma centered at 10% of the variance in the expression
of each gene. This prior distribution states that our prior belief is that each
variance-component is non-zero, but is small and right-skewed with a relatively
thick-tail. The prior is uniform (relative to the total variance in expression) across
all genes, reflecting our lack of prior knowledge about differences in genetic
variance components among genes. This facilitates comparisons of posterior
distributions among genes as the strength of the prior should be identical in all
cases.
The choice of prior can feel somewhat arbitrary. Our prior was selected for
two reasons. 1) It has a broad distribution reflecting our relative lack of prior
information on the genetic influences on the expression of each gene. 2) In a
previous study (Ayroles, Carbone et al. 2009) the mean broad-sense heritability
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of gene expression was found to be ~.5, suggesting individual male and female
variances should be in the range of 12.5% (1/4 total additive genetic variance,
equation (4). Nonetheless, we have taken great pains to test the influence of our
chosen prior on the results. For genes with moderate levels of expression
variation, the results are largely insensitive to both quantitative changes in size
and shape of the inverse-gamma prior as well as to changes in the form of the
prior; our results are highly correlated both with Bayesian estimates obtained
using a folded central t-distribution (Gelman 2006), and to estimates obtained
with REML models fit using both the R package lmer(Vazquez, Bates et al. 2010)
and asREML (Gilmour, Gogel et al. 2009). The results for all three methods are
highly similar.
3) Model fitting
We fit the above model to the normalized expression of each gene at each of
the 7 sampling stages individually using the MCMCglmm function in the
MCMCglmm package v. 2.02 in R. After a burn-in period of 5,000 samples, we
collected 10,000 posterior samples of all parameters and variance components,
thinning the chain every 10 samples. Model convergence was checked by
assaying the autocorrelation among each variance parameter separately.
Posterior distributions of each variance parameter were summarized as the mean
and 5% and 95% quantiles of the posterior samples. In most analyses (those not
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noted otherwise), the mean expression of each gene at each time was first scaled
by the mean expression of that gene at that time point. This was done so that the
square root of the variances fit by the quantitative genetics models could be read
in the same scale as the mean.
4) Model comparison
To test the importance of the male effects, we fit refit a reduced model by
dropping the male (mi) and male x female (Iij) effects. We compared the full
model (with male effects) and the reduced model (without male effects) using the
DIC calculated by the MCMCglmm function. Genes for which the DIC increased
by more than 7 were deemed to have a significant male effect. Female effects
were tested similarly.
The above approach was also used to test the covariances between the
expression of candidate genes and skeletal variation. In this case we contrasted
two models. In the first model, all covariances were explained by female
contributions. In this model, the residual covariances were set to 0. In the second
model we allowed for residual covariances to be non-0. We then contrasted the
DIC values for each of these models for the genes of interest. In most cases, we
did not see significant support (or, often, any support) for models that included a
residual covariance. The exceptions to this were SM30E, FoxO, and C-lectin. For
SM30E, we saw DIC contrasts > 7 for PC1 and PC3 at time point 5 and a DIC
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contrast > 5 for PC1 at time point 4. For FoxO, we observed DIC > 5 for PC1 at
time point 5. For C-lectin we less support. At time point 5, we have a DIC contrast
of 4.18 for PC1 and 3.21 for PC3.
5) Genetic covariances
To estimate male and female effect covariances among pairs genes, we used
an essentially identical model to the single gene model except with each variance
now a 2x2 covariance matrix. The priors on these matrices were inverse Wishart
distributions with inverse scale matrices of the form:

and 4 degrees of freedom. This is a multivariate generalization of the inverse
gamma prior used for variance components in the single gene models and states
that our prior belief is that all genetic (male and female) covariances are centered
at zero, with equal probability of being positive or negative. This model was also
fit using the MCMCglmm function. Posterior mean genetic variances from each
pair of genes at each sampling stage, as well as the estimated genetic variances
from the single gene models, were collected into a full genetic covariance matrix
(G matrix) for male and female effects. Since G matrices estimated from pairwisecovariances may not be positive-definite due to sampling error in the individual
covariance values, we used the make.positive.definite function in the corpcor R
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package (Opgen-Rhein and Strimmer 2007) to adjust each matrix so that it could
be analyzed as a true covariance matrix in downstream analyses. Overall
estimates of additive genetic covariance were obtained, unless otherwise noted,
by combining the posterior means of the estimated male and female covariances.

Developmental Gene Regulatory Network Curation
We used the dynamic representation of the sea urchin developmental
regulatory network found at:
http://sugp.caltech.edu/endomes/#EndomesNetwork
The data are encoded in Biotapestry (Longabaugh, Davidson et al. 2009) and
represent a summary of the best available knowledge of the activities and
interactions among genes functioning during early sea urchin development. We
downloaded the XML representation of the network (version: 12 May 2009) and
parsed the resulting information using custom scripts. In the XML data, time
series information is recorded as gene activity reports every 3 hours from hours
6-30 post-fertilization. Edges between genes are also recorded along with the
tissues in which the interaction occurs and the times over which the interaction
occurs. Since we grew our embryos at different temperatures than the standard
used for the construction of the Biotapestry representation, we converted the
times using the developmental schedules of Strathmann (1987).
The determination of active edges
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At each developmental stage, genes were determined to be “active”, rather
than “expressed”, if they are expressed at detectable levels and take place in one
of the interactions noted in this table. Several of the nodes in the graphic
representation of the network involve interactions between multiple proteins. In
deciding which gene expression correlations would represent this node, we
deferred to the edge representations in the XML data (e.g. the proteins TCF and
β-catenin often work together to initiate the expression of downstream genes.
However, only β-catenin is listed in the XML representation of the network). In
some cases, genes are known to act as their own regulators. Because we were not
considering between time-point correlations, these edges were not included in
subsequent analyses.

Additive Genetic Variances Over Development
The sum of the male and female variances provides an estimate of one half
of the additive genetic variance (see above). In most analyses (unless otherwise
noted) the data have first been scaled by the mean. Therefore, the square root of
the additive genetic variance can be interpreted similarly to a coefficient of
variation measure. We recognize that some may disagree with our decision to
use maternal variances as a contribution to our estimates of additive genetic
variances. It is true that additive genetic variances may, thus, be inflated,
especially at early time points. We defend this decision in several ways. First,
because zygotic expression is very low at 10 and, to a lesser extent, 18 hours,
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relying only on paternal contributions will vastly underestimate additive levels
of genetic variances; clearly some portion of the differences between pools of
larvae has a genetic component. Second, previous studies have demonstrated
that there are genetically based differences in maternal contributions to the eggs
even between very closely related species. Third, to the extent possible for this
population we have controlled for environmental differences between females by
using females of roughly the same age taken from the same location.
Using 2*(male effect + female effect) to estimate additive genetic variance,
as we did in the main text, we see a clearly heterogenous distribution over
development (p = 1.965e-05, Kruskal-Wallis test) with early development (the
first two time points) showing significantly higher levels of additive genetic
variance than later development (var = .572 vs. .132 p = 1.94e-7 Wilcoxon).
Importantly, we obtain qualitatively similar results when we examine only
statistically significant male effects (Kruskal-Wallis test p = 0.0015, var = 0.038 vs
0.026 p = 0.09 Wilcoxon) or when we look at mean parental contributions for
genes only during the times in which they are known from prior research (see
above) to be involved in molecular interactions (Kruskal-Wallis test p = 0.039,
0.18 vs 0.07 p = 0.051 Wilcoxon).

Evaluating the G-matrix Over Development
Higher levels of additive genetic variance indicate a greater abundance of
genetic variation visible to natural selection. However, high levels of additive
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genetic variation influencing a trait do not necessarily mean that the trait is
completely free to evolve; there may exist genetic covariances such that
genetically based changes in one trait will perforce influence other traits (Lynch
and Walsh 1998). The additive genetic covariance matrix (or G-matrix) provides
information about the extent to which genetic effects jointly influence the
variation in two traits. By examining the size of the off-diagonal elements of the
G-matrix (i.e. just the covariances) at any one time, we can get a sense of the
freedom of individual gene expression traits to evolve independently. By
comparing G-matrices over development, we gain insight into how constraints
on the evolution of gene expression may change over development.
Changes in the average magnitude of genetic covariances over development
As described above, we calculated G-matrices for each sample in development
consisting of all of the covariances between (and variances of) genes with
significant levels of expression at that time. For the six samples in development
for which information about molecular interactions is available, we also created
G-matrices limited to only those genes known to participate in molecular
interactions at a specific time. At no stages of development are genetic
covariances between interacting genes significantly different than for random
pairs of genes. However, the mean strength of the genetic covariances between
expressed genes changes noticeably over development, with significantly greater
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covariances in the first two stages of development than in subsequent stages (cov
= 0.016 vs. 0.00010, p < e-15 t-test). This difference remains if we limit the
covariance matrix to active genes (cov = 0.0268 vs. 0.0075, p = 7.8e-5 t-test),
though the time points are no longer statistically distinguishable when the first
time point is removed from consideration (with Time Point 1 p = 3.44e-10;
without Time Point 1 p = 0.06 Kruskal-Wallis Test). Analyses of genetic
correlation matrices give similar results with genetic correlations in the first stage
being statistically distinct (and higher) than in subsequent stages (data not
shown).
The complexity of the G-matrices: An eigenvalue-based approach
The eigenvalues resulting from a singular value decomposition of the Gmatrix provide insight into the relative freedom of a population to evolve in the
direction specified by the corresponding eigenvectors (Schluter 1996; Hansen
and Houle 2008). As a metric of evolutionary constraint, we examined the
variance of the (unit scaled) eigenvectors for the G-matrix at each sampled time
in development. High variances indicate that the G-matrix is constrained to
evolve primarily in one or a few directions, while a low variance (all eigenvalues
having similar magnitudes) is indicative of a relative lack of constraint.
Comparing the variances in eigenvalues is complicated in our case by the
fact that there are different numbers of genes both detected and active at
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different stages of development. As a result, the G-matrices have different
dimensionalities at different stages of development. To circumvent this problem,
we sub-sampled each G-matrix 100 times to generate sub-matrices with
dimensionality equal to the minimum dimensionality of any G-matrix in the
analysis. We then took the average of the resulting variances. Quantitatively
similar results are obtained if one samples instead the eigenvectors
corresponding to the n largest eigenvalues, where n is the dimensionality of the
smallest G-matrix.
To assess the statistical significance that the calculated variances were
greater than expected from random matrices, we recreated the G-matrices
directly from the breeding values and compared the variance of this matrix to
1000 G-matrices resulting from permutations of the breeding values. We used the
95% intervals to evaluate the claim that the variances in eigenvalues are
statistically different from one another at different times in development. We
used 1000 subsamples of each G-matrix to calculate these intervals.
At all stages, for both expressed and active genes, the complexity of the Gmatrix is significantly greater than expected by chance (permutation test, p < .01).
However, the variance in eigenvalues is not equal at all stages. When the Gmatrices are restricted to only active genes, a clear pattern emerges with the Gmatrices being more restrictive in the first two sampled stages than in later
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development (Var(eigenvalues) = . 0.038 0.037 0.013 0.024 0.012 0.011), though
only the first stage is distinct by permutation. Interestingly, the complexity of the
G-matrices are both lower and more even across development when we consider
only those genes not known to participate in molecular interactions at that time
(Var(eigenvalues) = 0.018, 0.019, 0.009, 0.022, 0.019, 0.017), indicating decreased
constraints on the evolution of gene expression patterns outside of times in
which a gene product is required for specific molecular interactions. This is also
the case if we look at all expressed genes whether or not they are known to be
involved in a molecular interaction (Var(eigenvalues) = 0.0089 0.012 0.004 0.0069
0.0058 0.0051 0.0037).
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Appendix 3: Additional Data from Chapter 3
References Used for Cis-Regulatory Annotations
Table A3.1: References used to annotated the cis-regulatory regions analyzed in Chapter 3.

Interspecific ρ Values with Alternative Outgroups
Table A3.2: Comparisons of interspecific divergence (ρ) between cis-regulatory and proxy
neutral regions against alternative outgroups.
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D Statistics for Nucleotide and Indel Variation
The following four tables contain all D statistic values for each cisregulatory region and each neutral proxy at three different values of R: 0, 0.05,
and the empirically estimated value (see Chapter 3). Gene regions are annotated
with a “P” for promoter (i.e. cis-regulatory regions) or “U” for upstream (i.e.
proxy neutral regions). “I5” is intron 5 and it was used as a neutral proxy for
Endo16 (see Methods, Chapter 3). “D_T” is Tajima’s D statistic. “D_FL” is Fu and
Li’s D statistic. For tables A3.4-A3.6, NA values indicate cases in which there was
no variation for the alignment in question (and, thus, no ability to calculate pvalues). All D statistics refer to nucleotide variation unless marked with
“simpleIndel”. These, not surprisingly, are D statistics calculated on simple
indels (see Chapter 3 Methods).
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Table A3.3: D statistics as calculated from intraspecific variation only.
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Table A3.4: D statistics calculated from alignments involving A. fragilis.
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Table A3.5: D statistics calculated from alignments involving S. droebachiensis.

265

Table A3.6: D statistics from alignments involving S. franciscanus.
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Polymorphism and Divergence Data from Binding Sites and Non-Binding Sites
Table A3.7: Polymorphism and divergence data used to calculate McDonald-Kreitman and HKA tests.
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Appendix 4: Additional Data from Chapter 4
Tissue-specific ω FG Values for S. franciscanus

Figure A4.1: Tissue-specific ω FG values for S. franciscanus.
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