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Abstract
Forward Looking Infrared (FLIR) cameras have recently been studied as a
sensing modality for use in landmine detection systems. FLIR-based detection systems
benefit from larger standoff distances and faster rates of advance than other sensing
modalities, but they also present significant challenges for detection algorithm design.
FLIR video typically yields multiple looks at each object in the scene, each from a
different camera perspective. As a result each object in the scene appears in multiple
video frames, and each time at a different shape and size. This presents questions about
how best to utilize such information. Evidence in the literature suggests such multilook information can be exploited to improve detection performance but, to date, there
has been no controlled investigation of multi-look information in detection. Any results
are further confounded because no precise definition exists for what constitutes multilook information. This thesis addresses these problems by developing a precise
mathematical definition of “a look”, and how to quantify the multi-look content of video
data. Controlled experiments are conducted to assess the impact of multi-look
information on FLIR detection using several popular detection algorithms. Based on
these results two novel video processing techniques are presented, the plan-view
framework and the FLRX algorithm, to better exploit multi-look information. The
results show that multi-look information can have a positive or negative impact on
detection performance depending on how it is used. The results also show that the
novel algorithms presented here are effective techniques for analyzing video and
exploiting any multi-look information

to improve detection performance.
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1. Introduction
Landmines can impose enormous costs wherever they are placed.

They are the

leading cause of casualties among American forces in Afghanistan [1]. They are not
simply a military threat though because they are indiscriminate killers, capable of killing
or maiming regardless of whether the victim is an active combatant or a civilian. In 2011
there were 4000 mine-related injuries or deaths, of which 72% were civilians [2].
Potentially more damaging to civilians however is the fact that humanitarian agencies
often won’t operate in areas with any risk of buried explosives [3]. Due to these costs,
there is ongoing and significant interest in landmine removal. However, while placing
landmines is cheap, removing them can be very expensive. The cost to safely detect and
remove each landmine is estimated to range from $300 to $1000 [4].
These high costs stem primarily from a high false alarm rate (FAR) that is
encountered during the landmine detection process. In this context, a false alarm is an
instance when a landmine is thought to be present at a particular location, but in
actuality it is not present. However, accurate knowledge about the presence of a
landmine at a suspicious location is rarely known with certainty until that location is
excavated. Excavation is an expensive procedure, both in time and effort. A high FAR
results in more needless excavations, slowing down the rate of demining and
substantially increasing costs. Therefore it is imperative that FARs remain low.
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The importance of a low FAR in demining operations has led to the
development of many technologies, most of which focus on the exploitation of various
sensing modalities to detect landmines remotely. A substantial number of modalities
have been studied for this purpose, including ground penetrating radar, electromagnetic
induction, infrared imaging, acoustic imaging, and more [5–10].

Each modality has

unique characteristics that make it more, or less, useful depending on the operating
conditions: the weather, the needed standoff distance, the needed rate of advance, the
soil types, and the types of landmines [5-6], [11–13]. Although many modalities have
been studied, the two most fielded and well-studied modalities are electromagnetic
induction (EMI) and ground penetrating radar (GPR) [14–16]. Given how ubiquitous
these two modalities are, it will be important to understand them in order to establish
the significance of the work presented here.
EMI sensors typically operate by exciting the earth subsurface with a wide-band
electromagnetic pulse, which then induces a secondary electromagnetic signal that is
returned from the conducting materials in the subsurface. It has been shown that the
returned signal can be exploited to detect metallic objects in the soil with very high
accuracy, and this forms the basis for EMI-based detection systems. Therefore EMIbased systems are extremely effective at finding metallic landmines.
Despite their effectiveness, EMI-based systems nonetheless have limitations.
Since EMI sensors essentially detect metal, low-metal content landmines often appear
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similar to the surrounding earth and can’t be detected effectively. The EMI signal also
provides little information about objects besides their metal content, making it relatively
difficult to discriminate between metal clutter and metal landmines. This leads to a
high FAR when metallic clutter is pervasive in the remediation area, as is often the case
in previously used battle zones. With these inherent limitations, and the advent of
many low-metal content landmines, a strong incentive appeared for the development of
modalities with detection characteristics complimentary to those of EMI. This was a
major motivating factor in the development of GPR for landmine detection.
GPR operates by transmitting high-frequency electromagnetic signals that
penetrate the earth’s subsurface and reflect from the materials and objects there. These
reflections are measured over many points in space and time and are then combined to
create a 3D picture of the earth’s subsurface. GPR has two characteristics that make it
an excellent complement to EMI-based sensing. First, landmines have a distinct
appearance in GPR imagery which can be used to discriminate them, not only from the
surrounding soil, but also from many types of clutter. Further, the discriminability of a
landmine is not heavily dependent on its metal content. As a result, GPR-based
detectors are effective at detecting low-metal content landmines. These two
characteristics, effective detection of low-metal landmines and effective discrimination
between metal landmines and metal clutter, complement the two mentioned major
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limitations of EMI. This was a major factor making GPR a widely-studied and fielded
sensing modality.
Due to their complementary nature, GPR and EMI together facilitate effective
detection across a broad range of operating conditions; however they too have their
limitations. One of the main drawbacks is that both modalities have a very short
detection standoff distance. Detection standoff distance (or “detection standoff”) refers
to the typical distance from a landmine at which the landmine will be detected by a
detection system. A large standoff distance provides the system operator more time to
stop if a landmine is detected. This is important because it allows the operator to
maintain a faster rate of advance. This characteristic leads to faster remediation, which
is especially important in military contexts where a fast rate of advance is critical to
mission success and the safety of the system operators [17].
One modality that has the potential to provide large standoff distances is the
infrared (IR) camera. IR cameras operate by recording thermal energy in the form of
single or multi-channel grayscale video. The presence of a landmine in the earth’s
subsurface tends to change the thermal properties of the surrounding soil, resulting in a
characteristic change in the IR imagery. This characteristic change can then be exploited
for detection. There is a long history of IR-based landmine detection research. It has
been studied for standalone detection [18–23] as well as in combination with other
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modalities [24–26]. For example, IR cameras have been shown to help lower overall
detection FARs when combined with other modalities [24–26].
IR cameras in general do not necessarily provide a greater standoff distance.
Similar to many modalities, they are typically deployed in a downward--looking
configuration (See Figure 1.1). T
To obtain a greater standoff the IR camera can be placed
in a forward looking (FL) configuration, wherein the sensor is pointed downward at an
angle towards the earth in the direction of travel (see Figure 1.1). This configuration,
configuration
which will be referred to as FLIR, yields the large standoff distances and the fast rates of
advance desired to complement GPR and/or EMI systems.

Figure 1.1:: An example of a forward-looking
ooking sensor configuration versus a
conventional downward-looking configuration
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The greater standoff distance of FLIR comes at a cost however, because FLIRbased detection systems tend to yield higher FARs than downward looking modalities
[18], [26], [27]. One reason for this is that, in contrast to downward looking imagery,
FLIR imagery measures imagery from a greater distance. This tends to lower the signalto-noise ratio of any objects, naturally lowering detection rates. However, it might be
possible to overcome some of these performance degradations using more advanced
statistical signal processing approaches. As will be discussed shortly, many automatic
detection algorithms have been developed for IR-based detectors, however, only
recently have efforts been made to address the unique challenges (and opportunities)
posed by FLIR. Addressing these challenges in FLIR will be the main focus of this
thesis.

1.1

Thesis Overview

Many of the challenges of FLIR-modality arise because, in contrast to downwardlooking modalities like GPR and EMI, each location in a scene is recorded in multiple
frames of video, each time at a different pose relative to the camera. In other words, each
time an object is imaged its position and orientation relative to the camera is different.
The result of this is that an object in the scene appears differently in each of the images
in which it is recorded. This type of data is sometimes referred to as multi-look data,
and each sub-image (within a single video frame) corresponding to an object is referred
to as a single look at that object.
6

This multi-look characteristic of FLIR presents challenges for algorithm
development that may contribute to lower detection performance. One of these
challenges is the changing shape and size of targets in the video. Many algorithms
applied to the FLIR-detection problem thus far are adapted from standard IR detection
techniques and make assumptions about the size and shape of targets. Some examples
of this include morphological operators [28], multi-scale blob detectors [10], maximally
stable extremal regions [18], and the popular RX algorithm [18], [27], [29], [30]. These
assumptions are less accurate for the multi-look FLIR data, potentially worsening
performance.

Figure 1.2: Three frames are shown from actual video data with a target
annotated in red. This is a typical example of the multi-look information yielded from
the FLIR camera.

Another challenge of FLIR is presented by the existence of multiple looks at each
object. There is evidence that combining multiple looks together can improve detection
performance [13,17] however there has been no explicit investigation of this effect. It is
7

also unclear whether additional looks are useful when the camera is far away from the
object, for example when a large standoff distance is used. Yet another factor
confounding any investigation of multi-look information is a lack of a precise definition
for it. It is difficult to attribute any impact on detection performance to multi-look
information if it is undefined.
A better understanding of the multi-look characteristic in FLIR video could lead
to better detection performance, not only in FLIR video but potentially in other forwardlooking modalities as well. This thesis will directly address the challenges presented by
multi-look and exploit them in several novel detection algorithms in order to improve
detection performance. More specifically, the principal contributions of this work are
the following:
•

the development of a precise mathematical definition of “a look”, and
how to quantify the multi-look content of video data,

•

controlled experiments to assess the impact of multi-look on several
important FLIR detection algorithms,

•

and a development of several novel detection algorithms that improve
detection performance by exploiting multi-look information.

The rest of the thesis will be organized as follows.
Chapter two reviews some preliminary material that is used in the work
presented in subsequent chapters. This begins with information about FLIR cameras
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and the data collection approach used for experiments. A review is then given of
classical detection theory and the mean-shift clustering algorithm. This section ends
with a treatment of image acquisition models and camera geometry, since it will be
essential for modeling the multi-look video data.
The work presented in Chapter three is fundamentally important to the
remaining chapters. The beginning of chapter three is devoted to motivating and
presenting a mathematical definition for “a look”. With this definition it will possible to
quantify the amount of multi-look information (i.e. the number of “looks”) in a dataset.
This is used in the latter part of the chapter to conduct controlled experiments of multilook information in detection. These experiments are used to establish if, and to what
extent, multi-look information impacts FLIR-based detection. These results will also
represent a benchmark against which all subsequent novel algorithms are compared.
After establishing the impact of multi-look information on detection, chapter
four introduces the plan-view framework as a means to exploit multi-look information
for improved detection performance. The plan-view framework projects FLIR video
data into a new coordinate space as it is received. The plan-view yields improvements
in detection performance and provides a method to study the multi-look characteristics
of a dataset or the multi-look behavior of any image-based detection algorithms. The
main limitation of the plan-view is its computational cost, which is the motivation for
the work in Chapter five.
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Chapter five introduces the Forward Looking RX (FLRX) algorithm as a method
that processes the data in a similar manner to the plan-view, but in a way that is better
suited for real-time applications. In contrast to the plan-view processing, the FLRX
algorithm is designed to do all processing directly in the FLIR video, making it
significantly faster. Experiments are conducted comparing the performance of FLRX to
all the other detectors. The results show that, while FLRX generally yields better
performance than the original RX algorithm, it is not as good as the plan-view detector
upon which it is based.
Chapter six summarizes all results and discusses their implications. Final
conclusions are presented. The thesis concludes by presenting some potential future
research directions.

10

2. Background
2.1

Infrared Imaging

Infrared (IR) imaging is the general term given to the process of creating images
and video based on measuring infrared radiation. IR imaging has been studied
extensively and it has been applied to a large number of problems, including face
detection and night vision augmentation. For the landmine detection work presented in
this thesis, it will be important to have an understanding of the fundamentals of IR
imaging. In particular, it will be important to know precisely what IR images reveals
about the target scene and how that information is exploited for landmine detection.
The first step in this process is to understand some of the characteristics of IR radiation.

2.1.1 Infrared Radiation
IR radiation is one of many types of electromagnetic (EM) radiation, including Xrays and visible light. All types of EM radiation share a common physical model: they
consist of alternating electric and magnetic fields, or waves. Using the wave model, any
EM radiation can be categorized based on its wavelength. For example EM radiation
with wavelengths between 450 and 750 is categorized as visible light, and

radiation with wavelengths between 750 and 1 is categorized as IR radiation.

Collectively these categories make up what is known as the EM spectrum, and IR is said
to constitute one band in this spectrum.
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One very important characteristic of the IR band is that all objects above a
temperature of absolute zero (so all of them) emit some IR radiation [27], [30]. Further,
at temperatures typically observed on earth, objects emit significant amounts of
radiation in the IR band. This is not true for many other EM bands, and it allows IR
cameras to generate useful video in a wide variety of environments. In contrast,
consider the visible light band. A dark room (no visible light) cannot be imaged with a
visible light camera, but it can often be imaged well with an IR camera.
Another useful characteristic of the IR radiation is that objects emit IR radiation
in proportion to their temperature. For example, as the temperature of an object
increases, so does the amount of IR radiation that the object emits. This is important
because of the IR image acquisition process, which is very similar to the way color
imagery is collected. Broadly speaking, the intensity (or brightness) of the imagery is
proportional to the amount of IR radiation received at the camera sensors. Therefore if
the temperature of an object varies, then its IR emissions will vary, and then the
corresponding imagery of that object will also vary.

This relationship between

temperature and image intensity becomes very important for landmine detection.

2.1.2 Landmine Detection in IR Imagery
Landmines, as well as many other types of buried threats, tend to have thermal
characteristics (heat conductivity, capacity, etc) that are different from the surrounding
soils [30], [31]. The presence of a landmine in the subsurface will therefore tend to alter
12

the heating and cooling processes of the soils that immediately surround it. This results
in temperature differences between soils near the landmine and soils elsewhere in the
ground.

This difference is captured in the IR imagery and the landmine locations tend

to appear as anomalies; either as bright or dark regions. Further, because only the soil
directly surrounding the landmine is affected by its presence, the anomalous imagery
will also tend to emulate the shape of the landmine. This can be very useful for
detection purposes. An example of these effects is shown in frame 3 of Figure 1.2.
This mechanism of detection in IR video has several limitations, of which a few
important ones will be mentioned here. One important factor is image clutter, which is
often introduced by inhomogeneous objects in the scene (e.g. vegetation, rocks, etc) or
natural variations in the top soil emissions. Both of these can cause significant local
changes in the image data that obscure targets and cause false alarms [32] . Another
important environmental limitation in IR landmine detection is the extent of the thermal
differences between the landmine and the surrounding soil [32], [33]. If the landmine
has similar thermal properties to the surrounding soils then the presence of the
landmine may have no effect on the imagery, making the landmine difficult to detect.
Given that there are sufficient differences in thermal properties, IR detection is also
dependent upon the temperature changes occurring in the environment. During certain
times of the diurnal cycle the signal to noise ratio can become weak, or nonexistent [27],
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[33]. The exact time when this occurs depends on many factors [33] and can limit the
time of day when landmine remediation can be performed.
Ultimately the performance of any IR-based detection system will be dependent
on these environmental factors. It is important to take this into account when evaluating
any IR-based detection system. Despite these limitations IR detection has been shown to
provide reasonable detection FARs under a variety of operating conditions [21], [27].
The focus of this work will be on Forward Looking IR video (referred to as the FLIR
modality) where, unfortunately, these confounding factors are further exacerbated.

2.1.3 Landmine Detection in Forward-Looking IR Imagery
As discussed in the introduction, FLIR consists of an IR camera that is mounted
in a forward looking configuration and collects imagery in the direction of travel. An
example of this type of configuration is an IR camera that is placed on top of a vehicle
and collects video in front of the vehicle as the vehicle moves. This is illustrated in
Figure 1.1 above. FLIR has received a great deal of attention in recent studies due to its
potential to yield large standoff distances and fast rates of advance.
The phenomenology used for detection in FLIR is the same as for IR however,
the FL in FLIR exacerbates some of the limitations of IR. The forward looking
configuration imposes further natural limitations on the video or otherwise complicates
the detection process. There are several reasons for this. First, because the FLIR
imagery is collected at an angle, it necessarily provides a lower spatial resolution of the
14

surface than if it were collected in a downward looking configuration. Lower resolution
images means that each pixel represents a greater spatial average of surface IR
intensities, and thus it is harder to resolve anomalous imagery from background
imagery. This tends to lower detection performance.
Another characteristic is related to the shape of the landmines in the image data.
The shape of the landmines can be a useful detection cue but because the camera is at an
angle, the shape of any particular object will be different depending on the distance to
the camera from which it is imaged. This naturally poses challenges to detection
algorithms because it broadens the class of image data that corresponds to landmines,
creating more overlap between noise signatures and landmine signatures.
Another implication of FLIR is that it provides multiple looks at each area of the
surface. This is not necessarily the case in downward looking IR or other modalities
such as EMI and downward-looking GPR. Also, similar to the shape limitation of FLIR
mentioned in the previous paragraph, each look is obtained from a different relative
camera pose. This means that any landmine that appears in the video will be imaged
multiple times and will appear differently in each image. Previous studies have shown
evidence that these multiple “looks” at the scene can be combined to improve landmine
detection performance [10], [30], however to date this has not been explicitly
investigated. This is an important characteristic of FLIR video and is the primary
subject of interest in this thesis.
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2.2

Data Collection

All experiments presented in this thesis made use of a set of FLIR video provided
by the Night Vision and Electronic Sensors Directorate (NVESD) of the United States
Army.

This dataset is large and incorporates several different operating conditions. It

has been used in numerous previous studies for FLIR investigation and landmine
detection algorithm evaluation [10], [30].
The data was collected using an uncooled Long Wave IR camera with a spectral
response from 8-12 micrometers. The video was collected at fifteen frames per second
with 8 bits per pixel and a resolution of 640x480 pixels.

The camera was hard-mounted

on a vehicle along with a differential GPS receiver and an Inertial Measurement Unit
(IMU). These were used to provide precise information about the vehicle location and
its heading. This information is used for scoring and it is discussed in more detail in
Section 2.3 below.
The location of video collection was two lanes at an arid United States Army test
site. A total of 6 passes were made over each lane under varying conditions such as time
of day, weather, and direction. A series of high-metal and low-metal target objects were
buried in the lanes at various depths. Across all 12 passes of the lanes there are a total of
534 target encounters over a total of 43724 ! of lane area in the dataset. The GPS
coordinates of each target were recorded for scoring purposes.
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2.3

The Pinhole Camera Model

A camera model describes the relationship between 3-Dimensional (3D) objects
in a scene and the 2-Dimensional (2D) imagery that is captured by the camera. The
pinhole camera model provides a basic geometric model for image acquisition that is
used in many applications, including previous FLIR detection studies [10], [27], [30]. In
this work it will be necessary to map the locations of alarms in the FLIR video, given in
pixel locations, to their corresponding locations on the earth. The pinhole camera model
provides the theory necessary to develop mathematical tools for such mappings. In this
work it will also be important in the development of the plan-view framework and the
FLRX filters presented in chapters 4 and 5 respectively.
The pinhole model was inspired by the dynamics of a pinhole camera. An
example of a simple pinhole camera imaging a cylinder is shown in Figure 2.1 below.
Notice that the image of the cylinder is reversed compared to its orientation in the
world. Objects do indeed appear reversed in a real pinhole camera however, when
using the pinhole model it is often assumed that there is a separate image plane called the
virtual image plane that exists between the scene and the pinhole. The virtual image is
effectively the same as the true image plane except that the objects are not reversed.
When referring to the image of an object, it will be assumed that the virtual image is
being used.
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Figure 2.1 An example pinhole camera.

The basic objective of the pinhole model is to describe the relationship between a
point in the real world and its location in an image. To define this relationship
mathematically requires a mathematical
ematical description of location. In most imaging
models a Euclidean coordinate description is used for this purpose.. An important
concept in imaging models is frame of reference
reference, which defines the relative orientation
and scale of a coordinate system co
compared
mpared to other coordinate systems. In general a
single point will have different coordinate values in two different reference frames.
frames One
of the main goals of the pinhole model is to relate points in different frames of reference
to each other mathematically.
ically.
There are three
hree important frames of reference in the pinhole imaging model: the
image frame, the camera frame, and the world
world-frame.. The image reference frame
(referred to as image-space
space) describes the location of an object within an image.
image The top
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left corner of the image is considered the origin and coordinates become positive as they
move down and to the right. The camera frame of reference (referred to as cameraspace) describes points based on their location relative to the camera. The world frame
of reference (referred to as world-space) describes where objects are located in some realworld coordinate system such as GPS coordinates. In this work the three axes of any
reference frame will be denoted by ", #, and  respectively. Subscripts will indicate
which reference frame the axes correspond to, as shown in Figure 2.2 below. In general
each reference will have a different origin, scale, and orientation. A point in any
reference frame can be described using a Cartesian coordinate,$  % , , &', however

typically $ ( ) ! for an image-space coordinate. Coordinates will be given a subscript to

denote their frame of reference, in similar fashion to the axes shown in Figure 2.3.

Figure 2.2 Illustration of major frames of reference in the pinhole model
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2.3.1 The Perspective Projection
Although relatively simple, the notation above combined with the pinhole
geometry are enough for modeling imagery in many practical situations. From the
pinhole model it is possible to derive a useful mathematical tool known as the
perspective transform. The perspective transform is a linear coordinate transformation
that has many applications in image modeling. The major application of interest here is
its use in projecting 3D points from camera-space into their corresponding 2D imagespace coordinates. If the perspective projection matrix is denoted by , then the
fundamental relationship between a 3D camera-space point and its corresponding 2D
image-space coordinate is given by
.



*  +   - /,
&.
1
1
.

(1)

where the subscript 0 denotes a coordinate in camera-space and the subscript " denotes a
coordinate in image-space.
Although this relationship is relatively simple, obtaining the matrix  requires
detailed knowledge of the camera, which is not always available. In such cases it is
possible to estimate the matrix K by other means. This estimation, known as geometric
camera calibration, usually involves collecting imagery of some object with known
camera-space coordinates and image-space coordinates [34]. With this data the camera
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calibration basically can be formulated as an optimization problem where the 12 values
in the 3x4 projection matrix  are optimized to minimize the error produced when
projecting the known world-space coordinates of the object into their known imagespace counterparts.
In many practical situations where the camera parameters are unknown, there
may be a reasonable alternative approach to trying to estimate a projection matrix.
Consider a situation where the imaged scene is a flat surface that is well represented by
the z-plane in camera-space. This is basically the situation where the earth is flat, and
the camera is level; it is referred to as the flat-earth assumption. In FLIR-based landmine
detection applications this has been proven to be a practical assumption under some
circumstances [30]. The effect of this assumption is effectively to remove one of the
dimensions in camera-space so that the transformation is now given by


.

*  +   * . +.
1
1

(2)

The new projective transformation is now a 3x3 matrix with only 9 parameters rather
than 12 parameters as before. Having fewer parameters naturally makes the problem of
estimating the camera parameters more tractable.

2.3.2 World-Space to Image-Space Projections
One of the primary purposes of the perspective projection is to transform
coordinates from camera-space into image-space. To use the perspective projection
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matrix , for this purpose requires knowledge of the coordinates of some point, relative
to the camera’s position. In many situations the location of an imaged object is only
known in some world-space reference frame which is not relative to the camera.
Therefore an additional transformation must be used to translate the world-space
coordinate into its camera-space equivalent.
One example of such a situation is in FLIR-based landmine detection [10], [27],
[30]. Landmine coordinates are usually provided in 2D GPS coordinates. In order to
map them into their image-space coordinates they must first be transformed into
camera-space. In previous FLIR detection literature and in this thesis, a flat-earth
assumption can be made, in which case the transformation from world-space to cameraspace is simply composed of a translation and a rotation operation in 2 dimensions.
2
Given knowledge of the world-space orientation, 1 , and location , 2  32
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where the subscript : denotes a known world-space coordinates of some imaged object.
This process of rotation and translation is illustrated in Figure 2.3 below. We can use the
augmented form of the vector similar to (2) and write this equation as follows
0671
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0
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Figure 2.3 An illustration of the world-space to camera-space transformation

Although the expanded form in (3) will be useful for computations later, the
augmented form in (4) is often used to simplify notation. This is the case, for example,
when the goal is to go directly from world-space to image-space in one matrix operation.
Assuming that a projective transformation is available, via knowledge of the camera or
due to estimation, then the matrix in (4) can be combined with the perppective
transformation to yield a complete transformation from world-space into image-space,
given below as






*  +   = *  +  > *  +.
1
1
1

(5)

This provides a compact mathematical formula for converting between these coordinate
systems. It is important to keep in mind that knowledge of the camera location and
orientation is required, and that the matrix  ? is a function of these values.
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2.4

Detection Theory for Landmine Detection

The basic model of the FLIR data used throughout this investigation is that of a
signal in noise. Signal detection theory provides a principled approach to detecting
signals in noise, and the primary landmine detection algorithm in this work, the RX
detector, is based on it. This section reviews several concepts from detection theory that
are particularly important for this work: the generalized likelihood ratio test, the RX
algorithm, and the receiver operating characteristic curve.

2.4.1 The Likelihood Ratio and Generalized likelihood Ratio Test
The likelihood ratio test is a statistical test that can be used to make optimal
decisions about the true underlying model of some observed data, , given two
competing hypotheses [35]. The two competing hypothesis, denoted by @A and @ , are
typically referred to as the null hypothesis and alternative hypothesis respectively. By
the Neyman-Pearson theorem the optimal decision statistic is given by the likelihood
ratio test
B 

C |@ 
,
C |@A 

(6)

where the distributions of the observed data under each hypothesis, C |@  and

C |@A , are assumed to be known. If B  is greater than some threshold, E, then the
null hypothesis is rejected. The specific threshold chosen is dependent upon a specific
user-defined performance criteria and is often application dependent.
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In many real-world problems C |@  and C |@A  are not known exactly, or
cannot be computed, and so the likelihood ratio test cannot be used. One common
situation is that the functional form of the data distribution is known under each
hypothesis, but the exact parameters of the distributions are unknown. One popular
decision statistic used in this situation is the Generalized Likelihood Ratio Test (GLRT)
[35], given by
B 

C |1FG , @ 
,
CH I1FGA , @AJ

(7)

where the 1F parameters represent the maximum likelihood estimates of the unknown
parameters under each hypothesis. In contrast to the likelihood ratio test, the
generalized likelihood ratio test is not optimal; however, it is a common approach used
to design detectors for many practical applications and often provides robust detection
performance if the functional forms of the distributions are in fact known.

2.4.2 The RX Detector
The RX detector is a popular detector based on the GLRT [29] designed with
goal of detecting a signal with some unknown scalar amplitude K and some known

template shape vector, L, that is corrupted with additive white Gaussian noise, MA . The

two hypotheses for an observed data vector M are given by:
@A : M  MA

@ : M  MA  KL.
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(8)

As the formulation GLRT requires [35], the unknown parameters are estimated with
their maximum likelihood estimates. This includes the variance of the white Gaussian
noise vector MA as well as the unknown signal amplitude value K. The resulting detector
and decision statistic are given by
B M 

MO L MO M P MO L
.
L L

(9)

The decision statistic is a function of the data and the known template vector, 7, which is
given by the operator based on the application domain of the detector. In this equation
it is assumed that the mean of the vector M, call it QR , has already been removed.

In landmine detection applications the template 7 is the specified based on the

assumed shape of landmines in the image data. Now, observe that MO L is a scaled

estimate of the maximum likelihood estimate of the mean within the target template.
Also observe that MO M is a scaled version of the maximum likelihood estimate of the
standard deviation of all the data. Let us denote these two quantities by QS and TR

respectively, where the subscripts Τ and Β refer to target and background respectively.
Substituting this notation into equation 8 above and ignoring scaling factors, the RX
decision statistic BVW can also be represented by
BVW

X

QS 8 QR
Y .
TR
!

(10)

The scale factors can be ignored because they represent a monotonic transform of the
decision statistic and don’t impact the likelihood ratio.
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The specific RX detector used in this work is based on an adapted version of the
detector given in equation (9), which is commonly used in landmine detection research
[10], [30].

It requires that the user specifies two windows: the target window and the

background window. These windows are used to compute the mean and variance
values given in equation 9. As before, the sizes of these windows are based on the
expected sizes of landmine signatures encountered in the image data. An example of
the detector as it is applied to FLIR image data is illustrated in Figure 2.4 below.

Figure 2.4 An illustration of the RX detector applied to FLIR imagery for landmine
detection

2.4.3 The Receiver Operating Characteristic Curve
A Receiver Operating Characteristic (ROC) curve is a common metric for
evaluating the performance of a detection algorithm [36]. The ROC curve is a plot of a
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detectors probability of detection Z and its probability of false alarm [\ as the

detection threshold E is adjusted over a range of values. The Z values and [\ values
are computed for a given value of E assuming that observation data is drawn

independently (though not necessarily in equal quantities) from the two hypothesis
observation models. If the detector has no ability to detect signals from noise (random
detection) then it will have a diagonal ROC curve.
Often it is useful to compute a statistic that summarizes the performance of a
detector at all levels of [\ . One such measure can be found by computing the area
under the ROC curve [37], denoted by AUC. The AUC measure indicates the
probability that two observations drawn randomly from the @ and @A observation
models, respectively, will be properly ranked by their detector-assigned decision
statistics.
Another similar measure is the partial area under the ROC curve [38], denoted
here by pAUC. In this measure the area under the ROC curve is measured between two
specific [\ levels, denoted here by [\A and [\ . This statistic better summarizes the
performance of a detector within a desired range of operation. An illustration of AUC
and pAUC are shown in Figure 2.5 below. All pAUC measures are normalized by the
total possible area between [\A and [\ .
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Figure 2.5 An illustration of an ROC curve is shown. The area used to
compute AUC is shown in light red and the area used for a pAUC measure is shown
in darker red, between the values of ]^_` and ]^_a .
In many applications of ROC analysis the [\ values are converted into more

meaningful physical units based on the application domain. One such example of this is
in landmine detection where FARs are often scaled by the total number of alarms and
divided by the total surface area (! ) over which detection is performed [26], [27]. This
[\

results in a FAR measure in terms of false alarms per square meter bcd e. The resulting

ROC curves show performance in terms of f and FAR, but are otherwise analogous to

Z and [\ . The remainder of this thesis will not distinguish between the two forms of
the ROC curve.

29

2.5

The Mean-Shift Algorithm

The Mean-Shift algorithm is a technique for identifying the mode(s) of a
probability distribution given discrete samples from that distribution [39]. It is often
used for clustering purposes and it has been used in previous FLIR detection studies to
cluster detection alarms [10], [30], for example those from the RX detector. It will be
used here in a similar manner to study multi-look information
The algorithm is based on an iterative re-estimation of the mode of the
distribution until some convergence criteria is met. Let



denote the "

g

observation

vector drawn from a probability distribution and let Q indicate the mode location
estimate at iteration . The estimate of the mode at the next iteration, given by Q

h

is

given by
Q

h



∑j (k  
∑j (k  



8Q  
 8Q 

(11)

Here l Q  is a user-defined neighborhood of the current mode location and  .  is a
kernel function that controls the relationship between the weight of a data point in
influencing the new mode estimate and its distance to the current mode estimate. Some
example kernels might include radial basis functions and Euclidean distance [10][30].
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2.6

Summary

This section reviewed the background material necessary to understand the work
presented in the remainder of this thesis. An introduction of the FLIR sensing modality
was given, followed by a description of the RX detection algorithm. RX is a wellestablished algorithm in the FLIR detection literature and serves as the foundation for
the novel algorithms developed here. The mean-shift algorithm was then described as a
way to cluster detection alarms from the RX algorithm. This will serve as the primary
tool for exploiting multi-look information in the FLIR video. In order to do clustering
with mean-shift, the RX alarms must be mapped into world-space first. This is also
required for scoring. The pinhole camera model was introduced and described as a
model for making such transformation. These transformations are performed with
perspective projection operators, which will also play a central role for developing the
plan-view framework in Chapter 4 and the FLRX detectors in Chapter 5.
The next chapter begins the novel contributions of this work where we use the RX
and mean-shift algorithms to perform detection on various subsets of the FLIR image
data. These experiments establish that multi-look information can improve detection
performance, but that the utility of multi-look information varies. These results also set
a baseline performance for the algorithms developed in the subsequent chapters.
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3. Establishing the Benefit of Multi-Look Information
As discussed, the goal of this thesis is to improve buried threat detection in FLIR
by exploiting its multi-look property. The underlying assumption of doing this is that
multi-look information can actually be used to improve detection, or otherwise be
managed so it is not detrimental. While several studies suggest that there is indeed
some benefit to exploiting multi-look information [10], [27], [30], there has not yet been a
controlled study that assesses its potential impact. This leaves open the possibility that
any results observed in previous studies were due to other factors. In addition to this,
the concept of multi-look information has never been formalized. There are no precise
definitions of multi-look information (see [18], [25–27], [40] for examples of anecdotal
usage) and this makes it especially difficult to attribute any results to the exploitation of
multi-look information.
Proving that multi-look information does indeed have an impact on detection,
and the nature of that impact, is an important justification for the remainder of the work
presented in this thesis. As a result, in this chapter we set out to prove more
conclusively that multi-look information impacts detection performance. We begin this
chapter by proposing a more precise description of multi-look information. More
specifically this will be accomplished by mathematically defining what it means to have
a single “look” at an object, location, or region. Then we present a method for isolating
the individual looks available in FLIR video. This will allow precise control over multi32

look information and is the primary tool necessary to build a controlled experiment.
With such a controlled experiment defined, we show that multi-look information does
indeed have an impact on detection. It is shown that it can be very beneficial for
detection if it is exploited properly. If it is not exploited properly then it can also be
detrimental. The tools presented in this section provide a mechanism by which to
analyze the value of multi-look information so that it can be properly incorporated into
detection. All of these results collectively suggest that further investigation of multilook information could be beneficial, motivating the work presented in subsequent
chapters of this thesis.

3.1

Formalizing the concept of multi-look information

In this section we develop a more rigorous notion of multi-look information than has
been previously used in the literature. In particular we develop a mathematical
definition of a look, or what it means to capture a look at some object in a scene. Before
actually providing a definition however we will consider some of the qualities that it
should have. This will be followed by a presentation of some supporting mathematical
notation and definitions.
Thus far it has been sufficient to describe multi-look video as video data in which
scenery is captured in multiple video frames. Given this definition it seems clear that
the FLIR video used in this study is in fact multi-look video. This is because there are
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clearly instances where objects appear multiple times in the video. Unfortunately this
definition nonetheless lacks precision that will be necessary for a controlled study.
In order to illustrate this point, consider the following hypothetical situation.
Imagine progressively shrinking the camera field of view smaller and smaller, until only
a single pixel is used. Now assume that this pixel corresponds to the center pixel in the
original video. During this shrinking process, we can ask at what point the video
becomes a single-look video? Perhaps it happens when only a single pixel is used?
Perhaps it never becomes a single look video? Is a video considered multi-look if only a
small portion of the scene is captured more than once, or does the entire scene need to be
captured? Do all the parts of the scene need to be captured equally many times? Then
it can be asked, what exactly constitutes the scene?
Answering these questions is difficult given the general description of multi-look
information. These questions are important however in order to measure exactly how
much multi-look information is available in video, or control it. We will now discuss
some of the additional precision needed in order to make the notion of multi-look
information, and the notion of a single look, useful for answering such questions.
In general, a video can image one scene location multiple times while imaging
other locations only once. The FLIR video used in this thesis is multi-look with regard to
the targets in the lane, but some of the objects on the periphery of the lane are only
captured once in the video. So with regard to those objects the video is not multi-look at
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all. This observation about the data is intended to highlight the implicit assumption of
multi-look video that there is a particular location or object that appears multiple times.
Therefore, to remove any ambiguity, it should be necessary to explicitly define any
multi-look information with respect to some specific region or object. In this way multilook information can only be established with respect to some particular object or region
in the scene.
Even if a look is defined with respect to an object, there are still ambiguities that
must be resolved. For example, does the whole object need to be captured in single
image to be a look, or can a look at the object be composed from multiple different
images? Further, can the image data be any resolution? If a single pixel covers the
entirety of a large object (i.e. very low resolution), should this constitute a look at the
object? In this work we seek to find a definition that does not make the concept of a look
dependent upon a particular application. Imaging applications occur with very diverse
needs, including resolutions, frame rates, and camera fields of view. It would be very
arbitrary and limiting to place constraints on any of these parameters. For this reason
we choose a definition here so that a single look at an object can be composed from
multiple images. Further, there will be no restrictions on the resolution of the image
data, so long as the entire object is captured. This will leave the definition flexible while
still capturing the main intuition: that there is at least some image data that corresponds
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to every part of the object of interest. It will be up to the practitioner to place additional
constraints, such as specifying a resolution.

3.1.1 Supporting mathematical definitions
With these considerations in mind, this section presents some mathematical
definitions that will be needed to define a look. In this section the convention will be
maintained that coordinates in image-space, camera-space, and world-space are given
subscripts of ", 0 and : respectively. As discussed, a look must be defined with respect
to some object in the scene. This will be done by specifying some region that
corresponds to the object of interest. As previously noted, the flat-earth assumption will
be used throughout this work. Although in general regions can be specified in 3
dimensions, all locations and regions here are specified in 2-dimensions. Therefore we
will define the object of interest as some region (or subset), m , in the world-space plane
(so m n o! ), where the subscript : indicates that the region is in world-space.
Now let us define each image pixel, 



plane. The superscripts

and

, as a square region of the image-space

indicate the image-space coordinate of the pixel center

location, and the superscript  denotes the frame of the video in which it exists. Keep in
mind that the pixels themselves are subsets of the real plane, o! , and that the

superscripts are simply an indexing system. This distinction is illustrated below in
Figure 3.1. To distinguish operations on sets versus operations on points we will use the
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convention that capital symbols refer to sets and lower-case symbols refer to points,
unless otherwise specified.

Figure 3.1 This figure provides an illustration of a pixel in image-space. A
Mqr
pixel is a square subset of the real image-space plane, ]p , where M, q is the center
location of the pixel and r is the video frame in which the pixel exists.

In Chapter 2 the projection operator was reviewed as a method of mapping single
coordinates between image-space and world-space. Now it will be necessary to map
sets between image-space and world-space. For this purpose two new operators for
mapping sets of coordinates will be defined and described. These operators are used
abstractly here but are important for real-world implementations of the plan-view
framework. They will also be important for implementing the FLRX filters discussed in
the next chapter. As a result it will be useful to describe their implementation in more
detail.
First, note that in general it is not possible to extend a point-wise coordinate
mapping into a set-wise mapping function. It is easy to imagine a point-wise mapping
that has many finite (or infinite) discontinuities, or otherwise very nonlinear behavior.
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It would be difficult in general to extend such transforms to mapping uncountable sets,
such as the pixels defined here. Fortunately in this case the point-wise mapping that
will be extended is a perspective projection matrix. Such matrices correspond to realworld cameras and tend to be well-behaved in a mathematical sense. We therefore
argue here that such mappings can be performed using a relatively simple extension of
the perspective projection. It exploits a basic property of the perspective projection: that
any straight line is preserved through the perspective projection[41]. The pixels are all
parameterized by four corner points, or equivalently, the four lines connecting these
four points around the perimeter of the pixel. As a result, in order to map a pixel, we
need only to map the four coordinates corresponding to the four corners of the pixel.
We can map these four corners and then reconnect the lines between them in the same
order once they are mapped. The new region is given by the region enclosed by the
lines. For example, to transform 



to its corresponding world-space region, we need

only to identify the four corner points of 



, transform those points into world-space,

and then reconnect the lines as they were connected in image-space. Since the corner
points can be determined by knowledge of the pixel index

,  then this can be easily

performed for any pixel.
Since this mapping process requires multiple operations with the perspective
transformation, it will be mathematically convenient to define two operators that
summarize the mapping process. One operator,  .  will be defined for mapping pixels
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from image-space to world-space, and another operator,  . , will be defined for
mapping pixels from world-space to image-space. The relationship between pixels in
world-space and image-space using the two operators is illustrated in Figure 3.2 and is
given by




 H





 H , θt , πt J.



, θt , πt J

(12)

and


(13)

As mentioned, these operators make use of the perspective projection operator. As a
result, and as discussed earlier in Section 2.3.2, the perspective projection requires
knowledge of the world-space camera heading, 1 , and the world-space camera
location, 2 . Therefore these parameters are needed as inputs to the operators.

Because these operators can operate on pixels they are equally valid for points (1element sets). Therefore they will be used interchangeably on points and pixels. This
will be distinguishable because upper-case symbols are used for sets and lower-case
symbols are used for points. With these definitions we are now prepared to give a
mathematical definition of a look.
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Figure 3.2 This figure illustrates the process of mapping a pixel from imagespace (left) to world-space (right). This is performed using the operators v .  and w . 
defined in (12) and (13) respectively.

3.1.2 The Definition of a Look
The definition of a look is based on the considerations discussed in the previous two
sections. The fundamental requirement is that a look is composed of enough pixels so
that every portion of the object of interest m intersects with the world-space projection
of some pixel. To make this mathematically rigorous a look will be defined so that the
set of pixels in the look must cover m . This means that m must be a subset of the union
of all the pixels in the look. We will further refine this definition by requiring that a look
must contain no sub-cover. This means that if any member pixel of the look is removed
then the remaining set of pixels no longer covers m . This constraint implies that no
pixel is completely covered by any combination of the other pixels in the look. This is
clear because removing such a pixel would yield a sub-cover of m .
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Most importantly the sub-cover constraint ensures that a single look cannot be
composed of multiple different sets that cover m individually. Otherwise it would be

possible to arbitrarily combine multiple looks at m into a single look. This would

remove any ability to quantify multi-look information using the definition, which is one
of the primary goals of using a definition.
Now we provide the mathematical version of this definition. A single look, x m , at

an object, m ,is defined to be any family of pixels (sets) such that they constitute a cover
of m while containing no sub-covers of m . In other words x is defined as
x m   y :


, ,  ( z{

(14)
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Equations (14) and (15) state that a look is any collection of pixels that, when taken
collectively, capture some information about every part of the object of interest.
Equation (16) says that all the pixels in look are actually necessary to cover the object of
interest. In other words x m  contains no sub-covers of m . The condition on the left in
(16), 

  

 m  , restricts attention of (14) and (15) only to pixels that actually cover
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any part of the object. This means that any pixels in the set that don’t actually cover a
part of the object can be ignored for determining whether the set is a look or not.
The definition above satisfies the qualities discussed in the earlier portion of this
chapter: that a look is defined with regard to some object, and that the pixels are
sufficient to describe the entire object once. Also as discussed, this definition leaves
several things unconstrained. First it allows that the pixels in x may intersect with one

another and may also intersect with m  , the complement of m . It also says nothing

about the resolution of the pixels in the look. Theoretically a single pixel may constitute
a look at an object. The important quality is that the entire region is covered by the
pixels.

3.2

Isolating the looks in multi-look video

The objective of this chapter is to test the hypothesis that multi-look information
truly has an impact on FLIR-based buried threat detection. One test for such a
hypothesis is to compare detection performance when the amount of multi-look
information is changed in a controlled manner. We now have a definition of multi-look
information which can be used to measure multi-look information, so the question is
how to control the amount of multi-look information for experimentation and analysis.
In this section a method of isolating the individual looks available in the video is
described. This will provide the control needed for an experiment and its subsequent
analysis.
42

In the detection problem presented here we will define a look with respect to the
lane in which the FLIR-video is collected. This is not difficult since the true boundaries
of the lane are known. We will therefore denote a region corresponding to the lane,  ,
as the object of interest. The question now becomes how to select pixels from the FLIR
video in such a way as to create a single look of  . In other words, we need to choose
pixels from the FLIR video so that together they cover  completely. The method

presented here for choosing this subset of pixels is based on an important key
observation: that we can guarantee a complete look at the whole lane by choosing, from
each frame, the pixels which correspond to lane area passing underneath the camera and
out of view.
To understand this, consider two frames of a camera and their respective fields
of view. This is illustrated in Figure 3.3 below, where a side profile of the FLIR camera
is shown at two instances in time. The two arrows pointing towards the ground from
the camera indicate the cameras field of view (FOV) along the direction of travel. The
FOV of the camera at time   1 is shifted forwards by the distance the vehicle travelled
since the time . This causes the FOV to shift by the same distance, and for some of the

ground area to pass under the camera and out of the FOV permanently. This ‘escaping’
region is illustrated in image-space by the shaded region of the image at . If this
shaded region of image data is projected into world-space it provides a covering set for
all the ground area that passes out of view between the frame at time  and   1. Now
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extrapolate this process if the camera were to continue moving along the entirety of the
lane at a constant velocity. If this same region of pixels is collected from each video
frame, it means that only the surface area passing out of view will be captured in each
frame. Each area of the ground will only pass out of view once so therefore it will only
be captured once (assuming the vehicle doesn’t go backwards). This ensures that all
area is captured just once. Repeating this procedure at each frame therefore ensures that
the entirety of the lane is covered by the collected pixels, and is only covered once.

Figure 3.3 This figure illustrates the method used for isolating a single look at
the lane. As the vehicle moves forward from r to r  a, the highlighted region of the
ground passes under the camera. If this part of the image is retained at every time, it
guarantees a complete look at the lane.
It is important to note that the scenario above assumes that the camera travels at
a fixed speed. This assumption was used to make the illustration easier to understand.
In reality it can be relaxed, and different regions of pixels can be taken at each frame. As
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will be demonstrated, the height of the region of the image to include from each frame
will depend on the camera speed and frame rate in each frame.
The scenario above describes how to capture exactly one complete covering set of
pixels for the lane. Because each part of the lane is captured only once it also ensures, to
a very good approximation, that there are no sub-covers of the lane within the collected
set of pixels. It therefore qualifies as one look at the lane. The only remaining challenge
is to specify the height (y-coordinate) of the region which should be collected at each
frame. This y-coordinate will be denoted by
be used to construct a lane look, x  .
The process of selecting







 and all pixels below this height will

 at each frame will now be described. For this

discussion please refer to the diagram shown in Figure 3.4 below. For calculating






it is assumed that the following quantities are available:
•
•
•
•

2 , the position of the camera at each time
1 , the heading of the camera at each time

 , the speed of the camera in meters per second at each time

and  the frame rate of the camera.

Before providing the math to determine




 it will be informative to explain the

intuition behind it. In the scenario described in Figure 3.3 we retained image data
beginning at the bottom of the FOV. This boundary on the region can be equivalently
specified by the lowest pixel coordinate, denoted here by
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A
.

Assuming this lower

bound, the objective is to find




such that the distance between

A


and




 in image-

space corresponds to a world-space distance that is travelled by the camera between
frames at  and   1. It is chosen this way because the region imaged between



A


and

will then pass out of the FOV in the subsequent frame at   1. This is the region

highlighted in the illustration in Figure 3.3.
A


We will indicate the world-space location of

at time  by

.

Mathematically

we proceed by shifting the camera backwards in time and then measuring the new
image-space location of
location of




.

The new location of

. This relationship between

A




within the image will indicate the



and

 is clear in Figure 3.4 below if

the figure is read from right to left, focusing on the fact that
It may seem strange in this derivation that






is fixed on the earth.

 is time-dependent while

A


is

not. This is because the bottom of the FOV is always fixed in image-space (the camera is
fixed resolution). On the other hand, the amount of imaged surface passing out of view
below the camera is dependent upon the camera speed, which may change over time.
This will be clarified subsequently in the math.
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Figure 3.4 This diagram shows the notation and illustrates the basic idea used
to compute the image-space height qap r of the region needed to capture a single look
at the lane using the FLIR video data.
This process will now be defined mathematically. First it is necessary to
compute the camera distance per frame, Δ2 . This can be computed based on the
known frame rate  and camera velocity   as shown:
Δ2  

 
.


(17)

It will also be helpful to write out the following relationship between the image-space
point

A


and its world-space location

.

This relationship will take advantage of the

region mapping function defined earlier,  . . The relationship is given by
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Now we can compute






A
 ,1

, 2 e.

(18)

as follows:

  H
 H

  b

, 1

, 1

   b

 8 1, 2  8 1J

(19)

 8 1, π t 8 Δπt J

A
 ,1

(20)

, 2 e , θ t 8 1, π t 8 Δπt 

(21)

The first equation, shown in (19), expresses the relationship between the image-space
location of



and the corresponding image-space location at the previous instance of

time. The final equation, shown in (21), provides an expression for




in terms of all the

quantities that we assumed were known. Using the method outlined above, x   can
be expressed using the following formula
x    y :


Here









{.

(22)

 is computed at each frame, , according to (19). The constraint in (24) is

based on the previous results and it ensures that the set of pixels will constitute a look
according to the definition. Now that we have a practical method of finding a look, the
next task is to find a way to obtain multiple looks.
Fortunately any particular look at  can be obtained in a straightforward
extension of the method outlined above. A major assumption in the previous approach
was that

A


would be located at the bottom of the image. This is equivalent to

specifying it at the bottom of the camera FOV. Imagine that a few pixels were cut from
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the bottom of the camera FOV, then

A


would be placed at a new location and the

procedure would be equally valid. Therefore, even though the camera FOV isn’t any
shorter, it is valid to set

A


at an arbitrary height and then proceed with the method

outlined above in order to obtain a look. Therefore it is appropriate to modify the
equation for a look in (22) to the following form, which is now dependent upon the
specification of

A


x    y : ,


A









{.

(23)

Now it is possible to collect many different looks from different parts of the FLIR video
frames by specifying different values of

A
.

We now have all the tools necessary for a controlled experiment with multi-look
information. We have a precise description of multi-look information that includes a
mathematical definition of a look. We have also established the tools necessary for
controlling the amount of multi-look information in FLIR video by limiting our
consideration of it to certain regions. In the next section we will use these tools to
construct a controlled experiment to examine the impact of multi-look information on
detection.

3.3

Multi-Look Experiments

The goal of the work described in this chapter is to test the hypothesis that multilook information has an impact on detection performance. In this section we present the
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experiments that were designed to test this hypothesis as well as their results. To design
these experiments we use the tools developed in the previous two sections for
measuring and controlling multi-look information.
The basic design for testing the multi-look hypothesis is to perform detection on
varying amounts of the FLIR video while measuring the performance. The amount of
video used for detection will be based on the amount of multi-look information being
included in the detection process. The tools developed above allow the choice of regions
of the FLIR video frames so as to precisely control the amount of multi-look information
available. In the experimental design described here, detection will be performed by
first choosing a region of the FLIR video frames corresponding to only a single look at
the lane. Then, one additional look will be added at a time and performance measured.
The creation of this experiment requires the ability to partition the FLIR frames into
multiple disjoint regions, each corresponding to a complete look.

If the looks are not

disjoint then taking their union will result in image data with less than two looks. Given
that the regions are disjoint then combining  regions together is analogous to providing

FLIR data with  looks to the detector. Thus, detection performance will be measured
with disjoint regions, corresponding to looks that are progressively added into
consideration during detection.
To do this the look specified by

A


and




 will be created in the previous section.

Additional looks will be created iteratively by setting the bottom of a new look at the
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location just past the top of the previous look. In other words, after the first look is
created, the second look will be created by setting
bound of this 2nd look will then be denoted by
denoting the 

g

!


 as its lower bound. The upper




. The process will be extrapolated by

look with a superscript  so that x  :  is the  g look. This superscript

will indicate the order of construction. Along the same lines, the bottom and top ycoordinates of the 

g

look will be denoted by
x     y :


where

A


P


P


 

 and








respectively. Therefore

{,

(24)

is set as the bottom of the image.

A major simplification to this scheme can be achieved by noting that the distance
travelled by the camera between each two frames is approximately constant in the
dataset. Therefore it is possible to adopt the approximation that Δ2   Δ2 . The
resulting equation for disjoint look construction is then given by
x     y :


P







 {.

(25)

This simplification is useful because it means that the size of the region taken for a given
look doesn’t change as a function of . The same region of pixels is taken in every frame
of the video.
These computations were performed on the dataset described in Section 2.2 and the
resulting regions for each look are shown below in Figure 3.5. There were a total of
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eleven regions constructed. More regions can be constructed but, as will become clear in
the results, eleven is sufficient for testing the hypotheses associated with this
experiment.

Figure 3.5 This figure provides an illustration of the regions used from the
FLIR video frames to construct disjoint looks at the lane. There are eleven total
regions, corresponding to eleven separate looks at the lane.
Now that eleven disjoint looks have been constructed, they can be included for
detection in a controlled fashion.

First, only the first region is considered during

detection. In other words, detection is performed using only the image data in region
one in each of the video frames.

Next, progressively higher index looks are

progressively included into the detection process, so that detection is performed on an
increasingly larger region of the FLIR frames. To describe this process the Depth Index
parameter,  ( %1, . . ,11' is introduced, where    indicates that all image data from
region 1 up to region K was used in detection. In this approach the pixels closer to the
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camera are incorporated first, and more pixels are taken into consideration as 

increases. When   11, all of the regions are used. Since each region was designed to
model a separate look at the scene, direct evaluation of the value of multi-look data as a
function of the distance to the camera can be assessed.

Figure 3.6 This figure provides an illustration of the Depth Index parameter .
If    then the regions from 1 up to  are used for detection. Broadly speaking, the
value of  corresponds to the number of looks utilized for detection.
Performance in these experiments is based on the Receiver Operating
Characteristic (ROC) curve [36]. In particular we use a partial area under the ROC curve
(pAUC) measure[38]. The pAUC is computed by measuring the area under the ROC
curve between two operating points.

In this case the pAUC metric was computed

between 0 and 0.02 false alarms per square meter. This is a typical operating range for
landmine detection and has been used previously [40], [42], [43]. All pAUC values were
scaled by the maximum possible pAUC to be between 0 and 1.
All alarms in the FLIR data were mapped into world-space for scoring. The
convention was used that any alarm located within a 1 meter halo of the world-space
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target location was considered a true detection. This is a convention used in previous
FLIR detection studies [25]. If multiple alarms are located within a single halo then the
maximum alarm statistic across all included alarms is used. All other alarms were
considered false alarms. The perspective transform used for mapping alarms into their
world-space coordinates was learned using the CMA-ES estimation procedure outlined
in [30].
Two detectors were used to perform detection in the experiment described
above. First an RX detector was run and alarms were generated. This was performed
for the image data prescribed by each Depth Index and a score was calculated. In each
case, a separate score was also calculated after clustering was performed on the RX
alarms in world-space using the mean-shift algorithm described in Section 2.5. The
mean-shift algorithm used in these experiments utilized a uniform kernel and its
neighborhood size was determined via lane-based cross-validation.

A cluster-size

threshold was also learned via cross-validation. This removed clusters if they contained
a number of RX alarms below the learned threshold.
The results of this experiment are shown below in Figure 3.7, where the
performance results from each detection algorithm are plotted as a function of . The
RX algorithm is shown in a solid blue line and the mean-shift of the RX alarms, referred
to as MSRX is shown in light blue. The RX algorithm performance initially outperforms
MSRX but is overtaken after   2. The RX algorithm begins decreasing steadily after
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  2. The MSRX algorithm performance improves rapidly up to   4, after which it
tends to decline. It never reaches the same performance as it does at   4.

Figure 3.7 Plot of the pAUC scores for RX (solid) and RX mean-shift (dashed)
on the FLIR data. Performance was computed a function of the number of looks were
used, indicated by the Depth Index parameter, 

3.3.1 Discussion
The performance impact of additional looks in FLIR imagery for anomaly detection
can be expressed broadly in terms of two competing components: an increase in the
number of false detections as more data is incorporated (tending to decrease
performance), and additional, or higher confidence target detections (tending to
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improve performance). This simple perspective will be used subsequently as the basis
for analyzing how the detectors behave as a function of added multi-look data.
First consider the RX detector performance shown in Figure 3.7. Performance neither
decreases nor increases substantially as additional image data is added (e.g. as k
increases). For RX, the number of false alarms tends to increase in proportion to the
amount of image-space scanned. The performance however doesn’t decrease because
each additional look yields higher confidence alarms for some targets. To understand
this, consider that each target has a different shape in the imagery, and that shape will
change as a function of its position relative to the camera. Therefore the particular look
at which each target signature attains its best match with the RX filter (and therefore
highest decision statistic) will tend to be distributed over the available looks in the FLIR
video.

As a result, the increase in false alarms is offset by the improvement in the

target confidence of some target alarms as each look is added.

The one caveat of this

explanation is that the overall quality of the looks decreases as  increases. This is

because the looks are captured from further away from the camera as  increases. This

lowers the benefit of adding the looks, tending to push down performance for RX (and
MSRX to a lesser extent) as  increases. Another likely caveat is that the RX filter learns
a shape that matches objects the most towards the bottom of the images where the image
quality is better. Therefore fewer objects achieve their best match from looks collected
from a greater distance, also lowering the benefit of looks at higher values of .
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The MSRX detector exhibits similar behavior to the RX detector. The performance is
steady and tends to decrease as additional looks are added. The difference between the
algorithms is the initial improvement in performance as the first few looks are added.
The mean-shift algorithm has been shown to improve detection performance in FLIR
detection but in those cases large portions of the imagery were utilized, encompassing
multiple looks. When there is a single look the impact of the clustering is actually
detrimental. This shows that mutli-look data is indeed responsible for the performance
improvement from mean-shift.

3.4

Conclusions & Summary

The objective of this chapter was to establish that the multi-look information
contained in FLIR video has an impact on detection performance. Previous results in
the literature have given evidence for this hypothesis but lacked the formalism and the
experimental control to make any formal conclusions. In this chapter we introduced a
precise definition of multi-look information, including a mathematical definition for a
look. Using these formal definitions we developed methods for measuring the amount
of multi-look information in forward looking video and then controlling it. These tools
were then used to construct an experiment to introduce multi-look information into the
detection process in a controlled manner, facilitating the measure of its impact.
Experiments were then conducted using the popular RX and mean-shift RX algorithms
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in order to test the hypotheses that multi-look data can be used to improve detection
performance.
From the results it is clear the multi-look information does indeed have an
impact on detection performance, both using RX and mean-shift RX. From the results it
can be concluded that multi-look FLIR data can be leveraged to improve target detection
performance. Along the same lines however it can also be detrimental to detection
performance, therefore a practitioner must be careful about the amount and source of
multi-look information that is used for detection. The tools developed in this chapter
can be leveraged for answering such questions for a particular camera and application.
These results lay the groundwork for the remainder of this thesis where we
develop new methods that are intended to exploit multi-look information. Not only
does the work in this chapter justify further investigation into multi-look information
but it also will provide us with tools that are used in subsequent chapters to further
improve performance. In the next chapter we begin development of these tools by
introducing the plan-view framework.
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4. Exploiting multi-look: the plan-view framework
In the previous chapter we established that multi-look information does indeed
have a significant impact on detection. As a result, in this chapter we present a new
processing framework with the goal of obtaining better detection performance via
exploitation of multi-look information.

In particular, many detection algorithms make

assumptions about the shape and size of targets which are less appropriate for multilook FLIR data. The plan-view framework, introduced in this work, decomposes FLIR
video into multiple individual images, each corresponding to a single look at the lane.
In these images targets no longer vary in shape and size as a result of camera
perspective, thereby providing a principled way to address this issue for detection. The
plan-view framework is not specific to any particular detection algorithm. In principle
any detection algorithm for image data can be applied in the plan-view framework and
in this chapter we will experiment with the same RX detector and MSRX detector from
the previous chapter. The ultimate objective of the plan-view framework is to improve
detection by better exploiting multi-look information. This hypothesis will be tested by
comparing the performance of the RX and MSRX detectors in the plan-view framework
with their performance in the original FLRX video.
This chapter begins with a development of the plan-view framework where
many of the techniques presented in the previous chapter are utilized. After this the
experimental design is presented; the overall structure of the plan-view experiments is
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similar to the experiments conducted in the previous chapter except now using the planview. The performance of RX and MSRX are measured as additional multi-look
information is used. The results of these experiments are then presented along with
discussion. The last part of this chapter summarizes the results and makes conclusions.

4.1

Developing the plan-view

The plan-view framework is a processing scheme intended to make better use of the
multi-look information available in FLIR video. The primary inspiration behind it is the
sensitivity of many detection algorithms to the changing size and shape of objects in
FLIR video. Many algorithms make assumptions about the size and shape of targets
and potentially underperform on forward-looking multi-look data.

The plan-view

allows such detectors to make more efficient use of multi-look information by removing
the unnecessary variation in target size that is due to changes in pose (position and
orientation) relative to the camera.
In order to achieve these goals, the plan-view processing decomposes the FLIR
video into multiple images, where each image corresponds to a single look at the scene.
These images will be referred to as plan-views, in part because each image is constructed
to create image data like that which would be collected by a downward-looking camera.
For decomposing the FLIR video we will use the exact same procedure outline in the
previous chapter. The image is decomposed into disjoint regions using (25).
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The novelty of the plan-view framework arises in the processing of the pixels after
they are grouped into each of their respective look7 x   .

Given the set of pixels

within a particular look, each pixel is mapped to its corresponding world-space location
using a perspective projection. Once there, a new world-space image is created by
interpolating the values of the projected pixels on a uniform grid in world-space. This
grid will constitute the plan-view corresponding to the look from which the pixels were
obtained. Since the pixel set used for interpolation together constitute a look at the lane,
it is assured that there is some information about every part of the lane in each set of
pixels. Note however that, unless other constraints are placed on the construction of the
looks, there is in general no guarantee that the resolution of the plan-view will be useful
for its intended application.
This image construction procedure is repeated for each x    from   1. . l, where

l is the maximum number of desired plan-views. This effectively decomposes the

video into several images, each one corresponding to a different look at the lane.
Because the images are all constructed in world-space, the reconstruction appears as
though the image was collected from a camera looking straight down on the lane. This
has the effect that most of the shape and size change resulting from camera perspective
is removed from the image data. A particular object in the scene will appear at roughly
the same size in each plan-view. This is the property that was desired in the plan-view,
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mitigating any detrimental effects on detection imposed by the varying shape and size
as a result of the camera perspective.
An additional benefit of this processing is that the multi-look information in the
video is now decoupled.

Each look at the scene can be handled independently

depending on the intended application.

For instance, looks collected from a large

distance can be discarded while looks collected at a more desirable camera perspective
can be retained and fused. This will be utilized in the experimental design described in
the next section.

4.2

Experimental Design & Results

The experiments presented here are essentially the same as the experiments
presented in Section 3.3, with the exception that they are conducted in the plan-view.
The purpose of this similarity is so that the results from the previous chapter can be
compared directly to the results obtained in this chapter.

This is an important

comparison that is needed to test the hypothesis of this chapter: that detection in the
plan-view better exploits multi-look information than detection in the original FLIR
video.

Also similar to the previous experiment, this design allows us to evaluate the

value of looks as a function of the distance to the camera from which they were
collected.
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For these experiments the FLIR video was decomposed into eleven different
plan-view images. Each one of these plan-views was constructed using the same image
regions that were used in the previous chapter for experimentation. An example of this
processing is shown below in Figure 4.1.

Figure 4.1 This figure shows some of the results of plan-view processing on
the FLIR dataset. Each of the eleven disjoint FLIR video regions (left) is used to
construct a unique plan-view (right). These plan-views are then used for detection.

Once the plan-views were constructed, detection was performed independently
on each of them with an RX detector. The RX window sizes were optimized on planview 1 in Figure 4.1. As before, the alarms from each plan-view are progressively added
into consideration as  increases. As used previously, the performance metric is pAUC
between 0 and 0.02 false alarms per square meter.
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The results of this experiment are

shown below in Figure 4.2 in solid red. The RX detector is denoted as ‘Plan-View RX’ to
emphasize that the detector is now operating on the plan-view images.
The mean-shift algorithm was applied to the alarms from the plan-view RX detectors
and the performance is shown in dashed red in Figure 4.2. Since the RX alarms are
already in world-space, they no longer need to be projected, clustering can be performed
directly. The parameters of the mean-shift algorithm were again chosen using lanebased cross-validation.
In the results the plan-view MSRX detector peaks in performance at   6, while the
plan-view RX detector steadily falls as Depth Index increases (solid red). The plan-view
RX detector only outperforms the plan-view MSRX detector for   1.

Figure 4.2 This plot shows the performance results of detection in the planview framework. Both the MSRX and RX detector performances are shown as a
function of the Depth Index.
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4.3

Discussion

Similar to Chapter 3, we will analyze the experimental results in terms of two
competing components: an increase in the number of false detections as more data is
incorporated (tending to worsen performance), and additional, or higher confidence H1
detections (tending to improve performance).
Overall the plan-view RX detector behaves very differently than the RX detector
from the previous chapter. While in both cases the number of false alarms increases as
additional looks are added, the behavior of plan-view RX with targets is very different.
In the plan-view any extra look yields relatively little benefit for the target confidences
because the target signatures don’t change shape significantly across multiple looks.
Therefore, adding additional looks will not tend to yield any change in the RX decision
statistic for an alarm. The ultimate consequence of this is that the increase in false alarms
has a dominant influence on performance. The results for the plan-view RX detector
may seem discouraging, but that’s because the plan-view wasn’t necessarily intended to
benefit a naïve RX detector.
The power of the plan-view is more apparent when multi-look information is
exploited, in this case via mean-shift clustering. This is clear once we look at the meanshift performance. The plan-view MSRX detector does indeed yield substantial
improvement over the plan-view RX detector. The performance of the plan-view MSRX
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detector improves steadily as looks are added and then begins to trail off as the quality
of the image data decreases. This decrease in performance is important and indicates
that not all looks are useful. Looking back at Figure 4.1, as one would expect the
resolution of plan-view 11 is effectively lower than that of plan-view 1 or plan-view 2.
The image data appears to be smoothed. This lowers the utility of the look, even to the
point of being detrimental to performance. Plan-views beyond 6 are indeed detrimental
to performance.

4.3.1 Comparing MSRX and plan-view MSRX
One objective of this experiment is to show that the plan-view framework makes
more efficient use of FLIR multi-look information. For this reason we have plotted the
performance of MSRX and plan-view MSRX together on the same axes in Figure 4.3.
From this figure it is clear that, given any particular value of  up to   11, the plan-

view detector performs better. In fact, for most values of  the plan-view MSRX

detector performs better than the best performance of the MSRX detector. These results
suggest that the plan-view framework does indeed make better use of the multi-look
information.
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Figure 4.3 This plot shows a comparison of the performance of the MSRX
detector in both the original FLIR video and the plan-view framework as a function of
Depth Index, .

4.4

Summary & conclusions

In this chapter we set out to improve detection performance by improving the
processing of multi-look data. A plan-view framework was presented where forward
looking multi-look video is decomposed into images, where each image corresponds to
a different look at the scene. The benefit of this framework is that the shape and size of
objects in the scene no longer vary in each look. Experiments were run in order to test
the hypothesis that this framework better exploits multi-look data. The idea behind
these experiments was to compare detection in the plan-view framework to detection
with the same conditions in the original FLIR video. Therefore the experiments
presented in this chapter were identical to the experiments in the previous chapter
except that they were performed in the plan-view. For this purpose 11 plan-views were
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created corresponding to the 11 different image regions from the experiments in Chapter
3.
The experiments of Chapter 3 were run using these 11 plan-views and the results
show that, as a function of Depth Index, detection in the plan-view framework
consistently outperforms detection in the original framework. This suggests that the
plan-view framework does indeed make better use of multi-look information. The
results in this chapter also reinforce the conclusions from the previous chapter that
adding multi-look information from some parts of the image (or camera perspectives)
can be detrimental. Therefore care must be taken when deciding how much image data
should be used for detection in multi-look forward-looking video. The tools developed
here, including the plan-view, can be used to estimate which looks are most beneficial.
Although the plan-view is beneficial for detection, it has the limitation that is
very computationally intensive. Although this is not a problem for offline analysis of
data, this makes it difficult for real-time applications. In the next Chapter we introduce
the FLRX detector, which achieves the benefits of the plan-view while still operating in
image-space.
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5. The FLRX detector
In Chapter 3 we showed that multi-look information has an impact on detection
and then introduced the plan-view in Chapter 4 in order to exploit it for performance
improvements. Although the plan-view does indeed yield performance improvements,
the improvements come with some limitations. One such limitation is computational
complexity.

The plan-view is computationally very intensive, requiring that all data be

mapped to world-space and interpolated over a uniform grid. Although this doesn’t
present any problems for analyzing data offline, this does render it ill-suited for realtime applications. This is an important limitation since the primary goal of FLIR buried
explosive detection is real-time operation. To overcome the computational limitations
of the plan-view framework this chapter introduces the Forward Looking RX (FLRX)
detection algorithm. The FLRX detector is designed to be a faster version of the planview RX detector and thus also better suited for online applications. The experiments in
this chapter are therefore intended to examine whether the FLRX algorithm yields
performance similar to the plan-view despite being much faster.
This chapter begins with a description of the intuition behind the FLRX detector.
As will be seen, the FLRX detector requires a unique filter for each pixel in the FLIR
video and the process of creating these filters is described in Section 5.2. After this is
established, section 5.3 gives a detailed description of the experiments and results
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involving the FLRX detector. The last section then summarizes the results of these
experiments and draws conclusions.

5.1

Developing the FLRX detector

This section begins with a review of the basic ideas implemented in the planview processing. The goal of the plan-view processing is to adjust the video data to
account for the effects of the changing camera perspective. To do this the plan-view
processing transforms the FLIR data into world-space so that any particular object in the
scene appears at the same size regardless of camera perspective. Unfortunately this
processing is the primary reason for the high computational costs of the plan-view. It
requires mapping all of the FLIR video data into world-space and interpolating it over a
uniform grid before detection is performed. If the same basic effects can be achieved
through different processing, then the expensive plan-view processing is unnecessary.
This is the motivation for the FLRX detector: to find alternative processing of the video
data so that scene objects do not change as a function of camera perspective.
The design of FLRX is found by taking an alternate perspective on the plan-view
processing. While the plan-view transforms the FLIR data to account for the camera
perspective, the FLRX algorithm involves transforming the filters to account for this. In
other words, the FLRX filters are adjusted depending on the pixel over which they are
centered so that, effectively, the image objects no longer vary as a function of the camera
perspective. To do this, the confidence of each pixel is computed by a unique
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background and target filter. The key observation for designing the filters is that they all
correspond to the same size in world-space.
The design of an individual filter is best illustrated with an example. Consider a
square RX filter centered over some location

,  in world-space.

The objective of the

plan-view RX filter is to compute a sample mean over the world-space area that it
covers. Now assume that this area of world-space is captured in an FLIR video frame,
and that the resulting video pixel intensities are available.

The intensity of each pixel

can be modeled as a sample mean computed over some small region of world-space.
Some of these pixels will correspond to parts of world-space covered by the RX filter at
, . Therefore there will be some subset of pixels that, together, cover the world-space
area of the RX filter. It is possible to compute the sample mean over the area covered by
the RX filter using an appropriately weighted sum of the covering pixels. This is the
basic way that each FLRX filter is designed. This will be shown mathematically in the
next section. An important consequence of this design is that, as the point

, 

changes, the world-space projections of the surrounding pixels also change. The result
of this is that a different set of filter weights is needed for each pixel that is filtered.
There are several important consequences of this approach. Since (in general)
each pixel in the video has a unique filter associated with it, the filter creation process is
computationally very expensive; however, in contrast to processing in the plan-view,
filter creation can be performed offline before filtering for detection. This makes it
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much better suited for real-time online applications than the plan-view RX detector.
Also, it will be shown shortly that under some circumstances the need for a unique filter
for each pixel can be relaxed.
Since the filter creation can be performed offline, the algorithm is only limited by
the speed of the filtering process. Although this makes it very similar computationally
to the original RX algorithm, the FLRX algorithm may not always achieve the same
speeds. This is because many image filtering algorithms, such as those using the fast
Fourier transform, require fixed filter shapes. This is not possible for FLRX and thus it
cannot take advantage of such algorithms. Nonetheless, the computational cost of the
FLRX algorithm is substantially better suited for real-time detection applications than
the plan-view.

5.2

Creating FLRX Filters

Now that the basic conception of FLRX has been established, a method for actually
designing the FLRX filters can be established. The key observation for designing the
filters is that they all correspond to the same size in world-space. The FLRX filters need
to be designed so that they effectively compute the world-space mean and variance
computations over this area (refer to Section 2.4.2) using only the pixels in image-space.
Towards this end it will be shown that, given some reasonable assumptions about the
image data, this is indeed possible. First the assumptions required by FLRX are
described and then the method for computing a world-space mean-value by using the
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image pixels will be outlined. All of the new FLRX filtering equations are then defined
before proceeding to a description of the FLRX experiments in the next section.
The first assumption required for the FLRX algorithm is that the intensity of each
image pixel represents the average intensity that would be measured over the area of the
earth spanned by that pixels world-space projection. It will therefore be assumed that
the intensity values in world-space are given by a continuous function : o  o . It will

also be assumed that  . , maps a location in world-space at each time ( so 3 total input

values) to an intensity value. These intensities can be likened to the IR radiation emitted
by each infinitesimal area of the earth measured by the FLIR camera.
Now, as mentioned, assume that the pixel intensities in the image are an average
over the world-space intensities to which they correspond. This can be defined
mathematically by a function "
"

, ,  that is given by

, ,  

1


H

J






  .


(26)

This function gives the relationship between the intensity of each pixel in the video,
"

, , , and the area over which the pixel is measured on the earth,  . Note that in

(26), the notation 





in the integral represents an infinitesimal unit of the real plane.

The value H J corresponds to the area of the plane defined by  . To be precise


this area operator for 





is given by
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As mentioned, the FLRX filter requires a filter for each pixel. These filters will be
, , over each pixel. Let us define the

indexed by their center location, specified by

world-space projection of this filter by Τ . We can assume for convenience later that


this is the world-space projection of the RX target filter shown in Figure 2.4. This region
, ,  into world-space and then using

is easily obtained by projecting the coordinate

the (assumed known) world-space target filter size to define the perimeter of the filter.
Now, let us assume further that we can find a family of pixels  that form a world-space

partition of Τ . A partition is a family of sets whose members are pairwise disjoint


and have the relationship that
Τ

   



|

 , , (Z
?

Please note that the indices with superscripts,

,

 .


?

(28)

,  ? , are simply to distinguish the

two sets of indices being used in the equation. This assumption about  is a reasonable
one since the pixels within an image are typically disjoint. Using this definition the
mean value over Τ

 

pixels in .

Q bΤ

 

e



can be computed using a weighted sum of the image-space
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This derivation begins with the basic calculation of the sample mean within the region
defined by Τ

 

. Then substituting the pixel partition of the region and reordering

terms yields the final equation in (34) which shows that the mean can be calculated by a
weighted sum of the pixels in the partition. The weight for each pixel, given by
¡ 

?

,

?

, >, is based on the area of intersection each pixel has Τ

 

.

This is

normalized by the total area of the region, meaning that the weights sum to one. This
shows how to compute a mean-value, but can easily be extended to variance
computations. The important observation from this equation is that the mean is now a
weighted sum of pixel values, thus ensuring that it can be implemented as a filter. The
process of creating a single FLRX filter is illustrated below in Figure 5.1.
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Figure 5.1 This figure illustrates the process of creating the FLRX filter for the
pixel located at M, q. The pixels surrounding M, q are first mapped into worldspace. The filter weight assigned to each mapped pixel corresponds to the amount of
Mqr
intersection between the pixel and the world-space target filter ¢£ . The final filter is
shown on the bottom right.

There are two additional considerations that need to be addressed before the
FLRX filter equations can be written out explicitly. First is a simplification of the
equations. The derivation outlined above assigns a different filter to each pixel location
and time. In general this may be necessary but in this work this need not be the case.
This is because the camera perspective projection matrix used here is not timedependent (described in Section 2.3.2). This means that, although the world-space
location of pixels will change over time, their locations relative to one another do not
change over time. Therefore, given a filter center pixel, the overlap of the surrounding
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pixels with the RX filter in world-space does not change over time. As a result, the
notation for the RX filter world-space regions can be modified to =

 

and all resulting

filter creation is independent of time. It is important to keep in mind that this is a
simplification that can only be made due to the static perspective projection. In general
the FLRX filters may be time varying.
The second consideration about the FLRX filters is related to the assumption
above that the pixels in  form a perfect partition of =

 

. In reality this will not be the

case. Although the pixels are disjoint, some of the pixels do not perfectly overlap with
the filter region. This is often the case for pixels on the edge of the world-space filter
region. As a result, the equation for the pixel weights, given a world-space filter region
Τ



, is given by
¡ 

?

,

?



 b  Τ


 Τ







e

.

(35)

One consequence of this change is that it is no longer necessary to specify a family of
pixels  that partition =

 

. Any pixels that do not intersect with the filter region will

simply be assigned a weight of zero.
At this point the final equations for the FLRX algorithm can be presented. Thus
far we have specified Τ



for the target filter. Let us now specify Β

 

for the

background world-space filter region. The pixel weights for this filter are then denoted
by ¤ 

?

,

? .

With this notation, the new FLRX filter equations are shown below in
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Table 1. These equations are analogous to those shown for the RX algorithm in 2.4.2. Of
course now they are dependent upon the current pixel to which the filter is applied,
?

,

? .

Table 1 Equations for the FLRX algorithm.
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5.3

Experiments

Similarly to the previous two chapters, this experiment evaluates the performance of
two detectors, FLRX and mean-shift FLRX (MSFLRX), as the Depth Index parameter is
increased. This will be used to compare FLRX directly to the previous approaches,
primarily to show that it offers performance benefits similar to the plan-view. The
performance metric is again pAUC computed between 0 and 0.02 false alarms per
square meter. By keeping the same experimental design it is possible to directly
compare the FLRX results to the plan-view results (chapter 4) and the raw FLIR video
results (chapter 3). In particular, the objective of this experiment is to show that the
FLRX detector yields benefits comparable to those of the plan-view framework.
Before these experiments can be conducted with FLRX however the pixel filters must
be created. The first step of creating the filters is choosing the world-space sizes to
which they correspond. In general they could be specified based on knowledge about
the problem. Fortunately the plan-view experiments in Chapter 4 provide an estimate of
the optimal filter sizes. Incidentally, this is one additional offline use of the plan-view
framework. Using these sizes a set of FLRX filters were generated for each pixel. Some
examples of the target and background FLRX filters are shown below in Figure 5.2.
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Figure 5.2 This figure shows some examples of background and target FLRX
filters created on the FLIR dataset. The locations of the filters are shown on the left
in the FLIR image. They are labeled “one”,”two”, and “three” respectively.

The detection results for FLRX and MSFLRX are shown in Figure 5.3. The FLRX
algorithm (solid black) initially increases in performance until a value of   3, at which

point it steadily begins decreasing in performance for the remaining values of . The

performance of the MSFLRX detector (dashed black) increases rapidly until   5, after
which it tends to decline for the remaining values of .

The main objective of this experiment was to examine whether MSFLRX yields
performance improvements comparable to the plan-view. Towards this end, the results
are very positive. Looking at Figure 5.5, the MSFLRX detector outperforms the planview MSRX detector at each value of  except for   1 and   2. The maximum
performance of the MSFLRX detector is also greater than the maximum performance of
the plan-view MSRX detector. These results suggest that the MSFLRX detector generally
outperforms the plan-view MSRX detector, achieving the original goals of the FLRX
detectors design.
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Despite these positive results there are some counter-intuitive results as well.
Although FLRX is theoretically very similar to the plan-view RX, the behavior of the two
algorithms (without mean-shift) is quite different. This can be seen in Figure 5.4 below
where the behavior of the FLRX detector is much more similar to the original RX
detector than it is to the plan-view detector. The performance of both the RX (Figure 3.7)
and FLRX detectors drops very slowly as  increases, while the performance of the planview RX detector (Figure 4.2) drops very quickly. This can likely be attributed to
filtering edge effects. The FLRX algorithm uses filter sizes that are optimized in the
plan-view, where there are no down-track (direction of travel) image edges, and the
corresponding FLRX filters are very tall (large y-axis length). This is visible in Figure
5.2. When these FLRX filters are applied to pixels at the bottom of the image, it means
that up to half of the filters extend off of the image. As discussed, RX filtering is very
sensitive to filter shape and this edge effect may be very detrimental to performance on
the first few looks (first few  values). This would explain why performance initially

goes up as  increases, explaining the observed differences in the FLRX and plan-view

behavior.
While the plan-view RX and FLRX results indicate some disagreement, the planview MSRX and MSFLRX results generally follow the same trend. The general shape of
the two curves is the same and they achieve a peak performance with similar amounts of
multi-look information (  5 and   6 respectively).
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Figure 5.3 This plot shows the performance of FLRX (FLRX) and mean-shift
FLRX (MSFLRX). The performance of FLRX peaks at   ª and then steadily
declines. The performance of MSFLRX peaks at   « and then trails off slowly.

Figure 5.4 This figure shows the performance results for all the detectors that
don’t involve mean-shift: Plan-view RX, FLRX, and RX. The FLRX and RX detectors
behave similarly, albeit at very different levels of performance overall. The
performance of the plan-view RX detector declines steadily as  increases.
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Figure 5.5 This figure shows performance results for all the mean-shift
detectors: Plan-view MSRX, MSFLRX, and MSRX. Although MSFLRX generally
outperforms MSRX, it is not generally as good as Plan-view MSRX.

5.4

Summary & Conclusions

In this chapter we presented the FLRX detection algorithm as a faster version of
the plan-view RX algorithm. The FLRX detector operates in image-space, avoiding the
data mapping and interpolation process required for the plan-view RX algorithm.
Experiments were conducted to examine whether the FLRX detection scheme would
yield performance improvements similar to those of the plan-view. More specifically,
the most important comparison was between the mean-shifted versions of the detectors.
The results showed that the mean-shifted FLRX detector generally improves
performance over the plan-view MSRX detector, regardless of the amount of multi-look
information available during detection. This suggests that the FLRX detector offers a
faster more practical alternative to the plan-view framework.
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6. Conclusions and Future Work
FLIR video is an important modality for buried threat detection due to its ability
to provide large standoff distances and fast rates of advance. One of the main
challenges of the FLIR modality is its multi-look characteristic, whereby locations in the
scene are captured multiple times in the video from varying camera perspectives. Multilook information has been implicated in the literature to have a significant benefit on
detection performance. However, such studies exhibit only an anecdotal notion of
multi-look information and the results do not represent a controlled study of its impact
on detection. The work presented in this thesis addresses these issues and presents a
principled utilization of multi-look information into algorithm design to improve
detection performance.
In Chapter 3 the notion of multi-look information is formalized. Multi-look is only
discussed anecdotally in the literature and it is unclear exactly what constitutes multilook information. Therefore in Chapter 3 a mathematical definition is developed of
what it means to have “a look” at the scene. A mathematical framework is also
developed for precisely controlling the amount of multi-look information available for
detection. These tools are then used to evaluate the impact of multi-look on an RX and
a mean-shift RX (MSRX) detector within a controlled study. The results of these
experiments show that multi-look information does indeed have an impact on detection
performance. Further, and perhaps more importantly, they show that multi-look can be
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beneficial or detrimental for detection depending on the perspective of the camera from
which the multi-look information is collected.
The results of Chapter 3 motivate the investigation presented in Chapter 4. After
establishing that multi-look information is important for detection, the plan-view
framework is introduced as technique for exploiting multi-look information to improve
detection performance. The plan-view decomposes FLIR video into several unique
images where scene objects no longer vary in shape and size as a function of camera
perspective. Since many detection algorithms, most notably RX, are sensitive to
variations in target shape and size, this is theoretically beneficial for detection. To test
this hypothesis the plan-view is examined with the experimental design from Chapter 3.
The design is identical except that detection is performed in the plan-view rather than
the FLIR video. The experimental results show that the plan-view does indeed improve
performance over a large majority of the experimental conditions. The results of the
plan-view experiments also reinforce the Chapter 3 conclusions that multi-look
information can be detrimental if not chosen properly.
A major limitation of the plan-view framework is its computation time. The planview requires that all the FLIR video data be mapped into world-space and interpolated
over a grid, making it slow and ill-suited for many real-time detection applications. As a
result the FLRX detector is developed in Chapter 5 as a substantially faster version of the
plan-view RX detector. The FLRX detector is based on adapting the RX filters to the
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changing camera perspective rather than transforming the data as is done in the planview framework. The result of this is that FLRX is composed of a unique filter for each
image pixel. These filters can be computed offline before detection, making the FLRX
algorithm substantially faster while closely approximating the processing of the planview. In Chapter 5 the performance of the FLRX and the mean-shift FLRX (MSFLRX)
detectors is evaluated using the same design from previous chapters. The results show
that the FLRX detectors generally outperform the plan-view RX detectors, offering a
faster and more effective alternative.
Based on the aforementioned results the major findings of this thesis can be
summarized as follows:
•

Multi-look information, as it is defined in this thesis, can have an impact on
buried threat detection.

•

The impact of multi-look information can be positive or negative depending
on the perspective of the camera from which it is collected.

•

The plan-view framework presented in Chapter 4 offers an effective offline
tool to analyze forward-looking data.

•

The FLRX detector presented in Chapter 5 offers performance improvements
over the RX detector in FLIR video, while maintaining comparable
computational requirements.
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The results in this study have some important limitations that constitute
important areas of future investigation. One potential limitation is the accuracy of the
perspective projection transform used throughout this work. Previous studies using the
same perspective projection have shown it to be relatively inaccurate but sufficient [18],
[30], [40]. In some cases its projections from image-space to world-space are over 1
meter from the true location[30]. Both the plan-view and the FLRX detectors are very
sensitive to the accuracy of the image-space to world-space mapping and it is possible, if
not likely, that they would perform even better with more accurate transforms.

This is

an important consideration for future studies and an area of future investigation.
Another limitation of this study is the simplicity of the data. The multi-look
theory developed in Chapter 3 is applicable to very general FLIR configurations, or
simply forward-looking video in general. However, the FLIR data here was collected
from a camera moving at a relatively uniform speed on a relatively flat road. The
behavior of the forward-looking techniques may vary under more general conditions or
different modalities. Future studies can be done to evaluate the effectiveness of the
plan-view and FLRX detectors under different and more general circumstances.
Finally, the plan-view framework is a useful tool for analyzing multi-look data,
or the behavior of a particular camera configuration. This work only examined the
behavior of the RX and mean-shift algorithms. In general any image-based detection
algorithm could be examined in the plan-view framework. There are a large number of
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detectors presented in the literature and there is a potential that other algorithms may
benefit even more in the plan-view framework. In a similar vein, the FLRX algorithm
was a forward-looking adaptation of the RX algorithm. It may be possible to extend
other algorithms to forward-looking data in a similar fashion.
The results presented in this thesis represent a fundamental step towards
understanding and properly utilizing multi-look information in FLIR. As discussed
however there are several compelling limitations of these results, leaving opportunities
for further investigation. Such investigation, building on the foundation laid here, will
further reveal the true potential of multi-look information for buried threat detection. It
is our hope that this study and subsequent investigation will contribute to the ultimate
goal of improving buried threat remediation.
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