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Abstract 

X-ray micro-CT is widely used for small animal imaging in preclinical studies of 

cardiopulmonary disease, but further development is needed to improve spatial 

resolution, temporal resolution, and material contrast. This study presents a set of tools 

that achieve these improvements. These tools include the mathematical formulation and 

computational implementation of algorithms for calibration, image reconstruction, and 

image analysis with our custom micro-CT system. These tools are tested in simulations 

and in experiments with live animals. With these tools, it is possible to visualize the 

distribution of a contrast agent throughout the body of a mouse as it changes over time, 

and produce 5-dimensional images (3 spatial dimensions + time + energy) of the cardiac 

cycle. 
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1. Introduction 

X-ray computed tomography (CT) is a widely-used technique for 3-dimensional 

biomedical imaging, and can be a powerful tool for preclinical studies of cardiovascular 

and respiratory disease[1]. However, this application presents a unique set of challenges 

to the design of a useful CT system. These challenges include: 

• Spatial resolution sufficient to resolve distinct cardiovascular and 

respiratory structures in small animals, structures such as the chambers of the 

heart, individual airways and vessels, and their pathological abnormalities. The 

size of a mouse is 1000 times smaller than the size of a human. 

• Temporal resolution sufficient to distinguish the change in shape, location, 

and material composition of these structures over time. A mouse heart beats 10 

times faster than a human heart. 

• Contrast resolution sufficient to distinguish these structures from 

surrounding tissues, and to estimate the relative amounts of their constituent 

materials. The differences in attenuation between different soft tissues are very 

slight, compared to the magnitude of the noise in the imaging process. 

 My work is devoted to overcoming these challenges. 

A Dual-Source Small Animal Micro-CT System 

X-ray CT entails the acquisition of X-ray projection images from many views 

around an object, and the reconstruction of a volumetric image of the object from the 

projection images (Figure 1.1). The essential physical components of the CT system are 
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the X-ray source, the X-ray detector, and a method for rotating the object or the X-ray 

components. The source is powered by a high energy generator, and another power 

supply is needed for the detector. Depending on the application, additional tools may be 

required to record the cardiac cycle, and record or control the respiratory cycle. Finally, 

computers are needed to activate and synchronize these components, acquire and store 

the X-ray projections, reconstruct the volumes, and perform additional processing and 

analysis. 

 

 
 

Figure 1.1. A diagram of our small animal CT system. The animal rotates while the tube 
emits X-rays, and the detector measures the number of X-rays that pass through the 
animal. The rotator, tube, and detector are controlled by the sequencer. The X-ray 
projection images acquired from the detector are then processed and passed to a 
reconstruction program to generate a volumetric image of the animal. 

 

Our custom CT system at the Center for In Vivo Microscopy[2] is shown in 

Figure 1.2. This system consists of two X-ray tube-detector chains to double the image 

acquisition rate. The tubes and detectors remain stationary, and the animal is placed 

upright within a cradle that rotates on a vertical axis. The cradle sits atop a platform that 

can translate vertically. The principal components include: 
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• Two G-297 X-ray tubes (Varian Medical Systems, Palo Alto, CA) with 

0.3/0.8 mm focal spot size, powered by two Epsilon High Frequency X-ray 

generators (EMD Technologies, Quebec, Canada). 

• Two XDI-VHR 2 CCD X-ray detectors (Photonic Science, East Sussex, 

UK) with a Gd2O2S phosphor and 2668 × 4008 22 micron pixels which are 

typically binned in groups of 4 × 4 to 88 microns, each detector with a 

dedicated power supply, and a dedicated computer for image acquisition. 

• A custom animal cradle[3] (Quickparts, Atlanta, GA). 

• An Oriel 13049 stepping motor (Newport, Stratford, CT) for rotation, on a 

stage that is operated with a separate Silverpak 17C stepping motor (Lin 

Engineering, Santa Clara, CA) for translation. 

• Electrodes to record the cardiac signal, with additional electronic 

components to filter and threshold the signal (Coulbourn Instruments, 

Whitehall Township, PA). 

• A pneumatic pillow to record the respiratory signal. 

• Contrast enhancement with Isovue 370 (Bracco Diagnostics, Princeton, 

NJ) as well as other custom liposome-based agents[4]. 

• Animal anesthetization with isoflurane (Halocarbon Laboratories, River 

Edge, NJ) administered through a custom nose cone[3]. 

• Control and signal acquisition programs written in LabVIEW (National 

Instruments, Austin, TX). 
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• Geometric calibration with a custom calibration phantom, described in 

Chapter 2. 

• Conventional reconstruction based on the Feldkamp algorithm[5] with 

Parker weighting[6] using Cobra EXXIM software (EXXIM Computing Corp., 

Livermore, CA).  

• Additional processing, analysis, and reconstruction programs written in C, 

CUDA (NVIDIA, Santa Clara, CA), and MATLAB (The Mathworks, Natick, 

MA), described in later chapters. 

• Visualization with ImageJ (http://rsb.info.nih.gov/ij/) and Avisio (Avisio, 

Inc., Riverside, CA).  

 
Figure 1.2. Our custom dual-source micro-CT system. 
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Construction of this system began in 2006, and operation commenced in 2007. 

Since then, we have made numerous incremental improvements to the system; in 

particular, we have improved the mechanical stability of the detectors and the cradle. We 

continue to perform an array of maintenance tasks, such as the replacement and 

calibration of the tubes and the generators. 

In later chapters I present some additional hardware developments, such as 

circuitry for controlling the voltage and current in the tubes from software. However, the 

rest of the work presented in this document is primarily concerned with the derivation 

and implementation of reconstruction algorithms. 

Functional Imaging 

Our system is designed specifically for the study of cardiovascular and respiratory 

phenomena in mice and rats. Different phenomena entail different imaging protocols. I 

describe some of these protocols below, in order to illustrate the challenges they present 

for reconstruction. In each protocol, a live animal is anesthetized and placed within the 

cradle, and its cardiac and respiratory signals are monitored during the scan. At some 

point before or during the scan, an iodine-based contrast agent may be injected into the 

animal. The contrast agent travels through the vasculature and changes the X-ray 

attenuation properties of the blood, resulting in a higher intensity in the final 

reconstruction.  
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Cardiac Imaging 

The volume of blood that is contained and ejected by the heart over the course of 

the cardiac cycle is an important physiological measurement[7]. An abnormally large or 

small value may indicate heart disease, and changes in this value in response to a 

treatment can provide a measure of the efficacy of the treatment. Measuring this value 

with CT can be accomplished by acquiring a set of X-ray projections at the end of 

systole, acquiring another set of projections at the end of diastole, reconstructing the 

volumes at the two different times, and then measuring the volume of the left ventricle in 

each reconstructed volume[8]. Since the state of the lungs can influence the position of 

the heart, the respiratory signal must also be monitored so that the position of the heart is 

consistent. 

To acquire these two sets of projections, we use two different strategies, which 

can be represented with biological pulse sequences, shown in Figure 1.3. In the first 

strategy, prospective gating[9], we measure the cardiac signal and the respiratory signal 

from the animal during the scan, and for each projection we wait until the desired phases 

in the cardiac and respiratory cycles coincide. In the simplest implementation, we 

perform a complete scan for each cardiac phase that we desire to reconstruct, detect the 

peaks in the cardiac signal with hardware filters and comparators, and wait a pre-

determined delay time from the peak before acquiring a projection. More recently, we 

have succeeded in using a field-programmable gate array (FPGA) to analyze the 

physiological signals during the scan and determine the phase of the heart in real time, 
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enabling us to acquire projections at multiple cardiac phases in a single scan, a technique 

we call fast prospective gating (FPG)[10]. 

In the second strategy, retrospective gating[11], we measure the cardiac signal 

and the respiratory signal from the animal during the scan, but we activate the tube and 

the detector at a constant sampling rate independent of these signals. After the 

acquisition, we assign the projections to different phases depending on the state of the 

physiological signals at the time of acquisition.  

 
 
Figure 1.3. Biological pulse sequences for prospective gating and retrospective gating. In 
prospective gating, we wait for the desired phases of the respiratory and cardiac signals 
before acquiring an X-ray projection. In retrospective gating, we acquire X-ray 
projections continuously while recording the respiratory and cardiac signals, and we 
assign the X-ray projections to different phases after the scan. 
 

The complexity involved in assigning a projection to a phase depends on how 

erratic and noisy the physiological signals are. The phase is usually expressed as a 

fraction of the cycle (from 0 to 1) that has elapsed between the peak in the cycle that 

occurred before the projection was acquired, and the peak that occurred after. In the case 

of the ECG signal, the peaks are sometimes sufficiently distinct so that they can be 

located with a simple threshold. In the study I present in Chapter 6, locating the peaks 
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required finding a set of three thresholds: one for the original ECG signal, one for its first 

derivative, and one for its second derivative. These thresholds were found in an iterative 

procedure by repeatedly selecting random combinations of thresholds and choosing the 

set that minimized the standard deviation of the elapsed time between the peaks. At each 

iteration, the random combinations were centered around the best combination from the 

previous iteration. 

In retrospective gating it is also possible to eliminate the hardware for monitoring 

the respiratory and cardiac state by estimating these signals from the projection 

images[12], a technique known as intrinsic gating. In the case of respiration, we have had 

moderate success in determining from the X-ray images whether the lungs are inflated or 

deflated (Figure 1.4). We accomplish this by performing an initial reconstruction of a 

volume with all projections, and selecting a region of interest (ROI) around the 

diaphragm in the volume. Then we project the corners of the ROI to each X-ray 

projection image, using the projection matrix approach described in Chapter 3, and track 

the center of mass of the projected ROI. After some additional rescaling to eliminate 

gradual changes in intensity over the course of the scan, this signal serves as a reasonable 

measure of the state of the lungs. Other researchers have succeeded in using this 

technique to measure cardiac motion[13]. 
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Figure 1.4. To perform intrinsic respiratory gating, we select an ROI around the 
diaphragm in an atemporal reconstruction and project it onto the X-ray projection images 
(A, B). We track the center of mass in the projected ROI over all images, and find the 
local minima and maxima (C). We rescale the center of mass signal so that minima are 
set to 0 and maxima are set to 1 (D). This gives us a respiratory signal that we can use for 
subsequent temporal reconstructions. 
 

Prospective gating generates sets of projections with constant angular steps 

between each pair of successive projections, and the resulting reconstructions are not 

inordinately afflicted by artifacts. However, the time spent waiting for the desired phase 

at each projection extends the total time required for the scan. Furthermore, successive 

scans are required to image different phases. These limitations can make it difficult to 

study rapid changes in heart function in response to a treatment. FPG is capable of 

overcoming some of these limitations, but our implementation is still in development. 
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Retrospective gating, on the other hand, does not wait for a particular phase at 

each image, and thus enables faster scans. Furthermore, the projections corresponding to 

a particular phase are distributed throughout the scan, so reconstructions of different 

phases are effectively contemporaneous, and thus comparable. However, when the data is 

reconstructed with the conventional Feldkamp algorithm, the irregular angular 

distribution of the projections causes streaking artifacts (Figure 1.5 C).  

One of the goals of our research is to find a reconstruction algorithm that can 

achieve the image quality produced by prospective gating using data acquired with 

retrospective gating. 

Perfusion 

The perfusion of an organ can be used to indicate pathology[14]. One protocol for 

imaging perfusion with CT is to inject a bolus of contrast agent during a scan, and 

continue scanning for a duration sufficient for the bolus to pass through the organ. Since 

CT requires multiple views to reconstruct a volume in a particular state, multiple 

injections may be used, with a scan for each injection[15]. The animal is rotated between 

scans, and may also rotate during each scan. However, the number, frequency, and 

volume of these injections are limited by the volume of the contrast agent tolerated by the 

vasculature, and the time required for a previous injection to be filtered out of the blood. 

Consequently, perfusion scans produce a limited number of projections at each point in 

the injection cycle, and when reconstruction is performed with the conventional 

Feldkamp algorithm, the sparse angular distribution causes streaking artifacts (Figure 1.5 
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D). Thus, we need an algorithm that will improve the quality of reconstruction for 

perfusion imaging. 

 

A 

   

 

B 

 
 

 

C 

   

 

D 

 
 
Figure 1.5. The influence of the angular distribution of the X-ray projections on the 
reconstruction of the Moby virtual mouse phantom (A). When the phantom is scanned 
with 249 regularly distributed noisy X-ray projections and reconstructed with the 
Feldkamp algorithm, the quality of the reconstructed volume is satisfactory (B). 
However, unpleasant artifacts appear when the angular distribution of the 249 projections 
is irregular (C), or the distribution is regular but the number of projections is reduced to 
32 (D). 
 

Angiogenesis 

The growth of a tumor depends upon the available blood supply, and malignant 

tumors feed their growth through the formation of new blood vessels[16]. This process, 

angiogenesis, is a target of various cancer therapies, and CT provides a means of 
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evaluating their efficacy[17]. The change in intensity in a region due to the accumulation 

of contrast agent is a measure of the vascularization of the region. However, translating 

this change in intensity into a measure of contrast agent density is nontrivial. The region 

may contain multiple materials that must be accounted for, but conventional 

reconstruction only returns a single intensity value for a region. Thus, we need algorithms 

for reconstruction and analysis that allow us to make accurate estimates of the densities 

of multiple collocated materials. 

These three applications illustrate the problems that we face in our research. The 

protocols developed to study these phenomena all produce data for which standard 

reconstruction techniques are insufficient. The bulk of the work presented and proposed 

in this document concerns the development of extensions or alternatives to conventional 

reconstruction.  

I focus on the formulation and implementation of new algorithms. These 

algorithms address the issues of temporal reconstruction (sampling with an irregular or 

sparse angular distribution) and spectral reconstruction (material densities).  

Image Formation Model 

To organize the work in subsequent chapters, it is first necessary to present a 

mathematical model of the X-ray CT imaging process. An X-ray projection image of an 

object is produced by emitting photons from an X-ray source, passing the photons 

through the object, and recording the number of photons that arrive at an array of points 

(pixels) on a detector on the other side of the object. In the absence of scatter, X-ray 

photons are assumed to follow a linear trajectory from the source to each point i on the 
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detector, and as they pass through the object a fraction of them are absorbed. The 

expected number of measured photons p
i

!  is given by Beer’s Law[18]:  

 p
i

!= p
i

(0)
exp "µx( )  (1.1) 

where p
i

(0) is the number of photons that would arrive at pixel i in the absence of the 

object, µ is the attenuation coefficient of the material that comprises the object and x is 

the length of the segment of the trajectory inside the object. 

In X-ray CT, we image objects with an attenuation coefficient that varies over 

space. Beer’s Law becomes a function of the line integral of the attenuation coefficient 

over the trajectory: 

 pi
!= pi

(0) exp " µ(r(t))dt
source

pixel i

#( )  (1.2) 

where r is a 3D vector and t is an incremental step. 

We discretize the object into an array µ  of M volume elements (voxels). This 

replaces the line integral with a sum. Each term in the sum is a product of the attenuation 

coefficient µ j  at voxel j and the length aij  of the segment of the trajectory from the 

source to pixel i that intersects voxel j: 

 p
i

!
= p

i

(0)
exp " µ

j
a
ij

j=1

M

#
$

%&
'

()
 (1.3) 

For voxels that do not lie on the trajectory, aij =0 . We collect all the segments of the 

trajectory from the source to pixel i into the array a
i
: 

 p
i

!= p
i

(0)
exp "a

i
#µ( )  (1.4) 
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In a CT scan we rotate the object and acquire a stack of X-ray images over a 

series of angles. We collect the measurements at all pixels and all angles into an array p, 

with a number of elements N equal to the number of pixels on the detector times the 

number of projection images acquired. This allows us to stack the individual arrays a
i
 

into an N × M geometry matrix A, and represent the entire measurement process with 

matrix multiplication: 

 p!=p(0) exp("Aµ)  (1.5) 

 These formulas describe the photon counts we expect to see on the detector, given 

µ , A, and p(0) . However, photon measurements are random variables that obey a Poisson 

distribution[19]. Furthermore, a low level of normally-distributed electronic noise is 

present on the detector. The actual measured photon counts p will be 

 p~Poisson p
*( )+noise  (1.6) 

The electronic noise is usually measured in advance, and the average noise value at each 

pixel is subtracted from the photon measurement. Henceforth, when we refer to the 

photon measurements, we refer to this corrected value. 

 p~Poisson p
*( )  (1.7) 

 There are additional dimensions that may be included in this image formation 

model. We may scan an object that is moving (such as a beating heart) or changing in 

material composition over time (dynamic contrast enhancement), and both the attenuation 

coefficient and the amount of photons vary over time. Consequently, the expected photon 

counts must be an integral over time. 
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 p!= p(0) (t)exp("Aµ(t))dt#  (1.8) 

Clinical X-ray sources produce photons over a broad range of energies, and the 

attenuation coefficient of the material in the object is energy-dependent. Consequently, 

the expected photon counts must be an integral over the range of energies present in the 

spectrum of the imaging system. 

 p!= p(0) (e)exp("Aµ(e))de#  (1.9) 

The polyenergetic nature of the X-ray source implies that the measurement process is 

described by a compound Poisson distribution[20].  

Within a single scan we may consider both time and energy, or multiple temporal 

dimensions[21].  

The representation of the imaging process as a matrix inversion problem is not 

unique to X-ray CT. Many of the tools we describe here could be relevant to other 

medical imaging modalities, such as SPECT, PET, and MRI. 

This work is organized in the following way: The geometric information needed 

to construct A is presented in Chapter 2. The software architecture I have constructed for 

performing computations with A is presented in Chapter 3. The mathematical problem of 

reconstructing µ  from p and A is discussed in Chapter 4. The problem of reconstructing 

an energy-dependent µ  is discussed in Chapter 5. Strategies for reconstructing a µ that 

varies with both time and energy are presented in Chapter 6.  
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2. Geometry 

The scanned object exists in 3D space with points identified by coordinates 

(x,y,z). The detector is a 2D rectangle embedded within 3D space. We visualize the array 

of attenuation coefficients µ  as an ordered lattice of mutually exclusive cubic voxels of 

uniform composition with 3D indices (i,j,k), and the array of pixels p as an ordered lattice 

of mutually exclusive squares with 2D indices (u,v). Other groups have investigated the 

utility of representing the object with functions other than uniform cubes (e.g. spherically 

symmetric volume elements, or “blobs”[22]), but we have not investigated these 

alternatives in detail. Cubes are computationally simple to work with, and greater 

accuracy can be achieved if necessary by using smaller cubes[23]. 

Note that, although these arrays represent spatial objects, the values will be stored 

in linear memory and treated as vectors in later calculations, so the multidimensional 

indices (i,j,k) and (u,v) are particular to this chapter. In later chapters, pixels have a single 

index i, and voxels have a single index j. 

In a CT scan, the location and orientation of the source and detector or the object 

change over the course of the scan. One geometric configuration is chosen as a reference 

to define the system of geometry, and subsequent configurations are described by 

applying a series of transformations to the original configuration. In the canonical CT 

geometry, these transformations all involve rotation and translation along a fixed axis 

(hence the older name “computed axial tomography”), and this axis is defined to be the z 

axis. In the reference scan, the line that intersects the X-ray point source, and is both 
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coincident and perpendicular to the z axis, defines the x axis. The y axis is chosen such 

that x̂! ŷ= ẑ .  

We represent all points with 4-dimensional homogeneous coordinates, which 

allows us to express rigid transformations as matrix multiplications. The point (x,y,z) is 

represented by a vector: 

 

x

y

z

1

!

"

#
#
#
#

$

%

&
&
&
&

 (2.1) 

Translation by (xt,yt,zt) becomes multiplication by translation matrix T: 

 T(x
t
, y

t
, z

t
)=

1 0 0 x
t

0 1 0 y
t

0 0 1 z
t

0 0 0 1

!

"

#
#
#
#
#

$

%

&
&
&
&
&

 (2.2) 

Rotation by angles ξ, ψ, and ζ around the x, y, and z axes, respectively, becomes 

multiplication by rotation matrices R
x
(!) , Ry

(! ) , and R
z
(! ) : 

 R
x
(!)=

1 0 0 0

0 cos! " sin! 0

0 sin! cos! 0

0 0 0 1

#

$

%
%
%
%
%

&

'

(
(
(
(
(

 (2.3) 

 R
y
(! )=

cos! 0 sin! 0

0 1 0 0

" sin! 0 cos! 0

0 0 0 1

#

$

%
%
%
%
%

&

'

(
(
(
(
(

 (2.4) 
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 R
z
(! )=

cos! " sin! 0 0

sin! cos! 0 0

0 0 1 0

0 0 0 1

#

$

%
%
%
%
%

&

'

(
(
(
(
(

 (2.5) 

The vector representing an offset (x,y,z) from a location is similar to the vector 

representing a point, except that the last coordinate is 0: 

 

x

y

z

0

!

"

#
#
#
#

$

%

&
&
&
&

 (2.6) 

This ensures that translation is not applied to offsets from locations. It also ensures that 

points cannot be added together, but offsets can. The canonical unit vectors x̂ , ŷ , and ẑ  

can be represented either way, depending on the context. 

In the volume array µ , the object coordinates o of the center of the voxel with 

index (i,j,k) are determined by the voxel pitch (Δx,Δy,Δz) and the location of the first 

voxel (x0,y0,z0). 

 o= i!x" x
0( ) x̂+ j!y" y

0( ) ŷ+ k!z" z
0( ) ẑ  (2.7) 

This formula can also be written as a matrix multiplication: 

 o=

1 0 0 !x
0

0 1 0 !y
0

0 0 1 !z
0

0 0 0 1

"

#

$
$
$
$
$

%

&

'
'
'
'
'

(x 0 0 0

0 (y 0 0

0 0 (z 0

0 0 0 1

"

#
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%
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 (2.8) 

To simplify future calculations, we define the matrix V to represent this operation: 
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 o=V

i

j

k

1

!

"

#
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#
#

$

%

&
&
&
&

 (2.9) 

For volumes centered at the origin, with Mx voxels in the x direction, My voxels in the y 

direction, and Mz voxels in the z direction, 

 x
0
, y
0
, z
0( )=

1!M
x

2
"x,
1!M

y

2
"y,
1!M

z

2
"z

#
$%

&
'(

 (2.10) 

Points on the detector are indexed by the horizontal pixel u axis and the vertical 

pixel v axis. The x axis intersects the detector plane in the reference configuration at pixel 

coordinates (u0,v0) at a distance ddo from the origin to the detector, and this central pixel 

has object coordinates c. In principle, the u axis is parallel to the y axis and the v axis is 

antiparallel to the z axis. In practice, however, three angles η, σ, and φ are required to 

describe the rotation of the detector about the central pixel away from the x, y, and z axes, 

respectively. In the pixel array p, the pixel with index (u,v) has object coordinates d 

which are specified by the pixel pitch (Δu,Δv) and the parameters u0, v0, ddo, η, σ, and φ: 

 c=d
do
x̂  (2.11) 

 u=!uR
x

"1
(#)R

y

"1
($ )R

z

"1
(%)ŷ  (2.12) 

 v=!"vR
x

!1
(#)R

y

!1
($ )R

z

!1
(%)ẑ  (2.13) 

 d= c+(u!u
0
)u+(v!v

0
)v  (2.14) 

The X-ray point source is located a distance dso away from the origin along the x axis:  

 s=!d
so
x̂  (2.15) 

(In a real X-ray tube, the focal spot is distributed over a finite region[24], and a more 

physically accurate model can be achieved by discretizing this distribution at multiple 
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“foxels”. In this case, each foxel can be located with a vector offset from the focal spot 

center s.) Figure 2.1 shows the geometric configuration of the source-detector system. 

Four vectors suffice to describe the X-ray trajectory from the source to the pixel at 

(u,v) in the absence of scatter: The source position s, the detector center position c, the 

horizontal pixel position u, and the vertical pixel position v. s and c represent locations, 

while u and v are offsets from locations. 

 

 
 
Figure 2.1. The parameters that describe the geometric configuration of the CT system 
(A), including three angles that describe the detector alignment with respect to the x, y, 
and z axes (C-E). These parameters can be used to construct a set of vectors that describe 
how a voxel (i,j,k) is mapped to a pixel (u,v) on the detector (B). 
 

To describe the full range of views in a CT scan, we apply a series of rotations 

around the z axis to the vectors. In the case of a helical scan, we also apply translations 

along the z axis. 

In the CT scanner we have developed, there are two sources and two detectors, 

and each chain of imaging elements has its own geometric configuration. We desire to 
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reconstruct an object using information from both chains. Therefore, it is necessary to 

express the configuration of one chain in terms of the configuration of the other chain. 

We choose one configuration to be the reference, and construct a rigid transformation to 

apply to the vectors in the other configuration. 

In our scanner, the object rotates while the imaging elements are stationary. This 

means that both chains share the same axis of rotation, the z axis. The transformation 

between them can consist only of rotation around the z axis and translation along the z 

axis. Consequently, the transformation is entirely described by rotation angle ζ and 

vertical distance dz (Figure 2.2). This allows us to construct rotation and translation 

matrices that express the vectors of the second chain in the configuration of the first 

chain.  

 
 
Figure 2.2. To align the two source-detector chains, a vertical distance dz and a rotation 
angle ζ are needed. 
 

In principle, this geometric model describes all the parameters needed to find the 

elements of the system matrix A that was introduced in Chapter 1. Each element in A is a 
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segment of a line from the source to a pixel that intersects a voxel. We could get the 

location of the pixel in the reference configuration, rotate the pixel and the source, 

construct the line through them, compute the points of intersection with the boundary 

planes of the voxel, and then find the distance between the points of intersection. 

However, we use an implicit representation of A that does not require finding the values 

of each of its elements. This approach is explained in Chapter 3. 

The static geometric configuration for the entire system is defined by these 

parameters: Δx, Δy, Δz, x0, y0, z0 for the elements of the volume array; Δu, Δv, u0, v0, ddo, 

dso, η, σ, φ for each chain; and ζ, dz to relate the second chain to the first. Δx, Δy, Δz are 

chosen by the user and reflect the desired resolution of the volume. x0, y0, z0 are chosen 

by the user and reflect the desired location of the volume. Δu, Δv are properties of the 

detectors. The remaining parameters are set when the CT system is designed and 

constructed, but they may diverge from their original values over the lifetime of the 

scanner. To find their values at the time of the scan, a geometric calibration process is 

required.  

Geometric Calibration 

We have developed a geometric calibration procedure for our CT scanner to find 

the necessary geometric parameters[25]. This procedure entails the scan of an object that 

contains small, point-like features of strongly-attenuating material embedded in a 

weakly-attenuating medium. The projections of the points are located with an image 

segmentation tool in all the X-ray images. Then the locations are passed to an algorithm 
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that estimates the geometric parameters. Depending on the quality of the reconstructed 

images desired and achieved, we may perform geometric calibration before and after an 

experiment, or as infrequently as once a month. 

In our first version of the calibration procedure, we used a phantom consisting of 

a vertical plastic rod with small metal beads, provided by Digisens as part of the 

DigiCAL calibration package (Figure 2.3). We subsequently designed and constructed an 

improved phantom, in which the beads are arranged in a helix in a cylindrical 

medium[26].  

 
A 

 

 
B 

  
 
Figure 2.3. X-ray projections of the vertical phantom (A) and the helix phantom (B). 
 

We scan the object by rotating it over 360° in 1° increments. The X-ray 

projections are corrected to account for background noise and sensitivity. Then we 

segment out the beads from the background in all the projection images. 

Image Segmentation 

Our original segmentation procedure required the user to draw rectangular regions 

around the beads in the first image in the set. The improved version is more automated 

and requires only that the user specify a low threshold intensity, a high threshold 
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intensity, a minimum bead pixel area, and a maximum bead pixel area. The bead 

locations in the first image in the set are then found with the following algorithm (Figure 

2.4): 

• The image is thresholded with the low and high intensity values provided 

by the user. 

• The connected components in the thresholded image are found. In 

MATLAB, this is accomplished with the function bwlabel.  

• The connected components that have an area that is greater than the 

minimum and less than the maximum values provided by the user are saved. 

These components all correspond to beads. 

• The coordinate center of each bead is the average of the coordinates of all 

the pixels in the connected component. 

• The width of each bead is the difference between the maximum and 

minimum u coordinates of the pixels in the connected component, or the v 

coordinates. 

• The beads are sorted by the v coordinates of their centers. 

• The user specifies an offset and a total number of beads, in case beads 

near the edges of the image should be discarded. 

The bead locations are found in all subsequent images in the set based on the 

locations of the beads in previous images.  

• For a bead b in image i, the location of the center of the bead is predicted 

with the following formula: 
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b,i!2( )
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b,i!1
!v

b,i!2( )
 (2.16) 

• A neighborhood is constructed by selecting a rectangular region around 

the predicted center that is twice the width of the bead in the previous image. 

• An intensity threshold is chosen that is halfway between the maximum 

and minimum intensity values in the neighborhood.  

• The threshold is used to separate the neighborhood into an interior 

component and an exterior component. 

• The edge of the neighborhood is forced into the exterior component. 

• The connected components of the interior are found, and the component 

that contains the darkest pixel is kept in the interior, while the other 

components are moved to the exterior. 

• If the area of the interior is smaller than the minimum area, pixels are 

moved from the exterior to the interior in order of intensity until the interior is 

large enough. 

• If the area of the interior is larger than the maximum area, pixels are 

moved from the interior to the exterior in order of intensity until the interior is 

small enough. 

• The average intensities of the interior and exterior are found, and a new 

threshold is found that is halfway between the two averages. 

• If the new threshold does not equal the old threshold, the neighborhood 

segmentation process is repeated until the threshold converges. 
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• The coordinate center of the bead is the average of the coordinates of all 

the pixels in the interior, weighted by the intensity values of the pixels. 

• The distances of all the points on the edge of the interior from the center 

of the interior are computed, and the average of these distances is the radius. 

The width of the bead is twice the radius. 

The algorithms for finding the bead locations have accumulated many steps over 

the years, in order to handle calibration image sets that suffered from noise or features 

that occluded the beads.   

 A 

 

 B 

 

 C 

  
 
Figure 2.4. A window is constructed around the bead in the X-ray projection (A). A 
threshold is found to divide the window into interior and exterior components (B). The 
center and the radius of the interior component are calculated (C). 
 

Geometric Parameter Estimation 

The locations of the centers of the beads are then used to estimate the values of 

the geometric parameters of the system. In a previous version of the calibration 

procedure[25], we used an analytical algorithm developed by Yang et al.[27] to compute 

these parameters, and then passed the results to an iterative optimization algorithm to 

refine the results. However, the errors in the results of the analytical algorithm were 

large, and we subsequently decided to eliminate this first step by using the values of the 



 27 

parameters that are specified in the original design of the CT scanner. Consequently, the 

calibration algorithm now consists entirely of the optimization step. 

The optimization algorithm takes an initial estimate of the geometric parameters, 

and uses these parameters to construct the X-ray trajectories from the source position to 

the centers of the projections of the beads on the detector. We have devised two cost 

functions, and the optimization proceeds by perturbing the values of the geometric 

parameters, and finding a new set of values that reduce the cost. The perturbation, the 

update, and the test for convergence are performed by the MATLAB optimization tools 

fminbnd for individual parameters and lsqnonlin for groups of parameters. These 

functions take as input the bead locations and the cost functions, and additional optional 

arguments that control the algorithms used and the diagnostic information provided to the 

user. The cost functions are implemented in C for faster performance, since the 

optimization functions call them many times in succession. 

For the first cost function we devised, we imagine that the stack of projection 

images is acquired by a source and detector rotating around a stationary calibration 

phantom. Even though the object is rotating while the source and detector are stationary, 

the mathematical description of the two systems is identical, except for a change in the 

sign of the rotation matrix. For each bead in each projection, we construct the line 

segment from the source to the center of the bead projection. If we collect the line 

segments for the same bead from all projections, these line segments should all intersect 

at one point in 3D space, the location of the stationary bead. However, if the line 

segments are improperly constructed, they will not all intersect at a single location. 
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Instead, they will approach each other near the true location of the bead. We find the 

shortest distance between each pair of line segments, and average these values over all 

pairs of projections and all beads. This quantity, the average shortest distance, is zero 

when the segments all intersect at a single location, and if the geometric parameters 

diverge from their true values the constructed line segments move apart and the quantity 

increases. The average shortest distance is my first cost function. 

We devised our second cost function after we constructed the helix phantom, 

which has more exact specifications. Using the same model as in the first cost function, 

we acquire all the line segments from the source positions to the projected bead locations. 

In the process of finding the shortest distance between two line segments, we construct a 

third line segment that is orthogonal and intersects the original two line segments. We use 

the midpoints from all of these derived line segments from all projections to estimate the 

locations of the beads. However, we know the true locations of the beads from the 

specification of the phantom, relative to some point of reference in the phantom. 

Therefore we can compute the Euclidean distance from the estimated relative location to 

the true relative location, and we average this value over all beads. This quantity, the 

average distance, is zero when the line segments all intersect at the true bead location, 

and if the geometric parameters diverge from their true values the constructed line 

segments move away and the quantity increases. The average distance is my second cost 

function. 

The construction of the line segment that represents the shortest distance between 

two lines is based upon the algorithm described by Bourke[28]. 
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Reconstructed images from a scan of a dead mouse with a single chain and with 

both chains are shown in Figure 2.5. There is little difference in quality between the two, 

indicating that the geometric transformation between the two chains that is determined by 

our calibration technique is quite accurate. Although there are some beam hardening 

artifacts around the bones, the images appear to be free of geometric distortions. 
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Figure 2.5. Reconstructed images from the scan of a dead mouse with a single chain (A, 
C, E) and with both chains (B, D, F), in the axial (A, B), sagittal (C, D) and coronal (E, F) 
planes. 
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Image-Based Calibration 

The geometric calibration procedure described above works fairly well for routine 

experiments. However, for experiments involving multiple scans over several hours, the 

positions of the components of the imaging system may change slightly over the course 

of the experiment. To account for these changes, we have devised an additional 

geometric refinement technique to be performed directly on the reconstructed images. 

Inaccurate values for some geometric parameters can result in a loss of image 

clarity, and smear the edges of the features in the object (Figure 2.5). This blurring effect 

is reflected in the histogram of the attenuation values in the volume. In a volume with 

features that are sharply distinguished by their attenuation, we expect the histogram to 

exhibit a few sharp peaks, whereas a volume with noise and smeared edges will exhibit 

more rounded peaks in the histogram. This reflects an averaging of different attenuation 

values that occurs at the borders between different features. The sharpness of the 

histogram is quantified by the entropy: 

 entropy µ!( )=" h µ j

!( ) logh µ j

!( )
j

M

#  (2.17) 

where h µ j

!( )  is the fraction of elements in µ!  that have the attenuation value in the 

histogram bin of µ
j

! . The flatter the histogram, the higher the entropy. Therefore, if we 

analyze volumes reconstructed with two different values for a geometric parameter, the 

volume reconstructed with a more accurate value for the parameter should be clearer and 

thus have a lower entropy. 
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B 

 
 

Figure 2.6. The sharp volume (A) with the calibrated u0 value has a lower entropy, 
while the distorted volume (B) with a perturbed u0 value has a higher entropy. 
 

We have used this insight to develop a program that refines an estimate of a 

geometric parameter. The program perturbs the parameter and moves in the direction that 

reduces the entropy using the MATLAB line search tool fminbnd. Each time a new 

value of the parameter is used, the vectors describing the X-ray trajectories are 

recalculated, the volume is reconstructed, and the entropy is computed. Our approach is 

similar to the method of Kyriakou et al.[26]. 

This program is not reliable as a general method for finding the true values of all 

the geometric parameters, but it is successful at refining the estimate of u0. Fortunately, 

this happens to be the geometric parameter that has the most visible influence on the 

reconstruction quality. We have explored the use of other metrics of reconstruction 

quality, such as data fidelity and total variation (discussed in Chapter 4), but they do not 

improve the quality of the results. The program depends upon a fast implementation of 

the CT reconstruction algorithm, which I describe in the next chapter. 
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Calibration in Practice 

The geometric model described here has been sufficiently versatile for 

characterizing a variety of experimental protocols, and most of the scripts we write for 

reconstruction include a section that explicitly lists the parameters and calculates the 

vectors for each projection. However, there are some remaining issues that must be 

overcome to make our calibration programs more robust. 

The cradle that holds the animal is placed vertically into the rotator at the base. In 

the original design of our system, a metal plate held the cradle in place at the top. The 

reconstructions produced by our system continued to suffer from artifacts of the sort 

shown in Figure 2.6B, even after multiple attempts at calibration. We subsequently 

discerned that the hole in the plate that fitted onto the cradle at the top was imperfectly 

aligned with the rotator at the base, tilting the cradle and changing the axis of rotation. In 

this orientation, the rotation of the system during a scan was no longer properly described 

by rotation around the z axis.  

To fix this problem, we removed the metal plate, which substantially reduced the 

artifacts in our reconstructions. The cradle still slightly leans to one side, but the direction 

in which it leans moves with the rotation of the system, preserving the orientation of the z 

axis. The lean reduces the accuracy of our geometric model at the top and bottom of the 

cradle, and in our reconstructed volumes the boundaries of distinct features become more 

blurry and inconsistent in the slices farther from the center. This is because our 

calibration procedures produce a set of parameters that best characterize the vertical 

center of the cradle where the calibration phantom is mounted. But when we scan an 
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animal, space constraints often compel us to scan and reconstruct volumes that are 

displaced from the center. In the future we hope to resolve these issues by fixing the 

placement of the cradle, or incorporating the leaning of the cradle into the geometric 

model. 

Mechanical Consistency 

In a typical scan, the animal is anesthetized, and mounted and affixed to the cradle 

with tape. Several other components might be placed alongside the animal in the cradle, 

such as the ECG pads and the pneumatic pillow for monitoring the respiratory signal, 

which are connected to wires and tubes that extend out of the cradle and connect to other 

stationary electronic components nearby. The mounting of all of these objects can be 

something of an art, and is dependent on the care of the animal technician. Over the 

course of the scan the animal’s body experiences cardiac, respiratory, and cardiac motion, 

which may change drastically depending on the relative amount of anesthesia. 

Furthermore, all objects in the cradle are subject to gravity throughout the scan. The 

strips of tape that hold all these parts together may weaken with time. 

Consequently, the positions and orientations of these objects in the frame of 

reference of the cradle change over the course of the scan. These mechanical changes 

place a limit on the resolution of the reconstructed images. Furthermore, since these 

changes are smooth and gradual, they will be correlated with the rotation angles of the 

projections. In the reconstructed images, distinct points in the object will appear to be 

smeared into crescents, similar to the artifacts in Figure 2.6B. If the transformation 

between the two chains is imperfectly characterized, these artifacts tend to magnify the 
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effects of the discrepancy between the estimated transformation and the actual 

transformation, with distinct points appearing as two overlapped crescents. 

One strategy to reduce these artifacts is to change the angular interval between 

successive projections so that the motion of the objects in the cradle no longer correlates 

with the rotation angle. We accomplish this by dividing the scan into several smaller 

scans with a large angular offset between them. In this way we fill in different chunks of 

a full 360° rotation out of order. This is analogous to the strategy of interleaving the 

angles in radial k-space sampling in MRI to reduce motion artifacts[29]. This has the 

effect of eliminating the crescent artifacts, and mechanical inconsistencies in the scan 

instead result in an isotropic blur, which eases the subsequent processing and 

interpretation of the reconstructed images. We employ this strategy in the experimental 

protocol described in Chapter 6. 
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3. Software Implementation 

In the first chapter, I introduced an algebraic model in which X-ray projection of a 

volume from a point source to a planar detector is described by a multiplication of the 

volume µ  by a geometry matrix A: 

 p
!
=p

(0)
exp("b)  (3.1) 

 Aµ=b  (3.2) 

In the next chapter, I will show how multiplication of the line integral array b by the 

transpose of the geometry matrix AT, a process called backprojection, is essential to 

solving the inverse problem, the reconstruction of µ  from p. 

The simulation of X-ray projections of a volume, and the reconstruction of the 

volume from X-ray projections, are fundamental to our research with X-ray CT. 

Therefore, we require a software architecture that streamlines these tasks. This 

architecture must be transparent and flexible enough so that we can implement a variety 

of algorithms, it must be fast enough so that we can routinely execute the algorithms and 

evaluate and modify their performance, and it must obey our mathematical model.  

We use a variety of programs developed by external sources to perform some of 

these tasks, but they do not satisfy all of our requirements. For example, we often use the 

commercial reconstruction software Cobra EXXIM, which is fast, but only performs one 

reconstruction algorithm. We have used the open source X-ray simulation software take 

[30], which accurately constructs X-ray projections based on an analytical model of a 
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volume, but can require hours to produce a complete stack of images. Consequently, to 

satisfy all of our requirements, we have built a new software architecture. 

Matrix multiplication and inversion are old problems in the study of 

algorithms[31], and if the X-ray projection and backprojection operations could be 

reduced to a single matrix multiplication then the issue of implementation would not be 

important to us. However, the geometry matrix A is particularly difficult to manipulate, 

on account of its astronomical size. The number of rows N is equal to the number of pixel 

measurements from the detector (all the pixels in a projection times the number of 

projections), and the number of columns M is equal to the number of voxels in the 

volume array. A typical CT scan in our research will produce 248 projection images 

acquired from a detector with 667 rows and 1002 columns, and the reconstructed volume 

will consist of 512 × 512 × 512 voxels. The corresponding A will have 248 × 667 × 1002 

rows and 512 × 512 × 512 columns, for a total of over 2.2 × 1016 elements. Assuming the 

data is stored in a single precision floating point format, that is 8.9 × 1016 bytes (8.3 × 107 

GB). Considering that our dedicated reconstruction computer has 24 GB of memory 

(RAM) and an additional 3.5 TB of hard drive space, A is so large that it cannot be 

stored.  

 It might be possible to use a sparse representation of A, in which the elements 

with values of 0 are not recorded. If we assume that the typical line from the source to a 

pixel passes through only M
3

=512  voxels, and the other elements of A at this row have 

values of 0, then the size of A from the same example as before would be 3.4 × 1011 bytes 

(3.2 × 102 GB), which is still too large. 
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Consequently, we do not explicitly construct and multiply by A. Instead, we use 

alternative algorithms for performing projection and backprojection. We continue to use 

A in our notation for derivations and algorithms, but when we implement the algorithms 

we replace all instances of Aµ , where volume array µ  is multiplied by A, with the 

projection operation. Instances of AT
b , where the line integral array b is multiplied by 

the transpose of A, are replaced by the backprojection operation. Other matrix operations 

with A, such as the pseudoinverse AT
A( )

!1

A
T , are generally not available. 

Both projection and backprojection entail mapping pixels to voxels, and adding 

the elements from one array to the elements in another. In projection, values at voxels are 

added to values at pixels, and in backprojection, values at pixels are added to values at 

voxels. There are various methods for performing the map and the addition, but we have 

focused on two, one pixel-based[32] and one voxel-based[33] (Figure 3.1).  

A B  

Figure 3.1. The pixel-based map constructs a line from the source to the detector pixel, 
and finds the interpolated values of the volume along this line at equal increments (A). 
The voxel-based map constructs a line from the source to the voxel, and finds the 
interpolated value of the detector where the line intersects the detector (B). 
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Pixel-Based Map 

In the pixel-based map, we construct the X-ray trajectory vector from the source 

to each pixel i with the vectors described in Chapter 2. We start at the source and advance 

to the nearest boundary of the volume. Then we step through each voxel j along the 

trajectory, until we reach the farthest boundary of the volume. The element in A that 

maps i to j, aij, is equal to the length of the line segment formed by the intersection of the 

trajectory with the voxel. To eliminate the calculations required to find the points of 

intersection and the length between them, we move along the trajectory in constant 

increments, and at each increment we arrive at some fractional index in the volume. We 

then use interpolation (linear or nearest-neighbor) to read to or write from the volume 

array with integer indices.  

Voxel-Based Map 

In the voxel-based map, we go to each voxel j, and then construct the trajectory 

from the source to the voxel, and find the location of the pixel i where the trajectory 

intersects the detector. Once again, the corresponding element in A would be the length 

of the line segment of intersection with the volume, but we eliminate the intersection 

calculation by assuming a constant length of intersection, and we use interpolation (linear 

or nearest-neighbor) to read to or write from the pixel array with fractional indices. 

The vector calculation can be reduced to a multiplication of the volume indices by 

a 3 × 4 projection matrix P that is characteristic of the geometric configuration[33].  
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where n = u × v and I3 is the 3 × 3 identity matrix. The projection matrix is constructed 

once for an entire projection image, and once this is accomplished the voxel-based map 

becomes straightforward: for each voxel, we multiply the indices by P, find u and v, and 

map to line integrals b. 

 Both pixel-based map and voxel-based map iterate over every projection image, 

and generate the vectors s, c, u, and v for each projection. In practice, we generate a 

complete list of these vectors in advance, since this allows us to inspect the geometry of 

the scan. To model a system with a large focal spot discretized into a set of focal spot 

elements (“foxels”), the same operations can be performed for each foxel with an offset 

to s, and the results from the different foxels can be added together and normalized. 

Graphics Processing Unit 

The projection and backprojection functions eliminate the need to construct A. 

The geometric information expressed by A can be approximated at each voxel or pixel 

using a few small vectors or matrices with trivial storage requirements. However, the 

number of map operations to be performed remains large. Using the same typical scan 

parameters described previously, the voxel-based map would be performed at each 
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projection at each voxel, a total of 3.3 × 1010 times. A naïve implementation written in C, 

in which the program loops over each projection and over each voxel, can take hours. 

Contemporary computer architectures offer several ways to optimize these 

operations for speed. First of all, different kinds of memory offer different speeds for 

reads and writes. RAM is faster than hard drive space, while cache is faster than RAM, 

but cache is more scarce than RAM, and RAM is more scarce than hard drive space. On 

our computer, we have 3.5 TB on the hard drives, enough to store data from many scans, 

24 GB in RAM, enough to store the data from a scan with room left over for several 

volume arrays, and a few MB in cache (there are three layers, each with different speeds 

and different densities), enough to store a slice from the volume or a single projection 

image. If we intend to perform many reads and writes from the same piece of an array, 

we can read the piece into a smaller local variable that fits within the cache, and thus 

reduce our total memory access time. 

Another useful feature of contemporary architectures is the presence of multiple 

processors. This allows us to perform the projection and backprojection operations at 

several pixels or voxels in parallel. On our computer, we have 16 processors, which, to a 

first approximation, should reduce our processing time for a single 

projection/backprojection operation by a factor of 16. 

A strategy that exploits all of these insights is to use a graphics processing unit 

(GPU). A GPU consists of several hundred minimal processors capable of performing the 

same operation on multiple elements of an array in parallel. The GPU is embedded on a 
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graphics card with its own dedicated RAM, along with other memories specialized for 

particular kinds of transactions (Figure 3.2). 

 

Figure 3.2. A diagram comparing the architecture of the CPU with the architecture of the 
GPU. (This image comes from the CUDA Programming Guide, published by NVIDIA.) 
 

The GPU architecture was historically developed to perform operations required 

by graphics-intensive applications such as volume rendering, animation, and games, but 

in recent years it has also been recognized for its potential to accelerate a wide range of 

scientific applications[34]. Older attempts to exploit the GPU for general purposes were 

constrained by the need to express non-graphical operations in a form translatable to 

graphics programming APIs such as OpenGL[35]. To overcome this limitation, several 

APIs have been developed for general-purpose GPU programming, with mixed success. 

CUDA 

The most successful solution to this problem has been the Compute Unified 

Device Architecture[36] (CUDA) developed by NVIDIA (Santa Clara, CA). First 

released in 2007, CUDA is now on version 4.1 and has been adopted by hundreds of 

developers for a wide range of applications. Although competing technologies are in 
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development, such as OpenCL[37] and DirectCompute[38], CUDA is still the only tool 

with the support and transparency that we need for performing general-purpose GPU 

programming. 

CUDA consists of a set of extensions to C, which reduces the learning time for 

experienced C programmers and simplifies the creation of large multipurpose software 

architectures in a traditional C development environment. The key difference between 

CUDA and conventional C is the use of specialized functions called kernels. Kernels 

have limited support for branching and recursion, and are designed to be performed on 

many pieces of data simultaneously. When a kernel is called, a grid is specified, and an 

instance of the kernel is run for each element in the grid. Each instance is assigned an 

index from the grid, and this index can be used to index into an array in the memory on 

the graphics card. Although the dimensions of the grid are influenced by the number of 

processors available, CUDA hides the identity and timing of the processors from the 

programmer, so that the specification of the grid for a particular application can be 

abstracted from the composition of the GPU. This allows programmers to build programs 

that are portable across a range of GPUs, although they are restricted to products 

developed by NVIDIA. 

To a first approximation, a GPU implementation of our projection and 

backprojection functions should demonstrate a reduction in computation time compared 

to a naïve CPU implementation that is proportional to the number of processors on the 

GPU. This approximation does not consider the influence of different memory access 

times. For a more objective performance comparison, we implemented a naïve version of 
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voxel-based backprojection in C on the CPU, and ran both the CPU and GPU versions. 

For a representative test case, we constructed 100 projections with 500 × 500 pixels and 

reconstructed a volume with 512 × 512 × 512 voxels using simple backprojection, and 

ran this test 10 times to control for background processes and memory state. On average, 

the Intel Xeon CPU finished the backprojection in 356 seconds, while the NVIDIA 

GeForce GTX 280 GPU finished in only 4.31 seconds (Figure 3.3). This is not an entirely 

fair comparison because the CPU implementation was not optimized to exploit the 

multiple processors or the cache on the CPU. We have not attempted to create such a 

CPU-optimized implementation because the magnitude of the GPU performance 

advantage is so large that we are convinced of the GPU’s superiority. 

 

Figure 3.3. Comparison of the time spent backprojecting 100 projections with 500 × 500 
pixels onto various volume sizes, with the GPU and CPU. 
 

Limitations of CUDA 

However, this improvement in speed comes with severe constraints. First of all, 

graphics memory is much more limited than the memory available to CPUs. The current 
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generation of GPUs only supports 32 bit memory access, which limits the size of a 

variable accessible to a single GPU to 232 bytes, or 4 GB. The next generation Fermi 

architecture supports 40 bit memory access, which could bring the limit up to 1024 GB, 

but graphics card manufacturers have not substantially increased the amount of available 

memory. In the typical application I described before, we could potentially keep both the 

volume array and the projection array in 1.1 GB, but for the more complex scans and 

algorithms that we will describe in later chapters, in which thousands of projection 

images and multiple volumes must be stored, graphics memory is insufficient. This forces 

us to break our algorithms into operations on smaller pieces of the arrays, such as a single 

slice of a volume or a single projection image. The movement of data in and out of 

graphics memory imposes an additional overhead. 

We typically store the entire volume on the GPU, and project or backproject a 

single projection at a time. For especially large volumes, we break the volume into a 

vertical stack of subvolumes and reconstruct each subvolume separately, with some 

overlap in the coverage of the subvolumes at their boundaries to prevent discontinuities. 

This vertical decomposition depends upon the assumption that each X-ray trajectory has a 

very small change in z over the volume; this assumption is valid in our CT system since 

the source is relatively far from the detector and the trajectories are almost parallel to the 

x axis. 

Furthermore, parallel programming introduces the risk of memory conflicts. If 

two different threads of a program attempt to read and modify data from the same 

location simultaneously, their reads and writes might become interleaved and cause 
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numerical error. CUDA provides atomic read-modify-write functions which will not be 

interleaved, but when we originally wrote our program these functions were only 

available for integer arithmetic, whereas our data is represented with floating point 

numbers. 

CUDA also provides texture memory, which is optimized for fast reads, and 

provides automatic linear interpolation for fractional indices. However, texture memory 

cannot be written.  

The risk of memory conflicts and the constraints of texture memory compel us to 

choose a mapping strategy in which the array to be written is indexed with exclusive 

integer indices. Only the array to be read can be securely accessed with fractional indices 

that are generated at runtime. Therefore, we use pixel-based projection and voxel-based 

backprojection. An unmatched projection/backprojection pair can cause some 

reconstruction algorithms to deviate from expected behavior in subtle ways[39]. 

CUDA also restricts us to use only NVIDIA GPU’s. Additionally, because of the 

uneven levels of support provided by NVIDIA for different operating systems, we were 

compelled to develop our program in Visual Studio on a computer operated by Windows. 

Support for other operating systems has improved since then. 

Architecture 

The algorithms I discuss in later chapters are built out of combinations of a small 

set of frequently used functions. Projection and backprojection are foremost among these, 

but there are other operations that benefit from GPU implementation, such as 

convolution, Fourier transforms, and array arithmetic. Some necessary functions are 
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easier to implement with the CPU, such as array norms and histogram operations 

(although these can also be successfully implemented on the GPU). Additional utility 

functions are also needed, such as memory allocation and file input/output. 

In my original implementation of the GPU-based simulation and reconstruction, 

all of these functions were written as part of a single monolithic program that 

implemented the simultaneous algebraic reconstruction technique with total variation 

regularization (described in the next chapter). The program started from the command 

line with a list of inputs provided by the user, performed the desired tasks and shut down. 

As we experimented with different algorithms, the number of inputs multiplied. Large 

tests required multiple restarts of the program, and the initialization, memory allocation, 

and file input/output required by each program run increased the computation time. 

This motivated us to reconfigure our program architecture. We built a 

rudimentary parser so that the program can receive instructions from the user, and placed 

the parser in a loop that receives an instruction, performs the desired operation, and then 

waits for the next command from the user. Then we added sockets to the program with 

the Winsock 2 library. This enables us to run our program continuously in the 

background as a server while receiving instructions and passing results to dynamically-

created client programs. With this framework, we can perform algorithm development in 

MATLAB, our preferred data analysis, display, and scripting environment. This gives us 

the rapid computation time of the GPU and the rapid development time of MATLAB. 

This architecture has its shortcomings, however: with complexity comes fragility, and 
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development has outpaced documentation. Future work is needed to produce a more 

robust and user-friendly tool. 

Alternatives 

In the time since this program was constructed, several alternatives have 

presented themselves. AccelerEyes (Atlanta, GA) has released a library for MATLAB 

called Jacket, which provides a set of GPU-accelerated functions and enables the use of 

these functions and the manipulation of arrays on the graphics card from the MATLAB 

environment[40]. The Mathworks has followed by expanding the existing Parallel 

Computing Toolbox to provide functionality similar to Jacket[41]. We have also learned 

how to create shared libraries (DLL files on Windows), and how to interface with these 

libraries from MATLAB. In this way, arrays can be maintained in MATLAB, and then 

passed by reference to external programs that maintain the graphics memory and perform 

operations with the GPU. 

These developments suggest that our server-client approach may be unnecessarily 

cumbersome. However, the growing interest in cloud computing may vindicate our 

framework[42]. In cloud computing, large computer clusters accessible by the network 

are maintained by third parties, such as Amazon Web Services (Seattle, WA). Software 

maintained on the cluster can be structured to expand the number of processors and the 

amount of memory used as necessary in response to instructions received from clients 

over the network. This has the potential to enable more complex algorithms and larger 

image arrays, while simplifying the problem of software distribution. Future work is 

needed to exploit this opportunity. 
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4. Reconstruction 

The goal of X-ray CT reconstruction is to recover the volume µ  from the 

projections p. This problem has been studied extensively, and a wide variety of 

algorithms have been developed to solve it[43]. We have studied and implemented many 

of them, and present some of them here. A comprehensive performance comparison is 

not shown because performance depends upon the design of the scan and the desired 

tradeoff between speed and accuracy, and most techniques come with a range of 

parameters that must be optimized according to these criteria. In the future, we hope to 

design a set of criteria and a set of tests that will allow us to objectively determine the 

best algorithm for a given application. 

 As discussed in previous chapters, the X-ray projection image formation model is 

inherently nonlinear: 

 p
!
=p

(0)
exp("b)  (4.1) 

but it can be expressed in terms of a system of linear equations: 

 Aµ=b  (4.2) 

All reconstruction techniques require the acquisition of a set of X-ray projections 

acquired with no object present in the scanner, in order to account for the sensitivity and 

X-ray flux at each pixel, and this information is represented in p(0). Linear reconstruction 

techniques construct b from p and p(0) (Figure 4.1): 

 b= ln
p
(0)

p

!
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$
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 (4.3) 
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and solve the resulting linear equations with tools from linear system theory. We first 

survey the linear reconstruction techniques, and then proceed to the nonlinear techniques. 

 
A 

   

 
B 

 
 

 
C 

   

 
D 

 
 
Figure 4.1. Projections acquired with no object in the scanner (A) and no X-rays (B) 
are used to prepare the X-ray projection of the animal (C) for reconstruction. The 
detector noise (B) is subtracted from all other images. The noise-subtracted empty 
images are p(0), and the noise-subtracted animal images are p. The line integrals b are 
constructed by finding the logarithm of the ratio of p(0) to p at each pixel (D). 
 

In this chapter, I ignore the role of X-ray energy in the image formation model, 

and assume that the volume and the detector have a flat spectral response. Although 

standard in the CT reconstruction community, this assumption is physically incorrect. 

This issue is addressed in the next chapter. 
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Linear Techniques 

 Linear reconstruction techniques seek a solution to the equation 

 b=Aµ  (4.4) 

If A is square, then in principle some form of matrix inversion can be used to recover µ . 

 A
!1
b=µ  (4.5) 

In general, A is not square, because the number of measurements N and the number of 

voxels M can be varied independently of each other. Furthermore, the presence of noise 

means that, even if A is an invertible matrix, the solution is not exact. For matrices that 

are not square, the pseudoinverse can be used instead: 

 A
T
A( )

!1

A
T
b=µ"  (4.6) 

A
T
A  is a square matrix, and thus invertible. This approach produces an estimate µ!  that 

minimizes the data fidelity cost, the sum of the squared errors Aµ!"b
2
. However, as 

discussed in the previous chapter, the large size of A makes the computation of the 

pseudoinverse impractical.  

Feldkamp Algorithm 

For a conventional acquisition with cone beam CT, in which the system rotates 

with a constant angular increment over a half circle or a full circle, and the angles are 

sufficiently dense, and a planar detector is properly aligned with respect to the point 

source and the axis of rotation, the algorithm developed by Feldkamp et al.[5] is the 

standard choice for reconstruction[44]. Even when these assumptions are not perfectly 
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satisfied, the Feldkamp algorithm can produce reconstructions with satisfactory image 

quality. In our own work in algorithm development, we use Feldkamp reconstruction as 

the gold standard to judge the quality of our results. 

The derivation of the algorithm is accomplished in a different formalism and is 

beyond the scope of this work; an interested reader can find one in the work by Kak et 

al.[45]. This analytical formalism assumes that the projection and backprojection 

operations are essentially linear, but they are expressed with continuous integrals rather 

than discrete sums, and several geometric parameters that are free in our formalism must 

be fixed in the analytical formalism. This approach can be especially powerful in 

identifying and exploiting certain kinds of symmetries that are present in a typical CT 

scan, but is less successful in describing scans with geometries that do not obey these 

assumptions. The family of algorithms that are derived from this formalism are 

commonly referred to as filtered backprojection (FBP). A major shortcoming of these 

algorithms is that their applicability is limited to precisely defined geometries, and 

modifications to these geometries necessitate the derivation of new algorithms. 

I briefly describe the Feldkamp algorithm to explain what we have implemented. 

The algorithm loops over each projection image, and performs three steps: 

First, we scale the intensity values in the detector pixels based on their distance 

from the center of the detector. This is performed on the GPU after copying the 

projection image into graphics memory. 

Second, we filter the row of each projection image with a high pass filter (a ramp 

filter). This filtering is performed in the Fourier domain, and a Hamming window is used 
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to reduce high frequency noise. Each row is zero-padded to the nearest power of 2 before 

the Fourier transform is performed (our implementation automatically stores all images in 

arrays with this size). We perform the transform with the CUDA batched 1-dimensional 

Fast Fourier Transform (FFT), and the filter is constructed in advance (and can be 

specified by the user). 

Third, we backproject the filtered projections. The value added to each voxel is 

scaled by the distance of the voxel from the line from the source to the center of the 

detector. 

We also use a projection weighting technique developed by Parker et al.[46] to 

eliminate artifacts caused by redundant X-ray trajectories from different projection angles 

when we scan with less than 360° rotation. The weighting is performed on the projection 

images before backprojection, and is implemented on the GPU.  

Our Feldkamp reconstruction function successfully produces reconstructions with 

ideal image quality, given ideal inputs (See Figure 1.5). In simulations, the reconstructed 

attenuation values tend to differ from the true values by a small scale factor that is 

constant for a particular scan but varies between scans. We are still investigating the 

possible causes of this discrepancy, but we believe it might be related to the discretization 

of the ramp filter and the Hamming window that we apply to each row of the projections. 

The problem with the Feldkamp algorithm is the restrictions it imposes upon the design 

of our experiments. For scans that involve a small number of projections, or irregular 

angular increments, the reconstruction may suffer from severe streaking artifacts, 

especially around highly-attenuating objects. 
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One way to address these constraints is to restructure the projection data so that it 

falls upon a grid that meets the demands of density and regularity imposed by the 

Feldkamp algorithm. This entails creating synthetic projection arrays with dimensions 

that satisfy these properties, and assigning values to the points in these arrays that are 

interpolated from the values in the original projections. This is especially conducive to 

temporal CT, so I postpone discussion of this approach until later in the chapter. 

Fourier Domain Techniques 

 Returning to our original linear formulation, the series of scaling and filtering 

operations applied by the Feldkamp algorithm before and after the backprojection can be 

interpreted as a method for approximating the pseudoinverse. The pseudoinverse formula 

multiplies the line integrals b by two matrices, AT  and AT
A( )

!1

. The first matrix is the 

backprojection operation. The second matrix can be interpreted as an operation that takes 

a partially reconstructed volume produced by the backprojection, and then rescales or 

rearranges or filters the values. 

 Let S=AT
A . Since this is a product of a matrix and its transpose, it must be 

symmetric[31]. Because it is symmetric, there exists an orthonormal matrix Q and a 

diagonal matrix D such that S=QDQT . The columns of Q are the eigenvectors of S, and 

the diagonal elements of D are the corresponding eigenvalues. The inverse of an 

orthonormal matrix is equal to its transpose (Q!1
=Q

T ), and the inverse of a diagonal 

matrix is also a diagonal matrix (each diagonal element in D-1 is the multiplicative 

inverse of the corresponding element in D), so S!1
=QD

!1
Q
T . These matrices are M × M, 
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and since D has M diagonal elements, it can be stored in an array of the same size as the 

volume.  

This decomposition does not specify what the elements of Q or D might be, but it 

motivates us to explore orthonormal transformations that might be applied to the 

backprojection AT
b  in order to find a correction that can be applied to reconstruct the 

volume µ! . 

A backprojection of a set of projections from a simulated object is shown in 

Figure 4.2. We can see that the overall structure of the object is recovered, but the 

volume is blurry. In other words, low spatial frequencies are exaggerated in the volume. 

Blurring and sharpening of an image can often be expressed as a convolution of the 

image with a spatial function, and convolution and deconvolution can be expressed as 

multiplication and division in the Fourier domain[47]. Since the discrete Fourier 

transform is an orthonormal transform that represents an array as a sum of sinusoidal 

functions of different frequencies, it seems reasonable to interpret Q as a Fourier 

transform F, D as a filter in the Fourier domain, and QT as an inverse Fourier transform 

F
!1 .  

As with projection and backprojection, the discrete Fourier transform is rarely 

represented explicitly as a matrix. Instead, multiplication by the matrix and its inverse is 

implemented with the Fast Fourier Transform (FFT)[47]. This representation allows us to 

trade theoretical flexibility for speed, and exploit the built-in CUDA FFT functions 

(although we presently use the MATLAB FFT function for 3D Fourier transforms since 

this approach is not yet routine for us). If the filter in the Fourier domain has an 
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especially sparse representation as a convolution function in the spatial domain, then it 

may be faster to replace the Fourier filtration with explicit convolution. 

Another motivation for this approach is the fact that the Feldkamp algorithm 

applies a filter in the Fourier domain (albeit to the line integrals, not the volume), which 

is a consequence of a correspondence between projection space and Fourier space in the 

analytical formalism (known as the Central Slice Theorem[45]). 

Movement between the spatial and Fourier domains with the FFT is fraught with 

numerical peril[31]. The volume array must be padded so that its dimensions are powers 

of 2, and the boundary between the actual volume and the padded values can potentially 

introduce spurious high frequency details. Numerical error introduced by division with 

very small values in the Fourier domain can introduce sinusoidal artifacts in the spatial 

domain. We overcome these problems by applying windows (such as the Hamming 

window), thresholds, and various interpolation schemes. Later in the chapter, I discuss 

the use of deconvolution for temporal reconstruction, in which the aberrant values in the 

Fourier domain at one timepoint are replaced with the corresponding values from a 

reconstruction of the data from all timepoints. 

We have not specified which spatial dimensions are being transformed. In 

general, we assume a 3-dimensional FFT, but the radial nature of CT means that applying 

a 2D FFT to each axial slice can also be an effective strategy. 

This approach can work, but it is not very rigorous. It does not specify which high 

pass filter to use for D, and it gives us little insight into how we might deal with the 

aberrant cases that cause the Feldkamp algorithm to fail. 
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Deconvolution 

We can rearrange the pseudoinverse to isolate the filter: 

 F
!1
D

!1
F= A

T
A( )

!1

 (4.7) 

 D=FA
T
AF

!1  (4.8) 

This equation cannot be implemented directly because backprojection and projection and 

the Fourier transforms are implemented as functions that operate on arrays. But for any 

array we create that we pass to these functions, this equation will hold. Suppose we 

choose an array 1, the size of the volume array, in which all elements are 1. 

 D1=FA
T
AF

!1
1  (4.9) 

The expression on the left hand side of the equation produces an array the size of the 

volume with all the elements on the diagonal of D copied to the corresponding location in 

the volume. On the right hand side, the first operation is a Fourier transform of an array 

of constants, which is a delta function. 

 D1=FA
T
A!  (4.10) 

This equation says that if we create a volume consisting of a delta function (i.e. a volume 

with 1 at the origin and 0 everywhere else), perform projection, and then backprojection, 

and take the Fourier transform of the result, we will recover the elements of the filter[48] 

(Figure 4.2). 

The array AT
A!  is called the Point Spread Function (PSF), and the Fourier 

transform of the PSF FAT
A! is called the Modulation Transfer Function (MTF). A 

volume that is projected and then backprojected is effectively convolved by the PSF. This 

method for finding and applying D is essentially a deconvolution algorithm[47]. 
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Figure 4.2. An illustration of the reconstruction process in the Fourier Domain with the 
Shepp-Logan phantom (A) and a simulated CT scan with an irregular angular 
distribution. The simple backprojection of the projections (B) has the essential features 
of the phantom, but appears blurry. The Feldkamp reconstruction (C) is sharper, but it 
is afflicted by streaking artifacts. The PSF (D) can be found by constructing a delta 
function and applying the same projection and backprojection operations. The MTF (E) 
can be found by constructing the Fourier transform of the PSF. If we construct the 
Fourier transform of the backprojection of the projections, divide by the MTF (with 
some additional processing to prevent numerical errors), and construct the inverse 
Fourier transform, we produce a deconvolved reconstruction (F) with fewer artifacts 
than the Feldkamp reconstruction.  
  

The accuracy of this approach depends on whether the effect of applying the 

combined projection and backprojection operations to a volume can be described as a 

convolution. This can be the case only if the effect is linear and shift-invariant. Since 

these operations are represented by matrices, the effect is necessarily linear. However, in 

general, the effect may not be shift invariant.  
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For example, suppose our imaging system consists of a detector with a single 

pixel and a single projection angle aligned so that the X-ray trajectory passes through the 

origin, and the object has a single non-zero voxel at the origin with a value of 1. The line 

integral at the detector pixel will equal 1, and the backprojection will place the value of 1 

at every voxel along the trajectory. If the object is shifted so that the non-zero voxel is no 

longer at the origin, the line integral at the detector pixel will be zero, and the 

backprojection will be zero everywhere.  

When there are many more detector pixels and projection angles, the density of 

the trajectories makes it easier to approximate the system as shift invariant, particularly 

near the origin of the coordinate system. It may be possible to create multiple PSFs for 

different regions of the volume. 

Gradient Descent Techniques 

In the previous section, the Fourier techniques were motivated by a desire to 

approximate the pseudoinverse of A, in order to find an estimate µ!  that minimizes the 

data fidelity cost: 

 K(µ!)= Aµ!"b
2
= a

i
µ!"b

i( )
2

i

N

#  (4.11) 

An alternative way to minimize this cost function is to construct the gradient of the 

function and move down the gradient. At each iteration n, we find the gradient of the cost 

function at the current estimate µ (n) , scale the gradient by the size α of the step we plan 

to take, and subtract the scaled gradient: 

 µ (n+1) =µ (n)!"#K µ (n)( )  (4.12) 
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The gradient of the cost function has the following formula: 
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 (4.14) 

 !K(µ")=2AT
Aµ"#b( )  (4.15) 

In other words, the gradient of the cost function at µ!  can be computed by projecting µ! , 

subtracting the line integrals b from the projections Aµ! , and backprojecting the 

subtracted projections. 

If µ!=µ , then, in the absence of noise, we expect the data fidelity cost to be 0. 

Furthermore, if µ! "µ , the data fidelity cost must have a positive value. Based on this 

informal argument, we conclude that the data fidelity cost has a global minimum at 

µ
!
=µ , and that repeated subtractions of the gradient will lead us to this result (provided 

the estimate does not get stuck in a local minimum on the way to the global minimum). 

This is the Simultaneous Algebraic Reconstruction Technique (SART)[49]. 

The initial estimate µ (0)  can be an empty volume with all values set to 0, a 

reconstruction with another algorithm such as Feldkamp[50], or a reconstruction from a 

different set of data. A good choice of initial estimate can reduce the number of iterations 

needed to arrive at an ideal result, but a bad choice can introduce artifacts that may be 

resistant to change. 
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The gradient indicates the direction of steepest descent of the cost function. It 

does not, however, specify the step size α that controls how far along the gradient the 

estimate should move. A simple choice is to choose a constant value based on trial and 

error. In our experience, ! =1 often works fine. Increasing α can speed up the rate of 

convergence, but if it is set too high the algorithm becomes unstable and starts to diverge. 

Alternatively, instead of choosing a single value, we can adjust α at each iteration by 

searching for a value that minimizes the cost function. This is the method of Steepest 

Descent (SD). 

If A is square, symmetric, and positive definite, then an explicit formula for ! (n)  

can be found. If we define the residual r(n) =Aµ (n)!b , then  

 !
(n)
=
r
(n)

T

r
(n)

r
(n)

T

Ar
(n)

 (4.16) 

We can eliminate one matrix multiplication at every iteration by updating the residual 

with the projection of the previous residual. 

 r
(n+1)

= r
(n)
!"

(n)
Ar

(n)  (4.17) 

One problem with SD is that the gradient is constructed anew at each iteration 

without any consideration of the gradients constructed in previous iterations. The 

gradients from multiple iterations may be highly redundant, the later iterations retracing 

the steps of the previous iterations. If the direction at each iteration was constructed in 

such a fashion that it was orthogonal to all previous directions, these redundancies could 

be eliminated. In this case, we seek orthogonality in a space defined by A. That is, any 

two directions d(m ) and d(n)  from iterations m and n are A-orthogonal, or conjugate, if 
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d
(m )

T

Ad
(n)
=0 . After we find the residual r(n) , we can conjugate r(n)  with the directions 

taken in previous iterations using the Gram-Schmidt process, in order to create a new 

direction d(n)  that moves down the gradient without repeating previous directions. 

This is the motivation for the method of Conjugate Gradients (CG)[51]. CG 

proceeds in a similar fashion to SD, but both a residual r(n)  and a direction d(n)  are 

constructed at each iteration n. Another parameter β is computed from the residual, and 

used to control the relative influence of the current r and the previous d in constructing 

the new d. The volume is updated with d instead of r. 

 d
(0)
= r

(0)
=Aµ

(0)
!b  (4.18) 

 !
(n)
=
r
(n)

T

r
(n)

d
(n)

T

Ad
(n)

 (4.19) 

 µ
(n+1)

=µ
(n)
!"

(n)
d
(n)  (4.20) 

 r
(n+1)

= r
(n)
+!

(n)
Ad

(n)  (4.21) 

 ! (n+1) =
r
(n+1)

T

r
(n+1)

r
(n)

T

r
(n)

 (4.22) 

 d
(n+1)

= r
(n+1)

+! (n+1)d(n)  (4.23) 

 These versions of the SD and CG algorithms assume that A is square, symmetric, 

and positive definite. However, this is not the case for our geometry matrix A. There are 

two ways to deal with this problem. First of all, we can attempt to solve the normal 

equation instead: 

 A
T
Aµ

!
=A

T
b  (4.24) 
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The matrix AT
A  is square, symmetric, and positive (though not necessarily positive 

definite). The backprojection AT
b  is computed at the beginning of the algorithm, and the 

projection and backprojection of the direction AT
Ad

(n)  are computed at every iteration. 

 Another approach is to discard the components of the SD and CG algorithms that 

depend upon the square, symmetric and positive definite properties. The recursive 

formulas for the residuals must be replaced with the original gradient descent 

formulation. The exact computation of α can be replaced with a line search technique, 

such as the secant method or the backtrack method, although these come with additional 

parameters that must be optimized[31]. For the computation of β, several formulas have 

been proposed, including the Fletcher-Reeves formula 

 ! (n+1) =
r
(n+1)

T

r
(n+1)

r
(n)

T

r
(n)

 (4.25) 

and the Polak-Ribière formula 

 ! (n+1) =
r
(n+1)

T

r
(n+1)"r(n)( )

r
(n)

T

r
(n)

 (4.26) 

This account of the SD and CG algorithms draws extensively from the tutorial by 

Shewchuk[51]. 

 The performance of these techniques can be improved by applying a symmetric, 

positive definite preconditioner matrix M that approximates A but is easier to invert.  

 M
!1
Aµ

"
=M

!1
b  (4.27) 

With some algebra, modified versions of the SD and CG algorithms that utilize M-1 can 

be derived. To be practical, this matrix must have a memory efficient representation, such 
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as a diagonal matrix with diagonal entries that can be stored in a volume array, or a GPU-

accelerated function that performs multiplication and inversion implicitly.  

The standard choice for a diagonal preconditioner is to take the diagonal elements 

of A. For the matrix AT
A , the jth diagonal element is the sum of the squares of the 

lengths of all the source-pixel trajectories that pass through voxel j. In the voxel-based 

backprojection strategy, each length can be approximated by the average width of a 

voxel. Thus, adding up the contributions from all pixels to each voxel results in the same 

total value at all voxels that are visible in every projection image. Consequently, the 

diagonal matrix can be replaced by a single scalar value. 

Another choice of preconditioner may be based upon a filter in the Fourier 

domain. The matrices we constructed for deconvolution in the previous section could be a 

good choice. 

 So far, we have implemented SART with and without explicit cost checking, and 

both SD and CG for non-square A. We have not implemented the pseudoinverse-based 

versions of SD and CG. In general, we have found that the more sophisticated methods 

require fewer iterations than simple SART to produce images of the same quality. 

However, the additional time required for the line search and the cost computations 

negate these advantages. Some of these results are summarized later in the chapter, in the 

section on testing. 
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Fixed Point  

As described previously, the data fidelity cost should have a global minimum 

when µ!=µ . Consequently, when µ!=µ , the derivative of the sum of the squared error 

with respect to voxel j is 0, and the product of the voxel and its derivative will also be 0. 

 µ
j

! "K(µ
!
)

"µ
j

!
=0  (4.28) 
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A slight abuse of notation allows us to express this formula in terms of A (the division, 

and the multiplication with µ! , represent pairwise division and multiplication). 

 µ
!
=µ

! A
T
Aµ

!

A
T
b

 (4.32) 

The Fixed Point method (FP) refines the estimate µ!  by repeatedly applying this 

equation. 

 µ
(n+1)

=µ
(n) A

T
Aµ

(n)

A
T
b

 (4.33) 

 To control the rate of change, we can introduce a relaxation factor α and perform a 

weighted average of the update with the previous value. 
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 µ (n+1) = 1!"( )µ (n)+ "( )µ (n)
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As with gradient descent, a single value of α can be chosen, or a line search can be 

performed at each step to minimize the cost. 

 FP involves a multiplicative update, which leads to certain properties that are not 

seen in algorithms like SART that are based on an additive update. FP tends to converge 

faster, and if an initial estimate has no negative values, then FP will introduce no negative 

values. However, the division step can be a source of numerical instability, since division 

by 0 is undefined, and noise occurring at regions with values close to 0 will be greatly 

amplified. This amplification can be reduced by adding a small value ε to the value to be 

divided, at the cost of a slight reduction in accuracy. These properties are shared by other 

algorithms based on a multiplicative update, such as the Multiplicative Algebraic 

Reconstruction Technique[52], and all methods derived from the Richardson-Lucy 

iteration, such as the NeAREst method[53]. 

Nonlinear Techniques 

Linearizing the image formation model simplifies the reconstruction problem, and 

the resulting algorithms are successful in reconstructing data from a variety of different 

scans. However, the linearization is physically inaccurate, and ignores information about 

the photon statistics at each pixel. More importantly, from the perspective of our 
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research, linearization ignores the spectral properties of the system, which I discuss in the 

next chapter. 

The nonlinear techniques that I describe involve the use of cost functions other 

than Aµ!"b
2
, but the methodology is essentially the same. We construct the gradient of 

these cost functions, and then descend down the gradient in an additive fashion (SD, CG) 

or a multiplicative fashion (FP). Once again, we are faced with the choice of the 

relaxation factor α, which can be set to an empirically-found constant value or can be 

adjusted at each iteration with a line search. 

To simplify future equations, we find the derivative of the photon count i with 

respect to voxel j: 

 !p
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Data Fidelity 

The data fidelity of the photon measurements is one standard choice for a cost 

function: 

 K(µ!)= p!"p
2
= p

i
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When the expected photon counts exactly match the measured photon counts, this 

quantity is 0, and positive otherwise. This function has the following gradient: 
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 !K(µ")=2AT p#p"( )p"( )  (4.41) 

Here it should be clear from context that the multiplication of the vectors inside the 

parentheses is pairwise. We can adapt the gradient to an update function for FP: 

 
AT pp!( )
AT p!p!( )

 (4.42) 

Likelihood 

The data fidelity makes no consideration of the probabilistic photon counting 

model that I described in Chapter 1, which represents the counts as Poisson random 

variables. The probability of measuring p
i
 from a Poisson random variable with expected 

value p
i

!  is  
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If we assume the different measurements p are independent,  
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Given measurements p, the likelihood of p!  being the expected value is defined as 

 L(p
!
)=P(p |p

!
)  (4.45) 
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To simplify future calculations and convert this into a minimization problem, we can 

replace the likelihood with a monotonic function of the likelihood. We use the negative 

logarithm of the likelihood as a cost function: 

 K(p!)=" log(P(p |p!))  (4.46) 
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We can discard the terms that are not functions of µ! : 
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By definition, the values of µ!  that minimize this cost function are the values that have 

the highest likelihood of producing the measured values of p. This function has the 

following gradient: 

 
K(µ

!
)

"µ
j

=
"p

i

!

"µ
j

#
p
i

p
i

!
(µ

!
)

"p
i

!

"µ
j

$

%
&

'

(
)

i

N

*  (4.51) 

 
K(µ

!
)

"µ
j

=
"p

i

!

"µ
j

1#
p
i

p
i

!
(µ

!
)

$

%&
'

()
$

%
&

'

(
)

i

N

*  (4.52) 

 
K(µ

!
)

"µ
j

= #a
ij
p
i

!
(µ

!
) 1#

p
i

p
i

!
(µ

!
)

$

%&
'

()
$

%&
'

()i

N

*  (4.53) 



 70 

 K(µ!)

"µ
j

= a
ij
p
i
# p

i

!
(µ!)( )

i

N

$  (4.54) 

 !K(µ")=AT p#p"( )  (4.55) 

We can adapt the gradient to an update function for FP: 

 
ATp

ATp!
 (4.56) 

This is the approach used by the Maximum Likelihood algorithm (ML)[19], and is further 

elaborated by the convex and penalized weighted least squares algorithms. 

 As mentioned in Chapter 1, the Poisson distribution is only an approximation of 

the photon measurement process in our system. A polyenergetic X-ray source is more 

accurately characterized by a compound Poisson distribution[20], the electronic noise on 

the detector follows a Gaussian distribution, and no practical model describes the 

scattered radiation. For a sufficiently high number of measurements, the central limit 

theorem states that the sum of these measurements should be well-approximated by a 

Gaussian distribution, so under normal conditions the intricacies of these statistical 

models may be irrelevant. It is worth noting that, according to the Gauss-Markov 

theorem, if the measurements are described by a Gaussian distribution, the maximum 

likelihood solution is the solution that minimizes the data fidelity cost function. 

Therefore, we only expect superior performance from the Poisson-derived likelihood in 

conditions where there is a noticeable difference in the accuracy of the Poisson and 

Gaussian models, such as in scans in which photon counts are reduced because of 

spectral filters or radiation dose concerns. Further work is needed to measure the 

accuracy of these models in our CT system under a variety of conditions.  
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Regularization 

The iterative algorithms described above can sometimes diverge, get stuck, 

amplify noise or suppress details. If we have a quantitative notion of what the 

reconstructed image should look like, we can choose to optimize this cosmetic quantity in 

addition to the cost functions mentioned above. This regularization function R(µ*) may 

not have a global optimum that corresponds to the true values of the volume array, but it 

can help push the iterative reconstruction algorithm in the right direction. If the gradient 

∇R(µ*) is available then gradient descent methods can be applied in the same way as 

before: 

 µ (n+1) =µ (n)!"#R µ (n)( )  (4.57) 

The sign of the relaxation factor α  determines whether R is being increased or decreased, 

and the magnitude determines how much. In many cases, R can be expressed in terms of 

a matrix multiplication: 

 R µ!( )= "µ!
2

 (4.58) 

where Γ  is called the Tikhonov matrix. This is known as Tikhonov regularization. 

 Regularization techniques with an explicit formula for R and ∇R are often 

preferred for theoretical reasons, and approaches that satisfy these properties are 

sometimes referred to as “true regularization”. More generally, though, we include in the 

category of regularization all heuristically-motivated strategies for improving the 

appearance of reconstructed images during the process of reconstruction. 
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Total Variation 

Iterative reconstructions that start from an empty initial estimate tend to appear 

too smooth, while reconstructions that start from FBP with irregular or undersampled 

data may have an excess of sharp edges. To quantify the number and magnitude of edges 

in an image, the total variation (TV)[54] is often used: 
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This is the sum of the magnitude of the spatial gradient of the volume µ*. It can be 

computed in any number of spatial dimensions. A small positive value ε is often added 

inside the square root to prevent singularities: 
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The TV is not minimized at µ* = µ, since a uniform blank volume will have a TV 

of 0, and it is not maximized at µ* = µ, since multiplying a volume by a constant will 

multiply the TV by a constant. However, if an algorithm predictably results in an excess 

of edges, TV minimization may smooth the volume, and if an algorithm predictably 

results in edges that are too smooth, TV maximization may sharpen the volume. If an 

expected range of the TV is known from other reconstructions of better quality, it may be 

possible to optimize the TV by pushing the TV towards the expected range. 

The gradient of the TV is 
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This is a ratio of the second spatial derivative to the magnitude of first spatial derivatives. 

One way to interpret this ratio is that it emphasizes small, sharp features (second 

derivative) while suppressing larger, coherent features (first derivative). Another 

interpretation come from considering these functions in the Fourier domain. The spatial 

first derivative corresponds to a linear ramp function, while the second derivative 

corresponds to a quadratic ramp function, so the ratio represents a kind of high-pass filter. 

Subtracting this gradient is equivalent to a low-pass filter. 

 Like the TV, the TV gradient can also be applied over any number of dimensions. 

In CT reconstruction, the reconstruction quality on the z axis is often different from the 

quality in the xy plane, so it may be useful to optimize in these dimensions separately. 

The TV gradient can also be approximated by other filtering functions, such as the 

Laplacian: 
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Other choices may include mean, median, and Gaussian filters. If we have a spatial filter 

D, then the update with variable stepsize can be represented as 

 µ
(n+1)

=µ
(n)
!"(µ

(n)
#D)  (4.63) 

where * represents convolution. It is generally possible to build another filter E from D to 

simplify the update: 
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 µ
(n+1)

=µ
(n)
!E  (4.64) 

 E=!"#D  (4.65) 

Here δ  is a delta function. It may also be useful to perform filtration in the Fourier 

domain. The effect of these filtration steps is similar to the filtration performed in the 

Fourier domain reconstruction techniques described previously, as well as the 

preconditioning introduced in the context of gradient descent. 

 We have used the TV extensively in several of our algorithms, and in some cases 

TV minimization seems to ameliorate the streaking artifacts that are present in 

reconstructions from certain kinds of scans. TV maximization and other sharpening filters 

also seems to improve the performance of SART when starting from an empty initial 

estimate. We have implemented the TV gradient on the GPU so that, relative to 

reconstruction, speed is not an issue. 

Bilateral Filtration 

 Convolutional image filtration modifies the value at each voxel by replacing it 

with a weighted sum of the values in the surrounding neighborhood of voxels. The 

weights applied to these values depend on their distance from the voxel being modified. 

For example, if µ  is convolved with a normalized Gaussian filter of standard deviation σ 

in order to produce a filtered volume µ' , the value at voxel !µ j  at the 3-dimensional 

location rj can be expressed the following way: 

 !µ j =

w(rj "rk ,# )µk

k

$

w(rj "rk ,# )
k

$
 (4.66) 
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where 
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In other words, voxels that are farther away from the voxel being modified have less 

influence. This approach has intuitive appeal because it is more likely that nearby voxels 

will be part of the same structure in the body with the same attenuation coefficient. 

 Bilateral filtration[55] improves upon this strategy by also considering the 

difference in the attenuation coefficients between voxels in determining the strength of 

the weight between them. Again, this has intuitive appeal, because we expect that voxels 

with similar attenuation coefficients are more likely to be part of the same kind of 

structure. This is accomplished by including another weight function in the standard 

convolution formula that is a function of attenuation: 

 !µ j =

w(rj "rk ,# d )w(µ j "µk ,# r )µk

k

$

w(rj "rk ,# d )w(µ j "µk ,# r )
k

$
 (4.68) 

where σd and σr are referred to as the domain and range parameters, respectively. The 

optimal values of these parameters depend upon the type of images being processed, but 

some heuristic criteria can be used to determine them. We set σd so that the effective 

spatial neighborhood is no larger than 5 × 5 voxels, since larger neighborhoods are 

computationally demanding. We set σr to be less than the difference in intensities 

between soft tissue and bone, iodine, or air, depending on the features that interest us. 

 One of the advantages of bilateral filtration is that, by accounting for differences 

in attenuation in a neighborhood of voxels, it can preserve edges between homogeneous 
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structures while reducing the variation within homogeneous structures. It has the 

potential to both smooth and sharpen an image. 

 Bilateral filtration is easily extended to higher-dimensional images[21]. 

Additional dimensions such as time or energy can be included in the domain or range, or 

they be given separate weight functions with their own parameters.  

 In our experience, of all the various filtering techniques described here, bilateral 

filtration is most effective at reducing noise while preserving the structures that interest 

us. We have implemented 5-dimensional bilateral filtration on the GPU so that, relative 

to reconstruction, speed is not an issue. This tool is employed and tested in the 

multidimensional imaging experiment in Chapter 6. 

Histogram-Based Techniques 

The reconstruction process may sometimes produce a range of values that is 

globally shifted away from the true range of values. This can be caused by a variety of 

reasons, such as a bad choice of filter or window in the Feldkamp algorithm, inaccurate 

modeling of the lengths of rays in the backprojection operation, and divergence caused by 

relaxation factors in iterative algorithms that are too large. In some cases, a priori 

information can be used to fix the distribution of values. For example, it is not physically 

possible for attenuation coefficients to be negative, so µ* can be thresholded so that all 

values below 0 are set to 0, or the most negative value in µ* can be subtracted from all 

values in µ* (this is referred to as a nonnegativity constraint). If a region is identified in 

the reconstruction that contains a material of a known attenuation coefficient, the average 
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estimated attenuation coefficient in this region can be calculated and all values in µ* can 

be scaled so that the average matches the known value. 

More generally, we can analyze the histogram of µ*. Large peaks in the 

histogram correspond to material types that are present in large quantities in the object 

being reconstructed, so it may be possible to identify the major peaks and then scale all 

values of µ* so that the peaks match the known values of the materials they represent. 

We can also quantify how jagged or smooth the histogram is. Much like the TV, 

this quantity can be used to measure the quality of the reconstruction, since poor 

reconstructions tend to assign the same material in different voxels to a broad range of 

different attenuation values, and thus smooth out the histogram. This can be measured by 

the image entropy, which we described in the section on image-based calibration in 

Chapter 2. The gradient of the entropy can be computed and used to modify the 

histogram, and changes to the histogram can be propagated back to the volume. 

We often use thresholding and scaling to adjust the intensities of the reconstructed 

values during iterative reconstructions. However, we have not yet implemented entropy 

minimization outside of simulations. 

Subsets 

 The iterative algorithms feature repeated projection and backprojection 

operations, but it is not necessary to project and backproject the entire stack of images 

over all angles. In the original Algebraic Reconstruction Technique (ART), one pixel at a 

time is projected and backprojected[52]. The simplest implementation starts at the first 



 78 

pixel in the image stack and steps through each pixel sequentially. More sophisticated 

schemes for choosing the next pixel based on their angular separation[56] or some 

random step size[57] are also possible. 

 Working with a single pixel at a time poses additional challenges to our GPU-

based functions. Computing the line integral of a single pixel defeats our strategy of 

parallelizing projection operations over multiple pixels simultaneously. The line integral 

itself can be parallelized by breaking the trajectory into multiple pieces, computing the 

line integrals over these pieces, and then merging the integrals (we have performed 

similar reduction operations on the GPU, such as finding sums and extrema over a whole 

image), but the merge step imposes an additional overhead.  

 Another strategy, between ART and SART, is to project and backproject whole 

projections or groups of projections at each iteration. This is the motivation for the 

ordered subsets family of iterative algorithms[56]. Again, the projections can be chosen 

sequentially, randomly, or with certain angular steps between the groups of projections. 

 In principle, we could also perform projection and backprojection on groups of 

pixels selected from across the stack of projections. The problem with this approach is 

that maintaining the order of the pixels in the projection array allows us to find the u, v, 

and angular indices of each pixel based on the linear array index of the pixel. Selecting 

groups of pixels from across the projection stack would require maintaining auxiliary 

arrays to store these values. 

 In our original GPU implementation of iterative reconstruction, we performed 

ART with whole projections instead of SART. We eventually replaced this with SART 
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because it converges in a more stable and predictable fashion. For some of the more 

complex algorithms, such as ML and the multidimensional algorithms I describe in later 

chapters, we have used both random and ordered subsets of images to accelerate the 

convergence of these algorithms. This is easily accomplished by maintaining a list of 

weights, one for each projection, that can be set by the user during runtime. Projections 

with a weight of 0 are skipped during the projection and backprojection operations. 

 Instead of updating with subsets of projections, another strategy for improving the 

performance of iterative reconstruction is to update different subsets of the volume at 

each iteration. In the NeAREst method, the number of voxels in the volume is increased 

and the size of each voxel is decreased at successive iterations[53].  

Temporal Reconstruction 

Reconstruction of objects that change over time is usually performed by assigning 

the projections to different sets according to a physiological signal that was recorded 

simultaneously during the scan. These sets are then reconstructed independently, using 

any of the techniques that we have described thus far. 

For example, if our goal is to reconstruct a beating heart at the systole and diastole 

phases using retrospective gating, we record an ECG signal during the scan, and we 

analyze the signal to determine the phase at which each projection was acquired. We 

collect all the projections at systole into one group, all the projections at diastole into 

another group, and then reconstruct systole and diastole separately.  

This approach is used implicitly when prospective gating is employed. Since the 

acquisition of the projections is timed to coincide with particular points in the cardiac 
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and/or respiratory cycles, no additional analysis is needed to assign the projections to 

different sets.  

As we saw in Chapter 1, many of our temporal CT studies produce projection data 

that, for a given time or phase in a physiological cycle, may have a distribution that is 

irregular or sparse, and this results in undesirable artifacts in the reconstructed images. 

These artifacts are especially pronounced in reconstruction based on FBP, but none of the 

algorithms presented thus far in this chapter eliminate this problem. Therefore, we have 

investigated several approaches to temporal reconstruction that exploit the consistency of 

the structure of an object over time, and combine information collected from different 

points in time. All of these approaches present a tradeoff between spatial artifacts and 

temporal blurring, and their utility depends on the application. 

Projection Interpolation and Weighting 

One approach is to collect all the acquired projections and interpolate this data 

onto a grid that is dense and regularly distributed. The resulting synthetic sets of 

projections can then be reconstructed separately with a standard reconstruction algorithm 

like FBP. Each of the synthetic projections is a weighted average of the acquired 

projections, with the weights determined by their angular proximity (in terms of the 

rotation angle of the system during the scan) and temporal proximity (in terms of the 

phase of the physiological cycle of interest). 

More precisely, an interpolated projection image pq  at a particular angle !q  and 

phase !q  is a weighted average of all the acquired projection images p
r
, with the weights 
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determined by a function w of the distances between the interpolated angle and phase and 

the acquired angles and phases: 
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where nφ is the number of phases to be reconstructed, and w is an exponential weight 

function used for both angle and phase values: 
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where a is an angle or phase, b is the maximum possible value of a, d is the maximum 

allowable distance between two angles or phases, x is a scaling parameter, and aq ,ar!" #$b
 is 

a distance function on a cyclical domain from 0 to b:  

 aq ,ar!" #$b
=min aq %ar +b , aq %ar , aq %ar %b( )  (4.71) 

Plots of the distance and weight functions are shown in Figure 4.3. 

A B  

Figure 4.3. The distance between two values aq and ar on a cyclical domain from 0 to b, 
aq ,ar!" #$b

 (A), and a weight function w of this distance with x = 2 (B). 
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The value of the step angle αs between the interpolated projections is chosen 

according to the desired tradeoff between the image quality at each phase and the 

temporal blurring between phases. The same formulas apply to both respiratory and 

cardiac imaging. In the case of the cardiac imaging, in addition to weighting the 

projections by their cardiac phase, we also weight them by their distance from the end-

expiration phase of the respiratory cycle in order to reduce motion blur caused by 

respiratory motion. Other weight functions besides exponential functions are possible, 

including Gaussian functions. 

 In our experience, this projection interpolation scheme provides us with an 

acceptable tradeoff between streak artifact reduction and temporal blurring. We employ 

and test this tool in the multidimensional imaging experiment in Chapter 6.  

 Instead of dividing the projections into different sets, we can keep them all in a 

monolithic array, and assign weights to the projections during reconstruction. The 

simplest weighting scheme assigns weights of 0 or 1 to each projection based on whether 

it falls within a certain temporal distance of the phase to be reconstructed; this is 

essentially the same as the original strategy of assigning projections to different sets 

corresponding to different phases. More intelligent schemes assign fractional weights to 

projections, which might be linear, exponential, or Gaussian functions of the temporal 

distance between the phase of the projections and the phase to be reconstructed, with 

additional adjustments to maintain a consistent angular density throughout the whole set 

of projections. The weights can also be modified over the course of an iterative 

reconstruction, with more inclusive values used in earlier iterations to prevent artifacts 



 83 

and more exclusive values used later on to emphasize distinct phases. Qualitatively, the 

tradeoffs involved in this approach, and the results, are not substantially different from 

projection interpolation. 

Atemporal Reconstruction 

All the projections from different temporal phases can be used to reconstruct an 

atemporal volume. Parts of the animal that are in motion, such as the heart and the lungs, 

will appear blurry, and their boundaries are indistinct because the location of the 

boundaries is inconsistent between different projections. However, because the atemporal 

volume uses all the available data, and the angular distribution of the data is not sparse or 

irregular, it can exhibit better overall image quality than volumes reconstructed at 

particular temporal phases. Regions that do not move during the scan will appear more 

clear, and with less noise and fewer artifacts. An ongoing direction of our research is to 

find a way to combine the quality of the atemporal reconstruction in immobile regions 

with the quality of the temporal reconstructions in mobile regions. 

 In many of the reconstruction algorithms we have described, information from the 

atemporal reconstruction can be used to improve the temporal reconstructions. For 

example, in the iterative techniques, the atemporal reconstruction can be used as the 

initial estimate. In the Fourier domain techniques, singularities that appear after dividing 

by a filter in the Fourier domain can be replaced by the corresponding values from the 

Fourier transform of the atemporal reconstruction[48]. The difference between the 

atemporal and temporal reconstructions, or the TV of the difference, can be used as a 
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regularizer. The latter technique is known as Prior Image Constrained Compressed 

Sensing (PICCS) [58]. 

 In some cases, different spatial frequencies can correspond to features that are 

mobile or immobile. The keyhole[59] and HYPR[60] techniques, adapted from the MRI 

community, assume that changes in the object predominantly occur in features with low 

spatial frequencies. This enables us to construct a composite reconstruction by combining 

the high frequency information from the atemporal reconstruction with the low frequency 

information from individual temporal reconstructions.  

Temporal Filtration 

 Many of the regularization and filtration techniques we have discussed can be 

extended to the temporal domain. In the case of TV minimization, it is straightforward to 

include the temporal dimension in the definition of the TV:  

 R(µ
!
)=

"µ
j

!

"x

#

$%
&

'(

2

+
"µ

j

!

"y

#

$%
&

'(

2

+
"µ

j

!

"z

#

$%
&

'(

2

+
"µ

j

!

"t

#

$%
&

'(

2

j

M

)  (4.72) 

Ritschl et al.[61] present a more elaborate scheme based on this approach, which 

preferentially suppresses temporal variation in regions with little motion (as determined 

by comparison with the atemporal volume), while preferentially suppressing spatial 

variation in regions with strong motion.  

In the case of bilateral filtration, the temporal dimension can be included in either 

the domain or the range. Time is better represented as a dimension of the domain, since it 

makes sense to speak of volumes at different times as having different degrees of 

temporal proximity. However, since the scale of the time domain tends to be quite 
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different from the spatial domain (a typical cardiac study may have 10 distinct phases 

versus 512 distinct points along a spatial axis), we prefer to add a separate weight 

function with a separate time parameter σt to the bilateral filtration function: 

 !µ j =

w(rj "rk ,# d )w(t j "tk ,# t )w(µ j "µk ,# r )µk

k

$
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This is similar to the approach employed by Sawall et al.[21].  

 Another direction we have explored is the use of the temporal Fourier domain. 

The temporal Fourier transform can be performed at each voxel j over all points in time. 

Since we have prior knowledge about how the organs of the animal move over time, we 

can place constraints on the temporal frequencies that we expect to see at each voxel. For 

example, if the boundaries of the heart move smoothly in a sinusoidal pattern, and the 

voxel size and temporal step size are chosen so that the passage of a boundary through a 

voxel causes a gradual change in intensity rather than a sharp jump, then we can reduce 

noise in the reconstruction by eliminating high temporal frequencies. 

 We have explored all of these techniques, but we have yet to conclusively 

determine which one is superior.  

Testing 

We test all reconstruction techniques in simulations using virtual phantoms. A 

wide variety of phantoms are available for X-ray CT, and they can be organized into two 

categories, analytical and discrete. Analytical phantoms, such as the popular Shepp-

Logan phantom[62] (Figure 4.4), are typically composed of a small set of simple 
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geometric shapes, such as ellipsoids and cubes, for which exact expressions can be 

constructed for the intersection with a line. Discrete phantoms, such as the Moby 

phantom[63], are represented in volume arrays, and projections can be constructed with 

the algebraic formulation we have presented here. In principle, all analytical phantoms 

can be converted into arrays by discretization and interpolation, while all discrete 

phantoms can be expressed analytically as a lattice of cubic voxels.  

 
 

Figure 4.4. Discretized Shepp-Logan phantom. 
 

Because of the exact length calculations, simulations performed with analytical 

phantoms can claim a greater precision. However, we choose to use discrete phantoms 

because they allow us to use our GPU-accelerated projection function. Furthermore, they 

provide the actual values at each voxel that we aim to reconstruct, which gives us an 

objective measure of the quality of the reconstruction. This allows us to compare the 

performance of algorithms by directly comparing the values in the reconstructed voxels 

with the values in the original phantom voxels. When we test an algorithm that has 

several parameters that need to be optimized, an objective numerical measure of 
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reconstruction error allows us to partially automate the process of searching for the 

optimal values. 

The reconstruction error is usually defined as the root mean squared error 

(RMSE) between the true phantom and the reconstructed values: 
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This is not a perfect measure, because a human observer is more often concerned with the 

shape and clarity of the features of interest in the object, and not the absolute attenuation 

values. To quantify noise, we select ROIs in areas of the object that we expect to be 

homogeneous, such as the air or the cradle, and measure the standard deviation (STD). 

To quantify how edges are preserved, we take line profiles through sharp edges, fit a 

sigmoidal function to the edge, and compute the derivative in order to produce the PSF of 

the system. We then take the Fourier transform of the PSF to get the MTF, and find the 

spatial frequency at which the MTF falls below some predetermined threshold, typically 

10%. 

 Most of the reconstruction algorithms that I have described can be adjusted to 

improve reconstruction quality at the cost of increased computation time. For example, 

the number of iterations can be varied for the iterative algorithms, and a variety of 

corrections can be added to ameliorate the numerical problems that are present in the 

Fourier reconstruction algorithms. Consequently, we are interested in the reconstruction 

quality as a function of time. 

Our standard phantom is the Moby mouse phantom developed by Segars et 

al.[63] (Figure 4.5). The phantom array is generated from an analytical spline-based 
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model that includes several major organ systems composed of homogeneous blobs. The 

model includes temporal features such as heart contraction and respiration, and can also 

simulate changes in radiological intensity at different organs.  

 
 
Figure 4.5. A coronal section of the Moby phantom. 
 

However, the Moby phantom is not perfect for our applications. The program is a 

black box that we cannot customize to our liking. Furthermore, it lacks fine details, such 

as the bronchial tree in the lungs, which makes it difficult to provide objective tests of 

reconstruction techniques that disproportionately influence fine details, such as TV 

minimization.  

For these reasons, we also construct our own phantoms in MATLAB, composed 

of many random spheres, ellipsoids and cylinders, with locations and intensities that may 

be controlled by multiple spectral or temporal parameters (Figure 4.6). The shapes are 

discretized and interpolated and saved as arrays accessible to our reconstruction program. 
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Figure 4.6. A custom MATLAB phantom. The ellipses are cross-sections of randomly 
oriented cylinders, each comprised of different concentrations of materials that change 
over time. The spherical heart in the center expands and contracts. 
 

A list of the techniques described in this chapter that we have implemented in 

various contexts would include: 

• Feldkamp algorithm 

• Deconvolution 

• SART, including variations with explicit computation of the data fidelity, 

and variable relaxation factors 

• ART with one or more projections at a time in sequential or random order 

• SD and CG with non-square geometry matrix 

• ML and convex 

• Keyhole, HYPR, PICCS, and temporal filtration for temporal 

reconstructions 

• Various projection interpolation and weighting schemes 
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• TV, Laplacian, and mean filter regularization and bilateral filtration for 

several of these algorithms 

We have not yet performed a systematic comparison of all of these algorithms. However, 

to convey a sense of the challenges involved in such a comparison, I present some results 

from a large body of tests we performed after the MATLAB interface to the GPU-based 

reconstruction architecture became operational[64]. 

 We collected Feldkamp, SART, SD, and CG with TV regularization into a single 

MATLAB script that performs some variation of these algorithms based on parameters 

controlled by the user. These parameters determine the TV relaxation factor, the use of 

explicit data fidelity computation, and the choice of line search algorithm, among other 

things. After some preliminary tests to determine reasonable combinations of values to 

explore, we narrowed the number of combinations to a few hundred. 

 For each combination of parameters, we applied the function to three test cases 

(Table 4.1). Performing all of these tests took several days of computation and analysis. 

We found the combinations of parameters for SART, SART with cost checking, SD, and 

CG, with and without TV, that produced the lowest RMSE in these three test cases, in 

order to find the optimal version of each algorithm. Then we compared the results from 

the optimal versions of the algorithms (Table 4.2). 
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Table 4.1. Protocols used in the iterative reconstruction tests. 
 

Tests Number of 
Projections 

Angular 
Distribution 

Reconstruction 
Time (seconds) 

Standard Sampling 249 regular 150 
Irregular Sampling 249 irregular 150 
Sparse Sampling 32 regular 50 

 
Table 4.2. RMSE values from the iterative reconstruction tests. 
 

Algorithm Standard 
Sampling 

Irregular 
Sampling 

Sparse 
Sampling 

Feldkamp 1.043 1.323 1.721 
SART 0.7497 0.7935 1.2728 
SART-TV 0.7180 0.7548 1.1774 
SART with cost checking 0.7536 0.8060 1.2568 
SART-TV with cost checking 0.7328 0.7736 1.1925 
SD 0.7556 0.8088 1.2544 
SD-TV 0.7378 0.7793 1.1941 
CG 0.7553 0.8086 1.2567 
CG-TV 0.7358 0.7772 1.2056 

  

From these results we concluded that, out of this family of algorithms, SART with 

TV regularization, starting from a Feldkamp reconstruction, has the best performance. 

Plots of the relative RMSE versus time for SART-TV in all three test cases are shown in 

Figure 4.7. The curves all demonstrate exponential decay, with the greatest gains 

achieved in the first few iterations and diminishing returns thereafter. Past 20 iterations, 

the algorithms start to diverge. Studies with more projections take more time at each 

iteration. Slices from the reconstructed phantom volume are shown in Figure 4.8. 
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Figure 4.7. The relative RMSE of the reconstructed volumes at each iteration for SART-
TV in the three test cases. 
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Figure 4.8. The Feldkamp reconstruction of the Moby volume (A-C) compared with the 
SART-TV reconstruction (D-F), with standard sampling (A, D), irregular sampling (B, 
E), and sparse sampling (C, F). SART-TV shows a modest improvement over Feldkamp. 
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Slices from an in vivo mouse scan reconstructed with SART-TV and Feldkamp 

from irregular sampling are shown in Figure 4.9. We see some improvement in the 

quality of the reconstructions with SART-TV compared to Feldkamp. Unfortunately, the 

improvements are most noticeable in the regions outside the body, which are not 

important to our applications. This demonstrates some of the shortcomings of phantom 

studies with the RMSE as a measure of reconstruction quality. 

 

    
 
Figure 4.9. Reconstruction of a mouse scanned with irregular sampling, using the 
Feldkamp algorithm (A) and SART-TV (B). SART-TV shows a modest improvement 
over Feldkamp. 
 
  

This test also illustrates the intractable nature of the reconstruction artifacts. We 

have formulated and tested many algorithms, but the artifacts persist. This is one of the 

reasons that we now explore algorithms that are built upon a more accurate model of the 

underlying X-ray physics. 
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5. Spectral Model 

 The reconstruction techniques I have presented thus far all proceed from an image 

formation model that does not account for the energy-dependent properties of the CT 

system. This model is commonly used because it simplifies the mathematics of 

reconstruction, and algorithm researchers have little control over these properties[44]. 

However, as I described in Chapter 1, a physically accurate image formation model must 

take these properties into account: 

 p!= p(0) (e)exp("Aµ(e))de#  (5.1) 

In this equation, two spectral properties can be identified: The spectral sensitivity of the 

imaging system p(0) (e) , and the spectral attenuation of the object µ(e) , which we now 

discuss in detail. All of our investigations into the spectral properties of X-ray imaging 

are heavily dependent upon the Spektr package[65], which collects data from 

measurements of X-ray tube spectra[66] and the publicly available NIST database of 

attenuation coefficients[67] and makes it all available through a set of functions in C and 

MATLAB. The spectral properties of our detectors were further clarified by Daniel Brau 

at Photonic Science. The explanations of the underlying physics are taken from Bushberg 

et al.[18]. 

The Imaging System 

The imaging system can be divided into the X-ray generation side, before the 

object, and the X-ray detection side, after the object. 



 95 

X-ray Generation  

A typical clinical X-ray tube consists of a vacuum tube with a cathode on one end 

and an anode on the other end.  Electrons accumulate at the cathode, and when a high 

voltage is applied to the X-ray tube, the electrons shoot across the vacuum and strike a 

metal target on the anode. Some of the electrons are deflected by the nuclei of the metal 

atoms and experience a sudden change in kinetic energy, and emit photons with energy 

equal to the kinetic energy lost in the deflection. The broad range of possible interactions 

between the electrons and the nuclei results in a broad spectrum of bremsstrahlung 

(“braking radiation”). 

Some of the incident electrons collide with the electrons orbiting the nuclei. If the 

kinetic energy of an incident electron exceeds the binding energy of the orbital electron, 

the orbital electron may be ejected from its orbit. Another electron from an outer orbit 

then falls into the vacancy left by the ejected electron. The lower orbital has a lower 

energy, and when the electron falls into the lower energy orbit the lost energy is emitted 

as a photon. Unlike the bremsstrahlung, there are a few discrete energy transitions 

possible for this characteristic radiation, and they are determined by the atomic 

composition of the metal in the target. 

The spectrum from the X-ray tube consists of both the bremsstrahlung and the 

characteristic radiation (Figure 5.1). The primary parameter available to us for controlling 

the shape of the spectrum is the voltage applied across the tube. The voltage determines 

the kinetic energy of the photons, which determines the distribution of interactions that 

might occur between the electrons and the atoms. In general, increasing the voltage 
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increases the energy of the bremsstrahlung photons and increases the number of photons 

produced at the characteristic energies.  

 
 

Figure 5.1. The X-ray spectrum from our tungsten anode X-ray tube at 40 kVp, 80 kVp, 
and 120 kVp, with 0.7 mm aluminum equivalent filtration in the tube window. The broad 
peak at low energies is caused by bremsstrahlung while the sharp peaks at higher 
energies are caused by characteristic radiation.  
 

In our CT system, the voltage is typically set from a console connected to the 

generator. This console is operated manually, which makes it difficult to vary the voltage 

over the course of a scan. If we want to perform scans over a range of voltages, our 

options are to set the two X-ray tubes at two different voltages, or to perform a sequence 

of scans with different voltages for each scan. More recently, we have obtained access to 

the protocol used to communicate between the console and the generator, and we have 

developed the necessary programs to control the voltage from LabVIEW[68]. However, 

the process of switching between voltages is currently too slow (> 100 ms) to permit 

many changes in voltage over the course of a scan in a reasonable amount of time. 

Other factors that influence the X-ray emission from the tube include the electron 

pulse current and duration, and the type of metal on the anode. The current and duration 
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control the total flux, but not the shape of the spectrum. The type of metal influences both 

the flux and the shape of the spectrum, but it is fixed for a given tube. We use tubes with 

tungsten anodes, although we also have a molybdenum tube in storage. 

The X-rays emitted from the anode then pass through a glass window composed 

of beryllium and aluminum, which filters out the low energy X-rays that are more 

harmful and less useful for imaging. The influence of this and all subsequent filters on the 

spectrum can be determined from the width of the filter and the elemental composition 

via Beer’s Law. Each element has a characteristic energy-dependent attenuation 

coefficient which can be readily found from the NIST database[67], and this coefficient, 

multiplied by the width of the filter, determines the fraction of photons at each energy 

that are absorbed by the filter.  

It is common practice to place an additional filter in front of the X-ray tube to 

further control the shape of the spectrum. There are a wide variety of materials available 

for different purposes, and in some cases quite narrow spectra can be achieved[69], at the 

cost of severely reduced flux. Some facilities have also developed filter wheels to easily 

change the filter used over the course of a scan[70]. Later in the chapter we describe the 

selection and use of a set of filters for a particular application. 

Another strategy for gaining more control over the shape of the spectrum is to 

acquire images with the tube at a range of different voltages, and then construct a 

synthetic spectrum by building a linear combination of the images at the separate 

voltages. This can be accomplished by taking the expected X-ray spectra and stacking 

them into a matrix, specifying a desired spectral distribution, and finding the 
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pseudoinverse. This method is mathematically justified by the fact that an X-ray 

projection corresponds to a sum of photons, and the sums of photon counts at different 

times or energies still represent photon counts. We have done some preliminary 

investigations into this approach, but due to the numerical instability involved, and the 

motion in the animal that might occur between different acquisitions, we have not applied 

it to studies with real data. 

Other X-ray sources have been proposed that operate according to different 

principles. For example, synchrotrons and free electron lasers are capable of producing 

high intensity X-ray beams with quite narrow spectra. However, these devices are not yet 

practical for our uses. 

X-ray Detection 

After passing through the object being scanned, the X-rays arrive at the detector. 

A protective plexiglass plate on the detector provides additional filtration. Inside the 

detector is a gadolinium oxysulfide (Gadox) scintillator, which absorbs the X-rays and 

converts them to optical photons. Much like the filters, the influence of the scintillator on 

the spectrum is determined by the width and the attenuation coefficient via Beer’s Law, 

but in the case of the scintillator, it is the fraction of X-rays that are absorbed rather than 

the fraction of X-rays transmitted that contribute to the subsequent signal. The 

attenuation coefficient of Gadox has a sharp discontinuity at 50.2 keV because of the 

presence of gadolinium. This feature, the K-edge, is explained by a physical model 

similar to the characteristic radiation emitted by the X-ray tube. The gadolinium atom has 

an electron orbital at this energy, and incident X-ray photons with an energy above this 
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level expend their energy ejecting the electron. The quantity of optical photons emitted is 

a linear function of the energy of the absorbed X-rays. Finally, a CCD camera behind the 

scintillator measures the emitted optical photons. The final spectrum, representing the 

sensitivity of the imaging chain as a function of energy, is shown in Figure 5.2. This is 

sometimes referred to as the system weighting function[71]. 

A  B  

C  D  
   

Figure 5.2. The X-rays incident on the detector pass through a plexiglass plate (A), and 
are then absorbed by the Gadox scintillator (B), and each absorbed X-ray photon results 
in the emission of a number of optical photons proportional to the energy of the X-ray 
photon (C). These functions, combined with the tube spectrum in Figure 5.1, determine 
the total spectral sensitivity of the system (D). 
 
  

This model describes the kinds of detectors present in our CT system, referred to 

as scintillating or integrating detectors. However, there exist other kinds of detectors that 

operate according to different principles. We have recently become interested in the 
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possibility of installing photon-counting detectors, which can distinguish and segregate 

the energies of incident X-rays[72]. We are not yet sure if they are practical for our uses, 

so we have constructed a model that describes their behavior in the sensitivity formalism 

employed in this study, in order to allow us to perform simulations with them and 

evaluate their utility.  

 Photon-counting detectors have a set of user-specified energy thresholds. When 

an X-ray photon strikes a detector pixel, it passes through a thin layer of semiconductor 

and knocks out a number of electrons proportional to the energy of the photon. A 

constant voltage across the layer pulls the electrons toward a circuit that measures the 

total charge, and compares it with the set of thresholds. The photon is counted as 

belonging to the energy range that lies between two thresholds. The number of available 

thresholds depends on the detector model, with existing models offering between 2 and 8 

thresholds. 

 Schlomka et al.[72] describe the results from a detector calibration process at a 

synchrotron to determine the energy measured by the detector from an X-ray photon of 

known energy. Based on their measurements, we modeled this response function as the 

sum of a Gaussian function and a linear function, with the mean of the Gaussian function 

occurring at the energy of the photon, and the standard deviation of the Gaussian function 

and the slope of the linear function directly proportional to the energy of the photon 

(Figure 5.3A). Although Schlomka et al. use a somewhat more complex model based on 

multiple Gaussians to describe the response, our model fits the measurements quite well. 
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 With this model, we can determine the sensitivity of the detector at a particular set 

of thresholds as a function of the energy of the incident photons. In Figure 5.3B we show 

the functions corresponding to a set of 6 energy bins defined by 6 thresholds similar to 

those employed in other material-discriminating studies[73]: 25 keV, 29 keV, 33 keV, 37 

keV, 45 keV, and 55 keV. I investigate the magnitude of the improvement provided by a 

photon counting detector with these settings to an iterative reconstruction technique in 

Chapter 6. 

A B  

Figure 5.3. The energy measured by a photon counting detector in response to photons of 
known energies (A), and the resulting sensitivity functions of the detector with 6 energy 
bins determined by 6 user-specified energy thresholds (B). 
 
  

Photon counting detectors suffer from several limitations that hinder their use 

with our system. Compared to our scintillating detectors, existing models of photon 

counting detectors have larger pixel sizes and smaller detector areas. Their pixels 

typically saturate at an X-ray flux that is much lower than what we normally use, with 

most studies being performed at a tube current that is 1% of the currents used in our 

studies. Furthermore, they suffer from several aberrations particular to their architecture. 

The charge released by photons can spread to neighboring pixels, and photons that arrive 
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simultaneously will be counted as a single photon with a measured energy equal to the 

sum of their photons. Use of a photon counting detector would necessitate the 

development and implementation of algorithms to correct for these problems.  

For both scintillating detectors and photon-counting detectors, the number of 

photons incident at each pixel varies over the surface of the detector, with pixels at the 

center of the detector receiving the highest counts. Additionally, some pixels are more 

sensitive than others, due to the crystalline structure of the scintillator and the inevitable 

imperfections in the manufacturing process. To account for these variations, we assume 

that the spectral sensitivity function of the system at a given combination of voltage and 

filters has the same shape at all pixels, but a different scale. We normalize this function 

so that the sum over all energies equals 1. To determine the photon counts at each energy 

at each pixel, we multiply this normalized spectral sensitivity function by the photon 

counts measured in empty projection images acquired when no object is present in the 

system, as described at the beginning of Chapter 4 (Figure 5.4). 
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Figure 5.4. The spectral sensitivity at each pixel is the product of the empty image p

i

(0)  
and the normalized spectral sensitivity function p(0) (e) . 
 



 103 

Spectral Calibration 

 This spectral model of our imaging system is composed of several parts, whose 

properties are predicted by several different sources both academic and commercial. 

There may be a variety of incorrect or missing components in this model, such as 

materials in the tubes and detectors that are not accounted for by the manufacturers, and 

the inevitable degradation of equipment over time. In reviewing the data from some of 

our experiments, we have found that the predicted photon counts do not match the 

measured photon counts, and these discrepancies suggest systematic bias rather than 

random noise. Our laboratory does not currently have access to the tools that would 

enable us to directly measure the spectrum emitted by the tube, or the spectral response of 

the detector. These tools would include an X-ray spectrometer for the filtered tube 

spectrum, and a synchrotron, or similar monoenergetic source, for the detector response. 

Consequently, we have developed a spectral calibration technique to adjust our model to 

better match the measured projections. 

 Our model predicts p̂
0
(e) . However, if the model is incorrect, the predicted 

function p̂
0
(e)  does not equal the actual function p

0
(e) . We account for this discrepancy 

with a correction function f (e) , such that p
0
(e)= p̂

0
(e) f (e) . The goal of spectral 

calibration is to find f (e) . 

 According to Beer’s Law, if we scan a homogeneous material h of length lh and 

spectral attenuation function µ
h
(e)with our X-ray system, the expected number of 

photons p!h  that will be measured by the detector is given by 
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 p
!
h = p0 (e)exp("µh (e)lh )# de  (5.2) 

We modify this formula to include the correction function: 

 p
!
h = p̂0 (e) f (e)exp("µh (e)lh )# de  (5.3) 

The spectra of the system and the material are given in tables of discrete data, so we 

discretize the formula for the expected photon measurement, 

 p
!

h = exp("lhµ
T

h )( )diag(p̂0 )f  (5.4) 

so that all functions are replaced with vectors that contain the values of those functions at 

a finite set of E energy steps. All of these vectors are of size E × 1, and diag(p̂0 )  

indicates a diagonal matrix with p̂
0
 on the diagonal. In Spektr, all spectral functions are 

defined from e = 1 keV to 150 keV in steps of 1 keV, so typically E = 150. These 

functions may be truncated to eliminate energy values where no photons are expected. 

Note that, in this context, µ
h
 does not represent a volume, and p̂

0
 does not represent a 

set of projections. 

 If we then perform scans with H materials and lengths, and collect the 

measurements into the H × 1 vector p and the lengths into the H × 1 vector l and the 

material spectral attenuation functions into the H × E matrix M, we can construct a 

system of equations and find a least squares solution for f. 

 p= exp(!diag(l)M)( )diag(p̂0 )f  (5.5) 

 f = exp(!diag(l)M)( )diag(p̂0 )( )
+

p  (5.6) 

where + represents the pseudoinverse.  
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 Depending on the number of energy steps E over which the vectors are defined, 

many measurements may be required to find all the elements of f. However, this may not 

be necessary. If f can be represented as a linear combination of a smaller set of B basis 

functions, the basis functions can be collected into an E × B matrix F, and the coefficients 

of these basis functions into a B × 1 vector c, such that f = Fc. To construct f, we find c. 

 p= exp(!diag(l)M)( )diag(p̂0 )Fc  (5.7) 

 c= exp(!diag(l)M)( )diag(p̂0 )F( )
+

p  (5.8) 

 We believe that the inaccuracies in our model are caused by the presence or 

absence of various materials. Most everyday materials have atomic numbers below 40 

and will not have atomic resonances in the energy range of our system. Consequently, 

their attenuation functions are smooth and have no points of inflection, and will admit a 

more sparse representation. We assume that f can be well-approximated with quadratic 

functions:  

 f (e)!c
0
e
0
+c

1
e
1
+c

2
e
2  (5.9) 

so that e0 , e1 , and e2  comprise the columns of F; c
0

, c
1
, and c

2
 are the elements of c; 

and B = 3. This is just one set of possible basis functions, and other sets may be 

considered in future work. This requires a minimum of 3 measurements to find the 3 × 1 

vector c. Acquiring more than 3 measurements can reduce the error of the estimation. 

 The set of materials must be chosen so that the rows of M are linearly 

independent. In the absence of K-edges (or other atomic resonances), the attenuation 

functions of different materials all resemble exponential decay curves. Therefore, a set of 
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materials must be chosen that are sharply distinguished by their K-edges. Additionally, 

the materials must be readily available in a solid form such as a plate or foil that is not 

reactive, volatile, or toxic. They should be thick enough to absorb a large fraction of the 

photons, but not all of the photons. They should also be inexpensive. For the sake of 

simplicity, we ruled out compounds, or any materials that would require a container. 

Based on these constraints, we chose the set of materials identified in Table 5.1. The 

fractions of photons transmitted by these materials as a function of energy are shown in 

Figure 5.5.  

 This method is similar to the spectral calibration method developed by Colijn et 

al.[74]. As in that method, our first implementation used a variable number of slabs of a 

single metal (in our case, copper), and we tried to solve for p0(e) over all the energies in 

the range we use for imaging. We subsequently found that multiple metals with distinct 

spectra, and the approximation of f(e) with a small set of basis functions, improved the 

quality of the results. 

 

Table 5.1. List of materials and 
thicknesses used for spectral 
calibration. 
 

Material mm 
copper (Cu) 0.15 
molybdenum (Mo) 0.015 
tin (Sn) 0.1 
dysprosium (Dy) 0.025 
tungsten (W) 0.05  

Figure 5.5. Fractions of photons transmitted by 
the materials in Table 5.1. 
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In simulations with known values for c, our spectral calibration method recovers 

these values exactly when noiseless projection data is used, and our method recovers 

these values to within a reasonable level of accuracy when noisy projection data with 

noise statistics similar to those of our system are used. We have performed this spectral 

calibration technique with our system, and our estimated correction function is 

 f (e)= 2.567!10
0( )e0 " 8.697!10"2( )e1+ 1.034!10"3( )e2  (5.10) 

This correction function is shown in Figure 5.6A, and its effect of the sensitivity function 

at 80 kVp is shown in Figure 5.6B. When we examine the average discrepancy between 

the predicted photon measurements and the actual photon measurements acquired during 

the calibration scan, adding this correction function to the photon count prediction 

reduces the discrepancy from 19% to 9%. This is a substantial improvement, but the 

remaining error is also substantial, and we fear that this error may continue to thwart any 

iterative reconstruction schemes that depend on accurate photon count prediction. 

A B  

Figure 5.6. The estimated correction function for our system (A), and its effect on the 
sensitivity function (B). 
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The Object  

In general, the attenuation coefficient at a point in a heterogeneous object is a 

linear combination of the attenuation coefficients of the constituent materials.  

 
 
µ(e)=µwater (e)+µbone(e)+µ fat (e)…  (5.11) 

 
The attenuation coefficients of the materials can be further decomposed into their mass 

attenuation coefficients 
µ

!
(e)  and their densities ρ. 

 
 

µ(e)=!water
µ

!
"
#$

%
&'
(e)
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&'
(e)
bone

+! fat

µ

!
"
#$

%
&'
(e)
fat

…  (5.12) 

 
 In biological objects, soft tissues consist mostly of water and a few other elements 

with low atomic numbers, and do not show substantial differences in the shapes of their 

mass attenuation spectra[75] (Figure 5.7). From the perspective of CT, the differences in 

attenuation of different soft tissues are primarily due to density. Bone, unlike soft tissue, 

has large quantities of calcium and a mass attenuation spectrum that is qualitatively 

different from water, as well as a higher density.  

 Nonbiological materials can have distinctively different attenuation spectra. Of 

particular interest to us is the attenuation spectrum of iodine, which is commonly used as 

a CT contrast agent. Whereas the other elements present have spectra that resemble 

monotonic exponential decay, the iodine spectrum has a sharp discontinuity at 33.2 keV, 

the K-edge (Figure 5.7).  
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Figure 5.7. The mass attenuation spectra of various materials present in a small animal 
micro-CT study. The tissues of several different organs all fall along the solid line. Fat 
has a slightly different spectrum because of the larger proportion of hydrogen, but this 
difference is hard to distinguish in the presence of noisy measurements. The attenuation 
spectrum of bone has the same overall shape but it is displaced from the spectra of the 
other materials, and is much more easily distinguished than other tissues in 
reconstructions. The qualitatively different spectrum of iodine is due to the presence of 
the K edge within the spectral range of our CT system, and results in sharply different 
attenuation coefficients in regions which accumulate iodine. 
 
  

In the diagnostic X-ray energy range, attenuation is primarily caused by two 

physical mechanisms, Compton scattering and the photoelectric effect[18]. These two 

mechanisms are largely analogous to the two processes that govern the production of X-

rays in the tube. In Compton scattering, the X-rays are deflected by electrons, which 

results in the X-rays losing kinetic energy and changing direction. The change in 

direction is not accounted for in our projection model of X-ray image formation, nor is it 

described by Beer’s law, and in general it results in a loss of image quality. The angular 

distribution of scatter has been studied elsewhere[76], and more physically accurate 

simulations in which X-ray projections are constructed through Monte Carlo photon 
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tracking are possible[77], but that is beyond the scope of the work I present here. The 

Klein-Nishina formula predicts the Compton attenuation spectrum[76]: 

 C(e)=
f
KN
(e)

f
KN
(e
0
)

 (5.13) 

 f
KN
(e)=

1+!
! 2

2(1+! )
1+2!

"
ln(1+2! )

!
#
$%

&
'(
+
ln(1+2! )
2!

"
1+3!
(1+2! )2

 (5.14) 

where ! = e/511 keV  and e0 is an arbitrarily chosen reference energy. 

 In the photoelectric effect, X-rays transfer all their energy to an electron which is 

ejected from its orbital[76]. Another electron may fall into the orbital, causing the 

emission of additional photons, but in general these secondary photons are not detected, 

so the photoelectric effect is not a significant source of scattered radiation. Since the X-

rays must have energy greater than the bonding energy of the electron orbital, the 

spectrum of the Photoelectric effect displays sharp discontinuities corresponding to 

specific energy levels of the electron orbitals in the elements present in the object. This is 

the source of the K-edge, so named because it corresponds to the K electron orbital in the 

atom. A simple formula predicts the photoelectric attenuation spectrum: 

 F(e)=
e
0

3

e
3

 (5.15) 

However, this formula does not predict the existence of the discontinuities. 

 A third physical phenomenon, Rayleigh scattering, is also present in X-ray 

interactions with matter in the diagnostic energy range[76]. However, the contribution of 

this effect to the total attenuation coefficient is very slight (about 5% at 70 keV[18]) and 

is usually ignored. 
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 Thus, the mass attenuation coefficient can be represented as a sum of the 

component caused by Compton scattering and the component caused by the photoelectric 

effect[78] (Figure 5.8A), 

 µ(e)= c
C
C(e)+c

F
F(e)  (5.16) 

and each of these components can be predicted from the atomic number of the material 

(assuming no discontinuities are present, an assumption that holds for most biological 

materials, but not for other materials such as iodine). In principle, we could recover the 

entire spectrum of a biological material by finding these two components, which could be 

accomplished with two measurements. Historically, this has been the motivation for dual 

energy imaging, which I discuss later. 

A B  

Figure 5.8. Physical basis functions based on Compton scatter and the photoelectric effect 
(A), and rectangular energy bin basis functions (B). 
 

Finally, in the absence of better prior information about the materials in the 

system, we can simply represent the attenuation coefficient as a combination of separate 

energy bins[79] (Figure 5.8B): 

 µ(e)= clowµlow (e)+chighµhigh (e)  (5.17) 
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 The essential conclusion from this discussion is that the unknown attenuation 

spectrum of a material in the object can be represented as a linear combination of a small 

set of known basis functions: They may correspond to materials, such as water, bone, and 

iodine; they may correspond to physical processes, such as Compton, photoelectric, and a 

K-edge offset; or they may correspond to separate energy bins. At any given voxel, one 

or two or three coefficients of these basis functions will usually suffice to describe the 

spectrum of the material. 

Monoenergetic Reconstruction 

 Conventional CT reconstruction ignores the spectral properties of the system. 

This is more or less equivalent to assuming that the polyenergetic spectrum of the 

imaging system can be replaced by a single effective energy, and the measured value at a 

voxel is the attenuation coefficient at this energy. This allows us to employ all the 

reconstruction algorithms described in the previous chapter. In general, this approach 

suffices for most clinical applications, as well as many of our own applications. However, 

the attenuation coefficients produced by the reconstruction program will not be 

physically accurate or precise. The reconstructed values are usually rescaled to the 

Hounsfield scale, which expresses all attenuation coefficients in terms of the values 

measured in regions full of air and regions full of water[18]: 

 H (µ)=1000
µ!µ

water

µ
water

!µ
air

 (5.18) 

 Attempts to approximate a polyenergetic spectrum with a monoenergetic 

spectrum are further confounded by the phenomenon of beam hardening. As the X-rays 
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travel through the object, the low energy (“soft”) X-rays are disproportionately 

attenuated, while the high energy (“hard”) X-rays are more likely to pass through the 

object unattenuated. Consequently, a voxel will absorb a larger fraction of X-rays if it 

intersects them early in their trajectory, closer to the source, while the same voxel will 

absorb a smaller fraction of the X-rays if it intersects them later in their trajectory, closer 

to the detector. In other words, it is inaccurate to assign a single attenuation coefficient to 

a voxel when multiple energies are present. 

 This beam hardening is the source of two frustrating artifacts (Figure 5.9). 

Cupping artifacts are gradual changes in the reconstructed attenuation values over the 

whole volume, with areas closer to the exterior appearing brighter and interior regions 

appearing darker. Streaking artifacts appear at the boundaries between materials with 

sharply different attenuation coefficients. These are especially exaggerated in 

reconstructions from scans with aberrant angular distributions. 
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 C 

 
 

Figure 5.9. Two common beam hardening artifacts: Gradual changes in the attenuation 
coefficient across the reconstructed volume, resulting in a slight dip in the values towards 
the middle of the object, known as a cupping artifact  (A, B). Streaking artifacts appear 
around the metal bead (C) because its attenuation spectrum is much different than the 
plexiglass in which it is embedded. 
 
  

A skilled human observer can ignore the effects of these artifacts when examining 

the morphology of specific features in the reconstructed volume[44]. However, these 

artifacts frustrate a variety of downstream quantitative analysis tasks. For example, in 

some applications CT is combined with nuclear imaging such as PET or SPECT, 

modalities that image gamma rays[18]. Gamma rays are also attenuated by the object, 

and attenuation correction is often performed to improve the quality of the nuclear image 
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reconstruction[80]. X-ray attenuation coefficients produced by CT can be used to 

estimate the attenuation in the gamma energy range, but the artifact-distorted 

monoenergetic attenuation coefficients are poor predictors of attenuation at other energy 

ranges.  

 Another quantitative analysis task is the estimation of the densities of the 

materials present in the object. The attenuation coefficient is a product of the density and 

the mass attenuation coefficient, so in principle the density of a region consisting of a 

single known material can be recovered directly from the reconstructed attenuation 

coefficient. However, if the reconstructed attenuation coefficient is influenced by the 

location of the material in the object, comparisons of density between different regions of 

the object will be unreliable. More generally, we would like to be able to estimate the 

densities of more than one material. 

 For these reasons, we investigate reconstruction algorithms that account for the 

polyenergetic spectra of the imaging system and the object. Our goals are to reduce the 

artifacts and enable subsequent quantitative analysis. 

Dual Energy Imaging 

 Since the attenuation spectra of biological objects in diagnostic X-ray imaging 

can usually be approximated by two materials (water and bone) or two physical 

mechanisms (Compton scattering and photoelectric effect), scanning with two different 

system spectra, determined by the voltages and filters on the X-ray tube, has been a 

popular strategy for multispectral imaging. This approach is several decades old, going 

back to the work of Alvarez et al. in 1976[78].  
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 The development of dual energy imaging has historically been constrained by 

hardware. In a conventional clinical CT scanner, there is one X-ray tube, one detector 

array, and the voltage and filter on the tube and the sensitivity of the detector are fixed 

during a scan. The only available dual energy imaging protocol is to perform two 

complete scans with different voltages and filters in succession. This increases the dosage 

and time required to perform a dual energy scan, and hinders the application of this 

technique to dynamic phenomena, such as a bolus of contrast agent moving through the 

body. 

 Newer hardware architectures are more amenable to dual energy imaging. Dual-

layer CT uses two layers of detectors, one on top of the other, each with different spectral 

sensitivities that can not be changed[81]. Dual Source CT uses two X-ray tubes and two 

detector arrays, and the tubes can be set to different voltages and filters when a scan is 

initiated[82]. Tube switching CT uses one tube and one detector, and the voltage in the 

tube is rapidly switched back and forth between two voltages over the course of the 

scan[83] (it is also possible to rapidly change filters with a filter wheel[70]). Of these 

three architectures, only the third can be adapted to more than two voltages without a 

major change in hardware. The first two architectures acquire projections simultaneously, 

while the third acquires projections that are displaced in time. The first and third 

architectures acquire projections that are geometrically close to each other and easily 

registered, while the second architecture acquires projections that are separated by large 

angles.  
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 In our system, both Dual Source CT and Tube Switching CT are possible 

strategies. The Dual Source approach requires less labor up front, because it is not 

difficult to set the tubes to two different voltages at the beginning of the scan. 

Unfortunately, despite the work discussed in Chapter 2, the alignment of the geometries 

of the two tubes and detectors is not quite perfect. Furthermore, despite the assumptions 

presented above, we remain interested in scanning at more than two voltages, and we 

would like these changes in voltage to be interleaved over time so that we can study 

dynamic phenomena. To address these shortcomings, we have recently modified our 

system to enable Tube Switching CT, as discussed previously. However, this 

implementation is constrained by the time involved in switching between voltages 

(currently > 100 ms), and it is less amenable to the inclusion of different filters. 

 The projections acquired at different voltages require novel reconstruction 

techniques. These techniques can be categorized into pre-processing, post-processing, 

and spectral reconstruction strategies. The pre-processing strategies take the X-ray 

projections at the different energies and decompose each pair of acquired projections into 

a pair of synthetic projections that represent the line integrals of the coefficients of the 

basis functions[78]. The decomposition is performed at each pixel in the pair of 

projections, and requires the pair of projections to be well registered. Since we would like 

to use projections from two different imaging chains that are not easily registered, and 

since the preprocessing approach is especially prone to artifacts, we have not given this 

strategy much consideration. We have primarily focused on post-processing and spectral 

reconstruction. 



 118 

Post-Processing 

 In the post-processing approach, conventional monoenergetic reconstructions are 

performed with the projections at each voltage. That is, if one set of projections are 

acquired with a tube at 40 kVp, and another set of projections are acquired with a tube at 

80 kVp, a 40 kVp monoenergetic reconstruction and an 80 kVp monoenergetic 

reconstruction are created. The effective attenuation coefficients at these two energies are 

then decomposed into linear combinations of the chosen basis functions through a matrix 

inversion[84]. 

 For example, suppose we wish to decompose an image without contrast 

enhancement into a linear combination of water and bone: 

 µ(e)= c
water

µ
water
(e)+c

bone
µ
bone
(e)  (5.19) 

We measure the attenuation coefficients of water and bone in regions of interest at two 

different energies, such as 40 kVp and 80 kVp, and set up a linear equation: 
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 (5.20) 

Then we find the coefficients of water and bone (i.e. the densities of these materials) 

throughout the reconstructed images by inverting the matrix: 
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The same approach applies to the photoelectric and Compton basis functions: 
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If we acquire images at more than two voltages, such as 40 kVp, 80 kVp, and 120 kVp, 

the least-squares solution can be found through the pseudoinverse: 
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If we add iodine, we can recover three coefficients from three measurements: 
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 One problem of interest to us is the study of angiogenesis in lung tumors. In this 

model, the application of an iodine-based blood pool contrast agent enhances regions 

with a high density of blood vessels. Since malignant tumors feed their growth by 

expanding their blood supply, a high density of iodine may indicate the presence of a 

malignant tumor. However, identifying regions with high densities of iodine in a 

monoenergetic reconstruction is confounded by the fact that the density of the lung is 

very low, consisting of mostly air. A region with a relatively high density of iodine may 

still have an average attenuation coefficient that is quite low in absolute terms, if the 

region is predominantly air. We have tried to solve this problem through dual energy 

imaging with the post-processing approach. 

 In one model, we explicitly represent the relative densities (i.e. fractions of the 

total density) of air, water, and iodine. We then add a third equation forcing the relative 

densities to sum to 1. This gives us three equations with three unknowns[84]: 
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Since air has a very low density compared to water and iodine, another approach is to set 

its density to 0, and find the absolute densities of water and iodine. This gives us two 

equations with two unknowns: 
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 The post-processing approach suffers from several problems. First of all, the 

problem of beam hardening is ignored, since the initial reconstructions are still performed 

with the monoenergetic approximation. We may hope that the artifacts in each 

reconstruction will cancel each other out, but in general this is not the case. Second, the 

initial reconstructions may not be well registered, and regions in the object on the 

boundaries between different materials are afflicted by severe numerical errors. For 

example, suppose a voxel appears in soft tissue in one reconstruction and in bone in the 

other reconstruction. Applying the matrix inverse to these values produces a nonsensical 

result. A third problem is that the noise in the monoenergetic reconstructions is 

compounded by the matrix operations. If the matrix to be inverted is ill-conditioned, the 

error in the density values can be especially high (Figure 5.10). 



 121 

 A 

 

 B 

 
 C 

 

 D 

  
Figure 5.10. A mouse scanned at 40 kVp (A) and 65 kVp with a copper filter (B) and 
reconstructed with the Feldkamp algorithm. After applying a version of the material 
decomposition, we construct the tissue fraction image (C) and the blood fraction image 
(D). The decomposition successfully distinguishes unenhanced soft tissue from iodine-
enhanced blood, most noticeably within the heart. However, the decomposed images are 
especially noisy and prone to false values at the edges. 
 
  

The problem of the ill-conditioned matrix inversion can be explored graphically. 

The matrix inversion represents a transformation from a space defined by the two 

attenuation coefficients to a space defined by densities (Figure 5.11). The attenuation 

coefficients collected from two different regions correspond to two different clusters of 

values. The transformation may stretch or rotate these clusters, but the ratio of the width 

of these clusters to the distance between the clusters is ultimately preserved. If this ratio 

is large to begin with, the density estimates produced by the matrix inversion will suffer 

from poor precision. This problem is even more pronounced in the three material 
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decomposition. We attempted to circumvent the matrix inverse by representing it as a 

series of geometric transformations, such as translation, rotations, scales, and shears, but 

this did not solve the underlying problem[85]. 

A  B   
 
Figure 5.11. We measure the attenuation coefficients (Hounsfield scale) of regions 
containing air, soft tissue, and iodine-enhanced blood in a typical dual energy scan, and 
plot them in 2-energy attenuation space (A). The lengths of the cross hairs around each 
point represent one standard deviation in the attenuation measurements for each energy. 
When the attenuation measurements are multiplied by the inverted 2 × 2 system matrix, 
these measurements are effectively transformed into the 2-material space, where each 
axis corresponds to the fractional concentration of a material (B). The regions of 
uncertainty around each point become extremely skewed because the system matrix is ill 
conditioned. 
 
   

This elongation of these clusters is predicted by the condition number[31]. The 

condition number of a function is a measure of how small changes in the inputs might be 

amplified by the function. The higher the condition number, the greater the possible 

amplification, and the lower the accuracy in the presence of noise. For matrices, the 

condition number is equal to the ratio of the maximum and minimum singular values. 

 We have used this metric to determine the optimal voltages and filters for the 

tubes. For voltages, we have explored the full range of values possible with our tube, 

from 40 kVp to 120 kVp. For filters, we searched through the periodic table and 
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compiled a list of materials that are readily available in an inexpensive solid form such as 

a plate or foil that is not reactive, volatile, or toxic; and that is thick enough to absorb a 

large fraction of the photons, but not all of the photons. For the sake of simplicity, we 

ruled out compounds, or any materials that would require a container. (These were the 

same criteria that we considered in selecting the materials for the spectral calibration 

procedure, described previously.) At each pair of voltages and filters we estimate the 

mean attenuation coefficients of the materials we hope to discriminate, construct the 

material decomposition matrix, and calculate the condition number.  

 We have revisited these investigations multiple times over the years, and the 

results are dependent on the particular application. I report here the results from the most 

recent investigation, which was aimed at optimizing our ability to distinguish water from 

iodine. Since the most salient difference between the attenuation spectra of water and 

iodine is the K-edge of iodine, we found that, in the ideal pair of spectral sensitivities, 

one sensitivity function accentuates the energies directly below the K-edge, while the 

other sensitivity function accentuates the energies directly above the K-edge. Since tin 

has a K-edge close to the K-edge of iodine (29.2 keV versus 33.2 keV), and will 

preferentially suppress energies directly above this value, it is a good choice for use as a 

filter with the low voltage. For the high voltage, we found that tungsten is effective at 

suppressing low energies. So we looked through each combination of voltages with and 

without these filters, and found the condition numbers of the corresponding material 

decomposition matrices. These values are shown in Figure 5.12. The combination that 

produced the lowest condition number consisted of 41 kVp with a 0.1 mm tin filter, and 
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55 kVp with a 0.05 mm tungsten filter. The effect of these filters on the decomposition is 

shown in Figure 5.13. 

Unfortunately, the filters work by preferentially suppressing X-rays at different 

energies, which reduces the total number of X-rays available for measurement and 

increases the noise in the projections and in the monoenergetic reconstructions. We have 

verified that, because of the superior conditioning of the material decomposition matrix, 

the final results of the material decomposition are less noisy. But the reduced flux 

imposes other penalties. 

 

A B  

Figure 5.12. The condition number of the material decomposition matrix as a function of 
voltage, without (A) and with (B) filters. The brightest region, 40 kVp with the tin filter and 
55 kVp with the tungsten filter, indicated with the crosshairs, corresponds to the lowest 
condition number, 119. 
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A B C  

D E F  

Figure 5.13. When the tube settings are suboptimal (A), the vectors corresponding to 
water and iodine are close together (B), and the transformation amplifies the noise (C). 
When the tube settings are optimized (D), the water and iodine vectors are farther apart 
(E), and the noise amplification is less pronounced (F).  
 
  
 To increase the flux to compensate for what is suppressed by the filters, we must 

increase the number of electrons incident on the target in the X-ray tube in a single 

exposure. We have turned up the currents on the tubes as high as they can go at these 

voltages, 320 mA at 41 kVp and 400 mA at 55 kVp, but the flux is still lower than we 

desire. So we have increased the time for each exposure, from 10 ms to 12.5 ms, slightly 

reducing our maximum temporal resolution. One consequence of these increases in the 

amount of electrons deposited on the target is that the tubes heat up very quickly. After 

acquiring a few hundred projections at one projection per second, it is necessary to wait a 
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few minutes for the tubes to cool down. In studies of temporal processes, such as the one 

described in the next chapter, in which thousands of projections are acquired, the cooling 

time must be included in the protocol. 

Iterative Spectral Reconstruction 

 The nonlinear iterative reconstruction algorithms described in the previous 

chapter can be adapted to the polyenergetic image formation model. First, we represent 

the attenuation coefficient as a linear combination of D basis functions: 

 µ j (e)= cjd fd (e)
d

D

!  (5.27) 

 µ(e)= cd fd (e)
d

D

!  (5.28) 

The line integral is itself a linear process. This means that the line integral of a linear 

combination of basis functions is equivalent to a linear combination of the line integrals: 

 a iµ(e)=ai cd fd (e)
d

D

! = fd (e) aicd( )
d

D

!  (5.29) 

In other words, we can perform spectral projection using the GPU-based projection 

function we have already created. 

 Aµ(e)= fd (e) Acd( )
d

D

!  (5.30) 

Now we find a formula for the gradient of the cost function at each voxel. To do 

this, we find the derivative of the expected pixel count with respect to the coefficient at a 

voxel: 
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Here we have defined the function pi
(d )  to simplify future calculations. With this 

derivative formula, we have the gradient of the data fidelity: 
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We also have the gradient of the likelihood: 
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 The ML-based approach has been explored by Elbakri and Fessler[86], as well as 

Chueh et al.[79]. This is the foundation of the multidimensional reconstruction algorithm 

that I present in the next chapter. 
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6. Multidimensional Reconstruction 

 In Chapter 1, I presented some of the imaging applications that we hope to 

address with our micro-CT system, and the challenges they pose. In general, we want to 

be able to distinguish the concentrations of different materials throughout the body 

(mainly water and iodine) as they rapidly and periodically change over time. We would 

like to be able to accomplish this with scan times, radiation dosages, and data sizes that 

are not excessive. 

 In principle, the tools that I have presented in the previous chapters, while 

imperfect, could bring this goal within reach. We could perform a dual energy scan with 

optimized voltages and filters and a retrospective gating protocol, employ one of the 

temporal reconstruction techniques from Chapter 4 to produce separate monoenergetic 

reconstructions, and then perform material decomposition. But the noise and artifacts in 

the reconstructed images might be prohibitive, and it might be possible to improve upon 

these results with a more general reconstruction strategy that combines information from 

both time and energy.  

 In this chapter, I present two approaches to multidimensional reconstruction: An 

iterative approach based on the formalism introduced at the end of the last chapter, and a 

hybrid approach that is assembled from several of the tools that have been described 

throughout this document. I present some findings from simulations, and from an in vivo 

multidimensional imaging study that we performed, and evaluate the utility of the various 

steps involved in the reconstruction process. 
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Iterative Reconstruction 

 As we saw in the previous chapter, the value at each voxel in the object can be 

represented as a linear combination of a set of basis functions. The basis functions are 

defined on a domain s over which the imaging system is characterized by a non-uniform 

sensitivity function. The reconstruction process can be reformulated as the process of 

recovering the coefficients of these basis functions: 

 pi
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= pi
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"  (6.1) 

 
This formulation was originally introduced in the context of spectral basis functions, but 

it is agnostic with respect to the meaning of the domain of the basis. It could represent 

energy, time, or some combination of the two.  

 With this formulation we can then derive reconstruction algorithms that minimize 

cost functions in an iterative fashion. To simplify their expression, we find the derivative 

of p
i

*  with respect to cjd : 
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The two cost functions we use are the data fidelity, which yields the following gradient: 
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with a corresponding fixed point update function: 
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and the likelihood, which yields the following gradient: 
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with a corresponding fixed point update function: 
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We refer to these four update functions as data fidelity gradient descent (DFGD), data 

fidelity fixed point (DFFP), likelihood gradient descent (LGD), and likelihood fixed point 

(LFP). Inside the iterative reconstruction process, we can apply the regularization 

techniques described in Chapter 4. 

Basis and Sensitivity Functions 

 I have discussed possible spectral basis functions in the previous chapter. These 

include material basis functions (such as water, bone, and iodine; Figure 5.6), physical 

basis functions (such as Compton and photoelectric; see Figure 5.7), and energy bin basis 

functions (such as high and low energies; see Figure 5.8). 

 Temporal basis functions discretize dynamic processes in the animal into a set of 

individual timepoints. The actual state of the animal at any timepoint can be 

approximated by interpolating the values at the nearest reconstructed timepoints. For 

nearest neighbor interpolation, we use rectangular basis functions, while for linear 
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interpolation we use triangular basis functions (Figure 6.1). We can imagine more 

elaborate sets of temporal basis functions, such as Fourier basis functions. For perfusion 

applications, Gaussian functions and gamma variate functions have also been 

proposed[87]. 

A  B   
 
Figure 6.1. Temporal basis functions, using rectangular (A) and triangular (B) functions.  
 
  

In the case of cyclical phenomena, such as heart contraction, respiration, and 

perfusion, the temporal basis functions can be expressed in terms of normalized time 

from 0 to 1, these numbers corresponding to the beginning and end of the cycle. 

Otherwise, seconds or milliseconds may be appropriate. 

 We can construct multidimensional basis functions by composing the basis 

functions from individual dimensions. If we have two dimensions s1 and s2 evaluated 

over S1 and S2 steps, and D1 × D2 basis functions: 
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This process can extended to an arbitrary number of discretized dimensions. A 2-

dimensional basis function of time and energy is shown in Figure 6.2. 

 

× 

 

= 

 
 

Figure 6.2. A spectral-temporal basis function. 

  
The spectral sensitivity function was discussed in the previous chapter (Figure 

5.2). In general, it may be a function of the X-ray tube voltage, current, duration, and 

anode material, as well as the choice of filters and detector.  

 The temporal sensitivity function represents the time period over which an X-ray 

projection is acquired, in terms of the same temporal units as the basis functions. This 

will typically be a rectangular pulse, with duration determined by the user and time 

determined by the relative state of the animal at the time the projection is acquired 

(Figure 6.3). 
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Figure 6.3. An example of a temporal sensitivity function, representing the portion of the 
physiological cycle during which an X-ray projection is acquired. This X-ray projection 
acquisition pulse starts 25 ms after the start of the 100 ms physiological cycle, and lasts 
20 ms. 
 
  

Multidimensional sensitivity functions are composed in the same fashion as the 

basis functions. A 2-dimensional sensitivity function of time and energy is shown in 

Figure 6.4. 

 

× 

 

= 

 
 

Figure 6.4. A spectral-temporal sensitivity function. 

Implementation 

 The update formulas modify one coefficient volume c*
d
 at a time, and the update 

of each coefficient volume requires arrays (p*  and p(d ) ) that are functions of projections 

of all the coefficient volumes (Ac* ). For our studies, it is not yet feasible to maintain 
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projection arrays for all coefficients in memory. But it would be inefficient to repeatedly 

project all coefficient volumes to apply the update formula to each coefficient volume. 

Some compromise is necessary. 

 We generate p*  and p(d )  one projection at a time. At each projection, we copy 

each of the volumes c*
d
 to the GPU and calculate Ac*

d
, and save these arrays on the 

graphics card. Then we step through each point s in the domain of the basis and 

sensitivity functions and accumulate the values of p*  and p(d )  at this projection, and copy 

the result into the appropriate location in the corresponding array on the CPU. 

 In this fashion, we construct p*  once at each iteration, and we construct p(d )  for 

each volume at each iteration. Much time has been spent optimizing this operation, but it 

remains the bottleneck of the iterative multidimensional reconstruction program. 

Iterative-only Approach 

 In our initial efforts, we performed simulations in MATLAB with planar 

phantoms composed of water, bone, and iodine that expanded and contracted cyclically, 

and the simulated acquisition protocol consisted of slow kVp switching with 

retrospective gating. We implemented the formulas for the expected photon counts and 

the iterative update operations with the MATLAB radon and iradon functions. This 

allowed us to speed up testing, and separate the performance of the multidimensional 

reconstruction from the geometric inaccuracies that we were experiencing with the 

reconstruction server at the time. 
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 We first tried a unitary reconstruction approach, in which we started from an 

initial condition of c*=0  and we used a single iterative method with a single relaxation 

factor. None of our four iterative methods succeeded in converging to reconstructed 

images with distinct differences between the different coefficient volumes, even after 

hundreds of iterations. We tried various relaxation factors, various sizes of ordered and 

random subsets, material decomposition steps and nonnegativity constraints, and we tried 

interleaving the different update functions, all to no avail. We found that the division step 

involved in DFFP, LFP, and LGD was a recurring source of numerical error. DFGD 

tended to be most reliable, while LFP could achieve somewhat faster convergence when 

provided with good initial conditions. We also found that bone was almost 

indistinguishable from high-density water. 

 We obtained a small improvement in results by orthogonalizing the spectral basis 

functions. That is, we construct a transformation that replaces these functions with 

another set of functions that are orthogonal. As we can see in Figure 5.6, the water basis 

function and the iodine basis function appear very similar in the parts of the energy 

domain that are not near the K-edge of iodine. This similarity makes it more difficult for 

the iterative reconstruction to disentangle the iodine from the water. The similarity can be 

quantified with the dot product, and when the dot product of two functions is 0, the 

lowest possible value, the two functions are said to be orthogonal. Some of the sets of 

temporal basis functions, such as the rectangular basis and the Fourier basis, are 

orthogonal by definition, but the spectral basis functions are not. 
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 We orthogonalize two basis functions f1(s) and f2(s) by representing them as S × 1 

column vectors f1 and f2, and composing these functions into the matrix F= f
1
f
2

!
"

#
$

. We 

then calculate the QR decomposition, using the MATLAB function qr, which returns an 

S × 2 matrix Q with orthogonal columns, and a 2 × 2 upper triangular matrix R, such that 
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 One problem with this approach is that !f
1

 or !f
2
 might have negative values. This 

is problematic because it could potentially result in negative line integrals, which would 

generate impossibly large expected photon counts. To prevent this from happening, we 

tried a partial orthogonalization. R represents a transformation from the space defined by 

F to the space defined by Q, but we can choose to perform only a fraction of the 

complete transformation. We apply an eigenvalue decomposition to find a 2 × 2 

orthogonal matrix V and 2 × 2 diagonal matrix D such that R=VDV
!1 . We then find an 

exponent γ  and replace R with R! =VD
!
V

"1 , and find the corresponding Q!  such that 

F=Q!R! . If γ  = 1, R! =R , and we have our original orthogonalization transformation. 

If γ  = 0, R becomes the identity matrix, and no orthogonalization is performed. We 
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exhaustively search through possible values of γ  between 0 and 1, keeping the highest 

value of γ  that results in a Q!  with nonnegative values. The orthogonalized and partially 

orthogonalized basis functions are shown in Figure 6.5.  

A B C  

Figure 6.5. The original spectral basis (A), the orthogonalized spectral basis (B), and the 
partially orthogonalized spectral basis (C). 
 
  

Eventually, we found that the results could be improved if we divided the 

reconstruction process into a sequence of distinct steps that recovered different kinds of 

information. The most salient boundaries of the object could be recovered first in an 

atemporal and aspectral reconstruction. Then this result could be refined to find the 

boundaries of the moving structures at different points in time in an aspectral 

reconstruction. Then, at each time, we could refine the temporal results in order to 

distinguish the distributions of water and iodine, treating bone as a linear combination of 

water and iodine. 

 I show here the results from the most successful simulation that we performed 

during this stage of testing (Figure 6.6)[88]. We used a slice from the Moby phantom, 

with 8 cardiac phases, converted the attenuation values to material densities of water and 
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calcium, and added an 20 mg/mL iodine contrast agent to the blood. We included vials 

with known concentrations of water, calcium, and iodine. We generated 1009 projections 

over 360°, at random times in the cardiac cycle, with a voltage that slowly oscillated 

between 40 kVp and 80 kVp in steps of 5 kVp every 100 ms, and Poisson noise that 

matched the noise statistics of our system. We performed reconstruction with a three-step 

algorithm: 

• Step 1: Use a single material basis function (water) independent of time, and 

reconstruct a single coefficient volume using DFGD, with FBP in the first 

iteration. Performed with 2 subsets at each iteration, for 4 iterations, and α = 2-1. 

• Step 2: Use a single material basis function at each point in time, and reconstruct 

a coefficient volume at each point in time using DFGD. The initial condition for 

each point in time is the volume constructed in Step 1. Performed with 18 subsets 

at each iteration, for 3 iterations, and α = 21. 

• Step 3: Use two orthogonalized material basis functions (from water and iodine) 

at each point in time, and reconstruct two coefficient volumes at each point in 

time using interleaved DFGD and LFP. The initial conditions for each point in 

time are the results from Step 2, to which the orthogonalization transformation 

has been applied. Performed with 8 subsets at each iteration, for 11 iterations, 

αDFGD = 2-10 and αLFP = 22. 

 

All of these parameters were found by trial and error. All the temporal basis and 

sensitivity functions were rectangular.  
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Figure 6.6. Spectral-temporal simulation: Phantom and reconstruction. 
 

The reconstructed images at two phases are shown in Figure 6.6. For comparison, 

we also reconstructed two phases using a naïve retrospective gating approach with FBP. 

Although the results from the iterative reconstruction have some prominent artifacts, they 
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appear much cleaner than the results from the conventional reconstruction method. More 

importantly, we can successfully distinguish the iodine from the surrounding tissue. 

Hybrid algorithm 

 The multidimensional iterative reconstruction algorithm did not perform very well 

when it was applied to data collected from real experiments. To the extent that any 

convergence was observed, it was extremely slow. It was around this time that we 

attempted to implement the spectral calibration and the slow kVp switching procedures 

described in the previous chapter, with unsatisfactory results. We also found that the 

magnitude of the scattered X-rays in our dual source configuration were non-trivial. We 

concluded that the inaccuracies in our spectral model were too great for the expected 

photon counts function to be used reliably inside an iterative process. 

 As an alternative to the iterative-only approach, we devised a hybrid algorithm 

based on some of the other tools we have presented. We returned to the dual energy 

framework in order to use the post-reconstruction material decomposition technique, and 

we searched for a pair of voltages and filters to minimize the noise amplification caused 

by the decomposition. To further reduce the noise in the volumes to be decomposed, we 

devised the projection interpolation strategy described in Chapter 4, and implemented 5-

dimensional bilateral filtration. We retained the iterative reconstruction process, but we 

now apply it after all of these preliminary operations, and its role is reduced to refinement 

of the results. The process is summarized in Figure 6.7. 
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Figure 6.7. A diagram of the hybrid reconstruction strategy. 
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Simulation 

 We first tested this algorithm with the modified Moby phantom, similar to what I 

described earlier in the chapter. We generated volumes at 8 phases of the cardiac cycle, 

and decomposed the volume into separate components for water and iodine, with 20 

mg/mL iodine added to the blood. Vials containing water and 10 mg/mL iodine were 

attached to the phantom. We simulated a scan of the phantom with retrospective gating, 

with each projection occurring at a randomly selected phase in the cardiac cycle. We 

generated 2400 projections over 360° at 40 kVp with a 0.1 mm tin filter and 55 kVp with 

a 0.05 mm tungsten filter, with added Poisson noise. The noise levels were chosen such 

that, when a conventional scan is simulated and reconstructed, the noise in the 

reconstructions is at the level we typically observe in studies with our micro-CT system, 

about 50 HU. 

The projections were interpolated to regularly-spaced sets of 361 projections for 

each phase for each voltage. For the bilateral filtration, we set σd = 1, σt = 1, and σr = 

0.001 (attenuation coefficients, not HU). The reconstructed images from these steps are 

shown in Figure 6.8. For the iterative refinement, we alternated between one iteration of 

DFGD with α = 0.25 and one iteration of LFP with α = 1, over 10 iterations total, with a 

randomly selected subset of 1/10 of the total projections at each iteration. The 

reconstructed images from these steps are shown in Figure 6.9. 
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Figure 6.8. Reconstructed attenuation images from the simulated scan using both original 
projections and interpolated projections, without and with bilateral filtration. One tube 
setting and two cardiac phases are shown.  
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Figure 6.9. Images of the water and iodine components at one cardiac phase, before and 
after iterative refinement. 



 145 

 
We used two metrics of image quality in order to evaluate the performance of the 

projection interpolation and bilateral filtration steps. The vials included with the mouse 

have homogeneous interiors, and the vials are comprised of a homogeneous acrylic 

material. To measure the noise, we calculated the STD within the interior of the vial. To 

measure the sharpness of the edges in the image, we took multiple radial line profiles 

through the vial, averaged them together, and used the edge between the vial and the 

surrounding air to calculate the MTF. These measurements are reported in Table 6.1. 

Table 6.1. Measurements of the reconstructed attenuation images from the simulation, 
with sorted projections and interpolated projections, without and with bilinear filtration. 
 

 MTF at 0.1 
(line pairs / mm) 

STD 
(Hounsfield Units) 

Original Projections 7.9 130 
Interpolated Projections 6.4 44 
Bilinear Filtration 6.8 21 

 
To assess the accuracy of the material decomposition, we measured the 

discrepancy between the true iodine concentration and the reconstructed concentration 

with the RMSE. To investigate the utility of the iterative refinement, we calculated the 

RMSE at each iteration, starting with the result from the initial material decomposition. 

These measurements are shown in Figure 6.10. 

We also investigated the possible improvement in performance that could be 

delivered by the use of a photon counting detector. Specifically, we considered the use of 

a CdTe array manufactured by GammaMedica-Ideas (Northridge, CA), which I described 

in Chapter 5. We simulated a scan at a single tube voltage of 60 kVp without filters, and 

the energy bin thresholds were set to 25 keV, 29 keV, 33 keV, 37 keV, 45 keV, and 55 
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keV, as described previously (Figure 5.4). We generated 1200 projections for each 

energy bin, with the energy bins observing the same cardiac phases, and receiving 

independent Poisson noise at the same magnitude as in the dual energy scan. All of the 

same steps of the reconstruction were performed, with the same parameter values. The 

RMSEs of the two scans are compared in Figure 6.10. 

 

 
Figure 6.10. The RMSE of the estimated iodine concentration at each iteration of the 
refinement process, starting with the result from the material decomposition (iteration 0). 
We considered the results from a dual energy protocol with our normal detector, and a 
conventional single energy scan with a photon counting detector. 
 
  

As we can see from the figures, the technique is successful in distinguishing the 

iodine from the surrounding tissue. The projection interpolation and bilateral filtration are 

successful in producing images that are relatively free of the noise and the streaking 

artifacts that typically accompany retrospective gating. The projection interpolation 

slightly blurs the images, but this is compensated by a substantial reduction in noise. The 

bilinear filtration further reduces the noise while preserving the resolution. The iterative 

refinement is successful in reducing the RMSE of the reconstruction. However, this 

improvement is rather slight, both quantitatively and visually, and occurs mostly in the 
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empty space surrounding the animal. The scan with the photon-counting detector reduces 

the RMSE by ~20% compared to the conventional dual energy scan with our normal 

detector, but it does not effect the rate of convergence of the iterative reconstruction. 

Animal Study 

 Finally, we applied the proposed technique in an in vivo scan of a C57BL/6 

mouse with our micro-CT system. This study was conducted under the protocol approved 

by the Duke University Institutional Animal Care and Use Committee. A liposomal blood 

pool contrast agent[89] containing 123 mg I/mL delivered by injection via a tail vein 

catheter at a dose of 0.01 mL/g body weight. The animal was anesthetized with isoflurane 

(1.5%) mixed with 50% oxygen and balanced with nitrogen. ECG was monitored with 

electrodes taped to the footpads, and body temperature was maintained with heat lamps, a 

rectal probe, and feedback controller. A pneumatic pillow on the thorax was used to 

monitor respiration. Two vials, containing water and a 10 mg/mL iodine solution, were 

affixed to the cradle and scanned with the animal to facilitate the material decomposition. 

 A total of 3600 projections were acquired in 12 sets of 150 projections from 2 

detectors, at 41 kVp, 320 mA, 12.5 ms, 0.1 mm tin filter on one tube (Setting 1), and 55 

kVp, 400 mA, 12.5 ms, 0.05 mm tungsten filter on the other tube (Setting 2). Each 

projection had 1002 × 667 pixels with a pitch of 0.088 mm × 0.088 mm. The step angle 

in each set was 1.2°, and an offset was introduced before each set so that the effective 

step angle for the entire experiment was 0.1°. The tube settings and angles are 

summarized in Table 6.2. This interleaved approach was chosen to balance the heat from 
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the tubes, to get information at both sets of voltages and filters from both imaging chains, 

to eliminate any angular redundancies between the first half of a rotation and the second 

half, and to eliminate any correlation between animal motion and rotation angle. After a 

few of the sets, we waited ~ 5 minutes for the tubes to cool. The total scan time was 

approximately 1 hour. The cardiac rate gradually increased over this time period from 

410 bpm to 570 bpm. In the 12 separate sets, the average standard deviation of the 

cardiac rate in a set was 7 bpm. The respiratory rate gradually increased from 35 bpm to 

50 bpm, with an average standard deviation of 3.7 bpm in a set. The estimated dose was 

115 mGy.  

Table 6.2. The order of the angles, voltages, and filters, in the in vivo study. 
 

Set Offset (°) Chain 1 Setting Chain 2 Setting 
1 +0.60 1 2 
2 -360.50 1 2 
3 +0.60 2 1 
4 -360.50 2 1 
5 +0.60 1 2 
6 -360.50 1 2 
7 +0.60 2 1 
8 -360.50 2 1 
9 +0.60 1 2 
10 -360.50 1 2 
11 +0.60 2 1 
12 -361.10 2 1 

 

We reconstructed the water and iodine components of the animal at 8 phases of 

the cardiac cycle. Each volume was 640 × 640 × 100 voxels with a pitch of 0.110 mm × 

0.110 mm × 0.110 mm. The projections were interpolated to regularly-spaced sets of 361 

projections for each phase, for each setting, for each camera. For the bilateral filtration, 
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σd = 1.15, σt = 0.8, and σr = 0.002. For the iterative refinement, we performed 10 

iterations of data fidelity gradient descent with α = 0.25, with a randomly selected subset 

of 1/10 of the total projections at each iteration. However, the iterative refinement had 

almost no effect on image quality, even after trying many different combinations of 

update functions, relaxation parameters, subsets, orthogonalizations, and regularization 

techniques. 

A time-averaged reconstruction with all the data from both tube settings is shown 

in Figure 6.11, and images of the water and iodine components at two phases in the 

cardiac cycle are shown in Figure 6.12. A closer view of a coronal section of the iodine in 

the heart over the cardiac cycle is shown in Figure 6.13. Reconstruction time is reported 

in Table 6.3. 

 

Figure 6.11. Reconstruction with all the projections from the in vivo study. 
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Figure 6.12. The water and iodine components at two cardiac phases from the in vivo 
study, reconstructed with the hybrid imaging technique.  
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Figure 6.13. A closer view of a coronal section of the iodine in the heart over 8 phases of 
the cardiac cycle. 
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Table 6.3. Computation time of the steps of the hybrid reconstruction process for the in 
vivo study. 

 
 Time  

(minutes) 
Projection Interpolation 11 
Filtered Backprojection 9 
Bilateral Filtration 3 
Material Decomposition 1 
Iterative Refinement 400 

 

At each phase in the iodine images, we manually segmented the left and right 

ventricles with Avizo (Visualization Sciences Group, Burlington, MA), and computed 

their volumes. These are plotted in Figure 6.14. Using the maximum and minimum 

volumes in the left ventricle, we calculated a stroke volume of 0.020 mL, and an ejection 

fraction of 43%. At a heart rate of 490 beats per minute, this corresponds to a cardiac 

output of 9.8 mL/minute. 

 

 

Figure 6.14. The volume of the ventricles of the heart over 8 phases of the cardiac cycle, 
calculated from manually segmented images. 
 

Animations of axial and coronal slices from the 5D volume from the in vivo study 

are available on our website (www.civm.duhs.duke.edu/medphy5dct/). The thresholded 
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iodine image is overlaid in red on the grayscale water image. The bone has been 

highlighted in blue by thresholding the water image and overlaying it on the grayscale 

water image. Additionally, we show an animated rendering of the segmented left 

ventricle superimposed on the grayscale iodine image. The 5D volume is available for 

download from the website. 

As in the simulation, we can successfully distinguish the iodine from the 

surrounding tissue, although the concentrations are imprecise and the smaller features 

appear quite messy. Large regions such as the heart with high concentrations of iodine 

can be discerned, and their motion is apparent. The perspicuity of the iodinated regions, 

particularly the ventricles of the heart, facilitates their segmentation. The calculated 

functional values are within the range expected for the mouse, although the ejection 

fraction is rather low. This may indicate motion blur or incorrect segmentation of the 

walls of the ventricles in the reconstructed images, or it may indicate an abnormality in 

the mouse or the effects of the anesthetic. The substantial changes observed in the cardiac 

rate and the respiratory rate suggest that the heart motion may have been inconsistent 

over the course of the scan. Further work is needed to establish the robustness of these 

measurements. Nevertheless, it appears that this imaging technique is successful in 

allowing us to visualize and measure the vasculature over the course of the cardiac cycle. 
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Summary 
 

In this document, I have described the work I have done to facilitate temporal and 

spectral X-ray CT imaging of small animals for preclinical applications. I have helped 

build and maintain a small animal X-ray CT scanner (Chapter 1). I have developed tools 

for the geometric calibration of this system (Chapter 2), and a variety of image 

processing tools to collect and prepare projections for reconstruction. I have built a 

simulation and reconstruction software architecture that combines the speed of the GPU 

with the flexibility of MATLAB (Chapter 3), and I have used this architecture to explore 

a wide variety of reconstruction algorithms. I have studied an algebraic model to 

formulate and compare these algorithms, and I have constructed phantoms to test them 

(Chapter 4). I have developed a spectral model of the imaging process that includes the 

X-ray tubes, detectors, filters, spectral calibration, and the materials in the object being 

scanned (Chapter 5). I have explored strategies for using this spectral information in a set 

of post-processing techniques in order to distinguish the different concentrations of 

materials in the object and reduce spectral artifacts. I have formulated and implemented a 

family of algorithms that apply all of these tools to the task of temporal and spectral 

reconstruction (Chapter 6). I have tested the performance of the temporal and spectral 

imaging strategy in simulations and in an in vivo scan of a mouse. Further work is needed 

to refine this strategy and establish its robustness, but the results demonstrate that we are 

capable of imaging the distribution of an iodinated contrast agent in the body of a mouse 

over the course of the cardiac cycle. Ultimately, these tools should be useful for future 

studies of cardiopulmonary disease in small animals. 
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Future Work 
 

I foresee several opportunities for further improvement of the tools described in 

this work.  

I believe that scatter is one of the primary causes of the inaccuracy in our 

predicted photon counts, and may be the main reason for the disappointing performance 

of our iterative reconstruction in general, and our iterative spectral reconstruction in 

particular. Scatter is not easily included in our model of projection, since any location in 

an X-ray attenuating object can be considered a possible source of X-rays. Some groups 

have investigated the use of Monte Carlo photon tracking as a way to more accurately 

model image formation[90]. On the hardware side, we could temporally offset the 

projections between the two imaging chains, so that the detectors only receive photons 

emitted from the corresponding X-ray tubes. We could also use an anti-scatter grid to 

measure and correct for scatter[91].  

The utility of the geometric calibration, and the quality of the reconstructed 

images, could be improved by fixing the leaning of the animal cradle during rotation. 

This might be accomplished by fabricating a new metal plate with a correctly positioned 

aperture to hold the top of the cradle in place, or installing a pair of synchronized rotators 

at the top and the bottom of the cradle similar to what we use in our fluorescence 

diffusion optical tomography (FDOT) system. Alternatively, the leaning could be 

incorporated into our geometric model of the system, and the geometric calibration 

program could be extended to find this angle. 
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Our newest colleague is exploring a new generation of tools for image refinement, 

including more elaborate versions of bilateral filtration[92]. The initial results from some 

of these tools seem promising, and if they are accelerated with the GPU they could 

eventually become a routine part of our reconstruction toolbox. His work on 

segmentation and atlasing has the potential to more intelligently exploit our prior 

knowledge of the composition of the bodies of small animals. 

I believe that, with some additional labor, our implementations of slow kVp 

switching and fast prospective gating could eventually be ready for routine use, and 

provide us with a wider variety of scan protocols to obtain temporal and spectral 

information. More intelligent use of the FPGA could help us eliminate the extraneous 

wires and computers in our system that are often a source of error and unnecessary 

complexity in our experiments. 

As I demonstrated in Chapter 6, the use of photon counting detectors could 

improve our spectral sensitivity. We are investigating this opportunity further, and such 

detectors may soon be practical for our applications. In the much longer term, desktop 

high-intensity monochromatic X-ray sources always seem to be approaching reality. With 

greater spectral sensitivity, we would be able to perform scans with multiple contrast 

agents based on elements other than iodine, such as gadolinium and gold. 

We originally designed our micro-CT system as a molecular imaging workbench, 

with the hope that X-ray CT, which has excellent resolution and penetration depth but 

poor sensitivity, could be combined with another imaging modality with greater 

sensitivity, such as nuclear or optical imaging. We have already worked on integrating 
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our CT system with our FDOT system. We hope to add a gamma camera to our system in 

the near future, enabling single photon emission computed tomography (SPECT). We 

have also found some initial success in implementing X-ray luminescence computed 

tomography (XLCT), a hybrid modality that uses X-rays to excite nanophosphors that 

emit optical photons[93]. 

Many elements of the mathematical and computational framework presented here 

are relevant to other imaging modalities, such as SPECT, XLCT, and MRI. In the future 

we would like to develop a more general reconstruction toolbox that exploits these 

similarities in order to deliver improvements in reconstruction algorithms to all of these 

modalities. We think that cloud computing is a promising platform for delivering these 

improvements while avoiding many of the difficulties that often accompany software 

distribution. 



 157 

References 
 
1. Badea, C.T., et al., In vivo small-animal imaging using micro-CT and digital 

subtraction angiography. Physics in Medicine and Biology, 2008. 53(19): p. 
R319-R350. 

2. Badea, C.T., et al., A dual micro-CT system for small animal imaging. 
Proceedings of the SPIE, 2008. 6913: p. 91342-91342. 

3. Howles, G.P., et al., Rapid Production of Specialized Animal Handling Devices 
Using Computer-Aided Design and Solid Freeform Fabrication. Journal of 
Magnetic Resonance Imaging, 2009. 30(2): p. 466-471. 

4. Mukundan, S., et al., A liposomal nanoscale contrast agent for preclinical CT in 
mice. American Journal of Roentgenology, 2006. 186(2): p. 300-307. 

5. Feldkamp, L.A., L.C. Davis, and J.W. Kress, Practical Cone-Beam Algorithm. 
Journal of the Optical Society of America A - Optics Image Science and Vision, 
1984. 1(6): p. 612-619. 

6. Parker, D.L., Optimal Short Scan Convolution Reconstruction for Fanbeam CT. 
Medical Physics, 1982. 9(2): p. 254-257. 

7. White, H.D., et al., Left-Ventricular End-Systolic Volume as the Major 
Determinant of Survival After Recovery from Myocardial-Infarction. Circulation, 
1987. 76(1): p. 44-51. 

8. Juergens, K.U. and R. Fischbach, Left ventricular function studied with MDCT. 
European Radiology, 2006. 16(2): p. 342-357. 

9. Badea, C.T., et al., 4-D micro-CT of the mouse heart. Molecular Imaging, 2005. 
4(2): p. 110-6. 

10. Guo, X., et al., 4D micro-CT using fast prospective gating. Physics in Medicine 
and Biology, 2012. 57(1): p. 257. 

11. Drangova, M., et al., Fast retrospectively gated quantitative four-dimensional 
(4D) cardiac micro computed tomography imaging of free-breathing mice. 
Investigative Radiology, 2007. 42(2): p. 85-94. 

12. Johnston, S.M., et al., Phase-selective image reconstruction of the lungs in small 
animals using micro-CT. Proceedings of the SPIE, 2010. 

13. Bartling, S.H., et al., Intrinsic respiratory gating in small-animal CT European 
Radiology, 2008. 18(7): p. 1375. 



 158 

14. Miles, K.A. and M.R. Griffiths, Perfusion CT: a worthwhile enhancement? 
British Journal of Radiology, 2003. 76(904): p. 220-231. 

15. Badea, C.T., et al., Lung perfusion imaging in small animals using 4D micro-CT 
at heartbeat temporal resolution. Medical Physics, 2010. 37(1): p. 54-62. 

16. Abdelrahim, M., et al., Angiogenesis: An update and potential drug approaches. 
International Journal of Oncology, 2010. 36(1): p. 5-18. 

17. Kindlmann, G.L., et al., Practical vessel imaging by computed tomography in live 
transgenic mouse models for human tumors. Molecular Imaging, 2005. 4(4): p. 
417-24. 

18. Bushberg, J.T., et al., The Essential Physics of Medical Imaging. 2 ed. 2002, 
Philadelphia: Lippincott Williams & Wilkins. 

19. Erdogan, H. and J.A. Fessler, Monotonic algorithms for transmission 
tomography. IEEE Transactions on Medical Imaging, 1999. 18(9): p. 801-814. 

20. Elbakri, I.A. and J.A. Fessler, Efficient and Accurate Likelihood for Iterative 
Image Reconstruction in X-ray Computed Tomography. Proceedings of the SPIE, 
2003. 5032: p. 1839. 

21. Sawall, S., et al., Low-dose cardio-respiratory phase-correlated cone-beam 
micro-CT of small animals. Medical Physics, 2011. 38(3): p. 1416-1424. 

22. Isola, A.A., et al., Motion-compensated iterative cone-beam CT image 
reconstruction with adapted blobs as basis functions Physics in Medicine and 
Biology, 2008. 53: p. 6777. 

23. Zbijewski, W. and F.J. Beekman, Characterization and suppression of edge and 
aliasing artefacts in iterative x-ray CT reconstruction Physics in Medicine and 
Biology, 2004. 49(1): p. 145. 

24. Hsieh, J., Computed Tomography: Principles, Design, Artifacts and Recent 
Advances. 2003, Bellingham, Washington USA: SPIE Press. 

25. Johnston, S.M., G.A. Johnson, and C.T. Badea, Geometric calibration for a dual 
tube/detector micro-CT system. Medical Physics, 2008. 35(5): p. 1820-1829. 

26. Kyriakou, Y., et al. Image-based online correction of misalignment artifacts in 
cone-beam CT. in Proceedings of the SPIE. 2009. 

27. Yang, K., et al., A geometric calibration method for cone beam CT systems. 
Medical Physics, 2006. 33(6): p. 1695-1706. 



 159 

28. Bourke, P. Geometry, Surfaces, Curves, Polyhedra.  1998. 
http://local.wasp.uwa.edu.au/~pbourke/geometry/. 

29. Winkelmann, S., et al., An Optimal Radial Profile Order Based on the Golden 
Ratio for Time-Resolved MRI. IEEE Transactions on Image Processing, 2007. 
26(1): p. 68. 

30. Seger, O. and M.M. Seger, The MATLAB/C program take - a program for 
simulation of X-ray projections from 3D volume data. Demonstration of beam-
hardening artefacts in subsequent CT reconstruction. 2005. 

31. Press, W.H., et al., Numerical Recipes. 3 ed. 2007, Cambridge: Cambridge 
University Press. 

32. Zhuang, W., S.S. Gopal, and T.J. Hebert, Numerical Evaluation of Methods for 
Computing Tomographic Projections. IEEE Transactions on Nuclear Science, 
1994. 41(4): p. 1660-1665. 

33. Galigekere, R.R., K. Wiesent, and D.W. Holdsworth, Cone-beam reprojection 
using projection-matrices. IEEE Transactions on Medical Imaging, 2003. 22(10): 
p. 1202-1214. 

34. GPGPU. http://gpgpu.org/. 

35. Xu, F. and K. Mueller, Real-time 3D computed tomographic reconstruction using 
commodity graphics hardware. Physics in Medicine and Biology, 2007. 52(12): p. 
3405-3419. 

36. CUDA Zone. http://www.nvidia.com/cuda. 

37. OpenCL. http://www.khronos.org/opencl/. 

38. DirectCompute. http://www.nvidia.com/object/cuda_directcompute.html. 

39. Zeng, G.S.L. and G.T. Gullberg, Unmatched projector/backprojector pairs in an 
iterative reconstruction algorithm. IEEE Transactions on Medical Imaging, 2000. 
19(5): p. 548-555. 

40. Jacket for GPU Computing. http://www.accelereyes.com/products/jacket. 

41. MATLAB GPU Computing with NVIDIA CUDA-Enabled GPUs. 
http://www.mathworks.com/discovery/matlab-gpu.html. 

42. Meng, B., G. Pratx, and X. L., Ultrafast and scalable cone-beam CT 
reconstruction using MapReduce in a cloud computing environment. Medical 
Physics, 2011. 38(12): p. 6603. 



 160 

43. Fessler, J.A. Iterative Methods for Image Reconstruction.  2008. 
http://www.eecs.umich.edu/~fessler/papers/files/talk/08/isbi-notes.pdf. 

44. Pan, X.C., E.Y. Sidky, and M. Vannier, Why do commercial CT scanners still 
employ traditional, filtered back-projection for image reconstruction? Inverse 
Problems, 2009. 25(12). 

45. Kak, A.C. and M. Slaney, Principles of Computerized Tomographic Imaging. 
2001: Society of Industrial and Applied Mathematics. 

46. Yang, D., et al., Modified FDK half-scan (MFDKHS) scheme on flat panel 
detector-based cone-beam CT. Proceedings of the SPIE, 2005. 5745: p. 1030-
1037. 

47. Gonzalez, R.C. and R.E. Woods, Digital Image Processing. 2 ed. 2002, Upper 
Saddle River, New Jersey: Prentice-Hall. 

48. Badea, C.T., et al., 4D micro-CT for cardiac and perfusion applications with view 
under sampling. Physics in Medicine and Biology, 2011. 56(11): p. 3351. 

49. Andersen, A.H. and A.C. Kak, Simultaneous Algebraic Reconstruction Technique 
(SART) - A Superior Implementation of the ART Algorithm. Ultrasonic Imaging, 
1984. 6(1): p. 81-94. 

50. Zbijewski, W. and F.J. Beekman, Suppression of intensity transition artifacts in 
statistical x-ray computer tomography reconstruction through Radon inversion 
initialization Medical Physics, 2004. 31(1): p. 62. 

51. Shewchuk, J.R., An Introduction to the Conjugate Gradient Method Without the 
Agonizing Pain. 1994. 

52. Gordon, R., R. Bender, and G.T. Herman, Algebraic Reconstruction Techniques 
(ART) for 3-Dimensional Electron Microscopy and X-Ray Photography. Journal 
of Theoretical Biology, 1970. 29(3): p. 471. 

53. Sun, X. and N.P. Pitsianis, Solving Non-negative Linear Inverse Problems with 
the NeAREst Method Proceedings of the SPIE, 2008. 7074: p. 707402. 

54. Song, J., et al., Sparseness prior based iterative image reconstruction for 
retrospectively gated cardiac micro-CT. Medical Physics, 2007. 34: p. 4476-
4483. 

55. Tomasi, C. and R. Manduchi, Bilateral Filtering for Gray and Color Images. 
Proceedings of the 1998 IEEE International Conference on Computer Vision, 
1998. 



 161 

56. Beekman, F.J. and C. Kamphuis, Ordered subset reconstruction for x-ray CT. 
Physics in Medicine and Biology, 2001. 46(7): p. 1835-1844. 

57. Strohmer, T. and R. Vershynin, A Randomized Kaczmarz Algorithm with 
Exponential Convergence. Journal of Fourier Analysis and Applications, 2009. 
15(2): p. 262-278. 

58. Chen, G.H., J. Tang, and S.H. Leng, Prior image constrained compressed sensing 
(PICCS): A method to accurately reconstruct dynamic CT images from highly 
undersampled projection data sets. Medical Physics, 2008. 35(2): p. 660-663. 

59. Xiong, J.H., P.T. Fox, and J.H. Gao, The effects of k-space data undersampling 
and discontinuities in keyhole functional MRI. Magnetic Resonance Imaging, 
1999. 17(1): p. 109-119. 

60. Mistretta, C.A., Undersampled Radial MR Acquisition and Highly Constrained 
Back Projection (HYPR) Reconstruction: Potential Medical Imaging Applications 
in the Post-Nyquist Era. Journal of Magnetic Resonance Imaging, 2009. 29(3): p. 
501-516. 

61. Ritschl, L., et al., Iterative 4D cardiac micro-CT image reconstruction using an 
adaptive spatio-temporal sparsity prior. Physics in Medicine and Biology, 2012. 
57(6): p. 1517. 

62. Shepp, L.A. and B.F. Logan, Fourier Reconstruction of a Head Section. IEEE 
Transactions on Nuclear Science, 1974. NS21(3): p. 21-43. 

63. Segars, W.P., et al., Development of a 4-D digital mouse phantom for molecular 
imaging research. Molecular Imaging and Biology, 2004. 6(3): p. 149-159. 

64. Johnston, S.M., G.A. Johnson, and C.T. Badea, GPU-based iterative 
reconstruction with total variation minimization for micro-CT. Proceedings of the 
SPIE, 2010. 

65. Siewerdsen, J.H., et al., Spektr: A computational tool for x-ray spectral analysis 
and imaging system optimization. Medical Physics, 2004. 31(11): p. 3057-3067. 

66. Boone, J.M. and J.A. Seibert, Accurate method for computer-generating tungsten 
anode x-ray spectra from 30 to 140 kV. Medical Physics, 1997. 24(11): p. 1661-
1670. 

67. Hubbell, J.H., et al., A Review, Bibliography, and Tabulation Of K, L, and Higher 
Atomic Shell X-Ray-Fluorescence Yields. Journal of Physical and Chemical 
Reference Data, 1994. 23(2): p. 339-364. 



 162 

68. Guo, X., et al., A comparison of sampling strategies for dual energy micro-CT. 
Proceedings of the SPIE, 2012. 8313: p. 111. 

69. McKinley, R.L., et al., Initial study of quasi-monochromatic X-ray beam 
performance for X-ray computed mammotomography. IEEE Transactions on 
Nuclear Science, 2005. 52(5): p. 1243-1250. 

70. Taschereau, R., R.W. Silverman, and A.F. Chatziioannou, Dual-energy 
attenuation coefficient decomposition with differential filtration and application 
to a microCT scanner. Physics in Medicine and Biology, 2010. 55(4): p. 1141-
1155. 

71. Heismann, B. and M. Balda, Quantitative image-based spectral reconstruction for 
computed tomography. Medical Physics, 2009. 36(10): p. 4471-4485. 

72. Schlomka, J.P., et al., Experimental feasibility of multi-energy photon-counting K-
edge imaging in pre-clinical computed tomography. Physics in Medicine and 
Biology, 2008. 53(15): p. 4031-4047. 

73. Wang, X., et al., Material separation in x-ray CT with energy resolved photon-
counting detectors Medical Physics, 2011. 38(3): p. 1534. 

74. Colijn, A.P., et al., Experimental validation of a rapid Monte Carlo based micro-
CT simulator Physics in Medicine and Biology, 2004. 49(18): p. 4321. 

75. Photon, electron, proton and neutron interaction data for body tissues. 
International Commission on Radiation Units and Measurements, 1992. 

76. Dyson, N.A., X-rays in atomic and nuclear physics. 2 ed. 1990, Cambridge: 
Cambridge University Press. 

77. Zbijewski, W. and F.J. Beekman, Efficient Monte Carlo Based Scatter Artifact 
Reduction in Cone-Beam Micro-CT. IEEE Transactions on Medical Imaging, 
2006. 25(7): p. 817. 

78. Alvarez, R.E. and A. Macovski, Energy-Selective Reconstructions In X-Ray 
Computerized Tomography. Physics in Medicine and Biology, 1976. 21(5): p. 
733-744. 

79. Chueh, H.S., et al., Development of novel statistical reconstruction algorithms for 
poly-energetic X-ray computed tomography. Computer Methods and Programs in 
Biomedicine, 2008. 92(3): p. 289-293. 

80. Rehfeld, N.S., et al., Single and dual energy attenuation correction in PET/CT in 
the presence of iodine based contrast agents. Medical Physics, 2008. 35(5): p. 
1959-1969. 



 163 

81. Heismann, B.J. and S. Wirth, SNR performance comparison of dual-layer 
detector and dual-kVp spectral CT, in Nuclear Science Symposium Conference 
Record. 2007. p. 3820-3822. 

82. Flohr, T.G., et al., First performance evaluation of a dual-source CT (DSCT) 
system. European Radiology, 2006. 16(2): p. 256-268. 

83. Huh, W. and J.A. Fessler, Model-Based Image Reconstruction for Dual-Energy 
X-Ray CT with Fast Kvp Switching. IEEE International Symposium on 
Biomedical Imaging. 2009, New York: Ieee. 326-329. 

84. Granton, P.V., et al., Implementation of dual- and triple-energy cone-beam micro-
CT for postreconstruction material decomposition. Medical Physics, 2008. 
35(11): p. 5030-5042. 

85. Johnston, S.M., G.A. Johnson, and C.T. Badea, A material decomposition method 
for dual energy micro-CT. Proceedings of the SPIE, 2009. 

86. Elbakri, I.A. and J.A. Fessler, Segmentation-free statistical image reconstruction 
for polyenergetic x-ray computed tomography with experimental validation. 
Physics in Medicine and Biology, 2003. 48(15): p. 2453-2477. 

87. Neukirchen, C., M. Giordano, and S. Wiesner, An iterative method for 
tomographic x-ray perfusion estimation in a decomposition model-based 
approach Medical Physics, 2010. 37(12): p. 6125-6141. 

88. Johnston, S.M. and C.T. Badea, Temporal and spectral reconstruction algorithms 
for x-ray CT. Proceedings of the SPIE, 2011. 7961: p. 79611U. 

89. Ghaghada, K.B., et al., Evaluation of Tumor Microenvironment in an Animal 
Model using a Nanoparticle Contrast Agent in Computed Tomography Imaging. 
Academic Radiology, 2011. 18(1): p. 20-30. 

90. Taschereau, R., P.L. Chow, and A.F. Chatziioannou, Monte Carlo simulations of 
dose from microCT imaging procedures in a realistic mouse phantom. Medical 
Physics, 2006. 33(1): p. 216-224. 

91. Schafer, S., et al., Antiscatter grids in mobile C-arm cone-beam CT: Effect on 
image quality and dose. Medical Physics, 2011. 39(1): p. 153. 

92. Clark, D., G.A. Johnson, and C.T. Badea, Denoising of 4D cardiac micro-CT data 
using median-centric bilateral filtration. Proceedings of the SPIE, 2012. 8314: p. 
142. 

93. Badea, C.T., et al., Investigations on x-ray luminescence CT for small animal 
imaging. Proceedings of the SPIE, 2012. 8313: p. 28. 



 164 

 

Biography 
 

Samuel Morris Johnston was born on November 18th, 1981, in Atlanta, GA. He 
received his B.A. with Honors in Computer Science in 2006 from University of 
California at Berkeley. He received his Ph.D. in Biomedical Engineering in 2012 from 
Duke University. He was a National Merit Scholar in 2000, and he was a Finalist in the 
Duke Start-Up Challenge business plan competition in 2011. 
 
Publications 
 
Johnston SM, Johnson GA, Badea CT. “Temporal and spectral imaging with micro-CT.” 
Medical Physics (in revision). 
 
Guo X, Johnston SM, Qi Y, Johnson GA, Badea CT. “4D micro-CT using fast 
prospective gating.” Physics in Medicine and Biology 57(1): 257-271, 2012. 
 
Badea CT, Johnston SM, Qi Y, Johnson GA. “4D micro-CT for cardiac and perfusion 
applications with view under sampling.” Physics in Medicine and Biology 56(11): 3351–
3369, 2011. 
 
Badea CT, Johnston SM, Subashi E, Qi Y, Hedlund LW, Johnson GA. “Lung perfusion 
imaging in small animals using 4D micro-CT at heartbeat temporal resolution.” Medical 
Physics 37(1): 54-62, 2010. 
 
Lin M, Marshall CT, Qi Y, Johnston SM, Badea CT, Piantadosi CA, Johnson GA. 
“Quantitative blood flow measurements in the small animal cardiopulmonary system 
using digital subtraction angiography.” Medical Physics 36(11): 5347-5358, 2009. 
 
Johnston SM, Johnson GA, Badea CT. “Geometric calibration for a dual tube/detector 
micro-CT system.” Medical Physics 35(5): 1820-1829, 2008. 
 
Conference Proceedings 
 
Badea CT, Johnston SM, Qi Y, Ghaghada K, Johnson GA. “Dual-energy micro-CT 
imaging for differentiation of iodine- and gold-based nanoparticles temporal and spectral 
reconstruction algorithms for X-ray CT.” Proceedings of the SPIE 7961, 79611X, 2011. 
 
Johnston SM, Badea CT. “Temporal and spectral reconstruction algorithms for X-ray 
CT.” Proceedings of the SPIE 7961, 79611U, 2011. 
 



 165 

Johnston SM, Perez BA, Kirsch DG, Badea CT. “Phase-selective image reconstruction of 
the lungs in small animals using micro-CT.” Proceedings of the SPIE 7622, 76223G, 
2010. 
 
Johnston SM, Johnson GA, Badea CT. “GPU-based iterative reconstruction with total 
variation minimization for micro-CT.” Proceedings of the SPIE 7622, 762238, 2010. 
 
Ghafoori AP, Lee C, Perez BA, Johnston SM, Rodrigues R, Badea CT, Kim Y, Lowe S, 
Kirsch DG. “In Vivo shRNA to Study the Molecular Mechanisms of Radiation Response 
of Primary Cancers in Mice.” International Journal of Radiation Oncology Biology 
Physics 75(3): S171-S172, 2009. 
 
Perez BA, Ghafoori AP, Johnston SM, Jeffords LB, Kim Y, Badea CT, Johnson GA, 
Kirsch DG. “Dissecting the Mechanism of Tumor Response to Radiation Therapy with 
Primary Lung Cancers in Mice.” International Journal of Radiation Oncology Biology 
Physics 75(3): S537-S537, 2009. 
 
Badea CT, Johnston SM, Johnson B, Lin M, Hedlund LW, Johnson GA. “A dual micro-
CT system for small animal imaging.” Proceedings of the SPIE 6913, 691342, 2008. 
 
 
 
 


